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Abstract

Demand for multi-appointment, outpatient care services is high and growing, pressuring
overburdened healthcare systems and highlighting the need for operational improvements.
In this study, we investigate operational and scheduling-related factors, and their impact on
the number of appointments patients require to be discharged, as well as their appointment
attendance behaviour. We first utilize data from over 1,700 pediatric speech-language ther-
apy patients to study the associations between waiting time for service, treatment modality,
and the number of appointments patients require. Using a continuation ratio model, we
estimate that, on average, each additional year a patient waits to begin treatment is asso-
ciated with a 26.3% increase in the total number of appointments needed. Furthermore,
we show that offering all appointments in-person, versus via telemedicine, patients require
8% fewer total visits to achieve their desired outcomes. While these are the average effects
across the patient population, we also find significant differences between patients of dif-
ferent severities and the relationships between waiting time, modality, and the number of
appointments needed. Secondly, we use a mixed-effects multinomial logistic regression to
investigate the relationship between appointment modality and appointment attendance.
Although in-person treatment is associated with patients requiring fewer total appoint-
ments to achieve desired outcomes, in-person appointments are also 4.42% less likely to be
attended. This highlights the need for management to consider the effects of scheduling
decisions on multiple drivers of system throughput.
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Chapter 1

Introduction

Many healthcare services, such as speech-language therapy (SLT), rehabilitation therapy,
and cancer treatment, require multiple appointments over extended periods. The demand
for these services is high and continues to grow, placing immense pressure on already
overburdened healthcare systems and highlighting the urgent need for operational im-
provements to enhance system throughput. For example, approximately 7.7% of children
aged 3 − 17 in the United States have communicative disorders, with 55% of these cases
receiving intervention through SLT [?]. This equates to nearly 21 million children an-
nually. However, children are not the only demographic requiring rehabilitation therapy;
SLT also plays a crucial role in managing conditions such as Alzheimer’s, dementia, and
stroke, all of which are becoming increasingly prevalent as populations age [?]. Similarly,
other multi-appointment healthcare services, such as occupational or behavior therapy for
autism spectrum disorder, the prevalence of which has surged by 400%1 since the early
2000s, face rising demand.

In this paper, we focus on pediatric SLT, specifically a publicly funded, preschool pro-
gram operating in Ontario, Canada, serving children typically aged 0 − 4 years. Such
programs provide treatment for children with speech-language disorders (SLDs), which en-
compass difficulties producing sounds (i.e., speech disorders), understanding or combining
words to express ideas (i.e., language disorders), and swallowing. Due to the detrimental
effect of SLDs on learning and social skill development, early intervention is imperative.
However, the waiting times for SLT services, particularly publicly funded programs such as
those delivered by Children’s Treatment Centres (CTCs) in Ontario, are high and rising.
This has been driven primarily by demand outpacing supply growth. For instance, some

1https://www.cdc.gov/autism/data-research/index.html
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CTCs have reported annual SLT services referrals rising 75% between 2019 and 2024, which
contributed to associated wait time increases of 13 − 14% annually. Clinician shortages
are expected to continue in Canada, as the number of speech-language pathologists (SLPs)
entering the workforce is projected to fall short of the demand increase through 2031 [?].
The issue of SLP shortages is not isolated to Canada, as Australia and the United Kingdom
face similar challenges, nor is it isolated to universal healthcare, as the United States faces
related issues [19, 30].

Motivated by the need to identify methods to reduce CTCs’ waiting times independent
of increasing staffing levels, our research aims to empirically investigate operational and
scheduling factors related to throughput. Preschool SLT differs from healthcare settings
more commonly examined in operations management literature in that it is a) a multi-
appointment, outpatient care setting, and b) compared to healthcare services such as
cancer care, treatment planning decisions largely rest in the hands of individual clinicians
and are not algorithmically guided. The former aspect of SLT means that results and
insights from single-appointment healthcare settings may not necessarily hold in the setting
of SLT. The latter aspect emphasizes the need to estimate the treatment process from
empirical data, as we lack tightly bounded clinical guidelines that can be relied upon for
understanding treatment dynamics. Our study focuses primarily on the two determinants
of throughput in multi-appointment settings: 1) the number of appointments patients need,
and 2) the attendance behavior of patients. We aim to investigate the relationship between
initial waiting time and modality of appointments (i.e., in-person vs. virtual), and these
determinants.

In the context of single-appointment healthcare settings, such as the intensive care unit
(ICU) setting studied by [?], delays in receiving care have been shown to sometimes result
in adverse outcomes and longer length of stay. It is important to note that these settings
are 1) single-appointment care settings, and 2) the longer stays resulting from delays are
likely attributable to patient conditions deteriorating while waiting for intervention. Our
setting is different in two ways. First, we investigate a multi-appointment, outpatient
care setting. Second, if waiting times for treatment are associated with SLP patients
needing more appointments, there is reason to believe the driving mechanism is not the
deterioration of the patient’s condition but rather their learning curve flattening as waiting
time grows. Understanding the relationship between waiting time and the number of
appointments patients need is critical when considering approaches to improve throughput,
such as implementing priority-ordered waitlists. It is particularly important to understand
whether different patient types respond to waiting times differently.

Like many non-emergency healthcare organizations, SLP providers began to increas-
ingly adopt telehealth during the pandemic. While telehealth can make access to care more
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convenient by eliminating geographic and time constraints for patients and providers, its
clinical and service efficiency is relatively unknown in pediatric SLP and multi-appointment,
outpatient, chronic care more broadly (excluding mental health treatment). From an orga-
nizational perspective, understanding how telehealth influences factors of throughput, such
as the number of appointments patients require and their attendance behavior, is critical
when allocating capacity and making scheduling decisions. Furthermore, as [21] report, the
majority of patients still prefer in-person visits across a variety of healthcare conditions.
Were organizations to have evidence of the clinical and service efficiency of telehealth, they
may be able to address the common belief that diagnosis and treatment are more accurate
and effective with in-person care, consequently increasing patient acceptance of telehealth.

Findings and Contributions. Our paper makes several important contributions to the
literature on multi-appointment service systems, particularly rehabilitation systems. To
our knowledge, this is the first paper to analyze the relationship between waiting time
and the number of appointments patients require, as well as the joint relationship between
the use of telehealth, the number of appointments needed, and appointment attendance
behavior. Specifically, we make the following contributions:

1. Using retrospective data from over 1,700 patients and 15,800 appointments, we em-
pirically estimate the impact of initial waiting time and appointment modality on
the number of appointments patients need to achieve desired outcomes. We use a
discrete-time survival analysis approach with inverse proportional censoring weight-
ing to account for right-censored data with a known censoring mechanism. Firstly,
we find that for medium- and high-severity patients, a one-year delay is associated
with a 9−21% increase in the number of appointments needed. However, there is no
evidence of a significant effect of waiting time on the number of appointments needed
by low-severity patients. Secondly, we find that for medium- and high-severity classes
receiving the majority of appointments virtually significantly increases the number of
appointments needed compared to receiving the majority in-person. For low-severity
patients, there is no significant evidence that modality affects service efficiency.

2. By analyzing granular, historical scheduling data for over 19,000 appointments, we
find that virtual appointments (i.e., telehealth) are 4.42% more likely to be attended
than in-person appointments. Interestingly this is driven by a significantly lower
likelihood of no-showing or canceling an appointment within 24 hours of the start
time. Furthermore, this observation is uniform across patient severity levels.

3. Using simulation results, we demonstrate that ignoring these relationships can lead
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to significant negative impacts on throughput and, consequently, greatly increase
waiting times. Firstly, we show that in the presence of the waiting time effect on the
number of appointments needed, a strict priority policy can significantly outperform
the currently used first-come-first-serve (FCFS) policy concerning throughput. Im-
portantly, the optimal strict priority policy does not necessarily follow the cµ-rule.
Secondly, we consider static scheduling policies in which each patient category is
designated a fraction of appointments to receive in-person versus virtually. We find
that it is important to consider both the effect of modality on the number of appoint-
ments needed as well as appointment attendance behavior. Doing so can significantly
improve throughput compared to the organization’s current policy.
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Chapter 2

Literature Review

This paper relates to four streams of literature: empirical work investigating the effect
of waiting time and modality on service durations, empirical investigations of scheduling
factors associated with appointment attendance behavior, queueing models with queueing
time-dependent service durations, and appointment scheduling in healthcare.

Significant effort has been made to research the impact of delays on patient outcomes,
such as hospital length of stay (LOS). For example, [5] find that the median hospital length
of stay and in-hospital mortality rates are significantly higher for patients whose ED to
ICU transfer was delayed by more than 6 hours. The main drawback of this and similar
studies in the medical literature is their treatment of delays as a binary outcome. On the
other hand, [6] treat emergency department (ED) to ICU delays as continuous. They find
that one additional hour of delay is associated with an 11.37−38.21% increase in ICU LOS
for select patient categories, like renal and vascular patients. Furthermore, these studies
consider hospital settings where service time is defined in terms of a single LOS. We verify,
in the context of a multi-appointment SLT setting, that delays between treatment referral
and assessment are associated with patients needing more appointments. Moreover, this
association is not uniform across patient severity levels.

With the rise of telehealth usage, there is a growing body of literature investigating the
effectiveness of telehealth on the likelihood of patients needing follow-up or duplicate ap-
pointments. In the context of acute respiratory illnesses, [29] find that telehealth diagnosis
appointments resulted in a 5 times higher likelihood of needing an in-person follow-up com-
pared to an in-person diagnosis appointment. Contrarily, [12] found that follow-up rates
were the same for virtual and in-person appointments in the context of acute, non-urgent
care. One limitation of these studies is they consider only the likelihood of needing one
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more follow-up appointment due to their focus on acute, rather than chronic, care. [1] show
that adoption of secure messaging, or “e-visits”, by primary care providers increase office
visits by 6% and decrease the number of new patients providers see each month by 15%;
however, they do not significantly impact health outcomes. We extend these findings to a
multi-appointment care setting, demonstrating that for some patient categories, increased
usage of telehealth methods is associated with an increase in the number of appointments
needed to achieve adequate outcomes.

Our work leverages electronic health records and scheduling data to parametrically
estimate the associations between waiting time, treatment modality, and the number of
appointments patients need, which is an analog of service time in a multi-appointment
setting. We use a discrete-time survival analysis approach to address the estimation, similar
to the methods used by [15], to examine the relationship between medication adherence
and readmission.

Significant effort has been invested into researching the reasons patients might miss
appointments. To date, the works of [8] and [2] remain some of the most comprehensive
literature reviews on the topic. They cite patient demographic features, patient-provider in-
teractions, previous appointment-keeping history, and appointment lead time as predictors
of no-show behavior. One of the primary limitations of the existing literature is the com-
mon grouping of no-shows and cancellations or exclusion of cancellations from the analysis.
[22] attempt to address this by distinguishing three appointment outcomes: attendance,
no-show, and cancellation. The main predictors they identify are lead time, financial payer,
patient age, and prior attendance history. Recently, the medical literature has begun to
investigate the association between telemedicine and appointment attendance behavior,
finding mixed results. For example, while [23] estimated the no-show rate for telemedicine
appointments (12%) is half that of in-person appointments (25%), [3] estimated the odds
of a no-show for a telemedicine appointment is 42% higher than an in-person appointment.
We add to this body of literature in several ways. Firstly, we consider four appointment
outcomes: 1) attendance, 2) no-show, 3) cancellation within 24 hours of the appointment
(last-minute cancellations), and 4) cancellations greater than 24 hours before the appoint-
ment (advance cancellations). Secondly, we not only investigate the relationship between
telemedicine and attendance behavior, but also the relationships between the number of
future known bookings, patient drive time to their clinic, and attendance behavior.

Motivated by our empirical findings, we consider simple static scheduling policies
that can improve overall system throughput and other patient outcome measures in our
setting. [9] investigate shortest-job-first (SJF) and shortest-remaining-processing-time
(SRPT) scheduling policies in the setting of a M/GI/s+GI queue. They show that
SJF/SRPT is asymptotically indistinguishable from a carefully designed two-class priority
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rule. [28] considers appointment scheduling with a bulk arrival and two patient classes who
have different service time responses to waiting time. They find that the best scheduling
policy depends on the parameterization of the initial service times and the responses to
waiting time. In our work, we extend the concept of a strict-priority waitlist to a setting
where service times for different patient classes are differentially dependent upon their
wait times. Furthermore, we provide evidence that in some settings, SJF (based upon the
baseline service time) is not the best priority ordering.

Our second counterfactual analysis is connected to works such as [34], [24], and [17]
that investigate the impact of telehealth on system throughput when their effect on the
need for duplicate or follow-up visits varies. [34] and [17] find that the use of telehealth
and in-person appointments need to be carefully balanced, dependent on the efficiency of
telehealth visits. Too much prioritization and telehealth capacity can lead to providers
delivering more appointments while simultaneously seeing fewer patients. Key aspects
of our work include appointment modality not only modifying the likelihood of needing
more appointments but also the appointment attendance behavior. We show that these
factors should be considered simultaneously by managers, as telehealth may simultaneously
increase the number of appointments a patient needs while also decreasing their odds of
missing or canceling appointments.
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Chapter 3

Empirical Setting

In Chapter 3 we elaborate on the clinical setting, followed by the patient treatment timeline,
and concludes with a data description. We collected data from 6,834 patients across 7
clinics, who received SLT between December 2020 and October 2023. Our data set provides
us with a rich set of variables related to the referral, assessment, and discharge processes
for patients, demographic and disorder severity information, and scheduling information.

We exclude patients with missing data; specifically, we remove patients with no recorded
referral date or severity score, and patients who canceled all of their appointments. A large
component of this reduction is the exclusion of patients who were referred to the program
before data collection began in December 2020, but had yet to begin or were currently
undergoing treatment when data collection began. Furthermore, we only include patients
whose treatment began and ended during the data collection period. This yields a sample
size of 1,751 patients and 15,806 attended appointments suitable for use in the analysis of
factors driving the number of appointments patients need. Comparatively, we include the
full 6,834 patient sample in our analysis of predictors of appointment-keeping behavior.
There were 47,460 appointments booked across these patients, 36,971 (77.90%) of which
were attended.

A patient’s treatment pathway begins with a referral to the CTC, typically made by
a pediatrician, family physician, or a SLP at a community outreach event. The referring
clinician provides their perspective on the patient’s type and severity of disorder, which
Clinical Scheduling Assistants (CSAs) use to assign the patient a priority code. The patient
is subsequently added to the program waitlist which functions as a FCFS waitlist.

When a clinician is ready to accept a new patient onto their caseload, they contact
a CSA who pulls a patient from the waitlist. Generally, the CSA picks a patient who is
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closest to the front of the waitlist in conjunction with the service needed, the patient’s
treatment location preference (as there are multiple treatment sites), and currently avail-
able treatment resources. We note that, in practice scheduling deviates slightly from a
FCFS policy during times of the year when the clinic needs to prioritize patients on the
waitlist about to age-out of service eligibility.

Once assigned a clinician, the patient begins service with an assessment appointment.
During this appointment, the clinician assesses the client’s speech-language disorder, the
family’s desired treatment outcomes, and possible barriers to treatment, such as an unsta-
ble home environment. The clinician subsequently outlines a set of treatment goals for the
patient and the treatment plan, including the estimated number of treatments required
to reach the stated goals. Furthermore, they provide the family with a home treatment
program to follow, which includes exercises for the patient to perform between appoint-
ments. Patients subsequently receive a series of appointments that conclude in one of two
outcomes. 35% of patients are discharged for achieving adequate outcomes, whereas 65%
of patients are discharged due to entering school, which renders them ineligible for treat-
ment in the preschool program. These patients are subsequently referred to school-based
rehabilitation services (SBRS), where they join another waitlist. This can significantly
disrupt a child’s rehabilitation process as SBRS programs generally have waiting times in
the order of several years in Ontario.

In addition to the number of appointments patients receive and the reason for their
discharge, our data also enable us to construct multiple measures related to appointment-
keeping behavior. Firstly, we know which appointments were canceled due to a patient
cancellation, clinician cancellation, or no-show. Secondly, we know the date on which each
appointment was canceled, which allows us to compute the advance notice provided at the
time of each cancellation. We classify patient cancellations into three categories: no-show,
last-minute cancellation, and advance cancellation. No-shows, last-minute cancellations,
and advance cancellations correspond to 4.52%, 6.96%, and 4.63% of all appointment
bookings, respectively.

In the next chapter we describe our empirical hypotheses in detail and provide a more
detailed description of the data we employ to test these hypotheses.
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Chapter 4

Background and Hypotheses
Development

The determinants of system throughput in our setting are complex and interconnected.
For example, the number of appointments patients require to achieve appropriate outcomes
directly impacts system throughput, while the time it takes to deliver these appointments is
partially affected by the frequency with which the patient cancels or misses their bookings.
In this section, we present multiple hypotheses and explain their direct and indirect impacts
on throughput.

4.1 Direct Determinants of the Number of Appoint-

ments Needed

4.1.1 Referral to Assessment Waiting Time

We begin by considering the effect of the waiting time a patient experiences before begin-
ning treatment on the number of appointments they receive. From a managerial perspective
understanding this relationship is critical. If the relationship is positive, it can create a
positive feedback loop that detrimentally affects system throughput. Furthermore, if the
effects vary by patient type, it may affect the optimal choice of waitlist prioritization policy.

In SLT, the wait-and-see approach was once believed to be beneficial for toddlers who
initially failed a language screening, supported by the theory that they may experience

10



spontaneous improvement while waiting for treatment. However, [4] provides evidence that
this approach is outdated and is not supported by recent studies. However, when waitlists
are long, early identification and referral for treatment does not necessarily translate to
early intervention. Waiting times at CTCs have grown steadily over the last decade, as
demand has consistently outpaced clinical supply of SLT. This indicates low elasticity of
demand for publicly-funded treatment with respect to waiting times, similar to the findings
of [18] with respect to surgical wait times, and emphasizes the need to better understand
the relationship between waiting times and throughput when deciding how to manage
waitlists.

The literature on the dependency of service times on waiting times is disparate, equivo-
cal, and refers mainly to settings where service is delivered in a single, rather than multiple,
appointment(s). For example, [6] show that delays in the admission of patients from the
ED to the ICU can result in longer stays, however, this is only the case for 3 of the 9
patient categories investigated. Furthermore, [6] study a single visit setting. [14] investi-
gated changes in disorder severity of pediatric patients referred for SLT while they waited
to begin service. Although patients made an average improvement of 0.5 on the Therapy
Outcomes Measures Impairment Scale (TOM-I), the majority of patients were still deemed
to need therapy after reaching the front of the waitlist. Furthermore, waiting times were
found to be insignificantly correlated with changes in disorder severity in both univariable
and multivariable regressions. Finally, although [14] study the effect of waiting on disorder
severity and the binary need for treatment in our setting, they do not investigate the effect
of wait times on the number of treatment appointments needed or treatment outcomes.

Based on findings from single appointment settings and the existing literature on the
effect of waiting times on speech-language disorder progression, we postulate the following
alternate hypotheses:

Hypothesis 1A Longer waiting times are associated with patients needing more treatment
appointments to be discharged for achieving desired outcomes.

Hypothesis 1B The number of appointments patients need to be discharged for appropri-
ate outcomes has an inverted U-shaped response to their initial waiting time.

In Hypothesis 1A, we assert that as a patient waits longer for treatment, the more their
learning curve flattens. This results in patients requiring more treatment to achieve the
desired outcomes.

Hypothesis 1B is motivated by the observation in [14] that some patients with SLDs
spontaneously improve while waiting for treatment. We hypothesize that as patients wait
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for service, their learning curve flattens, requiring more treatments to achieve the desired
outcomes; however, patients who wait a very long time are likely to spontaneously improve,
consequently decreasing the amount of treatment required to achieve the desired outcomes.
This leads to an inverted U-shaped relationship between wait time and the number of
appointments needed.

4.1.2 The Effects of Treatment Modality

Telehealth, defined here as service delivery via video conferencing, telephone, or email, saw
a surge in usage during the COVID-19 pandemic. Although many healthcare settings re-
turned to in-person care as restrictions eased, telehealth remains valuable in some contexts,
particularly for reducing indirect care costs, such as reducing travel time for patients. For
instance, [32] reported high patient satisfaction with telehealth visits in an SLT setting,
and significant patient interest in its continued availability.

The efficacy of telehealth in adult SLP is relatively well-established (see [10]); how-
ever, the literature for pediatric patients, particularly preschool-aged patients, is limited.
Although [33] demonstrate that telehealth is efficacious in terms of patient conditions
improving—for instance, Functional Communication Measures improve significantly when
patients are treated using telehealth—there is little existing research comparing the effi-
ciency of telehealth and in-person treatment in an SLT context.

This study focuses on the efficiency of different treatment modalities, measured by
their effect on the number of appointments patients require to be discharged with desired
outcomes. Assuming equivalent efficacy between modalities, differences in efficiency can
highlight disparities in resource utilization. For instance, if virtual treatment requires
15 appointments to discharge a patient, but in-person care only requires 10, in-person
treatment is more efficient.

Additionally, we are interested in examining how efficiency varies with patient-level
factors, such as disorder severity. Some disorders, such as swallowing and voice disorders,
require physical intervention unsuitable for telehealth. Others, such as stuttering, require
clinicians to be able to accurately assess aspects of voice, like quality, pitch, and hoarse-
ness. [11] show these factors can be hard to assess accurately in a telehealth setting due to
distortion from audio recording devices. These limitations indicate that the efficacy and
efficiency of telehealth may depend on the clinical needs of the patient. Misalignment be-
tween treatment modality and patient needs may lead to inefficiencies, such as unnecessary
follow-up appointments, which reduce the overall benefits of telemedicine.

Based on the current body of literature, we form the following hypotheses:
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Hypothesis 2A In-person treatment is more efficient compared to telehealth treatment,
resulting in patients requiring fewer appointments to achieve desired outcomes.

Hypothesis 2B The difference in efficiency between in-person treatment and telehealth
treatment is greater for patients with high, compared to low, disorder severity.

Hypothesis 2C Mixing treatment modalities is less efficient than using a uni-modular
treatment style, due to frequent changes in the treatment environment disrupting patient
learning in a multi-appointment setting.

4.2 Cancellation Behavior

Although the number of treatments patients need to receive is the primary driver of system
throughput, the number of bookings necessary to deliver these treatments is a secondary
driver. In a multi-appointment setting where patients can cancel or miss appointments, the
number of bookings and the number of appointments delivered are not necessarily equal.
For example, a patient that requires six appointments and cancels 20% of their scheduled
appointments will use up seven to eight booking slots. This has negative consequences
on the throughput when these ‘unattended’ appointments are no-shows or last-minute
cancellations as these appointment slots are hard (or impossible) to fill in a setting without
overbooking or walk-in appointments.

In many service settings, walk-in appointments and overbooking are used as strategies
to mitigate the negative effects of no-shows after they occur. In the case of SLT, these
are highly challenging strategies to implement. As service is provided across multiple ap-
pointments that must be delivered by the same clinician, ideally with a specific frequency,
walk-in appointments are difficult to accommodate. Furthermore, overbooking has a much
higher cost potential than in other service settings for several reasons. First, when treating
preschool-aged children, this strategy requires service providers to offer childcare services
for overbooked patients. Secondly, overbooked patients can only fill no-shows and cancel-
lations for their clinician. This greatly increases the probability of these patients being
treated in overtime, which increases costs for service providers and can be impossible in
cases where clinician contracts prohibit overtime work.

For the aforementioned reasons, many of the strategies suggested in the existing liter-
ature for mitigating the negative impact of appointment non-attendances do not apply in
our setting. To limit the negative effects, strategies that reduce the occurrence of no-shows
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and cancellations, particularly last-minute cancellations, must instead be employed. One
such strategy is that of optimizing the booking window when the likelihood of no-shows
increases monotonically with appointment lead time. This approach was proposed theoret-
ically by [16] and shown to have significant benefits in an SLT setting in [25]. In this work,
we analyze other facets of appointment attendance behavior with a goal of identifying
factors that can be leveraged to reduce the rates of no-shows and cancellations.

Primarily, we are interested in the relationship between appointment modality and
the number of known future bookings, and the likelihood of a last-minute cancellation or
no-show. In Section 4.1, we hypothesized that appointment modality affects the number
of treatments patients require to achieve appropriate outcomes. However, the amount of
bookings it takes to deliver these treatments (i.e., attended plus canceled appointments)
is dependent on the non-attendance rate, making the choice of the optimal appointment
modality non-trivial. For example, if 100% in-person treatment translates to an expectation
of a patient needing 15 appointments, but in-person appointments are canceled 20% of the
time, they will need an expected 18 bookings to receive 15 treatments. However, if 100%
virtual treatment translates to a need for 16 appointments, but virtual appointments are
canceled 10% of the time, the patient will only need an expected 17.6 bookings to achieve
appropriate outcomes. Secondly, if the likelihood of cancellation or no-show increases as
the number of appointments delivered increases, patients who require more treatment will
also have more cancellations, further exacerbating their use of treatment capacity.

It is natural to think that telemedicine appointments would have lower no-show and
last-minute cancellation rates compared to in-person appointments, as they reduce the
logistical needs for attending an appointment. For example, travel to the treatment site
is no longer required, which may make attending an appointment more feasible for an
individual with a busy schedule, and reduce the number of cancellations and no-shows due
to adverse road conditions.

Based on the existing literature, we form the following hypothesis:

Hypothesis 3 Telemedicine appointments (i.e., telephone and virtual appointments) are
less likely to incur cancellations or no-shows compared to in-person appointments.

Regarding the association between known future bookings and patient attendance be-
havior, we form the following two hypotheses:

Hypothesis 4A The likelihood of a no-show decreases as a patient has more known future
bookings after their upcoming appointment.
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Hypothesis 4B The likelihood of a patient canceling their upcoming appointment in ad-
vance (i.e., greater than 24 hours in advance) grows with the number of known future
bookings.

In the case of the organization being studied, there is a policy that aims to reduce
no-show rates by putting patients who no-show twice without valid cause back on the
treatment waitlist. Analysis of the available data shows that this policy is strongly enforced,
with less than 2% of patients having more than 2 recorded no-shows. We argue that the
more future known bookings a patient has, the greater the incentive is for them to not
no-show, as there is a significant known cost in the event they are put back on the waitlist.
This rational underpins Hypothesis 4A.

In the case of Hypothesis 4B, we argue that the likelihood of an advance cancellation
occurring increases with the number of future known bookings for two reasons. First, there
is no penalty for an advanced cancellation, unlike a no-show. Secondly, if a patient has more
known future bookings, their perceived loss from canceling their upcoming appointment is
lower.

The final hypothesis of interest is the relationship between drive time and appointment
attendance behavior. Given the outpatient setting, patients with in-person appointments
need to travel, generally from their homes, to their respective clinic for treatment. We focus
on the estimated drive time from patients’ homes to their respective clinic, as opposed to
straight line distance, due to the high number of highways/freeways as well as residential
roadways in the geographic area of the clinic network. As these paths of travel flow at
significantly different speeds (e.g., 100km/h versus 40km/h) we assert that it is possible
for equal euclidean distances to have different driving times. Logically, what is likely to
cause a no-show or last-minute cancellation due to travel is that the patient is unable to
arrive at the clinic on time for their appointment. This outcome is more directly a function
of the time it will take for them to drive from their home to the clinic as opposed to the
absolute distance from their home to the clinic.

The existing literature on travel-related predictors of appointment attendance behavior
in outpatient care settings lies primarily in the medical literature and typically examines the
association between distance and no-show behavior. Few studies have examined the effect
of driving time or the association between distance/driving time and cancellation behavior,
in addition to no-show behavior. Furthermore, while some studies elucidate a positive
association between distance and no-show likelihood, such as [13], others, such as [20], note
a negative correlation. Although we are interested in the association between drive time
and no-show behavior, we are more focused on understanding the complex relationships
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and interplay between drive time and attendance, no-shows, and cancellations, as these
are not independent outcomes and have different managerial impacts.

Based on the existing literature, there appears to be a complex interplay between drive
time and no-show and advanced cancellation behavior. This leads to the construction of
the following two related hypotheses:

Hypothesis 5A The likelihood of a no-show decreases as driving time from the client
location to their clinic increases.

Hypothesis 5B The likelihood of an advanced cancellation increases as driving time from
the client location to their clinic increases.

One cause for no-shows and cancellations is scheduling conflicts on the patient’s end.
Consider the case of a minor scheduling conflict, for example, the patient’s parent has a
meeting scheduled to end 15 minutes before their appointment. If they live close to the
clinic, for example, a 10-minute drive away, the parent may still believe they have a high
probability of making it to the appointment on time. Thus, they choose not to cancel
their appointment in advance, instead taking the risk of no-showing, leading to a higher
no-show likelihood and a lower likelihood of them informing the clinic of the scheduling
conflict in advance and canceling/rescheduling the appointment. Conversely, suppose this
family lives 30 minutes away from the clinic, and the parents’ meeting is scheduled to
end 15 minutes before the start of their child’s appointment. In that case, they are more
likely to cancel/reschedule the appointment in advance as they are certain they will not be
able to make it to the appointment on time due to the conflict. Therefore, as drive time
increases, the likelihood of an advance cancellation rises and the likelihood of a no-show
decreases.

If these hypotheses hold they have important managerial implications, regardless of
whether appointment attendance likelihood is associated with drive time. As previously
mentioned, for the organization being investigated, advanced cancellations carry a much
lower cost in terms of wasted treatment capacity compared to no-shows. Consequently,
given the choice, if the likelihood of attendance itself cannot be changed, it is preferable
to enact policies that shift non-attendances to higher rates of advanced cancellations and
lower rates of no-shows, compared to the other way around.
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4.3 Explanatory Variables

Our detailed scheduling data allows us to construct patient treatment timelines and multi-
ple explanatory variables. To be specific, for each patient i, we know the initial waiting time
(i.e., the time from referral to assessment), denoted by Waiti, the severity level, denoted by
Sevi, the age at referral, denoted by RefAgei, the treating clinician denoted, by Cliniciani,
and the location where all in-person treatments were received, denoted by Officei. Of the
1,751 patients used in the analysis of the number of appointments needed, 21% are low
severity, 54% are medium severity, and 25% are high severity.

Our data also allows us to construct several time-varying explanatory variables. To
be specific, we can calculate the time elapsed between consecutive appointments, and
the cumulative average interval between consecutive appointments from appointment 1
to j, denoted by Gapij for pateint i. This variable allows us to estimate the impact of
appointment frequency on patient outcomes. Additionally, appointments can be delivered
in-person or via telehealth methods. Using the data for the modality of delivery of each
appointment, we can calculate the fraction of appointments that were delivered in-person or
through telehealth. Specifically, we can calculate the cumulative fraction of appointments
1, . . . , j that were delivered in-person for patient i, denoted by Faceij.

We are also able to construct multiple explanatory variables related to patient appoint-
ment attendance behavior. First, we know the date on which each appointment was sched-
uled. We denote the date on which appointment j of patient i was scheduled by T sched

ij , and

the date for which it was scheduled to occur by T appt
ij . Using these variables, we can com-

pute the lead time for each appointment booking, denoted by LeadTimeij = T appt
ij −T sched

ij .
Furthermore, we can construct measures of the historical attendance behavior for each
patient. Specifically, we can calculate the number of appointments patient i had attended,
canceled, and no-showed before time t, denoted by PrevApptit, PrevCancit, and PrevNSit,
respectively. We can also calculate the number of future appointments patient i had sched-
uled before time t, denoted by FutureBookingsit =

∑mi

j=1 1(T
sched
ij ≤ t < T appt

ij ), where mi

denotes the total number of appointments scheduled for patient i in the data.

Furthermore, our data provides other appointment scheduling-related information, such
as the time of day for each appointment and its modality (i.e., in-person or virtual). We use
publicly available data sources to extract additional relevant information such as historical
weather data (temperature, snowfall, and rainfall). Moreover, using the postal code of
a patient’s home address and their clinician’s office, we calculate the approximate travel
distance and travel time from the patient’s home address to their clinician’s office. Table 4.1
provides the summary statistics of patient-level and appointment-level covariates related
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to the number of appointments needed and appointment attendance behaviour.
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Table 4.1: Summary Statistics of Key Dependent and Control Variables

Variable Observations Mean St. Dev.

Baseline Patient Covariates

Number of Treatment Visits 1,751 9.03 5.01

Event (1 = Discharged, 0 = Aged-out) 1,751 0.35 0.48

Age at Referral (years) 1,751 1.93 0.57

Waiting Time (years) 1,751 0.91 0.42

Time-Varying Patient Covariates

Cumulative Percentage of Appointments In-Person 15,806 0.45 0.35

Interval between Appointments (days) 15,806 27.27 23.67

Appointment Attendance Distribution

(Patient-Level)

Attendance (%) 22,169 84.87 19.80

No-Show (%) 22,169 4.85 13.06

Last-Minute Cancellation (%) 22,169 5.99 11.28

Advance Cancellation (%) 22,169 4.28 10.12

Attendance Behavior Covariates

Lead Time (days) 22,169 30.30 21.95

Number of Previous Cancellations 22,169 1.06 1.54

Travel Distance (km) 22,169 9.43 6.21

Travel Time (min) 22,169 12.31 5.17

Temperature (°C) 22,169 9.44 9.01

Daily Rainfall (mm) 22,169 1.91 4.39

Daily Snowfall (mm) 22,169 0.28 1.04
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Chapter 5

Empirical Strategy

In Chapter 5 we describe the empirical strategy we employ to estimate the impact of
the key variables of interest on the number of appointments needed and the cancellation
behavior. In what follows, we attach a subscript i to the various variables of interest to
denote the patient, and a subscript j to denote the appointment number.

5.1 Number of Appointments Needed

To test Hypotheses 1-2, we need to estimate the impact of waiting time and treatment
modality on the number of appointments patients need to achieve the desired outcome.
However, we only observe the number of appointments patients received and whether they
were discharged for having reached the desired outcome. Let Ni denote the number of
appointments patient i needed, and let Ñi denote the number of appointments patient
i received in the data. We cannot use a generalized linear model such as a Poisson or
a negative binomial regression because our observations are censored, that is, we do not
observe the total number of appointments a patient needed if the patient did not reach
the desired outcome before aging out. If we were to ignore this concern, the parameter
estimates could be incorrectly estimated as the number of appointments received is an
under-representation of the number of appointments censored patients needed. To rectify
this concern, we use survival analysis as it accounts for the censoring process. Survival
analysis is frequently used in the medical and reliability literature where the time-to-
event of a deteriorating system is of interest. It has also been used to model credit risk
(particularly, time to default) for loans and bonds as well as inter-purchase times; for
example, [31] and [27].
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The Survival Model.

Let Ni denote the number of appointments patient i received, and δi be a binary vari-
able that equals one if patient i reached the desired outcome (before aging out) and zero
otherwise. Let Xb

i denote the baseline covariates for patient i, and X t
i = (X t

ij) denote
the time-varying (appointment specific) covariates for patient i, where X t

ij denotes the
time-varying covariates at the time of appointment j for j = 1, . . . , Ni. For each patient
i for i = 1, . . . ,m, we observe (Ni, δi, X

b
i , X

t
i ). An equivalent representation of (Ni, δi) is

(δi1, . . . , δiNi
), where δij for j = 1, . . . , Ni is the binary variable indicating whether patient

i was discharged after appointment j for having achieved the desired outcome, defined as
follows:

δij =

{
1 if j = Ni and δi = 1

0 otherwise.

The key quantity of interest is the hazard, that is, the instantaneous risk, of the patient
reaching the desired outcome, which is defined as follows:

λij(X
b
i , X

t
i,j) = P(δij = 1 | δi,j−1 = 0, Xb

i , X
t
ij).

We employ the continuation ratio model proposed by [7], in which the hazards, λij, are
parameterized as follows:

log(
λij

1− λij
|Xb

i , X
t
ij) = αj + βXi + γX t

ij, (5.1)

where α, β, and γ are given parameters. Equation (5.1) can be rewritten as follows:

λij =
exp(αj + βXb

i + γX t
i,j)

1 + exp(αj + βXb
i + γX t

i,j)
.

Then, the likelihood can thus be expressed as follows:

L =
m∏
i=1

Ni∏
j=1

λij(X
b
i , X

t
i,j)

δij (1− λij(X
b
i , X

t
ij))

1−δij . (5.2)
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As previously mentioned, survival analysis is commonly used in settings where there
is right-censoring. [26] proposed inverse-probability-of-censoring-weighting (IPCW) as a
method to correct for censoring in cases where the censoring process is (partially) de-
pendent on the baseline and/or time-dependent covariates related to the event process.
This approach constructs a pseudo-population for the censored patients by upweighting
uncensored patients with similar characteristics. The stabilized weights, WC

ij , are defined
as:

WC
ij =


j∏

k=0

P(Cik = 0)

P(Cik = 0|Xb
i , X

t
ik)
, Cij = 0

0, Cij = 1

and can be estimated using a continuation ratio model similar to the outcome model, in
which the failure event is censoring. The weights are then incorporated in the outcome
model:

L =
m∏
i=1

Ni∏
j=1

WC
ij λij(X

b
i , X

t
ij)

dij(1− λij(X
b
i , X

t
ij))

1−dij

and estimation is performed using weighted logistic regression.

There are two values of interest in this setting that can be estimated using the afore-
mentioned model. First, by taking the exponential of (5.1), the parameter estimates for β
and γ can be interpreted as additive effects on the hazard-ratio for experiencing the event
in each time interval. Consequently, an exp(βp) greater (lesser) than 1 (0 in the log form)
indicates an upwards (downwards) shift in the hazard for those with higher versus lower
values of Xip. The same holds for γ.

The second estimate of interest is restricted mean survival time (RMST). The RMST
is the mean survival time restricted at time t = τ :

RMST =
1

n

m∑
i=1

τ∏
j=1

(1− λij(X
b
i , X

t
ij)).

Hazard ratios, although they indicate whether a covariate is associated with a patient
needing more or fewer appointments to reach the desired outcome, do not have a direct
interpretation in terms of how many appointments a patient will need. RMST, on the other
hand, has a direct interpretation in terms of the number of appointments a patient will
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need. Thus, we employ a two-stage approach where we (1) estimate the hazard ratios and
(2) use G-computation to estimate the RMST for various levels of the covariates of interest,
specifically waiting time and the proportion of appointments delivered in person. The 95%
confidence intervals for the association between covariates and RMST are calculated using
the Delta method.

5.2 Number of Appointments Needed Cont’d

In order to investigate the relationship between our variables of interest and the number of
appointments patients need to achieve desired outcomes, we formulate the functional form
of the continuation ratio model as:

logit(λij) = αj + β1Waiti + γ1Faceij + γ2Face
2
ij + Ziδ +Vijθ. (5.3)

The main effects of interest are those of Waiti (Hypothesis 1A), Faceij, and Face2ij
(Hypotheses 2A and 2C). Baseline control variables, including (1) severity, (2) referral
age, (3) office location, and (4) the patient’s focal clinician are denoted by the vector Zij.
Time-varying controls, including (1) the cumulative average interval between consecutive
appointments, (2) the month of the appointment, and (3) the patient’s age at appointment
j, are included in the vector Vij. Furthermore, we use the same specification as (5.3) for
the censoring model that is used to calculate the IPC weights.

To test Hypothesis 2B, whether disorder severity modulates the effect of waiting time
and efficiency of in-person versus virtual treatment, we add interaction terms between the
severity (Sevi), waiting time (Waiti), and the cumulative proportion of treatment that was
delivered in-person (Faceij, Face

2
ij), resulting in the outcome model formulation:

logit(λij) = αj + β1Sevi ×Waiti + γ1Sevi × Faceij + γ2Sevi × Face2ij + Ziδ +Vijθ.

5.3 Cancellation and No-Show Probabilities

Next, we estimate the association between factors such as appointment modality and the
number of previously delivered appointments on the probability of a patient no-showing or
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canceling their upcoming appointment. In our setting, there are four mutually exclusive
outcomes of interest: a patient either attends their appointment, no-shows, cancels at the
last minute, or cancels in advance. Furthermore, we have repeated observations for many
patients, owing to the multi-appointment nature of care. Thus, we employ a mixed-effects
multinomial logistic regression approach to estimate the relationship between the covariates
and outcomes. We include random intercepts for each patient to control for unobserved,
individual-specific attendance behavior.

To test Hypotheses 3, 4A, and 4B we define the linear predictor of the mean function
for outcome j (i.e., αj +Xβj) and sample i as lij:

lij = αj + β0jModalityi + β1jFutureBookingsi + β2jFutureBookings
2
i + γXi + ψZi. (5.4)

The main effects of interest included are those of modality, Modalityi, and the number of
known future bookings, FutureBookingsi. In X we include a variety of scheduling related
factors including the linear and quadratic terms of LeadTime, Sev, the number of prior
appointments, prior cancellation behavior, in addition to the temperature and precipitation
on the day of the appointment. Finally, we include a variety of fixed effects in Z, namely:
the office location and the weekday, month, and year of the appointment.

To investigate the effect of drive time specifically on in-person appointment attendance,
we isolate in-person appointments and add the estimated driving time from the patient’s
home to their clinic as a covariate to the model defined by (5.4).
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Chapter 6

Empirical Results

6.1 Number of Appointments Needed

In Table 6.1 we provide the results for the association between the initial waiting time
and modality of treatment on the number of appointments required. Whether or not
the dependent censoring mechanism is controlled for using IPCW, the direction of the
estimates does not change; however, the magnitude of the association shifts marginally after
dependent censoring is accounted for. Overall, waiting times are positively associated with
patients needing more appointments, as evidenced by the 57.2% reduction in the odds of
discharge per year of waiting time. This observation supports Hypothesis 1A. Furthermore,
using a two-stage estimation method, we estimate the average marginal effect (AME) of
waiting time on RMST (restricted at 15 appointments) is equal to patients needing 2.94
(26.3%) more appointments for each year of waiting time. In Figure 6.1(a), we present the
graphical results of this estimation, including the 95% confidence interval calculated using
the Delta method.

Our analysis also shows a significant, quadratic relationship between modality and the
number of appointments patients require. However, examining the RMST estimation we
see that this is not necessarily an inverted U-shaped relationship, where mixing modalities
(e.g., 50% in-person treatment) results in patients needing significantly more appointments
than uni-modular treatment. Rather, there appears to be little variance in the efficiency of
treatment when 50% or less treatment is in-person. Comparatively, efficiency significantly
increases as more treatment, beyond the 50% threshold, is given in-person. Specifically,
receiving all treatment in-person is associated with patients needing 0.94 (8.0%) fewer
appointments compared to all virtual treatment.
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Table 6.1: Survival Analysis Model Results

Variable OR OR (IPCW) OR OR (IPCW)

SevL 0.025 0.043 0.028 0.046

(0.052) (0.093) (0.057) (0.097)

SevM 0.008 0.014 0.009 0.015

(0.018) (0.030) (0.019) (0.032)

SevH 0.003 0.006 0.004 0.006

(0.007) (0.012) (0.008) (0.013)

WaitT ime 0.420∗∗∗ 0.428∗∗∗ 0.392∗∗∗ 0.411∗∗∗

(0.118) (0.131) (0.109) (0.126)

PctFace 1.662∗∗∗ 1.563∗∗∗ 0.524∗ 0.777∗

(0.299) (0.280) (0.294) (0.446)

PctFace2 3.468∗ 2.130∗

(1.980) (1.243)

Controls Included Included Included Included

Observations 15806 15488 15806 15488

Notes. The standard errors are reported in parentheses, with ⋆, ⋆⋆, and
⋆ ⋆ ⋆ indicating significance at the 0.05, 0.01, and 0.001 levels, respectively.

As previously explained, we have reason to believe the effect of wait time and modality
may differ between severity levels. To investigate this, we add interaction terms between
wait time (WaitT ime), modality (PctFace), and severity (Sev). The results for the models
with and without IPCW, as well as with and without the quadratic effect of modality, are
provided in Table 6.2. Considering the model including only the linear terms of modality,
we find that modality is only significantly associated with the number of appointments
patients receive if they have a medium or high severity disorder. These patients need
fewer appointments to achieve the desired outcomes if they receive more of their treatment
in-person. From Figure 6.2(b), we see that there is no significant association between
modality and the number of appointments required for low severity patients. However,
when we consider the quadratic term of modality, we see similar results for the medium
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(b) Modality Effect on RMST

Figure 6.1: Estimation of the Effect of Wait Time and Modality on Restricted Mean
Survival Time (RMST)

and high severity patients as in the non-stratified case. That is to say, in-person treatment
is significantly more efficient than virtual treatment, but only when the majority of visits
are delivered in-person. In the case of medium-severity patients, receiving all appointments
in-person is associated with a 19.35% reduction in the number of appointments needed
compared to fully virtual treatment. Similarly, high-severity patients benefit from an
18.04% service efficiency improvement when all treatment is in-person compared to virtual.

When considering the effect of wait time stratified by disorder severity, we find that
medium and high severity patients require more appointments the longer they wait. This
is supported by 1 year of waiting time decreasing the odds of being discharged by 69.3%
and 60.2%, respectively, for medium and high severity patients. In terms of RMST, a 1
year increase in waiting time is associated with medium and high severity patients needing,
respectively, 2.4 (21%) and 1.2 (9%) more appointments. On the other hand, wait time is
observed to have no significant effect on the number of appointments low severity patients
need.
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Table 6.2: Survival Analysis Model Results Stratified by Severity Level

Variable OR OR (IPCW) OR OR (IPCW)

WaitT ime× SevL 0.611 0.633 0.651 0.694

(0.207) (0.229) (0.222) (0.253)

WaitT ime× SevM 0.307∗∗∗ 0.297∗∗∗ 0.288∗∗∗ 0.284∗∗∗

(0.095) (0.099) (0.089) (0.094)

WaitT ime× SevH 0.398∗∗ 0.375∗∗ 0.336∗∗∗ 0.318∗∗

(0.160) (0.171) (0.138) (0.145)

PctFace× SevL 0.849 0.873 5.674∗ 8.154∗∗

(0.218) (0.222) (5.133) (7.443)

PctFace× SevM 2.324∗∗∗ 2.096∗∗∗ 0.461 0.589

(0.571) (0.507) (0.359) (0.465)

PctFace× SevH 3.429∗∗ 2.851∗∗ 0.019∗∗∗ 0.028∗∗

(1.867) (1.516) (0.026) (0.040)

PctFace2 × SevL 0.098∗∗ 0.066∗∗

- - (0.103) (0.070)

PctFace2 × SevM 5.248∗∗ 3.736∗

- - (4.076) (2.939)

PctFace2 × SevH 196.143∗∗∗ 120.008∗∗∗

- - (255.317) (168.522)

Controls Included Included Included Included

Observations 15,806 15,488 15,806 15,488

Notes. The standard errors are reported in parentheses, with ⋆, ⋆⋆, and ⋆ ⋆ ⋆ indi-
cating significance at the 0.05, 0.01, and 0.001 levels, respectively.
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Figure 6.2: Estimation of the Effect of Wait Time and Modality on Restricted Mean
Survival Time (RMST), Stratified by Severity Level

6.2 Cancellation and No-Show Probabilities

Next, we will consider factors that are associated with the likelihood of attendance, no-
show, last-minute cancellation, or advance cancellation of an appointment. We note that of
the various types of non-attendance, no-shows and last-minute cancellations have the great-
est negative effect on effective treatment capacity usage, with these vacant appointment
slots going unfilled by another patient 98.3% and 97.8% of the time in our data. Unlike
other healthcare settings, such as family medicine, there are unique constraints on what
approaches can be used to mitigate the effect of no-shows and last-minute cancellations
in SLP. As patients must be treated by their primary clinician and contract constraints
preclude overtime work, overbooking is extremely difficult to implement effectively in this
setting. For this reason, limiting the rate at which no-shows and last-minute cancellations
occur is more effective in practice than mitigating their negative effects on throughput
after they occur.

We begin by estimating the effects of modality, the number of appointments already
received by a patient (denoted by PrevAppt), and the number of future bookings known
to the patient at the time of the focal attendance event (denoted by FutureAppts). The
results for the multinomial logistic regression model including these effects and fixed effects
for the control variables are presented in Table 6.3. Beginning with the effect of modality
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on attendance outcome likelihoods, we find that virtual appointments are statistically
significantly associated with a lower likelihood of a no-show (OR = 0.575, p < 0.001)
or last-minute cancellation (OR = 0.661, p < 0.001) occurring, compared to in-person
appointments. Examining the AME of modality on the probability of each outcome, we
observe that virtual appointments are 4.42% more likely to be attended than in-person
appointments. This is driven by significantly lower probabilities of a no-show or last-
minute cancellation occurring. Virtual appointments have an average marginal effect on
reducing the probability of no-shows and last-minute cancellations of 1.88% and 3.17%,
respectively. However, we do not observe a significant association between modality and
the likelihood of an advance cancellation.

Table 6.3: Multinomial Logistic Model Results

Attendance outcome:

No-Show Cancellation (≤ 24 Hours) Cancellation (> 24 Hours)

(1) (2) (3)

Modality=Virtual 0.575∗∗∗ 0.661∗∗∗ 0.866

(0.122) (0.096) (0.112)

FutureBookings 0.833∗ 1.202∗∗ 5.300∗∗∗

(0.085) (0.064) (0.080)

FutureBookings2 1.029 0.965 0.720∗∗∗

(0.024) (0.017) (0.021)

Controls Included Included Included

Observations 22,169 22,169 22,169

Notes. The log(OR) standard errors are reported in parentheses, with ⋆, ⋆⋆, and ⋆ ⋆ ⋆ indicating
significance at the 0.05, 0.01, and 0.001 levels, respectively. Primary values presented in each column
are the odds ratio (OR) estimates from the multinomial logistic regression model for the respective
non-attendance type outcome compared to attendance.

Turning our attention to the effect of the number of known future bookings on the prob-
ability of attendance outcomes, we observe a statistically significant linear relationship for
all types of non-attendance. However, there is only a significant quadratic relationship with
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advanced cancellation. Although these are statistically significant relationships, their eco-
nomic significance is questionable for some attendance outcomes. In the case of no-shows,
an extra future known booking decreases the probability of a no-show by 0.18% in absolute
terms. Relative to the 4.85% average rate of no-showing, this is a 3.7% relative reduction.
However, an extra future known booking negligibly decreases the likelihood of a last-minute
cancellation. Future known bookings do, however, exhibit an important, inverted-U-shaped
relationship with advanced cancellation behavior. Between 0 and 3 future bookings, the
likelihood of an advanced cancellation increases by 10%, however, appointments with 5
future known bookings are associated with only a 0.4% greater likelihood of resulting in
an advanced cancellation.

Although having a greater number of appointments booked in the future is associated
with a decreased likelihood of the upcoming appointment resulting in a no-show, it is also
associated with a greater likelihood of non-attendance for future bookings. As seen in Fig-
ure A.1, lead times for future known bookings increase monotonically. Appointment lead
time has been established to have a positive association with appointment non-attendance.
Due to this relationship and the positive association between lead time and non-attendance
behavior, although booking more appointments into the future decreases the likelihood of
the upcoming appointment resulting in a no-show, the likelihood of these future appoint-
ments being attended also decreases due to the associated increase in their lead times.

The last primary effect that we are interested in is the effect of the estimated driving
time from a client’s home to their clinic on attendance outcome likelihoods. We use the
same model as before; however, we add the estimated driving time, measured in minutes,
as a regressor and estimate the parameters using only the in-person appointment bookings.
The results for this model are presented in Table 6.4. We make note that the relationship
for the number of known future bookings does not change significantly from the model
including both in-person and virtual appointments. However, the minimal association
with reduced no-show likelihood is no longer statistically significant. This suggests that
these effects are largely not modulated by modality.

Focusing on the effect of drive time, we find that a longer estimated drive time between
a patient’s home and the clinic is associated with a decreased likelihood of a no-show
occurring but an increased likelihood of an advance cancellation occurring. Examining the
AMEs, we find that each additional minute of driving is associated with a 0.14% decrease
(p < 0.001) in the probability of a no-show and a 0.09% increase (p < 0.01) in the likelihood
of an advanced cancellation taking place. Although the overall probability of attendance
is not significantly associated with driving time, these results indicate that patients who
live further away from their clinic are more likely to give advance notice that they will not
attend their appointment compared to those living within a short driving distance.
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Table 6.4: Multinomial Logistic Model Results - In-Person Only

Attendance outcome

No-Show Cancellation (≤ 24 Hours) Cancellation (> 24 Hours)

(1) (2) (3)

DriveT ime 0.971∗∗∗ 0.998 1.020∗∗∗

(0.007) (0.005) (0.007)

FutureBookings 0.843 1.201∗∗∗ 5.232∗∗∗

(0.093) (0.071) (0.091)

FutureBookings2 1.023 0.968 0.722∗∗∗

(0.029) (0.021) (0.025)

Controls Included Included Included

Observations 19,365 19,365 19,365

Pseudo R2 0.186 0.186 0.186

Notes. The standard errors are reported in parentheses, with ⋆, ⋆⋆, and ⋆ ⋆ ⋆ indicating significance
at the 0.05, 0.01, and 0.001 levels, respectively. Primary values presented in each column are the odds
ratio (OR) estimates from the multinomial logistic regression model for the respective non-attendance
type outcome compared to attendance.
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Chapter 7

Counterfactual Analysis

In Chapter 7, we use a queueing model of patient flow to evaluate the effects of various
operational interventions on system throughput and patient care. We focus on long-run av-
erage waiting times, appointment fill rates, and age-out rates as the performance measures.
In Section 7.1, we describe the simulation design. In Section 7.2, we focus specifically on
interventions that account for the effects of wait time on the number of appointments that
patients need. In Section 7.3, we examine policies that account for the effects of modality
on the number of appointments patients need and their attendance behavior.

7.1 Simulation Design

The simulation is set up as a queueing system, with multiple parallel servers with indi-
vidual queues that each represent a weekly appointment slot. The size of each server’s
queue determines the appointment frequency of the patients on their panel (i.e., a rotating
queue of four patients equates to monthly service for each patient). Servers deliver an ap-
pointment to the patient at the front of their respective queue each week and subsequently
either: 1) discharge this patient if they have received all their needed appointments or aged
out of the system, or 2) place them at the back of their queue. The waitlist is represented
either by a) a single first-in-first-out (FIFO) queue in the case of FCFS service, or b) sep-
arate FIFO queues for each patient class, used when simulating strict priority policies for
assigning patients to servers. When a server discharges a patient, they pull a new patient
from the waitlist according to the waitlist policy. Furthermore, we assume that the servers
are versatile and can accommodate patients of any class.
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For the simulations presented in the subsequent sections, we focus on data-driven pa-
rameterization. We assume that the weekly number of arrivals is Poisson-distributed, with
a mean of 32. The number of weekly appointment slots is 261 and is constant over time.
In addition, patients receive treatment with a monthly frequency. The number of appoint-
ments patients need and the effects of wait time and modality are calibrated using the
RMST estimations in Section 6.1.

7.2 Effects of Wait Time

Determining the order in which to add patients from the waitlist is an important strategic
decision in the control of multiclass many-server queues. Our queueing model can help
optimize these decisions. We use our model to estimate the differences in performance
between a single FCFS waitlist and strict-priority policies in a setting where service rates
are dependent on waiting times and are disparate across classes.

Table 7.1: Arrival Rates, Baseline Service Rates, and Wait Time Effects for Three Severity
Classes

Severity Arrival Baseline Extra Appointments Extra Appointments
Class Rate Appointments Needed (per year waited) (100% In-Person)

L 4.99 7 0 0
M 15.87 9 2.4 -1.436
H 9.14 12 1.2 -1.115

Based on the estimation results in Section 6.1, we parameterize the model according to
Table 7.2. Ignoring the effect of waiting time, we note that a fully data-driven parameter-
ization results in an approximate utilization (ρ) of 1.09. We examine this case and lower
levels of utilization. It is important to note that, because of the aging-out process, the
system behaves somewhat differently when over-utilized (i.e., ρ > 1) compared to other
queueing systems.

Figure 7.1 shows how the optimal policy, in terms of the minimal total cost, changes as
the cost of aging-out/waiting time changes between the three severity classes. It also shows
the relative differences between the strict priority and FCFS policies. Overall, the strict
priority policy significantly outperforms the FCFS policy in all cost settings, resulting in
a relative reduction of total cost between 50% and 95%. In Figure 7.1(a) we see that,
when the classes’ costs are equal, the best strict priority policy is to accept patients from
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(b) Strict vs. FCFS Waiting Times

Figure 7.1: Best Performing Strict Priority Policies Based on Class Costs for Long-Run
Age-Out Rates and Waiting Times (Class L Cost Normalized to 1)

the waitlist in order of medium, high, and then low severity. This policy results in an
80% reduction in the age-out rate compared to the FCFS policy. We note that there is no
significant difference in the age-out costs between this policy and a high, medium, then low
ordering. This policy remains the best choice if considering waiting times instead of age-
out rates, resulting in a 76.2% reduction in waiting times. These observations contradict
the cµ rule, which would propose a low, medium, then high ordering. Furthermore, a high,
medium, and then low severity priority order further significantly reduces age-out rates and
waiting times by 45.87% and 4.71%, respectively, compared to a low, medium, then high
severity order. Comparatively, when there is no effect of waiting time on the number of
appointments patients need, the cµ rule holds, both when minimizing the cost of aging-out
and waiting.

7.3 Effects of Modality

As was elucidated in Section 6, the modality of treatment is associated with both the
number of appointments patients require and the likelihood of them attending a given
appointment. Furthermore, the relationship between the number of appointments needed
and appointment modality is modulated by patient severity. Currently, low, medium, and
high severity patients receive approximately 82%, 87%, and 87% of their appointments
in-person, respectively.
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Table 7.2: Simulation Results for Different Modality Policies

FCFS (No Wait Effect) M,H,L Priority Order

Modality Policy Age-Out Rate Waiting Time Age-Out Rate Waiting Time

0.0,0.0,0.0 0.67 ± 0.00 77.45 ± 0.05 0.46 ± 0.00 25.20 ± 0.04

0.8,0.9,0.9 0.46 ± 0.00 75.95 ± 0.05 0.18† ± 0.01 7.11† ± 1.35

0.0,1.0,1.0 0.41† ± 0.00 75.07† ± 0.08 0.17† ± 0.00 9.58† ± 0.45

1.0,1.0,1.0 0.43 ± 0.00 75.44 ± 0.07 0.17† ± 0.00 9.19† ± 0.32

Notes. Results are the averages across all three patient classes. Margins of error at a 95%
confidence level are reported in parentheses.

Table 7.2 presents the results for different proportions of in-person treatment given to
each class under two different parametrization settings: 1) when the waitlist is FCFS and
wait time has no effect on the number of appointments needed, and 2) when the waitlist
follows a medium, high, then low (M,H,L) priority ordering and wait time has an effect. The
M,H,L priority ordering is displayed as it resulted in the lowest age-out rates and waiting
times of the possible priority orderings. In the FCFS setting, we see that the optimal
modality policy, which is to provide 100% virtual treatment to low severity patients, and
100% in-person treatment to medium and high severity patients, significantly reduces the
proportion of patients that age-out by 0.05 (10.9%) compared to the data-driven modality
policy.

In the setting where wait times affect the number of appointments needed, and the
waitlist follows a strict priority ordering (M,H,L), we do not see a significant difference
between the best modality policy (0,1,1) and the data-driven policy (0.8,0.9,0.9). We argue
this is because the change induced by the priority ordering overwhelms the effects of the
modality policy, resulting in marginal differences. There is still, however, a clear benefit
to intelligently picking a modality policy. For example, naively providing all treatment
virtually would result in a 170% and 163% increases, respectively, in the average age-out
rate and waiting time compared to the optimal policy.

At a realistic utilization (ρ = 1.09), differences between modality policies are marginal
when the wait times affect the number of appointments required and the waitlist operates
in a FCFS fashion. However, when the system operates at a slightly underutilized level
(ρ = 0.975), modality policy is observed to significantly affect age-out rates. In the context
of slight under-utilization, the optimal policy is 100% virtual treatment for low severity
patients and 100% in-person treatment for medium and high severity patients; this trans-
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lates to a 0.076 (9.6%) reduction in the proportion of patients that age-out compared to
the data-driven modality policy.
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Chapter 8

Conclusion

This paper investigates the effects of operational factors and scheduling decisions on system
throughput in a multi-appointment, outpatient care setting. Specifically, we investigate the
impacts of initial waiting time and treatment modality on the number of treatments pa-
tients need to achieve desired outcomes, as well as the effect of appointment modality
on appointment attendance behavior. Using appointment-level scheduling data, we find
that patients require more treatments when they wait longer to begin treatment or receive
more of their treatment via telehealth methods. However, these effects are modulated
by patient severity. Our findings highlight the importance of considering how schedul-
ing decisions can affect a patient’s treatment progression, behavior, and overall system
throughput. Although service delay impacts on service duration have been investigated
before, that research is primarily in single-appointment care settings where delays worsen
patient condition (e.g., [6]). Similarly, operations management research pertaining to the
efficacy of telehealth has focused on single-appointment care settings, where telehealth
usage can increase the necessity for a follow-up visit. Our setting differs in that we exam-
ine telehealth usage in the context of multi-appointment rehabilitation care and the total
number of treatments patients require.

We begin by investigating the effect of initial waiting time and telehealth usage on the
number of treatments patients need to achieve desired outcomes. We find that, for medium-
and high-severity patients, one year of waiting is associated with a 21% and 9% increase,
respectively, in the number of treatments required compared to no waiting time. However,
for low-severity patients we observe no significant effect of waiting time on the number
of treatments needed. We posit that in the setting of SLP, and rehabilitation services
more broadly, longer waiting times and greater telehealth usage may slow medium-and
high-severity patients’ progress, leading to more treatments being required to achieve the
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desired outcome. A similar pattern emerges when we consider the relationship between
telehealth usage and the number of appointments needed. Whereas medium- and high-
severity patients benefit significantly from in-person treatment (that is, they need fewer
total treatments when a greater proportion of treatments are delivered in-person), low-
severity patients do not appear to be significantly affected by the modality of treatment.

Although in-person treatments can be more effective from a treatment perspective for
some patient categories, our appointment attendance behavior analysis shows that in-
person treatments are also 4.42% less likely to be attended by patients. This emphasizes
the importance of considering the effects of scheduling and treatment decisions on multiple
drivers of system throughput, rather than myopically focusing on the number of appoint-
ments patients need or their attendance behavior. In addition to studying the relationship
between telehealth and attendance behavior, we also investigate the association between
the number of known future bookings a patient has and their likelihood of keeping their
upcoming appointment. We find that the more appointments a patient has booked in the
future, the lower their likelihood of no-showing their upcoming appointment becomes. This
may be attributable to a no-show deterrent policy where patients are removed from service
if they no-show more than two appointments. Thus, if a patient has several future bookings
already made, there is a known consequence to no-showing their next appointment. Sec-
ondly, we find that patients are significantly more likely to cancel their next appointment
in advance (>24 hours) up to 3 future bookings. One explanation for this behavior is that
patients are not directly penalized by the organization for canceling appointments with
advance notice. Therefore, when a patient has more known future bookings they are less
averse to canceling an upcoming appointment as they have a known amount of guaranteed
service remaining.

Lastly, we examine the managerial implications of the effects of waiting time and tele-
health on throughput. Using counterfactual simulations, we find that using a strict priority
policy waiting times can be decreased by 76.2% compared to the currently used FCFS pol-
icy. Furthermore, the best strict priority policy does not align with the cµ-rule in the
presence of waiting time effects on the number of appointments needed. Secondly, we show
that when telehealth affects both the number of appointments patients need as well as their
appointment attendance behavior, the choice of how frequently different patient classes
should be given virtual appointments depends on the magnitude of both of these effects.
Importantly, we show that compared to the historical virtual appointment allocation pol-
icy, age-out rates can be decreased relatively by 10.9% through improved decision-making
regarding the allocation of virtual treatment.

There are several opportunities for future research. First, our study is limited by
the use of retrospective data. Although we generate hypotheses to explain why waiting

39



time and virtual appointments affect the number of appointments patients need in a multi-
appointment healthcare setting, future work is necessary to validate these hypotheses. The
same holds for our study of appointment attendance behavior. Given the unique nature
of pediatric rehabilitation care, we invite other researchers to study the effects of waiting
time and telehealth usage in other multi-appointment healthcare settings. We hope that
by showing scheduling decisions can differentially impact multiple drivers of throughput
(e.g., whether to deliver appointments virtually or in-person affects both the number of
appointments needed and attendance behavior), researchers will develop scheduling models
that consider these effects jointly, as opposed to myopically focusing on individual drivers
of throughput such as service duration or no-show likelihood.
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Appendix A

Additional Figures and Tables

0 1 2 3 4 5
Appointments between Booking Date

and Scheduled Date

20

30

40

50

60

70

L
ea

d
T

im
e

(d
ay

s)

Figure A.1: Relationship Between Lead Time and the Number of Appointments Scheduled
Between When the Focal Appointment was Booked and When it Was Scheduled to Occur.

46



Table A.1: Standardized Mean Difference of Covariates Between In-Person and Virtual
Appointments

Variable SMD

Future Known Bookings 0.09

Lead Time (days) 0.07

Drive Time (min) 0.02

Previous Attendances 0.19

Previous Attendances2 0.14

Previous Cancellations (< 24 hours) 0.13

Previous Cancellations (≥ 24 hours) 0.04

Temperature 0.08

Rainfall (mm) -0.04

Snowfall (mm) -0.12

Table A.2: Multinomial Logistic Model Results - Average Marginal Effects

Attendance outcome:

No-Show Cancellation (≤ 24 Hours) Cancellation (> 24 Hours)

(1) (2) (3)

Modality=Virtual -0.0188∗∗∗ -0.0317∗∗∗ 0.0063

Controls Included Included Included

Observations 22,169 22,169 22,169
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Table A.3: Multinomial Logistic Model Results - Average Marginal Effects (In-Person
Appointments)

Attendance outcome:

No-Show Cancellation (≤ 24 Hours) Cancellation (> 24 Hours)

(1) (2) (3)

DriveTime -0.0014∗∗∗ -0.0001 0.0009∗∗

Controls Included Included Included

Observations 22,169 22,169 22,169

Table A.4: Simulation Results for Different Modality Policies - ρ = 0.97

Modality Policy Age-Out Rate Waiting Time

0.0,0.0,0.0 0.39 ± 0.005 70.67 ± 0.129

0.8,0.8,0.8 0.13 ± 0.006 61.26 ± 0.703

0.0,1.0,1.0 0.03† ± 0.012 45.87† ± 4.080

1.0,1.0,1.0 0.07 ± 0.014 54.63 ± 3.730

Notes. Averages and 95% confidence intervals are re-
ported. Modality policies are reported for patient classes
in order of severity. † indicates the best performing policy
and policies that are not statistically significantly different
from the best performing policy (if applicable).
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