Up2Date Research: A personalized
recommendation application for
researchers

by

Christopher James Bobotsis

A thesis
presented to the University of Waterloo
in fulfillment of the
thesis requirement for the degree of
Master of Mathematics
in
Data Science

Waterloo, Ontario, Canada, 2022
(©Christopher James Bobotsis 2022



Author’s Declaration

I hereby declare that I am the sole author of this thesis. This is a true copy of the thesis,
including any required final revisions, as accepted by my examiners.

I understand that my thesis may be made electronically available to the public.

11



Abstract

In our current age, the number of academic papers published each year is growing at an
exponential rate [1]. Staying current in one’s respective field can not only be overwhelming,
but a struggle to achieve.

To help reach their goals, this paper introduces ”Up2Date Research”, a platform for
academics to stay up to date in their field of research by receiving personalized recom-
mendations using the predictive power of machine learning models. Up2Date Research
provides users with six different sources of information including Arxiv, PMLR, Towards-
Data-Science, Reddit, Twitter and YouTube.
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Chapter 1

Background

1.1 What is the problem?

Due to the number of academic papers published each year growing at an exponential rate
[1], staying current in one's respective eld can not only be overwhelming, but a struggle
to achieve.

1.2 Why is this important?

Academic researchers already have busy lifestyles having to balance teaching, research and
mentoring students. If a tool could help reduce their workload, then it should be developed.

1.3 Why don't previous methods work on that prob-
lem?

There are a number of current works that aim to address part of this problem including
arxiv sanity, google scholar, research rabbit and deeplearn. However, none of these works
are able to provide all three key features of providing recommendations, showing multiple
sources and allowing for users to label the recommendations they receive. Each of these
works, and their shortcomings, will be discussed in detail in Chapter 2.



1.4 What is the solution to the problem the authors
propose?

This paper proposes "Up2Date Research”, a platform for academics to stay up to date
in their eld of research by receiving personalized recommendations using the predictive
power of machine learning models, to solve this problem. Up2Date Research provides users
with six di erent sources of information including Arxiv, PMLR, Towards-Data-Science,
Reddit, Twitter and YouTube. Up2Date Research contains a total of seven pages that are
visible to the user. When logged out, they include the sign-up and login pages (Figure
1.1). When logged in, they include the recommendations, likes, papers, settings, keywords
and logout pages (Figure 1.2).

Figure 1.1: Logged-Out NavBar

Figure 1.2: Logged-In NavBar

1.4.1 Login Page

When rst navigating to the application's url, you will be greeted by a navigation bar that
contains the login and sign-up buttons (Figure 1.3).



Figure 1.3: Login Page

If either the username or password is incorrect, then the user will be greeted with a
warning message (Figure 1.4).



Figure 1.4: Login Page Error Message

Once logged in successfully, the navigation bar will give access to recommendations,
likes, papers, settings, keywords and a logout button.



1.4.2 Recommendations Page

The recommendations page is the main attraction of this application. It shows the user all
relevant posts from each source in a horizontal scroll window (Figure 1.5).



Figure 1.5: Recommendations Page




If the user desires, they are able to lter this data by dates (Figure 1.6) or by their
currently selected keywords (Figure 1.7) using the icons at the top of the page.

Figure 1.6: Recommendations Page Date Filtering



Figure 1.7: Recommendations Page Keywords Filtering

The user is also able to label each post with a thumbs-up, indicating a post they would
like to see more of, or thumbs-down, a post they do not want to see more of (Figure 1.8).
These labels will be updated on the database.



Figure 1.8: Arxiv Post

Once a post has been voted on, it is possible to reverse the vote as well (Figure 1.9);
however, if the user changes pages or refreshes the page the post will no longer be visible
to reverse the vote.



Figure 1.9: Voted Arxiv Post

In order to reduce the number of posts required to be rendered at a time, the application
uses pagination. When the user scrolls all the way to the end of the horizontal scroll window
for a given source, if there are more posts to show, the backend will send the new data to
the client and will become visible to the user.

1.4.3 Likes Page

The likes page is identical to the recommendations page except that it shows all posts, for
each source, that a user has already "liked" on the recommendations page. Each of these
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posts can now be "disliked", with a thumbs-down, in case the user no longer wants to be
recommended similar posts in the future (Figure 1.10).

Figure 1.10: Likes Page - Disliking a Previously Liked Post

11



1.4.4 Papers Page

The papers page allows user's to add a newline delimited list of arxiv.org urls to provide
the machine learning model with a larger amount of positively labeled data-points to train
on. The user can add the urls for the papers in the text box shown in Figure 1.11. After
submitting a list of urls, any invalid urls are shown in the invalid urls section as shown in
Figure 1.12. After the user inspects each of these invalid urls, they can remove them from
the list and then save the results (Figure 1.13).
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Figure 1.11: Papers Page - Submitting URLs
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Figure 1.12: Papers Page - Invalid URLs
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Figure 1.13: Papers Page - Remove Invalid URL (red box) and Saving (blue box)

Following this, all valid papers will be added to a list as shown in Figure 1.14

15




Figure 1.14: Papers Page - List of Valid Papers

Similar to the likes page, the user can press the dislike button on each paper to indicate
that they no longer want to be recommended this type of information.

1.4.5 Settings Page

The settings page allows the user to enable or disable the display (on the recommendations
and likes pages) and data collection of posts for each source (Figure 1.15). There are two
slight variations with both twitter and arxiv.

16



Figure 1.15: Settings Page

Twitter requires the provision of a screen name (Figure 1.16) in order to search for
tweets of all the user's followees (who the user follows on twitter).

17



Figure 1.16: Settings Page for Twitter

Arxiv has the addition of being able to choose which sub-categories of elds the user
would like to include in the data collection (Figure 1.17). For example, one could only
choose to collect data from the Computer Science (CS) eld.

18



Figure 1.17: Settings Page Arxiv

1.4.6 Keywords Page

The keywords page (Figure 1.18) allows the user to add and delete keywords that they
would like to be used in the data collection for each source. To add a keyword, the user
types in the input box and then clicks the \ADD" button. To remove a keyword, the user

can press the \X" on the keyword button. To persist the changes on the server, the user

19



can then press \SAVE".

Figure 1.18: Keywords Page

1.4.7 Sign-Up Page

The sign-up page (Figure 1.19) allows users to enter an email address and password that
will be added to the database for future sign-ins.

20



Figure 1.19: Sign-Up Page
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1.5 What interesting research questions does the pa-
per raise?

A number of research questions are raised in Chapter 3. They include the following:

=

What Linear Model and Text Vectorizer should be used?
Should per source or combined-source training be used?

What is the best Metric Performance that can be achieved on the Sample dataset?

WD

What is the Metric Performance di erence between the Linear and Transformer Mod-
els?

What is the e ect on Metric Performance as training size increases?
What is the e ect of Classi cation Threshold on Metric Performance?

Do the False Positive and False Negative predictions appear logical?

© N o o

What is the performance on future recommendations based on past labels?

The experiments performed to answer each of these research questions are detailed in
Chapter 5.

1.6 Datasets

The data that is used for modeling in this application is textual. There were two types of
datasets that were used for this project, user sample datasets and proxy datasets.

1.6.1 User Sample Datasets
User sample datasets were labeled by Professor Kimon Fountoulakis for posts from twitter,

reddit, arxiv and pmlr based on what he felt aligned with his research interests. These
sample datasets are how an actual user would label posts from the di erent sources.
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1.6.2 Proxy Datasets

Proxy datasets were sourced online by websites such as Kaggle [2] [3]. Proxy datasets
are referred to as such as the modeling task is the same, but the distribution of the data
and what the labels refer to is not. For example, the user sample dataset's distribution
is concentrated within the eld of data science and graph learning with the di erence

in classes being the user's specic research interests. In contrast, the proxy dataset's
distribution is much broader and the class di erences are based on sentiment (in the case
of twitter and reddit) and category (for arxiv) which is likely much easier to separate the
two classes. Thus any model performance on the proxy dataset is likely to be an upper
bound in comparison to the sample dataset.

Now, the question may be why a proxy dataset is even used if it is only an upper
bound. The reason is simple, we are currently limited by the amount of user labeled data
to understand how model performance will change as a function of the dataset size. Thus,
the proxy dataset is used as the number of data points is an order of magnitude larger
than the sample dataset. This will provide an intuition into how model performance will
change as more user labels are recorded.

1.7 Infrastructure

The application was written using React and Flask for the client and backend respectively.

A MySQL server was used to store all data and Ubuntu sever was used to perform various
tasks such as fetching user data. The details of the application's infrastructure can be
found in Appendix A.

1.8 Data

Collection of data from the six sources mentioned previously all have di erent methods to
obtain. Details of these processes can be found in Appendix B.
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Chapter 2

Related Work

This section aims to review the related work that has a similar goal of Up2Date Research.
The features and shortcomings of each work will be described.

2.1 Arxiv Sanity

Arxiv Sanity [4] is a tool that periodically pools the arxiv API for new papers and allows
users to tag papers of interest in a web application (Figure 2.1). Afterward, it recommends
new papers for each tag using a model. It also allows users to search, rank and sort the
recommendations.

24



Figure 2.1: Arxiv Sanity Page with a tag of "di usion models” (cyan box). Labels can be
chosen with + or - (magenta box).

Shortcomings

While Arxiv Sanity does provide a method to label papers and provide recommenda-
tions using a machine learning model, it is limited to only papers from arxiv. This means
it lacks other sources such as reddit and twitter.

2.2 Google Scholar

Google Scholar [5] provides a method to search across many sources such as articles, theses,
books, abstracts and court opinions, from academic publishers, professional societies, online
repositories, universities and other web sites.

25



Google Scholar allows the user to creating reading lists and add labels to lists as well.
Additionally, email alerts for given keywords can be enabled as shown in Figure 2.2.

Figure 2.2: Enabling Email Alerts for Google Scholar

Shortcomings

Google Scholar does not provide a method for users to provide labels to the papers it
sends in email alerts. Therefore, the email alerts never get to learn from what the user

26



feedback. As well, Google Scholar does not provide any alternative sources such as Reddit
and Twitter.

2.3 Research Rabbit

Research Rabbit [6] is an application that provides users with a way to create collections of
papers and from this collection explore related work to delve further into a desired topic.
An example of the application is shown in Figure 2.3.

Figure 2.3: The user interface for research rabbit. Outlined is the collections of papers
(magenta box), selected collection (cyan box), and work related to the selected collection

( ).

Shortcomings

While Research Rabbit does provide users with a method to add papers to a collection
and view similar work, it doesn't allow them to label these recommendations to improve
the system. As well, it only provides papers and no other sources.
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2.4 Deeplearn

Deeplearn [7] is a web application that provides users with recent tweets from deep learning
scholars, such as Yann LeCun, as well as trending and new papers from arxiv (Figure 2.4).
Furthermore, the application allows users to create their own keyword monitors for arxiv.

Figure 2.4: User Interface for deeplearn.org

Shortcomings

While deeplearn does provide recommendations based on keywords, it does not allow
the user to label any of these recommendations to improve in the future.

2.5 Up2Date Research vs. Related Work

As described in theshortcomings section of each of the related works, it is clear there
are di ering limitations to each work. Figure 2.5 outlines a venn diagram that showcases
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what each work provides a given user. By design, Up2Date Research is the only one that
provides users with multiple sources, recommendations and allows for user feedback to
improve upon said recommendations.

Multiple Sources

User Feedback "v Recommendations

Figure 2.5: Venn Diagram of Related Work and Up2Date Research - Arxiv Sanity (A),
Google Scholar (B), Research Rabbit (C), Deeplearn (D) and Up2Date Research (E)
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Chapter 3

Research Questions

There were a number of research questions that needed to be answered through the imple-
mentation of experiments. They were as follows:

1. What Linear Model and Text Vectorizer should be used?

2. Should per source or combined-source training be used?

3. What is the best Metric Performance that can be achieved on the Sample dataset?
4

. What is the Metric Performance di erence between the Linear and Transformer Mod-
els?

What is the e ect on Metric Performance as training size increases?
What is the e ect of Classi cation Threshold on Metric Performance?

Do the False Positive and False Negative predictions appear logical?

© N o O

What is the performance on future recommendations based on past labels?

3.1 What Linear Model and Text Vectorizer should
be used?

As mentioned previously, there are a total of four linear models and four text encoders.
In order to select a linear model and text encoder combination, each combination must be
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tested on the proxy dataset for reddit and twitter. Then, the average F1 score between the
two datasets will be computed. The highest F1 score of these combinations will be chosen
as the best linear model and text encoder to use for further experiments. As previously
mentioned, the proxy dataset was used, in lieu of the sample dataset, as the training and
test size were much bigger and thus less sensitive to over tting as compared to the smaller
sample dataset size.

3.2 Should per-source or combined-source training be
used?

Models will be trained, and provide inference, on individual sources as well as using all

sources together. The idea here is to see if predictive performance can be maintained by
training and predicting on all sources, as this would save on computational and storage

costs to train and store models respectively.

3.3 What Metric Performance can be achieved on the
Sample Dataset?

Based on the results from per-source and multi-source training, the best possible metric
performance on the sample dataset can be determined.

3.4 What is the Metric Performance dierence be-
tween the Linear and Transformer Models?

As there is a large computational and storage cost di erence between the linear and trans-
former models, it is useful to know the additional, if any, performance increase for this
cost.
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3.5 Whatis the e ect on Metric Performance as train-
ing size increases?

Currently, we have a sample dataset training size of approximately 650 data points. It
would be helpful to know how the metric performance changes as the training size increases
and what is a possible upper bound on model performance. This can be accomplished with
the use of the proxy dataset.

3.6 What is the e ect of Classi cation Threshold on
Metric Performance?

Normally a model classi cation threshold of 0.5 is used, so that when a prediction is 0.5 or
over the prediction is 1 and O otherwise. By increasing, or decreasing, this threshold one
can change the precision, recall and F1 score values. An analysis on this would be helpful
to know if a classi cation threshold other than 0.5 would be bene cial.

3.7 Do the False Positive and False Negative predic-
tions make sense?

While aggregate metric performance is very useful in assessing how well models compare to
each other, a qualitative analysis of the model predictions is helpful to assess if the model
is making \adequate" decisions for false positives and false negatives. If not, it is possible
the model is leveraging some unseen noise that happens to be a useful signal to this speci c
training set and test set. This would be undesirable as this \noise" would likely only be
found in this isolated training set and not in future data.

3.8 What is the performance on future recommenda-
tions based on past labels?

The performance on the sample dataset as detailed in Section 3.3 did not take into account
splitting the train and test sets temporally. In this experiment, the plan is to split the train
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and test sets based on the time they were labeled; with the test set having been labeled
after the train set. This is to check whether past labels are able to accurately predict
future recommendations.
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Chapter 4

Methods

This chapter describes the experiment framework, models, text vectorizers, types of exper-
iments and metrics used.

4.1 Experiment Framework

In order to facilitate the implementation of multiple experiments, a framework was devel-
oped that made use of command line arguments. A list of all of these arguments can be

found in Table 4.1.

Argument Description

experimenttype The type of experiment to perform

training _csv The data to use to train the model

model The type of model to use for the experiment

encoder (Optional - "t df* Default) The type of encoder to use. Transform-
ers have their own and thus do not need one.

epochs (Optional - 4 Default) The number of epochs to use for the neurs
network models

batch_size (Optional - 8 Transformer Default) The batch size to use for the
neural network models.

alpha (Optional - 1E-5 Transformer Default) The learning rate to use for

the neural network models.
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data_splits

(Optional - 5 Default) The number of splits to use for running the
\increasing training size" experiment.

vector_size

(Optional - 300 Default) The vector size to use for the text vector;
izer.

test_percent

(Optional - 0.15 Default) The percent of training data to use as the
test set. If a test csv is provided then this is not applied.

classi er_threshold

(Optional - 0.5 Default) Threshold at which to classify a data point
as 1orO.

resamplerare_class

(Optional - False Default) Whether or not to resample the minority
class. A naive resampling method is used by just resampling with
out replacement and appending onto the existing training data.

savemodel.checkpoint

(Optional - False Default) Whether or not to save the trained mode
checkpoint. Neural networks only.

saveraw_predictions

(Optional - False Default) Whether or not to save the raw predic-
tions from the model.

test.csv

(Optional) The csv le to use as the test set. If no le is provided,
a portion (‘test.percent’) of the training.csv is used.

checkpointmetric

(Optional: F1 Default) The metric for which to store the best per-
forming model across epochs. Only used for neural networks.

optimizer (Optional - AdamW Default) The optimizer to use for the neural
networks. Either AdamW or AdaFactor

betas (Optional - [0.9, 0.999] Default) The betas to use for the AdamW
optimizer

eps (Optional - 1E-8 Default) eps to use for the AdamW optimizer

weight decay (Optional - 1E-2 Default) Weight decay for the AdamW and

AdaFactor optimizer

clip_threshold

(Optional - 1.0 Default) Clip threshold for the AdaFactor optimizer

betal

(Optional - None Default) betal for the AdaFactor optimizer

scaleparameter

(Optional - True Default) Whether to use scaleparameter for the
AdaFactor optimizer

relative_step

(Optional - True Default) Whether to use relative step for the
AdaFactor optimizer

warmup_init

(Optional - False Default) Whether to use warmupinit for the
AdaFactor optimizer
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n_datapoints (Optional - All Data Points Used Default) The number of data
points to use from the provided training csv le

Table 4.1: Experiment Framework Arguments

There were two types of models that were used: linear models and neural networks.
Depending on the model and type of experiment to run, some of these arguments are
unnecessary. It is up to the user to determine when to pass in an argument or whether to
just use a default value.

4.2 Models

As mentioned previously, two types of models are used including linear and neural network
models. One type of neural network model was used, distiiBERT, which is a transformer
model. Four types of linear models were used including support-vector machines, logistic
regression, XGBoost, and Naive Bayes.

For the neural networks, the hyperparameters can be set via the command line for the
experiment. For the linear models, a k-fold cross validation is always performed with the
training data rst with the use of a hyper-parameter grid search. In summary the ve
models used in this project are as follows:

. Transformer DistiIBERT

. XGBoost

1
2
3. Logistic Regression
4. SVM

5

. Naive Bayes

Transformer DistilBERT

DistiBERT [2] has the same general architecture as BERT [9] except that the token-
type embeddings and the pooler are removed while the number of layers is reduced by a
factor of 2.
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In order to train DistilBERT, a method called \Knowledge Distillation” is used in which
a student, DistiIBERT in this case, is trained to reproduce the behavior of the teacher,
BERT. The complete loss function used in this training includes the linear combination of
the (1) Supervised Training Loss, (2) Distillation Loss and (3) Cosine Embedding Loss.

With these changes, DistiBERT still retains 97% of BERT's performance while only
having 60% as many parameters.

XGBoost

XGBoost [10] is based on a decision tree. A tree ensemble method uses K additive
functions to predict the output (Equation 4.1).

X
$i= (x)=  fu(x)fk2F (4.1)
k=1

Where F = f(X) = Wy (q: R™ ! T;w 2 RT) is the space of regression treesq
represents the structure of each tree that maps an example to the corresponding leaf index.
T is the number of leaves in the treefy corresponds to an independent tree structurg
with leaf weightsw. The score given to an input is the sum of the output from each tree. In
order to learn the set of functions used in the model, the authors minimize the regularized
objective function (Equation 4.2).

X X
L()= (%) + ( fw) 4.2)

i k
where (f)= T+ 3 kwk?

I, which is di erentiable and convex, measures the distance between the predictign
andy;. The second term Omega penalizes the complexity of the model withand being
user chosen constants.
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Logistic Regression

Logistic Regression is a linear model for classi cation [11]. The cost function associated
with this model uses Elastic-Net regularization (Equation 4.3).

X
min® o wiw+ kwki+ C log(exp( (X w+ 6) +1) (4.3)

i=1

w is the learned parameter and is the mixture of the I, and |, regularization param-
eters. Elastic-Net is equivalent to tol, when =1 and |, when =0. C scales the e ect
of regularization.

SVM

Support Vector Machines [12] are a set of supervised learning methods used for clas-
si cation, regression and outlier detection. SVMs are unique in the fact that they solve
an optimization problem involving the dual which utilizes the inner product between data
points rather than the data points themselves. This results in SVMs being very e ective
in high dimensional spaces but can be slow when the number of data points is very large.

Given training vectorsx; 2 RP;i =1;:;nandy 2f1; 19", the goalisto nd w2 RP
and b2 R such that the prediction given bysign(w"™ (x)+ b) is correct for most samples.
SVC solves the optimization problem in Equation 4.4.

1
EWTW +C (4.4)

subjecttoy;(w" (x;))+ b 1 ;

The dual problem is outlined in Equation 4.5.
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min% Q € (4.5)

subject to O i Cri=1;:un

Where e is the vector of all ones and Q is am by n positive semi-de nite matrix. The
terms & are the dual coe cients we are solving for in the dual problem. EaclQ; can be
found using Equation 4.6.

Qi = Yiy; K (Xi; %) (4.6)

There is also the kernelK, which is computed according to Equation 4.7.

Kxi;x)= ()" (x) (4.7)

Once the optimization problem is solved, the output of the decision function, for a
given sample, is determined using Equation 4.8.

X
yi iK(Xi;x)+ b (4.8)

i2SV

SVM compute and storage requirements increase rapidly with the number of training
vectors.

39



Naive Bayes

Naive Bayes [13] is a method of applying Bayes' theorem with the \naive" assumption
of conditional independence between every pair of features given the value of the class
variable (Equation 4.9).

P(Xijy; X1; 55X 15 Xi+15 235 Xn) = P(Xijy) (4.9)

P (Y)P (X1; 35, XnjY)
P (X155 Xn)
Using the naive conditional independence assumption of Equation 4.9 and inserting it

into Equation 4.10, we receive Equation 4.11.

P(yjX1; 5 Xn) = (4.10)

P(y) Qi”zl P (xijy)

P(YyjX1; 5 %) = 411
(YiX1; 15 Xn) PO ) (4.11)
. Q .
P(yjxs;:5xn) 1 P(y) iy P(xijy)
The predicted y value can be found by Equation 4.12.
Y‘ -
g=argmax P(y)  P(xijy) (4.12)

i=1

4.3 Text Encoders

There are four tokenization methods that were used in order to vectorize text to be passed
into the machine learning models. They are as follows:

1. TFIDF

2. TFIDF-GloVe

3. Universal Sentence Encoder

4. Bi-Gram
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TFIDF

Term frequency inverse document frequency (TF-IDF) is a method used to convert a
string of text into a numerical vector [14]. Term Frequency (TF) is calculated as follows
as in Equation 4.13.

f.
tf (td)= P9 (4.13)
t%2d ft°;d

The numeratorf 4 is the raw count of the word t in the documentd, while the denom-
inator is the total number of (non-unique) terms in the documentd. Inverse Document
Frequency (IDF) is a measure of how much information a word provides. For example if
it is common across all documents then the value will be low, while rarer words across all
documents will be high. It is calculated according to Equation 4.14.

idf (;D) = (4.14)

lo N
9d2D:t24

N is the total number of documents in the corpusN = jDj while the denominator is
the total number of documents in which the word appears at least once. Thus tf-idf is
de ned in Equation 4.15.

tfif (td:D)= tf (td) idf (D) (4.15)

A vector for a given paragraph can then be constructed by selecting all or a subsection
of the t df values for each term in the paragraph.
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GloVe

GloVe is a pre-trained hashmap of vectors for a given token [15]. GloVe stands for
Global Vectors because in this model, the global corpus statistics are captured. In order
to begin to explain the process for attaining the GloVe word embeddings, we start with a
word2word co-occurrence matrix denoted bX whose entriesX;; tabulate the number of
times wordj occurs in the context of wordi.

Xi = Xik (416)

Xi, in Equation 4.16, is the number of times any word appears in the context of word

Py = P(iji) = 3 (4.17)

P; , Equation 4.17, is the probability of wordj to appear in the context of wordi.
GloVe takes the approach of learning word embeddings from the ratio of co-occurrence
probabilities rather than the probabilities themselves. The most general model takes the
form of Equation 4.18.

P.
F (wi; w ; W) = ﬁ (4.18)
J

Wi W 2 RY are word vectors andfv, 2 RY are context vectors. The right-hand side
of this equation is extracted from the corpus while the left hand side will be explained
further. The authors wanted F to encode the information present in the ratld,'} As
vector spaces are linear structures, a natural way to do this is using vector di erences.
With this in mind, F can be restricted to use only the di erence of the two target word
vectors (Equation 4.19).
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Pik

F(wi  wj;wy) = P
J

(4.19)

The function is further reduced to taking the inner product between the vector di erence
and the context vector (Figure 4.20).

F(wi w) e = ;# (4.20)

This prevents F from mixing the vector dimensions in undesirable ways. The distinction
between a word vector and a context word vector is arbitrary and thus the two should be
interchangeable. To do so consistently, we must not only be able to interchange< > w
but also X < > X T. The nal model should be invariant under this relabeling. To
restore this symmetry we must require that F be a homomorphism between the groups
(R;+) and (R*; ), as shown in Equation 4.21.

F(W-T\Hk)
: T = i
F((wi  w) wy) F(wrwy) (4.21)
The solution to Equation 4.21 forF is in fact the exponent function,F = e.
F (W) = Py = (4.22)
i
W & = log(Py) = log(Xi) log(X;) (4.23)

Equation 4.23 would exhibit the exchange symmetry if not for the log(;); however,
this term is independent ofk so it can be absorbed into a biay for w;. Finally, adding
an additional bias® for \& restores the symmetry.
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w ey + b+ B =log(Xik) (4.24)

The loss function to optimize for, Equation 4.25 which is based on word vectors, is an
altered least squares regression problem with a weighting functiérgX; ).

X/
Loss=  f(X;)w w +h+9§ log(X;))? (4.25)
i =1

X jf x<x
f(x)=Zma =7 7 T (4.26)
1 otherwise

In their experiments, Xnax 0f 100 and alpha of%1 was used. Once a corpora was chosen
by the authors, it is tokenized using the Stanford tokenizer [16] and a co-occurrence counts
matrix X is constructed. A context window of 10 to the left and right of the current
word i is used. A weighting is also applied to this given how far away the context word is
from the chosen word. In this way, words that are more distant do not count as much as
those that are closer. A matrixW and W are both randomly initialized and then updated
using the AdaGrad optimizer. WhenX is symmetric, W and W only di er due to random
initializations; the two vectors should perform equivalently.

As GloVe only provides us with a vector for each word, and thus a matrix for the entire
paragraph of text, a vector for the input paragraph is obtained by reducing across the
paragraph token size dimension by computing the mean (Equation 4.27).

1 X
Vsentence = Jgj GloVv dW) (4-27)

w2S
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TFIDF GloVe

In order to apply t df-glove to a paragraph, the normalized t df for each token is rst
determined (Equation 4.28).

tficF (w)
s thidE (W)

tFicF norm (W) = P (4.28)

Wherew 2 S, denotes each word in the input paragrapls. Then the weighted average,
with respect to the normalized t df, is computed across all tokens in the paragraph:

X
Vsentence = tfld norm (W) GIOV dW) (4.29)

w2S
Universal Sentence Encoder

The universal sentence encoder encodes a sentence into a vector using a Deep Aver-
aging Network (DAN) [17]. Input embeddings for words and bi-grams are rst averaged
together and then passed through a feedforward deep neural network to produce sentence
embeddings. The DAN takes as input a Penn Treebank Tokenization (PTB) string and
outputs a 512 dimensional vector. The DAN is trained on several downstream tasks such
as Skip-Thought for the unsupervised learning from arbitrary running text, a conversation
input-response task for the inclusion of parsed conversational data and classi cation tasks
for training on supervised data.

Bi-Gram

A bi-gram is calculated by creating a one-hot encoding of pairs of words [14]. These
pairs of words are generated on a rolling window basis for the text. As an example, \Hello
how are you" would be transformed into bi-grams as \hello how", \now are" and \are
you". Bi-grams help provide the conditional probability of a word appearing given the

occurrence of a preceding word. This conditional probability is outlined in Equation 4.30.
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P(WhjW, 1) = P(W, 1)

(4.30)

Where P(W, 1;W,) is the number of times the wordW, ; and W,, appear together in
the corpus andP (W, ) is the number of timesW, ; appears in the corpus. A vector is
then created by selecting all or a subsection of all bi-gram probabilities.

4.4 Experiment Types
Two di erent types of experiments were made available using this framework including:

~ run_model

" run_increasingtraining _set

‘run_model” simply trains the model on a (subset) of the dataset, using cross validation
on a hyper-parameter grid if it is a linear model, and is then applied to the test set.
‘run_increasingtraining _set” is used to get an understanding of model performance as the
training set increases. For each chosen training set size, ‘mnodel” is performed and the
results are recorded for that unique number of training data points.

4.5 Metrics

As this is a binary classi cation task, there are three major metrics that are commonly
used to assess the performance of a model's prediction. They are recall, precision and F1
score [18]. Recall is the ratio of true positives over true labels (Equation 4.31).

TP
Recall = TP+FN) (4.31)

Precision is the ratio of true positives out of all positives the model predicts (Equation
4.32).

46



.. TP
P recision = 51 EP (4.32)

F1 Score is a combination of Recall and Precision (Equation 4.33).

2 (Precision Recall)
Precision + Recall

F1 Score= (4.33)

As we would like to maximize both recall and precision, the F1 Score will be used as
the default metric for all experiments.
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Chapter 5

Evaluation

This chapter details all of the experiments conducted to answer the research questions
proposed in Chapter 3.

5.1 Choosing a Linear Model and Text Vectorizer

This experiment aims to answer the research question "What Linear Model and Text
Vectorizer should be used?" (Section 3.1).

In order to choose an appropriate linear model and text vectorizer, the sixteen com-
binations of the four linear models and four vectorizers were tested on proxy reddit and
twitter datasets which consist of approximately fteen thousand rows of data each. These
proxy dataset sets were used as they were less likely to su er from the noise of the much
smaller sample dataset. While many of the top performing models on text classi cation
benchmarks are neural networks [19], on some datasets such as 20News and Amharic News
Text Classi cation, the best performing models are SVM + TFIDF and Naive Bayes +
TFIDF respectively. While we could just choose to use one of these model and encoder
combinations, it may prove useful to conduct this experiment to see if there are di erent
results.

The average F1 score grouped by encoder and model across the sources of reddit and
twitter in the proxy dataset was computed and ordered from largest (top) to smallest (bot-
tom) in Figure 5.1. The average F1 score is the column \avfj_score" and the magnitude of
di erence between the two scores can be found in the column \Hcoredi ". \avg _f1_score"
gives the average performance of the model-encoder combination across both reddit and
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twitter from the proxy dataset, while \f1 _scoredi " gives the spread of this average. Ide-
ally, we would want to maximize \avgfl score” and minimize \flLscoredi". The two
SVM models appear to be in the top three with the encoders being universal sentence
encoder and t df. For this reason, it seems reasonable to use SVM as the model. However,
some more thought must be put into what encoder to use.

Figure 5.1: Linear Model and Encoder Combination Results Averages

There are two main things to consider when analyzing the two encoders. The processing
times and the tokenization output.
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Encoder Processing Times

Figure 5.2 shows the processing time for encoding an increasing training corpus size
with t df. We can see that it increases linearly with the training size.

Figure 5.2: TFIDF Encoder Times

Similarly, Figure 5.3 shows the processing time for encoding an increasing corpus size
with universal sentence encoder.
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Figure 5.3: Universal Sentence Encoder Times

This may not make much sense at rst glance, but the reason for the initial long process-
ing time is due to the encoder rst being loaded into memory and then being initialized (as
it is a saved model). Once loaded into memory we can analyze the performance in Figure
5.4.
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Figure 5.4: Universal Sentence Encoder Times Without Start

Here we can see that there is also a linear increase in the processing time for the training
corpus.

Conclusion

There does not appear to be a large trade-o between the encoder processing times for
both the universal sentence encoder and t df as universal sentence encoder only has to be
loaded once in memory before being applied to all required training corpuses.

Encoder Tokenization
Let's say we had the following corpus of words to vectorize:
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\graph neural network gnn relu equivariant convolution gradient neuron hessian percep-
tron"

These all seem important to the research interests of Kimon and thus we would want
the tokenization to be as close to these root words as possible to ensure the underlying
meaning isn't changed. Let's see how each of the encoders tokenizes the corpus:

TFIDE

['graph’, 'neural’, 'network’, 'gnn’, 'relu’, '‘equivariant', ‘convolution’, 'gradient’, 'neuron’,
'hessian’, 'perceptron’]

For the most part here, it seems as though TFIDF keeps each word intact and does not
reduce each word into a sub-word that could be misconstrued as something else.

Universal Sentence Encoder

['graph’, 'neural’, 'network’, 'g’, 'nn’, 're', 'lu’, 'equi’, 'variant’, ‘con’, 'volution', 'gradient’,
'neuron’, 'he’, 's', 's’, 'ian’, ‘percep’, 'tron’]

Universal Sentence Encoder keeps some words such as \graph", \neural" and \network"
intact but splits up words like \gnn" and \hessian" into subwords as these words were not
present in its training corpus.

Conclusion

Since Universal Sentence Encoder does not have certain words in its training corpus,
it tokenizes them into sub-words which could result in a misconstrued interpretation. For
example, \relu" decomposes into \re" and \lu". Another word such as \receive" may also
be decomposed into \re" + \ce" + \ive" in which case the rst decomposition result is the
same for both, but they are completely di erent words. For this reason it seems that t df
would result in better tokenization as it does not have any prede ned tokenization corpus
and could adapt better to new words and acronyms in the fast moving eld of machine
learning.

Research Questions Answered

Q. What Linear Model and Text Vectorizer should be used?
A. SVM and t df
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5.2 Model Performance on the Sample Dataset

This experiment seeks to answer the research questions "Should per-source or combined-
source training be used?" from Section 3.2 and "What Metric Performance can be achieved
on the Sample dataset?" from Section 3.3.

With the selection of the linear model and its encoder, we are now ready to see the
performance of the linear and transformer models on the sample dataset labeled by Kimon.
There are a total of three sources in this dataset which include twitter, reddit, and arxiv
& pmir. Each model was trained on each individual source and on all sources together.

Linear Model

Figure 5.5 is the performance of the linear model (SVM with tdf). Red is the per
source trained model (one model for each source) while green is the model that is trained
on all sources.
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Figure 5.5: Combined Source Predictions for Linear Model

We can see that the combined sources trained model results in equal or better perfor-
mance across all sources for both the training and test sets. It seems as though the increase
in training data is helpful.

Transformer Model

Similarly, we can see in Figure 5.6 that the Transformer model also performs better
when trained on all sources (except when predicting on reddit).
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Figure 5.6: Combined Source Predictions for Transformer Model

Transformer and Linear Test F1 Scores using Combined Source Training

Comparing the linear and transformer Test F1 Scores for the combined source, we can
see that the averages (horizontal lines in Figure 5.7) are nearly equal; however, there are
performance di erences between twitter and reddit for the two models.
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Figure 5.7: Combined Source Predictions Comparisons

Therefore, for this amount of training data (647 data-points), there isn't much of a
performance di erence between the two models; thus, it would be wise to choose the
simpler SVM over the transformer for this reason.

Research Questions Answered
Q. Should per source or combined-source training be used?
A. Combined-source training should be used as it produces a higher test and train

metric score.

Q. What Metric Performance can be achieved on the Sample dataset?
A. A Test F1 Score of 82% can be achieved.
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5.3 Model Performance on Increasing Training Sizes

This experiment aims to answer the research questions "What is the Metric Performance
di erence between the Linear and Transformer Models?" from Section 3.4 and "What is
the e ect on Metric Performance as training size increases?" from Section 3.5. To attain
a better understanding of model performance as a function of training size, the use of a
proxy dataset was leveraged. The proxy dataset contained labels representing sentiment
classi cation (for reddit and twitter) and category classi cation (for arxiv). The actual
performance achieved on these proxy datasets is not to be used as an exact estimate of
future performance for the sample dataset (as their tasks are completely di erent) but it
can give us an idea the di erence in performance between the two models as well as an
upper bound of performance given the training sizes. Both the transformer and linear
model were trained on an increasing training set size. First, these models were trained on
less than 2000 data points to be in a similar range to the size of Kimon's sample dataset
of 647 data points (Figure 5.8).
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Figure 5.8: Increasing Train Size Transformer and Linear - 2000 data points
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Aside from twitter, the di erences between model performance for these training sizes
seems to be about equal. With an average over the three datasets of 82%. This 82% is very
close to the results we have from prediction on Kimon's sample dataset from Figure 5.7.
Figure 5.9 details thedi erence between the transformer and the linear model F1 scores.
The red bar shows the average score across all data points. Averaging these values across
the 3 datasets results in a performance di erence of 3.3%.
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Figure 5.9: Increasing Train Size Transformer and Linear Di erence - 2000 data points
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Figure 5.10 shows the performance of both the transformer and linear model on the
three sources of the proxy dataset with training sizes ranging from 1000 to 15000 data
points. When looking at the performance di erences between the transformer and linear
model for this range of training data points (Figure 5.11), the transformer maintains a
10%, 11%, and 2% higher Test F1 Score for Twitter, Reddit, and Arxiv respectively over
the linear model. An average of these 3 values yield a result of 7.7%. Thus, it would
seem as though using a transformer over a linear model with training sizes over 2000 data

points would yield a signi cant performance improvement of about 8% in aggregate over
all sources.
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Figure 5.10: Increasing Train Size Transformer and Linear - All data points
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Figure 5.11: Increasing Train Size Transformer and Linear Di erence - All data points

64



Another important factor to analyze is the e ect on the train and test F1 Score as a
function of increasing training size. Figure 5.12 and 5.13 show the train and test metrics
as a function of increasing training size, on each of the three proxy sources, for both the
transformer and linear model respectively. For the transformer model (Figure 5.12, we can
see that there is still a gap between the train and test F1 Score for each source. This means
that the model has overt to the training data and isn't able to generalize as well to the
test data. There are generally two ways to alleviate this issue: (1) increase the amount of
training data and (2) add regularization to the model. For twitter and arxiv, we notice
that the test F1 score doesn't seem to perform better past 8000 and 6000 training data-
points respectively (as shown by the vertical black lines). For these two cases, increasing
the training data will not help close this gap, and thus the only way to reduce the gap is
through regularization. The test F1 score for reddit keeps increasing though, so a further
increase in training data may continue to close this gap. There is also the performance of
the linear model to consider (Figure 5.13). Note that there is oscillation in the train metric
for twitter and reddit. This is because the chosen model's hyper-parameters were tted
to the best performing validation score (not shown here) which can result in a decreased
train score. There is still a gap between the apex of the train F1 score oscillation and the
test F1 score. In each of the three sources, the test F1 score plateaus as outlined by the
vertical black lines. Thus, a further increase in training data would not shrink this gap
any further. The only way to shrink this gap would be to try further regularization of the
model.
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Figure 5.12: Increasing Train Size on Proxy Dataset - Transformer Model
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Figure 5.13: Increasing Train Size on Proxy Dataset - Linear Model
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Research Questions Answered

Q. What is the Metric Performance di erence between the Linear and Transformer
Models?

A. With a training set of 2000+ training points, the transformer produces an average
F1 test score (across the three sources in the proxy dataset) that is 7.7% higher than that
of the linear model, while below 2000 data points, produces an average F1 test score that
is 3.3% higher that of the linear model.

Q. What is the e ect on Metric Performance as training size increases?

A. Increasing the training size, until approximately 6,000 data points, causes an increase
in test metric performance. After this training size, the test metric performance plateaus.

5.4 Classi cation Threshold E ects on Metric Perfor-
mance

This experiment aims to answer the research question "What is the e ect of Classi cation
Threshold on Metric Performance?" from Section 3.6.

We can see how the performance across metrics of F1 Score, Precision, and Recall
are changed as we increase, or decrease, the classi cation threshold from 0.5 for both the
linear model (Figure 5.14) and transformer model (Figure 5.15). Normally, an increase in
threshold would increase precision and decrease recall (which may or may not alter the F1
Score).
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Figure 5.14: Metric vs. Classi cation Threshold - Linear Model
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Figure 5.15: Metric vs. Classi cation Threshold - Transformer Model

In both cases, we can see that while increasing the classi cation threshold increases the
precision, it causes a decrease in both the recall and F1 score. Thus, it does not seem wise
to alter the classi cation threshold as the F1 score decreases.

Research Questions Answered

Q. What is the e ect of Classi cation Threshold on Metric Performance?

A. Increasing, or decreasing, the threshold past 0.5 reduces the F1 Score.
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5.5 Analysis of Model Predictions

This section aims to answer the research question of "Do the False Positive and False
Negative predictions make sense?" from Section 3.7.

A visual quantitative analysis of term signi cance to model predictions can be found in
the proceeding gures for both the linear and transformer models. Higher opacity denotes
a larger magnitude, while a green or red color represent if the term contributes to a positive
or negative prediction respectively.

Linear Model

False Positives
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Figure 5.16: Linear Model False Positives 1 to 5
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Figure 5.17: Linear Model False Positives 6 to 10
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Figure 5.18: Linear Model False Positives 11 to 13
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Figure 5.19: Linear Model False Positives 14 to 16
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Figure 5.20: Linear Model False Positives 17 to 18

Figure 5.21: Linear Model False Positive 19
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False Analysis Reasonable

Positive Decision?

Number

1 Gives positive weight to "machine learning" which X
makes sense.

2 Gives positive weight to "graph”, "geometric”, and X
"deep" which make sense; although, gives negative
weight to "representation learning” which doesn't
make sense.

3 Gives positive weight to "paper”, which makes X
sense.

4 Gives positive weight to "machine learning”, which X
makes sense, but also the term "looking" which
doesn't make much sense.

5 Gives positive weight to "pm™ which doesn't make 7
much sense.

6 Gives positive weight to "theory" which makes X
sense.

7 Gives positive weight to "found" and "read" and 7
negative weight to "researcher". None of these
make sense.

8 Gives larger positive weight to the terms "paper”, X
"neural”, and "deep" which makes sense.

9 Gives larger positive weight to the terms "local”, X
"graph", and "clustering" which makes sense.

10 Gives positive weight to the terms "paper”, a rea- X
sonable choice, and "order", which is not as intur
itive.

11 Gives positive weight to the terms "deep”, "net- X
work", and "machine learning" which makes sense.

12 Gives positive weight to "machine learning"”, which X
makes sense, and "really”, which doesn't make
much sense.

13 Gives a positive weight to "graph”, "node" and X

"di usion" which makes sense.
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14 Gives positive weight to "graph” and "network"
which makes sense.

15 Gives positive weight to "graph” and "invariant”
which makes sense.

16 Gives positive weight to "graph”, "deep"”, "net-
work™ and "machine” which makes sense.

17 Gives positive weight to "network”, "node" and
"deep" which makes sense.

18 Gives positive weight to "graph™ and "gnns" which
makes sense.

19 Gives positive weight to "network" and "di usion”
which makes sense.

Table 5.1: Analysis of Linear Model False Positives

False Negatives
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Figure 5.22: Linear Model False Negatives 1 to 4
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Figure 5.23: Linear Model False Negatives 5 to 8

False Analysis Reasonable

Negative Decision?

Number

1 Gives negative weight to "free" and "application” X
which is reasonable.

2 Gives negative weight to "group” which doesn't 7
make much sense. This should be a neutral word.

3 Gives negative weight to "event" and "unsuper- 7

vised learning” which should be neutral and posi
tive respectively.

80




4 This is missing some link information (which
doesn't show up in tweet text) so this makes sense
it was a false negative.

5 Gives negative weight to "possible”, "interest",
and "processing". These should likely be neutral
words instead of negative.

6 Gives negative weight to "conference" and "data’
which doesn't make sense.

7 Gives negative weight to "process" which should
probably just be neutral.

8 Gives negative weight to "neural”, which doesn't

seem right, and "et al" which makes sense.

Table 5.2: Analysis of Linear Model False Negatives

Transformer Model

False Positives
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Figure 5.24: Transformer Model False Positives 1 to 4
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Figure 5.25: Transformer Model False Positives 5 to 6
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Figure 5.26: Transformer Model False Positives 7 to 8
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