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Abstract

The discovery of various spatially sensitive neurons in the hippocampal formation, such as
place, grid, and boundary cells, has provided valuable insights into the neural mechanisms
underlying spatial representation and navigation. However, neural activity and connectivity
data alone cannot fully reveal the brain’s algorithms. Bridging this gap requires computational
models that not only explain the low-level activity of spatially sensitive cells but also link it to
higher-level symbolic representations manipulable within a cognitive framework — models
capable of binding spatial representations to discrete abstractions, while also supporting
hierarchical and probabilistic structures that enable reasoning and decision-making.

The Semantic Pointer Architecture (SPA; Eliasmith, 2013), in combination with the Neural
Engineering Framework (NEF; Eliasmith et al., 2003), provides a mathematical and computa-
tional framework to represent symbols and implement dynamical systems in spiking neural
networks. Spatial Semantic Pointers (SSPs; Komer et al., 2019), an extension to the SPA, en-
code continuous variables, such as spatial locations, while supporting the binding of spatial
information with other features — continuous or discrete — into compressed, multi-domain
representations. This flexibility allows SSPs to model diverse cognitive processes, ranging from
spatial memory to abstract reasoning, offering a unified theory for how continuous variables
might be represented and manipulated in the brain.

In this thesis, we leverage these tools to model key components of spatial cognition, includ-
ing path integration, cognitive map creation, and reinforcement learning. Our contributions
include the development of SSP-PI, a SSP-based path integration model that combines velocity-
controlled oscillators with attractor dynamics to integrate continuous spatial variables. We
also introduce SSP-SLAM, a biologically inspired spiking neural SLAM system capable of
constructing semantic cognitive maps that bind and associate spatial and non-spatial features.
Furthermore, we propose spiking RL models that demonstrate how SSP embeddings can ef-
fectively represent successor features, reward distributions, and stochastic policies. Finally,
we use the SPA and SSPs to construct state embeddings for deep RL networks, demonstrating
their utility in tasks requiring mixed semantic-spatial representations.

Our findings underscore the potential of SSPs to act as a unifying framework for under-
standing spatial representation in the brain while advancing biologically inspired approaches
to navigation and learning in artificial systems. This work bridges theoretical neuroscience
and artificial intelligence, laying the groundwork for future explorations of shared principles
across spatial and abstract cognition.

Vi
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Chapter 1
Introduction

Space is not only a critical sense but a fascinating one because unlike other senses space is
not analyzed by a specialized sensory organ. How, then, is space represented in the brain?
Because we do not have a sensory organ dedicated to space, the representation of space
is a quintessentially cognitive sensibility: it is the binding problem writ large. The brain
must combine inputs from several different sensory modalities and then generate a complete
internal representation that does not depend exclusively on any one input.

— Eric R. KANDEL
In Search of Memory: The Emergence of a New Science of Mind

Navigation is an essential cognitive function, relying on the brain’s ability to represent space
and time. Furthermore, the challenges of navigation highlight the brain’s ability to adapt
such representations quickly, and use them as a scaffolding for episodic memory - the type
of memory critical to an agent’s identity. Throughout this thesis, we touch on each of these
themes in an effort to develop new, general methods for enhancing our understanding of
cognition. To do so, this thesis explores three core questions: How does the brain encode
spatial information? How does this encoding support navigation and related cognitive tasks?
And, more practically, how can these mechanisms inspire computational models in artificial
intelligence (AI) and machine learning (ML)? We explore these questions using biologically
plausible computational models that reflect hypothesized neural processes. Building on prior
work, we use neurosymbolic modelling methods - in particular, Vector Symbolic Algebras
(VSAs) - to construct feature representations that reproduce neural activity observed in
specific brain areas during navigation while also enabling symbolic manipulation of semantic
representations of objects.

This chapter presents our motivation for studying spatial navigation, as well as our central
hypothesis: The latent structures encoded by neural populations representing spatial informa-
tion can be interpreted through a VSA framework, which includes an algebra for continuous
and discrete symbolic manipulation. This framework, grounded in the dynamics of these
neural populations, addresses critical gaps in understanding how the brain represents and ma-
nipulates spatial information. Chapters 1 and 2 lay the groundwork of this thesis, with Chapter
2 introducing the main modelling methods. Building on this groundwork, Chapters 3-5 detail
spiking neural models of key navigation-related functions: path integration, cognitive mapping,
simultaneous localization and mapping (SLAM), and biologically plausible RL. These models,
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grounded in neuroscience and deployable on neuromorphic hardware, collectively demonstrate
a novel and effective approach to building biologically inspired navigation systems.

1.1 Functions involved in navigation

For all intelligent biological entities, navigation is critical for survival, playing a central role in
tasks such as locating food, finding shelter, and migration. Consider an animal navigating to a
new food source and returning home. This process involves:

« exploring an environment to locate the new food source;
+ maintaining an estimate of self-location in unfamiliar areas;

« storing the location of the food source within a broader environmental context for future
retrieval;

« encoding details about the source (e.g., its reward value) to guide future actions;
« using memory of the home location to plan a (possibly novel) path to home; and

« navigating home, potentially switching to a metric map-based strategy or route-following
as familiar landmarks or the destination come into view.

This seemingly simple scenario engages multiple functions: spatial representation, dynamic
updating of self-location (e.g., spatial updating or path integration), mapping (a type of memory),
and learning. These overlapping functions and their neural underpinnings, are briefly expanded
on in the following sections. For more detailed explanations and a more comprehensive
overview of the relevant neural anatomy, please refer to the background sections in Chapters
3 and 4.

Spatial Representation. To navigate, an animal must represent variables such as its position
within the environment. In the brain, such spatial representation relies on specialized classes
of neurons found in the hippocampal formation and surrounding regions, which encode an
animal’s position and orientation in both egocentric (self-centred) and allocentric (environment-
centred) frames of reference. For example, place cells in the hippocampus activate when an
animal occupies a specific location (O’Keefe et al., 1971), while grid cells in the medial entorhinal
cortex (MEC) generate a hexagonal pattern of firing fields that tile the environment (Hafting
et al., 2005). Together, these neurons form a neural basis for the representation of space, which
is essential for navigation and memory.

Many types of specialized neuron for spatial representation are found in the hippocampus.
The hippocampus is a three-layer structure, with surrounding areas including the perirhinal,
parahippocampal, entorhinal, and retrosplenial cortices. The hippocampus connects to other
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regions primarily via parahippocampal areas to sensory and association areas of the neocortex,
as well as through the fornix to subcortical structures. While this thesis focuses on mammalian
brains, structures in birds, reptiles, amphibians, and some fish (e.g., the medial pallium) are
considered homologous to the mammalian hippocampus, and perform similar functional roles
in spatial cognition (Striedter, 2016; Bingman et al., 2003; Rodriguez et al., 2002; Salas et al.,
2003).

Interestingly, the brain appears to use similar coding principles as those found in hip-
pocampal formation to represent other continuous variables that are not spatial. non-spatial.
Experiments suggest that, in some contexts, time (Peters-Founshtein et al., 2024), odour (Bao
et al., 2019), social space (Park et al., 2021), and other abstract quantities (Constantinescu et al.,
2016) are encoded through neural activity patterns exhibiting periodic firing, akin to grid cells
in spatial navigation. This suggests that spatial coding principles may be general purpose,
and that there are shared mechanisms for representing, and potentially updating, continuous
variables in the brain.

Spatial updating. Spatial updating is the process of tracking one’s position relative to the
surrounding environment over time. It involves the continual updating of the brain’s internal
representation of location as one moves through space, and is used in both vector-based and
map-based navigational strategies. For example, maintaining homing vectors to important
locations (e.g., shelter or food) requires the brain to update these vectors using self-motion
information. Similarly, building an internal map of the environment relies on tracking one’s
position relative to landmarks.

Path integration (PI), also known as dead-reckoning, is a type of spatial updating in which
self-position estimates are derived solely from self-motion cues. Animals, including rodents
(Mittelstaedt et al., 1982; Etienne, 1987; Benhamou, 1997), bats (Aharon et al., 2017), and humans
(Mittelstaedt et al., 2001), can perform path integration while navigating environments in the
absence of visual cues. This computation is often attributed to the MEC (McNaughton et al.,
2006; Gil et al., 2018; Fukawa et al., 2020) and is critical for maintaining spatial orientation over
time.

Mapping. Spatial updating plays a role in more complex navigational processes, such as
cognitive mapping. Tolman (1948) first proposed that animals construct “cognitive maps,” mental
allocentric models of the environment that encode spatial relationships between landmarks and
other features. Early maze studies with rodents demonstrated that they could find shortcuts
or novel routes to a goal, indicating the use of cognitive maps rather than basic stimulus-
response learning (Tolman, 1948). Cognitive mapping enables the brain to generalize across
environments and make spatial inferences beyond immediate sensory input.

Pl is integral to many cognitive mapping strategies, and mapping, in turn, is essential for
accurate spatial updating — and spatial cognition more generally (Burgess et al., 2002). While PI
relies on self-motion cues, animals also integrate external sensory information, such as visual
landmarks and odour trails, to correct the drift that naturally accumulates in PI computations.
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By combining multi-sensory inputs with PI, animals form cognitive spatial maps — binding
spatial and non-spatial features into a coherent representation. This computation resembles
simultaneous localization and mapping (SLAM) algorithms in robotics, which involve path
integration while simultaneously constructing environment maps for error correction.

The cognitive map theory (O’Keefe et al., 1978) positions the hippocampus as the primary
site of cognitive map formation. Supporting this hypothesis is the existence of place cells and
evidence of spatial memory deficits in individuals with hippocampal damage (O’Keefe et al.,
1975; Girardeau et al., 2009). The formation of these maps likely involves both associative
learning, where synchronous activation of neural assemblies binds different features into an
associative code (El-Gaby et al., 2021), and predictive learning, wherein temporal patterns in
neural populations encode relational structures between features (Liu et al., 2023). Beyond
spatial representations, the hippocampus is also thought to support non-spatial cognitive maps,
encoding associations between diverse continuous and discrete features (Tavares et al., 2015;
Aronov et al., 2017; Courellis et al., 2024).

Memory. Memory supports navigation by enabling the retention and recall of spatial infor-
mation, such as environment maps, routes, and landmarks. Episodic and spatial memory thus
support context-dependent decision-making and adaptive strategies based on environmen-
tal familiarity. The hippocampus is thought to play an important role in the formation of
declarative memories — those that can be consciously recalled - including semantic memories
(facts and concepts) and episodic memories (Eichenbaum, 1992; Andersen, 2007). Damage
to the hippocampus can result in anterograde amnesia — new memories cannot be formed,
though older memories often remain intact (Parkin, 1996; Squire et al., 1998). Thus, as part of a
broader memory system, the hippocampus is believed to store sequences of events and places
in the short to medium term, with these memories later consolidated in the neocortex over
time (Eichenbaum, 2000; Vargha-Khadem et al., 1997; Squire et al., 1998; Rempel-Clower et al.,
1996). Additonally, rather than storing the detailed sensory information of experiences, the
hippocampus is hypothesized to function as an ‘index’ or ‘pointer’ system, encoding references
to sensory and contextual details that are distributed across other areas of the brain (Teyler
et al., 1986; Teyler et al., 2007).

The memory theory of hippocampal function does not contradict the cognitive map theory,
as spatial maps can be viewed as a specific type of memory - information embedded within a
spatial, rather than spatial-temporal, framework. More generally, the relational theory of hip-
pocampal function posits that the hippocampus encodes information within broader relational
frameworks, not limited to spatial or temporal domains (Cohen, 1993; Eichenbaum, 2001; Monti
et al., 2014; Olsen et al., 2012). These frameworks go beyond simple stimulus-response associa-
tions, capturing more nuanced relationships such as distances between locations, sequences or
timing of events, hierarchical structures, and relative salience or importance between features.

Learning. Mapping and memory are products of learning processes. Navigation involves
various forms of learning, including associative learning and reinforcement learning (RL), which
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involve understanding an environment’s transition structure for planning and associating
states and actions with outcomes. Associative learning and RL are not confined to a single
brain region; they are general mechanisms used and supported by various areas. For example,
RL is facilitated by regions such as the striatum, amygdala, basal ganglia, prefrontal cortex,
and hippocampus (Pennartz et al., 2011). The hippocampus plays a multifaceted role in RL:
cognitive maps aid in planning, episodic memory contributes to RL through recall and replay,
and relational learning enables generalization across related experiences (e.g., though transitive
inference).

Planning. Planning in navigation involves predicting future states and making decisions
based on internal representations of the environment. This process integrates spatial memory;,
cognitive maps, and current sensory input to simulate potential routes, evaluate their costs,
and optimize actions to achieve specific goals. The prefrontal cortex, in collaboration with
hippocampal and parietal networks, plays a central role in constructing these simulations
(Calton et al., 2009; Javadi et al., 2017; Javadi et al., 2017; Patai et al., 2021). The hippocampus
contributes to planning in navigation by encoding maps and experiences, which can be used
for replay and route simulation (Olafsdéttir et al., 2018).

The features we have discussed - spatial representation, updating, mapping, memory,
learning, and planning - are all engaged to varying degrees in the earlier example of a critter
locating food and returning home. Each function contributes to solving specific challenges:
maintaining an internal sense of location, linking destinations to their broader context, and
finding efficient paths. While navigation is a natural context to study these processes, their
utility is broader. The same principles can be applied to abstract domains, such as reasoning
about time, social interactions, or other continuous features. Thus, studying navigation is a
means of uncovering the fundamental mechanisms by which the brain infers, encodes, and
manipulates information about the world.

1.2 Why study navigation?

The ability to create internal maps by binding features to structured representations has
applications beyond navigation. Many forms of knowledge representation in machine learning
and Al - such as graphs, trees, lists, dictionaries, and metric spaces — can be described in
precisely this form. Additionally, dynamic feature encoding and temporal updating are relevant
to both biological and artificial systems. Consequently, while we focus on navigation in animals
in this thesis, the computational principles and models we explore have broader applicability.
In neuroscience, studying navigation reveals general principles of cognition that extend to
non-spatial domains. In Al and robotics, navigation is fundamental for mobile autonomy,
offering inspiration for algorithms that integrate efficient encoding, updating, and planning.
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1.2.1 Neuroscience

Although much has been uncovered about the sensory cortices — their environmental responses,
tuning curves, and how their activity relates to different features in specific modalities — the
higher-level associative cortices remain far more enigmatic. Unlike sensory cortices, these
areas process complex, abstract, and internally generated information. There may not be direct
external reference points to guide interpretations of their neural activity, and the information
they encode is often highly multiplexed, integrating input from multiple sources.

As argued in Rowland et al. (2016), cortices involved in spatial cognition, such as the
hippocampus and entorhinal cortex (EC), stand out as an exception. While spatial represen-
tations are internally generated and synthesized from sensory inputs, they correspond to an
external, observable phenomenon: the position and movement of an animal in physical space.
This grounding in an external reference makes spatial representations more accessible for
study. Moreover, a wide range of species are capable of navigation and spatial cognition, likely
reflecting an evolutionarily ancient brain function (Salas et al., 2003; Murray et al., 2017).

There is growing evidence that the neural mechanisms behind spatial representation and
navigation may be general mechanisms for encoding other continuous features, including
more abstract and conceptual ones, potentially as a result of evolutionary exaptation (Aronov
et al., 2017; Constantinescu et al., 2016; Buzsaki et al., 2023). Again, consider the computations
associated with navigating to and from a food source described earlier (Section 1.1). It is
interesting to note, as an example, how those same functions map to the seemingly very
different task of social reasoning. Maintaining an estimate of one’s position in a social group
over the course of social interactions is analogous to maintaining an estimate of self-location
(Liang et al., 2024). While evaluating one’s social standing relative to particular individuals
along multiple axes is, in some ways, analogous to the computation of a vector to home or a
landmark (Parkinson et al., 2014). Or perhaps a cognitive map representing a social landscape
could used for decision making (Park et al., 2021). Thus, research into spatial cognition opens
the door to understanding the brain’s basic computational strategies that underlie many aspects
of thought and behaviour. Computational modelling plays an important role in this endeavour
by enabling us to reverse-engineer, instantiate, and thoroughly test these algorithms.

1.2.2  Applications to Al

Collaborative efforts between neuroscience and Al have driven significant advances in under-
standing and creating intelligent systems. Artificial neural networks, for instance, originated
from the collaboration between a neurophysiologist and a logician (McCulloch et al., 1943),
while RL emerged from combining insights from animal learning psychology and optimal
control theory (Sutton et al., 2018). Despite this history of synergy, there is still much that AI
can learn from biological systems.

Mobile robots and autonomous vehicles, for example, must process spatial information
and navigate complex, dynamic environments. While animals excel at these tasks — adapting
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flexibly to environmental changes and transferring knowledge to novel contexts — creating
truly autonomous agents with comparable capabilities remains a challenge. Additionally,
biological systems do all of this with remarkable energy efficiency. This has inspired research
into neuromorphic hardware, platforms that aim to mimic the brain’s architecture, leveraging
sparse activity and event-based computation to achieve efficient processing. Thus, the study
of biological navigation could inform advancements in autonomous systems, particularly in
navigation and decision-making in power-constrained contexts.

1.3 Research landscape

In this section, we briefly outline the landscape of research related to spatial navigation.
Detailed literature reviews are provided on a topic-by-topic basis in subsequent chapters. Our
purpose here is to identify gaps in past work and situate our contributions at a high level. In
particular, we posit that modelling navigation requires a unified framework for integrating
discrete and continuous data that includes dynamics, uncertainty, and methods for association
and composition.

Models of localization and spatial updating. Spatially sensitive neurons in the hippocampal
formation, such as place cells and grid cells, have been extensively studied and modelled.
Research in this area began with ring attractors—recurrent neural networks designed to
sustain activity bumps — originally developed to model the head direction system (Zhang,
1996). The concept of ring attractors was later extended to plane attractors for modelling
path integration in two-dimensional spaces, incorporating place cells (Samsonovich et al.,
1997; Conklin et al., 2005). By introducing specific periodic boundary conditions, grid cell-like
representations emerge in these models (Conklin et al., 2005; Guanella et al., 2007; Burak et al.,
2009). Note that grid cells can also arise in other types of PI models that utilize oscillatory
dynamics, either as a complement to or independent of attractor mechanisms. Models of
path integration have also been combined with associative learning mechanisms, enabling
corrections via cognitive maps (Samsonovich et al., 1997; Hardcastle et al., 2015).

The activity patterns of grid cell populations occupy a latent representational space char-
acterized by toroidal geometry (Gardner et al., 2022). This geometry has been an active area of
research, along with the efficient coding properties of grid cells, which exhibit redundancy
and robustness, enabling precise spatial representation (Sreenivasan et al., 2011; Mathis et al.,
2015; Vago et al.,, 2018). However, the relationship between these continuous representational
spaces and symbolic reasoning remains underexplored. Specifically, many models cannot
bind continuous spatial variables (e.g., metric coordinates) to discrete, symbolic information
(e.g., landmarks, objects, or contextual labels). It is also unclear how to construct hierarchical or
structured representations that integrate fine-grained continuous metrics with coarse-grained
symbolic abstractions. Secondly, PI models do not often incorporate probabilistic interpre-
tations of spatial and non-spatial variables, limiting their ability to represent uncertainty or
probability distributions over space. Such capabilities are essential for connecting neural
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navigation models to robotics methods like SLAM.

There are promising but partial exceptions that attempt to address some of these gaps. For
example, George et al. (2021) introduced graph-based cognitive maps for spatial navigation or
navigation over general, even discrete spaces. However, these graphs discretize space and do
not capture neural dynamics. Another example, from Whittington et al. (2020), generalizes
across spatial and non-spatial tasks, but its framework lacks uncertainty or a principled algebra
for compositionality and interaction between representations.

In this thesis, we extend past work by presenting a neurosymbolic modelling framework
to represent continuous variables probabilistically. We incorporate dynamics to model path
integration in Chapter 3 and explore learning cognitive maps that bind features into struc-
tured representations. These approaches are applied to SLAM in Chapter 4, bridging neural
navigation frameworks with probabilistic robotics methods.

Reinforcement learning (RL). RL is a computational framework in which an agent learns to
make decisions through trial and error, receiving rewards or penalties based on its actions. This
framework is highly relevant to biological navigation, where animals may navigate toward
goals or avoid harmful stimuli, learning from past experiences.

In the brain, the fronto-striatal-basal ganglia circuit plays a key role in motor control and
action selection. It is particularly important for stimulus-response learning, where actions are
associated with outcomes, and for reward prediction, where expected future rewards influence
current decisions (Chakravarthy et al., 2010; Humphries, 2022). While decision-making in
navigation involves a distributed network of brain areas - including the hippocampus and EC
for spatial memory and mapping, the retrosplenial and posterior parietal cortices for reference
frame transformations (Mitchell et al., 2018; Calton et al., 2009), and the prefrontal cortex for
planning (Patai et al., 2021)! - the fronto-striatal-basal ganglia circuit is particularly associated
with reinforcement learning.

This circuit is often linked to model-free learning, a form of RL where the animal learns
action policies directly from experience, rather than constructing an internal model of the
environment. RL-based models have been instrumental in explaining how animals use reward
signals to guide navigation decisions. By modelling RL mechanisms, researchers have gained
deeper insights into neuromodulatory signals and their role in navigation-related behaviour
(Schultz et al., 1997; Stoianov et al., 2018; Neftci et al., 2019).

Significant progress has been made in developing biologically plausible RL models—for
example, models based on local learning rules, spiking neural networks, and continuous-time
dynamics (Izhikevich, 2007; Potjans et al., 2009; Rasmussen et al., 2017; Yan et al., 2019).
Such models have been used to simulate path-finding and goal-finding behaviour (Niv, 2009;
Chalmers et al., 2016; Ashwood et al., 2022), and grid-cell-like representations have been

!This list of areas involved in navigation and decision-making is incomplete and the descriptions of the
roles of these areas are quite simplified. In reality, whole chapters could be written about each of these areas’
involvement in navigation.
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incorporated into RL systems to represent spatial states in a biologically inspired manner
(Banino et al., 2018; Dang et al., 2021).

Despite these advances, key gaps remain. Many biologically plausible models neglect
neural episodic memory systems for learning from past experiences. Additionally, there is
limited exploration of how grid-cell-like representations could integrate uncertainty, a natural
fit with RL’s probabilistic framework. Furthermore, while some research has extended grid
cell-like representations to encode non-spatial variables (Yu et al., 2021; Bartlett et al., 2023b),
these efforts have been restricted to simple toy problems, leaving their broader applicability
underexplored.

The work in this thesis directly addresses these challenges. In Chapter 5, we use a neural
model of episodic memory, implemented via a state space model (SSM), to learn in the model-
free setting and leverage grid-cell-like representations to encode probability distributions in
spiking RL systems. In Chapter 6, we apply grid-cell state encoding to more difficult, high-
dimensional non-spatial problems and develop a compositional state embedding that combines
grid-cell-like representations with discrete landmark features for navigation. By bridging these
gaps, this research aims to advance our understanding of how neural systems support learning,
memory, and decision making in both spatial and abstract domains.

Neurosymbolic modelling. Neurosymbolic Al integrates symbolic representations and rea-
soning with neural processing. This area encompasses a wide range of techniques, many of
which are not concerned with biological plausibility and are rarely used in computational
neuroscience. For example, neurosymbolic Al might involve symbolic reasoning engines that
work alongside deep artificial neural networks (Bhuyan et al., 2024).

In contrast, Vector Symbolic Algebras (VSAs) are a neurosymbolic modelling approach that
originated in cognitive science to address the challenge of integrating symbolic representation
and manipulation within connectionist models (Gayler, 2004). In VSAs, concepts and symbols
are represented by high-dimensional vectors, and symbolic operations are performed through
vector operations. A distinctive feature of VSAs is their ability to support “computation in
superposition,” where multiple concepts are encoded simultaneously in a distributed man-
ner. Additionally, VSAs offer a solution to the binding problem, allowing compositional and
structured symbolic information - such as sequences, relations, and sets — to be represented
and manipulated. These operations have been applied to model many cognitive functions and
have even been integrated with Large Language Models for question-answering (Laube et al.,
2024) and mathematical reasoning (Dhanraj et al., 2025). Furthermore, by performing sym-
bolic manipulation and reasoning within a vector space using distributed, high-dimensional
representations, VSAs mirror key principles of neural computation, aligning them closely with
biologically inspired models.

Specifically, the Semantic Pointer Architecture (SPA) demonstrates how such representa-
tions and operations can be performed in spiking neural networks (Eliasmith, 2013, Section 7).
Continuous variables such as location and time can be represented in the SPA using Spatial
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Figure 1.1: An overview of the thesis.

Semantic Pointers (SSPs; see Section 2.4), which are closely related to Random Fourier Features
and kernel methods (see Section 2.4.3). Spatial Semantic Pointers (SSPs) and the Semantic
Pointer Architecture (SPA) provide a framework for combining spatial and temporal encodings
with symbolic or discrete representations in a biologically plausible way. Although these meth-
ods have not yet been widely applied to model computations in the hippocampal formation
and EC, they are particularly well-suited for this. These methods offer new insights into the
distributed representations used in spatial navigation and the computations they enable. This
thesis employs these techniques extensively, highlighting their utility in bridging symbolic
and neural representations in biologically inspired systems.

1.4 Thesis structure and contributions

As shown in Figure 1.1, the structure of this thesis consists of this introduction, which outlines
the motivation and objectives, followed by a methods and background chapter, four chapters
that present different models and methods related to spatial navigation, and finally a concluding
summary chapter. Next we briefly summarize the key purpose and contributions of each of
these chapters in turn.

10
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Chapter 2 introduces methods for biologically plausible neurosymbolic modelling. It
provides an overview of the foundational methods and tools employed throughout the thesis,
including the Semantic Pointer Architecture (SPA) and the Neural Engineering Framework
(NEF). This chapter provides a review of computational neuroscience methods, focusing on
how spiking neural populations are modelled using the NEF and how population coding can
be interpreted as representing latent variables. Additionally, it covers local learning rules and
the control-theoretic analysis of recurrent networks. Vector Symbolic Algebras (VSAs) are also
described, with particular attention given to Spatial Semantic Pointers (SSPs) for continuous
representations and their relationship to kernel methods, thereby offering a probabilistic
interpretation of VSA operations. The methods introduced in this chapter form the basis for all
subsequent work, while methods specific to individual chapters are presented later as needed.

Chapter 3 focuses on spatial representation and path integration using SSPs. This chapter
demonstrates how SSPs serve as an effective encoding scheme with low decoding error and
shows how SSPs with particular parameterizations can model grid cells. It also explains how
SSPs can model arbitrary spatial tuning curves. The chapter derives the dynamics of SSPs and
introduces a spiking model of path integration, SSP-PI, which shares key features with existing
path integration models. Interestingly we find this model derived from a VSA shares key
features with existing PI models while offering the unique interpretation of the PI output as an
SSP, allowing the output to be incorporated into compositional structures, a topic explored
further in Chapter 4.

Chapter 4 covers cognitive mapping and SLAM. The output from the path integration model
can be used to build a cognitive map — represented as a heteroassociative memory network
that associates spatial and non-spatial information. This cognitive map can correct drift in the
path integration model. This chapter introduces a novel SLAM model, the first biologically
inspired spiking semantic SLAM system we are aware of. Additionally, we demonstrate that
SSP-SLAM is amenable to neuromorphic implementation by testing it on a Loihi chip emulator.

Chapter 5 explores biologically plausible model-free RL and episodic memory, focusing
on decision-making in spatial contexts. While previous chapters addressed the dynamics of
spatial representations and map building, this chapter deals with how an agent can learn to act.
It introduces methods for temporal-difference learning in spiking neural networks that use a
time-cell model of episodic memory to compute errors over time and learn value functions
and successor features based on SSP state encodings. The probabilistic interpretation of SSPs
also facilitates policy learning and sampling, both of which are discussed here.

Chapter 6 shifts focus from biological considerations to the application of SSPs and VSA
features in deep RL. While the previous chapter centred on spiking neural networks and local
learning rules, this chapter investigates neural and cognitively inspired representations in deep
RL models. We show that SSPs provide an effective state representation in both spatial and
non-spatial tasks. Moreover, cognitive maps and mixed continuous-symbolic representations
are shown to be effective tools within deep RL models. This chapter highlights the utility of
neuroscience- and cognitive science-inspired representations in AL
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Finally, a conclusion summarizing key findings and directions of future work is provided
in Chapter 7. Overall, this thesis addresses key topics in spatial navigation and biologically
plausible reinforcement learning. We explore how biologically inspired models of neural
populations can represent spatial and cognitive processes, integrating symbolic reasoning with
neural computation. Our main contributions include:

the development of a biologically plausible path integration model based on SSPs;

the introduction of a spiking semantic SLAM system for cognitive mapping using SSPs;

« proposing methods for temporal-difference learning in spiking neural networks with an
Legendre Delay Network (LDN) working memory; and

the application of spatial-semantic representations in deep reinforcement learning tasks.

12



Chapter 2
Methods for Neurosymbolic Modelling

The brain, with its billions of cells connected by synapses, is the ultimate example of a
complex system that cannot be understood through the study of individual components
alone. In order to unveil the neural basis of complex behaviours and functions, such as
perception, movement, cognition, memory, and emotion, we must acknowledge and catalog
the interactions between the neurons, allowing us to integrate multiple levels of observations
and apply diverse approaches, including computational and mathematical modelling.

— DANIEL L BARABASI, ET AL.
Neuroscience Needs Network Science

Before narrowing our focus to spatial representations and navigation in the brain, we take
a step back and review the basics of neural signalling and computation. This review begins
with single-neuron models and ends with a neurosymbolic modelling framework for building
large-scale cognitive models with neural networks. A key concept we discuss is how a neural
population’s collective activity effectively encodes lower-dimensional latent representations.
Additionally, we explore how neural connections between and within populations facilitate
transformations and computations within this latent vector space.

A significant portion of this chapter focuses on the Neural Engineering Framework (NEF),
a set of principles for modelling neural circuits using latent spaces. Following this, we discuss
the Semantic Pointer Architecture (SPA), which, among other things, integrates the NEF with
a Vector Symbolic Algebra (VSA) - a set of mathematical operations to describe symbolic
manipulation and composition in a vector space. The SPA is an architecture for biologically
plausible’ cognitive modelling that links higher-level, symbolic descriptions of cognitive
systems to a low-level description of neural activity and connectivity. The SPA is the basis of
Spaun (Eliasmith et al., 2012; Choo, 2018), the largest functioning brain model to date. The
computational methods of the SPA are the foundation of all work presented in this thesis.
Lastly, we examine how continuous variables are represented within the SPA with Spatial
Semantic Pointers (SSPs). These representations are crucial components of the navigation
models presented in subsequent chapters of this thesis.

13
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2.1 Spiking Neural Networks

2.1.1 Neuron Models

First, we review the basic units of a neural network — neurons — and how we might characterize
their behaviour. When a neuron receives an injected current J(¢) > 0 (e.g., via a microelectrode
inserted in its soma or from dendritic currents), its membrane potential rises. In the absence
of input (i.e,, J(t) = 0), this membrane potential decays back to a resting value, Viy. If the
membrane potential reaches some threshold value, Vi, the neuron generates an action
potential, also known as a spike. During a spike, the membrane potential suddenly rises
and then falls below the resting potential, making the neuron hyperpolarized. The short
hyperpolarization time is known as the refractory period.

Due to a cascade of chemical differentials, spikes travel down the neuron’s axon to the axon
terminals. The arrival of the spike in the terminals triggers the release of neurotransmitters at
chemical synapses. The neurotransmitters bind to receptors on the dendrites of postsynaptic
neurons. Depending on the type of neurotransmitter, this may excite the postsynaptic neuron
(i.e, induce a positive current), inhibit the postsynaptic neuron (i.e., induce a negative current),
or have some other modulatory effect. The strength of such effects varies amongst synapses —
due to the amount of neurotransmitter and number of receptors — and is often summarized by
a single parameter called the synaptic weight, which can change over short and long time scales.
In actuality, the complete story is much more complex than what is described here (see, for
example, Levitan et al., 2015), but all models of neurons involve some degree of simplification.

Many mathematical models characterizing a neuron’s behaviour have been proposed, and
they exist in a broad spectrum of complexity. One of the simplest is the McCulloch-Pitts neuron
(McCulloch et al., 1943), in which a neuron is viewed as a unit that receives a sequence of
binary inputs (from other neurons) and outputs a one if the weighted sum of inputs extends
a threshold and a zero otherwise. This model captures the fact that the generation of spikes
involves a summation or integration of input and thresholding. However, this model is not
dynamic - it does not describe neural input or output as continuous-time signals, nor does it
capture the fact that the integration of inputs over time triggers spikes or include a refractory
period.

A slightly more complex and realistic model is the Hodgkin-Huxley model' (Hodgkin
et al., 1952). This set of continuous non-linear differential equations characterizes the soma
membrane as a capacitor and a neuron’s ion channels as variable resistors. The system has
no analytic solution, and instead, numerical methods must be used to compute membrane
potentials over time. However, this is computationally prohibitive for large-scale simulations
of neural networks, so building cognitive neural networks using Hodgkin-Huxley neurons is

!By today’s standards, this model is still fairly simple, and more complex models have since been proposed.
For example, multi-compartment models view the neuron as a structure with spatial extension, rather than a
point object, and model voltage along dendrites (Ermentrout et al., 2010). However, these models involve coupled
non-linear differential equations making them computationally prohibitive to simulate.
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2.1. Spiking Neural Networks

infeasible.

Because we are interested in building such large-scale models, we adopt a model between
these poles of complexity — the leaky integrate-and-fire (LIF) model. The LIF is one of the
earliest neuron models. It was invented by Lapicque in 1907 (Abbott, 1999) when recordings
of action potentials had been made, but the electrophysiology of the neuron was not yet
understood. Models in the integrate-and-fire family describe the dynamics of the subthreshold
membrane voltage, V(t), with a simple differential equation. The LIF model is given by

av) 1 1 .
7 = E (‘/rest — V(t)) + E](t), Whlle V(t) < ‘/’thresha (21)

where J(t) is incoming current, R is membrane resistance, C is membrane capacitance, Ve
is the resting potential, and Viy,.s is the threshold potential that determines when spikes
are generated. The membrane voltage behaves as a leaky integrator until the threshold is
reached, at which point a spike occurs, and the voltage is held at a reset potential, Ve, over
the refractory period lasting 7,.¢ seconds:

V(t) = Vspike, when t = Lihreshs

(2.2)
V(t) = eresets when Lihresh <t < Lihresh T+ Tref

where tyn is the time at which a spike occurs, and V. is some large value we use to indicate
a spike event.

The LIF differential system is linear while V(t) < Viyesn, and, thus, we can write a closed-
form solution for both V(¢) in the sub-threshold regime and for the average spiking rate,
Grate[ J1, given a constant input current J:

V() = (1 - eTtC) (Viest + RJ(1)) + e 7c V(0), (2.3)
G U] 0 1f] S ]thresh (2 4)
rate = -1 .
¢ (Tref —RClog (1 - —VV“L;;“’M; 7 )) if J > Jinresh

Note that, without loss of generality, we may scale currents and voltages such that Viyesn = 1
and Viest = Vieset = 0 to simplify the above equations.

The LIF neuron captures, in broad strokes, the dynamics of biological neurons and can
be well-fitted to empirical data. While the Hodgkin-Huxley model, and other, more complex
neuron models, are more accurate, the LIF neuron is computationally cheap to simulate. This
makes modelling large-scale neural networks feasible and is why LIF models are widely used
in computational neuroscience.

In machine learning (ML), the units of neural networks are artificial neurons, which
characterize ‘neuron’ output via a non-linear activation function (often a sigmoid, tanh, or
ReLU function). These models do not attempt to emulate biological neurons and are not
dynamic. Dynamics on the network level are also limited. Non-recurrent networks built from
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such units are run via single pass-throughs per input rather than being simulated over time
periods — as is necessary in spiking neural networks for information to percolate through
the system. Nonetheless, the simple ‘neuron’ units assumed by ML facilitate the training of
incredibly large networks via stochastic gradient descent-based methods and have been highly
successful across many applications.

While artificial neural networks (ANNs) are generally preferable to spiking neural networks
(SNNs) for industrial applications and practical deployment, SNNs offer distinct advantages
for brain modelling due to their biological realism. This realism allows modellers to make
predictions and more direct comparisons to real neural data. The continuous-time dynamics
of SNNs better represent temporal information processing, which is crucial for real-time
applications. Additionally, adhering to the constraints imposed by biological plausibility can
lead to a deeper understanding of neural processes and the underlying algorithms of the
brain. SNNs also demonstrate robustness to noise and improved energy efficiency through
event-driven computation, making them suitable for deployment on neuromorphic hardware.

2.1.2 Plasticity

To model cognitive functions, we require populations of neurons with inter-population con-
nections. Generally speaking, when a postsynaptic neuron is connected to many presynaptic
neurons, their signals combine through spatial and temporal summation of the postsynaptic
potentials, which may be excitatory or inhibitory. These potentials are filtered or smoothed
spike trains. The exact form of temporal filtering is heterogeneous. There is a diversity of post-
synaptic potential shapes across the brain, and neuromodulators can also affect postsynaptic
impacts (Matsumura et al., 1996; Fon et al., 2001).

In our models, the incoming current to a postsynaptic neuron is a weighted sum over
the postsynaptic potentials received from all presynaptic neurons that transmit information
to that cell. By “weights,” we mean parameters that summarize the strength, or efficacy, of
the connection between a set of presynaptic and postsynaptic neurons. Several factors affect
synaptic strength, including the number of available synaptic vesicles, the concentration of
calcium ions entering the presynaptic terminal, the density of receptors on the postsynaptic
membrane (Atwood et al., 2002; Citri et al., 2008), and even the spatial structure of the synapse
(Freche et al., 2011).

These factors are not constant, and hence synapse strength can be modulated - this is
synaptic plasticity, and is the physiological basis for some forms of learning and memory.
For example, synaptic potentiation is the process by which synaptic strength is increased.
Potentiation can occur on short timescales (milliseconds to minutes) or longer time scales
(minutes to hours or longer). Short term plasticity can occur due to a temporary increase
in the release of neurotransmitters or an increase in postsynaptic receptor sensitivity. The
mechanisms of long-term potentiation are often described as Hebbian plasticity, summarized
as “cells that fire together, wire together” (Shatz, 1992).

16



2.1. Spiking Neural Networks

In models, the many factors affecting synaptic strength are often summarized with a single
parameter, a synaptic weight w;; that corresponds to the connection from presynaptic neuron
i to postsynaptic neuron j. Standard Hebbian learning can be expressed as Aw;; = nab;,
where 7 is the learning rate, g; is the presynaptic activity, and b; is the postsynaptic activity.
Three-factor Hebbian learning adds a third factor, E, often representing a neuromodulatory
signal, to modify synaptic changes based on other information (e.g., error, reward, feedback, or
attention). The rule can be expressed as

We describe a variant of three-factor Hebbian learning later in Section 2.2.4, which we use in
subsequent models.

Note that biological learning and neural plasticity differ from typical learning in ANNs.
Synaptic plasticity in the brain is a dynamic, activity-dependent process, while in deep ANNSs,
learning happens through the optimization of weights in response to a defined loss function
using backpropagation. When modelling a fixed system, it may be reasonable to optimize
weights offline to create a network that models a desired function or behaviour rather than
modelling the whole process of development and life-long learning via biological mechanisms.
However, for describing the process of online learning in a biological system, standard practices
in deep learning are problematic.

For one, neurons use local information, such as presynaptic and postsynaptic activity (and
potentially other signals like neuromodulators), to adjust synaptic strength. In ANNS, learning
is global: the weight updates are driven by a global error signal propagated across the entire
network through backpropagation. Backpropagation adjusts the weights of every neuron in
the network based on the contribution to the overall error, without local learning rules. The
brain is not able to instantaneously calculate and propagate gradients across many layers of
neurons, making backpropagation biologically implausible.

In addition, gradient computation and backpropagation in deep learning models require
significant computational resources and energy, especially for large-scale models. Biological
systems, by contrast, are highly energy-efficient, using sparse, asynchronous spiking and local
synaptic adjustments to optimize their learning processes. Thus, while gradient computations
and global updates are practical for training deep neural networks, they pose limitations in
terms of biological plausibility and adaptability.?

2.1.3 Neural Coding

Understanding the response of neurons to injected current is a far cry from understanding
how neurons encode and communicate information through spike trains. This brings us to the
concepts of tuning curves and population codes.

’There are learning algorithms that attempt to mimic aspects of backpropagation with realistic neural
mechanisms, such as feedback alignment and predictive coding. Such methods are not used in this work. Instead,
we primarily model learning processes via neuromodulated plasticity and three-factor learning rules.
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Finding relationships between neural activity and stimuli is easiest in sensorimotor areas,
as the stimuli are external measurable features rather than internal state variables. In a classic
experiment by Hubel et al. (1962), neural activity was recorded in response to visual stimuli,
specifically a rectangular bar at different rotations. They identified neurons with a preferential
sensitivity to specific orientations. The response of a neuron defined in this way is often
described as its tuning curve, a function mapping a stimulus property (e.g., bar orientation) to
activity or firing rate. In the aforementioned study, this response resembled a bell curve peaked
at a specific orientation angle, known as the neuron’s preferred stimulus. Similar tuning curves
are observed in motor cortical cells that respond to the angle of arm movements (Georgopoulos
et al., 1982). A related concept is the neuron’s receptive field, which is the area of sensory or
feature space that elicits some response.

Neurons with more abstract and complex preferred stimuli than orientation have been
observed. For instance, neurons in the fusiform face area exhibit strong selectivity for images
of faces as opposed to objects or other visual stimuli (Kanwisher et al., 2006). The mapping
between represented information and collective activity is called a neural code or population
code. Inferring the neural code - identifying what information a population of neurons encodes
and the characteristics of the encoding and decoding scheme - can be challenging, especially
in brain areas where encoded information reflects internal states or is more integrated and
abstract.

Considering the collective activity of a population of N neurons, we can imagine their
instantaneous activity as a point in the neuron space, an N-dimensional space of all possible
neural states. This activity often has structure, residing on a lower-dimensional latent manifold
(Yu et al., 2008; Cunningham et al., 2014; Gallego et al., 2018; Pandarinath et al., 2018; Mitchell-
Heggs et al., 2023). The dimensionality and geometry of these so-called neural manifolds
reveals information about a population’s latent variables and their dynamics.

Jazayeri et al. (2021) make the distinction between a population’s intrinsic and embedding
dimensionality. They define embedding dimensionality as the size of Euclidean space in which
the latent manifold resides — what we shall call the state space of the population, typically
identified through linear dimensionality reduction methods like principal component analysis
(PCA). Intrinsic dimensionality represents the number of independent variables required to
describe the neural activity, estimated via non-linear dimensionality reduction methods, and is
always less than or equal to the embedding dimensionality. By distinguishing between intrinsic
and embedding dimensionality, we can understand both what information is represented within
a population and how it is organized. As stated by Jazayeri et al. (2021), ”[d]ifferent hypotheses
about the nature of information processing in the brain can be cast as different forms of

embedding.”

An array of past research has estimated the dimensional properties of latent spaces in
neural populations across various brain areas. Chaudhuri et al. (2019) examined the neural
manifold of head direction cells in the anterodorsal thalamic nucleus of mice, finding it to form
a convoluted ring within a three-dimensional space. Similarly, Low et al. (2018) and Nieh et al.
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(2021) investigated the CA1 region of the hippocampus during navigation tasks, identifying
intrinsic dimensionalities ranging from four to six and embedding dimensionalities between
29 and 47. Zhang et al. (2023) proposed hyperbolic geometry within CA1 neural manifolds,
while Gardner et al. (2022) found a toroidal neural manifold in the medial entorhinal cortex’s
grid cells. Critically, manifold geometry is not inconsequential — in fact, it can be directly
related to performance on cognitive tasks. For example, Sohn et al. (2019) demonstrated that
the manifold curvature in the dorsomedial frontal cortex during a timing task reflects Bayesian
computation, influenced by varying prior beliefs to support Bayesian estimates.

Although these empirical studies illuminate aspects of the neural code, they do not fully
describe it. They assist researchers in forming hypotheses, but computational modelling is
essential for testing these hypotheses and generating testable predictions. One prominent
hypothesis about the neural code posits that information can be deciphered by other brain
regions through a linear readout or decoding of neural activity (Eliasmith et al., 2003; Salinas
et al., 1994; Pouget et al., 2000). This hypothesis places particular constraints on neural coding
schemes. Additionally, the principle of linear decodability is crucial for cognitive models that
make use of separating linear hyperplanes — be it for classification or disentangling distributed
neural representations (DiCarlo et al., 2007; Pan et al., 2019; Bernardi et al., 2020). In this thesis,
we use the NEF and SPA to model neural manifolds, allowing us to specify what information
is embedded in neural activities and how this process may be implemented in SNNs.

2.2 The Neural Engineering Framework

The Neural Engineering Framework (NEF; Eliasmith et al. (2003)) is a well-established method
for building neural simulations constrained by low-level neurobiological details. Over the last
two decades, the NEF has been used to construct models of brain areas such as the thalamus
(Stewart et al., 2010b), basal ganglia (Stewart et al., 2010b), primary motor cortex (DeWolf et al.,
2011), and amygdala (Duggins et al., 2024). Additionally, it has been used to build models of
specific cognitive functions such as working memory (Singh et al., 2006; Duggins et al., 2017),
long-term memory (Gosmann et al., 2021), attention (Bobier et al., 2014), motor control (DeWolf
et al., 2016; Vaidyanathan et al., 2019), and social decision-making (Duggins et al., 2022). This
framework is implemented in Nengo (Bekolay et al., 2014), an open-source software package.

The NEF is based on the ideas of population codes, latent variables, and linear readout.
Variables are non-linearly encoded and linearly decoded by a population’s collective neural
activity. In particular, the NEF consists of three core principles: representation, transformation,
and dynamics. Together, these present a well-formulated approach to neural modelling based
on information theory and control theory that can be used to test hypotheses and validate
proposed neural algorithms.
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A Direct encoding and decoding of a 1D signal
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Figure 2.1: Encoding and decoding in the NEF. (A) An example of encoding and decoding a 1D
signal directly. i) The tuning curves of a population of 10 LIF neurons. The functions are the rate
approximation LIF neurons — see Eq. (2.4). ii) The simulated spike trains of the neurons given an input
x(t). This type of plot is called a spike raster plot. iii) The input signal x(¢), along with the linearly
decoded output of the population. (B) Cosine tuning curves in the NEF. i Ten examples of tuning
curves from a population of 20 LIF neurons encoding [cos (0(t)), sin (8(¢))]. ii) The population’s spiking
activity. iii) The input to the population, [cos (8(t)), sin (8(¢))], along with the linearly decoded output
of the population.

2.2.1 Representation

Neural encoding. The first principle of the NEF addresses neural representation. It proposes
that we can encode a vector signal x € R? in the collective activity of a population of N
neurons. A single neuron’s activity is given by

a;i(x) = G;[ae;, x) + ], (2.6)

where q; is the activity of neuron i,’ (-,-) is the vector inner product,* and «;, f5;, and e; are
parameters that shape the neuron’s tuning curve. G; is some neuron model, a non-linear
function that defines the relationship between the neuron’s activity and the incoming current.
The standard choices of non-linear activation functions in artificial neural networks may be
used here (e.g., ReLu or sigmoid), although how to define their temporal properties may be

3Given a signal input, x(t), the activity a;(x(t)) may be a firing rate over time or a spike train, depending on
the neuron model G that is used.

“Extensions to the NEF have been proposed that generalize this to inner products over continuous-time
signals and functions (Stockel, 2022).
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unclear. However, we primarily use the LIF model given in Eq. (2.1) and Eq. (2.2), and so neural
activity over time, a;(x(t)), is a spike train.

The neural tuning curves are set by parameters «;, the gain factor; f;, the bias; and e;, the
neuron’s encoder. Encoders define what sort of input a particular neuron is sensitive to, hence
capturing the tuning curve of a neuron. Input orthogonal to a neuron’s encoder does not
elicit a response (above its baseline), while input aligned with the encoder does elicit a strong
response — i.e., the encoder is the neuron’s preferred direction vector. We always assume that e;
is unit length.

Note from Eq. (2.1) that the LIF neuron fires when (e;, x) > 1-fi/«;,, and that the neuron’s
maximum firing rate (obtained when (e;, x) = 1) is given by Gye[e; + fi]. Thus, the bias and
gain determine the sensitivity of the neuron — how similar input must be to the neuron’s
preferred stimulus for it to fire at all and how frequently the neuron fires at its preferred
stimulus. Typically, we draw random maximum firing rates and intercepts from distributions
to obtain heterogeneous populations with good representational properties. These variables
may also be set to match neurobiological data. These values are, in turn, used to compute the
gains and biases.

Given 1D input, the tuning curves of LIF neurons look like Figure 2.1A(i). Examples of
actual output spike trains given a random input signal are shown in Figure 2.1A(ii). The firing
rate of the LIF neuron is zero until {e;, x) (which is +x in the 1D case) exceeds a threshold, which
is defined by the neuron’s intercept f;. Beyond the intercept, the firing rate is monotonically
increasing.

This differs from the example given in Section 2.1.3, in which we described neurons with
cosine tuning curves with respect to the visual stimuli of a bar at a particular angle. To
model these responses, we must first map bar orientation, 0, to a higher-dimensional variable,
#(0) = [cos(0), sin(0)]. This results in tuning curves like those shown in Figure 2.1B(ii). This is
a straightforward example of the difference between the intrinsic, state, and activity space of a
population. In the model, 1D information, 6, (the intrinsic variable) is represented as a point on
a circle in 2D space, ¢(0), (the embedding/state variable) that is encoded in the N-dimensional
neural activity space of the population.

In general, suppose we want to model neural responses so that they depend on the relation-
ship between a presented stimulus and each neuron’s preferred stimulus. We can achieve this
by defining a function that captures how a neuron’s response varies based on the similarity
between these two stimuli. We denote this function ask : X x X — R, where k(x, Xpreferred)
represents the firing rate of a neuron given an input stimulus x. This function could be designed
to emulate the tuning curves of biological neurons found in a particular dataset.

According to Mercer’s theorem, if k is a positive-definite kernel,” then there exists a feature
mapping, ¢ : X — F, such that ($(x), P(Xpreferrea)) = k(x, Xpreferrea). This mapping projects

>That is to say, K is symmetric and positive semi-definite, where K is a matrix such that K; ; = k(x;, x;) for
any sets of x;, x; € X.
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from the stimulus space into a Hilbert space such that the kernel can be expressed as the
inner product of two features. Essentially, for every positive definite kernel, there exists a
corresponding feature mapping — this is the basis of the “kernel trick.” Thus, by leveraging
feature mappings, we can effectively model a wide array of neural responses using the simple
encoding equation given in Eq. (2.6). This is relied on in later chapters of this thesis.

It is important to note that this is a descriptive account of neural encoding. Generally, in
the NEF, we set neural parameters and feature maps to match biological tuning curves rather
than to propose explanations for the origin, formation, or learning of neural tuning.

Neural decoding. The representation principle also explains how to linearly decode the vector
encoded by the activity of a population of N neurons:

N
x Z ai(t) * hsyn(t)di = Da(t) (2.7)
i=1

where * is convolution, d; € R? are called decoders, D € RN is a matrix of decoders, and
a(t) = [ai(t) * hoyn(t), ..., an(t) * heym(t)]" € RY is a vector of filtered activities. The function
hen(t) is called the postsynaptic filter, and it has the effect of ‘smoothing’ incoming spikes
over time (see Figure 2.4). We shall use a first-order low-pass filter parameterized by r, the
postsynaptic time constant, as the synaptic filter. The filter can be written as a dynamical
system:

dhgyn(t
dhon(®) _

o —hgyn(t) + a(t), (2.8)
which, given an impulse input (i.e., a spike) at time tyy., has the solution
1 ,~(t—tspike) /T i
e P if t > topix
hsyn(t) =1 P (2.9)
0 t < Lspike-

The decoders are solved for via regularized least-squares optimization, i.e., ridge regression:
1 ng N
. 2
min - Z ij - Da(xj)u +A Z Idi|*, (2.10)
S j=1 i=1

where D € RN is a matrix whose columns are the decoders, {x j}7io is a set of n; sample inputs,
and a(x) € RY is the vector of the firing rates (i.e., the rate approximation for LIF neurons
given in equation Eq. (2.4)) of all neurons given input x. The second term in the objective
function is the L,-regularization weight penalty — this produces small, non-zero decoders.
Other types of regularization may also be used.

The optimal decoders are given by

D' = A*X, where A" = (ATA + 2n,AI)'A. (2.11)
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The term A" is the regularized Moore-Penrose pseudo-inverse of A, A € RN is a matrix
of sampled activity rates with A;; = a,(x;), and X € R™ is a matrix whose rows are the
input samples. Figure 2.1A-B(iii) shows examples of input signals and approximations of these
signals obtained by linearly decoding spike trains with optimal decoders D.

2.2.2 Transformation

The transformation principle of the NEF provides the method for setting weights between
two neural populations to compute a target function. Assume a population of N neurons
representing a vector, x € R is fully connected to a different population of N’ neurons. The
second population should represent some function of the input vector, that is, f(x) € R?. This
function can be decoded out of the first population’s activity,

n

fGo) = Y a®) « h(od,”. (2.12)

i=1

The second population’s neurons receive this as current input. These function-specific decoders,
di(f ) € R, can be solved for using samples from the desired function and least-squares
optimization. In other words, we use Eq. (2.11) with X replaced by a matrix whose columns
are target output samples, f(X) € R™*":

D" = AT F(X). (2.13)

If sample outputs are unavailable, decoders can be learned online in response to error signals
(see Section 2.2.4).

Decoding the output of the first population and encoding it in the activity of the second
population is equivalent to multiplying the filtered activities of the first population with a
weight matrix and feeding that current into the second population, which has activities given

by

N

bit) = G; Z wiai(t) + B, (2.14)
i=1

where W = Qajeé; - dl(f) (215)

Thus, models built with the NEF approach of non-linear encoding and linear decoding are just
standard (spiking) neural networks with weight matrices, W € RN*N_ defining connections.
However, the NEF approach has a particular constraint: the weight matrices are, typically,® set
as the product between the encoders of the post-population (which are fixed, often to match

SFull-rank neuron-to-neuron connection weight matrices can be used in NEF models, but low-rank outer
product matrices are more commonly used.
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A Evolution of the Aizawa attractor B  Path through
state space

x(1)

w(1)
—_o
ouiy

z(t)

=
U

0 20 40 60 80 100
Time [s]

Figure 2.2: The Aizawa attractor implemented in an SNN using the NEF. The Aizawa attractor is
defined by the following dynamical system: [%, y, 2] = [(z—b)x—dy, dx+(z—b)y, c+az— 2 —x*+ fzx?]
where a = 0.95, b = 0.7,¢c = 0.6, d = 3.5, e = 0.25, f = 0.1. The state variables [x(¢), y(t), z(¢)] were
represented by a population of 2000 recurrently connected LIF neurons. Recurrent connection weights
were set to approximate the Aizawa system. (A) The state variables decoded by the neural population
over the entire simulation. (B) The path traced out by the state variables in 3D space.

biological tuning curves) and the decoders of the pre-population (which are optimized). Thus,
the weight matrices are not full-rank, reducing the computational overhead during simulation.”

This is similar to low-rank factorization in deep learning (Hu et al., 2021), where one
approximates a weight matrix as the product of two smaller matrices to reduces the number of
parameters — though usually both matrices are optimized, unlike here.

2.2.3 Dynamics

The last principle of the NEF is dynamics. Dynamical systems can be encoded in a recurrently
connected population of spiking neurons. Consider a linear time invariant (LTI) system,

x(t) = Ax(t) + Bu(t), (2.16)

where u(?) is an input signal, x(t) is the state variable we would like to encode in a population,
A € R¥ ig the state matrix, and B € R®% ig the input matrix.

To realize the dynamics specified by A and B, we might think to set incoming weights
to approximate the transform B and the recurrent connection to approximate A (using the
same method as in Section 2.2.2). However, this does not work well in practice due to the
fact that the LIF neuron model coupled with our synaptic model is a leaky integrator and
Eq. (2.16) assumes perfect temporal integration. Filtering ‘distorts’ the state dynamics but in a
predictable way.

"In particular, the cost of computing Wa with a full-rank weight matrix is ©(N’N), while computing EDa is
O(d’'N +d’N") withd’ < N,N’.
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To account for postsynaptic filtering, the NEF states that we must modify the target feedback
and input matrices:
A—->tA+I, B—1B. (2.17)

To implement a non-linear dynamical system,

x(t) = f(x()) + g(u(?)), (2.18)

we apply a similar correction,

fx@®) = 7f(x@®) +x@), gu®) > rg(u@)). (2.19)

Thus, to approximate the dynamics in Eq. (2.18), we set incoming weights (or, rather, the
decoders) to approximate the transform rg(u(t)) and the recurrent connection to approximate
7 f(x(t)) + x(¢). This is done by solving for the optimal decoders using Eq. (2.13). The NEF
dynamics principle can be used to model a wide range of dynamical systems in neural pop-
ulations.® To illustrate the application of the dynamics principle, we provide an example in
Figure 2.2 — here, an SNN is used to model the Aizawa attractor, a chaotic attractor system
with a three-dimensional state space.

The dynamics of a population’s latent state may shape the geometry and characteristics
of the manifold on which the state variables reside. Consider attractor dynamics, which
constrain the state in specific ways, as we see in our example. The state, while varying over
time (Figure 2.2A), lies on a spherical-shaped attractor (Figure 2.2B). Attractor dynamics have
frequently been used to model cognitive functions, such as memory (e.g., Hopfield, 1982; Amit
et al., 1989), while chaotic attractors have been used to model memory (Pereira-Obilinovic et al.,
2023), perception (Skarda et al., 1987), and switching between neural states and dynamical
regimes (Inoue et al., 2020). Here, we use the Aizawa attractor as an example of the types
of dynamics that can be modelled with the NEF. However, many other systems — such as
oscillators, integrators, and memory traces — can also be modelled.

Note that, in the case of both transformations and dynamics, we optimize a single set of
(factorized) connection weights to approximate the target transformation/dynamical system.
This does not guarantee that the approximation is good. Sufficient neural resources (i.e., number
of neurons, appropriate tuning curves) are required. Furthermore, some computations may
require multi-layer networks (which must be trained via other means) to be accurately realized.
Other approaches to designing and training neural networks can be used in conjunction with
the NEF methods.

2.2.4 Learning rules

When the desired transform function or example input-output data is known in advance,
feedforward and recurrent weights can be optimized by least-squares as described above.

8Note however that there is no A(x(t), u(t)) term in Eq. (2.18). If we wish to model a dynamical system that
includes non-linear interactions between the state and input, we must include the input signal in the latent space
of the population, i.e., x'(t) = [x(), u(t)].
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Figure 2.3: Different types of online learning in the NEF. (A) The prescribed error sensitivity
(PES) learning rule is used to learn a target function, f(x) = —x, given a white noise signal as input,
x(t). In the ‘before learning’ phase, the output decoded from the population, j‘(x(t)), does not match
the target (upper panel), and the error E = f(x(t)) — f(x(t)) is high (bottom panel). During the ‘while
learning’ phase the PES rule is used to modify decoders according to Eq. (2.20). At t = 7.5s the PES rule
is turned off (7 = 0). We see that the output aligns closely, but not perfectly, with the target function
during this ‘after learning’ phase. (B) The Voja rule is used to modify the encoders of a population.
A population of 100 LIF neurons, representing a two-dimensional state, is initialized with random
unit-length encoders e; ~ Unif(S!) fori € 1,2,...,100 (these are shown in the ’encoders before’ panel).
The population receives input x(t), which cycles across five possible states (the ‘targets’ shown in red).
The Voja learning rule moves the encoders toward the targets, so after learning, the population has
neurons that selectively fire at only one of the targets

However, there are circumstances in which these transformations are not known in advance,
and instead, one would like the network to adapt and learn online.

Biologically plausible learning rules that only use local information are used in the NEF

for modifying synaptic weights online. One example is the prescribed error sensitivity (PES;

MacNeil et al., 2011) rule, a biologically plausible supervised learning rule that modifies
decoders. This rule shifts the pre-population’s decoders in response to an error signal:

Ad; = nEa; or, equivalently, Awj; = —na;e; - Ea;, (2.20)

where 7 is a learning rate, a; are pre-population neural activities (filtered spikes), «; are post-
population gains, e; are the post-population encoders, and E is an error signal we seek to
minimize. Note that we have pre- and post-neural activities and an extra term, e; - E (an
error signal projected onto the neural encoders), and so this is a type of three-factor Hebbian
learning rule.

An example of this rule in action is given in Figure 2.3A. A white noise signal, x(t), is given
as input to a population, and the goal is to learn to decode the target function f(x) = —x from
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this population. Initially, decoders are all zero, but once an error signal is supplied ("While
learning’ Figure 2.3A), the PES rule modifies these decoders until learning is turned off (‘After
learning’ Figure 2.3A). We see that initially, the error E is high, but over the course of learning,
the error decreases as the output algins with the target function.

PES has been used to train memory networks (Trujillo et al., 2014), reinforcement learning
models (Rasmussen et al., 2017), binding networks (Bekolay et al., 2013), and models of inverse
kinematics (Zaidel et al., 2021). Additionally, data from spike timing-dependent plasticity
experiments is matched by PES when used in combination with the unsupervised Bienenstock-
Cooper-Munro (BCM) learning rule, which sparsifies weights (Bekolay et al., 2013).

There are also unsupervised learning rules commonly used in NEF models to learn encoders
- and, thus, tuning curves. For example, the Oja learning rule is a modification of the Hebbian
learning rule that improves stability (Oja, 1982). The vector version of this, the Voja learning
rule, shifts encoders so that neurons fire selectively at particular inputs and activity is sparsified:

Aei = Uai(x - e,-) (221)

where 7 is a learning rate, e; is the encoders of neuron i, g; is filtered activity of neuron i, and x
is the input vector encoded by the neurons. This has the effect of shifting the encoders towards
input (Figure 2.3B), resulting in a sparser rather than distributed encoding of typical input.
This rule has been previously used to train hetero-associative memory networks (Voelker et al.,
2014). Sparse activity is advantageous in memory networks as it minimizes overlap between
patterns, reducing interference when multiple memories are stored.

2.2.5 Summary

Figure 2.4 summarizes the encoding, transformation, and dynamics principles of the NEF.
A neuron receives spike inputs from other neurons, and these incoming spikes are filtered
through hgy,(t). The filtered spikes are then decoded using the decoders D, followed by re-
encoding through a;(e;, y(t)). In practice, this decoding-encoding process can be viewed as a
weight matrix applied to the filtered inputs, but in simulation, it is represented as separate
encoding and decoding to reduce computational complexity and give the modeller control
over encoders, which influence the tuning curves.

These operations are conceptualized as occurring in the dendrites, while the soma receives
the resulting voltage. The incoming voltage is integrated (following Eq. (2.1)) until a threshold
is reached, triggering a spike. Outgoing spikes b;(t) from a population may supply input to
other populations or to the population itself via recurrent connections.

2.3 Vector Symbolic Algebras

While the NEF describes how to build a neural system that realizes a latent variable-level
description of an algorithm, it says nothing about what kinds of algorithms may be instantiated
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Figure 2.4: Overview of neural encoding, transformation, and dynamics in the NEF. Incoming
spikes are filtered, decoded, and re-encoded, with operations in the dendrites. The soma integrates the
resulting voltage, producing output spikes upon reaching a threshold (output from a single neuron
is highlighted in yellow on the right). Outgoing spikes may loop back as feedback via a recurrent
connection. Adapted from Figure 2.15 in Eliasmith (2013).

in the brain. The SPA extends the NEF by, among other things, combining it with a Vector
Symbolic Algebra (VSA).’ The VSA approach to neurosymbolic modelling describes how neural
representations may be algebraically combined and manipulated to realize certain cognitive
operations.

In VSAs, symbols and structured compositions of symbols are represented as high-dimensional
vectors — i.e., a distributed representation of discrete symbols. We call these Semantic Pointers
(SPs). Algebraic operations defined over a vector space correspond to operations on such
symbols. These operations include a similarity measure, a bundling operation, a binding
operation, and an inverse operation.

VSAs are a family of related methods. Different variants define these operations in different
ways and place different constraints on the symbol-like vectors. Examples of VSAs include
Holographic Reduced Representation (HRR) and its realization in the Fourier domain (FHRR;
Plate, 1995), Binary Spatter Codes (Kanerva, 1996), Multiply-Add-Permute (Gayler et al., 2009),
Vector-Derived Transformation Binding (Gosmann et al., 2019), and more. We use HRRs in
this thesis and now briefly describe each of the four operations used in this particular VSA.

Similarity. A similarity measure between two vectors indicates the semantic similarity of the
symbols they represent. For example, the vector representation of a ‘rose’ might have a higher
similarity measure with a ‘lily’ vector compared to a ‘toad’ vector. In HRRs, similarity is given

Vector Symbolic Algebras (VSAs) are more commonly referred to as Vector Symbolic Architectures (VSAs).
The term VSA is sometimes used interchangeably with hyperdimensional computing.
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2.3. Vector Symbolic Algebras

by the cosine measure (or dot product), which is also the measure for semantic similarity used
in word2vec and many other machine learning representations (Mikolov et al., 2013).

Bundling. A bundling or collecting operation maps a set of vectors to a single vector, such
that the resulting vector is similar to all from the set. In HRRs, vector addition serves as the
bundling operation. This is compositional representation through superposition, mirroring
mechanisms in the brain where neural populations encode overlapping representations within
the same region. By storing multiple items in a single vector, bundling optimizes storage
efficiency but increases the risk of interference as more items are added. To mitigate this,
high-dimensional (and often sparse) vectors are employed, as their properties reduce the
likelihood of interference.

Binding. A binding operation maps a pair of vectors to a single vector that is dissimilar to both
of the original input vectors. If bundling is compositional representation via superposition,
then binding is compositional representation via association or transformation. It is a way to
bind symbols together to create a novel symbol (e.g., combining a slot and filler to have a single
slot-filler representation). For example, ‘red’ and ‘ball’ could be bound together to represent a
red ball. In HRRs, binding is done by circular convolution, which can be computed in several
ways,

d-1

A®B= ZAmB(k—m)modd, fork=0,1,....d - 1 (2'22)
m=0

=F YF{A} 0 F{B}}, (2.23)

= Circ(A)B, (2.24)

where F {} is the discrete Fourier transform (DFT), © is the Hadamard product, and Circ(A) €
R% is a circulant matrix obtained by stacking circularly shifted versions of the vector A.
In other words, binding is equivalent to element-wise multiplication in the Fourier domain
or matrix multiplication with a circulant matrix. Spiking neural circuits have been built to
accurately perform this operation (Eliasmith, 2005b) and learn it online (Bekolay et al., 2013),
so this binding operation is neurally feasible.

Inverse. The inverse operation takes a single input vector and produces a single output vector
that reverses the effect of binding with the input vector, (A ® B) ® B™! = A. In HRRs, an
easy-to-compute and numerically stable approximate inverse (involution) is used.

(A®B)®B'=A, B'=|[B,BgByy,...,B] (2.25)

Example. To illustrate how these operations can encode and manipulate symbolic representa-
tions, consider the example of an ordered list. Vector representations of each object (fillers)
are bound with vector representations of list positions (slots), and the results are summed to
represent the collection in a vector:

M=Y A®P, (2.26)
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where A; is the vector representation of the object seen at position i, and P, is a vector encoding
list position i. The final representation, M, can be queried to retrieve, for example, the position
of a given object in the list by binding the total vector with the inverse of that object’s
vector. The result of this binding approximates the vector representing that object’s index:
M ® A" = P;. This sort of memory trace was used by Choo et al. (2010) and Gosmann et al.
(2021) to model long and short-term memory and serial recall. In Chapter 4, we adapt this
approach to continuous mappings, associating objects with continuous locations instead of
discrete list positions, which can later be queried for recall.

VSAs have also been used to represent various data structures in past work, including
binary trees (Frady et al., 2020), graphs (Rachkovskij et al., 2001), stacks (Stewart et al., 2014),
n-gram statistics (Joshi et al., 2017), images (Penzkofer et al., 2024), and knowledge graphs
(Laube et al., 2024; see Kleyko et al., 2022 for more examples). The SPA in particular have
been applied to many other tasks and used to model a wide range of phenomena. For example,
Kaji¢ et al. (2019a) used SPs to represent emotions, constructed by binding information about
external stimuli, linguistic constructs, physiological responses, and stored concepts. Blouw
et al. (2016) used the SPA to model categorization, replicating human experimental data. In
the context of language processing, Plebe et al. (2020) modelled sentence disambiguation. The
algebra of HRRs was used to construct hierarchical embeddings of ambiguous sentences, which,
when combined with SPs generated by an object recognition network, could be queried to
produce correct interpretations.

2.3.1 Representing discrete symbols and structures

We have prescribed the HRR algebra for manipulating and composing SPs but have yet to de-
scribe how we map from symbols to vectors. First, let us consider discrete concepts, categories,
or objects. For HRRs, discrete symbols are represented by vectors on the unit hyper-sphere.
The vectors should, in some way, contain the semantic content of the symbol they represent,
and the similarity measure between vectors should capture semantic similarity.

We might imagine such a vector as the combined output from different neural systems -
a normalized, distributed representation combining perhaps visual, memory, and emotional
content. In practice, statistical techniques can be applied to real-world data to construct useful
embedding vectors. For instance, word2vec and GloVe are popular models for creating word
embeddings by leveraging large corpora and the contextual relationships between words
(Mikolov et al., 2013; Pennington et al., 2014). Other ML techniques can be used in conjunction
with VSAs (Mitrokhin et al., 2020). In biological modelling contexts, these embeddings are
sometimes derived from representations coming from models of sensory systems (Eliasmith
et al., 2012). For some cognitive tasks, a meaningful distribution of vectors is not essential,
and a corpus of completely distinct symbols may suffice. In such instances, high dimensional
random vectors — which ensures low similarity between individual items — are sufficient.

In addition to discrete objects, these types of vectors can be used to create structure in VSA
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representations by playing the role of the slot in slot-filler relationships. For example, sentences
can be represented in a slot-filler manner with slots such as ‘subject’ or ‘verb’ specifying the
functional roles of particular discrete data such as ‘Bob’ or ‘throw;

subject ® Bob + verb ® throw + object ® ball. (2.27)

Alternatively, an object may have properties such as ‘colour, ‘open’ or ‘closed, and ‘type.
Discrete symbol vectors can be used to represent not only the values of these properties but
also the functional role of these discrete values,

object = colour ® red + is_open ® False + type ® door. (2.28)

2.3.2 Representing integer values

Consider the task of representing integer values in a VSA model. Such representations are
necessary in cognitive models designed to count, perform simple arithmetic, or maintain an
ordered list. Iterative self-binding is a natural way to construct such representations. An
integer, n € N, can be encoded by repeatedly binding a ‘base’ or starting vector to itself n times:

d(n) = ¢ ®DP® - ® ¢.1 (2.29)

n times

With this, we can bind objects from an ordered list with vectors encoding their indexes and
sum across to generate a distributed representation of the complete list (Choo et al., 2010).
Notably, any such structure has discrete ‘slots’.

Specifically, we generate the base vectors by uniformly sampling their phases in the Fourier
domain:!°
=" {ei“} , a ~ Unif[—r, 7], (2.30)

where F ! {} is the inverse discrete Fourier transform and the exponential is applied element-
wise to a. This construction ensures that when such vectors are bound together via circular
convolution, the resulting vector’s magnitude remains on the unit hyper-sphere. We refer to
vectors with this property — vectors whose Fourier components all have a magnitude of one —
as unitary.

2.4 Spatial Semantic Pointers

Iterative self-binding can be easily extended to fractional binding (Plate, 1992) to represent
real-valued slots by exploiting the fact that convolution in the time domain is multiplication in
the Fourier domain. Such representations are called Spatial Semantic Pointer (SSPs; Komer
et al., 2019), or fractional power encodings (Frady et al., 2022), and are closely related to the
method of Random Fourier Features (Rahimi et al., 2007) — see Section 2.4.3.

%While we most commonly use uniformly distributed phases, other distributions, e.g., Gaussian, may be used
instead.
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Figure 2.5: The Spatial Semantic Pointer (SSP) projection from a low dimensional space (x € R?) to
higher dimensional space (the set of phasors, [e/01%, ¢%% ¢%2%] € C3). Here only three phasors are
used, but in practical applications typically there are dozens to hundreds.

Definition 2.1 (Spatial Semantic Pointer). A Spatial Semantic Pointer (SSP) represents a value
x € R" in the HRR VSA and is given by the output from a feature map ¢ : R" — R? (with
d > n),

$(x) =F ' {97},

where ® € R¥™" is the phase matrix of the representation £ € R" is the length scale or bandwidth
of the representation, and the exponential is applied element-wise.

The SSP mapping is a projection of x to a higher-dimensional space parameterized by ©
and £. The low-dimensional x (with components scaled by the vector ¢) is projected onto a set
of d vectors in R" space, given by the rows of the phase matrix. These scalars are then stored
in the phases of complex exponentials (Figure 2.5).

SSPs can be viewed as a type of combinatorial coding scheme, as x is encoded by the com-
bination of many periodic elements, the phasors, e%*_ Or, this can be viewed as a continuous-
valued version of a residue number system (kymn2023computing; Burak et al., 2006). In
residue number systems, an integer is represented by its residues modulo several coprime
integers. Instead of discrete residues, the SSP phases are continuous and correspond to the
alignment of x with the periodic elements defined by ® (Figure 2.7A).

As a result of this periodic encoding, SSPs inhabit a vector subspace with a particular
structure and geometry. Specifically, SSPs lie on a low-dimensional manifold known as a hyper
Clifford torus (Komer, 2020). Each component of an SSP is a phasor that lies on the unit circle
in the complex plane. As a result, the product of these d unit circles forms an n-torus. This
manifold is smooth and locally flat, meaning that in small neighbourhoods, the geometry
closely resembles Euclidean space, which supports approximate preservation of local distances.

When SSPs are encoded in the activity of a neural population using the NEF encoding
equation (Eq. (2.6)), this geometric structure is mirrored in the state space of the population.
However, the firing patterns of individual neurons encoding an SSP depend on the neuron
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A Environment B  Rat query C Cheese query D wall query
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Figure 2.6: Map encoding using SSPs. (A) A 2D cartoon environment consisting of a rat, walls,
and cheese. Information about the objects and their locations was encoded in a single vector E, as
per Eq. (2.31). (B) The vector E was queried for the location of the rat by approximate unbinding;:
E® R™! = ¢(x;)+ noise. The cosine similarity between the query output and SSP representations
of points gridded over 2D space was computed and plotted to produce the above heat map. (C) The
similarity map obtained from querying the map E for the location of cheese, E® C~!. (D) The similarity
map obtained from querying for the wall area, E ® WL,

model parameters (e.g., gain, bias, encoder) as well as the SSP mapping parameters (the phase
matrix and length scale).

The parameters of the SSP projection may be sampled randomly, set with heuristics,
designed for constructing tuning curves matching those of biological neurons, or learned when
SSPs are used as a part of a larger system. There are, however, some constraints on the phase
matrix. For #(x) to be real-valued, F {¢(x)} must have conjugate symmetry, i.e., ®,,. = —Oy_, ..
Additionally, the DC term & {¢(x)}, (and the Nyquist term F {¢(x)}, , if d is even) must be
real-valued, and, also, all the magnitude of each phasor is one. Thus, the mapping is completely
defined by n|d+1/2| parameters.

SSPs are representations in the HRR VSA, and thus, all HRR operations can be applied to
SSPs to manipulate them in meaningful ways. Furthermore, SSP can be used in tandem with
the symbol-like representations described in Section 2.3.1. To give a concrete example, consider
a simple 2D environment consisting of different objects and landmarks: a rat, two pieces of
cheese, and a wall (see Figure 2.6A). The position of the rat, x;, can be encoded as an SSP,
¢(x;). This, in turn, can be bound (i.e., circularly convolved) with the vector representation
of the concept of a rat, R, to obtain R ® ¢(x;) — this represents a rat at a particular location.
Likewise, the vector representation of the concept of cheese can be bound with SSPs encoding
their locations, x, and x3, to obtain C ® (¢(x,) + ¢(x3)). In this case, the bundle/sum of SSPs is
used to represent a set of locations. The wall in the environment covers an area, which can be
represented by integrating the SSP encoding over the area, ffA ¢(x)dA. This can be bound with
the vector representation of the concept of walls, W. All together, the complete environment
can be represented by adding all these object-location vector encodings:

E=R®¢(x))+C® (¢(x2) + ¢(x3)) +W® //Agb(x)dA (2.31)
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Figure 2.7: SSPs represent variables via the relative pattern of a set of phasors. SSPs were
constructed to represent four 2-dimensional variables: i) xy = [1, 1], ii) x; = [1.5,0.5], iii) x, = [4, 3],
iv) x3 = [8,6]. (A) In the Fourier domain, the SSP F {qﬁ(xj)} = ¢9% is a vector of phasors. Each
phasor is visualized as an arrow within a circle, where the arrow represents the real and imaginary
components of e%¥ as a 2D vector. These arrows are positioned at 6y, the k" row of the phase matrix
©. The circle’s shading indicates the phase of the corresponding phasor. The variable x is encoded by
the collective pattern of these periodic components. Comparing the phasor patterns of nearby points,
such as (i) and (ii), reveals small shifts in the collective structure. For more distant points, like (iii)
and (iv), phase wrapping (when phases exceed 2s7) results in significantly different patterns. (B) The
similarity plot of each SSP illustrates how closely related the representations are for different x; values.

This vector was constructed and “queried” for different locations with approximate unbinding.
The results of this are shown in Figure 2.6B-D. The high-dimensional SSPs are visualized in
this figure via their similarity to neighbouring points, as discussed in the next section.

A useful property of SSPs is that binding in the SSP space is equivalent to addition in the
underlying variable space:

$(x) ® p(x") = Pp(x + x7). (2.32)

Thus, it is easy to “‘update’ SSP representations without re-encoding. For example, the wall en-
coding used in Figure 2.6 can be shifted with a single binding operation, ¢(Ax)® / [, p(x)dA =

[ [, ¢(x + Ax)dA.

Additionally, binding SSP representations of variables, x and y, encoded with different
encoding matrices, results in a new SSP representation of [x, y]”:

. x 0y L _ i x/tx
¢X(x) ® ¢Y(y) — g1 {ezG)Xa o egygv} — g1 {e[®x®y][y/ly] } . (2.33)
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2.4.1 Visualizing SSPs with similarity maps

Generally, the SSP representation of a number is similar to the SSP representations of numbers
close in value, and dissimilar to numbers far away — with some rippling (Figure 2.7B and Fig-
ure 2.8A). Thus, similarity is a tool for visualizing high-dimensional SSP vectors in the original
input space, as done in Figure 2.6 and Figure 2.7B. By calculating and plotting the similarities
between a specific SSP and a set of SSPs encoding points gridded across n-dimensional space,
we generate what we refer to as similarity maps. For example, an SSP, ¢’, representing a 1D
variable can be visualized by plotting k(x) = ¢’ - ¢(x) over x (see Figure 2.8A). The similarity
map of an SSP representing a 2D variables can be plotted as a surface plot or heat map (see
Figure 2.8B).

As shown in Figure 2.8A, the dot product between SSPs is a kernel function, k(x, y) =
k(x —y) = ¢(x) - (y). This kernel’s shape is dependent on the sampling distribution of the
phase matrix components — in particular, it resembles the inverse Fourier transform of the
distribution. Suppose the rows of the phase matrix are independent and identically distributed,
sampled from a distribution P with probability density function p(@), then the expected kernel
is

1—— .
Eo-p[#(x) - ¢(x + Ax)] = Eo-p [aeie’x/[ : €l®(x+Ax)/f}, (2.34)
1 & o
=Eo-r| 7 > et/ "], (2.35)
j=1
— / eiGTAx/t’p(o)de’ (236)
Rn

obtained using Parseval’s theorem and the law of the unconscious statistician. This is the
inverse Fourier transform of the distribution p(@) - ie., its characteristic function @g(Ax)."

For example, consider an SSP representing a 1D variable with phase matrix elements
sampled from a uniform distribution, Unif[—7, 7]. In this case, the expectation of the kernel
is a sinc function, as shown in Figure 2.8A(i), or a product of sinc functions in the 2D case
(Voelker, 2020),

E[k(x, x + Ax)] « sinc(Ax;) sinc(Ax;). (2.37)

Normally distributed phase matrix rows produce a Gaussian-like kernel (Figure 2.8A(ii)). In
practice, given a finite SSP size d, the similarity function is a finite sum of cosines that roughly
approximates the Gaussian kernel. Other examples of similarity functions given different
phase matrix distributions are given in Figure 2.8.

""Here we define the characteristic function as gg(x) = E [e—Zm‘GTx]’ while some authors use @g(x) = E [eioTx].
This is just a change of variables.
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Figure 2.8: SSP similarity maps (k(x) = ¢(x) - $(0)) for one and two-dimensional encoding. Each row
demonstrates the effect of sampling the components of the phase matrix A from different distributions
- a uniform, Gaussian, a mixture of two Gaussisn, and triangular, respectively. The parameters of these
distributions were chosen so that the scale of the kernels would be roughly comparable. In particular,
they were selected so that E[|0]] would be equal for 6 sampled from each distribution. (A) The 1D
similarity maps. The first row compares the kernel induced when M is uniformly sampled to the sinc
function. The other rows show the distribution of the sampled © components and the corresponding
kernel. Also, shown, in the first column, are histograms of the sampled phases. (B) The 2D kernels are
given the same sampling distributions.

Note that we have assumed ii.d. phase matrix elements. If instead, the rows of the
phase matrix are sampled from different distributions, then the expectation of the kernel is a
normalized sum of characteristic functions, Eg[k(Ax)] = é 2. ®0,(Ax), i.e., the characteristic
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function associated with the mixture of phase matrix rows.

2.4.2 Decoding SSPs

Mapping to the SSP space is a well-defined process, but direct inversion is not due to the
multiple branches of the complex logarithm. Decoding may be formulated as an optimization
problem. Given a vector, ¢ € R¢, interpreted as an SSP, the variable it encodes is estimated by

arg max ¢(x) - ¢. (2.38)

In other words, the decoded x is the location of the maximum value of the similarity function.
Later, in Section 2.4.4, we describe the probabilistic interpretation of the similarity function
and it becomes clear that the solution is a maximum likelihood estimate (MLE) of x given ¢(x).
If we attempt to solve for this directly, we get

d
$- §(x) o< 9% -F (B} = ) Re (F {p}) cos(By - x) + Im (F {$},) sin(6 - x), (2.39)
k=1

which is maximized when 6 - x = arg (GJ {¢},)- Thus, the solution is given by

(0"®) 'O arg(F {¢}). (2.40)

Decoding is essential in practical applications where the encoded variable must be recovered
for interpretation, decision-making, or communication with other systems. However, there is
a problem with solving Eq. (2.40) — the angle of a complex number is a multi-valued function,
resulting in a non-linear integer optimization problem.

There are several alternative strategies used to decode SSPs effectively. A straightforward
approach involves solving Eq. (2.38) by computing similarity with a finite set of candidate SSPs
and selecting the value with the highest similarity as the decoded output (Komer, 2020) - what
we call the candidate set method. This can be neurally realized with an autoassociative network
(Stewart et al., 2011). However, this method is computationally expensive and scales poorly.
Alternatives include global optimization methods, which can be computationally prohibitive
(Bremer et al., 2024). A more efficient solution is the use of a trained neural network, which can
decode SSPs rapidly and with fair accuracy, even with a relatively small network size (Komer
et al., 2019). However, such networks are specific to the SSP parameters and do not generalize.

Thus, there is a trade-off between speed and accuracy, and the choice of decoding method
will depend on the demands of the particular use case. For example, in real-time applications
involving communication with external systems, such as sending motion commands to a robot,
rapid decoding may be essential. In contrast, for offline analysis or probing the outputs of
neural models, accuracy may take precedence over speed.
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In our work, decoding is primarily used to interpret the output of neural models trained
to encode and manipulate SSPs. Since decoding in our experiments is not typically used
in a feedback loop or real-time setting, computational speed is less critical. Thus, we often
employ the candidate set method, which is computationally expensive, but accurate and easy
to implement.

A related problem to decoding is that of clean-up. Clean-up of SSPs becomes necessary
when the representations are noisy or corrupted, which can arise from neural representational
noise or imprecise dynamics. This is especially relevant in settings where SSPs are manipulated
repeatedly, as noise can accumulate over successive binding and unbinding operations. Hopfield
networks have been previously used for cleaning up the vector output of VSA operations
(Steinberg et al., 2022; Clarkson et al., 2023) and have been applied to clean-up of integer
representation in HRRs (kymn2023computing).

2.4.3 Connection to Random Fourier Features

Readers familiar with kernel approximation methods may notice a similarity between SSPs
and Random Fourier Features (RFFs; Rahimi et al., 2007). Traditional kernel methods leverage
the ‘kernel trick’ to apply kernel functions to data pairs without explicitly mapping the data
into the potentially infinite-dimensional reproducing kernel Hilbert space (RKHS). In contrast,
RFFs project data into a finite-dimensional feature space that approximates the desired kernel
function - using essentially the same mapping as used in SSPs.

Definition 2.2 (Random Fourier Feature (RFF)). A Random Fourier Feature is the output of the
following random feature mapping:

1 —iw! x —iw!x T 1 —iWx
X)=——|ae 17, ...,age 4 =—ale ,
o) = — [ ] =
where W = [@; | - | @q]" € R*" is called the feature matrix, and a are the feature weights.

The insight behind the RFF mapping comes from Bochner’s Theorem (Bochner, 2005),
which states that a continuous and shift-invariant function, k(x, x + Ax) = k(Ax), is positive
definite if and only if it is the Fourier transform of a non-negative measure p(w),

k(x _ y) — / p(w)einAxdw — [Ea)~P [einAxeinAx] . (241)

Thus, the dot product of RFFs, ¢(x) - ¢(x + Ax), approximates the kernel k when the feature
vectors are sampled from the inverse Fourier transform of k. These may be preset by assuming
the form of the desired kernel or learned from data.

Although developed independently, with different motivations (finite feature maps for
kernel approximations versus continuous feature representations for cognitive systems), RFFs
and SSPs use fundamentally the same feature mapping. However, there are differences between
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Figure 2.9: Probability density estimation with a bundle of SSPs (A) The similarity plot, k(x) =
@(x) - pp, of a normalized SSP bundle, up, of 500 samples points from a distribution P, as given in
Eq. (2.43). The size of the SSPs is d = 901. (B) The similarity measure is passed through a function to
approximate the probability density function (PDF), p(x), of P. The output from two transformations
is shown here. The first is a shift and rectification of the similarity, and the second is squaring and
normalizing of the similarity.

these methods. SSPs are representations in the HRR VSA, and so the algebra of HRRs can
be used to compose these representations, as was done on Eq. (2.31). This means that HRRs
support feature maps for continuous, discrete, mixed discrete-continuous variables, as well as
data structures such as sets (Kommers et al., 2015), sequences (Rasmussen et al., 2011), hash
tables (Heddes et al., 2022), words (Jones et al., 2007), and graphs (Laube et al., 2024). This
dimensional-preserving language for composition and structure is absent in the RFF literature.

2.4.4 Probability representations

The algebra of cognition defined by VSAs and SSPs has a probabilistic interpretation (Furlong et
al., 2022; Furlong et al., 2023). Using the NEF to implement and transform SSPs, spiking neural
networks can be constructed to encode probability distributions and perform computations
such as entropy and mutual information estimation (Furlong et al., 2021; Furlong et al., 2023).

RFFs are frequently used for kernel density estimation (KDE), a non-parametric method for
estimating a PDF, and kernel mean embedding (KME), in which a probability distribution is
represented as an element of an RKHS. Empirically, this embedding is computed as the mean
of data samples in the RKHS. The KME of a probability distribution P is defined as:

py = Exp [k(x,-) Zk(xl, ), (2.42)

where k(- -) is a kernel function, and {x;, x, ..., xx} are a set of a set of samples, x; ~ P. The
PDF, p(-), of P is estimated as p(x) = ;u,(x), where h is the bandwidth parameter of the
kernel. KDE has the advantage of being non-parametric and flexible, allowing the estimation
of complex and multi-modal distributions.

The KME can be approximated by replacing the exact kernel function, k(x;, -), with the
dot product of RFFs or SSPs. In short, we can average over SSPs encoding data samples
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(Figure 2.9A),

pp = % Z $(x,), (2.43)

and estimate the PDF of the underlying distribution as

plx) = f(pp - P(x)), (2.44)

where f : R — [0,1] is a function that maps similarity to a probability density (Figure 2.9B).
The SSP (or RFF) approximation can reduce the computational complexity of kernel density
estimation - instead of maintaining the N samples points x; and requiring N kernel evaluations,
only a single d vector must be maintained, and the evaluation cost is O(d). When N >> d, the
SSP approach to KDE is a more efficient and scalable solution.

Note that, unlike the kernels typically used in KDE, the SSP similarity function, gp-¢(x), can
take on negative values. The function f is used to normalize similarity, [ .. f(up-¢(x))dx = 1,
and map to non-negative values. Several classes of functions can be used for this.

« Shifting and rectification (Glad’s rule): Let f(up - §(x)) = max{up - (x) — &, 0}, where
& selected to normalize the function. This transformation has previously been used to
obtain density estimates from sinc kernels (Glad et al., 2003; Glad et al., 2007). Note that
this is simply a ReLU neuron with bias &, and either weights pp and input ¢(x), or vice
versa — weights ¢(x) and input p. In the former case, a population of ReLU neurons
(with encoders pp,) can be interpreted as estimating the probability of input ¢(x) under
different distributions {P;}. In the latter case, we have a population of neurons with
encoders @(x;), and activities that represent the probabilities of different sample points
x;j under an input distribution represented by pp. This transformation was used in past
work (Furlong et al., 2021; Furlong et al., 2023; Furlong et al., 2024).

« Squaring and normalization (Born’s rule): Another possible transform is f(up - ¢(x)) =
(nr4())’ /¢, where & is set to normalize the similarity (Furlong et al., 2021). Note that in
quantum mechanics, the squared modulus is used to map complex probability amplitudes
into probability densities, which is why we refer to this as the Born rule. We shall
primarily use this transformation due to its simplicity.

Regardless of the choice of transformation, using SSPs for distribution approximation
leads to new interpretations of standard VSA operations: bundling corresponds to adding new
data points to a mean embedding, functioning as a form of belief update; binding enables
multivariate KDE and the construction of joint distributions; and unbinding, its inverse, is
analogous to conditioning (refer to Furlong and Eliasmith (2022) for more details on the
probabilistic interpretation of these operations).

The ability to model probability distributions and probabilistic statements with VSAs and
SSPs supports biologically relevant computations while maintaining a compact and structured

40



2.5. Conclusion

representation. This approach has been applied to tasks such as novelty detection in a model
of the insect olfactory system (Stewart et al., 2023). Furthermore, the compositionality of VSAs
and SSPs allows the integration of probabilistic information with structured data represen-
tations. This capability is leveraged in simultaneous localization and mapping (SLAM) and
reinforcement learning (RL) models presented in later chapters.

2.5 Conclusion

In this chapter, we reviewed the foundational methods of the NEF and VSAs, particularly HRRs,
and introduced an extension of HRRs to continuous variable encoding through SSPs. In this
thesis, we employ the NEF to construct functional SNNs, where algorithms are defined by
transformations and dynamics within a latent space, and realized in SNNs using the three NEF
principles. SSPs play a central role as the basis for spatial representation within our navigation
models, and we leverage the cognitive algebra of HRRs to construct models that manipulate
and bind spatial information.

In the next chapter, we explore methods for setting the parameters of the SSP mapping,
going beyond random variable assignments (as often done with RFFs) by incorporating the
findings from research on grid cell coding efficiency. We derive the dynamics of SSPs, demon-
strate that this spatial representation inherently aligns with neural oscillatory behaviour, and
provide a foundation for further model development in spatial navigation.
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Chapter 3
Grid Cells & Path Integration

The space circuit of the mammalian hippocampus and entorhinal cortex is one of the first
nonsensory “cognitive” functions of the cortex that may be understood in mechanistic detail
within a not too distant future. Understanding how space is created in this circuit may
provide important clues about general principles for cortical computation, extending well
beyond the domain of space into the realm of thinking, planning, reflection, and imagination.

— MAY-BRITT MOSER AND EDVARD |. MOSER
Understanding the Cortex through Grid Cells

Summary

This chapter focuses on spatial representation and path integration using SSPs. We introduce HexSSPs,
a structured encoding scheme inspired by grid cell activity, which efficiently represents spatial variables
while preserving geometric properties such as local conformal isometry. We demonstrate the scalable
coding properties of HexSSPs. Additionally, we derive the dynamics of SSPs and present a path
integration model, SSP-PI, which incorporates velocity-controlled oscillators stabilized with attractor
dynamics, thus linking SSPs to neural oscillator activity. The model is tested in 2D, 3D, and higher-
dimensional spaces, and its applicability extends to temporal integration as well.

Material in this chapter from prior publications

Material in this chapter has been adapted from several prior conference and journal publications. The
generation of grid cells and place cells using Spatial Semantic Pointers (SSPs) was first presented at the
Cognitive Science Society Conference (Dumont et al., 2020). The dynamics of SSP were derived and used
to construct a model of path integration in Dumont et al. (2022), presented at the Cognitive Science
Society Conference, and Voelker et al. (2021), a paper published in Neural Computation. Finally, a model
of spatial-temporal integration was included in Dumont et al. (2023b), published in Brain Sciences.
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3.1 Introduction

Self-localization is an essential component of any complex navigation system — be it biological
or artificial. Path integration (PI) — also known as ‘dead reckoning’ — is one of the simplest
forms of self-localization. This is the process of integrating idiothetic cues’, obtained from
a variety of sensory systems, to maintain an estimate of one’s location in space (relative to
some starting location). PI is critical to many navigation strategies and is an ability observed
in humans and many other animals. It is the foundation of vector-based and map-based
navigational strategies. With PI, animals can self-localize without allocentric spatial cues,
though this does incur significant error over time and path length (Mittelstaedt et al., 1982;
Etienne et al., 1996; Kearns et al., 2002; Stangl et al., 2020).

Beyond navigation, PI is an important component of larger systems capable of advanced
reasoning, planning, and cognition. The results of PI are used in downstream tasks, like
creating cognitive maps, associating memories with locations, and planning trajectories for
exploration (Savelli et al., 2019; Buzsaki, 2005). Maintaining homing vectors to important
locations (e.g., shelter or food) while moving through an environment requires updating those
vectors using self-motion information. Building a cognitive map of an environment also
requires tracking one’s position relative to landmarks. Furthermore, there is evidence that
the same neural mechanisms underlying spatial representation and PI may be used in the
integration and mapping of non-spatial features and concepts — this includes odours, sounds,
visual features, and even position in a social hierarchy (Constantinescu et al., 2016; Bao et al.,
2019; Garvert et al., 2017). This has led many to suggest that the methods by which the
brain encodes and integrates spatial information are, in fact, instantiations of fundamental
mechanisms underlying perception and cognition (Chen et al., 2022; Mok et al., 2019).

Although computational modelling of PI has been well-studied, there is still a gap in
our understanding of how the output of a neural PI model may be used for a variety of
downstream functions — such as cognitive mapping, which may involve integrating PI output
with symbol-like representations of objects, landmarks, and other discrete features. In this
chapter, we approach the problem of PI using the Semantic Pointer Architecture (SPA) and,
more precisely, the SSP encoding of continuous variables. The algebra of the SPA provides a
set of neurally feasible operations, which can be used to perform vector computations on self-
location estimates and to combine such estimates with symbol-like representations (to create
landmark maps) and temporal representations (to encode trajectories and spatial memories).

The contributions of this chapter are as follows:

« We show that SSPs can be modified to generate representations at the neuron level that
resemble those found in the brain (both grid cells and place cells). We show that these

This includes vestibular cues, proprioceptive cues, and motor commands. Essentially, this is information
about body motion and orientation and does not include external environmental cues.
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grid-cell-ike SSPs are significantly more accurate for encoding cognitive maps than the
randomly generated SSPs used in prior work.

« We derive the dynamics of SSPs and show that this naturally produces oscillators. In
fact, we recover the mechanisms underlying a popular class of PI models.

« With the addition of attractor dynamics, we present a novel neural PI model called SSP-PI.
This is a hybrid oscillator-interference and continuous attractor model and can be used
to integrate continuous variables of any dimensionality. We demonstrate its function in
2D and 3D spaces.

« A description and example of temporal integration and trajectory encoding is presented.

The structure of this chapter is as follows. In Section 3.2 we review the neuroscience of
spatial representation and path integration along with past models of path integration and
grid cells. In Sections 3.3-3.3.3, we propose a novel method for modelling grid and place cells
using SSPs. In Sections 3.4-3.4.4, we derive the dynamics of SSPs and present a spiking neural
implementation. Furthermore, in Section 3.5, we demonstrate that time can be included as
another dimension of integration in SSPs and thus used to model trajectory memory. Finally,
the chapter ends with a discussion and a conclusion (Sections 3.6 and 3.7).

3.2 Background

3.2.1 Neuroscience

Tolman (1948) observed that rats learning to navigate through mazes discovered shortcuts and
proposed that they use a “cognitive map”. Evidence for the idea that animals have an internal
allocentric representation of space has accumulated, specifically from electrophysiological
recordings in the hippocampal-entorhinal circuit, where several families of spatially sensitive
neurons have been discovered. The first such discovery was that of place cells in the hip-
pocampus (O’Keefe et al., 1971; O’Keefe et al., 1978). These neurons fire selectively at specific
locations in an environment (Figure 3.1B). Some place cells will fire at consistent locations,
even with limited external sensory information (Quirk et al., 1990), but most have activity
dependent on landmarks, environment features, task demands, and even rewards (Geiller et al.,
2017; Xiao et al., 2020).

The hippocampus is known to play an important role in episodic memory (Eichenbaum,
2017; Howard, 2017). This is not incongruent with the idea of the hippocampus as a cognitive
map — episodic memory can be thought of as mapping events in space and time (Schiller et al.,
2015). The specificity of context-dependency in place fields supports both the differentiation
and generalization between contexts, a critical feature for organizing memory and supporting
learning from past experiences. This has been described as a ‘hierarchical coding scheme’ for
memory, allowing the hippocampus to encode information across a spectrum - from broad
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Figure 3.1: The hippocampal formation and spatially sensitive neuron types. (A) The background
image is a horizontal section through the hippocampal formation (Figure 1a in Coutureau et al., 2009),
which includes the dentate gyrus (DG), hippocampal fields CA1 and CA3, and the subiculum (S).
Also shown is the parahippocampal region — presubiculum (PreS) and parasubiculum (PaS) — and the
medial and lateral entorhinal cortex (MEC and LEC). The entorhinal cortex (EC) has six layers, though
only layers Il, lll, and V are labelled here. The locations particular cell types have been found are
denoted by labelled black circles. Major projections between and within these regions are also depicted,
inducing the trisynaptic and monosynaptic pathways. In the trisynaptic pathway, information flows
from the EC to the DG and CA3, and then onto CA1. While the monosynaptic pathway refers to the
direct projections from the EC to CA1. The deep layers of the EC project to superficial layers. The
PreS and PaS project to all layers of the MEC (Canto et al., 2012). Diagram inspired by Figure 1c in
Witter et al. (2006). (B) An example of the firing pattern and receptive field of a CA1 place cell. (C) A
boundary/border cell. (D) A head direction cell — such cells can be found in the parahippocampus, all
layers of the MEC (Sargolini et al., 2006), and in several regions outside the hippocampal formation.
(B-D) are adapted from Nyberg et al. (2022). (E) A grid cell found in the superficial layers of the MEC,
though grid cells have been found in the parahippocampus as well (Boccara et al., 2010). (F) An object
vector cell in the MEC (Hoydal et al., 2019). (G) A spatially periodic cell with a band-like pattern; such
patterns have recorded in the MEC, PreS, and PaS. (E,G) are adapted from Krupic et al. (2012).
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cognitive maps to context-specific representations and individual episodic memories (Smith
et al., 2006).

Other spatially sensitive neurons have since been discovered. Head direction cells (Fig-
ure 3.1D), sensitive to an animal’s heading direction, are found in many areas of the brain
(Ranck, 1985; Taube et al., 1990; Peyrache et al., 2015), including the medial entorhinal cortex
(MEC; Sargolini et al., 2006). Boundary cells, found in the medial entorhinal cortex (MEC) and
parasubiculum, fire when an animal is near the boundaries of an environment (Figure 3.1C; Sol-
stad et al., 2008). Also in the MEC are object vector cells (OVCs), with firing fields dependent
on distance and direction to any objects in an environment (Figure 3.1F; Hgaydal et al., 2019).
These are different than the landmark-vector place cells found in the hippocampus, which
fire at a certain displacement from objects of a particular identity or with particular features
(Deshmukh et al., 2013).

Central to this discussion are grid cells, neurons found in the MEC that fire at hexagonally
tiled points in an environment (Figure 3.1EE). These neurons are found in many mammals,
including rats (Hafting et al., 2005), bats (Yartsev et al., 2011), monkeys (Killian et al., 2012), and
humans (Doeller et al., 2010). The phase, scale, and orientation of the hexagonal lattice varies
among grid cells, though there are topographical trends. The spacing of the tiled receptive
fields is organized along the dorso-ventral axis of the MEC, from small to large-scale modules
(Brun et al., 2008), while patterns of different phases are found scattered among each other.
There are also trends across layers of the MEC; neurons with more ‘pure’ grid firing patterns
are typically found in the superficial layers (II/III), while in deeper layers (V), grid-pattern
neurons that only fire when an animal has a particular head direction (called conjunctive cells)
are more prevalent (Sargolini et al., 2006).

Interestingly, the characteristics of the receptive fields of the grid cell — phase, scale, and
orientation — are generally consistent (relative between neurons) in different environments
(Fyhn et al., 2007). This is quite unlike place cells. When moving to a new environment or
after large environment changes, global remapping takes place in place cells: distinct subsets
of place cells are active in different environments, and neurons found in both subsets fire at
locations not correlated with their previous place fields (Muller et al., 1987; Leutgeb et al.,
2004). Grid cell firing patterns will translate and/or rotate, but in a consistent manner across
the population (Fyhn et al., 2007). When environment changes are minor, partial remapping
occurs. Only a fraction of place cell activity is altered (Anderson et al., 2003) and grid cells may
not remap at all (Fyhn et al., 2007). The entorhinal cortex thus seems to represent information
about the structure of space in a more general, less-environment dependent manner? compared
to the hippocampus, which seems to use space to contextualization information and memory.

Spatial representation in the entorhinal cortex and hippocampus is not limited to just 2D

“Firing fields of grid cells can reflect environment geometry - this is believed to be caused by interactions
of grid and boundary cells. Additionally, grid cell patterns can reset or re-anchor in a task-dependent fashion
(Peng et al., 2023). So to say they are completely environment agnostic would be incorrect (Keinath et al., 2018).
However, they are certainly less environment-dependent than representations in the hippocampus.
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planar space, but also 3D volumetric space. Place cells (Yartsev et al., 2013), boundary cells
(Ginosar et al., 2021), head direction cells (Finkelstein et al., 2015), and even grid cells (Ginosar
et al., 2021; Grieves et al., 2021) generalize to three dimensions. However, 3D ‘grid cells’ do not
strictly follow a regular lattice (e.g., a face-centred cubic or hexagonal close-packed structure)
but instead have more irregularly gridded receptive fields.

Grid cells are generally considered to play a vital role in PI. In the MEC, they live alongside
neurons sensitive to head-direction and speed (Sargolini et al., 2006), which encode information
required for PI. In Gil et al. (2018), genetic modifications disrupting grid cells resulted in
impaired path integration performance, supporting this hypothesis. It has been suggested that
the function of grid cells may be to encode a representation of space robust to noise and to
help error-correct integration (Sreenivasan et al., 2011). We return to this hypothesis in more
detail in Section 3.4.5

Recent experiments have found hexadirectional activity (i.e., ‘grid cell-like’) during non-
spatial tasks, indicating that the neural mechanisms behind self-location representation may be
a general mechanism for encoding continuous variables (Constantinescu et al., 2016; Staudig] et
al.,, 2018; Bao et al., 2019).> This evidence has been used to support the idea of conceptual spaces
— a generalization of cognitive maps applied to concepts (Bellmund et al., 2018). Cognitive
representation in a geometric fashion is, of course, central to the SPA; in this framework,
semantic pointers (i.e., compressed vectors) are used to represent anything from low level
visual features to high level concepts. Cognitive semantic pointers can be bound together to
build syntactic structures which live in a continuous vector space where distance represents
concept similarity.

3.2.2 Models

Many computational models of grid cells and their possible role in PI have been proposed since
their discovery. Models generally to fall into one of three categories: continuous attractor
neural network (CANN) models (Samsonovich et al., 1997; Tsodyks, 1999; Conklin et al., 2005;
Burak et al., 2009; Agmon et al., 2020), oscillator-interference (OI) models (O’Keefe et al., 2005;
Burgess et al., 2007; Hasselmo et al., 2007; Orchard et al., 2013), and deep learning models of
grid cells (Banino et al., 2018; Cueva et al., 2018; Sorscher et al., 2019; Xu et al., 2022).

Continuous Attractor Networks. In CANN models, PI is performed by a recurrently connected
neural sheet whose dynamics sustains a single Gaussian-like activity bump that represents
self-location (Samsonovich et al., 1997; Conklin et al., 2005; Fuhs et al., 2006; McNaughton
et al., 2006). Particular connectivity is used to achieve this — excitation from nearby neurons
to maintain the bump and inhibition from distant neurons to prevent multiple bumps forming.
The activity bump moves across the sheet in response to velocity signals. Typically, periodic

3These neurons are found outside the MEC, in areas including the orbitofrontal cortex (OFC), anterior medial
temporal lobe (ATL), ventromedial prefrontal cortex (vmPFC) and anterior and posterior cingulate cortex (ACC
and PCC).

47



Chapter 3. Grid Cells & Path Integration

boundary conditions are added to address the question of how the bump should be shifted
when input drives it off the edge of the neural sheet. When these boundary conditions are
set to produce a twisted torus topology, hexagonally tiled activity patterns emerge (Guanella
et al., 2007). Additionally, CANN models are quite accurate, capable of integrating for up to 10
minutes when neural noise is sufficiently limited (Burak et al., 2009).

Oscillatory Interference Networks. In OI models, grid cell firing patterns are the result of
interference between velocity controlled oscillators (VCOs) — these are oscillators whose
frequency is modulated by a velocity signal. In this setup, a location estimate is encoded in
the phase differences between oscillators. In first-generation OI models, it was theorized that
the intrinsic oscillation of membrane potentials in grid cell dendrites increases or decreases
from a baseline somatic oscillation (corresponding to theta rhythm) in response to velocity
input (Burgess et al., 2007; Hasselmo et al., 2007). One problem with such models is the high
degree of noise in membrane oscillations, which would result in hexagonal firing patterns
deteriorating in just seconds (Zilli et al., 2009). In second generation OI models, more stable
VCOs are modelled with networks of recurrently connected neurons (Blair et al., 2008; Zilli
et al., 2010; Orchard et al., 2013).

Models have also been proposed that use a CANN to correct VCOs, reducing phase drift and
error accumulation (Bush et al., 2014). Given that OI networks model many oscillators, their
collective activity lies on a manifold with a toroidal topology, much like CANNs. However,
these classes are not without differences. In OI models, neurons with striped or banded firing
patterns are used to model VCOs and grid cells are generated from their output — adding an
intermediate step that CANNSs lack.

Optimality of Grid Cells. CANN and OI models provide explanations of how grid cell receptive
fields may emerge as a result of network dynamics and their possible role in a PI circuit.
Additionally, such models have made predictions that have subsequently been confirmed or
supported experimentally (Conklin et al., 2005; Fyhn et al., 2007; Krupic et al., 2012; Gardner
et al., 2022). For example, Conklin et al. (2005) “was the first modelling work to link [toroidal
CANNs] to the firing patterns of cells that would later be called grid cells” (Zilli, 2012). However,
there is still the question of why, out of all possible spatially receptive fields, brains learn a
hexagonally latticed representation. Grid cells seem to be ubiquitous across mammals and may
also be involved in representing non-spatial continuous variables, suggesting that there must
be some compelling reason for their existence. It is theorized that a grid cell coding of space is
especially robust to noise and has an exponential coding capacity, making them superior to
classical population codes (Sreenivasan et al., 2011). In particular, Mathis et al. (2015) argue
that the Fisher information of a population encoding of space is maximized (and decoding
error is minimized) by latticed activity with the highest packing ratio - i.e., a hexagonal lattice
for 2D and a face-centred cubic lattice for 3D spatial representations. The multi-scale nature
of the grid code is also a key aspect of its coding efficiency (Wei et al., 2015; Vago et al., 2018).

Learning Grid Cells. A recent line of research has explored this question of optimality by
using deep learning to train, rather than engineer, recurrent path integration networks and

48



3.3. Hexagonal SSPs

have reported the emergence of grid cell-like activity (Banino et al., 2018; Cueva et al., 2018;
Sorscher et al., 2019; Xu et al., 2022). In Dordek et al. (2016), hexagonal grid activity emerges
from applying non-negative pca (NN-PCA) to a matrix of place cell activations. Inspired by
this, Sorscher et al. (2019) trained a network to perform path integration with a non-negativity
constraint and recovered grid cells. They also proved that the optimal receptive fields for
decoding place cells* are approximately combinations of Fourier modes. Furthermore, they
assert that any non-linear constraint or regularization (such as non-negativity) promotes the
dominance of Fourier mode combinations that result in hexagonal interference patterns during
optimization. Xu et al. (2022) and Schaeffer et al. (2024) demonstrated the emergence of grid
cells with different path integrator constraints, notably through the inclusion of a term that
promotes learned vector embeddings to adhere to conformal isometry.

Gridded activity also emerges in predictive learning as an optimal basis for constructing
successor representations — a function that predicts future state visitations (discussed more in
Chapter 5) — over a random walk in a 2D environment (Stachenfeld et al., 2017). More generally,
Fourier modes are an optimal basis for successor representations over any environment with a
translation-invariant state transition function (Yu et al., 2021).

Deep learning models of grid cells have faced criticism, as the grid cells identified are often
not truly hexagonally latticed and results depend significantly on the particulars of the problem
set-up and hyper-parameters. The learned ‘grid cells’ from Banino et al. (2018) have since been
reported to have grid scores indistinguishable from low-pass filtered noise (Sorscher et al.,
2023). Furthermore, results from Sorscher et al. (2019) crucially depend on place cells receptive
fields being modelled by difference-of-softmaxes with fixed widths (Schaeffer et al., 2022).

3.3 Hexagonal SSPs

The SPA posits that Semantic Pointers (SPs) play a crucial role in cognition. These pointers are
composable, compressed neural representations that can function as symbols while maintaining
underlying semantic information. The SPA relates high-level symbolic descriptions of cognition
to vector spaces to low-level neural activity. Its strength lies in the ability to switch between
these levels of abstraction while also distinguishing them from one another. While this is
appealing theoretically, to truly test these ideas we must consider their practical implementation
— in particular, the construction, manipulation, and application of SPs.

Holographic Reduced Representations (HRRs) are a choice of Vector Symbolic Algebra
(VSA) with desirable properties that may be used in the SPA. Beyond supporting high-level
symbolic, this algebra also provides a natural way to represent continuous variables through
fractional binding as Spatial Semantic Pointers (SSPs). We have already introduced SSPs, but
we have not discussed how to set the phase matrix that parameterizes the SSP embedding.
In this section, we address this question and demonstrate that SSPs can be used to model

“Given several assumptions: periodic spatial boundary conditions, and homogeneous and isotropic place cell
receptive fields. Note that these assumptions are not consistent with recordings from real place cells.
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grid cells and place cells - linking symbolic descriptions and continuous variables to neural
representations.

3.3.1 Grid cells with SSPs

Grid cell activity patterns have been shown to be an efficient coding basis robust to noise
(Sreenivasan et al., 2011). The activity of a grid cell is proportional to a sum of three plane
waves whose wave vectors are 120" apart (Figure 3.2). Specifically, activity over space x of grid
cell j in a population is given by

a;(x) Zewi” x (3.1)

where Z v(]) =0, (])I = |vk,)| vj, kK. (3.2)

where v,Ej) for k = 1, 2, 3 are the three vectors that are 120° apart. The magnitude of the vectors,
|v,(<j )|, will determine the resolution of the grid: the distance between nearest peaks in the grid
pattern will be 47/ 3.

Given the existence of grid cells in nature and their efficient coding properties, we would
like to model such cells with SSPs. This desiderata will constrain the phase matrix that
parameterizes the SSP mapping. To obtain grid cell responses in a population representing an
SSP, the activity matrix A must have rows proportional to linear combinations of plane waves,
as in Eq. (3.1). First, consider the activity of a single neuron with an encoder e; set as an SSP
representing a fixed location x; (the preferred firing location of the neuron). The (e;, #(x))
part of the activity of neuron j will be

¢(X) — 1®xj/t’ l@)x/[ Z eBT(xﬁ—x)/t’ (33)

where © is the phase matrix and ¢ the length scale of the SSP representation. The neuron’s
tuning curve will be proportional to the SSP similarity function and thus resemble the inter-
ference pattern of d plane waves, each of whose direction of propagation is given by a row
of the phase matrix, ©®. We want to set these parameters so that this equation is equal to
Eq. (3.1). This occurs when the SSP dimensionality is d = 7, to capture the 3 plane waves and a
zero-frequency term, and when

ug 11 %
O I
14 v; | |72 T2
@=| o |=|o'|=|0 o (3.4)
~flip(V)| |-v] 1
—o! 1 _i3
%— 2 2
U -1 0
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Figure 3.2: SSP Kernel Functions. A kernel function can be approximated by the dot product
(.e., similarity) between SSP vectors. (A) Kernel function induced by HexSSPs representing points in a
2D space as a heat map. The initial 3-component simplex (top left) produces hexagonal interference
patterns like those found in grid cell neurons. Adding rotated simplices (top right) produces a surface
with a central peak surrounded by rings. Increasing the number of rotated simplices (bottom left)
results in a starburst pattern. Adding many rotated and scaled simplices (bottom right) reduces the
magnitude of the surrounding rings and increases smoothness and robustness to noise. (B) RandSSPs
result in a sinc kernel function, while HexSSPs produce a sum of sinc functions, making local maxima
and minima more shallow.

The first three rows of the phase matrix are the vertices of an equilateral triangle, V, followed
by the zero-frequency and symmetric components. The interference of the three plane waves,
each 120" apart, will be a hexagonal pattern. Scaling or rotating the rows of © will affect
the orientation and resolution of the hexagonal activity patterns exhibited by the neurons
representing ¢(x) = F ' { % }.

We can generalize this to produce gridded activity in a population encoding an SSP rep-
resentation of some higher n-dimensional space by setting the rows of @ € R¥™ D+ with
the vertices of a regular n-simplex. The simplex vertices are determined by minimizing the
relation Y7+ ;":ﬁii ;Ui v;. The resulting gridded activity will follow a hexagonal lattice when
n = 2 and a face-centered cubic lattice when n = 3, which are the densest possible lattice
packings of circles and spheres respectively. In higher dimensional spaces, lattices based on
regular simplices do not yield the highest packing densities and solutions to the close packing
problem are only known for certain values of n. However, this still provides a simple method

for constructing gridded neural tuning curves in higher-dimensional spaces.

3.3.2 Multi-scale grid cells

A gridded similarity map means that the SSP cannot represent variables uniquely. We would
like the similarity map of the SSP to have a single bump, while still being able to produce
gridded activity patterns in neurons. This can be done by using a higher dimensional SSP
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Algorithm 1: HexSSP phase matrix construction. n is the dimensionality of the variables being
encoded; # C R is a set of scaling values; and V is the matrix whose rows are the vertices of a regular
n-simplex.

1: procedure HEX-SSP(n, %)

_ o -
2: V « 51 > The vertices of a regular n-simplex
~ vha
3: Opalr < stack[{hVR |he%,R ~ SO(n)}]
[ Ohal
4: 0 « 0..0
| —flip(Opaif, axis = 0)

5: return ©
6: end procedure

projection obtained by stacking scaled and rotated versions of the phase matrix in Eq. (3.4). An
SSP constructed in this manner is referred to as a HexSSP, while SSPs constructed by uniformly
sampling phases are called RandSSPs. The procedure for constructing a HexSSP phase matrix
is given by Algorithm 1.

Composing multiple rotations and scalings of V changes the kernel function. Figure 3.2
shows the effect of increasing the dimensionality of a HexSSP, by increasing the number of
scales (moving downward in Figure 3.2AA) and rotations (moving rightward in Figure 3.2A)
of the starting simplex matrix V. The resulting interference pattern has shallower ripples
compared to RandSSPs (Figure 3.2B).

HexSSP Encoders. A neural population can be used to encode a HexSSP. However, if SSP
encoders are used the neurons will not have grid cell-like activity. Instead, neurons will
resemble place cells. To recover grid cells, we must select neural encoders that ‘pick-out’ single
simplices contained in the phase matrix.

We begin by defining the i simplex SSP
14
; - isi[ 0 ]fo 2(n+1)+1
P(x) =F 1 {e [-fip®¥) € R¥" (3.5)

We can construct a matrix B; that, when applied to ¢”(x) in the Fourier domain, will project it
to a d-dimensional vector that contains F {QS(i)(x)} in the same position as it is in F {¢(x)}
and zeros elsewhere. The sum of all such projections will produce the complete HexSSP vector,

$(x) = F! {Z BF (")) } . (3.6)
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A Firing field of simulated grid cells

Figure 3.3: (A) Grid cells from a population encoding the HexSSP ¢(x(t)), where x(¢) is the path
shown in grey (obtained from Hafting et al. (2005)). Red dots indicate the positions at which the cells
fired. (B) Firing patterns from real grid cells (Hafting et al., 2005).

If a neural population encoding the SSP ¢(x) has neurons with encoders
e;=F " {BF {¢(x)}}, (3.7)

then neuron j will have a hexagonally gridded tuning curve. The scale of the grid corresponds
to the it simplex scale, s;, and the orientation of the grid is determined by the ith simplex
rotation, R;. The shifts and receptive field widths of the lattice will also vary within the
population due to heterogeneous threshold current and bias parameters. Examples of the firing
patterns of select neurons within a grid cell population are shown in Figure 3.3.

3.3.3 Decoding SSP neural representation

Replicating grid cell patterns is useful for biological fidelity, but does not address the question
of why such patterns are useful. Many researchers have posited that the grid cell code
has particularly high representational accuracy and robustness to noise compared to other
neural coding schemes (e.g., Sreenivasan et al., 2011). In this section, we empirically test this
hypothesis within a VSA framework, using SSP-based grid cell representations.

Recall the problem of optimal linear decoding of a variable from a population of N neurons
(with regularization) given in Eq. (2.10). The root mean square error (RMSE) of decoding n;
samples is

1 ¢
E= [ |t - Dt (3.8)
S j:1
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We are linearly decoding a variable from a finite set of non-linear tuning curves - this re-
construction will have error. For many standard choices of tuning curves, a;(x), this error
scales as a power law, typically l/m (Seung et al., 1993; Zhang et al., 1999; Shamir et al.,
2004). This is true for the direct Neural Engineering Framework (NEF) encoding scheme and
any population with identical tuning curves up to translations (e.g., place cells, head direction
cells). In Sreenivasan et al. (2011), they showed that, in contrast to these ‘classical codes’,
the decoding RMSE of a grid code scales exponentially. This is because grid cells employ a
modular multi-periodic structure and the combined activity of these modules forms a high-
dimensional representation that can encode spatial locations with exponentially increasing
precision. Essentially, Sreenivasan et al. argue that neural redundancy is used more efficiently
in grid coding schemes.

Encoding methods. We evaluate the decoding error for neural encoding of SSP representations
— in particular, for 2D location encoded using HexSSP generated grid cells. Locations in 2D
space were encoded via the activity of a population of N leaky integrate-and-fire (LIF) neurons
in several different manners. The representations and encoders tested are:

1. Direct encoding of the 2D variable x: a;(t) = G; [ai{e;, x) + fi]

a) Neural encoders are randomly sampled from the unit circle (the standard choice in
the NEF), e; ~ S'.

2. A d-dimensional RandSSP’ representation of the 2D variable x: a;(t) = G; [a{ei, Prana(x)) + Bi]
with e = ¢rand(xi)s X ~ %(_1, 1)

a) ‘Sparse’ tuning curves: encoders are set by SSPs representing random points scheme
and we set gains and biases such that neurons are highly selective, with tuning
curves resembling bumps or place cells (Figure 3.4A(1)).

b) ‘Dense’ tuning curves: encoders are set by SSPs representing random points scheme
and we set gains and biases such that there is significant variability in neuron
sensitivity — this means that some neurons will have tuning curves resembling the
SSP similarity map - i.e., noisy place cells (Figure 3.4A(ii)).

3. A d-dimensional HexSSPs representation: a;(t) = G; [ai{€;, Pnex(x)) + fi].

a) The encoders given in Eq. (3.7) are used. These ‘pick out’ triplet Fourier components
of the representation, producing grid cell-like responses (Figure 3.4A(iii)).

Decoding methods. To evaluate these representations, the firing rates of the neurons, given by
Eq. (2.4), encoding these different representations are recorded over n, = 10000 sample points
over x € [—r, r]z. These rates are used to construct the activity matrix, A. Gaussian noise is
added to the activity, A < A + ¢ with ¢ ~ N (0,0 max(A)) and ¢ = 0.01. From this matrix,
output is decoded.

The phase matrix is sampled from U [, 7].
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Figure 3.4: Decoding error for different SSP and non-SSP representations and encoding
schemes. Values are non-linearly encoded by and then decoded from neural activity. (A) The cosine
similarity between 1D values and an example encoder, with dashed lines marking the range of intercepts
used. Also shown are example 2D tuning curves plotted as a heat map. The values are encoded either
directly (with random encoders), i-ii) with RandSSP, or iii) with HexSSP. (B) The RMSE between the
decoded x and actual variables x versus i) the number of neurons N (with d = 97 and o = 0), i) the
SSP size d (with N = d and ¢ = 0), and iii) the range from which the encoded variables are drawn,
x € [-r,r]%. Note the the error in the last plot is not on a log scale. The vertical dashed black line in i)
indicates N = d - i.e.,, when the number of neurons used is equal to the size of the SSPs.

For the direct representation case, x is linearly decoded from the neural activities. The
decoding matrix is given by Eq. (2.11), DT = A*X where A" is the regularized Moore-Penrose
pseudo-inverse of a non-noisy activity matrix and X is a matrix of data samples from [—1, 1]°.
For SSPs, c}S is first linearly decoded. The decoding matrix is again given by Eq. (2.11); however,
in this case, the data samples are from [—1,1]¢ since the population is used to represent d-
dimensional vectors. Next, the maximum likelihood estimate (MLE) X is obtained from g?) by
solving Eq. (2.38) via the candidate set method.

Results. The key results and their implications are summarized below:

+ Scaling with the number of neurons N: Figure 3.4B plots the RMSE of decoding the
variable x versus the number of neurons N (Figure 3.4B(i)). We observe that the decoding
error for direct neural encoding scales as a sub-power law — this is worse than the
expected power law scaling due to the noise added to the encoding matrix.

For the ‘sparse’ RandSSPs,error scaling exhibits two distinct regimes. When N < d,
the SSP size, the system is underparameterized, and decoding errors decrease slowly
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due to insufficient representation capacity. Once N > d, error scaling transitions to a
power-law decay, as the population can fully encode the d-dimensional space.

For dense RandSSPs and HexSSPs, the scaling transitions to exponential decay when N
is high enough. There is a steep drop in error, with the curves appearing nearly vertical.
For HexSSPs, this drop to zero error occurs when N is slightly higher than d, and for
the ‘dense’ RandSSPs, this drop occurs at a higher N. While the complete SSP vector
may not be accurately encoded by these populations, the correct variable can still be
accurately decoded.

« Scaling with SSP size d: In this experiment, the number of neurons also increases with d
— in particular, N =, a regime in which errors are small but non-zero. As d increases, we
observe the fastest error decay with HexSSPs (Figure 3.4B(ii)).

For dense RandSSPs, the error initially decreases but then begins to increase. This
behaviour arises because the dense RandSSPs become less distributed and more sparse
at higher d. As the SSP similarity profiles sharpen, neurons become more selective,
transitioning from noisy place-cell-like tuning to more localized place-cell responses.

« Effect of Variable Range r: In Figure 3.4B(iii), the decoding error given different ranges
of variables is plotted. In the direct encoding case, the decoders are optimized over
[—1, 1], but are then applied to activity encoding variables over [—r,r]?. For RandSSPs,
the place cell centres are sampled over [—1,1]%. The high decoding errors for direct
encoding and sparse RandSSPs when r > 1 is expected, as both of these methods rely on
local codes optimized for a limited range of inputs, making them unable to generalize
beyond this range.

Dense RandSSPs have non-zero decoding error, but it does not seem to scale significantly
with r. Although neurons in this case have place centres in [—1, 1]%, their tuning is not
purely local and somewhat distributed, preserving some capacity for generalization.

HexSSPs maintain nearly zero decoding error across all tested ranges, highlighting
the robustness of their distributed, multi-periodic phase coding. This property makes
HexSSPs especially suitable for tasks requiring extrapolation or representation of large
variable ranges.

The results of this experiment suggest that phase coding, as employed by SSPs, generally has
more favourable scaling properties than classical codes, with grid cells being an especially good
special case. The reason for this advantage is that the error in the grid code is distributed and
corrected through the redundancy in the multi-periodic structure. In contrast, when RandSSPs
are used to encode variables with place cells, (i.e., the sparse encoding), they effectively turn
the distributed code into a sparse, local code.
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Figure 3.5: Firing patterns of LIF neurons representing SSPs. (A) A grid cell from a population
encoding ¢(x(t)), where x(t) is the path shown in grey (obtained from (Sargolini et al., 2006)). Red
dots indicate the positions at which the cell fired. (B) A place cell from a population encoding ¢(x(2)).
(C) An object vector cell from a population encoding the SSP representation of the vector between
x(t) and any objects in view. Object locations are marked with an ‘x’. (D) A boundary cell from a
population encoding the SSP representation of the vector between x(¢) and a wall along the right side
of the environment.

3.3.4 Other spatial cells

We have now seen that SSPs can be used to model grid cells. In Section 3.2.1, we also discussed
other spatially sensitive cells in the hippocampal and parahippocampal regions, such as
boundary cells and object vector cells. These cell types can be modelled using SSPs, as shown
in Figure 3.5.

The grid cell in Figure 3.5A is obtained from a population representing location in 2D
space, ¢(x), with an encoder given by Eq. (3.7), as done earlier in Section 3.3. The place cell in
Figure 3.5B is also from a population representing ¢(x) with encoder equal to an SSP repre-
sentation of a fixed location, ¢(x;). This is similar to RandSSPs with sparse tuning described
in Section 3.3.3, but using a HexSSP instead. Place cells may also emerge in populations
encoding self-location combined with representations of landmarks or features. For instance,
suppose we have a population encoding 0BI(¢) ® ¢(x(t)), where 0BI(t) is an SP or bundle of SPs
representing object(s) or feature(s) in view at time ¢ (this may be an SP representing a generic
‘object’ concept, an SP representation of a category of objects, or an SP representing a very
particular object). If this population has encoders 0BJ; ® ¢(x;), it will be a population of place
cells tuned to particular landmarks, object types, or environmental features (see Figure 3.5 for
examples).

Consequently, both grid and place cells in our models may thus represent the same in-
formation, but exhibit different tuning. In the NEF, the space of neural activity is distinct
from the encoded state space, allowing different tuning for the same underlying information.
Grid cells, which offer low decoding error over all space, are well-suited for general spatial
representation. Place cells, with sparse tuning, are effective for learning functions in limited
areas, as their low overlap facilitates learning with minimal interference, essentially reducing
function approximation to a lookup table — though this scales poorly as the function domain
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Table 3.1: The activity patterns and coding properties of a neural population depend not only on
the information it encodes but also on the manner of encoding, which is determined by the encoders
specified in the NEF. Populations representing the vector ‘State’ via the NEF and encoders as described,
will have firing patterns similar to ‘Neuron type’

State Encoders Neuron type
d(x(1)) P(x;) Place cells
Prex(x(1)) Phex(xj) Place cells
d(x(1)) Eq. (3.7) Grid cells
0BI(t) ® ¢p(x(t)) O0BI; ® ¢(x;) Place cells (object/landmark dependent)
d(Ax(t)) () Object vector cells
0BI(t) ® ¢(Ax(t)) OBI; ® ¢(x;) Landmark vector cells
B ® ¢(Ax(t)) B ® ¢(x;) Boundary vector cells

increases.

As well, object vector cells and landmark vector cells can be obtained by representing the
displacement to objects in view as an SSP. For example, a population representing ¢(Ax(t)),®
where Ax(t) is the displacement vector to visible objects at time t, consists of object vector
cells — neurons that fire when an animal has a particular displacement relative to objects —
if it has encoders ¢(x;) (see Figure 3.5C). A population representing 0BJ(t) ® ¢(Ax(t)), with
encoders 0BJ; ® ¢(x;), will be a population of landmark vector cells — neurons that fire when
an animal has a particular displacement relative to particular landmarks.

Similarly, boundary cells, or boundary vector cells, make up a population encoding B ®
#(Ax), where Ax is displacement to an environment boundary and B is an SP representing a
boundary. An example is shown in Figure 3.5D. Note that we are not proposing a model here
for how these kinds of spatial firing patterns (summarized in Table 3.1) are learned — we are
simply demonstrating that they can be modelled using our methods.

3.3.5 Discussion

The usefulness of SSPs, and HexSSPs in particular, can be attributed to several factors. One
useful property of a spatial code is the approximate preservation of the geometry of the
underlying space. Recent studies have highlighted the importance of local conformal isometry
as a criterion for vector embeddings that generates grid cells (Gao et al., 2018; Xu et al,,
2022; Schaeffer et al., 2024). This criterion ensures that angles and distances are maintained
locally, so that displacements within a certain neighbourhood in the underlying space translate
proportionally to displacements in the embedding space. For SSPs, this can be stated as

(p(x + Ax), d(x)) = s*(x + Ax, x), (3.9)

°If there are multiple objects or an object has an extended area, $(Ax) may be an SSP bundle.
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for small Ax, or, equivalently,
lpCx + Ax) — ¢p(x)| = s |Ax], (3.10)

for some scalar s. For SSPs, this is achieved when the phase matrix columns are orthogonal,

[¢Cx + Ax) = G(x)l, = |F " {0049 — O}, (3.11)
~ ”diag (%) ®Atz (3.12)
= |@Ax],, (3.13)

where a Taylor expansion about Ax is used at Eq. (3.12), and diag(-) is the matrix with the
vector argument as its diagonal. The criteria |¢(x + Ax) — §(x)[, = s|Ax], is obtained when
O7® = %I, i.e, the columns of the phase matrix are orthogonal. This condition is satisfied by
HexSSPs, but is certainly not unique to them. The property of local conformal isometry is
crucial for accurate and robust spatial representations, suggesting that HexSSPs (and other SSPs
whose phase matrix has orthogonal columns) maintain the integrity of spatial relationships.

Another requirement of a useful spatial code is a high representational capacity, which
in the context of SSPs, is related to their periodicity and construction. For an SSP with
d = 3, its similarity map will be given by k(x) = e?'* + ¢70'x = 2c0s0"x and thus will
repeat over a period 27/jg]. The similarity map of an SSP with d = 5 will be given by k(x) =
2(cos 0T x + cos 01 x), which will be aperiodic if 1:1/j6,] is irrational; otherwise, it repeats with
a period proportional to the least common multiple of the individual periods. Generally, a
d-dimensional SSP will be aperiodic if at least one ratio of row magnitudes in © is irrational,
meaning the probability of a repeating similarity map is essentially zero with randomly sampled
phases. Alternatively, scaling the rows of © by a geometric progression with an irrational
ratio can ensure representation uniqueness. In either case, the similarity function’s maximum
always occurs at the encoded variable, ensuring every x € R" is uniquely represented by ¢(x).”
This property illustrates that SSPs can encode continuous variables with precision, providing
a strong foundation for high-dimensional neural representations of spatial information.

Minimizing decoding error is another consideration for a good spatial code. Consider the
standard NEF approach of non-linear encoding of a feature vector ¢(x) in neural activities and
linear decoding to approximate a given function p(x) € R":

N

a(t) = G lake, () + B, plx) = D a(t) * hyu()d.. (3.14)

i=1

As explained in the previous chapter, decoders D € R™*N are computed to minimize the error
of this approximation. We take n, samples of this function to form a matrix, P € R""~ with

"Note that while the similarity function’s global maximum is unique, recovering x can be challenging in
low-dimensional SSPs due to multiple local maxima.
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Figure 3.6: Correlation matrices for different functions uniformly covering 1D space and
their top eigenvectors. The functions are Gaussian, sampled both circularly and non-circularly, a
non-stationary Gaussian with width varying over space, a skewed Gaussian, and SSPs. In all examples,
a matrix P is constructed by sampling the function, with P;; = p;(x;) (for the Gaussians, p; refers to
the i Gaussian, while for the SSPs p; refers to the i element of the SSP vector). The top row shows
visualizations of the correlation matrices PT P, while the bottom row depicts the real components of
the top 10 eigenvectors of PTP (each row of the visualized matrix corresponds to an eigenvector). The
circularly sampled Gaussians produce a circulant correlation matrix and Fourier mode eigenvectors.
The non-circularly sampled Gaussians and SSPs produce a Toepliz correlation matrix. In these and
even in the non-Toepliz examples, the eigenvectors resemble summed harmonics.

P, ; = pi(x;), and solve the least-squares optimization problem:

min ZS: ”p(xj) — Da(ng(xj))H2 = min |P — DA|?. (3.15)

J=1

arg min |P — DA|% = PAT(AAT)™ (3.16)
D

where A € RV is the activity matrix. For simplicity, we have removed the regularization
term. In addition to optimizing the decoders to approximate P, we may also optimize the
neural activities matrix. The optimal A is the orthogonal matrix that, if n, < N, diagonalizes
PTP. If instead we want to decode a function with a higher dimensionality than there are
neurons (or, equivalently, we want to decode many functions, the total number of which is
higher than the number of neurons), then this is a low-rank approximation problem, i.e.,a
problem of fitting a data matrix using an approximating matrix that has a reduced rank. By the
matrix approximation lemma, the columns of the optimal A will span the top N eigenvectors
of the correlation matrix PTP.
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If we simply want to decode SSPs, then p;(x;) = ¢(x;);, and the i, j element of P"P will be
P(x;) - $(x;). This is a matrix of similarities between the sample SSPs, which depends only on
the distance between the samples they represent. Assuming that the sample points x; uniformly
cover space, the correlation matrix will be Toeplitz. This matrix and its top 10 eigenvectors are
shown in Figure 3.6. If the space is circularly sampled, then the matrix will be circulant and its
eigenvectors will be Fourier modes.

In Sorscher et al. (2023), this low-rank approximation problem was discussed in the context
of decoding place cell output. That is to say, P is a given matrix of place cell responses sampled
across space, with n, > N being the number of place cells. These may be modelled via
Gaussians,

U o abommd o) (3.17)

b= pix;) =
o

or a difference-of-Gaussians or difference-of-softmaxes (as used by Sorscher et al., 2023). They
argue that when a non-negativity constraint is added to this optimization problem, grid cell-like
activity patterns emerge.

More generally, suppose our goal is to decode any stationary kernel or a shift-invariant
function (e.g., Matern kernels, stationary probability distributions, successor features under a
shift-invariant transition function) uniformly distributed over space. In all such cases, assuming
periodic boundary conditions, the correlation matrix will be circulant. Thus, to decode these
functions from a neural population, the optimal activity patterns are linear combinations of
Fourier modes. Such neurons will have periodic and quasi-periodic spatial responses, similar to
grid cells. This aligns with our finding that HexSSPs encoded via grid cells yield lower decoding
error compared to linear encoding or place cell encoding (which also combines Fourier modes
but uses many more components) of space.

In conclusion, HexSSP embeddings exhibit several promising features of a good spatial
code, including preservation of local geometry, high representational capacity, and efficient
decoding, which contribute to their low decoding error. Furthermore, in previous work, the
utility of HexSSPs has been empirically validated in diverse contexts (Komer, 2020; Bartlett
et al., 2023b).

3.4 Path integration

We have discussed how SSP representations of continuous variables can be encoded by the
activity of place and grid cells. In this section, we address the question of how these repre-
sentations are formed and continuously updated. Despite the fact that SSPs are defined in
terms of a high-dimensional vector space, we can show that they naturally implement velocity
controlled oscillators (VCOs).
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05
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Figure 3.7: A variable encoded by an SSP changing at rate x(t) is equivalent to the SSP Fourier
components oscillating at a frequencies w(t) = Ox(t).

3.4.1 SSP dynamics

Consider how ¢(x) € R? changes if x € R" is a function of time.

Theorem 3.1. The dynamics of an SSP ¢(x) are given by
P(x(1)) = F ' {i0x(t) © eV}, (3.18)
= In¢(x(1)) ® p(x(1)), (3.19)

where © is element-wise multiplication, and the logarithm of an SSP is defined as the element-wise
logarithm in the Fourier domain, In ¢ = F~ ' {InF {¢}}.

Proof.
y d [ e
P(x()) = prid {e ‘ } (3.20)
=g {1@&;) © ©* } (3.21)
x(t
=F! {i@i[)} ® P(x(1)) (3.22)
= In ¢p(x(1)) ® ¢(x(1)) (3.23)
where exponentiation of a vector signifies element-wise exponentiation. [

Note the dynamics are unchanged if the SSP is bound with a non-time-varying vector (such
as a SP representing an object or a fixed context):

d

(4840 = ng(x1) ® (A® $x(®) ). (324

Thus, a model that implements the dynamics of an SSP can be used, without modification, for
continuous updating of a combined object-location representation — this suggest corresponds
to a different initialization.
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Figure 3.8: VCO dynamics with and without a limit cycle attractor. (A) The phase space of the
dynamical system given in Eq. (3.26), the unmodified VCO. (B) The phase space of the dynamical
system given in Eq. (3.28), the non-linear VCO with the unit circle as a limit cycle attractor. (C) Spiking
neural network simulations of the linear oscillator described by Eq. (3.26) and the nonlinear oscillator
described by Eq. (3.28). Note that the linear oscillator collapses, while the nonlinear oscillator remains
stable.

3.4.2 SSP dynamics in the Fourier domain

Now let us consider the dynamics of an SSP in the Fourier domain. Taking the Fourier transform
of Eq. (3.18), we get,

F {p(x®)} = (10x(1)) © F {p(x(1))} . (3.25)

Note that the dynamics of the Fourier components of an SSP are independent of each other.
The dynamics of the j™ Fourier component of the SSP can be written as

d [Reg{d)(x(t))}j] _| 0 _wj(t)] [Re?{éb(x(t))}j] (3.26)
dt ImF{p(x())};| |ew) 0 ImF{P(x(t))};|” '
where w;(t) = 0; - x(t) = —i In F{p(x(2))};. (3.27)

where 6; is the j™ row of the phase matrix ©. Each Fourier component of the SSP is thus the
state of a time-varying harmonic oscillator whose frequency is given by w; (Figure 3.7). The
oscillator frequencies are modulated by the velocity x; in other words, they are VCOs,the main
component of OI models of path integration. This result shows that continuous fractional
binding in the time domain is equivalent to controlled oscillations in the Fourier domain. Note
that the dynamics of only | ] VCOs need to be maintained to compute the complete SSP, due
to the conjugate symmetry of F {¢}.

3.4.3 Attractor dynamics for PI

Given this derivation of SSP dynamics, it becomes unsurprising that a neural path integrator
can be constructed with a network that realizes the dynamics of an SSP representing self-
location. These dynamics can be written different ways, either as continuous fractional binding
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Eq. (3.19) or oscillation in the Fourier domain Eq. (3.26). An advantage of using VCOs is that
the dynamics of each Fourier component are independent. This means that many sets of small
neural populations, each recurrently connected only to itself, can realize these dynamics. In
addition, simulations of the dynamics of each oscillator can be run in parallel.

However, a well-known issue with OI models is that noise causes drift in the oscillators
and their accuracy quickly deteriorates (Zilli et al., 2009). This noise drift becomes even more
acute when using spiking neurons (Figure 3.8C). However, the OI approach can be modified
to improve the stability of the oscillators. VCOs can either be coupled together (Zilli et al.,
2010; Burgess et al.,, 2014; Orchard et al., 2013; Ji, 2014) or attractor dynamics can be used
to improve the stability of the dynamics (Bush et al., 2014). We use the latter approach with
a novel choice of attractor dynamics. Cyclic attractors have been previously modelled with
the NEF to describe the head-direction system (Eliasmith, 2005a). Here, instead of using the
dynamics of a harmonic oscillator, we use a nonlinear oscillator with a stable limit cycle,

d [Re%{sé(x(t))}j] _ [—thnm@:{gb(x(t))}j + LEReF {P(x (D)},

dt [ImF {p(x(t))} wj()Re F {p(x(1))}; + 1_rr2 Im F {p(x(1))}; |
where r = [F{p(x(1))};].

(3.28)

A damping force is introduced when the amplitude of the VCO exceeds one and a driving
force when the amplitude is less than one. This is similar to a Landau-Stuart oscillator. This
system has the unit circle, S', as an attractor, ensuring that the SSP remains unitary as it
evolves (Figure 3.8B). The attractor of the combined system of |¢/2] VCOs that represent the
complete SSP is the Cartesian product of the attractors of the individual VCOs, S* x §! x -+ x §?,
which is topologically equivalent to a |4/2|-dimensional torus, T2, Thus, this system is a
novel hybrid of OI and CANN models of PI.

3.4.4 SSP-PI network

To implement these dynamics in spiking neurons using the NEF, we simulate |¢/2] recurrent
neural populations, each of which models a VCO (Figure 3.9). To approximate the nonlinear
dynamics of Eq. (3.28), we need to represent both real and imaginary parts of F{¢},, as well
as the frequency wj, all in the same population (as is standard in the NEF). The j™ neural
population represents the real and imaginary parts of the Fourier components of the SSP. Thus,
the vector being represented by the collective activity of the j®* VCO population is

. . T
[a) (D) ReF {¢(t)}  Im¥F {qﬁ(t)} ] . (3.29)
j j
We write (}(t) here to emphasize that this is an estimate of ¢(x). Due to noise inherent in neural
encoding and the dynamics of Eq. (3.28) being approximated by recurrent connections, this

estimate will drift from the SSP encoding of the ground truth location over time. In fact, the
vector encoded by the path integrator will even drift from the toridal sub-space of SSP vectors
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Figure 3.9: A diagram of the SSP-PI model. A population of speed and head direction cells represents
velocity. This population provides input to a set of [4¢/2] VCOs, each of which is recurrently connected
to implement the attractive oscillator dynamics. Blue boxes indicate neuron populations and arrows
show the inter-population connections.

in R? without some form of correction. In our model, correction comes from the dynamics
described by Eq. (3.28). Other methods of error correction are presented in Chapter 4.

A population of speed- and heading-direction cells that encode the self-velocity projects
onto the VCO populations. The connection weights compute the linear transform needed
to obtain the input frequencies, ©x(f) = w. Within each VCO, the neuron population is
recurrently connected using weights optimized by least squares to implement the following
dynamics, as per principle 3 of the NEF combined with Eq. (3.28):

0
—t0;ImF {$}; + r=ReF (¢}, + ReF {g}, |, (3.30)

r

0 ReF {¢}; + r=CImF {9}, + ImF {¢},

r

where 7 is the synaptic time constant of the recurrent connections.

The complete model, SSP-PI, is depicted in Figure 3.9. Note that this model performs PI
of continuous variables of any dimensionality, as long as they are represented by SSPs of the
same size. The recurrent connection weights remain unchanged whether we are integrating
x € R" with n = 2 or 3, or higher. In such cases, the only required change to the network is the
input connections that provide the frequency signals. We show results of PI using this model
in Section 3.4.6.

65



Chapter 3. Grid Cells & Path Integration

3.4.5 Grid cells and PI

We have not yet addressed how this model can be used to generate grid cells. Each oscillator is
a population representing a frequency (derived from speed and heading direction) and a single
Fourier component of the SSP. This results in neurons with sensitivity to heading direction,
speed, and spatial position (in a periodic fashion, resembling a plane wave). As a result, their
firing patterns are velocity dependent bands or stripes and not hexagonal lattices.

Such banded firing patterns are not unique to the SSP-PI model. In most OI models,
stripe/band cells perform PI and grid cells are the result of combining the output of such cells
(Burgess et al., 2007). Strictly speaking, grid cells are not needed for PI, though some models
use grid cells with CANN connectivity to provide corrections to VCOs (Bush et al., 2014).
While there is some evidence for the existence of band cells (for example, the neural firing
pattern shown in Figure 3.1G), they have not been as widely observed as grid cells (Krupic
et al,, 2012; Abad Perez et al., 2024).

It is possible to construct a model that uses conjunctive grid cells to perform PI in 2-
dimensions. This requires the use of HexSSPs and modifications to the network structure of
the SSP-PI model in Section 3.4.4. We shall refer to this modified model as GC-SSP-PL. Instead
of having |4/2| independent populations of VCOs, we have |4/s] populations, each of which
represents three VCOs. The vector encoded by the collective activity of the j population is

[“’jl ReF{¢}, ImF{#};, ;) ReF{g}, ImF{p}, w;(t) ReF{#}, ImF{g}; ]T. (3.31)

where {ji, j,, js} are indices such that 8, + 6, + 0, = 0, i.e., the associated rows of the phase
matrix form a simplex. Using this representation in GC-SSP-PI means that the VCO triplet
population encodes three SSP Fourier components (and their frequencies) whose phases sum
to zero. This population will consist of conjunctive grid cells.

However, GC-SSP-PI is suboptimal in several respects. First, the dynamics of the SSP Fourier
components are independent and do not need to be represented together. Representing vector
components that are independent in separate populations is more dynamically stable, so there
is no advantage for this unless some form of nonlinear coupling between triplets is required.
Secondly, while the number of recurrent populations decreases from [g] to [g], the number of
neurons per population must be increased to accurately represent the 9-dimensional vector in
Eq. (3.31). In fact, we will see in the results presented in the next section that the SSP-PI model
performs better than the GC-SSP-PI model given equal computational resources. Finally, this
model does not generalize to PI in higher dimensions. To perform PI in 3D space, the recurrent
populations must be changed to encode 12-dimensional vectors to obtain ‘face-centred-cubic’
cells. The network structure and recurrent connections depend on the underlying space, unlike
the previous model. In short, there is no good theoretical reason to propose the GC-SSP-PI
model, although it is more consistent with current experimental observations regarding the
prevalence of grid cells compared to band cells.
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Figure 3.10: Averaged results from the SSP-PI model over ten two-minute long paths (each
randomly generated via band-limited white noise, paths have equal power at all frequencies below 0.1
Hz). (A) Pl results from 2D paths. (B) Pl results from 3D paths. (i) The cosine distance between the SSP
encoding of the ground truth path, ¢(x(¢)), and the model output ﬁﬁ(t) over the simulation run time.
The solid line is the median over the ten trials and the shaded area is the 95% bootstrapped confidence
intervals. (ii) The Euclidean distance between the ground truth path, x(¢), and the path decoded from
the model output, x(¢). (iii) Examples of the randomly generated paths and the trajectories decoded
from the model output. The grey line is the ground truth. Note that the path estimate plot on the right
only shows 20 seconds on the trajectory for clearer visualization.

67



Chapter 3. Grid Cells & Path Integration

3.4.6 Results

Path integration accuracy. We test the SSP-PI on ten different two-minute-long paths ran-
domly generated from band-limited white noise signals. The model is initialized with the SSP
representation of the starting point of the path. It receives a velocity input signal (precomputed
using finite differences on the path) over the simulation run time. We use 55-dimensional
SSPs® and a total of 27000 LIF neurons. Figure 3.10(i) plots the median cosine distance between
the model’s output and the SSP representation of the ground truth,

B ORCON
CORECON

We see that this cosine error increases linearly over the simulation time. Figure 3.10(ii) plots

(3.32)

the distance error of the model’s location estimate (the MLE x given g;ﬁ computed using the
candidate set methods described in Section 2.4.2), |x(t) — x(2)|,.

Figure 3.10(iii) shows examples of the model’s path estimate compared to the true path.
Generally, the model follows the true path for the entire trajectory accurately, with a small
amount of drift. Performance is not significantly different between the 2D and 3D models,
except near the end of the simulation, where there is a jump in distance error for 3D trajectories
(Figure 3.10B(ii)). We compare this model’s performance to a recent artificial neural network
(ANN) model of PI in the next section, showing similar levels of accuracy.

Sometimes near the end of the trajectories there are large ‘jumps’ in the model’s estimate.
This behaviour is shown in Figure 3.11, the results from running SSP-PI on 60-second path
but with many fewer neurons per VCO population (300 versus 1000). With fewer neurons,
the dynamics are more poorly approximated and there is significant phase drift. This does
not result in a smooth drift of the model location estimate, but rather results in large sudden
jumps (Figure 3.11A). The reason for this is apparent in Figure 3.11B. Early in the simulation,
the model’s output lies on the SSP manifold and g?)(t) - ¢(x) looks as expected (t = 10s in
Figure 3.11B). As error accumulates, the output leaves the SSP manifold and the similarity
function develops multiple peaks due to constructive interference — although the distance
error is still low, as the dominant peak follows the correct path (¢ = 30s in Figure 3.11B). Other
peaks may begin to dominate, resulting in erratic jumps in the location estimate (¢t = 32s in
Figure 3.11B). Destructive interference can destroy these while the correct peak remains — this
can produce the odd behaviour seen at t = 45s in Figure 3.11, where the model’s MLE is again
accurate in spite of previous large errors.

The ability of SSP-PI to maintain and update multiple location peaks is actually advanta-
geous in situations with positional uncertainty. For example, if the agent’s initial position is
uncertain, or if sensory cues or a cognitive map provide multiple hypotheses for self-location, it
would be beneficial for a path integration model to represent and update multiple self-location
estimates with self-motion cues. We demonstrate this capability in Figure 3.12. In this example,

8This corresponds to three grid modules of different scales and three possible grid orientations.
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Figure 3.11: Errors and the kernel evolution of SSP-PI when the number of neurons is reduced.
(A) Path estimate from the SSP-PI model. (B) The similarity map of the model’s output, ¢(t) - (x), at
four different times over the simulation. The green cross marks the true location at that time while the
red cross marks the model’s estimate.

SSP-Pl is initialized with two starting locations, ¢(0) = unitary(¢$, + ¢,), where ‘unitary’ refers
to normalizing the resulting vector such that all components in the Fourier domain have
unit modulus. Figure 3.12A shows the resulting paths given both initial location hypotheses,
along with the model’s MLE that alternates between the two paths. Figure 3.12B illustrates
SSP-PI’s self-location probability estimates over time, derived from the similarity of the model’s
output to SSPs over space. The model maintains two distinct peaks, preserving both location
hypotheses even as the relative prominence of each peak fluctuates slightly over time.

Sensitivity to hyper-parameters. The performance of the SSP-PI model given different model
and task parameters is shown in Figure 3.13. Most of the trends are expected. As the number
of neurons per VCO population is increased, the error decreases — though distance error
plateaus beyond 800 neurons for an SSP dimensionality of 55 and maximum path frequency
of 0.1 The distance error is high when SSP dimensionality is too low (d = 7 corresponds to a
single grid, making the representation of a unique location impossible), but a size as low as 55
(corresponding to only 9 grids) is sufficient to minimize error with 800 neurons per VCO and a
maximum path frequency of 0.1. Figure 3.13 also shows that the PI accuracy is most sensitive
to the maximum frequency of band-limited white noise trajectories, with higher frequency
paths accruing higher errors.
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Figure 3.12: Multiple hypothesis Pl with SSP-PI. The network is initialized with two starting
positions, ¢(0) = unitary(¢(x(0)) + ¢(x?(0))), and then run for 60 seconds. (A) The two solid
coloured lines depict the ground truth trajectory given starting location 1 (x((0) = [-0.48,0.65]) and
starting location 2 (x®(0) = [—0.98, 1.25]). The self-location MLE from SSP-PI is plotted in black. (B) A
probability density function over self-location. This is obtained from squaring and normalizing the
similarity map of the model’s output, ¢(t) - ¢(x), at four different times over the simulation.

Model comparisons. We also test the SSP-PI model on a different set of randomly generated
trajectories (Figure 3.14). These 50 second trajectories are directed random walks and thus have
much higher frequency content compared to the previous set of paths. The same trajectories
were used in Xu et al. (2022) to test a recurrent (non-spiking) ANN model of path integration
on 500-step trajectories. They use a 1800-dimensional learned vector representation compared
to our 55 dimensional SSP and 1000 LIF neurons per VCO. They obtained an average (over
1000 random trajectories) distance error of 8.0 x 10~ at the end of the simulation and 3.0 x 1072
averaged over the whole trajectory.” In comparison, the mean distance error of our model’s
output is 9.4 x 1072 at the final step and 8.1 x 1072 averaged over the whole trajectory. This
demonstrates that our spiking neural network (SNN) path integrator can achieve comparable
accuracy to an optimized non-spiking ANN path integrator.

This was reduced to 2.8 x 1072 and 1.7 x 1072, respectively, when the vector representation was regularly
decoded to obtain the estimate in physical space and then re-encoded to correct the path integrator. Such
re-encoding, or ‘clean-up’, was not done in the SSP-PI model.
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Figure 3.13: SSP-PI performance given different parameters on 60 second 2D paths. Each row
corresponds to a different error measure — namely, cosine and distance error averaged over ten trials at
the final simulation step and averaged over entire trajectories. Each column corresponds to a different
parameter of the model that is varied. The number of neurons per VCO population is varied from 100
to 1000, while the SSP size and maximum path frequency are held constant at 55 and 0.1, respectively.
The SSP sizes is varied from 7 to 295, while the number of VCO neurons and maximum path frequency
are held constant at 800 and 0.1, respectively. The maximum path frequency is varied from 0.05 to 0.5,
while the number of VCO neurons and SSP size are held constant at 800 and 55, respectively.

We also compared SSP-PI to GC-SSP-PI introduced in Section 3.4.5 (Figure 3.15). Both
models were given equal resources — while the grid cell model has 9 independent recurrent
populations (compared to the 27 VCOs in the standard SSP-PI) each is modelled with 3000 LIF
neurons (compared to the 1000 used in SSP-PI). The grid cell version performs significantly
worse than the original version of the model.

Firing patterns. To better understand how the firing patterns in SSP-PI compare to experi-
mental observations, we recorded the activities of neurons in the VCO populations in several
experiments. As shown in Figure 3.16, we ran SSP-PI on a 60 second wiggly spiral path. We
used this path because it covers space well, allowing firing patterns to be easily discerned.
Additionally, Figure 3.16 and Figure 3.17 show activity from SSP-PI over a 400 second trajectory
recorded from a rodent (Sargolini et al., 2006).

The VCO neurons are expected to have striped or band-like patterns over space, but, as
seen in Figure 3.16B, these patterns only appear in certain areas. This is because these neurons
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Figure 3.14: Averaged results from the SSP-PI model over ten 50 second long 2D paths, each of
which is a directed random walk generated via the function used by Xu et al. (2022) to generate 500
steps trajectories. (A) The median and 95% bootstrapped confidence intervals of the cosine distance
between the SSP encoding of the ground truth and the model’s output. (B) The median and 95%
bootstrapped confidence intervals of the Euclidean distance between the true path and the model’s
estimate. (C) Examples of the trajectories and the path integrator estimates. The first and second
dimension of the paths are plotted in the first and second columns, respectively. Each row is a different
trial.

are also sensitive to heading direction and speed, unlike the simulated ‘perfect’ band cell
in Figure 3.17B. On the spiral path, spatial tuning patterns are clear due to the correlation
between heading direction and spatial location. However, in natural foraging trajectories
(Figure 3.16D-E and Figure 3.17C), the banded patterns are less discernible in rate maps or
spatial autocorrelograms, although the sensitivity of the heading direction remains evident for
some cells. This may explain why theoretical expectations for band cells differ from empirical
observations: band cells that perform path integration, according to our model, must be
conjunctive, making stripe patterns less prominent. Instead, such neurons might be classified
as speed and heading direction cells (such as the neuron in Figure 3.17A from Sargolini et al.
(2006)) due to their strong directional sensitivity.
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Figure 3.15: Path integration results for SSP-PI versus the grid cell version. (A) The median
and 95% bootstrapped confidence intervals of the cosine distance between the SSP encoding of the
ground truth and the model’s output. (B) The median and 95% bootstrapped confidence intervals of
the Euclidean distance between the true path and the model’s estimate.
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Figure 3.16: Examples of firing patterns of neurons in SSP-PI. The SSP-PI model is run using
velocity input derived from the trajectories plotted as solid grey lines. The dotted black line shows
the model’s self-location MLE. Red dots are plotted along this line at locations where a particular
neuron fired during the simulation. (A) An example grid cell from a population representing the output
of SSP-PI. (B) An example neuron from a VCO population, which has a banded firing pattern. (C)
Number of spikes binned by heading direction for the VCO neuron in (B). (D) and (E) Firing patterns
of another VCO neuron when the model is run using velocity input from a rodent trajectories recorded
by Sargolini et al. (2006).
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Figure 3.17: Comparison between firing patterns of simulated neurons and real neurons. Each
row corresponds to a different neuron and shows its spiking activity (first column), a rate map obtained
via a kernel density estimation (KDE) on the spiking data normalizing by visitation frequency (second
column), a spatial autocorrelogram (third column), and directional tuning curves (last column). (A) A
real head direction cell, data from Sargolini et al. (2006). (B) A simulated band cell from a population
(with encoders that pick out individual Fourier components) encoding an SSP without path integration.
(C) An example of a neuron from a VCO population in the SSP-PI model.
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3.5. Temporal integration

3.5 Temporal integration

We have focused primarily on the SSP encodings of the physical space, but these representations
can be used to embed any continuous variable in a high-dimensional VSA space. For example,
we can represent time in addition to self-location:

Px(1),1) = Popace(X(£)) ® Prime(t) = F ' { OO} (3.33)

where b € R? is the phase vector used to encode time, @space and Pyime are the SSP maps for
space and time, respectively. Since the rate of change of time is constant, integration of such
an SSP can be accomplished by simply adding baseline frequencies (proportional to b) to each
oscillator. Baseline oscillations are frequently used in OI models and could correspond to
hippocampal theta oscillations — but these are not necessary for integrating ¢(x(t)) alone. *°

Furthermore, since bundling can be used to represent multiple SSPs and SPs in a compressed
fashion, we can encode trajectories:

O(t) = /_t d(x(7),t — 1)dr. (3.34)

The result, ®(t), represents the past history of the variable x in a high-dimensional vector
space. The location along the trajectory 7 seconds in the past can be approximately recalled by
querying this vector: ¢(x(t — 7)) = O(t) ® F* {eib’ } This compressed representation will
gradually become less accurate as more information is added.

The dynamics of this trajectory representation are given by
d(t) = F 1 {ib} ® O(t) + P(x(t)). (3.35)

The time of all locations stored in the vector are continuously shifted as new locations are
added. Circular convolution of %' {ib} and ®(¢) is equivalent to multiplying ®(¢) by a circulant
matrix constructed from the vector %! {ib}, and so this is a linear time invariant (LTI) system.
In fact, this system has the same dynamics matrix as the Modified Fourier memory system
introduced in Stockel (2022), which is a near-optimal compression of streaming temporal data.

The dynamics in Eq. (3.35) can be realized with fixed frequency oscillators that take
F {p(x(t))} as input:

Re F {®}, ReF{®}, | [ReF{g},

ImF{®}| [0 —b, 1| Im&F {®}, Im F {¢},
d Re F {®}, by 0 Re F {®}, Re F {¢},
— | ImF {®}, | = 0 —b, ImF {®}, |+ |ImF {4}, |. (3.36)
dt : b, 0 : :

Re F {®}, || Re F {®}, Re F {¢},

Im%F {®},| |ImFF {0}, | ImF {4},

9Tn Orchard (2015), it is shown that theta oscillations are not strictly necessary for path integration in OI
models.
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Figure 3.18: Trajectory representation via temporal integration of SSPs. Path integration is
performed on a 2D path (the black line in B). The output of the path integrator is fed into a temporal
integrator, with dynamics given by Eq. (3.34). (A) Two panels show the x-dimension of the trajectory
output at different points (indicated by black stars) over the simulation time. The output ®(¢) is
visualized by a contour plot of its similarity with SSP representations across x-space. This is analogous
to a probability distribution of the x position at different points in the past (see Section 2.4.4). (B) The
2D trajectory estimate, decoded from ®(¢) at the end of the simulation, as a blue line that fades with
how far the estimate is into the past.

Figure 3.18 shows the output of an SNN that realizes these dynamics to maintain a trajectory
memory. The encoded SSP memory ®(¢) is constantly updated by the recurrent neural network
that approximates Eq. (3.34). To interpret ®(t) at two points in time, we use shading to indicate
the similarity between ®(¢) and the ideal SSP for that location in the graph. Darker shading
can be interpreted as a higher probability that the trajectory was at that location at that point
in time according to the integrator memory:.

3.6 Discussion

In this chapter, we explored the application of SSPs in modelling biological representations and
computations, specifically showing that SSPs can model grid cells for more accurate location
decoding compared to random SSP projections and direct space encodings. Furthermore, we
have derived the dynamics of SSP representations and used these to build an SNN model of
path integration.

3.6.1 Performance of SSP-PI

The SSP-PI model accurately integrates velocity cues in both 2D and 3D and generalizes
to higher-dimensional spaces without requiring changes in the structure of the network or
connection weights. Consider two SSP representations of different variables, x(¢) € R™ and

76



3.6. Discussion

y(t) € R? where p = m. SSPs can be constructed to map to a space of size d in both cases,
but different phase matrices are used. In either case, the dynamics of the SSPs are given by
Eq. (3.26). Thus, the same set of VCOs can model the dynamics of ¢,(x(t)) and ¢, (y(t)); the
only difference between their dynamics is the calculation of the control frequencies, ;. These
frequencies are input to the path integrator, with incoming synaptic weights performing the
linear transformation from self-motion to frequencies. The same path integrator network
can receive input from multiple sources, and synaptic gating may be used to switch between
localization in different dimensional spaces and coordinate frames.

For instance, an animal could flexibly switch from 2D to 3D PI when moving between
land and water or air. Similarly, a PI network could be adapted for non-spatial tasks. For
example, time perception might leverage a PI model where an internal state, representing an
estimate of elapsed time or duration, is updated based on contextual “velocity” signals (e.g., task
difficulty or attention level). Alternatively, a PI model could be applied to music perception,
updating a “position” along a scale or rhythm in response to tempo and tonal progression. A
general-purpose network for maintaining internal estimates of dynamic variables, whether
spatial or non-spatial and regardless of dimensionality, is broadly useful.

While the SSP-PI model can integrate accurately, the error incurred depends substantially
on the frequency content of the velocity data and, to a lesser extent, the number of neurons
used in recurrent populations. Furthermore, the characteristics of the error behaviour of
SSP-PI are interesting. Errors in the model do not typically manifest as slow drift; instead, path
estimates begin to jump wildly due to the constructive interference of plane waves creating
new peaks.

Additional error correction mechanisms are required for long-term and stable self-location
encoding. Such mechanisms could incorporate external cues (explored in the next chapter) or
additional ‘clean-up’ via grid cells (Bush et al., 2014). The need for error corrections is expected
since all noisy path integrators accumulate error over time. This is true for both models and
animals. OI models are typically accurate on a time scale of seconds to a few minutes (Zilli
et al., 2009), while spiking CANN models can remain stable for 1-10 minutes and non-spiking
CANN models can remain stable for 10-30 minutes (Burak et al., 2009). Rodents can perform
path integration for minutes to tens of minutes even when external cues are limited (Hafting
et al., 2005; Chen et al., 2016; Dannenberg et al., 2020).

3.6.2 Biological realism of SSP-PI

The VCO populations of SSP-PI consist of spatially sensitive neurons, but these neurons do not
resemble place or grid cells. Each population represents a single Fourier coefficient of the SSP
and its frequency (derived from velocity). This results in neurons with conjunctive sensitivity
to heading direction, speed, and spatial position (in a periodic fashion, resembling a plane
wave). Their firing patterns are velocity-dependent bands or stripes, as predicted by most OI
models (Burgess et al., 2007). The SSP-PI model can be modified to use grid cells instead of

77



Chapter 3. Grid Cells & Path Integration

band cells, as done in OI models that couple VCOs (Burgess, 2008), but this results in poorer
performance. However, note that grid cells have been effectively utilized in CANN models for
highly accurate path integration (Burak et al., 2009), and we have not implemented coupling
mechanisms to fully exploit the grid structure. Still, our results suggest that independent VCOs
are better suited for generalizing path integration across spaces of varying dimensionality and
different SSP parameterizations.

Although grid and place cells have been well documented and studied, band cells have not.
Band-like cells, or ‘stripe cells’, exhibit periodic firing patterns in bands or stripes. There is
evidence that such neurons may exist. For example, in Krupic et al. (2012), cells with elongated
band-like firing fields were observed when the animals were in specific environments, although
the grid cells were more stable. In Welday et al. (2011), neurons with periodic firing patterns
(theta cells) with speed and directional tuning were observed in a high proportion of recording
sessions in the anterior thalamus and at least half of their recording sessions in the medial
septum and hippocampus.'! More recently, Abad Perez et al. (2024) reported band-like cells
in the mouse subiculum. This growing body of evidence suggests that the band cells in the
SSP-PI and other OI models are not necessarily biologically unrealistic.

Furthermore, the conjunctive tuning of band cells in SSP-PI to speed and direction (required
for implementing a controlled oscillator in the NEF) affects their appearance. We find that on
natural paths the banded spatial pattern is not readily discernible while the heading direction
sensitivity is (see Figure 3.16 and Figure 3.17). The band-like nature of such cells is most
apparent in environments with strong correlations between heading direction and location,
such as the spiral maze in Figure 3.16.

We hypothesize that neurons in deeper layers of the MEC categorized as conjunctive
head direction cells may in fact have spatially periodic tuning curves and that such neurons
are responsible for path integration. The deeper layers of the MEC receive input from the
hippocampus and many cortical areas and project to the superficial layers of the MEC, where
‘pure’ grid cells are primarily found. These layers project back to the hippocampus via the
trisynaptic and monosynaptic pathways. Grid cells may act as a clean-up step, in which addi-
tional attractor dynamics are used to produce a single valid SSP from VCO output (e.g., ‘picking
out’ a single peak from Figure 3.11), as well as providing an efficient basis for downstream
decoding of place cells and the association of spatial context and memory.

3.6.3 Relation to prior PI models

The SSP-PI model is quite similar to many existing PI models, combining features of both
CANN and OI models. In OI models, position is encoded by the phase differences of VCOs.
The dynamics of SSP components in the Fourier domain are exactly those of VCOs. CANN
models assume a particular form of recurrent connectivity and periodic boundary conditions,

"The anterior thalamus projects onto the hippocampus and Neurons in the medial septum release neuro-
transmitters that modulate the neuronal activity of the entorhinal cortex (EC).
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resulting in a circulant recurrent weight matrix. One can model a velocity signal as either
an input that directly shifts the activity bump or as a signal that modulates the recurrent
connections. Similarly, SSP dynamics can be described as continuous binding or circular
convolution — in other words, continual multiplication with a circulant matrix derived from
velocity. Furthermore, we have added attractor dynamics to SSP-PI to constrain its output to
the toridal space of unitary vectors. This makes the SSP-PI a variety of CANN, with a unique
nonlinear attractor.

A more recent model explored PI based on fractional binding of Fourier Holographic
Reduced Representations (FHRRs) with hexagonal-structure, using an attractor network (Kymn
et al., 2024). Although this model shares similarities with the approach in this chapter, SSP-PI
precedes Kymn’s model and demonstrates PI over long durations in both 2D and 3D spaces
includes notable extensions.

Path integrators have been extensively researched, and their mechanisms are well estab-
lished and have been repeatedly re-derived and rediscovered. The main contributions of the
SSP-PI model, compared to previous work, include the use of nonlinear oscillators to enforce
additional structure on the attractor, and the demonstration that mechanisms underlying OI
and CANN models are equivalent to fractional binding, reinterpreting the grid and place cell
activity as encoding SSPs.

This reinterpretation connects the brain’s encoding of continuous variables to a specific
VSA. Furthermore, situating the brain spatial code within the SPA framework has important
theoretical and practical benefits. With this viewpoint, it is easy to see how the output of a
neural path integrator may be used in various downstream tasks. The model can be extended
to include time and construct trajectory memories, as shown in Section 3.5. Location encodings
can be bound with symbol-like representations of objects, landmarks, features, or context.
Moreover, it enables the integration of the model with pre-existing neural SPA models of
cognitive functions, including associative memory (Stewart et al., 2011), serial memory (Choo
et al., 2010), working memory, action selection, and decision-making (Stewart et al., 2010a).

3.7 Conclusion

We have proposed a model of path integration derived from SSP representations of space. This
extends VSAs to support path integration and extends the representation of path integrator
output to support binding with symbol-like representations. We believe that coupling low-level
neural models with cognitive architectures in this manner is critical for building sophisticated
models of biological cognition. The activity of hippocampal neurons has provided valuable
insight into how the brain represents space, but does not reveal its underlying algorithms, such
as PI. By constructing a path integrator out of spiking neurons, we have linked the activity of
spatially sensitive neurons to a symbolic description of PI using SSPs.

Although the model we propose here is simple, it provides a new, scalable means of
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integrating discrete symbol-like and continuous representations in a spiking neural substrate.
However, integration with sensory input is critical for error correction, and we have yet to
demonstrate the binding of PI output with other representations to, for example, construct
cognitive maps.
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Chapter 4

Simultaneous Localization & Mapping

We shall argue that the hippocampus is the core of a neural memory system providing an
objective spatial framework within which the items and events of an organism’s experience
are located and interrelated.

— JouN O’KEEFE AND LYNN NADEL
The Hippocampus as a Cognitive Map

Summary

This chapter extends the SSP-PI model to develop SSP-SLAM, a semantic spiking SLAM system that
integrates a path integration network with an associative memory network for environment mapping.
By leveraging SSPs and Semantic Pointers, SSP-SLAM represents spatial and semantic information to
create queryable cognitive maps, which are used to correct drift in path integration. Tested in both 2D
and 3D environments, SSP-SLAM demonstrates improved localization accuracy over SSP-PI through
its error correction mechanisms. Additionally, the model is evaluated on a neuromorphic hardware
emulator, showcasing its potential for deployment on energy-efficient neuromorphic systems, paving
the way for biologically plausible and resource-efficient SLAM systems.

Material in this chapter from prior publications

The text and material in this chapter were adapted from Dumont et al. (2023a), originally published in
Frontiers in Neuroscience.
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4.1 Introduction

Simultaneous localization and mapping (SLAM) is the computational process of keeping track of
one’s location while navigating an unknown environment and, simultaneously, creating a map
of the environment. Accurate localization is required for building a metric map from egocentric
observations, but, as we saw in the previous chapter, errors in localization accumulate when
relying solely on internally generated signals or self-motion cues. An allocentric environment
map can be used to correct these errors via loop closure, making localization and mapping
interdependent processes (Figure 4.1). SLAM is a core problem in mobile robotics, particularly in
applications where high-precision GPS data is not available, such as in autonomous underwater
vehicles or planetary exploration (Kim et al., 2013; Palomeras et al., 2019; Geromichalos et al.,
2020).

Biological systems have evolved to solve exactly these problems. Animals are capable of
navigating in novel environments, deducing their current location, and retracing their steps.
While path integration (PI) plays a role in these functions, landmark navigation depends on
other processes that use external stimuli (Griffin et al., 1998; Etienne et al., 2004; Fischler-Ruiz
et al., 2021). The hippocampus has been identified as a key region where information from PI
and external sensory landmarks are potentially integrated to build cognitive maps and provide
corrections to self-location estimates, much like SLAM systems in robots (Save et al., 2000;
Li et al.,, 2017). In fact, Safron et al. (2022a) have characterized the hippocampal-entorhinal
system as “the most sophisticated of all biological SLAM mechanisms.”

While SLAM is a well-studied problem, and modern mobile robots are capable of performing
SLAM, animal navigational abilities are still superior; they are more robust, efficient and
adaptive. Animals can use information from multiple sensory modalities (e.g., visual, olfactory,
auditory, magnetoreception, and idiothetic cues) for navigation and correction. Additionally,
animals are able to navigate and map their environment in real-time using power-constrained
computational resources, which is something that robots are still not able to achieve. Brains
are far more energy efficient than the GPUs or CPUs used to execute typical SLAM algorithms
— the brain consumes around 20 Watts of energy while a single modern graphics card requires
around 350 Watts. Some researchers, taking inspiration from biology, have developed SLAM
algorithms that are optimized for online processing and that can run on resource-constrained
platforms. For instance, neuromorphic hardware — designed to mimic the functionality of
biological spiking neural networks (SNNs) - is particularly well-suited for resource-constrained
computing because it is designed to be energy-efficient and can perform brain-like computations
using minimal resources (Bersuker et al., 2018; Thakur et al., 2018; Rathi et al., 2021).

Hippocampus research has influenced the development of a category of biologically-
inspired SLAM models, including RatSLAM (Milford et al., 2004), DolphinSLAM (Silveira
et al., 2015), and NeuroSLAM (Yu et al., 2019), among others. Some of these models have
demonstrated performance comparable to contemporary state-of-the-art models. However,
this is still an active area of inquiry, with questions remaining regarding scalability, biological
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Figure 4.1: A diagram illustrating simultaneous localization and mapping (SLAM). An es-
timate of self-location is maintained and used to record landmark locations. When landmarks are
re-encountered, the discrepancy between the observed and recalled landmark location is used to
correct the self-location estimate (“loop closure”). Details regarding self-location updates, the form of
observations, and the loop closure computation vary among particular SLAM algorithms.

plausibility, and deployability on neuromorphic hardware.

In this chapter, we take inspiration from cognitive science as well as neuroscience to develop
a novel spiking neural network SLAM system, called Spatial Semantic Pointer (SSP)-SLAM,
built using the Semantic Pointer Architecture (SPA) and SSPs. The SPA allows us to represent
and compose neural representations of symbols (such as landmark identity) and continuous
variables (such as locations) and thus construct environment maps. These maps are core to the
functioning of SSP-SLAM, as they integrate semantic information, while being combined with
the SSP-based path integrator. The resulting model provides the following contributions:

« We propose and implement a novel spiking neural network SLAM model. Additionally,
we demonstrate that the model can be run on an emulator of Intel’s Loihi neuromorphic

chip.

« Our model is constrained to only use quantities that are known to be represented in
hippocampal-entorhinal system, including the spatial information encoded by head
direction cells, object vector cells, place cells, and grid cells. Furthermore, biologically
plausible, Hebbian-like learning rules are used to learn an environment map in the form
of an associative memory.

« We explore compositional semantic map representations using the SPA and the principles
of Vector Symbolic Algebras (VSAs) more broadly. We demonstrate how such maps
can be queried post-training to recall what landmarks were in particular areas, recall
where landmarks belonging to certain categories or with certain features are located,
and compute the vector between self-location and landmarks in memory.

The structure of this chapter is as follows. In Section 4.2, we review past research on
biologically-inspired SLAM systems. The complete SSP-SLAM model is presented in Section 4.3.
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It combines the path integrator model introduced in Section 3.4 of Chapter 3 and an associative
memory approach to cognitive mapping. Following this are results and discussion in sections 4.4
and 4.5.

4.2 Background

4.2.1 Neuroscience

Animals have access to a plethora of external sensory information, such as visual landmarks and
odour trails. Such multi-sensory information is used in conjunction with path integration to
create cognitive spatial maps of environments - the binding of spatial and non-spatial features.
Animals use such cognitive maps to keep track of food locations, compute novel routes to goals
(Tolman, 1948), and encode distance and paths to goals (Howard et al., 2014). Additionally,
cognitive maps and external cues are required for accurate localization and navigation. For
example, Fischler-Ruiz et al. (2021) found that rats could not accurately navigate distances
over 2m on a virtual linear track using path integration alone. However, they could navigate
and maintain stable place cell fields when sparse odour landmarks were added.

Several areas of the medial temporal lobe likely contribute to environment mapping and
place recognition for loop closure (Figure 4.2). The parahippocampal cortex, which surrounds
the hippocampus, processes information from the visual cortex and other sensory areas and
is involved in landmark and scene encoding and recognition (Epstein et al., 1998; Aminoff
et al., 2013). Spatial view cells, which respond when an animal looks at a specific region
of an environment regardless of its location, are found in both the parahippocampal gyrus
and hippocampus (Feigenbaum et al., 1991; Rolls et al., 1997). Additionally, the hippocampus
associates landmarks and sensory cues with location, containing place cells that respond to
features and landmarks - both distal and local (Knierim, 2002). It also contains boundary vector
cells that fire when an animal is at a given distance and direction from any wall or environment
boundary (Lever et al., 2009), and landmark vector cells that fire when an animal is at a given
distance and direction from a particular landmark or type of landmark/object (Deshmukh et al.,
2013). Similar neurons, called object vectors cells, are found in the medial entorhinal cortex
(MEC), though these fire independently of object identity (Hoydal et al., 2019).

Neurons across various regions of the medial temporal lobe thus encode allocentric spatial
information, forming an environmental map that may be used in relocalization, i.e., for SLAM.
Environmental boundaries and familiar landmarks/objects help in realigning an animal’s
internal map with physical space. Jayakumar et al. (2019) demonstrated that rats could correct
their internal maps when presented with consistent external landmarks, even after long periods
of disorientation. Moreover, the integration of multi-sensory cues, such as combining visual,
auditory, and olfactory information, further refines spatial awareness and reduces navigational
errors (Wang, 2016). Some work has reported correction in the form of resetting self-location
estimates (Zhao et al., 2015; Harootonian et al., 2022), while others have observed estimate
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Figure 4.2: Anatomy of the medial temporal lobe. (A) Connectivity within the medial temporal
lobe, which includes the parahippocampal cortex, perirhinal cortex, entorhinal cortex, and hippocampus.
Note that the parahippocampal region and hippocampal formation overlap in this figure; the entorhinal
cortex is part of the parahippocampal region and is sometimes included in a broader definition of
the hippocampal formation. Both the parahippocampal and perirhinal cortices project to the medial
and lateral entorhinal cortices. However, the parahippocampal cortex — involved in processing spatial
context and landmark encoding (Eacott et al., 2005; Brown et al., 2010; Marchette et al., 2015) - projects
most strongly to the MEC, and the perirhinal cortex — involved in processing object-related information
(Clarke et al., 2014) — projects strongly to the lateral entorhinal cortex (LEC; Witter et al., 2017). Figure
adapted from Weilbacher et al. (2016). (B) An anatomical MRI of a human brain, with certain regions
of the medial temporal lobe highlighted. Figure adapted from Libby et al. (2012).

shifts through reliability-weighted averaging (Chen et al., 2017; Harootonian et al., 2022).

4.2.2 Models of neural mapping and SLAM

There are many models of spatial mapping and memory formation in the hippocampal forma-
tion. Associative learning between latent representations of self-location and environmental
cues — often using Hebbian principles — is frequently introduced in PI models to correct drift,
enabling stable and accurate localization. In some cases, associative learning is used to store a
cognitive map in the connections between place or grid cells and populations representing
landmarks (Burgess et al., 1994), local views (Samsonovich et al., 1997), or environment bound-
aries (Barry et al., 2006; Hardcastle et al., 2015). Other models introduce a further level of
flexibility by representing space through hidden state sequences derived from sensory inputs,
allowing them to differentiate contexts even when observations are similar. For instance, the
Clone-Structured Cognitive Graph (George et al., 2021) and Tolman-Eichenbaum Machine
(Whittington et al., 2020) are two examples; these models represent environments as dynamic,
context-sensitive graphs, with nodes representing spatial or relational states and edges captur-
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ing transitions or sequential context. By structuring cognitive maps as latent graphs, these
models support generalization across both spatial and abstract domains. Most pertinent to our
work however, is past work on biologically inspired SLAM systems.

The development and implementation of SLAM algorithms for mobile robots has garnered
significant attention. These approaches generally involve recursive Bayesian estimation,
implemented using methods such as Kalman Filters (Smith et al., 1990; Brossard et al., 2018)
and Particle Filters (Montemerlo et al., 2002; Sim et al., 2005). The uncertain self-location
estimate is represented as a probabilistic distribution over possible robot poses (position
and orientation). This representation can take various forms, including the parameters of a
Gaussian distribution, a set of particles, a graph structure, or, in one instance, through Random
Fourier Features (RFFs) (Kapushev et al., 2021). The form of the environment map in these
algorithms also varies — some models use occupancy grids to capture the geometry of the
environment (Stachniss et al., 2004; Bircher et al., 2016), while others use graphs to represent
topological maps (Thrun et al., 2006; Stinderhauf et al., 2012).

In recent years, researchers have focused on incorporating semantic information into SLAM
systems, using deep artificial neural networks, particularly convolutional or recurrent neural
networks for object detection and semantic segmentation. The use of semantic information
in SLAM has been found to improve the performance and robustness of robot localization
(Frost et al., 2016; Stenborg et al., 2018; Bowman, 2022). Furthermore, robots equipped with
semantic SLAM have the potential to perform higher-level tasks, such as creating routes based
on human instructions that refer to objects within their environment.

Concurrently, an alternative approach to SLAM, drawing inspiration from the brain, has
continued to develop novel algorithms with the goal of improving the efficiency and robustness.
In this line of research, neural models of PI are used for localization (Milford et al., 2004; Milford
et al., 2016; Silveira et al., 2015; Yu et al., 2019). The seminal application of neural-inspired
methods to SLAM is RatSLAM, in which visual odometry is used to drive a continuous attractor
neural network (CANN; Milford et al., 2004; Milford et al., 2016). The CANN consists of “pose
cells” (similar to the place and head direction cells found in the hippocampal formation) and
maintains an estimate of self-location and orientation. Sensor data is processed outside the
neural network to create a template array." When a new template is observed, a new “local
view cell” (similar to spatial view cells found in the hippocampus) is added to the network.
The population of these cells is sparsely connected to the CANN, with associations learned
with Hebbian rules. Additionally, a graph is constructed and updated with a graph relaxation
algorithm online to create a topological environment map. Its nodes store experiences, which
contain pose and local view cell activity vectors along with estimated pose.

While RatSLAM and many other biologically-inspired SLAM algorithms draw on findings
in neuroscience, they are not intended as biologically-plausible models of cognitive mapping.
For instance, the graph relaxation algorithm is not neurally implemented - though some SLAM

'Typically visual input is converted to an intensity profile vector, however other forms of template arrays are
admissible.
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Figure 4.3: The SSP-SLAM model. Output of the localization module is used (along with the egocentric
feature locations encoded by the object vector population) to train an associative memory network,
which can be thought of as an environment map. The output of this map is, in turn, used for error
correction of the Pl model. Note that, while this shows only a single association network (the one
required for loop closure), other association networks may be trained concurrently (e.g., maps from
location to features) as is done in Section 4.4.1. In this diagram, blue blocks denote neural populations,
orange blocks are error populations, and orange ® icons are circular convolution networks. Solid lines
indicate neural projections and dashed lines indicate a modulatory effect on a set of synapses.

models use only the associative network as their map (Tang et al., 2019; Kreiser et al., 2020b).
However, to our knowledge, no biologically plausible SLAM algorithm has yet used semantic
or compositional representations for mapping. VSAs, which link symbolic representation
with neural implementation, combined with SSPs, provide a suitable framework for modelling
semantic SLAM in spiking neural networks, and we employ this approach in this chapter.

4.3 SSP-SLAM model

In this section, we develop a spiking neural network SLAM model using semantic pointers,
SSPs and the Neural Engineering Framework (NEF). The model, SSP-SLAM, consists of six main
neural populations, grouped into four modules, that provide all the necessary functionality
(Figure 4.3).
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« Localization module

— Path integrator (SSP-PI): A network maintaining an allocentric self-location estimate,
represented as an SSP, $(x(t)), that is dynamically updated using a velocity signal.
Specifically, this is a recurrent neural network, consisting of many sub-populations
representing controlled oscillators.

— Grid cell population: A population representing a ‘cleaned-up’ version of the SSP
self-location estimate, ¢(x(2)).

+ Landmark perception module

— Object vector population: A population that encodes the SSP representation of
distances and directions to landmarks and environmental features in view - i.e., an
egocentric representation of feature locations.

— Object location population: A population that performs circular convolution to
obtain an allocentric SSP representation of feature locations.

« Environment map module

— Associative memory network: A network that learns a mapping between landmarks
and locations using the biologically plausible prescribed error sensitivity (PES) and
Voja learning rules.

« Loop closure module

— Map estimate population: A population that performs circular convolution to obtain
an alternative estimation of self-location using the environment map. This provides
corrections to the path integrator.

Each element of the SSP-SLAM model is described in more detail below.

4.3.1 Localization Module

The localization module consists of the SSP-PI model introduced in Chapter 3, together with
a population of grid cells. The output of the PI network is an SSP estimate of self-location,
éS(x(t)) However, this estimate will become noisy over time, eventually leaving the manifold
of SSPs and hence requiring some sort of projection back to the SSP space. Consequently, a

‘clean up’ operation is required to improve its performance.

We use the projection to grid cells to perform this clean up. Recall as described in Sec-
tion 2.4.4, SSPs can be used to construct probability distributions. Here, the PI network
is initialized to encode the SSP ¢(x(0)), from which a prior probability distribution can be
computed. At every simulation timestep, this belief state is updated according to the dynam-
ics given in Eq. (3.28). Then, the probability density of the agent being at a location x is
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4.3. SSP-SLAM model

f(fc) = (¢(x) - g?)(x(t)) — &)*, where & is a normalization constant. The position estimate of
the PI model is taken to be the x that maximizes this probability, i.e., the maximum likelihood
estimate (MLE). The SSP representation of the MLE, ¢(x), is computed as a part of the ‘clean-up’
process and supplied to the grid cell population.

4.3.2 Landmark Perception Module

In the SSP-SLAM model, the agent not only receives a self-velocity signal as input, but addi-
tionally receives observations of its local environment. The construction of SNNs that use raw
sensory data to recognize objects and estimate their displacement from the observer remains
an active area of research. For example, Osswald et al. (2017) presented an SNN model and
neuromorphic demonstration of stereo-correspondence in 3D space. Spiking neural algorithms
for object detection (Kim et al., 2020a) and place recognition (Hussaini et al., 2022) have also
been developed. Moreover, deep learning has proven to be highly successful in computer
vision tasks such as semantic segmentation (Lateef et al., 2019), and these pre-trained artificial
neural networks can be converted to spiking neural networks (Cao et al., 2015; Hunsberger
et al., 2015). However, visual processing of raw sensory data is outside the scope of this thesis.
Instead, we assume that information regarding distance to landmarks and landmark identity is
provided directly as input to SSP-SLAM.

Specifically, we let {B;, B, ... } be a set of Semantic Pointers (SPs) that represent features or
landmarks in an environment, at locations {x;, x,, ... }. The SSP representation of the vector
from the agent to each landmark within the agent’s field of view, #(x; — x(t)), is given as input
to SSP-SLAM. The neurons in this population have activity patterns like those of object vector
cells (OVCs) in the MEC, so we call the population the OVC population. The output of the path
integrator and OVC populations are bound together to compute allocentric features locations,
&(x(t)) ® P(x; — x(t)) = (}S(xi) =~ ¢(x;). This is stored in the object location population.

X Like the SSP estimate of self-location, the allocentric SSP estimate of an landmark location,
¢(x;), can be converted into probabilities. The probability density of landmark B; being at a
location x is f(¢(x) - #(x;)) (where f is a function that converts similarities to probabilities as

described in Section 2.4.4; see Figure 4.6 for examples).

4.3.3 Environment Map Module

In SSP-SLAM, an environment map is stored in the weights of a heteroassociative memory
network. We use an existing SNN model of heteroassociative memory, presented in Stewart
et al. (2011) and adapted for online learning by Voelker et al. (2014).

The memory network architecture consists of two neural populations (Figure 4.4). The
first receives some input and projects to the second population - the transformation is trained
online to map input-output pairs. The PES learning rule, given in Eq. (2.20), is used to train the
decoders (i.e., the outgoing synaptic weights) of the first population. Concurrently, the Voja
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Figure 4.4: Diagram of the heteroassociative memory model, used as the environment mapping
module of SSP-SLAM.

learning rule, given in Eq. (2.21), is used to modify the encoders of the first population. This
shifts neuron encoders to be more similar to the input they receive. The Voja learning rule
sparsifies and separates activity in the population, which helps prevent interference.

Voelker et al. (2014) analyzed this heteroassociative memory model and found good storage
capacity and scaling — with 2500 leaky integrate-and-fire (LIF) neurons in the first layer and
input-output vectors of size d = 128, the model was able to correctly recall® over 90% of the
values stored in memory after training on 150 associations. It correctly recalled 80% of the
values stored in memory after training on 250 associations (Figure 4 of Voelker et al., 2014).

In SSP-SLAM, this heteroassociative memory network is used to map representations
of features (e.g., objects, landmarks, barriers, colours, etc.) in the agent’s field of view to
the current estimate of those feature’s locations as SSPs, g;ﬁ(xi), obtained from the landmark
perception module. Notably, these environmental features can be structured representations.
For example, vector representations of a colour, smell, and shape can be bound or bundled
together to create a multi-sensory landmark. Using such representations, complex semantic
environment maps can be learned.

Other mappings can also be learned. For example, a network can be trained to map feature
locations ¢(x;), to feature symbols. Or, alternatively, a mapping from feature locations to
feature symbols bound with their location, ¢(x;) ® B, can be learned. Given an SSP input

2Correct recall was defined in Voelker et al. (2014) to be recall with a root mean square error (RMSE) < 0.02.
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Figure 4.5: Diagram of the loop closure module of SSP-SLAM.

that represents the whole area of an environment, the network will approximately recall
Y. #(x;) ® B;, and so a single vector representation of a complete map can be recovered. We
demonstrate a variety of these mappings and explore their accuracy in Section 4.4.1.

4.3.4 Loop Closure Module

The combination of the SSP-PI model and the associative memory network (for environment
mapping) provides the core components of a SLAM system. As landmarks are discovered, their
perception drives the training of a memory network. When landmarks are re-encountered,
the past estimate of their location is recalled by the memory network. This might be different
than the current estimate of their locations computed in the object location population, due to
errors accumulating in the PI computation. The difference in estimations is used to correct
the PI model, but only when the similarity between estimates exceeds a threshold 7yes = 0.2
(Figure 4.5). This ensures that corrections are not made before the environment map is
learned or with estimates obtained from incorrect landmarks with similar features but different
locations.

4.4 Results

4.4.1 Querying maps

In this section, we focus on a single example environment to demonstrate map querying
and accuracy in SSP-SLAM. As shown in Figure 4.6A, we use a simple 2D environment that
contains four point landmarks (a blue square, blue triangle, orange square, and orange triangle)
as well as a wall region. To provide a path, we generate a random, frequency-limited trajectory
through the environment and use finite differences to obtain velocities along the path. The
velocity input signal is represented by a spiking neural population, introducing noise to the
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Figure 4.6: (A) An example 2D environment consisting of four point landmarks (blue and orange
squares and triangles) and a wall region. An agent transverses a 60 second long trajectory through the
environment (the black line, starting at the star). The agent has a limited field of view. The grey circles
around landmarks indicates the distance at which the landmark is visible to the agent. SSP-SLAM is
used to estimate the agent’s location and learn a map of this environment. (B-E) The environment
map network, trained to map features to locations, is probed at the end of the simulation. Plotted are
the similarity maps obtained from these probes along with ground truth locations plotted in black. In
(B), the location of the blue triangle is recalled by passing in BLUE @® TRIANGLE to the environment
map network. The heat map shows the similarity of the output of the network to SSPs representing
points over the 2D, capturing the probability over locations. (C) The recall of the location of all blue
landmarks, plotted as a similarity map. (D) The recall of the location of all triangle landmarks, plotted
as a similarity map. (E) The recall of the wall area.

signal. Model parameters used in this and subsequent experiments in this chapter are listed in
Appendix C.

The environment map network is trained to map SPs representing environment features
to the feature locations as SSPs. Given the map in Figure 4.6, it ideally learns the following
associations:

BLUE ® SQUARE — ¢([—0.2,0.2]), BLUE ® TRIANGLE — ¢([0.6,0.2]) (4.1)
ORANGE &® TRIANGLE — ¢([0,—0.6]) ORANGE ® SQUARE — ¢([—0.6,—0.1]) (4.2)

WALL — /11/_095 o(x, y)clxdy+'/11[095 d(x, y)dxdy (4.3)

where BLUE is a semantic pointer representing the colour ‘blue’, SQUARE is the semantic pointer
representing the shape ‘square’, etc.

At the end of the simulation, the actual mapping learned by the environment map network
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Figure 4.7: Results from querying different associative memory networks, trained on the
environment in Figure 4.6A. (A-B) The association network mapping features to locations is queried
over the course of training to compute estimates of the vectors between self-location and landmarks.
Each feature B; is passed through the network to obtain a recollection of its location, g;S(JAci), which
is bound with the model’s self-location estimate to obtain g?)(xl- — x(t)). (A) The cosine similarity
error between the estimate of the SSP vector to landmarks in memory and the ground truth over
the simulation time t. (B) The distance between the MLE obtained from qAS(xi — x(t)) and the ground
truth vector between self-location at time t and landmark locations, x; — x(t). (C-D) The association
network that instead maps locations to features is queried at the end of the simulation. (C) The 2D
environment and a query area (the dark grey shaded region). The SSP representing the query area
is given as input to the location-to-features associative memory network. (D) The similarity of the
output of the associative memory network to all object SPs in the environment.

is probed. The locations of particular point landmarks are recalled by feeding in SP input,
e.g.,BLUE ® TRIANGLE as shown in Figure 4.6B. Additionally, the map is queried for locations
of all landmarks sharing certain characteristics. For example, in Figure 4.6C the locations of all
blue landmarks is queried by giving the network input BLUE ® (SQUARE + TRIANGLE).

The recalled landmark locations can be used in various downstream computations. For
example, we compute the vector between the model’s self-location estimate to all recalled land-
mark locations. The output from querying the environment map network for each landmark’s
SSP location, c}ﬁ(xi), is combined with the output of the localization module to compute these
vectors over the simulation run time. This is done by taking the inverse of the SSP output of
the localization module, ¢(x(¢))™!, and binding it with recalled locations from the associative
memory, ¢(x(¢))! ® &S(xi) = g?)(x,- — x(t)) = ¢(x; — x(t)). This produces an estimate of the
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vector distance between the agent and landmark i — a useful quantity for navigation. The
error in this computation is plotted in Figure 4.7A-B. At the beginning of the simulation, the
environment map has not yet been learned and so the output &(xi — x(t)) is inaccurate. After
an item has been encountered, the error drops and remains low over the entire simulation.

An associative memory that maps landmark location SSPs to landmark SPs is also trained
in this experiment. After learning, SSPs are passed into this network to recall the SPs repre-
sentation of landmarks or features at particular locations or over particular areas. An example
of querying an area is shown in Figure 4.7C-D.

4.4.2 Replicating neural activity patterns

The activity patterns of spiking neurons in various components of the SSP-SLAM are presented
and shown to capture the classes of hippocampal complex cells discussed in Section 4.2.1. We
run SSP-SLAM on a 150 second path, recorded from a rodent by Sargolini et al. (2006), with
ten landmarks at random locations added to the environment for our experiment. Spike trains
are recorded from neurons in the PI network, grid cell population, object vector population,
and the associative memory network during the simulation. Activity patterns from example
neurons are shown in Figure 4.8.

In Figure 4.8A, we see that a neuron in the grid cell population indeed has hexagonal-
patterned activity, as expected. However, this pattern deteriorates when using SSP-PI alone.
The corrections computed using the trained environment map module ensure the pattern’s
stability. This environment map is learned by modifying the outgoing connection weights
in the associative memory population using the PES rule, while the Voja learning rule is
used to modify the encoders of the associative memory population. Learning thus results in
neurons developing selective sensitivity to particular encountered landmarks, similar to some
hippocampal place cells (Geiller et al., 2017; Kim et al., 2020b), as shown in Figure 4.8C. In
Figure 4.8B, the activity of a neuron in the object vector population is shown and, as expected,
its activity is like that of the object-vector cells of the MEC.

4.4.3 Localization

Figure 4.9 shows the results of comparing the localization accuracy of SSP-SLAM and SSP-PI
over ten different environments. For each environment, 100 locations are selected for point
landmarks,® and trajectories are randomly generated from band-limited white noise signals.
Note that in these experiments, we assume known correspondences — in other words, all
landmarks are unique and identifiable. For 2D environments, trajectories are 500 seconds long
and have an average path length of 75.91 m (£2.48 m). For the 3D environments, 250 second
trajectories are used with an average path length of 55.29 m (+3.91 m). The model is initialized
with the 97-dimensional SSP representation of the starting point of the path, and receives the

3Locations are generated via the Rd quasi-random sequence over [—1,1]".
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Figure 4.8: Firing patterns of neurons in SSP-SLAM. The agent’s trajectory is shown in grey
(obtained from Sargolini et al. (2006)). Red dots indicate the positions at which the given neuron
fired. (A) A neuron from the grid cell population encoding ¢(x(t)). Spikes are recorded with the
normal functioning of SSP-SLAM in the top row. For the second row, error correction from the learned
environment map is turned off. The first column of both rows presents result half way through
the simulation, while the second column displays the complete recording. The corrections from the
environment map help maintain the grid-cell-like activity pattern over time. (B) A neuron from the
OVC population encoding the SSP representation of the vector between x(¢) and any landmarks in
view. Object locations are marked with an ‘x’. For this simulation, only three landmarks are included
for clarity of the visualization. This neuron fires when a landmark is west of the agent. (C) A neuron
from the associative memory population. The Voja learning rule shifts the neuron’s encoder towards
its input, resulting in the neuron firing when a particular landmark (marked with an x’) is in view. (D)
A neuron from a velocity controlled oscillator (VCO) population in the path integrator. Neurons in this
population have conjunctive sensitivity to velocity and position. On the right panel, spike counts are
binned by the heading direction of the path, demonstrating the neuron’s preference for a particular
heading direction (337.5° to 360°).
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Figure 4.9: Localization error in SSP-SLAM versus SSP-PI for (A) 2D and (B) 3D trajectories.
The solid lines are the median errors over ten trials and the shaded areas are the 95% bootstrapped
confidence intervals. (i) The cosine similarity error over the simulation - i.e., dissimilarity between

the vector output of the path integrator and the SSP encoding of the ground truth. (ii) The distance
between the model MLE of self-location and the ground truth over the simulation.

velocity along the path (computed using finite differences) as input during simulation run time.
There are 800 neurons per VCO population in the localization module and a total of 82280
neurons in the full SLAM network. Recall that the same SNN model is used for both 2D and
3D inputs.

The average accuracy (in particular the cosine similarity Eq. (3.32) and distance errors)
of SSP-SLAM localization output is shown in Figure 4.9. Unlike the SSP-PI model, the errors
of the SSP-SLAM remain low over the entire simulation for both 2D and 3D trajectories. For
the 2D trajectories, the range of errors remains consistent — suggesting that accuracy would
continue to be maintained over even longer run times — while for the 3D trajectories there is a
clear trend of increasing cosine error. More landmarks may be needed in higher-dimensional
environments for accurate long-term localization.

For the 2D trajectories, the average deviation from ground truth trajectory over the simu-
lation is 0.09 m for SSP-SLAM, compared to 0.72 m for SSP-PI Integrating the RMSE between
SSP-SLAM’s MLE and the ground truth over the entire simulation time yields 0.43 m for
SSP-SLAM and 3.51 m for PI. These results and the results for the 3D environments are given
in Table 4.1. The error corrections provided by the environment map in SSP-SLAM result in
roughly an eight-fold improvement in localization error.

Figure 4.10 shows examples of self-location estimates from SSP-SLAM compared to ground
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Table 4.1: The 2D and 3D localization errors for SSP-SLAM and SSP-PI averaged over ten
trials. The RMSE of all rows is the distance between the models’ MLE of self-location and the ground
truth. The first row is the distance error averaged over the trajectories. The second row is the error at
the final timestep (500s for 2D paths, 25-s for 3D paths). The third row is the error integrated over the
run time. Shown are the means and standard deviation of these quantities.

2D 3D
SSP-SLAM SSP-PI SSP-SLAM SSP-PI
Avg. RMSE 0.086 +£ 0.014 0.716 +£ 0.337 0.184 £ 0.042 0.763 £+ 0.529
Final RMSE 0.087 £ 0.088 0.914 + 0.375 0.279 £ 0.122 1.451 £+ 0.244

Integrated RMSE  0.423 + 0.330 3.507 &+ 0.621 0.442 £+ 0.178 1.830 + 0.351

truth trajectories and the output of SSP-PI (i.e., dead reckoning). The full SSP-SLAM model
accurately follows the true path for the entire trajectory in the examples shown. In contrast,
the path from the SSP-PI is very inaccurate. About 100 seconds into the simulation, the vector
represented by the path integrator drifts sufficiently far from the SSP manifold that an accurate
location can no longer be decoded, resulting in the self-location estimate jumping wildly in the
space. In contrast, the corrections computed using the environment map in SSP-SLAM keep
the path integrator output near the ideal result, though drift can be seen in some estimates.

4.4.4 Neuromorphic simulation

To investigate the feasibility of deploying SSP-SLAM on neuromorphic hardware, we simulated
the network on the NengoLoihi emulator. This Python package allows SNNs built in Nengo
to be run on Intel’s Loihi 1 architecture. It includes both support for running models on
Loihi hardware and a Loihi emulator. We use the emulator for these experiments. Notably,
the NengoLoihi emulator implements the same limited precision mathematics as the actual
hardware, using 8-bit weights and a quantized neuron response function. This quantized
response is less smooth than the standard LIF tuning curves, resulting in higher decoding error
in Loihi networks.

A much smaller version of SSP-SLAM is used for these experiments due to the constraints
of the Loihi architecture. The Loihi 1 chip consists of 128 neuromorphic cores, each containing
1024 spiking neurons, 4096 incoming and outgoing axons, and 128,000 synapses. This places
limitations on the size of the recurrent VCO populations — for NengoLoihi experiments we
use only 500 neurons per VCO as opposed to the 800 in previous experiments. This means
a total of 13500 neurons were used in the path integrator alone to maintain the dynamics of
the 55-dimensional SSPs. In addition, parts of the SSP-SLAM network are modified for these
simulations. In particular, the clean-up process is removed, as this would have to occur off-chip,
and the Voja learning is disabled as this learning rule is not supported in NengoLoihi.

The accuracy of this pared-down SSP-SLAM network, compared to the full SSP-SLAM
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Figure 4.10: An example of an environment and the models self-location MLEs. The ground
truth trajectory is plotted as a solid grey line. (A-B) Plotted are the 2D (3D) trajectory, the SSP-SLAM
path estimate, and the locations of 100 point landmarks. (C-D) Each dimension of the path estimates
obtained from SSP-SLAM and SSP-PI without any corrections from the environment map network
(.e., dead reckoning) over the simulation time.

98



4.5. Discussion

A Path estimates B Cosine similarity error of SSP estimate
g
0.75 g
£
w
0.50 - 8
0.25
0.00 C  Distance error of location estimate
—0.25 /i £t
S — Nengo
—0.50 - e o —— NengoLoihi
g
—0.75 : B e e , T ]
, 1 , ST 10 20 30 40 50
—0.5 0.0 0.5 Time [s]

Figure 4.11: Results from SSP-SLAM simulated on the NengoLoihi emulator aggregated over
ten random 2D trajectories. (A) The self-location estimates from SSP-SLAM simulated on a GPU
with Nengo and in a Loihi emulator with NengoLoihi. (B-C) The solid lines are the median errors over
ten trials and the shaded areas are the 95% bootstrapped confidence intervals.

network simulated with full-precision on Nengo, is shown in Figure 4.11. Both models use
500 neurons per VCO. While the NengoLoihi implementation performs worse than the Nengo
version, it is able to maintain an accurate location estimate for 50 seconds.

The NengoLoihi model uses 1763 cores, which would require 14 chips if run on hardware
and incur significant lag due to chip-to-chip communication. However, this is due to non-
optimal partitioning of resources. Although some cores are fully utilized (namely those storing
the VCO neurons and their incoming and outgoing connections), most are not. In fact, on
average, the cores use only 2.43% of the available neurons, 1.01% of the axons, and 0.70% of
the synapses. This is because NengoLoihi does not natively support putting multiple separate
neural populations on a single core. Networks with many small populations will have poor
core utilization, and this is the case for SSP-SLAM - the circular convolution networks are
modular and break down the computation by splitting vectors amongst many populations,
each with only 100 neurons in our experiments. Consequently, running the model on the
hardware would require updating the NengoLoihi backend, or manually restructuring the
network to avoid current assumptions made in the backend.

4.5 Discussion

4.5.1 Prior Research

Standard approaches to SLAM in robotics have tackled the problem of SLAM as one of statistical
inference, while biologically-inspired SLAM methods do not use this method. Instead, most
models build upon the RatSLAM template: a CANN consisting of pose cells (neurons sensitive
to place and heading direction) or grid cells is used to perform PIL, while a Hebbian learning
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rule is used to drive associative learning between this population and a population of local
view cells (similar to the spatial view cells in the hippocampus; Milford et al., 2004; Milford
et al., 2016; Zeng et al., 2017; Yu et al., 2019). The learned weights between these populations
represent a map of sorts. Some neural SLAM methods only use these associations to error
correct PI, while others, including the original RatSLAM model, additionally use a graph as a
topological environment map. This graph is constructed and updated with a graph relaxation
algorithm and used to perform loop closure and correct the CANN.

In contrast, a hybrid OI-CANN model is used for path integration in SSP-SLAM and a
graphical environment map is not learned - instead, the outgoing connection weights from the
memory network implicitly store a map which can be retrieved by querying the network. The
Voja rule, which is used to shift the associative memory population encoders towards observed
input in SSP-SLAM, plays a similar role to the template novelty detection and addition of local
view cells that occurs in RatSLAM. Furthermore, we have not implemented an external module
for pre-processing of sensory data, and we use landmark semantic pointers and displacement
SSPs in lieu of templates. Object detection and depth estimation algorithms would be required
to obtain this input from visual data.

Many models have since extended the original RatSLAM. CANN SLAM models with place
cell-like activity were also used by BatSLAM (Steckel et al., 2013), an extension to RatSLAM for
handling environment information from sonar sensors, and DolphinSLAM (Silveira et al., 2015),
developed for 3D SLAM in underwater environments. A CANN consisting of conjunctive grid
cells is used in the SLAM model presented in (Zeng et al., 2017). Three-dimensional SLAM
in realistic environments with grid cells was also explored in NeuroSLAM (Yu et al., 2019).
Unlike our work, none of these models use spiking neural networks.

More recent research has focused on developing spiking networks for SLAM and testing
them on neuromorphic hardware. Spiking 2D SLAM models were presented in Tang et al.
(2018) and Tang et al. (2019) and Kreiser et al. (2020a) and Kreiser et al. (2020b). In Kreiser et al.
(2020a), a SLAM system on the Loihi chip was used to estimate the head position of an iCub
robot as it visually explored a wall with a dot pattern acting as the environment. Tang et al.
(2019) made use of a depth camera and Bayesian updates on a posterior distribution represented
by a neural population. They found that their SLAM system, when run on Loihi, was more
energy efficient by two orders of magnitude compared to a baseline method on a CPU. While
the models discussed here use raw sensory input, it should be noted that non-spiking visual
modules are used to process this information and obtain input for SLAM. For instance, intensity
profile vectors or feature colours and distances from the observer are used. In contrast to
SSP-SLAM, none of the models mentioned incorporate any elements of oscillator-interference
(OI) to perform path integration, or perform 3D SLAM. Furthermore, some of these models
employ “localist”/discrete representations, such as using one neuron to represent each integer
value for heading direction or discretized distance to features. This approach does not support
generalization and does not scale well to higher dimensional representations, unlike SSPs.

Taken together, and summarized in Table 4.2, past work provides examples of spiking and
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non-spiking networks, using CANNSs for path integration. However, unlike SSP-SLAM, none
of these approaches provides a methodology for incorporating semantic information or for
online learning of semantic environmental maps. In addition, none of these employ SSPs, or
the same combination of a OI-CANN in a fully spiking model capable of functioning equally
well in both 2D and 3D spatial environments, as demonstrated above.

4.5.2 Performance

We have presented the results of several experiments on SSP-SLAM to assess its perfor-
mance. The model demonstrates accurate localization capabilities on different paths, both two-
dimensional and three-dimensional. Notably, this is the only SLAM model (to our knowledge)
that uses OI techniques for localization. This approach has the advantage of easy generalization
to higher-dimensional spaces. Typically, CANN models describe a neural population as a 2D
sheet or 3D array (often with periodic boundary conditions), where the geometry specifies
the recurrent connectivity pattern required for localization. However, this only supports
unimodal position estimates, and the connectivity pattern must be modified and made more
complicated to move to higher dimensional path integration.* In contrast, in our approach the
recurrent connectivity of the path integrator network remains the same regardless of spatial
dimensionality. This allows the same model to switch seamlessly between SLAM in different
spaces and domains.

Furthermore, SSP-SLAM encodes environment maps in the outgoing connections of an
associative memory network, which are learned online using biologically plausible learning
rules. The map generated is a semi-metric, semantic map that uses symbol-like vector repre-
sentations that have been leveraged in a variety of large-scale cognitive models (Eliasmith,
2013; Arora et al., 2018; Kaji¢ et al., 2019b; Kelly et al., 2020; Gosmann et al., 2021).

By working in the SSP and VSA paradigm, we are able to formulate the problem in such a
way that combines metric and semantic SLAM. These features distinguish SSP-SLAM from
other bio-inspired SLAM models, and make it the first spiking semantic SLAM model to our
knowledge. The environment map — associations between SPs and SSPs - is used for loop
closure which significantly improves localization accuracy over PI alone (4.9). After training,
the map can be queried to obtain object locations given their symbol-like representation as a
semantic pointer. Alternatively, item representations can be obtained by querying specific areas,
or vectors between the agent and landmarks can be computed. Such direct queries of semantic
map knowledge cannot be easily made with past spiking network map representations.

“Recent research has explored variants to traditional CANNs that overcomes these limitations. A multi-modal
CANN model was presented in Wang et al. (2022) and research exploring CANNs with arbitrary dimensional
attractor manifolds and more biologically realistic asymmetries in synaptic connectivity was presented in Darshan
et al. (2022). Such CANN variants have not been used in SLAM systems.
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Table 4.2: Comparison of bio-inspired SLAM models

Model Sensors  Input representa- Dim. Localization Env. map Cells Spiking ZmMaoEoﬁqu
. ardware
tion
Any,
SSP-SLAM None Displacement to tested on OWO% “Z Weights between HDC, GC, Yes In sim.
features as an SSP 2D & 3D Y landmark popula- landmark
and feature identi- tion to landmark cells, OVC
ties as SPs locations
. RatSLAM Monocular Greyscale image 2D CANN Topological map Pose cells, No No
(Milford et al., 2016) ) . .2 .
camera intensity profile associating local local view
views with posi- cells
tion, in the form
of a graph
BatSLAM Biomimetic Intensity differ- 2D CANN Topological map Pose cells, No No
(Steckel et al., 2013) o )
sonar ence  between associating local local view
left and right views, in the form  cells
Echolocation of a graph
Related Transfer
Functions
.Uo._ phinSLAM Sonar & One-hot represen- 3D CANN Graph withnodes 3D  PC, No No
(Silveira et al., 2015) ) . . . .
visual tation obtained storing local local view
from FabMAP view, place cell cells
algorithm on top and position
of a Bag of Words while edges store
model displacements
Qﬂ mM—MMW HMW\WV Panoramic Greyscale image 3D CANN Topological map 3D PC, No No
v camera intensity profile storing activities conjuctive
of local view cells, 3D GC
GCs, HDCs, and and HDC,
estimated pose local view
cells
Kreiser et al. (2020a) Event- Detection of 2D CANN Weights from HDC,land- Yes Yes
based blinking LEDs at landmark popu- mark cells
camera different frequen- lation to a HDC
cies population
Tang et al. (2019) RGB- Discretized 2D CANN Weights from PC 2D PC, Yes Yes
Depth distances to land- to a displacement- HDC, bor-
camera marks from-border pop- der cells,
ulation Bayesian

cells
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4.5.3 Limitations

We have presented a novel model that employs biologically-inspired mechanisms to solve
SLAM. However, SSP-SLAM has several limitations. First, the model was tested on artificial
environments, which restricts what conclusions we can draw as to its generalizability to more
complex, real-world environments. Second, the SSP-SLAM model has not been deployed on an
actual neuromorphic hardware platform.

To improve the model’s utility, it is essential to test it on real-world input and integrate it
with a network that can process raw sensory data. Such an approach would demonstrate the
model’s ability to handle more complex and diverse environmental conditions. Moreover, the
current model’s accuracy is inferior to that of non-biologically inspired SLAM methods, which
limits its usefulness to mobile robotics. Observing an accuracy drop and the use of small scale
test environments is true of current spiking SLAM models more generally. Despite this, the
use of neuromorphic computing and hardware has the potential to improve energy efficiency
of SLAM systems, which is particularly useful in mobile robotics applications. Reduced power
demands permits the deployment of SLAM systems in progressively more power-constrained
environments, such as in edge computing or operations in GPS-denied settings, like space or
sub-sea exploration. An increasing number of algorithms have harnessed the advantages of
spike-based computing to make gains in efficiency and speed (Yakopcic et al., 2020; Yan et al.,
2021; Davies et al., 2021).

Therefore, while the current model shows promise in enabling biologically-inspired SLAM,
its limitations in terms of testing and accuracy must be addressed to justify its wider application
in real-world scenarios. Further research should focus on testing the model on more complex
environments and realistic input data. Nevertheless, it may be uniquely well-positioned to
realize the promise of energy-efficient SLAM using neuromorphic hardware.

4.5.4 Future work

One obvious area of future work is to address each of the limitations discussed in the previous
section. Beyond this, there are several other directions that warrant further exploration -
for example, explicit modelling of sensor uncertainties using SSPs, demonstrating higher-
dimensional SLAM, and integrating SSP-SLAM with other cognitive models.

Higher-dimensional SLAM could be a promising area of investigation. The proposed model
can be extended to localization and mapping in any dimension of space by modifying the
input without changing the model or hyperparameters. Although SLAM is mainly applied to
navigation and mapping in physical spaces, operating in dimensions equal to or less than three,
it is possible that the same neural mechanisms underlying spatial navigation and mapping
could be applicable to non-spatial domains, such as mapping in high-dimensional conceptual
space. The idea that similar computations to those behind SLAM may be understood as core
cognitive processes has been proposed in Safron et al. (2022b).
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Another promising direction for future work is to integrate the proposed model with more
complex memory and reasoning systems. Since the proposed model is developed using the SPA,
it fits naturally within the context of NEF and other SPA models, including Spaun (Stewart et al.,
2012; Choo, 2018). Integration of the proposed SLAM model with other models constructed with
these tools could lead to more sophisticated memory and reasoning capabilities. Exploiting
such capabilities in large spatial environments remains a central challenge for models of
biological cognition.

4.6 Conclusion

We have proposed a novel spiking semantic SLAM model, SSP-SLAM, inspired by the hip-
pocampal formation in the mammalian brain. The model is unique in its integration of a hybrid
OI-CANN path integrator, online biologically-plausible learning of an environment map, and
use of symbol-like object representations in a spiking network. This combination enables
the model to perform SLAM accurately in simulated environments and learn representations
that can be queried in powerful ways. For example, it can provide information about what is
located in a particular area of the map, report vectors between landmarks, and identify the
location of objects based on their properties, such as their colour. Thus, the model extends the
capabilities of biologically plausible SLAM systems by using VSA representations, alongside
neural mechanisms inspired by the hippocampus and entorhinal cortex, while demonstrating
functionality in both 2D and 3D environments. These advancements not only deepen our
understanding of how the brain may implement spatial mapping and memory but also offer
promising directions for developing neuromorphic systems capable of robust, efficient, and
interpretable SLAM in real-world applications.
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Chapter 5

Biologically-Constrained Reinforcement
Learning

However information is stored in nervous systems, it appears to be radically unlike informa-
tion storage in a digital computer, where storage and processing are separated and items are
stored in memory according to addressable locations. In nervous systems, information seems
to be stored in the connections between the same neurons that process the information.
There does not appear to be a distinct storage location for each piece of stored information,
and information is content addressable rather than location addressable.

— PATRICIA SMITH CHURCHLAND, TERRENCE J. SEJNOWSKI
Neural Representation and Neural Computation

Summary

This chapter explores biologically-constrained reinforcement learning (RL) in small environments by
developing spiking neural networks that integrate SSPs and the Legendre Delay Network (LDN). The
LDN, a neural working and episodic memory system, is used to compute temporal traces for continuous-
time temporal difference (TD) learning under biologically plausible learning rules. SSPs are used in
models of successor features, reward distribution learning, and policy embeddings — demonstrating
the versatility of neural oscillator-based representations for encoding probabilistic functions.

Material in this chapter from prior publications

Some material in this chapter was adapted from two prior publications in conference proceedings. The
LDN-TD(6) rule was presented at the 20th International Conference on Cognitive modelling (Bartlett
et al.,, 2022). This rule was conceived of by the author of this thesis and the experiments using it in this
chapter were not presented in Bartlett et al. (2022). The SSP sampling model was presented at the 33rd
International Conference on Artificial Neural Networks (Furlong et al., 2024). The SSP sampling algorithm
was developed by co-authors Dr. P. M. Furlong and Dr. Kathryn Simone. The spiking implementation
of this algorithm was built by the author of this thesis.
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5.1 Introduction

Reinforcement learning (RL) is a powerful framework for training agents to make decisions by
learning through trial and error. In addition to its success in various Al and ML applications, it
has also provided a framework for interpreting neural mechanisms within the mammalian
brain. Most notably, dopaminergic neurons in the midbrain appear to signal temporal difference
(TD) errors, which are used to drive learning in many RL algorithms. This observation has
led to the dopamine reward prediction error hypothesis, which posits that the activity of
dopaminergic neurons signals an error between predicted and experienced reward (Hollerman
et al., 1998; Montague et al., 1996). More recently, researchers have proposed theories that
dopamine may signal predictive errors more generally (Gershman et al., 2024; Lerner et al.,
2021). Additionally, it has been hypothesized that the dorsal and ventral subdivisions of the
striatum in the basal ganglia may function as an actor and critic, the components of a common
architecture in RL models (Joel et al., 2002; O’Doherty et al., 2004).!

However, gaps exist between the mechanisms employed by many computational models of
RL and the brain’s biological mechanisms for reinforcement learning. When attempting to
map standard RL methods to neural circuits, several questions arise.

« How are the functions in RL algorithms learned using local learning rules in continuous
time?

What neural representations are a good basis for state encoding?

« How are temporal traces stored in a neural circuit, and how are they sampled and used
to compute TD errors?

« How are policy distributions stored or encoded in neural populations, and how are
decisions and actions sampled from them?

While these questions have been extensively explored by the research community, they remain
incompletely answered. The majority of RL models rely on biologically implausible learning
rules and operate in discrete time. Although spike-timing-dependent plasticity and other
local learning rules have been used to in some RL models, the biological implementation of
distributed or multi-scale TD learning remains an open research area. In addition, there is
ongoing research that aims to understand how neural circuits in regions such as the prefrontal
cortex and basal ganglia might encode more abstract states or contextual information for RL
tasks.

While the cortico-basal ganglia-thalamo-cortical loop is often modelled as an RL system of action section,
RL-related computations are not confined to this circuit. Other regions, such as the cerebellum, also contribute
to RL, and RL is observed in animals and invertebrates that lack homologous structures to the basal ganglia or
cerebellum. The underlying mechanisms of RL are quite general purpose and have likely evolved independently
across diverse lineages (Murray et al., 2017).
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Synaptic eligibility traces have been proposed as a mechanism for storing the temporal
information needed for TD learning, but they are not well suited for retaining long, complex
sequences. How the brain maintains and utilizes these traces is still under investigation.
Additionally, the scalability of such mechanisms to more complex tasks is not fully understood.
There is evidence that neural populations in the basal ganglia and cortex encode probabilistic
information about actions, but it is still unclear how biological circuits represent complex,
high-dimensional policy distributions, and whether the brain employs a form of stochastic
sampling akin to what is commonly used in RL.

This chapter explores these questions and presents novel biologically plausible models of
RL with spiking neural networks (SNNs). In particular, we focus on RL in continuous space
and time and leverage particular methods: Spatial Semantic Pointers (SSPs) for continuous
representations (including spatial and distributional) and the Legendre Delay Network (LDN)
for memory. As described in more detail in Section 5.2.3 below, the LDN is a state-space model
that has been used to model time cells and can store accurate, adaptive memory traces over
long time scales. As well, it has not previously been used for RL. We present TD learning rules
using the LDN, and demonstrate their functionality in value learning, trace conditioning, and
successor feature learning. We also present a model of policy learning using SSPs and action
sampling using Langevin dynamics in the SSP space. Lastly, we discuss future directions this
work might take, and the many challenges in scaling SNN models with local learning to more
complex navigation tasks.

5.2 Background

In this section, we first review RL and its mathematical formulation as a Markov decision
process in both discrete and continuous time settings. Next, we review existing RL models,
with an emphasis on biologically plausible systems. Last, we discuss the neural correlates of
RL and the role of memory in RL and neural systems.

5.2.1 Reinforcement Learning Methods

RL is a category of machine learning in which agents learn in response to partial environment
feedback rather than from correct stimulus-response examples. Spatial navigation problems
can be formulated as RL problems (Anggraini et al., 2018; Stoianov et al., 2018). RL is arguably
a better description of learning processes in animals compared to supervised learning, since
animals are typically not provided explicit instructions on how to act. Instead, behavioural
strategies are often acquired by active engagement with the environment. Consequently, the
study of animal learning in psychology has significantly shaped the field of RL, influencing its
fundamental algorithms. RL, in turn, has influenced our understanding of the neuroscience of
learning processes and decision making in the brain.

RL is typically modelled as a Markov decision process (MDP) (Figure 5.1). There is a set of
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Figure 5.1: The basic MDP setting in RL.

environment states, S, and a set of agent actions, 9. At timestep ¢, the environment will be in
some state, s; € §. The agent outputs an action at each time step, based on a stochastic policy,
a; ~ (s;).2 The environment will return a reward, r,, and the environment will transition to a
new state based on the state transition function, Pr(s;, | s;, a;). The task in discrete-time RL
is to learn a policy to maximize the expected discounted sum of future rewards (called the
return):

max [, Zytrt , (5.1)

t=0

where y € [0,1) is the discount factor. The above expectation, when beginning at some
particular state s at timestep t, is the value function.

(o8]

V(s) =E, Z Yok | s =s (5.2)
k=0

One can also define the Q-function, Q(s, a), in which the above expectation is also conditioned
on the action taken at timestep t, Q(s,a) = E, [2:;0 Yl ‘ s(t) =s, a(t) = a].

RL algorithms can generally be divided into two categories, model-free and model-based,
each of which has advantages and disadvantages. In model-free RL, the value function, Q-
function, or policy are learned. An advantage of this approach is that action selection is
computationally cheap — either the action that maximizes the Q-function is chosen or a trained
policy is directly sampled. In model-based RL, the state transition function and reward function
are learned by interacting with the environment. An advantage of this approach over model-
free RL is that it quickly adapts to distal changes to the reward or state transition structure.
Consider a maze with a goal at a certain location. If the goal location is changed, the model of
the state transitions is still correct, and so a model-based agent only needs to locally update
the reward function at affected states. This is not the case in model-free RL. A local change
in the goal location may radically alter the value and Q-functions globally, and so additional
experience and training is needed to adapt.

?We denote the probability distribution over actions given that the agent is in state s as 7(s). We also use
n(als) to refer to the probability mass or density of the distribution at action a given state s.
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Furthermore, model-free RL is not capable of latent learning — learning when there is no
explicit reward signal — unlike animals. Rats placed in a maze and allowed to explore without
receiving rewards will learn to navigate to a goal in the maze faster than rats who did not go
through the exploration phase (Tolman et al., 1930). Model-based agents will be able to learn a
state transition function when there are no rewards, and this information can be leveraged in
future tasks. Unfortunately, optimal action selection in model-based RL is computationally
expensive. Value estimation must be performed iteratively over the entire state space, or a tree
search method must be used to plan ahead.

This trade-off presents a difficulty, particularly when one is concerned with animal-like
learning and biologically-plausible models. Animals display latent learning, transfer learning,
and can learn after few environment interactions, unlike model-free agents that require huge
amounts of data. But the computational complexity of action selection in model-based RL
poses a challenge when working within the limitations of SNNs. In reality, a wealth of evidence
suggests animal decision making relies on both model-free and model-based-like learning
systems (Gléascher et al.,, 2010; Dezfouli et al., 2013; Lee et al., 2014). Nevertheless in this work,
we focus primarily on biologically plausible model-free algorithms for learning value functions
and policies.

Value learning. The update of a value function in discrete-time has the form,
V(s) < V(s) + 1[G, = V(s)] = V(s;) + 1. (5.3)

where 7 is the learning rate, G; is some estimate of the return, and 6, is an error - the difference
between the current value estimate and the return. This update, as written, is for tabular RL,
in which the values of all states are stored in a table. To generalize to a continuous state space,
one can model V(s) with a neural network trained using the error signal 6.

To compute returns, one can use the full sequence of future rewards (i.e.,a Monte Carlo
estimate) or TD algorithms that take advantage of the recursive relationship between successive
values (Sutton, 1988). The simplest such update is called TD(0),

V() < V(s +nln+yV(sa) - Vis)l. (5.4)

.

=5©

A single reward observation and the value estimate one timestep ahead is used to compute
error. Alternatively, return may be estimated with a longer sequence of n reward observations:

G™ = Y r+1"V(sun), 0" =G —V(s). (5.5)
k=0
This is called the TD(n) error, a compromise between the full Monte Carlo return estimate and

the 1-step TD(0) method. The optimal n is task dependent.
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The A-return algorithm provides a different compromise: it uses the weighted average of
the n-step return estimates over all n (from 1 to the full episode length, or some maximum
number of steps). Empirically, this estimator tends to produce better results than using any
one of the n-step estimates.

5P =1 -2 Y AIG" —V(s) = D (YD) (5.6)
n=1 k=0

An online version of A-return is the TD(A) algorithm, which updates the value function
according to

V(s) « V(s)+ 175t<°)et(s),
where ¢,(s) = yAe,_1(s) + VV(s,).

The TD(A) algorithm effectively combines the advantages of both TD(0) and the full Monte
Carlo method by maintaining an eligibility trace, e;, which decays over time according to the
parameter 1.}

Policy learning. In Q-learning, actions can be obtained by maximizing the Q-function at each
timestep, max,c4Q(s, a), with occasional random action selection to encourage exploration.
If a value function is learned instead, then a policy must also be learned for action sampling:
a; ~ my(s;), where W are the parameters of the policy. This is an Actor-Critic (AC) model:
both a value function (the critic) and a policy (the actor) are learned simultaneously (Barto
et al., 1983). The actor is used to select actions, while the critic is used to train the actor by
modifying the parameters W via the policy gradient:

VJ(W,) = En, [Vw, log mw, (1, a)¥ (s, a)]. (5.9)
Wit = Wi + 1V J(W)), (5.10)

where J(W,) = E, [Z,;"’:O rt+k] is total expected reward, and ¥(s;,a;) can be any one of a
number of estimates: the Q-function, the return, a TD error, or the advantage function,
A(s,a) = Q(s,a) — V(s) (Schulman et al., 2015).

The other factor in the policy gradient is Vi log 7y (s, a), the score function, and it depends
on the policy type and parameterization. For example, if the action space is discrete with size
n, then n(s,) is given by a categorical distribution. The parameters W may be the weights of a
neural network that outputs a vector of size n,, which is given as input to a softmax function
to obtain the probabilities of the distribution. If the action space is continuous, then the policy
is some continuous distribution, usually a Gaussian, whose parameters (e.g.,a mean vector
and covariance matrix) are the output of a neural network that takes state as input. The policy
can still be updated using the policy gradient, the score function just takes a different form.

3While TD(A) is more frequently referenced in recent literature, A-return remains widely used, particularly in
the form of Generalized Advantage Estimation (GAE), which applies A-return to advantage function estimation.
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Successor Representation. There are RL algorithms are neither model-based nor model-
free. Successor representations (SRs) form the basis for such an algorithm that provides a
compromise between these two categories (Dayan, 1993). In this paradigm, the model learns
a reward function, r(s) — often assumed to depend only on state — and a representation of
long-term transitions in the environment called the SR, M : § x§ — R. Assuming a discrete
state space, M(s, s) is the expected number of discounted visits to state s’ given an initial state
s and policy 7:

M(s,s’) = E,

So = s], (5.11)

where 1[-] is the indicator function. The SR represents temporal correlations between states.
Just as the value function accumulates rewards discounted over an episode, the SR accumulates
state occupancies. Also like the value function, it follows a Bellman-like equation,

M(s;,s") = 1[s; = s"] + yM(s41,5"). (5.12)

Thus, model-free algorithms used for value function learning (e.g., TD learning, eligibility
traces, etc.) can be applied to SRs. Furthermore, given the SR and a reward function one can
easily compute state values,

V(s) = Z M(s,s)r(s’), V =Mr (5.13)

s’eS

where M is the matrix such that M(s;, s;) is its (i, j) element, and r is the vector of the expected
rewards for each state. An alternative version of the SR for actions, M(s, s, a) (the expected
discounted future state occupancy starting from state s and taking action a), can be used to
compute the Q-function instead. Thus, in the SR framework, decisions can be made cheaply by
selecting actions that maximize the Q-function. Or, alternatively, a value function computed
via Eq. (5.13) could drive learning of a policy as done in AC models. A SR model is capable
latent learning and can more quickly adapt to distal changes in the reward structure, facilitating
transfer learning (Gershman, 2018). However, changes in the state transition structure of the
environment may be slow to propagate to the SR of all states.

To generalize this to continuous state spaces, the indicator function is replaced by a
feature function (Barreto et al., 2017). Let ¢ : & — R? be a function that maps states to a
vector representation called the state’s features. The features can be learned from raw state
observations, or engineered in some way (e.g., representations from a Vector Symbolic Algebra
(VSA) or SSPs). The successor feature (SF) function M : 8§ — R? is defined as

M(S,‘) =k,

Z y'é(s.)

So = si], (5.14)
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that is, it is expected discounted sum of future features. If states are in fact discrete and finite
and ¢ is defined as a one-hot encoding, then the successor representation is recovered by
M(s,s”) = M(s) - ¢(s’), and the successor features M(s;) are simply the rows of the SR matrix.

The successor features follow a Bellman-like equation and so can be learned with TD
learning rules.
5" = ¢(s) + yM(s01) — M7 (s1). (5.15)

Usually a linear function is used to represent the reward function when used alongside SFs:

r(s) = ¢(s) - w;. (5.16)

This is so that the value function can be recovered linearly: V(s) = M(s) - w. Note that this
requires the underlying reward function to be expressible as a linear combination of the feature
components or be sufficiently close to a function that is (Barreto et al., 2017).

Continuous time RL. Markov decision processes and, thus, RL can be generalized to continuous-
time settings. The state of the environment and action signal are continuous functions, s(t) and
a(t) ~ m(s(t)), the discrete rewards are replaced by a reward rate function, r(t) = r(s(t), a(t)),
and the state evolves according to a (potentially stochastic) state dynamics function, §(¢) =
f(s(t),a(t)). Rather than maximizing the expected discounted sum of future rewards, the goal
in continuous-time RL is maximizing the expected discounted integral over the reward rate

function,
_/ fﬂﬂm} (5.17)
t=0

where 0 < y < 1 is the discount per time unit. The definition of the value function in
continuous-time RL likewise replaces sums with integrals:

max [E,
T

V(s) =, [/ vir(t + k)dk | s(t) = s]. (5.18)
k=0
Note that the optimal value function satisfies
V(s(t)) = max E [/ yk_tr(k)dk}, (5.19)
a k=t
t+At
=maxE [ / verr(k)dk + y MV (s(t + At))] . (5.20)
a k=t

Taking the Taylor expansion of the term V(s(¢ + At)) and the limit as At — 0, we arrive at the
discounted version of the Hamilton-Jacobi-Bellman equation,*

g )V(6() = ma E[ (50 a(0) + o 240,

“This is the Hamilton-Jacobi-Bellman equation for deterministic optimal control; there are other versions of
this equation that incorporate stochastic dynamics.

(5.21)
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Thus, the following learning rule can be derived for this integral formulation of the value
function:

V(s(8)) < V(s(®) +n |r(t) + log()V(s()) +

=50)(r)

dv(s(1))
| (5.22)

We refer to this as the continuous-time version of the TD(0) rule, as it uses only instantaneous
information (Doya, 2000). The derivative of the value function can be approximated by a
difference quotient. Using this, continuous-time value functions can be learned - either in
conjunction with a policy, or the gradient of the value function can be used for greedy control
(Doya, 2000).

While TD updates can drive value function learning in continuous-time, they cannot always
be applied to learn a useful Q-function. In continuous-time, the Q-function collapses to the
value function, and, thus, is problematic as a tool for decision making (Baird, 1994). One can
define a Q-function with fine time discretization, but the result is highly sensitive to the size
of the timestep, making this problematic (Tallec et al., 2019).

5.2.2  Prior Work

Our interest is in the biological plausibility of RL methods, which means that algorithms
operating in continuous time and space are of particular interest, as are those that have been
explicitly mapped to biological mechanisms. In this section, we review past work in these
directions.

Continuous time RL. While RL in continuous-time is not a new subject, it is often neglected.
Many tasks that are naturally described in continuous-time (e.g., navigation in continuous
spaces, motor control, robotics simulations) are solved via fine time discretization (Fu et al.,
2020). But this is not always the case. In Doya (2000), the integral value definition given in
Eq. (5.17) was used to derive the continuous-time TD(0) rule in Eq. (5.22), along with a TD(1)
rule via eligibility traces, to learn a value function approximated by a radial basis function
network. An SNN model using this TD(0) rule for value learning and a winner-take-all (WTA)
network for deterministic action selection was presented in Frémaux et al. (2013).

In other work, continuous-time value and advantage functions are learned by discretizing
the value integral (Baird, 1994; Tallec et al., 2019). Model-based approaches that learn continu-
ous state dynamics using neural ordinary differential equations have been presented as well
(Du et al., 2020; Yildiz et al., 2021). Stochastic policy gradient and AC models in continuous-time
settings have been explored in a control theoretic framework, for example in Wang et al. (2020),
which assumes a linear—quadratic form, and more generally in Jia et al. (2022).

Local learning. To make biologically constrained RL models, there are several important
considerations, including the plausibility of learning rules, the mechanisms of action selection,
methods for action representation, and the role of memory. Some models draw inspiration
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from the role of dopamine in the reward prediction error hypothesis — using local Hebbian
learning rules extended to include external error signals for TD learning (Izhikevich, 2007), as
well as spike-timing-dependent plasticity (STDP) learning rules (Yan et al., 2019). In contrast,
other approaches use backpropagation, adapted for deep spiking neural networks, despite the
acknowledged biological implausibility (Tang et al., 2021; Liu et al., 2022).

Action selection. Regarding action selection in SNNs, various strategies have been explored
— most of which are limited to discrete action settings. One approach is first-spike coding,
where each neuron represents a discrete action with the selected action determined by the
first neuron to fire after entering a new discrete state (Potjans et al., 2009). Another strategy
involves a WTA mechanism over discrete action spaces, where individual neurons or groups
of neurons represent actions and integrate input and, upon reaching a threshold, inhibit other
groups (Frémaux et al., 2013; Zambrano et al., 2015; Yan et al., 2019). Alternatively, Q-learning
over discrete action spaces has been implemented (Liu et al., 2022). Moving away from RL
settings, biologically plausible spiking models of the basal ganglia have been proposed as
discrete action selectors (Joel et al., 2002; Stewart et al., 2010b).

More recently, the basal ganglia model of Stewart et al. (2010b) was extended to use
distributional coding of actions, making it more suitable for continuous action scenarios
(Bartlett et al., 2023a). For continuous control in robotics tasks, some models use the weighted
output of filtered neural activity as a deterministic continuous action signal or as the mean of
a Gaussian distribution, which may then be sampled outside the network for action selection
(Tang et al., 2021). Others have used membrane voltages at output layers as continuous action
signals (Chen et al., 2024).

Memory. There are other considerations in biologically-plausible RL. For truly online learning,
the unavailability of future values for TD updates necessitates the use of current estimates
to compute errors of past estimates. This challenge requires a memory system, which may
involve replaying past experiences, storing past neural activity, or integrating activity over
time. Decaying traces of neural activity, functionally equivalent to a low-pass filter over spikes,
are often employed for this purpose (Potjans et al., 2009; Zambrano et al., 2021; Zambrano et al.,
2015). While the time scales of synapses is much shorter than that normally used for eligibility
traces, long time constant low pass filters can be realized by recurrent neural networks rather
than in synapse dynamics.

In contrast to work using traces, the hierarchical reinforcement learning (HRL) model
proposed by Rasmussen et al. (2017) addresses the memory challenge by employing two
identical neural populations to represent current and delayed Q-functions, with mechanisms
in place to copy learned weights from one population to the other, akin to a discrete-time
TD(0) algorithm with a target network. Alternatively, Duggins (2023) presented an SNN model
that uses regular replay over a one-step state memory to obtain the neural activities necessary
for TD(0) learning in a time-blocked task.
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Successor Representation. Compared to model-free and model-based learning, SR has not
been as widely used, but it has seen a resurgence in recent years, in part, due to work in
deep successor RL for transfer learning and research into the connections between SR and
hippocampal place cells. For example, in Zhang et al. (2017), deep SFs were used for transfer
learning in navigation tasks. In Madarasz et al. (2019), Bayesian Successor Representations
were introduced, which maintain a belief distribution over multiple successor maps. An SR is
sampled from this distribution, used for greedy action selection, and then all maps are updated,
allowing transfer of policies between environments with similar reward functions.

Connections have also been drawn between SRs and neuroscientific data. When an agent
explores an environment with a random walk, neurons in a population representing learned
SRs will have place cell-like activity (Stachenfeld et al., 2017). During other tasks, there will be
some differences between the learned SRs and the classical idea of place fields. For example, if
an agent learns a SR in an environment where it moves down a corridor in only one direction,
the SR place fields will be asymmetric — distorted in the direction of motion. When there is a
reward in the environment, SR place fields cluster more around the goal. These features have
also been observed in hippocampal place cell populations (Mehta et al., 2000).

In Cothi et al. (2020), place cells were used to represent SRs in a discrete time environment,
with boundary vector cells encoding features and grid cells encoding the eigenvectors of the
SFs. This work was able to explain grid cell data in structured mazes. Additionally, STDP has
been used to train spiking neural populations that encode SR in discrete state environments
(George et al., 2023; Bono et al., 2023).

The proposal that place cells, or some subset of them, encode an SR suggests that statistical
learning occurs in the hippocampus. A more classical view is the complementary learning
systems theory, which posits that slow, statistical learning occurs in the neocortex, rapid
learning of episodic memories occurs in the hippocampal formation, and the hippocampus
replays episodes offline during sleep to the neocortex for consolidation (McClelland et al.,
1995). This achieves an interweaving of learning experiences, which can eliminate catastrophic
forgetting (Rolnick et al., 2019). However, there is also evidence for rapid statistical learning in
the hippocampus (Covington et al., 2018; Schapiro et al., 2014; Schapiro et al., 2016). Indeed,
Schapiro et al. (2017) suggest a more complicated picture, theorizing that a complementary
learning system exists within the hippocampus, with different pathways involved in statistical
learning and episodic memory (one-shot learning).

Contrary to the reward prediction error hypothesis, dopaminergic neurons also show
activity changes in response to value-neutral sensory prediction errors (Takahashi et al.,
2017) and errors in stimulus-stimulus associations (Sharpe et al., 2017). Furthermore, there
is heterogeneity in dopaminergic neurons responses, suggesting a vector-valued signal Lee
et al. (2022). Gardner et al. (2018) theorize that dopmaine-producing neurons encode the more
general, and vector-valued TD error for SRs.
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Distributional RL. Another explanation for these findings, suggesting a non-scalar, distributed
dopamine signal, is distributional RL (Lowet et al., 2020). In distributional RL, rather than simply
learning the expected future return, one learns the distribution of future return. This allows
for risk-aware decision making. In Dabney et al. (2020), recordings from rodents performing
tasks with probabilistic rewards indicated that midbrain dopaminergic neurons were encoding
distinct parts of the reward distribution rather than just the mean expected reward.

5.2.3 Memory

In Section 5.2, we presented TD rules as updates on current estimates using future observations.
As mentioned in the last section, these errors are not available until future observations have in
fact been observed. In practice, we update past estimates using current and past observations
when learning online — which requires memory. Memory replay buffers, now ubiquitous in RL,
were introduced by Lin (1992). Experiences — tuples consisting of state transitions, action, and
reward, (s;, a;, 1y, Si41) — are stored in a list that is accessed so that agents might learn from past
experiences (and so that long sequence TD errors can be computed during online learning).
Buffer sampling may be done with forward replay (stepping through the buffer forward in time,
starting from most distant observations), backward replay, or in a shuffled fashion, randomly
sampling batches of experiences. Random sampling has the advantage of breaking temporal
correlations — preventing over-fitting to recent experiences and reducing instability (Mnih
et al,, 2015).

Replay can also be done in a more principled fashion. In prioritized experience replay,
experiences associated with larger TD errors are sampled more frequently. In this way, agents
can learn from their biggest mistakes, improving sample efficiency and performance (Schaul et
al., 2015). Model-based algorithms provide another way to improve sample efficiency, as trained
state and reward models can be used to simulate experiences for training value functions and
policies.

A memory replay buffer is quite different from memory in the brain. The brain’s neural
circuitry does not store memory in a simple list, and instead information over time is encoded
in either neural activities or via changes in synaptic weights. It is crucial to note that, unlike
replay buffers, neural memory is far from perfect. For instance, human working memory can
retain information on a limited scale, typically ranging from 3 to 5 items® (Cowan, 2001) and,
without rehearsal, the duration of information retention in working memory is very short, on
the order of tens of seconds (Reitman, 1974; Ricker et al., 2010).

In contrast to replay buffers, neural memory exhibits distinctive temporal effects during
recall. Memories of the early and most recent events in an episode are generally more accurately
recollected (Murdock Jr, 1962). Additionally, the act of recalling a specific event can trigger the

>Different numbers for the limit of working memory have been suggested - from 4-9 by Miller (1956) to only
3-4 in Gilchrist et al. (2008). Furthermore, there are different findings given different memory tasks — whether
items are numbers, words, images, or phrases.

116



5.2. Background

recall of similar events or those experienced in close temporal proximity (Tulving et al., 1973).
These nuances are absent from conventional replay buffers used in RL.

Furthermore, the brain harbours diverse types of memory, each serving distinct roles, with
some potentially better suited for RL applications. For instance, the prefrontal cortex is often
linked to working memory, which encapsulates the temporary storage and manipulation of
information required for cognitive tasks and decision-making processes (Funahashi, 2017).
But working memory has a limited capacity and is susceptible to degradation (Constantinidis
et al., 2016). Long-term memory persists for much greater lengths of time - for whole lifetimes
even — and has a high capacity (Brady et al., 2008). It includes general knowledge, associations
between concepts, and episodic memory. Episodic memory involves the storage of events
including their spatio-temporal context and is generally associated with the hippocampal
formation (Vargha-Khadem et al., 1997; Burgess et al., 2002).

Given our specific interests in neural coding and RL, the role of “time cells” in memory
and learning is noteworthy. These cells, found in the hippocampus and other brain regions,
contribute to temporal coding, aiding in the organization of memories over time (MacDonald
et al., 2011; Eichenbaum, 2014; Umbach et al., 2020). These cells fire at particular moments
during a behavioural sequence, essentially creating a temporal map of events. This mapping is
essential for episodic memory and encoding of sequences and timing of events. In the context
of RL, time cells may provide a neural basis for understanding how agents compute errors and
learn from sequences of actions and their outcomes over time. Furthermore, they may be a
useful basis for state memory — in Lin et al. (2023) time cells and ramping cells emerged in
populations of recurrent units encoding state features in a deep RL agent.

An interesting model of time cells is the delay network presented in Voelker et al. (2018).
This recurrent SNN was derived to optimally retain information over a fixed time window and
contains neurons with responses qualitatively comparable to those of time cells. It maintains a
memory of a continuous input signal by projecting the signal onto an orthogonal temporal
basis of Legendre polynomials. This model was later extended to the Legendre Memory Unit
(LDN), an artificial neural network (ANN) recurrent unit that addresses the scaling problems of
traditional recurrent neural networks (RNNs), such as the Long Short-Term Memory (LSTM)
or GRU (Voelker et al., 2019). It has influenced the development of many modern deep learning
models that incorporate state space representations.

Legendre Delay Network. In Section 5.3, we use a state space model (SSM), in particular
the LDN, to encode and recall information over time to compute TD errors. SSMs are an
approach to computing on sequential or temporal data that leverage many of the benefits of
continuous dynamical system neural networks, recurrent neural networks, and convolutional
neural networks. One of the early SSMs specifically tailored for deep learning was the LDN
(Voelker et al., 2019), which has since been shown to achieve state-of-the-art performance on
several benchmark NLP datasets (Chilkuri et al., 2021a). A more recent SSM, proposed by Gu
et al. (2022a), achieved state-of-the-art performance on every task in the Long Range Arena
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Figure 5.2: SSMs can be realized and analyzed in several ways. An SSM can be viewed as a continuous
time dynamical system. Alternatively, it can be discretized and viewed as a recurrent unit in a network.
Both the continuous and discrete time realizations can be re-formulated into a feed-forward convolution
by the SSM kernel. This diagram is inspired by Figure 1 of Gu et al. (2022a).

benchmark (Tay et al., 2020), including the previously unsolved Pathfinder-X task, leading
to increased attention to SSMs in the deep learning community. More recently, SSMs have
appeared in deep networks applied to partially-observable tasks in RL that require a memory
over observations, and were found to outperform other recurrent units (Lu et al., 2024).

Let us review SSMs. Given a continuous time input signal u(t) € R?, a continuous state
space model is defined as

m(t) = Am(t) + Bu(t) (5.23)
y(t) = Cm(t) + Du(t) (5.24)

where the memory vector m(t) is a g-dimensional latent representation of the signal u(¢) from
t’ = 0 tot, qis called the order of SSM, and y(t) € R? is an output vector. The matrices that
characterize the SSM are the the state matrix A € R?, the input matrix B € R??, the output
matrix C € R™9, and the feedthrough matrix D € R™? — though we shall generally assume
D = 0.° These matrices may be fixed or learned, and can potentially be functions over the
input u(t).

While the matrices A, B, C can be defined as time-varying, we shall assume they are constant
and so this is a linear time invariant (LTI) system. Thus, the system’s output can be computed
using continuous convolution:

K@) = Ce“B, y(t) = {K = u}(t) (5.25)

where K(t) is called the system’s impulse response. The discretized version of Eq. (5.25) can be
computed quickly using the fast Fourier transform (FFT). This insight was used in Chilkuri

The inclusion of D is a type of skip connection, but it is typically omitted for simplicity.
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et al. (2021b) and Chilkuri et al. (2021a) and Gu et al. (2022a) to speed up deep SSM training
with parallelization, similar to transformers and CNNs, while at inference time or sequence
generation, the SSM could still be run as a standard recurrent unit (Figure 5.2).

The memory vector m(t) serves a similar role as the hidden state in an RNN unit. One
might question if a linear recurrent system could compete with more sophisticated recurrent
units, such as LSTM. However, SSMs models, even with fixed state and input matrices, have
been found to outperform LSTMs and other recurrent units, particularly in tasks that require
learning long-range dependencies (Voelker et al., 2019; Chilkuri et al., 2021a). Nonlinear RNNs
can suffer from vanishing and exploding gradients, which complicates learning long-term
dependencies. In contrast, linear SSMs do not suffer from these issues to the same extent and
their gradients remain more stable during training. The eigenvalues of the system matrix A in
linear SSMs directly influence the stability and dynamics of the model. If these eigenvalues are
well-conditioned (i.e., they do not lead to divergent or decaying states rapidly), the system can
maintain stability and performance.

A naive approach to training an SSM would be to randomly initialize the matrices A, B,C
and learn them via backpropgation. However, in practice, this performs poorly (Gu et al,,
2022b), and in fact, this was not the approach taken by the LDN. The LDN (Voelker et al., 2019),
originally inspired by time cells in the mammalian brain, uses fixed state and input matrices
designed to be optimal for retrieving delayed information from the state vector over a fixed
time window. These optimal matrices are given by

1 -1, i< j
Ai=—-2i+1 . 5.26
J 0( P ){(—1)1—J+1, i>j (5:26)
1 .
B = 5Qi+1)(-1), forijefon-1] (5.27)

where 0 is a parameter that determines the ‘window size’ of the LDN — how far into the past
information can be decoded. When using the LDN as a layer in a network applied to some
task, the A and B matrices are generally fixed and the C matrix (along with any subsequent
layers in the network) is usually learned to produce the desired output vector (e.g., a prediction
of the input at some future time, a classification of the input sequence, or a function over the
history window). If we wish to compute a delay, there is a closed-form solution for the output
matrix C:

q:%(%), 0<r<0,jelo,n—1], (5.28)
1 & ) .
where 93]-(1') = F$((2t — 1) — 1)]. (529)
WA

We then have that y(t) = Cm(t) = P (7/e) m(t) = u(t — 1), i.e., the output of the LDN is
approximately the input signal 7 seconds in the past. That is, the memory vector at time ¢
is a compressed representation of the input signal over a 6 second time window. Note that
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Pi(z B)

Figure 5.3: The shifted Legendre polynomials of ordersi = 1,..., 16.

P; is the j™ order shifted Legendre polynomial (see Figure 5.3 for a visualization of these
polynomials) and P is a vector of shifted Legendre polynomials. The memory vector m(t) is
approximately the projection of the input signal u(¢) onto the orthonormal Legendre basis,
and the LDN is solving the problem of online function approximation.

A larger LDN state size g allows for the representation of higher frequency components
of the signal or longer delay periods without increasing the error. In particular, the accuracy
of the delay approximation by the network is determined by the product 6 - f, where f is
the maximum frequency in the input (Voelker, 2019). This scaling property implies that for a
fixed error tolerance, we can adjust 6 and g proportionally: doubling 6 (doubling the memory
window) requires that we double ¢ to maintain the same frequency range for accurate delay
representation. If ¢ = 1 then the LDN simply acts as a first order low-pass filter on the input
scaled by 1/0 and with time constant 7 = 0 - see Eq. (2.8):

A=_1p= % S () = —%m(t) ; éu(t) (5.30)

Although the LDN state and input matrices are theoretically optimal for retrieving delays
under some assumptions, this does not mean the Legendre basis and LDN is always the
ideal choice of SSM. Some tasks may have signals with characteristics that make a different
choice more appropriate. Additionally, the optimality of the LDN matrices is in terms of the
computation of delays up to a fixed predetermined length 6,” as accurately as possible. In some
cases, it may be acceptable, or preferred, for delay recall to be unbounded but with accuracy
drop-off.

More recent work has expanded on this family of models, introducing new state and input
matrices. Stockel (2022) explained how many function bases can be converted to LTI systems
to define the SSM matrices. Examples included the cosine basis, a modified Fourier basis, and
the Haar basis. Gu et al. (2022b) proposed several more matrices for SSMs. Like the LDN
matrices, these were derived for the task of signal memorization. Unlike the LDN matrix,

"Note that the length of the LDN time-window can learned for a given task, or controlled over the course of
a simulation.
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which is optimal for recall over a fixed time window, these were derived for memorization
over an unbounded window with exponential memory decay. Other approaches have focused
on efficient training of SSMs and more expressive dynamics — such as Gu et al. (2023), which
featured input-dependent state matrices.

5.3 Continuous Time Temporal Difference Learning

In this section, we will develop methods for online, on-policy TD learning in spiking neural
networks that operate in continuous-time and use biologically plausible memory mechanisms.
LDNs allow us to encode windowed histories of continuous signals. Given an LDN memory
state, m(t), computed from input signal, u(t), we can linearly decode not only delays, u(t —k) =
P (/o) m(t), but any linear function of the signal history.® For example, we can approximate

its rate of change in the past d“(t R ~ dp(gz/ Dm(t), or integrate the signal over the memory

window, szo u(t — k)dk = szo P(k/e)dk m(t). In these examples, the only term that changes is
the matrix applied to m(t). So, given a recurrent neural population that encodes the memory
state of an LDN, we can project linear functions over a signal’s history to different populations,
with the weights set to approximate the desired transformation. Thus, from an LDN we can
compute continuous-time TD errors.

We will first derive TD errors for continuous-time value functions and, in later sections,
generalize those to successor features and value distributions. Note that standard TD rules are
written as updates on current estimates using future observations. This is how TD updates
were presented in Section 5.2.1. To perform online RL, we now reverse this perspective and
write learning rules as TD updates on past estimates using current memories and estimates.

53.1 TD(0)

To begin, assume that we have a neural population encoding state, s(t) € R, received as input
from the environment. The state population projects onto a value population. The synaptic
weights between these populations (and perhaps between other intermediate hidden layers)
will be trained with an error signal (Figure 5.4).

Recall that the continuous-time version of the TD(0) error is given by §©(t) = r(t) +
log(y)V(s(t)) + dv(s(t)) . Let m,(t) € R% be an LDN memory of the reward signal and m, € R%
be an LDN memory of the output of the value population. Assume that all LDNs have a time
window of 8. We can decode the TD(0) error for our estimate t — k seconds in the past from
these memory traces:

dv (st —k))
dk

8Nonlinear functions over a signal history can be approximated as well, but not accurately with linear
decoding.

8O —k) = r(t — k) + log(y)V(s(t — k)) — (5.31)
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Figure 5.4: Diagram of a value network that uses LDN memories for TD learning. Blue blocks denote
neural populations, green blocks denote LDNs, and the orange block is an error signal. Solid lines
indicate neural projections and dashed lines indicate a modulatory effect on a set of synapses.

= p? (g) m,(t) +

To train a critic network with this error, we can replay through a 6 second long history of
the state via an LDN, m,(t) € R%*. This would require interweaving periods of experience
gathering (during which the LDN memory traces are built through recurrent dynamics) with
replay and learning (during which the LDN states are frozen and sampled). Replay through
state memories can be done with forward replay, backward replay, or via random sampling.
This is similar to the approach taken by Duggins (2023) — training a spiking RL network
by alternating between interacting with the environment and updating in phases - though
unlike our approach, their learning phase only updates the last estimate, rather than any set of
estimates within a longer memory window.

5 0 m,(t) (5.32)

gy (5 ) - 5

This TD(0) error could be used to drive any error-based learning algorithm. In Figure 5.6,
we use it to train a spiking neural network with the biologically plausible prescribed error
sensitivity (PES) learning rule. Let T be the end time of the last experience-gathering phase.
The decoder on the i neuron of the state population is updated via

Adi(2) = 180T — k(D)0)a(t) (5.33)
=[P ) m 0+ (1ogpt ) - TG mo| a0, 69
while s(t) = P*(k(t))m(t),

where 7 is a learning rate and k(¢) € [0,1] determines the replay mechanism: k() = 0
corresponds to sampling the most recent memories from the LDNs (the state, reward, and
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Figure 5.5: LDNs store a compressed representation of a continuous signal, which can be
later recalled and replayed for learning. Here u(t), an input signal (solid black line), is used to
continuously update m(t), an LDN memory (with ¢ = 10 and 6 = 2s), in the ‘gathering experiences’
phase. Visualizing m(t) in the 10-dimensional space in which it resides is not possible, so instead we
depict the evolving memory by plotting the delayed information that can be obtained from it. The
coloured lines in ‘gathering experiences’ phase show P (k/6) m(t), an approximation of u(t — k), for
k € [0,0]. Darker colours correspond to smaller k (i.e., a small delay, the memory of recent experiences)
and lighter colours correspond to larger k (i.e., a large delay, the memory of more distant experiences).
After the ‘gathering experiences’ phase, the input signal and LDN memory are frozen and the last 2
seconds of the signal are approximately replayed (either forward or backwards in time) and used for
TD learning in the ‘learning during recall’ phase, as described in Eq. (5.34).

value estimate at time T) while k(t) = 1 corresponds to sampling the most distant memories
from the LDNs (the state, reward, and value estimate at time T — ). Forward replay over a
learning time window of length w, is obtained by k(¢) = w-t/w-1, while backward replay occurs
when k(t) = +-T/w-1. See Figure 5.5 for a high-level picture and Figure 5.6 for an example of
this type of learning.

Note that to compute the update in Eq. (5.34), we must compute the time-varying transfor-
mations, P(z(t)), and compute the products, P(z(t))m(t), with a separate neural population.
The update cannot be computed directly from the LDN populations so additional neural
resources are required.

By separating experience and learning phases, we are, in effect, learning offline. However,
explicit replay is not strictly required. For fully online learning without replay, we do though
require additional memory. Assume that we have a population of N neurons representing the
state. We need an LDN, m,(¢t) € R%*N that encodes the history of neural activities of the state
population. With this we can compute the updates to the decoders without stepping through
the memory of the state signal,

Adi(t) = n5O(t — 0)P*(1)m,(t) (5.35)
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Figure 5.6: Learning a value function with replay phases. (A) In this example, an agent travels
around a circle and receives reward at a particular location. We expect that a value function will
anticipate this reward. (B) A spiking neural population encoding the value function was trained via
Eq. (5.34) and backwards replay. During the ‘gathering’ phase, the agent travels clockwise at a constant
frequency.LDNs store a record of the observed state (the agent (x, y) location), reward, and value.
During the ‘learning’ phase, states are replayed backwards from the LDN and learning occurs. During
the simulation time labelled as ‘testing’, learning was turned off. (C) The TD(0) error, given by Eq. (5.34),
is only computed during the learning phases. (D) The value function over time. By the test period, the
value function increases leading up to the reward location as expected. (E) The final value function.

— | Pr Y m () + (logo/)qu(l) SR ) m,(0)| PP m, (0, (536)
- . )=
=W,
= U(ermr(t) + mmu(t))wnmnj(t) (5.37)

or, writing the update in terms of the weights,

Aw; (1) = n 8Ot — 6) P"(1)m, (1) e; . (5.38)
\ J J
error pre-neuron activity post-neuron encoder

We will call this the LDN-TD(0) update. This is slightly different from standard PES or other
three-factor Hebbian learning rules - rather than updating weights using an error signal and
current local activities, we update using an error signal and an external activity memory signal.
In this version of TD(0), value estimates from 6 seconds in the past are continuously updated,
while the agent concurrently interacts with the environment and obtains new experiences
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Figure 5.7: Errors for learning can be directly computed from an LDN state without explicit
replay. An input signal u(t) (solid black line) is used to continuously update m(t), an LDN memory
(with q¢ = 18). The coloured lines show P (k/6) m(t), an approximation of u(t — k), for k € [0,0]. Darker
colours correspond to smaller k (i.e.,a small delay, the memory of recent experiences) and lighter
colours correspond to larger k (i.e.,, a large delay, the memory of more distant experiences). The current
LDN memory at time ¢ (the far right of the image) can be used to compute TD errors for estimates in
the past (at time ¢t — 0, the far left of the image), as described in Eq. (5.36).

(Figure 5.7). In this formulation, unlike in Eq. (5.34), the LDNs are never frozen. Furthermore,
the matrices applied to the LDNs (W,, W,, W, in Eq. (5.36) and Figure 5.4) are fixed and therefore
can be pre-computed and used to set weights between the recurrent LDN populations and the
population encoding the TD error signal.

The use of an activity memory trace makes this quite similar to TD(A) with eligibility traces
(ET-TD(A)). In continuous time ET-TD(A), the decoder and eligibility trace updates are given by
Adi(t) = n6©(t)e;(t) and e;(t) = —1/e,(t) + ai(t), where T = /11 (Doya, 2000). The eligibility
trace is simply a low-pass filter applied to the vector of neural activities. Recall from Eq. (5.30),
that when the order of the LDN activities memory g, = 1, the LDN is also a low-pass filter
with time constant 0. Thus, with a particular choice of parameters (g,, = and activities memory
window length 6 = 1/1-y2) ET-TD(A) can be recovered from LDN-TD(0).

532 TD®)

Rather than using the instantaneous reward rate to update the value estimate (derived by
clipping the integral at At — 0), we can integrate the reward signal over a 6 second time
window to estimate returns,

0
V(st—0)) «V(s(t—0))+n A_O yer(t + k = 0)dk + YV (s@®)) — V(s(t — 8))] . (5.39)

< J

=50)(t—)
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Chapter 5. Biologically-Constrained Reinforcement Learning

We will call this the TD(0) rule — a continuous-time version of the TD(n) rule’ — or LDN-TD(0)
when computed using LDNs. The discounted integral over the reward rate history can be
directly computed from its LDN representation and used to drive PES learning:

GO —0) = (% /1 yg(l_f)Pq’(T)dT> m,(t) + Y’V (s(t)) (5.40)

5Ot -0) = (% /1 yg(l_f)Pq’(T)dr) m,(t) + (yqu“(O) - Pq”(l)) m,(1) (5.41)
. — , o

Adi(t) = 5Ot — O)P(D)m, (1) = n(W,m,(t) + W,m,(£))W,m, () (5.42)

This continuously updates the value estimate in the past, like LDN-TD(0), but uses all reward
information obtained since. This update has the same form as Eq. (5.36), Ad;(t) = U(W,m,(t) +

vav(t))annj(t), just with different W matrices.

An advantage of this error signal over the TD(0) signal from Eq. (5.36) is that a longer
sequence of reward observations is used to update the approximation of the value function.
This improves data efficiency, as TD(0) requires many passes through the same state sequence
for distal rewards to affect value estimates. However, there is a key limitation to the online
implementation of LDN-TD(f). The value estimate associated with a state seen at time t
can only be updated 8 seconds later. This introduces a lag to learning that becomes more
pronounced as 6 is increased.

533 TD(A)

Here we discuss how the A-return estimate can be defined in continuous time. Furthermore,
we present a truncated approximation of the continuous time A-return using LDN memories
that allows immediate updating of value estimates without the lag of LDN-TD(0).

First, let us define A-return in continuous-time with a forward view. An error at time ¢
can be derived by integrating over all 0 returns weighted exponentially, or, equivalently, by
integrating over all exponentially weighted future TD(0) errors.

Definition 5.1. The A-return error is defined as

sV = / ) wi(K)GP®)dk — V (1), (5.43)
k

=0

= / Wik)y 6Ot + k)dk, (5.44)
k=0

The rule we call TD(0) is similar to the error called TD} in Zhou et al. (2021). We instead call this TD(f) to
indicate that the window size 0 is a parameter and because we do not use the notation of u for control.
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5.3. Continuous Time Temporal Difference Learning

where 0 < A < 1 is a weighting parameter, and w,(k) and W) (k) are weighting functions such
that

Wi = [ o WO - o)
=k . (5.45)
and W,(0) = / w;(t)dr = 1.

Many weighting functions satisfy the requirements of Eq. (5.45). In our experiments, we
use the following exponential weighting functions,

wy(k) = —log(M)A*,  Wy(k) = A5 (5.46)

Other valid choices include power-law weighting, w,(k) = 7/G+0r+t and W, (k) = /(+k with n
set to normalize W,(0), or a Gamma distribution weightings.

By using the weighting functions given by Eq. (5.46), we retain some of the key char-
acteristics of the discrete-time A-return error. The weighting function has a constant area:
[]:0 —log(A)A*dk = 1. We also have equivalence between averaging over all § or n-returns and
averaging over TD(0) errors. As A — 1, the A-return approaches the full Monte-Carlo return
estimate. But we do not obtain the property that the A-return error collapses to the TD(0)
error given in Eq. (5.22) as A — 0. In fact, no matter our choice of weighting function it is not
possible to have both lim,_, §V(t) = §©(t) and lim,_,; sP(t) = §7(t). Now we shall prove
these facts.

Lemma 5.1. The A-return error can be expressed as an average over 0 returns, or as an average
over TD(0) errors,

/ww@m®@&—V@ﬁi/ﬂm@»%@a+m&, (5.47)
k=0 k=0
if WA(k) = /OOWA(T)dT and WA(O) =1. (5.48)
=k
Proof. We have
&Wn:/ww@mwwﬁ—vw, (5.49)
k=0
(o) k
:/'Wwﬂ/'fm+ﬂw+ﬁwmw)&—vm, (5.50)
k=0 =0
= /°° /°° Wﬂ(k)dk] yr(t + o)dr + /°° w, ()Y V(t + k)dk — V(¢). (5.51)
=0 k=t k=0

This is obtained by noting that /1:0 ffio -drdk = fT :) fk : -dkdr. Now, we recall that W(r) =
/k: w; (k)dk and W;(0) = 1:

SW(t) = /°° Wi(D)y'r(t + r)dr — [Wl(k)ka(t + k)] :’:0 (5.52)
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LAVt +k)

* k
+ /k:o <WA(k) log(y)y™V (t + k) + Wak)y" — -

) dk —V (1),
= /°° Wik r(t + k)dk + V() + /w Wi(k) log(Y)y* vV (t + k)dk
k=0 k=0

+ / WA(k)ydek —V(t) (relabelling  as k),
k=0

dv(t + k)

dk,
dt

= Wi (k)Y
k=0

r(t+k)+log(y)V(t + k) +

_ / W)y 8O + k)dk.
k=0

(5.53)
(5.54)
(5.55)
(5.56)

(5.57)

Note that if we set w)(k) = —log(A)A¥, then W (k) = fT:k w(r)dr = A and W;(0) = 1, as

required.

]

Lemma 5.2. The A-return given in Eq. (5.43) approaches the Monte Carlo return estimate as A — 1

ifWw,(0) = 1, lim,_,; Wy(k) = 1 and lim,_,; wy(k) = 0.

Proof. To obtain the Monte-Carlo error when A — 1, we require that

1Ain} SP@) = / ver(t + k)dk — V() = 5@).
- k

=0

Note that we have

SP@) = Wiy 6Ot + k)dk,

k=0
& dv(t +k

= WA(k)yk r(t+k)+log(y)V(t+k)+—( d: ) dk,
k=0

_ / W [+ ) + log( IVt + B dk + [WaRp v + 0]
k=0

- A_c:(—wx(k))/k + W, (k) log(y)yk)V(t + k)dk,

= / ) Wi (k)y*r(t + k)dk — Wy (0)V (t) + / wi(k)y V (t + k)dk.
k=0

k=0

When W;(0) = 1, lim;_,; Wj(k) = 1 and lim,_,; w;(k) = 0:

lim SP(@) = A :: Wik r(t + k)dk — V() + / ) wy (k)Y V (¢t + k)dk

k=0

Note that these conditions hold for the weighting functions specified in Eq. (5.46).

(5.58)

(5.59)
(5.60)
(5.61)
(5.62)

(5.63)

(5.64)

]

Lemma 5.3. The A-return given in Eq. (5.43) cannot both approach the Monte Carlo return estimate

as A — 1 and collapse to the TD(0) error as A — 0.
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5.3. Continuous Time Temporal Difference Learning

Proof. To obtain the equivalence of Eq. (5.43) and Eq. (5.44) and, additionally, the property that
the weighting over returns integrates to one, we required that W,(0) = 1. To further obtain
the Monte-Carlo estimate when A — 1 we require lim,_,; W,(k) = 1.

While for the A-return error to collapse to the TD(0) given in Eq. (5.22) as A — 0, the
weighting function W, (k) must be a ‘nascent’ delta function, i.e.,

%irré Wy (k) = 6(k), the Dirac delta (5.65)
Given this we find that

lim / Wik)y 8Ot + k)dk = 8O) (5.66)
—V Jk=0

as desired.

However, this contradicts the earlier requirement that lim,_,; W,(k) = 1, as we need the
weight function W, (k) to be both one and infinite at the origin. ]

Turning back now to a backward view, a truncated version of the error in Eq. (5.43) can be
estimated from LDN memory vectors to update the estimate at a past time, ¢ — 6. This however
has the same problem as TD(0) — there is a lag in learning that grows with . Alternatively,
we may update all estimates over the 6 second memory window using subsequent reward
information to obtain a rule LDN-TD(A4), akin to online A-return. This is accomplished by
integrating over the error signal and activity memory,

0
Adi(t) = [ /k ) wy(k)§®(t — k)Pq"(k/G)dk] m, (t), (5.67)

=1 /k@ Wx(k)[ (Zk Yk_TPq’(T/G)dT> m,(t) + YV (s(t))

=0 =0

— PU(k/0)m,(t)| P (k/0)dkm, (t), (5.68)

:;7[<mr(t)T / 6 / kw,1(k)yk_TPq’(T/@)TPq”(k/Q)dek)
k=0 J1=0
— ( / (7P O Pk /6) — P%(k/e)TP%(k/m)dk)} m @ (5.69)
k=0

At every time step, we update the estimation of V(s(t —)) to V(s(¢)) with the maximal window
lengths of return estimates, i.e., update all past estimates in memory. Over time, this means
that all past estimates will get updates computed using window sizes from 0 to 6. The rule,
LDN-TD(A), is an approximation of online truncated A-return. This approach may be preferable

129



Chapter 5. Biologically-Constrained Reinforcement Learning

to online TD(A) in cases where you must adaptively tune the update horizon,'® discount rate,
or discount function,!! e.g., to ensure that distant rewards are properly accounted for.

5.3.4 Examples

We now demonstrate the derived learning rules on two tasks: T-maze value learning; and trace
conditioning.

T-maze value learning. Figure 5.8 shows the differences between the value function output
learned using different LDN learning rules during a T-maze navigation task. In this task,
an agent navigates through a corridor and then takes either the left or right branch. Upon
reaching the end of a branch, the agent receives reward if ending at the right branch (the
reward function is a Gaussian bump), the agent is then removed (the state is set to coordinates
outside the maze), and there is a one-second wait time that marks the end of the episode.
At this point, the agent’s memories are reset by briefly inhibiting the activity of the LDN
populations.

Our focus is solely on value learning within spiking neural networks that use LDN memory,
without considering action selection or policy learning. Consequently, the decision regarding
which branch the agent takes is random and is not determined by a trained policy.

The model is configured with ¢, = ¢ = g, = 8 dimensional memory vectors and 400
neurons in both the state and the value populations. The agent learns over six episodes, each
lasting six seconds, corresponding to 6000 simulation timesteps. Additionally, the state is
the agent’s location in the maze, a 2D position that is represented as an SSP, and encoded
by a population of place cells. The LDN memory over neural activities is non-spiking in this
example to speed up computations.

The results, as illustrated in Figure 5.8B-C, demonstrate that all learning rules produce
a reasonable value function, which is consistent with the results from a tabular comparison
using TD(A) with eligibility traces on a discretized 2D state space (called “Tabular ET-TD(4)’ in
the legend). The value function remains near zero for most of the first corridor and the left
branch, with a marked increase near the end of the right branch where the reward is located.
However, the degree to which the reward information is propagated back from the goal state
varies among the rules. LDN-TD(0) shows a peak in the value function just before the goal
location, while both LDN-TD(0) and LDN-TD(A) exhibit an increasing value function earlier
on the right branch.

"The matrices we apply to the LDN memories to compute the error are memory horizon invariant. Thus,
to change 60, we need only apply neuromodulation to the recurrent and incoming connections of the memories
networks, and do not need to change the way errors are computed from those populations. Changing 6 would,
however, change the effective discount rate.

Different discount functions would require different transforms on the LDN output. While this could be
learned, it would not be as straightforward as modifying 6 on-the-fly.
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Figure 5.8: Value functions learned with LDN-TD rules in an SNN for a T-maze navigation task.
(A) The reward signal observed over a whole training sequence, with episodes delineated via the vertical
lines. The output of the value network trained online with different LDN-TD rules is also plotted. (B-C)
Value networks were trained five times over 6 episodes — each with a different seed determining the
sequence of branches the agent follows and the tuning curve parameters in the network. The median
value output during two final test episodes is plotted along 95% confidence intervals. Also included in
these figures is the output from a tabular ET-TD(A) algorithm trained over 6 and 60 episodes. (D) The
value output when trained with LDN-TD(A) over the T-maze environment.

LDN-TD(0) performs well with a memory window, 0, of 1 second, but fails with a window
of 6 seconds. This is because the value estimate at the goal location is only updated theta
seconds after the reward is received, and the waiting period at the end of each episode is only
1 second long. When 6 = 1s, the value estimate at the goal is updated by the end of the waiting
period. While with 6 = 6s, the wait period is insufficient and so value estimates at the end
of the branches are never updated. In contrast, LDN-TD(A) updates all estimates in memory,
allowing it to quickly learn the correct value function shape, even with a theta of 6 seconds. In

131



Chapter 5. Biologically-Constrained Reinforcement Learning

fact, TD(A) can learn a function of the correct shape after observing each branch only once.

Also included in Figure 5.8 are results using (non-tabular) ET-TD(A). This is an online
TD(A) algorithm used to train the SNN value function. It is similar to the LDN-TD(0) rule
but, unlike in the TD(0) example, an order g = 1 state activity LDN is used with a long time
window, as described at the end of Section 5.3.1. This algorithm also quickly learns the correct
value function. Both ET-TD(1) and LDN-TD(A) with a long enough 6 (an approximation of
online truncated A-return) will produce the same results if learning is offline. In an online
learning context, such as this example, there will be differences in the learning dynamics of
these two approaches. In this case, these differences do not produce different final results.

In summary, the T-maze experiment demonstrates that learning rules based on LDNs can be
used to learn value functions. LDN rules leverage explicit, windowed memory representations,
offering more precise and flexible updates compared to the decaying trace mechanism in
ET-TD(4). Among the LDN-based rules, LDN-TD(A) stands out as the most robust, effectively
propagating reward information and adapting to long memory windows. In contrast, LDN-
TD(0) is sensitive to the memory window size due to misaligned update timing. Overall,
LDN-TD(A) emerges as the most reliable and efficient approach, combining the strengths of
explicit memory with the ability to learn effectively from sparse and online observations.

Trace conditioning. In this experiment, a passive agent observes a state signal and a temporally
delayed reward, learning a value function based on a state population with memory. Each
5-second trial involves a tone sounding at a random time, followed by a reward 1.5 seconds later.
This setup models a trace conditioning task, where both the tone and reward are represented as
temporally extended, differentiable events (narrow Gaussian bumps) rather than instantaneous
spikes. The state used to learn the value function is the memory state of an LDN over the
auditory signal. Importantly, the time window of the LDN memory representing state, Ogpte, is
independent of the time window used to compute TD errors.

The results, shown in Figure 5.9, demonstrate that all rules partially learn to anticipate the
reward before it begins. However, LDN-TD(A) performs best, with the value estimate increasing
immediately after the tone and peaking as the reward begins. In contrast, LDN-TD(0) shows
delayed propagation, with the value increasing closer to the reward event. These trends mirror
those observed in the T-maze experiment. However, this experiment demonstrates that LDNs
can also be used to represent state in tasks that require one to learn temporal dependencies
and delays, as well as for computing TD errors.

5.3.5 Discussion

We have introduced a set of new learning rules - LDN-TD(0), LDN-TD(6), and LDN-TD(A) —
for training continuous time value functions in SNNs using LDNs and biologically plausible,
local learning rules. A type of three-factor Hebbian rule, PES, is used to train our network,

with the memory-dependent errors and activity required for TD updates linearly decoded from
LDN:s.
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Figure 5.9: Value population output during testing and training for the trace conditioning
task. The tone is plotted in grey and the reward, always received 1.5 seconds after the tone, is shown
in red. The other lines are the value function estimates obtained with different LDN-TD learning rules.

In this framework, the LDN models short-term episodic memory, storing information over
time for error signal computation. However, this memory is noisy and constrained by the
biological limitations of the recurrent spiking network, which mirrors the imperfections of
biological memory. Indeed, LDN memory effects have been compared to human memory
performance (Jong et al., 2024).

Our results show that these LDN-TD critic models can learn qualitatively accurate value
functions in simple environments. Notably, using LDN-TD(4), the learning process can occur
rapidly — sometimes after just one or two examples. Although our experiments were conducted
in simple environments, the primary focus of this work is not on optimizing performance but
on exploring biologically realistic RL mechanisms that make use of new tools and techniques.
Biological systems operate under constraints, like noisy representations and imperfect memory
storage, and designing systems that respect these constraints may reveal insights into how RL
operates in the brain.

It is important to note that the errors in LDN-TD(0) and LDN-TD(0) are not novel. TD(0)
has been used in continuous-time RL (Doya, 2000), and TD(6) is a natural extension of TD(n)
to continuous time. However, these methods have not previously been implemented using a
neural memory model or by projecting value and reward signals onto a temporal basis. Prior
work in continuous-time RL has used either instantaneous reward information and Euler
differentiation to approximate value derivatives (Doya, 2000; Frémaux et al., 2013), eligibility
traces, or numerical integration by discretizing time with fixed (Baird, 1994; Tallec et al., 2019)
or adaptive timesteps (Zhou et al., 2021).
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In contrast, we do not discretize the value integral over time. Instead, we project the value
function and reward signals onto a Legendre polynomial basis using the LDN, effectively
shifting from the time domain to the frequency domain. The integral approximation comes
from truncating the temporal basis, rather than from time discretization.

In contrast to the other LDN-TD rules, LDN-TD(A) is novel both in the form of the error
computation and its implementation within an SNN using LDNs. This method is conceptually
similar to TD(A) computed via eligibility traces (ET-TD(A)), which has been previously imple-
mented in SNNs (Seung, 2003; Yuan et al., 2019; Vasilaki et al., 2009). Eligibility traces have
historically been used to capture temporal correlations without memory replay buffers. For
methods like TD(0), simple delays or twin value networks (Rasmussen et al., 2017) have been
used, but learning longer-term correlations requires a more flexible memory system.

Similar to ET-TD(A) approach, we use a type of activity trace to compute updates. Eligibility
traces provide a minimal resource solution, storing a trace of the activity of N neurons in a
vector of size N (equivalent to a order ¢ = 1 LDN), whereas an LDN memory of such activity is
vector of size gN. This higher dimensional trace maintains higher frequency information about
a signal’s history, allowing for more accurate decoding of delays and replay. Additionally,
eligibility traces store information at a fixed temporal resolution and discount rate, while
LDN-TD(A) allows for the computation of different TD errors with varying discount rates and
A-weighting functions from the same memory populations.

Recurrent memory units are commonly used in RL models, both spiking (Karamanis et al.,
2018) and non-spiking (Bakker, 2001; Zambrano et al., 2015; Rivest et al., 2014), but they are
typically used to handle working memory tasks (e.g., the trace conditioning task) and partially
observable environments, not for error computation. Episodic memory and replay mechanisms
have been explored in RL (Pritzel et al., 2017; Zhang et al., 2021), but these models often use
external buffers, not biologically plausible memory systems.

The use of the LDN to compute value integrals and derivatives is reminiscent of spec-
tral methods, which numerically solve differential equations by transforming them into the
frequency domain using Fourier, Chebyshev, or Legendre bases. The time derivatives of the
variables are approximated using differentiation matrices based on the polynomial basis —
similar to how we approximate the derivative of the value function with a linear transform
applied to its Legendre representation (the LDN memory vector). Spectral and pseudospectral
methods have been used for learning state transition dynamics (Azizzadenesheli et al., 2016;
Ren et al., 2022) and solving optimal control problems (Mehrali-Varjani et al., 2018; Dolgov
et al., 2021). Though these approaches to control are more akin to learning the coefficients of
the decomposition of the value function rather than only using the basis projection to compute
updates to the value function.

Our approach has limitations, but offers many avenues for future research. While we
propose a biologically plausible mechanism for learning predictive value associations, we have
not yet addressed action selection — a topic for Section 5.5. Moreover, real biological systems
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often combine both model-free and model-based strategies for learning, and this conjunctive
use of systems is not covered here. We will explore a hybrid approach — successor features —
in the following section.

Memory processes in humans and animals are far more complex than the models presented
here. Replay and sleep consolidation are thought to be crucial for learning, with random
sampling of past experiences helping break temporal correlations and prevent catastrophic
forgetting. modelling these aspects would require longer-term memory systems than the
LDN currently provides. While LDNs and other state-space models have proven effective
in long time series tasks, they are still limited in the amount of information they can store,
especially when noise in representation and dynamics, as seen in spiking implementations,
is considered. To address these challenges, it may be necessary to store memory not just in
instantaneous neural activity but in synaptic weights. Future work might explore developing a
memory network that learns to associate states with LDN memory vectors. Relevant episodic
memories could later be recalled and replayed. Such extensions will be essential for applying
our methods to more complex problems and bridging the gap between biological plausibility
and computational efficiency.

Alternative temporal bases could also be explored. While we use the Legendre polynomial
basis, a Fourier basis could make the system more like the SSP trajectory memory model
discussed in Chapter 3. Alternatively, choosing a basis orthogonal to the weighting function
in Eq. (5.69) could simplify the TD update, though this would not generalize to other discount
functions or rates.

Lastly, using past activity in weight updates opens new research possibilities. We use
learning rules like PES as it uses only local information, but by storing neural activity history
in an external memory system, neurons could potentially receive information on approximate
past activity and activity gradients of neighbouring neurons, allowing for more complex
learning schemes. Although this would likely be resource-intensive and scale poorly, this
direction may be worth investigating, especially given recent work on SNN training methods
using eligibility traces (Bellec et al., 2020).

5.4 Temporal Difference Learning of Distributions

The methods discussed so far in this chapter are not limited to learning value functions; they
are broadly applicable to any function that can be learned using a TD algorithm. This includes
learning representations of future state occupancies — i.e., successor representations (SRs) or,
in continuous state spaces, successor features (SFs); see Section 5.2.1 — and even distributions
over future reward. Importantly, when learning such functions, the decoder update equations
we have introduced remain unchanged, except the scalar reward signal is replaced by a vector
signal.

Working with SFs presents challenges, particularly due to their sensitivity to the choice of
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state features and the difficulties in learning state features concurrently with the successor
function. Ideally, the features should be generalizable and transferable, rather than being
specialized to a particular problem. Here we use SSPs as features in navigation tasks, as they
provide a general and effective representation of continuous variables. As well, the probabilistic
interpretation of SSP bundles allows us to view the successor features as representations of
distributions over future locations in the state space. We discuss extending this approach
to reward distribution learning, by approximating the future reward distribution with SSP
bundles that may be learned with LDN-TD rules.

5.4.1 Successor features

Recall from Section 5.2.1 that the successor feature function computes the expected discounted
accumulation of features under some policy 7. In continuous-time, it is defined as

M(s) = E, [ / "Rl + )k

=0

s(t) = s], (5.70)

where @(s(¢+k)) are the feature representations of space — we use SSP encodings as our features,
assuming § € R". Using SSPs as features has several advantages. First, this is a neurally
grounded feature representation of space that does not have to be learned concurrently with
SFs. Additionally, these features could, in principle, be combined with other representations
using VSA operations to represent more complex state spaces. Furthermore, the resulting SFs
has a useful probabilistic interpretation (Furlong et al., 2022; Furlong et al., 2023).

The SF function can be learned in a similar manner as the value function or Q-function.
The optimal SF function satisfies a Bellman-like equation,

0

M(s(t —0)) = / 0 Yeo(s(t + k — 0))dk + y M(s()). (5.71)

k=
Thus, we can define TD(0), TD(0), and TD(A) updates for the successor function. For example,
the TD(0) error is given by

0

5P = / Yeo(s(t + k — 0))dk + y?M(s(t)) — M(s(t — 0)). (5.72)
k=0

This error can be computed in the same fashion as the LDN-TD(6) error we defined for value

functions in Eq. (5.42). The same is true for the LDN-TD(0) and LDN-TD(A) rules. The only

difference when training the SF function is that the LDN memory of reward is replaced by a

memory of features, and the TD error signal is vector-valued instead of a scalar (see Figure 5.10).

To obtain a value function with the SFs, we also need to learn a linear model of reward
rate, 7(s) = w,(g) - ¢(s), so that we can compute V(s(t)) = w,(g) - M(s(t)). This network learns
a mapping from a context or goal signal g to a population encoding the reward vector w,(g)
— this means multiple reward functions corresponding to different contexts or goals can be
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Figure 5.10: Diagram of a network that learns the successor feature function using LDNs and a linear
reward function, from which value can be computed. Blue blocks denote neural populations, green
blocks denote LDNs, and the orange block is an error signal. The concentric circles icon indicates a
product network. Solid lines indicate neural projections and dashed lines indicate a modulatory effect
on a set of synapses.

learned simultaneously, as done in Ma et al. (2020). For environments without multiple goals or
context conditions, the signal g simply remains constant at an arbitrary value. The decoders on
the connections from the context to reward vector populations are updated using the standard
PES learning rule with the following error signal:

Reward error at t = [r(t) — w,(g) - ¢(s(t))] p(s(t)), (5.73)
= [r(®) = #(s(0))] $(s()). (5.74)

Next, we test this network’s ability to learn in two example scenarios: a hairpin maze, to
show the general ability of the network to learn; and a two room maze, to demonstrate its
ability to learn context sensitivity.

Hairpin maze. We test the LDN-TD(A) update given in Eq. (5.69) for SF learning using SSP
features. In this hairpin maze task, the agent repeatedly travels though the maze, starting at the
bottom left and ending at the top left, where reward is received. The agent’s 20 second path is
constructed by adding noise to a pre-computed, fixed path though the maze and smoothing with
spline interpolation. The added noise creates small variations between episodes (Figure 5.11A).
The context/goal signal is constant over the whole experiment. The features are the SSP
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Figure 5.11: Successor features in a hairpin maze trained with LDN-TD(A). (A) The hairpin maze
environment and the agent’s trajectory s(t) in different episodes. A goal is in the upper left corner of
the maze. (B) A similarly map of the SSP feature encoding of the state at time ;. (C) The learned

linear reward function. (D) The value function obtained via the final SF and reward functions. (E) The
M(s(t:))-M(s(t)))
IM(s@EDI | M(s())
ticks mark the turning points in the maze. (F) Examples of the SF at different states. These plots are
obtained by computing the similarity between the given SF M(s(;)) and the features of points gridded

over space ¢(s) and then converting the similarities into probabilities via squaring.

matrix — the cosine similarity of successor features across the test trajectory. The axis

encodings of the agent’s location in the maze (Figure 5.11B). The population encoding the
features has SSPs representing points scattered over the maze,'* i.e., place cells.

Only two training episodes are used and the results shown in Figure 5.11C-F are from a final
test episode. In Figure 5.11C, the final reward function is plotted. In this case the local reward
function is simply an indicator function at the end of the maze, so it is easy to approximate it
with a linear function on the SSP features — essentially the learned w, is proportional to the
SSP representation of the goal location.

Examples of the final successor features at different time points along the trajectory,
M(s(t;)), are shown in Figure 5.11F - visualized by their similarity to the features, k(s) =
M(s(2;)) - #(s), mapped to a probability distribution over the maze. We see that, as expected,
the similarity plots of the successor features show a trial of high similarity ahead of the current
position.

The value function computed from the SF and reward function during the final test trajec-

2In particular, the points are given by a Sobol sequence, a type of quasi-random sequences used to cover the
space fairly evenly.

138



5.4. Temporal Difference Learning of Distributions

A Successor features B Neurons in SF population C  Reward function in both contexts

Figure 5.12: Successor features in two connected rooms trained with LDN-TD(A). The solid
black line shows the path taken through the environment. (A) The similarity between example SFs
M(s(#;)) and the features of points gridded over space ¢(s). (B) Firing locations of two example neurons
in the population encoding SF. (C) The learned linear reward function in the two contexts (left and
right rooms). The black ‘x’ marks the goal locations.

tory is plotted in Figure 5.11D and is qualitatively correct, with the highest values just before
the goal location and the value decaying further back in the maze. Note that we also plot the
matrix of similarity between SFs along the final test trajectory (Figure 5.11E). We can see that
it has a diagonal structure since, as expected, SFs closer in time and closer along the path will
have overlap as a result are more similar. The blocking structure corresponds to the turning
points in the maze (marked with ticks in the figure). This experiment clearly shows the ability
of the SF network to solve an RL task using online updates with continuous-time and space
representations.

Two room maze. We test the same model on an environment consisting of two joined rooms
- an environment used in George et al. (2023). The path through the maze is a directed random
walk, generated in the same fashion as the trajectory in George et al. (2023)"*. The context
signal was not constant in this experiment - instead it was a scalar signal indicating which
of the two rooms the agent was in. Each room had a particular goal location where the
agent received reward (Figure 5.12C). We can see that reasonable SFs were learned in this
environment (Figure 5.12A) and that the reward function can be learned for both contexts
(Figure 5.12C).

BIt is a random walk with momentum and bias towards room crossings and edges - this is meant to mimic
natural foraging paths of rodents.
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5.4.2 Reward distributions

In RL, understanding not only the expected return but also the distribution of possible out-
comes can improve decision-making, particularly for risk-sensitive tasks. Here, we present
an approach to represent reward distributions using SSPs. Unlike traditional distributional
RL, our method focuses on the expected distribution of future rewards rather than the full
distribution of returns.

Recall from Section 2.4.4 that we may represent distributions via a bundle of SSPs encoding
data samples. Define R(s) as

R(s)=E [ /k 000 vEd(r(t + k))dk ‘ s(t) = s] , (5.75)

where ¢(r(t + k)) is an SSP representing the reward rate at time t + k, and R(s) is a finite-
dimensional feature mean embedding. This is closely related to successor features, with R(s)
representing the successor features of reward rather than state. We can approximate the
density of the distribution of future reward, given that we start in state s, with

PR =rs) ~ §<R<s> B (5.76)

where ¢ is a normalization constant. Note that other mappings from similarity to density can
be used (Section 2.4.4), but here we use squaring and normalization to obtain a density from
the similarity measure.

Like the successor feature function, R(s) follows a Bellman-like equation and so we can
learn it via a TD learning rule. For example, the TD(6) error is given by

0
sO) = /k Yo (r(t + k — 0))dk + y’R(r(1)) — R(r(t — 0)). (5.77)

=0

While the sprit of this — learning a distribution of future outcomes rather than the expected
return — is similar to that of distributional RL, this approach is quite different. Distributional
RL extends traditional RL by modelling the full distribution of returns, law(Z(s)), where the
return Z(s), a random variable, is defined as:

Z(s) = / yor(t + k)dk, where s(t) = s. (5.78)
k=0
The goal in distributional RL is to approximate law(Z(s)) and, by extension, capture the
variability and uncertainty in outcomes. In practice, the infinite-dimensional return distribution
is approximated with a finite dimensional representation — a parameterization of the return
distribution or a set of finite statistics or statistical functionals. For instance, categorical
distributional RL parameterizes the return distribution as a mixture of Dirac delta functions at
fixed points, effectively binning the returns (Bellemare et al., 2017). Another approach, quantile
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Figure 5.13: Learning a distributional reward embedding with LDN-TD(0). The grey area is
a KDE computed from the reward data, while the solid line is densities obtained from similarity to
SSPs. (A) Density computed with the kernel of the reward distribution embedding at the end of the
simulation, 1/¢(Z - #(r))?. The dashed vertical line shows the expected value of the rewards — we see
that this does not capture nearly as much information as the full distribution. (B) Reward distribution
density at different points in time over the simulation.

regression distributional RL, represents the distribution as a mixture of Diracs at learnable
points (Dabney et al., 2018)."* Other work has approximated the return density with mixtures
of Gaussians (Choi et al., 2019) or splines (Luo et al., 2021).

Our proposed approach diverges from distributional RL by learning an approximate dis-
tribution over future rewards rather than returns. This difference allows us to re-use the
architecture and methods from Section 5.4.1. We can learn R(s) via TD updates directly in the
feature space, making it suitable for biologically plausible implementations.

Variable-magnitude reward. To demonstrate the application of Eq. (5.75), we learn the distribu-
tion over reward in the variable-magnitude task from Dabney et al. (2020). Each trial lasts 0.5
seconds and during each trial a random reward is received - either (0.1, 0.3, 1.2, 2.5, 5, 10, 20).
In this experiment, state is held constant. The distributional embedding learned is encoded
in the activity of a population that receives input from the constant state population and the
weights of those projections are learned with LDN-TD(0). As shown in Figure 5.13, the SSPs
are capable of learning the distribution of rewards, whereas an expected reward calculation
loses much of the information in the distribution (Figure 5.13B).

5.4.3 Discussion

In this section, we have described how the LDN-TD learning rules, previously presented in
the context of value function learning, can be applied to learning successor representation
and reward distributions. These paradigms for RL have several advantages over traditional

“4Quantile regression distributional RL has been implemented in an SNN in Sun et al. (2023), which is, to the
best of our knowledge, one of the only spiking distributional RL model.
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approaches and have connections to how the brain might represent and process information,
making them valuable to study and model.

Successor features with SSPs. In the hairpin maze experiment, we showed that an SNN could
successfully learn SFs using recurrent memory units. RL agents equipped with SFs are capable
of latent learning, linear value evaluation (assuming a linear reward function over features),
and the ability to estimate value under a previously unobserved reward function. In goal-
reaching problems, for example, when the agent’s goal state, sy, has a unique SSP feature
representation @g.,1, the reward function can be approximated as r(s) = ¢(s) - Pgou. Given an
SF function trained under policy 7 (e.g., an exploratory policy) and a known goal location, one
can immediately compute the expected value under 7 without additional training. Previous
research has leveraged a single SF across multiple reward functions for transfer and multi-task
learning (Ma et al., 2020; Mozifian et al., 2022).

SRs bear some resemblance to the coding schemes used by place cells in the hippocampus.
Past models have made these connections with the discrete SR (Gershman, 2018; Fang et al.,
2023) and have even modelled SRs with spiking networks and biologically plausible plasticity
rules (Bono et al., 2023). George et al. (2023) presented a spiking models of SFs with place
cells providing the feature basis, much like our model, and demonstrated skewing effects in
place cells, resembling results from rodent experiments. Our model is unique in its use of
neurosymbolic features and suggests interesting areas of future development. For example, the
resulting SFs have a probabilistic interpretation, which we discuss next and could be explored
more in future work. In addition, temporal SSPs may also be incorporated in features and SFs
in such a fashion that allows disambiguation of visitation probability and temporal distance.

In 5.4.1 we demonstrated how to learn the SF function M(s), which represents the expected
sum of future abstract features. However, this abstraction comes at the cost of losing the
explicit occupancy information of successor representations, as the focus shifts from the state
distribution itself to the accumulation of feature representations. The successor measure Jl :
8§ — P(8) is an alternative formulation, which maintains the notion of state occupancy and
distribution. Rather than accumulating abstract features, it directly measures the discounted
probability of the agent visiting states in a set S € § in the future. This keeps track of the
actual distribution of states.

1

MT(S|s) = ———— ooyklp (s(t+k)eS|s(t) =s)dk, ScS8, (5.79)
log(y) Ji=o0

where S C § is a measurable set. Note that the successor feature function computed with SSPs
is a weighted bundle of samples and thus approximates the distribution of those samples. Thus,
we have (s, S) = 1/:(M(s) - ¢(S))*. This is another benefit of the SSP features - it supports a
probabilistic interpretation.

Furthermore, while we have used pure SSP features, we could incorporate other information
via binding. For example, we could represent mixed discrete-continuous states or incorporate
temporal information. Recall the SSP trajectory model presented in Section 3.5 in Eq. (3.33)
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and Eq. (3.34) earlier in the thesis. We can define

M(s() = E, [ [ o+ .o

s(t) = s]. (5.80)

This variant of the successor feature function uses features that contain both spatial and
temporal information, thus disentangling visitation probability and temporal distance. This
can be learned in the following way: let the feature at time ¢ be ¢(s(t),t) = Psrare(s(t)) &
Ptime(t), where Pgare and ¢y are the SSP maps for state and time and will have different
parameterizations. Then the SF can be updated by

0
M(s(t = 0)) = Prime(—1) ® / Yo(s(t + k= 0),t + k= 0)dk +y Pume(0) ® M(s(1)).  (5.81)
k=0
Such an SF will be the prospective version of the retrospective trajectory memory presented
in Section 3.5. Exploring such extensions to the model is an avenue for future research.

Reward distributions with SSPs. We have sketched out how the SF model might be used for
learning representations of reward distributions in Section 5.4.2. In this view, both SFs and
reward distributions are predictive functions that can be learned in the same fashion — they
just operate over different features. Our proposed approach approximates the distribution of
future rewards (with an immediacy bias) with a high-dimensional feature vector. The Bellman
updates reduces the L2 distance between distribution embeddings. This has some similarities
to distributional RL methods that use moment matching (Nguyen-Tang et al., 2021) or mean
Random Fourier Feature (RFF) embeddings (Wenliang et al., 2024). In these methods, finite
statistics are used to represent the return distribution and the Bellman update results in a
reduction in the maximum mean discrepancy (MMD). MMD is distance measure between two
probability distributions obtained by evaluating the distance between their mean embeddings
in a reproducing kernel Hilbert space (RKHS). For two distributions p and g, their kernel mean
embeddings are defined as:

p = vk )], gty = Evglk(x, )] (5.82)

where k(-,-) is a positive definite kernel function, and E,,[k(x,-)] is the expectation of the
kernel function with respect to the distribution P. The MMD between the distributions p and
q is then defined as the distance in the RKHS between these mean embeddings:

MMD(p, q) = i, — pgl (5.83)

The MMD satisfies the properties of a distance function if the kernel is characteristic (i.e., the
mean embedding of any distribution is unique). The MMD can also be empirically estimated -
this estimate was used in Nguyen-Tang et al. (2021).

Our proposed method represents the distribution of future reward — not returns - in a finite
dimensional RKHS with a non-characteristic kernel (like the kernel mean embedding (KME)
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method of Wenliang et al. (2024)) and so the L2 distance between SSP distribution embeddings
is not a proper distribution distance function - but it does estimate MMD. The form of features
we use, SSPs, are essentially RFFs equipped with an algebra. Thus, like RFF, the error scaling
of the MMD estimate decays as O(1/ Jd), where d is the SSP dimensionality (Sutherland et al.,
2015).

SSPs provide a compact and biologically plausible encoding mechanism, enabling RL
algorithms to move beyond learning only expected returns (value functions) to capturing
richer reward distributions that include uncertainty. Representing R(s), the distribution of
potential instantaneous rewards, offers advantages over a value function by providing an agent
with information about possible outcomes. This can aid in avoiding actions leading to negative
future rewards or assessing the achievability of specific rewards from a given state, which
is particularly useful in risk-sensitive or uncertainty-driven decision-making. Additionally,
evidence suggests that animals encode such information (Lowet et al., 2020; Muller et al., 2024),
aligning this approach with biological plausibility. Future work should consider how this
information might be used in risk-aware planning and could extend this approach to learn
return distributions via SSP bundles, rather than just reward distributions.

5.5 Action selection

So far we have presented methods for obtaining value functions. But, to fully model RL in
continuous-time environments with SNNs, we must consider how a biological system might
represent, learn, and sample a policy. Here we present a model that uses SSP bundles to
represent policy distributions, which can be learned with policy gradient methods. Addition-
ally, we describe how Langevin dynamics, realized by a recurrent network, can sample such
distribution embeddings.

5.5.1 Learning policies

VSAs, in particular Holographic Reduced Representations (HRRs), provide methods for rep-
resenting various actions as high-dimensional vectors. Discrete actions can be represented
by random high-dimensional vectors ¢;, continuous vector actions can be encoded by SSPs,
$(a) € RY, and other action spaces (mixed discrete and continuous, trajectory, trajectories of
multiple agents) can be represented using the algebra of HRRs (Plate, 1995). In this section, we
focus primarily on continuous action spaces.

Using SSPs to encode continuous actions, we require methods for representing distributions
over actions and the ability to sample distributions. However, we have already discussed how
distributions can be encoded by SSP bundles (see Section 2.4.4). A probability distribution can
be represented as a single vector, € RY. This vector can be constructed by taking the mean
embedding - the normalized bundle over samples from the distribution, x;, encoded with an

144



5.5. Action selection

% Action
B ( ‘ . sampler
S State Policy
= = embedding >| (s(t))
st [ (1) Ad "
£ ~ ~ : ¢<a(t>) NIB \r):/oils:
5 - J
w I
State activites : Scaled action & /
C memory L : memory Pla(t)) clean-up
m, (1) | m,(t) l(5(1)) - o(alt)
— ’ 5
| 0]
=
TD error Policy gradient ACtiO"" g‘
(from critic) | 2(at — 0)d(t —6) embedding g
6(t —0) (s(t = 9)) - Slalt — 0)) pla(t)) g

Figure 5.14: Diagram of actor network that uses LDN memories for computing the policy gradient
given in Eq. (5.90) and a noisy neural for action sampling as described in Section 5.5.2.

SSP:
1

&

where ¢ is a normalizing constant, set so that fx ¢ Pr(x)dx = 1. The probability of data x is
proportional to the square of the similarity of the data’s representation in an SSP to the mean
vector p. Thus, the vector y is a representation of a probability distribution. It can approximate
some true distribution if we are given samples, or it can be learned. Additionally, conditioning
and marginalization can be performed via algebraic manipulations on p using VSA operations
(Furlong et al., 2023).

P e, B = 3 (e g (5.84)

In the case of RL, we would like to learn a representation of a distribution over actions that
depends on an environment’s state - which we call the policy embedding. We use p(s) € R? to
refer to the vector embedding of the policy and 7(a|s) to refer to the probability of selecting
action a at state s under the policy:

1
£(s)
A neural population that receives input from a state population can encode the policy embed-
ding u(s). Thus, u(s(t)) = Da(t) where a(t) € RY is the vector of filtered neural activities of

the state population and D(t) is the matrix of decoders on the synaptic weights between the
state and policy embedding populations at time .

(u(s) - p(a))”. (5.85)

m(als) =

Consider the policy gradient Eq. (5.9), which in this case is given by:
V(D)) = Ex [V log 2(a(®) | s()6@)], (5.86)
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_ [2¢(a(t))a(t)T 5}
"LuG®) ¢la®) |
AD(t) = qVJ(D(D)). (5.88)

(5.87)

where @(a(t)) is the SSP encoding of action a(t), u(s(t)) is the policy embedding, a(t) is the
vector of filtered activities of the state population, and §(¢) is the TD error signal for value.

This is a problem with this approach: the policy gradient of Eq. (5.9) is derived for discrete-
time settings. In continuous-time, the variance of the likelihood ratio estimate of the return
gradient grows without bound (Munos, 2006), making this policy learning method problematic.
There are alternative approaches, such as the pathwise derivative approach in which the
gradient of the return is computed by differentiating the trajectory of the system dynamics
with respect to the policy parameters (Munos, 2006; Ainsworth et al., 2021). These methods
can be computationally expensive and it is unclear how they might be translated to an SNN
implementation. For our purposes, we employ the likelihood ratio estimate, but note that this
component of the resulting AC model may have poor performance.

The policy gradient update in Eq. (5.88) can be performed using the PES learning rule:

2¢(a(t))
p(s())" ¢(a(t))

error signal

Adi(t) =n @) ai(t) . (5.89)

/ pre- activity

In Eq. (5.89), we are modifying decoders in the direction of the SSP representation of a taken
action weighted by the advantage of the action and the inverse of its similarity to the policy
embedding. For example, if an action has a low similarity to the policy embedding (low density
in the policy) but is then followed by high return, the policy embedding will be updated in the
direction of that action. If it already had high similarity to the embedding, then the update
will be smaller. If instead an action is followed by negative return, the policy embedding will
be updated to move away from the action.

To learn a policy online, we need to take a backwards view and update past policy embed-
dings using current information via LDNs. To update the policy embedding 6 seconds in the
past using the TD(0) error 6@ (t — ) in place of the term 5(¢), we modify decoders by

Adi(t) = nP%(1)my)60(t — )P (1)m,(t) (5.90)

where my(t) is the LDN memory of SSP action encodings ¢(a) scaled by the inverse of similarity
to the policy embedding, and m,, (¢) is the LDN memory of the state population’s i neuron

activity.

A diagram of a model that learns a map from state to an SSP policy embedding that is
updated via Eq. (5.89) and LDN memories is given in Figure 5.14. We show examples of using
this network in Section 5.5.3.
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5.5.2  Sampling policies

Once a policy embedding is learned (or while it is being learned), we need to actually use it to
select actions in a neural network, balancing the need for both exploration and exploitation.
Given a policy embedding, we can sample the encoded distribution with Langevin dynamics
(Furlong et al., 2024). Langevin dynamics simulates the time evolution of a system that follows
a stochastic differential equation consisting of deterministic forces and stochastic noise and can
be used as a tool for sampling. Langevin dynamics can be viewed as a continuous-time analogue
of Monte Carlo sampling, as, over time, the trajectories generated by Langevin dynamics will
sample the same distribution as certain Monte Carlo algorithms (e.g., the Metropolis-Hastings
algorithm).

Let us define a ‘sampler’ population. This layer takes the policy embedding u(s(t)) (repre-
sented by a population of spiking neurons) as input and outputs a vector ¢(¢), which should be
an (approximate) SSP encoding of an action sampled from the policy. The sampler population
is recurrently connected to realize Langevin dynamics: the deterministic force is the gradient
of the log probability of the policy (driving the output trajectory ¢(¢) towards a local maximum)
and the stochastic noise is given by white noise (for exploration of the action space). That is,

o) = aVylog w(s(t), a(t)) + v, (5.91)

= PnG) (5.92)

$(t) - p(5()

where « is a rate parameter that determines the speed at which the dynamics follow the policy
gradient, and v ~ W (0,9°/al) is noise that introduces stochasticity to the sampling dynamics.
A variance scale factor of } reflects that the variance of the dot product between randomly
generated SSPs has a variance of /¢ (Gosmann et al., 2016; Voelker et al., 2017). By increasing
o, we can introduce more random exploration in the policy. Using the dynamics principle of
the NEF, the recurrent weights on the sampler population can be set to realize the dynamics
in Eq. (5.92). The action output is a continuous signal decoded from the sampler output.,

ie,a(t) = argmax ¢(t) - p(a).

Gaussian mixture example. An example of the samples obtained from a fixed distribution
using a recurrent spiking population is given in Figure 5.15. This is a demonstration of the
sampling abilities of this recurrent network, and not an example application of these dynamics
in an RL context. A Gaussian mixture model with two modes is sampled to create a KME
approximated by a normalized sum of SSPs, p. The recurrent population weights are optimized
with least-squares to approximate Eq. (5.92) with a fixed p. The population is simulated for
four seconds and the output of the spiking sampler population is decoded and plotted in
Figure 5.15A. Also shown are the empirical CDF obtained from the samples and distance
measures between the empirical distribution given by the original samples and the empirical
distribution given by the SNN SSP sampler output. Hyper-parameters, including the SSP length
scale, the rate «, and noise variance ¢ in the Langevin dynamics, are optimized to minimize
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Figure 5.15: Output of the Langevin dynamics model of SSP bundle sampling. (A) A histogram of
the output of the SNN SSP sampler, along with the PDF of the true distribution and a kernel density
estimation (KDE) obtained from the model’s samples. Note that the model dynamics are determined
by the distribution embedding p, which was constructed with 2000 samples from the true distribution —
we call these the original samples. (B) The empirical CDF, obtained via the sampler output, versus the
true CDF. (C) The Wasserstein-1 distance between the empirical distributions of original samples and
model samples obtained over the course of the simulation. It’s final value is fairly small, approximately
5% of the total range of the data. (D) The statistic (KS distance) and p-value the two-sample KS test.
The null hypothesis is that the two empirical distributions are identical. The statistic is the maximum
absolute difference between the empirical distributions. At the end of the simulation, the KS statistic is
small and p-value is greater than 0.05 — which means we cannot reject the null hypothesis.

the final Kolmogorov-Smirnov (KS) distance. The results in Figure 5.15C-D show that the
model samples capture the true distribution well.

When using Eq. (5.92) to sample from a policy, the dynamics will change as they depend
non-linearly on p(s(t)), which will change with state and over the course of learning. This
means that the sampler population must represent the vector [@(t), u(s(t))]’. It receives the
current policy embedding p(s(t)) and a filtered white noise as input. Recurrent connection
weights are optimized to approximate the transform Eq. (5.92) as a function over both ¢(¢) and
u(s(t)). The state of the sampler is decoded from the neural activities at every timestep. The
SSP action samples are, in turn, decoded from this output.

Note that the network shown in Figure 5.14 includes this sampler. The sampler is a key part
of the complete SSP actor model, which we now test on two example applications: a bandit
problem, showing the basic usage of Eq. (5.89) and Eq. (5.92) to learn a spiking policy in a
discrete action space without the use of memory units; and a maze task, showing the complete
spiking AC model that trains the SSP actor with LDNs and a value network, trained with one
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of the LDN-TD rules from Section 5.3.

5.5.3 Examples

Bandit problem. We first test the spiking actor model on a 10-arm bandit task, where each
action is associated with a stochastic reward. For action j, the reward is r ~ N (m;, 0'12.), with
randomly selected means and variances (Figure 5.16A). This reward signal is used for policy
learning (as the §(¢) term in Eq. (5.89)), so neither memory nor a value network is needed.

Since the action space is discrete, random high-dimensional semantic pointers represent
actions rather than SSPs. The state population encodes a constant scalar, and the policy
gradient maps this to the policy embedding population. Langevin dynamics govern the
sampler population, whose output is decoded back into the action space. Figure 5.16F shows the
similarity of the sampler population’s output to each action SSP over time, while Figure 5.16E
plots the policy embedding population’s similarity to each action, converted into probabilities.

Initially, both populations’ outputs are dissimilar to any action embeddings, causing the
sampler to select random actions. The neural dynamics and synaptic smoothing slow down
rapid switching between actions. Over time, the probability assigned to actions with higher
rewards increases. When action 8 (the action with the highest expected reward) is chosen, its
probability mass rises significantly. While the noisy sampler continues to select other actions
for a short while, the gradient log probability term in Eq. (5.92) eventually drives the sampler
output toward action 8, which becomes the dominant choice by the end of the simulation, as
expected (Figure 5.16C).

Water maze. In this experiment, we demonstrate the full AC SNN applied to a simple water
maze task. The environment is a square arena with obstacles and a goal located in the bottom-
right corner (Figure 5.17A). The value function is learned using the LDN-TD(0) rule, while the
policy is represented as a policy embedding — a single vector (interpreted as an SSP bundle) -
that is learned through the policy gradient rule in Eq. (5.88). The policy embedding guides the
recurrent sampler network with stochastic dynamics, which samples the agent’s actions.

Results show that the SNN agent successfully learns to navigate to the goal, progressively
earning more reward over time (Figure 5.17C). Initially, the stochastic dynamics of the sampler
lead to random exploration, allowing the agent to discover the goal through a random walk.
As the policy embedding is learned, it influences the sampler’s dynamics, improving action
selection and enabling more efficient navigation. The final learned policy, shown in Figure 5.17B,
generally points toward the goal, demonstrating that the actor-critic SNN approach can
effectively learn both value functions and goal-directed policies in a dynamic environment.

5.5.4 Discussion

In this section, we introduced a spiking RL model, adding an actor network to the critic network
discussed in Section 5.3. We demonstrated that policy distributions can be represented using
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Figure 5.16: A 10-arm bandit problem. (A) The means rewards and standard derivations associated
with each action. (B) The probability assigned to each action by the policy at the end of the simulation.
(C) The actions selected by the sampler over time. (D) The reward received over time. The dashed line
marks the highest expected reward. (E) The values of z(a) for each action. (F) The similarity of the
sampler output to all action SSP encodings.

SSPs, and policy gradients can be used to learn such policy embeddings. We also showed that
a recurrent spiking network can sample from these embeddings. Our key contributions are: 1)
representing policies and learning policy gradients in SSP spaces; and 2) using a spiking model
of Langevin dynamics for action selection over policy embeddings in continuous and discrete
action spaces.

Previous methods for representing probability distributions in neural systems have used
probabilistic population codes, where neuron activity reflects the probability of that a random
variable (some input to the network) takes on certain values (Ma et al., 2014; Barber et al.,
2003). Some models include biologically plausible sampling through linear decoding (Grabska-
Barwinska et al., 2013; Hennequin et al., 2014; Savin et al., 2014). Unlike those local population
codes, SSPs use high-dimensional distributed representations. SSPs and operations on SSPs
have a probabilistic interpretation and thus offer a way for neural circuits to compute under
uncertainty (Furlong et al., 2022).

We also demonstrated that SSPs support sampling in a biologically plausible SNN, which
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Figure 5.17: A water maze task. (i) The SNN AC model (Figure 5.14), with the value function learned
via Eq. (5.36) and the SSP policy embedding learned via Eq. (5.88). (ii) A baseline ANN model that uses
Proximal Policy Optimization (PPO) to learn a policy. (A) The environment, goal location (in green),
and the final policy (visualized by computing the most likely action given pu(s) over space, plotted as a
stream plot). (B) The reward received (and the value estimate of the SNN model) over simulation run
time.

can be used to support decision-making and control. Currently, many neural models of decision
making, including those that model the basal ganglia, operate over finite, discrete choices with
winner-take-all networks, where options compete through evidence accumulation (Frémaux
et al., 2013; Zambrano et al., 2015; Yan et al., 2019; Stewart et al., 2010a). Existing spiking
models of decision making in continuous action spaces use neural activity as a deterministic
control signal or as the parameters of a distribution sampled externally (Tang et al., 2021).

In contrast, our model uses a non-parametric policy gradient approach, with Langevin
dynamics implemented in a recurrent spiking network for stochastic sampling. Langevin
dynamics has been used in deep RL, but in a different use case — typically in a stochastic
gradient descent algorithm applied policy gradient and Q-learning (Kamalaruban et al., 2020;
Hsu et al., 2024).Furthermore, Langevin dynamics has been implemented in recurrent neural
networks (Grabska-Barwinska et al., 2013; Hennequin et al., 2014; Savin et al., 2014). Our work
extends previous work on Langevin dynamics in the SSP space, (Furlong et al., 2024), by using

time-varying policy embeddings rather than fixed distributions and realizing the dynamics
with an SNN.

One limitation of our model is that the exploration-exploitation trade-off is controlled
by the noise versus gradient terms in the Langevin dynamics. While Langevin dynamics
has been proposed as a method for improving exploration in RL, relying solely on random
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Figure 5.18: HRR supports representations of mixed discrete and continuous action spaces. For
example, one can encode a continuous speed in a discrete direction by binding an SSP encoding speed
and Semantic Pointer (SP) — a random vector embedding — encoding a cardinal direction. Pictured
here is the similarity of such an action embedding (right) and the similarity of a policy embedding in
this space (left). Similarity is visualized by both a set of line plots, and as a heat map in the inset plots.

noise might not be ideal. Future work could incorporate principles such as information gain
or curiosity-driven exploration. For example, Furlong et al. (2021) used SSPs in a Bayesian
optimization algorithm for efficient black-box optimization. Mutual information was used to
encourage exploration in the sample space with high uncertainty. A similar approach could be
incorporated into our RL model to guide exploration more intelligently. Integrating BO-SSP
with our RL agent could lead to a more principled exploration-exploitation strategy within a
biologically plausible actor-critic SNN framework.

The most significant limitation of the model proposed here is the performance of the
policy learning method in continuous-time. We use the likelihood ratio method to estimate
the policy gradient; however, as noted in Section 5.5, when using this method in continuous
time, the number of decisions grows infinitely, leading to a “variance explosion” Munos (2006).
This method is ill-suited to continuous-time settings, which we are primarily interested in.
Perhaps this method might be better suited to selecting temporally extended actions at a coarse
time-scale, rather than fine-grain control. Indeed, decision-making over more complex action
spaces, such as trajectories, mixed continuous-discrete spaces, and multi-agent trajectories,
should be explored in future work. Such actions can be represented using the HRR algebra
(Figure 5.18) and so learning and sampling policies over these spaces is theoretically possible
in our model.

In addition, other methods for computing the policy embedding error signal that reduce
variance and improve stability should be explored in future work. This could involve learning
a model of state transitions or estimating the policy gradient by computing the state gradient
along observed trajectories, without explicitly learning a model of state transitions.
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5.6 Conclusion

In this chapter, we developed models for biologically plausible RL using SNNs and local learning
rules. A key contribution is the LDN-TD rules, which use the LDN as an episodic memory
over observations, estimates, and neural activity. The LDN projects inputs onto temporal basis
functions, enabling a vector-valued memory trace. We demonstrated that these rules support
learning of value functions and SFs in SNNss using local, three-factor Hebbian-like updates.
Additionally, we represented SFs and distributions over rewards and actions with SSPs and
used Langevin dynamics to sample actions from noisy SSP policy embeddings.

Biologically plausible RL models are important because they bridge the gap between neuro-
science and Al by grounding learning computations in neural principles. Our work advances
this field by proposing TD error computations with vector memory traces, developing neurally
grounded distribution encoding, and demonstrating local learning of complex representations
in SNNs. These contributions take steps toward understanding how the brain may process RL
tasks and integrating biological insights into Al systems. However, significant gaps remain,
particularly in the integration of long-term memory and model-based learning, which are
important components of learning in brains.

As well, there are several limitations to the models proposed here. Memory and error
computations are noisy and imperfect, limiting the precision of learned value functions and SFs.
Moreover, we only trained shallow, single-layer function approximators, which is sufficient
for simpler problems, but inadequate for more complex tasks. Another practical challenge is
the large number of neurons required to represent memories and policy populations, which,
when implemented using leaky integrate-and-fire (LIF) neurons, leads to slow and expensive
simulations. Running these models on neuromorphic hardware could significantly improve
simulation speed and energy efficiency, but this remains an area for future exploration.

Although these biologically plausible RL models hold potential value for Al they are still far
from being directly applicable to modern Al systems due to these limitations. However, there
are clear avenues for improvement that could bring these models closer to practical use and
closer to comprehensive models of learning in the brain. Refining the models, by incorporating
deeper networks, and exploring alternative learning mechanisms, such as predictive coding or
feedback alignment, could allow for learning multilayered functions with biologically plausible
feedback signals. Extending the model’s memory capabilities with long-term memory stored
in synaptic weights, for instance by storing LDN memory vectors in an associative network,
and replaying memory traces could enable learning over longer time horizons. Additionally,
integrating model-based learning with cognitive maps — highly relevant to modelling the
hippocampal formation — could further enhance the framework.

Notably, while this chapter hints at the potential of VSA operations for constructing more
complex and structured state and action representations, this idea was not a primary focus.
Similarly, although we use SSP state embeddings, we did not compare them to alternative
approaches or explore them in non-spatial contexts. These limitations motivate the next chapter,
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where we shift focus toward deep RL models. By leveraging larger networks, we explore how
neural and cognitively inspired state representations might improve the effectiveness of RL
systems on a variety of tasks. This transition marks a shift from the biologically constrained,
model-free methods discussed here to more scalable deep learning approaches with non-spiking
networks.
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Neurosymbolic Representations for
Reinforcement Learning

In virtually all domains of cognition — from vision and speech to reasoning and planning —
empirical investigation over millennia has consistently shown how cognitive functions can
be well-approximated as computation over appropriate compositional structures

— PAUL SMOLENSKY ET AL.
Neurocompositional computing: From the Central Paradox of Cognition to a new generation of
Al systems

Summary

This chapter examines the application of SSPs and VSA operations to construct state embeddings for
RL networks. We find that SSPs embeddings of non-spatial continuous variables can be used in control
tasks, but the benefits of this approach emerge in navigation settings. Leveraging the compositional
operations of VSAs, we embed spatial and object-related knowledge into a single, composite vector,
providing an effective state representation. This approach significantly improves sample efficiency and
final returns compared to tested alternative representations in navigation tasks. Our findings highlight
the utility of structured, compositional representations, inspired by neuroscience and cognitive science,
in RL.

Material in this chapter from prior publications

All content — text and experiments — in this chapter are original work. However, related work which
used HexSSPs as a state encoding in shallow RL networks was presented in Bartlett et al. (2023b), at
the 21th International Conference on Cognitive modelling. This work inspired the experiments presented
here. The author of this thesis is a co-author of Bartlett et al. (2023b).
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6.1 Introduction

Successful reinforcement learning (RL) agents learn feature representations from raw obser-
vations and simultaneously map these to value functions, policies, and predictive models.
The quality of these feature representations is critical to agent performance, as they are the
foundation upon which decisions are made. Useful features capture the essential structure of
the environment and are robust to noise. They must balance expressiveness and simplicity,
ensuring meaningful similarity and separability in state embeddings for accurate learning.
However, the representations learned by deep RL systems are often highly task-specific and
lack generalizability - in stark contrast to those seen in biological systems.

For example, when navigating a new environment or performing a new task in a familiar
environment, a rat does not need to relearn a spatial representation from scratch. Neurons in
the medial entorhinal cortex (MEC) quickly adapt, exhibiting grid cell firing patterns within
minutes of exposure to a new environment (Hafting et al., 2005). These grid patterns remain
remarkably consistent across a wide variety of environments (Hafting et al., 2005; Fyhn et al.,
2007),! demonstrating a level of neural feature representation versatility that is not commonly
observed in artificial systems. The grid cell representation of space may thus provide a general
purpose feature basis useful for navigation and RL.

Vector Symbolic Algebras (VSAs), and, more specifically, Spatial Semantic Pointers (SSPs),
provide a hypothesis about high-level neural representations in the brain. We suggest that
SSPs may serve as effective features or a basis for features in RL for several reasons. First,
SSPs capture the structure of Euclidean space and can be endowed with grid cell-like structure.
Hence, they may be a good general purpose representation of space — and perhaps continuous
variables more generally — in RL tasks. Indeed, using SSP input generally improves the
performance of the networks on various machine learning benchmarks, even on non-spatial
tasks (Komer, 2020). Second, within the framework of a VSA, SSPs facilitate integration of
structured, symbolic and sub-symbolic data. This capability aligns with the requirements
of navigation tasks that involve symbolic reasoning and interaction with multiple objects
or agents. These properties motivate our research into the utility of SSPs specifically, and
Holographic Reduced Representations (HRRs) more generally, as features in RL.

In this chapter, we explore neuro-cognitive feature representations in RL, specifically SSP
and HRR state encodings. We pose several questions:

« Can grid-cell-inspired state representations enhance RL algorithm performance, includ-
ing in non-spatial tasks?

« Can RL systems learn polices over the structured, semi-symbolic representations of a
VSA? Do these representations offer benefits over alternatives?

'Though there are some small variations in grid patterns in different environments and tasks. In particulate,
grid patterns can distort according to environment geometry (Krupic et al., 2014) and their scale can change in
response to environment novelty (Barry et al., 2012).
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To address these questions, we test SSP and HRR state encoding strategies across benchmark
control problems and navigation tasks, aiming to determine if emulating biological and cogni-
tive frameworks through these representations can substantively benefit RL applications. Our
findings suggest that such integrations do provide advantages in navigation tasks, laying the
groundwork for further research into the utility of VSAs in RL systems.

6.2 Related prior work

Previous research has explored biologically inspired features and neurosymbolic techniques
within the field of RL. In this section, we review some of this work.

6.2.1 Grid cells in RL

Research in RL has successfully integrated grid-cell-inspired representations in navigation
agents. For example, Banino et al. (2018) embedded a grid cell network trained for path
integration into an RL system. This system used the output of grid cells combined with an
encoding of goal location as input to a policy network. They found that the grid cell RL agent
outperformed a place cell and baseline Advantage Actor-Critic (A2C) model on a navigation
task. Furthermore, the grid cell RL agent demonstrated robustness to choice of hyperparameters
and showcased the ability to generalize to new environments and modified environments.
These findings substantiated the authors’ claim that grid cell-like representations endow RL
agents with a Euclidean spatial metric, which aids agents in navigation tasks.

Dang et al., 2021 also used a grid-cell-code in an A2C RL algorithm for goal-directed
navigation in a grid world. They used a Fourier basis to store projections of current and goal
locations, which, bound together, provided a representation of the vector to the goal. This
representation was then concatenated with a small field of view processed by a CNN and
provided as input to the A2C model. The study found that the agent leveraging grid cell coding
achieved faster convergence and demonstrated improved generalization compared to an agent
using place cell representations.

Extending the application of grid cells from spatial to non-spatial domains, Yu et al. (2021)
noted that grid cell patterns are superpositions of Fourier modes and, crucially, that combi-
nations of Fourier modes are the eigenvectors of state transition matrices in environments
with a translation-invariant transition structure — such as navigation in an open environment.
Based on this insight, they proposed GridCell-DQN, an RL system that integrates Fourier
modes into a Deep Q-Network (DQN). GridCell-DQN contained two sub-networks: one which
used unmodified state and action observations as input, and another that operated on Fourier
modes over a discretized state and action space. A final layer computed action values from
the concatenated sub-networks’ output. They tested GridCell-DQN on the Cart Pole task, and
reported improved performance compared to a vanilla DQN.

157



Chapter 6. Neurosymbolic Representations for Reinforcement Learning

Random Fourier Features (RFFs) are a well-established method for projecting data onto a
high-dimensional Fourier basis. This approach shares many characteristics with the methods
discussed above, except that it does not involve an explicit parameterization to enforce a
grid-cell-like code. RFF and Fourier features have been used as a feature pre-processing step in
RL - in value linear models (Konidaris et al., 2011), shallow policy networks (Rajeswaran et al.,
2017), deep Q models (Morere et al., 2018; Brellmann et al., 2023), and deep successor models
Yu et al. (2024). Li et al. (2021) proposed an architecture that used RFFs concatenated with
state observations as the first layer of a Q or policy network. Unlike previous work, they learn
the parameters of the RFF projection. They report improved sample efficiency in an array of
control tasks, which is attributed to robustness to noise during training.

SSPs use a mapping similar to RFFs, with the primary differences being the grid-cell-inspired
Fourier basis (i.e., HexSSPs) and the use of the HRR algebra to compose representations. HexSSP
representations of state have been used in a goal-conditioned RL system trained to navigate via
curriculum learning (Komer, 2020). Additionally, HexSSPs have been used to train a shallow
network on the Cart Pole task (Bartlett et al., 2023b). These prior studies used fixed SSP
projections rather than learning the SSP parameters. Furthermore, SSPs have not been tested
on any other non-spatial RL tasks, and compositional HRRs have not previously been used in
RL.

Although the integration of grid cells into RL models shows promising results, the scope of
previous studies has been relatively narrow. Spatial applications have been limited to mazes,
while non-spatial applications have been almost exclusively limited to the Cart Pole task. This
restricts our understanding of how well these biologically inspired features can generalize
across a broader spectrum of RL problems. RFFs have been tested in larger suites of control
tasks, but such past work did not explore navigation or the use of grid-cell structure. Even prior
research using SSP state encodings did not explore the full utility of these representations. SSPs
offer more than just a means of representing continuous variables. They also function within
a VSA, equipping these spatial representations with operations for incorporating symbol-like
representations in a structure-preserving manner.

6.2.2 Neurosymbolic RL

In recent years, there has been a growing interest in leveraging neurosymbolic modelling
techniques in RL to make more interpretable and safe systems. Various strategies have been
explored, from using neural networks to extract features for symbolic planning systems
(Anderson et al., 2020), and the incorporation of symbolic knowledge (e.g., knowledge graphs)
into neural RL agents (Silva et al., 2021; Xiong et al., 2017), to the use of symbolic policies
(Landajuela et al., 2021; Trivedi et al., 2021).

Hierarchical reinforcement learning (HRL) shares a close relationship with neurosymbolic
methods. Many HRLs algorithms construct ‘meta-policies’ over semantically meaningful
actions (such as ‘go to the door’ instead of direct motor control signals), e.g., ‘options’, which
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can be either designed manually (Sutton et al., 1999) or learned (Bacon et al., 2017). Nachum
et al. (2019) argues that performance improvement in HRL over standard RL is primarily due
to improved exploration via semantic actions, as opposed to hierarchical network structure
or improved policy learning. Both Jin et al. (2022) and Mitchener et al. (2022) have presented
neurosymbolic HRL models that generate symbolic meta-policies over options in various
scenarios, including games and animal cognition tests.

In this work, we employ HRRs, a type of VSA, for feature embeddings. VSAs use distributed
representations to encode symbols as vectors, making them suitable for manipulation in a
way that resembles neural computations. This differs from purely symbolic approaches, which
manipulate discrete categories. Typically working with continuous, real-numbered values,
VSAs are particularly suited for integration with gradient-based optimization methods used in
neural networks

Other neurosymbolic methods, such as capsule networks or graph-based neurosymbolic
models, also attempt to bridge the gap between symbolic modelling and neural networks,
but do so by augmenting networks with additional hierarchical or graph-based structures.
Tensor Product Representations (TPRs) are a different approach that, like VSAs, includes
methods for binding symbols using tensor products. However, as more symbols are added, the
dimensionality of these tensor products increases, leading to scalability challenges due to the
exponentially growing size of the representations. In contrast, VSAs offer an efficient method to
incorporate symbolic structures into deep RL models without necessitating structural changes
to the underlying networks and without the scaling problems of tensor products.

6.3 SSPs for control

The SSP encoding is not limited to encoding spatial variables; it can be applied to any con-
tinuous variable, including velocities, angles, and more. This section aims to investigate the
effectiveness of using SSPs, and HexSSPs in particular, as a general encoding mechanism for
continuous states within the context of control.

6.3.1 Methods

We test SSP representations on standard RL benchmarks from the DeepMind control suite
(Tassa et al., 2018). This suite consists of a variety of simulated control tasks, with continuous
state and action spaces, built using the MuJoCo physics engine. We primarily focus on tasks
in this suite with relatively low-dimensional (< 20) state spaces, as we believe that low-
dimensional variables are likely to benefit the most from projection into the high-dimensional
SSP space. The state vectors, s € R”, in the environments tested range in size, from n = 3 to
78, and contain a mixture of variables, including positions, velocities, orientations, torques,
and accelerations.
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Figure 6.1: The actor-critic architecture with an added SSP feature embedding layer.

For all environments, state observations, s € R", are directly encoded as d-dimensional
SSPs, given by

$(s) =F ' {2/}, (6.1)

where ® € R®"_ the phase matrix, and ¢ € R", the length scales, are parameters. The SSP
mapping is differentiable, allowing us to train these mapping parameters using standard back-
propagation. Note that, as discussed in Definition 2.1, the phase matrix must have conjugate
symmetry to ensure that ¢(s) is real-valued. This means that there are only n|4/2| free parame-
ters in the matrix, and the rest are computed from this subset. In total, there are n(1 + |4/2])
trainable parameters in the SSP encoding. We initialize the phase matrix with the HexSSP
scheme given in Algorithm 1.

We compare the performance of models using these embeddings against a baseline model
that uses the default state observations, s. In addition, we compare our method to the learned
RFFs approach of Li et al. (2021), because this is in an existing approach similar to SSPs that,
unlike most others mentioned in Section 6.2.1, has been benchmarked on a large number of
non-spatial tasks. In Li et al. (2021), states are embedded as

sin(27Bs)
y(s) = |cos(27Bs)/|, (6.2)
s

where B € R%/2" ig learned (and initialized as B;; ~ N (0, 0?) with ¢ = 0.001), and the sin
and cos are applied element-wise. Both SSPs and RFFs project state variables into a Fourier
basis; as done by Li et al. (2021), we learn this projection. There are a few differences however,
between SSPs and these RFFs. The RFFs stay in the Fourier space, while we convert back
to a pseudo-spatial domain via the IDFT, but this difference is just a single linear operation.
They also concatenate the state vector to the Fourier embedding, while we consider SSPs with
and without such concatenation. Another difference is that we use the structured HexSSP
initialization of the projection rather than a random projection. The biggest difference between
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Figure 6.2: Sample efficiency curves for control benchmarks. The interquartile mean (IQM) of
episodic reward over the course of training is plotted, along with stratified bootstrap 95% confidence
intervals, for models with the baseline states, learned RFFs, and SSPs for all control benchmarks.

SSPs and RFFs is that SSPs reside in the HRR algebra and thus can be composed, via bundling
and binding, with representations of discrete symbols. This property of SSPs is not used here
but is shown to be important in Section 6.4.

For all state encoding methods, the embeddings are input to an Actor-Critic network
(Figure 6.1) trained with the Soft Actor-Critic (SAC) algorithm. For the SSP and RFF methods,
two layer critic and policy networks are used, while the baseline state input model uses three
layer networks, so that the number of trainable parameters are similar between all approaches.
Otherwise, the network architecture, algorithm implementation, and hyperparameters — all
sourced from Li et al. (2021) — are the same amongst all methods.

6.3.2 Results

The results are presented in Figure 6.2, which plots the interquartile mean (IQM) of episodic
rewards over training across five trials, each conducted with different random seeds. The
figure includes stratified 95% bootstrap confidence intervals for these IQM values. IQM is used
as the reported point estimate for reporting performance, over mean or median metrics, due to
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Figure 6.3: Probability of improvement on control benchmarks. The average probability of
improvement of Algorithm X over Algorithm Y, P(X >Y) = ﬁ Z%Izl P(X,, >Y,,) where P(X,, >Y,,) is
the probability that the final return given Algorithm X is higher than that of Algorithm Y on task m.

its resilience against outliers and its ability to robustly represent central tendencies. This is in
contrast to the mean, which may be highly skewed by outliers, and median, which can require
a large number of samples for valid performance comparisons (Agarwal et al., 2021).

Additionally, to determine the statistical strength of observed differences in final perfor-
mance, we report the average probability of improvement in Figure 6.3. These plots show how
likely Algorithm X (left column) is to outperform Algorithm Y (right column) on a random
task. This is computed by a Mann-Whitney U rank test (Agarwal et al., 2021). It is important
to note that this does not take into account the magnitude of improvement or the effect size..

For all tasks except the quadruped benchmarks, the agent can learn reasonable polices with
SSP input. However, in terms of final performance and sample efficiency, the SSP embeddings
are generally the same or worse than the baseline state model and the learned RFFs. We
see from Figure 6.3A, differences in final performance between the SSPs and baseline state
methods are statistically robust and that concatenating state vectors to RFFs at least helps.
Excluding the quadruped benchmarks, which had by far the largest state size (n = 78), we see
that improvements in final returns are not statistically robust.

Overall, these results suggest that while SSPs can be used as features in RL control tasks,
there are no clear benefits from using Fourier embeddings with grid-cell-inspired structures.
In fact, there are significant drops in performance in tasks with high-dimensional states,
such as quadruped walk and run. Note that for all environments, we use RFFs and SSPs
of approximately the same size? which means that the high-dimensional states are not as
accurately represented by the encoding. It is not entirely unexpected that SSPs do not shine in
these control tasks. While it is not entirely unexpected that SSPs do not excel in these control
tasks, we hypothesize that SSPs, as models of neural spatial representations, will provide an
effective feature basis in spatial domains.

2The RFFs used d = 1024. The HexSSP initialization means that the SSP size must be d = 2(n+1)ngcatesMrotates + 1,
where n is the size of the state space, and ny,jes and nyorates are the number of scales and rotations, respectively,
used to construct the phase matrix. We selected ng,les and nyorates for each task so that d was close to 1024. The
exact values of d are listed in the appendix.
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MiniGrid-Empty-16x16 MiniGrid-LavaGapS6 MiniGrid-DoorKey-6x6 ~ MiniGrid-MultiRoom-N2-54

L]
:{

MiniGrid-Unlock BabyAl-GoToRedBallGrey BabyAl-GoToRedBall

Figure 6.4: Examples of the MiniGrid and BabyAl tasks. The red triangle is the agent and the
lighter coloured area depicts the agent’s field of view. Objects included in these environments include
goals (green squares), keys, boxes (squares with a horizontal line), doors, balls, and lava.

6.4 VSAs for structured scene representation

Now we investigate SSP state encodings of purely spatial variables and make use of the algebra
of HRRs to create compositional state observation embeddings in navigation settings.

6.4.1 Methods

We test our approach on a subset of the Minimalistic Gridworld Environments (MiniGrid,;
Chevalier-Boisvert et al., 2018b) and BabyAlI environments (Chevalier-Boisvert et al., 2018a).
MiniGrid is an open-source collection of 2D grid-world environments (see Figure 6.4). BabyAl
also features grid-world settings but was originally designed for studying language acquisition.
The BabyAl tasks used here do not require language.

In the grid world environments, each cell can contain, at most, one object, which is specified
by its type, colour, and state. Possible object types include wall, door, key, ball, box, goal, and
lava, with each object having attributes like colour (from a predefined set) and states (open,
closed, locked) that are specific to certain object types.

The agent has a limited 7 x 7 field of view and cannot see through walls. The default
observations are represented as a 7 x 7 x 3 integer matrix, where each vector (i, j, :) denotes
the type, colour, and state of the object at position (i, j) within the agent’s field of view. The
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agent can perform seven actions: turn left, turn right, move forward, pick up an object, drop an
object, open a door or box, and complete a task (which is not applicable in the tasks considered

here).

The agent receives a reward only upon meeting a goal condition, which may involve
reaching a specific location, moving objects to designated spots, or carrying certain objects.
The reward is dependent on the number of steps taken to obtain the goal condition,

max. num steps

1—0.9_stepstaken e 4o the poal state,
r(s) = { & (6.3)

if s is not the goal state.

MiniGrid’s navigation tasks challenge the agent to navigate around obstacles and complete
sequential actions such as obtaining keys or opening doors, with only a sparse reward signal.
The more challenging scenarios often require curriculum learning (Patra et al., 2022), HRL
(Dossa et al., 2022), or the use of intrinsic reward signals (Andres et al., 2022).

We evaluate the performance of an A2C model trained with Generalized Advantage Esti-
mation (GAE) given various feature extraction methods (Figure 6.5) across several MiniGrid
environments (Figure 6.4). The baseline model employs a convolutional neural network (CNN)
to generate a 64-dimensional feature vector from the agent’s 7x 7 x 3 observations (Figure 6.5A),
which is then input into the actor and critic networks, illustrated in Figure 6.1. The network
architecture and algorithm are adapted from Willems (2023).

Additionally, we test SSP and HRR state embeddings. Our first method involves representing
the agent’s pose within the environment as an SSP (Figure 6.5B),

¢pose = ¢ ([x! Y 9]) (6-4)

where x, y is the agent’s global position in the grid and 6 € {0, 1, 2, 3} is an integer indicating
the direction the agent is facing. Although the state variables are discrete due to the finite
number of possible agent positions and orientations, they are treated as continuous variables
in this embedding.

This representation is consistent with the output of the SSP path integration model, SSP-PI
(Chapter 3), and the localization output of SSP-SLAM (Chapter 4). If the agent can learn to
navigate environments with this embedding, it demonstrates that the output from SSP-PI can
be effectively integrated into RL systems.

The second method we test uses the algebra of HRRs to encode both the agent’s field of
view and its pose, as shown in Figure 6.5C. The complete state encoding is constructed via
binding and bundling operations:

Dyiew = ¢([x,,0]) + HAS ® Y ITEM; ® COLOUR; ® STATE,

objects carried

+ Y A¢; ® ITEM; ® COLOUR; ® STATE,.

objects in view
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Figure 6.5: MiniGrid feature extraction methods. (A) The baseline model uses a CNN to obtain a
64-dimensional vector from the 7 x 7 x 3 ‘image’ representation of the agent’s field of view. (B) The SSP
pose representation, @pose, €ncodes the agents global location and orientation as a 201-dimensional
vector. (C) The HRR view representation, @, encodes the agent’s pose and objects in its field of
view and inventory. (D) The HRR slot-filler representation, ®otiller, also encodes the agent’s pose and
objects in its field of view and inventory, but it does so using a slot-filler representation of objects.

This bundled representation combines SSPs with symbol-like vectors to encode comprehensive
state information. The bundle includes:

« A representation of the agent’s pose (global position and orientation), #([x, y, 0]);

« A representation of the object the agent is carrying (bound with a semantic pointer, HAS),
if the agent is carrying an object;® and

« A representation of objects in the agent’s field of view and their location relative to
the agent. The vector, ITEM, indicates the ‘type’ of an object in view, and can take on
values DOOR, KEY, BALL, BOX, GOAL, or LAVA. The vector, COLOUR, indicates the colour of
the associated object. The vector, STATE, indicates the ‘state’ of an object, and can take
on values OPEN, CLOSED, or LOCKED (objects with fixed states, such as lava or balls, are
encoded as being in the ‘open’ state). Finally, A¢;, encodes an object-in-view’s location
relative to the agent.

Such an embedding can be obtained from the SSP-SLAM model. The localization module
provides a representation of the agent’s pose (or rather, an estimate of it), while the input
we assume is provided to the landmark perception module is precisely what is needed to
construct the bundle representing objects in view. After accumulating experience, the SSP-
SLAM associative memory network can generate a comprehensive bundle of all objects in the

3In these environments the agent is limited to carrying a single object, so the sum over objects carried in
Eq. (6.6) and Eq. (6.5) is over at most a single object.
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environment. However, in this chapter, we do not use an environment map or global object
information.

Note that there are other ways to encode an agent’s surroundings with a VSA. The third
encoding method we test uses a slot-filler approach (Figure 6.5C),

Dyorfiter = $([x,y,0]) + HAS® Y (ITEM ® I, + COLOUR ® C; + STATE ® S))

objects carried

+ 3 A¢; ® (ITEM ® I, + COLOUR ® C; + STATE ® S,),

objects in view

(6.6)

where ITEM, COLOUR, and STATE are random vectors that represent slots — they indicate the
type of the vector they are bound with — while I;, C;, and S; denote the actual values of item
type, colour, and state. The main difference between @ s and the prior HRR embedding,
®yiew, 1S representational overlap. In @, objects differing in any attribute (e.g., an open blue
door versus a closed blue door) are dissimilar, whereas in @y, Objects sharing properties
have greater similarity (e.g., the representation of an open blue door is more similar to a closed
blue door or a blue key compared to a red box).

The representational overlap may be a desirable representation property in some scenarios
(e.g.,if the goal condition involves reaching an object of a particular type, regardless of its
colour), but it may also be disadvantageous, due to confusion between objects and reduced
separation of states. For instance, given a large length scale parameter (i.e.,a low spatial
resolution), the terms A¢; and A¢; will be highly similar for i # j. This would make it difficult
to determine which colours and states are associated with which object types given ®g gijer
when there are multiple objects in the agent’s field of view. As another example, consider two
states, one in which the agent is in front of orange lava and one in which the agent is in front
of an orange door. Such states would be more similar when embedded with &g compared
to ®yey, and such similarity would make learning distinct policy output more challenging.

For all of these encoding methods, the SSP parameters, the phase matrix © and length
scales ¢, are trainable, affecting both the ¢([x, y,0]) and A¢p; terms. The SSP parameters are
initialized to produce HesSSPs. However, the semantic pointers representing colours, items,
states, and slots are fixed, random vectors. While the algebra of HRRs is differentiable and
permits training these components, we believe that this would introduce too many additional
parameters and is unnecessary.

6.4.2 Results

Our experiments are conducted in six MiniGrid and two BabyAI environments, comparing six
feature representations:

1. Image: The 7x7 x3 agent view matrix, which is processed by a CNN with 10544 trainable
parameters.
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2. Pose: The raw agent pose vector, [x, y, 0], which is processed by a two layer network
with 17152 trainable parameters.

3. Image + pose: The agent view matrix and the pose vector — the view is processed by a
CNN, the output of which is concatenated with the pose vector before it is passed to
critic and actor networks.

4. SSP pose: The SSP encoding of pose, @yose — the only trainable parameters are the SSP
parameters of which there are n(1 + |4-1/2]) = 2031.

5. SSP + HRR view: The HRR encoding of pose and view, @iew, Which also has 2031 trainable
parameters.

6. SSP + HRR slot-filler: The HRR encoding of pose and view that uses a slot-filler structure,
dslot-filler, Which also has 2031 trainable parameters.

Additionally, we compare using RandSSPs versus HexSSPs.* Our research questions focus on
whether the agent can learn using SSP and HRR state embeddings, which representations yield
the best performance, and the sensitivity of performance to the phase matrix structure.

Figure 6.6 plots the IQM of episodic reward over five seeds against the number of environ-
ment observations. In all environments, except MultiRoom-N2-S4, the HRR encoding of pose
and view, ®y;.y,, performs the best or on par with other methods, consistently achieving the
highest final return and the best sample efficiency. In some tasks, such as DoorKey-6x6 and
LavaGap-S7, it is the only feature embedding that enables the agent to solve the task within the
given observation limit. Although the image representation facilitates learning across many
environments, and performs the best on MultiRoom-N2-54, it consistently demonstrates lower
data efficiency compared to ®yieyy-

Aggregate results across all seeds and environments are presented in Figure 6.7. The claim
that ®;.,, performs the best is supported by these results: the probability that it improves final
return over alternative approaches is 65%-95% (Figure 6.7A) and, in the performance profiles
(Figure 6.7B), the @y, curve is strictly above all others — meaning that across these tasks the
v final return is statistically dominant over the returns from all other methods.

In the Empty-16x16 environment, where global position information is more useful than
vision, the methods with the best sample efficiency are the direct representation of global
position [x, y, 8], the SSP encoding of pose, and HRR view. The agent fails to consistently solve
the non-empty tasks given pose input. Likewise, the SSP encoding of pose alone, ¢y, s, is only
adequate in the empty environments.

Both ®y;ey, and Pgr-per encode the same information with HRRs, but differ significantly in
performance, suggesting that the structural representation of view/carry information critically

“There are additional experiments and results in Appendix B.2. These include results with a fixed, not learned,
phase matrix/SSP parameters; using the HRR view embedding without pose information; results with much
lower-dimensional embeddings; and results using different activation functions.
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Figure 6.6: Sample efficiency curves for navigation benchmarks. The IQM of episodic reward over
five seeds, along with stratified bootstrap 95% confidence intervals, versus the number of observations
for different MiniGrid and BabyAl environments.
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Figure 6.7: Probability of improvement and performance profiles on navigation bench-
marks. (A) The average probability of improvement of Algorithm X over Algorithm Y, P(X >Y) =
ﬁ M P(Xpm > Yn) where P(X,, > Yy,) is the probability that the final return given Algorithm X is

higher than that of Algorithm Y on task m. (B) Return distributions after training.
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Figure 6.8: The IQM of episodic reward over five seeds for the HRR view embedding using a random
phase matrix initialization (RandSSP), a HexSSP initialization, and a version that maintains the HexSSP
structure over training.

impacts learning outcomes. ®@gqpye; Shows limited success, possibly due to the bundling
capacity or representational overlap between objects.

We also compare RandSSPs and HexSSPs in Figure 6.8. The phase matrix of RandSSPs is
sampled from a normal distribution, while the HexSSP phase matrix is structured by stacking
scaled and rotated simplex vertices (see Section 3.3). In the ‘initialization’ runs, we use these
schemes to initialize the phase matrix. For the ‘HexSSP (structure enforced)’ runs, the HexSSP
structure is maintained during training — the scales applied to the base simplex (but not
the rotations) are learnable. We find no major differences in performance, except higher
variance given RandSSP initialization on one task. This suggests that the effectiveness of
SSP representations in this context is largely robust to the specific details of initialization or
structure, as the training process can compensate for and normalize initial differences.

Despite successes in these simple MiniGrid environments, solvable by a vanilla A2C

169



Chapter 6. Neurosymbolic Representations for Reinforcement Learning

model, more challenging tasks likely require additional mechanisms, such as intrinsic rewards,
curriculum learning, or HRL. HRRs and SSPs enhance navigation capabilities but do not negate
the need for advanced strategies in complex scenarios. For example, multi-step tasks might
require that agents be provided with, or compute, exploratory rewards signals or sub-goals.
However, HRRs, which we have demonstrated are an effective feature basis for navigation,
could be easily integrated with such additional mechanisms.

6.5 Discussion

6.5.1 Findings

In this chapter, we investigated the use of SSPs and HRRs as a method for encoding state
features — both continuous valued state features and structured states that include information
regarding objects and their properties. The control experiments demonstrated that while
SSPs can be used for encoding general continuous state variables, they do not outperform,
and often underperform, the baselines in standard control tasks. In navigation experiments,
HRRs showed a marked improvement in task performance, both in sample efficiency and
final return. These results highlight the potential of HRRs to enhance spatial reasoning and
decision-making.

6.5.2 Limitations

Our work has several limitations that warrant further consideration. First, while we can project
any continuous variables into the SSP space, the resulting space may not accurately reflect
the topology of the original variables. For instance, certain variables in the control tasks
were angles, which ideally should be encoded in such a way that preserves their periodicity.
However, this issue is partially alleviated by training the SSP parameters, allowing adjustments
to the kernel shape and width.

Another limitation involves the use of HRRs for structured representations, as the mapping
from observations to embeddings is currently not learned and must be manually specified. As
we saw in the MiniGrid experiments, there is flexibility in how one might represent a scene
with a VSA, and this choice can greatly affect performance. Optimizing the structure of HRR
encoding could potentially overcome this limitation.

6.5.3 Future work

This section outlines several promising directions for further research based on our findings
with SSPs and HRRs in deep RL networks.

Action and policy representation. One promising direction for future research involves
expanding the use of SSP and HRR encodings beyond just states to include action and policy
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representations. For example, we could use an actor network that outputs an SSP policy
embedding rather than conventional action weights or Gaussian parameters, a change that
would necessitate modifications to the underlying network structure. Such advancements
could be informed by prior work in Bayesian optimization with SSPs (Furlong et al., 2021).

Goal representation. Prior work has used grid-cell codes for goal-conditioned navigation.
Such work could be extended to incorporate HRRs and more complex goal representations.
For instance, some MiniGrid and BabyAl tasks contain mission statements written in simple
natural language (e.g., what object type to pick-up, what colour door to open). These tasks
could benefit from the ability of HRRs to encode mission statements that combine symbolic
data, such as object types and colours with spatial information. This would enhance the agent’s
ability to interpret and execute language-based instructions within a dynamic environment.

Intrinsic rewards. Another intriguing area of research is the development of intrinsic reward
systems that leverage our existing representations. By computing a type of novelty score based
on the similarity of new states to a running mean state embedding vector, we can dynamically
adjust the intrinsic reward to favour exploration of novel states.

rtintrinsic — (1 — ;- ¢(st)) , (67)
t—1
r—o P(sr)
where p, = L= (6.8)
13500 ¢(se)ll
N rtmodiﬁed =r+ Krtintrinsic (69)

where k is a scaling factor and g, is a running mean of visited features vectors. If a state s; (or
similar states) has been visited many times before, rti“tri“Sic will be small. If a state is dissimilar
to past states (i.e., novel), the intrinsic reward r,"™* will be higher. This approach could
significantly alter the reward dynamics, encouraging the agent to explore unvisited or rarely

visited states.

Successor features. An important avenue for future investigation is the potential application
of SSPs in successor feature (SF) models. In the last chapter, we demonstrated that fixed SSP
features could be used to train a shallow SF function. Here we discuss the potential of SSP and
HRR embeddings with trainable parameters to act as the features of a deep SF Actor-Critic
(AC) network, and present preliminary results.

There are different ways to encode and learn features for SF. Recall that the SF function
M : 8§ - RYis defined as

M(s) =, So = Sil. (6.10)

Z y'é(s.)

This follows a Bellman-like equation, and so can be trained with model-free methods. We
use a generalized advantage estimation (GAE) algorithm with off-line A-return to train an SF
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Figure 6.9: The networks used for successor feature learning. (A) Diagram of the AC network
that uses successor features. A feature extractor (one of Figure 6.5A-C) takes the raw observation, s,
and outputs its feature embedding, ¢(s;). This is supplied as input to a policy network, SF network,
linear reward function, and a feature learner network. (B) The different feature learner networks are
listed. Each has its own associated loss function used to train the feature extractors. The methods used
are: i) an autoencoder, the feature learner network is a CNN decoder; ii) a latent transition model, the
feature learner network is a model of forward dynamics; iii) an inverse curiosity module, the feature
learner network is a model of inverse dynamics; and iv) a curiosity module, the feature learner network
includes models of forward and inverse dynamics

network. Learning this alongside a linear reward function over features, r(s) = ¢(s) - w,, one
can obtain a value function. A full actor-critic model based on SFs is shown in Figure 6.9A.

The default feature extractor for the Minigrid tasks is a CNN (Figure 6.5A). The resulting
feature is passed as input to the actor and critic (SF network and linear reward function) and
additional networks for feature learning. The loss from the SF and actor are not propagated
back to the feature extractor, as this results in poor performance and pathological feature
representations (e.g., all zeros).

Instead, the feature extractor is trained by the feature learner networks, which include:

« Autoencoder: Learn a decoder, f : RY — 8, to recover states from their feature
representations (Figure 6.9B(i)). The reconstruction error is the loss signal used to train
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6.5. Discussion

the feature extractor, £ = | f(4(s)) — s|2. This was used in the first deep SF model

auto

(Kulkarni et al., 2016).

« Latent transition model: Learn a model of forward dynamics, f : RY x ol — R?, that
predicts the next feature from the current feature and action (Figure 6.9B(ii)), Z<ture =
| £(p(s0), @) — P(sie1)l7 (Grill et al., 2020; Touati et al., 2022).

- Inverse curiosity: Learn a model of inverse dynamics, b : R? x RY — d, that predicts
actions given consecutive features (Figure 6.9B(iii)). For continuous actions, an L2 loss
can be used, but, for discrete actions, the probabilities of each action is the output of b,
and cross entropy is used to train features. The idea here is to learn aspects of the state
that are controllable (Pathak et al., 2017; Touati et al., 2022).

« Curiosity: Learns both a forward model (on latent representation), f : R¢ - 8, and
inverse dynamics model, b : R? x RY — o (Figure 6.9B(iv)). The loss used to train

the features is the average of the losses from latent transitions and inverse curiosity,
gfeature =0 Sglfeature +0 5E£.feature
i . : .

atent icm

We test the network using SSP, ¢y, and structured HRR encodings of state, @y, following
the approaches outlined in Section 6.4 (Figure 6.5B-C), on an empty 8x8 MiniGrid environment,
but with the agent’s starting position randomly varying trial-by-trial. The methods listed
above were applied to train the SSP parameters. Here we use lower dimensional SSPs, with
d = 201 and 303 trainable parameters in the feature extractors as opposed to Section 6.4, which
uses d = 1353 and 2031 trainable parameters.

The preliminary results are presented in Figure 6.10. In this environment, curiosity (Fig-
ure 6.10A) and latent transition (Figure 6.10C) perform well, and for both of these methods the
HRR representation of agent pose and local view performs best. The SSP encoding of just pose
performs worse than the HRR except when trained with inverse curiosity (Figure 6.10B), in
which case they are comparable. Interestingly, we see an increasing, though not converged, re-
turn for the image feature extractor when it is trained via latent transitions or inverse curiosity,
but not the full curiosity module, which simply combines the losses of the prior two. The worst
performing variations are the autoencoder with the image representation (Figure 6.10D) - this
favours features from which the entire 7 x 7 x 3 observations can be decoded from, rather than
features that capture the environment dynamics — and the fixed SSPs and HRRs (Figure 6.10D).
This shows that the SSP parameters require some form of tuning to the environment dynamics.

Future work should consider more tasks, particularly more complex tasks, and other
methods for feature learning, such as the Laplacian eigenfunction method from Touati et al.
(2022) or forward-backward method from Touati et al. (2021).

Non-stationary representations. Non-stationary SSP representations could be used to intro-
duce adaptability to varying environmental demands. By allowing phase matrices and length
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Figure 6.10: Results using SSPs and HRRs as the features in a successor feature model on
MiniGrid Empty Random 8 x 8. Plotted is the IQM of episodic reward versus the number of observed
environment transitions for 5 seeds. Each plot includes results using different feature extraction
methods: HRR encoding of the agent’s pose and view, ®yew, the SSP encoding of agent pose, @ose, and
the default image observations, processed by a CNN. Different methods were used to train the feature
extractors (the CNN weights and theSSP mapping parameters): (A) curiosity, (B) inverse curiosity, and
(C) latent transitions. (D) Plotted are results using fixed SSP and HRR representations — no feature
learning used — and results using an autoencoder to train the image CNN. The autoencoder method
was not used with SSP and HRR representations.

scales to be outputs of a neural network based on raw state inputs, the system could automati-
cally adjust the resolution of spatial representations to match the requirements of different
regions within an environment. This would be particularly useful in complex navigation tasks
where different areas require varying levels of detail in state representation.

Meta-learning over HRRs. Integrating meta-learning over HRRs would be a major advance-
ment. Current models employ fixed strategies for encoding states, which, as evidenced in the
MiniGrid results, may limit their effectiveness. Both ®y;e,, and ®gjo-a1er Were used to encode
the same information with the algebra of HRRs, just in slightly different ways, and yet @y,
consistently performed better than @ gyer. A meta-learning model that could learn and adapt
the composition and structure of symbol-like vectors within a VSA framework would offer a
way to refine state or goal embeddings continuously based on environmental feedback. This
could lead to more sophisticated and adaptable systems capable of handling a broader range of
tasks and environments.
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6.6. Conclusion

6.6 Conclusion

In this chapter, we explored the potential of neurocognitive feature representations, specifically
HRRs and SSPs, in improving reinforcement learning (RL) algorithms. We found that SSPs
can indeed be used to encode state in RL algorithms and improve performance on navigation
tasks. There is thus potential to integrate outputs from SSP-SLAM - specifically landmark
identities, properties, and locations derived from its associative memory networks — directly
into RL systems.

This approach underscores the utility of SSPs as an easily integrated feature processing
layer, enhancing standard RL models without necessitating substantial architectural changes.
Moreover, the use of HRRs enables the incorporation of semantic knowledge into state em-
beddings, presenting a method to use symbolic knowledge seamlessly within the existing
frameworks of deep neural networks.
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Chapter 7

Conclusion

Deciphering the code of the brain will have a lasting impact on our society. It is not simply
an intellectual exercise for a handful of esoteric individuals anymore. It is also more than
a “just” a brain-health-related issue, which affects millions in the United States and many
more worldwide. As Robert Noyce, the co-inventor of the integrated circuit, once put it: In
order to understand the brain, we have used the computer as a model for it. Perhaps it is
time to reverse this reasoning. To understand where we should go with the computer, we

should look to the brain for some clues.

— GYORGY BuzsAki
Rhythms of the Brain

This thesis posed the question: How does the mammalian brain represent and manipulate
spatial variables to navigate complex environments? We propose that Vector Symbolic Al-
gebras (VSAs), specifically Holographic Reduced Representations (HRRs), offer a compelling
framework for understanding and modelling essential aspects of spatial cognition. We argue
that SSPs and HRRs are more than abstract representational tools; by considering their dy-
namics, we reveal a foundation in oscillatory neural processes. This perspective grounds the
mathematical operations of HRRs, such as binding, in plausible neural mechanisms, bridging
the gap between their origins in cognitive modelling and their biological relevance.

Although decades of research on the hippocampal formation has revealed possible functions
and uncovered classes of spatially sensitive neurons, the precise encoding and manipulation of
spatial information in the brain remains incompletely understood. Neural tuning curves, though
informative, do not fully reveal how the brain represents spatial information or how it builds
cognitive maps and navigates using these representations. Thus, a high-level, general-purpose
framework is needed — one that can articulate the principles underlying these mechanisms
and that can be used to build testable models.

We put forth VSA as such a framework and Spatial Semantic Pointers (SSPs) as a biologically
plausible model for encoding and manipulating spatial information within this framework.
Using SSP encodings and the Neural Engineering Framework (NEF), we developed spiking
neural models for key navigational processes — such as path integration, mapping, and learning.
These models present possible neural mechanisms of these cognitive functions and have
potential applications in Al This work has a dual focus, intersecting theoretical neuroscience
and Al, as understanding spatial cognition in the brain can not only advance our knowledge
of neural mechanisms, but also inspire new approaches to navigation and learning in artificial
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systems.

7.1 Contributions

One key contribution is further developing SSPs as a model for neural spatial representation. In
VSAs, concepts and symbols are represented by high-dimensional vectors that can be composed
or bound to create structured, distributed representations. HRRs propose a particular method
for binding information through circular convolution of vectors, or equivalently, the Hadamard
product of complex vectors in the Fourier domain. This approach has a straightforward
implementation. We extend this view by noting that SSPs and other unitary vectors can
be thought of as sets of oscillators, and focus on that as a novel implementational route.
Information, such as an animal’s location in space or even discrete concepts, is thus encoded
by the configuration of many neural oscillators constrained by SSP relations. The alignment
between two configurations of oscillator sets reflects the similarity between their associated
concepts, providing a biologically plausible mechanism for representing both continuous and
discrete information.

This thesis demonstrates that SSPs can effectively model spatial encoding in the brain by
presenting several biologically plausible models of navigation-related cognitive functions using
SSPs. First, in Chapter 3, we describe a non-normative model of grid cells using SSPs with a
specific simplex structure. We introduce a general algorithm for constructing these structured
SSPs, termed HexSSPs, and extend this approach to higher-dimensional spaces (three and
beyond). Consistent with prior findings on grid cells, we show that this representation achieves
low decoding error, which decays exponentially with the number of neurons—surpassing
the power-law decay typical of place cell or linear encoding. Our contribution lies in the
development of the HexSSP representation, which offers an efficient and scalable encoding of
space.

In Chapter 3, we derive the dynamics of SSPs and present a spiking neural network
(SNN) model of path integration - i.e., the continual updating of SSP-encoded self-location
using only self-motion signals. Circular convolution, the binding operation specific to HRRs,
directly informs the structure of our models, including the path integration model. Continuous
binding is realized through the dynamics of velocity-controlled oscillators, stabilized with
attractor dynamics. Furthermore, we demonstrate that additional variables — such as time -
can be incorporated within the SSP framework to model memory of spatial trajectories. Our
contribution includes the development of an SSP-based path integration model (the SSP-PI
model) and a trajectory memory model, each grounded in biologically plausible mechanisms.

In Chapter 4, we extend the SSP-PI model to incorporate mapping and relocalization mech-
anisms. We present SSP-SLAM - the first semantic spiking SLAM model. SSP-SLAM combines
the path integration network with a hetero-associative memory network that learns and stores
the locations of objects and features within an environment, using the biologically plausible
Voja and PES learning rules. This memory network can later be queried to retrieve global
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Chapter 7. Conclusion

locations of specific objects or groups of objects sharing particular features. We demonstrate
that this environment map can be used to correct errors in the path integration network.
Additionally, we implement SSP-SLAM on a neuromorphic hardware emulator, demonstrating
its practical viability for robotics applications. Our contribution is the development of the
complete SSP-SLAM model.

In Chapter 5, we apply SSPs and a neural memory network, the Legendre Delay Network
(LDN), to reinforcement learning (RL), creating spiking RL models for active navigation and
decision-making. We use the LDN to encode state histories and compute temporally extended
TD errors. Using SSPs as feature embeddings, we demonstrate their applicability in learning
successor features and reward distributions. Furthermore, we demonstrate that SSP bundles
can be used to encode stochastic policies. Although further work is needed to refine the
learning method for these SSP policy embeddings, we show that the policy embeddings can
be accurately sampled in a biologically plausible manner using Langevin dynamics. Our
contributions include 1) using LDNs in RL, 2) developing the LDN-TD learning rules for
training shallow spiking value and successor feature networks, 3) leveraging SSPs in a spiking
successor feature model, 4) proposing the use of SSPs to represent reward distributions, 5)
using SSP bundles as policy embeddings, and 6) presenting a spiking model of Langevin
dynamics for sampling non-stationary policy embeddings. These advancements position SSPs
as a potentially valuable tool in RL models, and lay the groundwork for further exploration of
bio-inspired RL architectures

In Chapter 6, we shift to deep artificial neural networks, exploring applications of SSPs to
standard benchmarks in RL. We investigate the utility of SSPs and HRRs as general-purpose
feature embeddings for navigation and control tasks, demonstrating that compositional em-
beddings — constructed using the bundling and binding operations of HRRs to represent mixed
discrete-continuous information - can be effectively used by deep networks. These embeddings
enable deep RL agents to learn navigation tasks in sparse reward grid world environments
more effectively than alternative representations, including default representations and those
augmented with global location information. Additionally, we show that SSPs can represent
high-dimensional, non-spatial variables in control tasks, though performance varies by task.
These results underscore the value of HRR operations for constructing compositional rep-
resentations and emphasize the critical role of how complex, multi-faceted information is
represented for effective learning. Our contribution is a detailed investigation into the potential
of SSPs and HRRs as state encoding mechanisms in deep RL.

7.2 Key findings

Having outlined the contributions of this thesis, we now turn to the insights gained from
the methods and results presented in each Chapter. This research set out to investigate how
biologically plausible spatial representations, specifically SSPs, could model essential cognitive
functions like navigation, memory, and decision-making. Beyond developing these models,
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7.2. Key findings

each Chapter contributes to our perspective on the role of spatial encoding in neural and
artificial systems. In the following section, we discuss these perspectives and highlight the
key findings from each Chapter, situating these insights within the broader context of past
research.

In Chapter 3 we introduced HexSSPs, a representation of continuous variables that can be
encoded by grid cell activity. The advantages of HexSSPs over RandSSPs align with previous
research on the information-theoretic properties of grid cell coding. Previous grid cell models
have been either mechanistic — grid cells in a continuous attractor neural network (CANN) or
derived from output of a oscillator-interference (OI) network — or normative — claiming grid
cells emerge in path integration networks given particular constraints or as a result of certain
unsupervised feature learning rules. We do not contest these normative accounts; in fact, such
mechanisms may help explain how the HexSSP structure is initially learned, an important area
for future research. Rather, we build on the premise that grid cells provide an efficient, robust
basis for spatial representation, and we develop an SSP encoding that leverages this structure,
and embeds it in a plausible neural mechanism.

However, our path integration model, SSP-P]I, differs from previous models in its foundation,
details, and interpretation. Unlike prior work, we begin with the hypothesis that HRRs provide a
framework for compositional neural representation, with SSPs serving as the natural encoding
for spatial variables within this framework. By deriving the dynamics of SSPs, we show
that continual binding has dynamics equivalent to velocity-controlled oscillators — a core
component in OI models. As a result, the SSP-PI model is a hybrid OI and CANN model due to
the novel oscillator-stabilizing attractor dynamics.

We view the consistency between SSP-PI and existing OI and CANN-based models as
a strength. Previous models have effectively matched neural data and generated testable
predictions, and the fact that SSP dynamics lead to a similar integration mechanism supports
their role as a framework for continuous encoding in real neural systems. This connection
also provides a new interpretation of past OI models as preserving the dynamics of SSP spatial
embeddings. Furthermore, SSP-PI extends path integration to n-dimensional spaces without
any modifications to the network’s internal structure or weights, moving beyond traditional
2D or 3D spaces. Our proposed framework also enables us to bind path integration output with
discrete representations, allowing for contextual and compositional spatial representations,
such as maps.

In SSP-PI, grid cells represent the model’s output but do not participate in its recurrent
dynamics. Although the model could be adapted to use recurrent populations of grid cells,
this approach hurts performance and limits the model’s generalizability. While not explored
in this thesis, we suspect that grid cells may contribute to error correction or stabilize path
integration dynamics through coupling mechanisms, rather than serving as the primary path
integration network. Past work has explored this (e.g., Zilli et al., 2010; Mosheiff et al., 2019),
but work remains to incorporate such mechanisms into SSP-PI.
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Instead of grid cells, velocity-dependent band cells drive path integration in SSP-PI. Neurons
with sensitivity to both heading direction and speed have been identified in deeper layers of
the MEC. Although these neurons have appeared to have band- or stripe-like spatial tuning in
past studies, our results suggest that the ‘banded-ness’ of velocity-dependent band cells may
be challenging to detect in natural environments. We hypothesize that spatial tuning patterns
in these neurons may have been previously overlooked. This hypothesis leads to a testable
prediction: by recording from these deeper MEC layers in rodents navigating spiral mazes
or other environments where heading direction correlates with location, spatial patterns in
tuning curves - such as band structures — may be observed, providing empirical support for
the SSP-PI model.

In Chapter 4, we explored cognitive map formation and SLAM with SSPs, showing that, by
interpreting the output of a path integration network as a representation within a VSA, we can
naturally perform operations needed in navigation — such as vector addition of spatial variables
and binding spatial locations with discrete features. SSP-SLAM illustrates that VSAs provide a
versatile framework capable of integrating probabilistic representations, semantic knowledge,
and symbolic representations in spiking systems. These findings highlight the potential of
VSAs in SLAM and may serve as a foundation for future research, in both biologically inspired
SLAM and robotics applications.

By demonstrating SSP-SLAM on a neuromorphic emulator, we suggest that, with further
development, this approach could be deployed on neuromorphic hardware as a low-power
SLAM system, which may have applications in space, underwater vehicles, and edge computing,
where power efficiency is critical. However, a current limitation is that SSP-SLAM requires
semantic input rather than raw sensory data. Deploying SSP-SLAM on hardware and comparing
it with existing visual SLAM models requires the integration of networks for feature extraction
from sensory input. That being said, ongoing research into image representation with SSPs
indicates that such integration is achievable (Penzkofer et al., 2024).

In Chapter 5, we explored biologically plausible model-free RL - using spiking networks
that learn online in continuous time, incorporating elements like episodic memory models and
stochastic action sampling. We found that the LDN can be used as a memory buffer for RL. Other
aspects of this Chapter — including the successor feature model, reward distribution embeddings,
and policy representation, learning, and sampling — all leveraged SSPs. In particular, this work
made use of the fact that weighted combinations of SSPs can represent probability distributions,
functioning similarly to finite-dimensional kernel mean embeddings.

We discuss the potential application of SSPs in reward distribution learning and presented
preliminary results. Although this work does not constitute a full distributional RL model or
analysis, it is an interesting proposal. Current biologically grounded distributional RL models
often use discretized distributions or parameterized quantile functions to represent return
distributions, whereas SSP embeddings offer an alternative that enables the same network
architecture to represent either successor features or return distributions.
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SSP embeddings were also applied to policy representation. Our proposed approach to
learn policy embeddings online faced challenges as the variance of the likelihood ratio estimate
of the policy gradient grows unbounded in continuous time settings. However, alternative
methods from control theory could inform future work on continuous-time policy learning
(Munos, 2006; Ainsworth et al., 2021). Despite these challenges, we demonstrated that a spiking
recurrent network can successfully sample from these embeddings, showcasing the potential
of SSPs for policy representation in spiking RL models.

Lastly, in Chapter 6, we investigated the use SSP and HRR encodings of state in deep RL.
We found that while SSPs — both with and without grid-cell-like structure — can be used to
encode (often non-spatial) state variables in control tasks, they did not improve performance
in many cases. In fact, SSP states reduced performance on tasks with very high-dimensional
state spaces. However, using HRRs that combined SSPs encoding agent location with vectors
representing discrete variables (such as objects and their properties) significantly improved
performance in navigation tasks. This suggests that deep networks can leverage the structured,
distributed representations characteristic of VSAs and benefit from these representations in
certain settings.

The results in Chapter 6 provided insights into constructing effective VSA embeddings.
The control task findings show that not all variables benefit from projection into SSP space,
while the navigation task results highlighted the importance of learning the SSP parameters
and the importance of the structure of compositional representations. This motivates further
research into encoding information into VSAs in order to improve the performance on deep RL
tasks. Rather than a one-size-fits-all approach, we suggest that compositional representations
should be adaptable, adjusting according to context and task demands. This adaptability could
be addressed by hierarchical reinforcement learning (HRL) or other meta-learning methods,
opening new avenues for developing state representations in deep RL.

7.3 Future work

There are numerous avenues for future research that can extend the work presented in this
thesis. While each Chapter includes discussion on future work, here we review some of the
proposed research directions that we view as especially promising. Additionally, we outline
research opportunities that integrate methods and models from different chapters.
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Description

Path Integration and
SLAM in Non-Spatial
Contexts

The applicability of the processes underlying spatial navigation to a much
broader range of non-spatial cognitive functions was a major motivation
for this thesis. Now that we have developed models of PI and SLAM with
SSPs, we should apply them to non-spatial domains, such as navigating
social scenarios. For example, maintaining an estimate of one’s position
in a social group over time or evaluating relationships along multiple
dimensions could leverage similar computational principles. Extending
these models to abstract domains will help test the hypothesis that shared
neural mechanisms underlie spatial and non-spatial cognition.

Non-stationary SSPs

While we primarily used SSPs with fixed bandwidth/length-scale parame-
ters, certain tasks might benefit from variable length scales. For example,
SSP policy embeddings could have varying spatial or temporal resolution
to balance broad generalization in some regions of the state space with
the need for fine-grained control in others. This could be achieved by a
neural network that outputs length scales or by selectively masking rows
of SSPs in the Fourier domain to achieve variable resolution. Exploring
these approaches could enhance the flexibility of SSPs.

Grid Cells and Cou-
pling in Path Integra-
tion

Future research could investigate coupling mechanisms that enforce or
maintain the HexSSP structure during path integration, enabling correc-
tions to the current SSP-PI model from grid cell populations. For examples,
mechanisms from Ji (2014) or Kymn et al. (2024) could be applicable.

Visual SSP-SLAM

To make SSP-SLAM deployable for practical applications, we should ex-
tend the model by integrating visual input, using a network to extract
landmark features or identities as well as depth estimates.

Memory Replay and
Consolidation for RL

While we used the LDN memory to compute TD errors incorporating past
neural activity estimates, future work could explore a memory network
that associates states with LDN memory vectors for replay and consolida-
tion, similar to episodic memory retrieval in biological systems.

Learning SSP Policy Em-
beddings in Continuous
Time

To address the limitations of our current method for learning SSP policy
embeddings in continuous time, we should explore alternatives, informed
by the work in Ainsworth et al. (2021) and Jia et al. (2022).
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Distributional RL

7.3. Future work

We could expand on the initial work with SSPs in distributional RL, which
proposed a method for online learning of an embedding of the distribu-
tion of future rewards. This work could be extended by modelling full
return distributions using a Bellman updating mechanism that incorpo-
rates binding (rather than bundling) of observations and future estimates.
Additionally, these embeddings could be used for risk-aware planning
or to optimize policies under specific constraints. A natural next step
would be to compare these results to existing neural data that support
distributional RL hypotheses in the brain (Lowet et al., 2020; Dabney et al.,
2020).

SSP-SLAM and RL Inte-
gration

A natural next step is to integrate the spiking SSP-SLAM model with
a spiking RL network in a continuous navigation task, where an agent
must achieve goals while estimating state. The localization output would
represent the agent’s pose, while the environment map learned in the
associative memory network could contribute a compressed cognitive
map as input to the RL agent.

Model-Based RL with
SSP Cognitive Maps

Although this thesis explored both biologically plausible cognitive map-
ping and RL, it did not investigate the integration of cognitive mapping
into RL or model-based RL more broadly — despite its significant relevance
to learning in animals. While such exploration was beyond the scope of
this work, future research should focus on leveraging SSPs to develop
cognitive maps that support model-based RL. For example, this could
involve learning an embedding of landmarks bound with locations in a
navigation task and providing this as additional input to a value or policy
network. Alternatively, it could involve using action sampling and PI to
simulate and plan trajectories.

SSP Representations of
Actions, Goals, and Pol-
icy Embeddings in Deep
RL

Future work could extend SSPs-based representations to encode actions,
goals, and policies within deep RL frameworks. This approach could
enable more structured and interpretable representations that could be
used for goal-directed planning or policy learning.
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Meta-Learning Over A promising direction for future work is the use of meta-learning to learn

HRRs and adapt the structure of state HRR embeddings based on environmental
feedback. With a fixed vocabulary of vectors representing symbols, the
meta-learning process would focus on selecting which symbols to include
and determining how to combine them. This involves learning whether
specific components should be bound or bundled, as well as the order of
operations needed to construct task-relevant representations. Techniques
such as symbolic regression or gradient-based meta-learning could be
employed to optimize these decisions. This would enable a system to learn
task-specific representations that are tailored to particular objectives, or
more generalized embeddings that support compositional generalization
across different tasks.

Spaun in Space Spaun is a large-scale functioning brain model built with the SPA. The
models and methods developed here could be integrated into future itera-
tions of Spaun, enabling it to navigate. This mobile Spaun could leverage
the spatial encoding and RL models for dynamic, online learning and
spatial reasoning in complex environments.

7.4 Final remarks

All in all, this work contributes a novel framework for neural spatial encoding and mapping,
offering insights into the basis of navigation in the brain and suggesting potential Al appli-
cations. By developing models like SSP-PI and SSP-SLAM, we have demonstrated that SSPs
are not only useful for encoding spatial location, but can also support cognitive mapping,
object-location associations, and the handling of probabilistic information in biologically
inspired RL. We have focused on a subset of key navigation-related functions: localization,
mapping, and learning from the output of the such functions. Additionally, one of our goals
was to develop general-purpose methods for representation and mapping, extending beyond
spatial applications. While VSAs have shown promise as a versatile framework for modelling
concepts, emotions, and language, and our models were designed with this generality in mind,
we have yet to apply our navigation models to non-spatial domains.

Spatial cognition — and cognition more broadly — involves far more than just representa-
tion; it encompasses reasoning, model-based learning, self-monitoring, and numerous other
processes. By coupling VSAs with neural dynamics to explore spatial representation and
navigation in the brain, this work provides a promising framework but is far from a complete
picture. Fundamental questions remain unanswered: How are representations learned and
flexibly adapted to changing environments? How are they composed and manipulated in
context-dependent ways? How do these processes integrate to support the full spectrum of
cognitive functions?

This thesis represents not an endpoint but a foundation - laying the groundwork for future
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investigations into how VSAs might be enriched and extended to model these more complex
and dynamic aspects of cognition, ultimately bridging the gap between abstract frameworks
and the richly adaptive nature of biological intelligence.
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Appendix A
Supplementary detail

A.1 SSP dynamics

Recall that derivative of an Spatial Semantic Pointer (SSP) representing the coordinates x(t) €
R" is

$(x(1) = Pp(x(1)) ® In P(x(1)), (A.1)
where the logarithm of an SSP is defined as

In¢(x) = F* {i@%} _ ; %OJ‘I (i9,). (A.2)

A.1.1 Stability analysis of attractor dynamics

The nonlinear velocity controlled oscillator (VCO) is described by

d [Re F {¢<x(t>)}j] _ [—wJ-(t)Imsz BN}, + =ERe F {p(x (O}, a3
dr [ImF {Pae)}] T | o OReF {p(x @)}, + L ImF p(x(®)}, | |
where r = [F{p(x(1))},].
The dynamical system can alternatively be written as
dar _1-r? @:a)j(t) (A.4)

dt— r  dt
where 0, is the phase of the VCO. It is clear that r = 1 is a stable equilibrium as % = 0 at

dt
rzl,%>0Whenr<1,and‘;—;<OWhenr>l.

A.1.2 Higher-Order SSP dynamics

The m > 1 order derivative of an SSP, in terms of it’s lower-order derivatives, is

m m—1 . n (m—n)
9 ey =3 ('"n 1) P9 @) ®Ing (" x(t)) (A5)

dem dtm dt(m=n)

n=0
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For example, the second-order derivative is

P(x(1)) = $(x()) ® In (£(1)) + $(x(1)) ® In $(5(1)) (A.6)

One can also obtain a formula for higher-order SSP derivatives in terms derivatives of the
variables it represents. For example,

P(x(1) = p(x(1)) ® (In (1)) + In p(x(1))?) . (A7)
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Extended methods and experiments

B.1 Non-stationary SSPs and Recursive SSP Dynamics

Recursive Spatial Semantic Pointers (rSSPs) were introduced in Voelker (2019) as a means
to overcome the representational limitations of traditional Spatial Semantic Pointers (SSPs).
Here we shall describe these representations, extend this work by deriving the dynamics of
rSSPs, and briefly discuss challenges associated with modelling these dynamics within a neural
system.

One key observation is that the SSP manifold, defined as {¢(x) : x € R"}, is not identical
to RY. Rather, SSPs are confined to a lower-dimensional subspace of R¢, as demonstrated by
Voelker (2019). This constraint arises because the encoding function ¢(x) maps the continuous
variable x into a structured representation that resides on a non-linear manifold. Such structure
is advantageous for certain applications but imposes limitations in others, particularly in terms
of expressiveness and generalization.

Furthermore, the kernel defined by ¢(x), given as k(x, x") = ¢(x) - ¢(x”), is isotropic and
symmetric. While this property ensures that spatial relationships are encoded consistently
across all dimensions, it also introduces a stationarity that may not be desirable in tasks
requiring context-dependent or anisotropic representations. For example, in non-stationary
environments or scenarios where spatial relationships evolve dynamically, such isotropic
kernels might fail to capture the nuanced dependencies between variables.

Examples of non-stationary kernels include those that vary with position or time - for
example, position-dependent length scales or neural kernels that adapt dynamically based on
learned weights. These kernels enable greater flexibility in encoding, allowing the system to
emphasize specific features or dimensions depending on task demands.

An 1SSP representing the variable x € R" is given by
$(x) = F ' {0 } . (B.1)

The parameters of the SSP projection, © and #, are now functions of the variable x. Essentially,
the mapping adapts in some way over space. These function can be hand-set or learned in
some fashion. Voelker (2019) uses rSSP embeddings to create kernels that approximate fractal
sets.
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The dynamics of these embeddings are given by:

1
(x(1))

> (t) + 10(x(t))diag ([ (xl(t))> () (B.2)

+i0(x(1))diag (;ﬁi’;g?) x(t)} .
(B.3)

$(x(1)) = P(x(t) ® F* {i@(x(t))diag <

The dynamics are still continuous binding - i.e., oscillators in the Fourier domain. However,
now the frequency consists of three terms, one that depends on velocity and two that depend
directly on the underlying variable x(t) — information that we have so far assumed is not
available to a neural system.

Non-stationary length scale The dynamics can be simplified slightly by considering a
subset of possible rSSPs. In particular, ones in which ©(x(t)) = © - i.e., the only part of the
projection that varies over space are the length scale parameters, #(x(¢)). This corresponds to
a kernel with a fixed shape but varying width and, thus, spatial resolution. The dynamics in
this case are given by

Hx(®) = $(x () ® F! {i@ (diag (;fi’;g?) f(’;((tt))) ; {(’;((tt)))> } (B.4)

—t(x(t
= p(x(t)) ® <ln H(x()) +1Ing ( (e ))x(t)>) , (B.5)
f(x(1))
which still depends on the variable x(t). This could be estimated from ¢(x(t)) via decoding.
However, the idea that a biological system would decode back to the x space rather than stay
in the space of embeddings is questionable.

B.2 MiniGrid experiments

In this appendix, we describe other experiments that were run on the MiniGrid tasks discussed
in detail in Section 6.4. All of the results here use much lower-dimensional SSP embeddings
- only 303 trainable parameters — compared to the results in Section 6.4.2. Figure B.1 shows
results where the SSP size is the only difference from those in 6.6. While the Holographic
Reduced Representation (HRR) view embedding remains the best overall, SSP-based pose and
slot-filler embeddings experienced more significant performance degradation.

We also compared using learned versus fixed phase matrices (Figure B.2). The trainable
version generally does better, indicating moderate sensitivity to the phase matrix configuration.
It is important to note that in the fixed matrix scenario, the SSP length scale vector remains
trainable, allowing the model to adjust spatial resolution and kernel width, though not the
kernel’s shape. Interestingly, one task demonstrated superior performance with a fixed matrix,
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potentially because the grid cell structure (i.e., HexSSP) may not be maintained when the phase
matrix is trainable.

Experiments using HRR embeddings without SSP pose information showed worse perfor-
mance on several tasks compared to embeddings that included pose (Figure B.3). However,
on some tasks, the absence of pose information did not significantly affect performance. This
indicates that the utility of pose information in HRR embeddings may be task-dependent, with
some environments being more reliant on explicit pose representations.

Figure B.4 shows results when tanh activation functions (as opposed to the ReLU activa-
tion used in the experiments presented in the main text) are used throughout the network.
The image-based representation performed better on most tasks. Conversely, SSP and HRR
embeddings experienced slight performance declines across most tasks. Despite this, the HRR
view embedding still achieved the best sample efficiency and final returns on the majority of
tasks, though its dominance was less consistent compared to the ReLU-based experiments.
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Figure B.1: Sample efficiency curves for navigation benchmarks with lower-dimensional SSP and HRR
embeddings.
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Appendix B. Extended methods and experiments
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Appendix C

Experiment parameters

These sections include tables with model parameters for experiments in Chapters 2-6. Details
on the experimental setup and model architecture are given in the main text. Code for
all experiments will be made available at https://github.com/nsdumont/PhD-thesis. All
spiking neural network (SNN) models presented in this thesis were built and simulated using
Nengo (Bekolay et al., 2014), an open source brain simulation software package. In our
experiments, we use the default settings (Table C.1) unless otherwise stated.

Table C.1: Default parameters in Nengo, used to construct spiking neural network models.

Parameter Value (or formula)
Neuron model Leaky integrate-and-fire (LIF)
Synaptic filtering model Low-pass filter
Synaptic time constant [s] 0.005
Maximum firing rates [Hz] Uniform(200, 400)
Intercepts Uniform(-1.0, 0.9)
Decoder optimization method Least-squares with L2 regularization
Decoder regularization A 0.1
Simulation At [s] 0.001

Table C.3: Hyperparameters used to generate the path integration results shown in Section 3.4.6 and
Section 3.4.6. The values listed under Figure 3.15 refer to those used for the grid cell model.

Parameter 3.10A 3.10B 3.11 3.12 3.14 3.15
SSP size d 97 97 55 211 55 55
HexSSP True  True True True True  True
Num. of simplex scales 4 4 3 7 3 3
Num. of simplex rotations 4 4 3 5 3 3
SSP length scale ¢ 0.3 0.3 0.5 0.3 0.3 0.3
VCO state size 3 3 3 3 3 9
Num. of neurons per VCO 1000 1000 300 800 1000 3000
Total num. of neurons 48000 48000 8100 21600 27000 27000
Recurrent synaptic constant 7y, [s]  0.05 0.05 0.05  0.05 0.05 0.05
Trajectory dimensionality 2 3 2 2 2 2
Trajectory length [s] 120 120 60 60 50 60
Num. of trials 10 10 1 1 10 10
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Table C.2: Hyperparameters used to generate the results in Section 3.3.3.

Parameter Value Range

Direct
Intercepts U(-1.0,0.9)

Sparse RandSSP
Size d 151 [25,55,97,151, 217, 295]
Length scale 0.1
Intercepts U0.25,0.7)

Dense RandSSP
Size d 151 [25,55,97,151,217,295]
Length scale 0.1
Intercepts U(-0.05,0.2)

HexSSP
Size d 151 [25,55,97,151,217,295]
Number of simplex scales 5 [2,3,4,5,6,7]
Number of simplex rotations 5 [2,3,4,5,6,7]
Length scale 0.1
Intercepts U(—0.02,0.02)

Neuron model

LIF rate approximation

Number of neurons 151 [10,32,100,316,1000,3162]
Variable range + 1.0 +[1.0,3.25,5.5,7.75,10.0]
Number of sample points n, 10000

Gaussian noise o 1073

Number of trials 10

Table C.4: Hyperparameters used to generate the results in Figure 3.13. The SSP size, number of
neurons per VCO, and maximum trajectory frequency were varied (values under ‘Range’) in these
experiments. While one parameter was varied, the others remained fixed — these fixed values are listed
under ‘Fixed’ along with the values of parameters that did not vary.

Parameter Fixed Range
SSP size d 55 7-295
HexSSP True

Number of simplex scales 3 1-7

Number of simplex rotations 3 1-7
SSP length scale ¢ 0.3
Number of neurons per VCO 800 100-1000
Total number of neurons 21600 100-147000
Trajectory length [s] 60
Trajectory generation Band-lim.

Maximum frequency [Hz] 0.1 0.01-0.4
Number of trials 10
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Table C.6: The hyperparameters used in Sec-
tion 4.4.4 for SSP-SLAM in Nengo Loihi, i.e., the
results in Figure 4.11.

Table C.5: The hyperparameters used for
localization accuracy experiments with SSP-
SLAM in Sections 4.4.2 and 4.4.3, i.e., the re-
sults in Figures 4.8 to 4.10, and Table 4.1.

Parameter Value
Parameter Value SSP size d 55
SSP size d 97 HexSSP True
HexSSP True Num. of simplex scales 3
Num. of simplex scales 4(3) Num. of simplex rotations 3
Num. of simplex rotations 4(4) SSP length scale ¢ 0.3
SSP length scale £ 0.3 Number of neurons 20400
Number of neurons 93080 Per VCO 300
Per VCO 1000 Full SSP-PI 8100
Full SSP-PI 49000 Grid cells N/A
Grid cells 1000 Landmark perception 5600
Landmark perception 19600 Environment map 1100
Environment map 2910 Loop closure 5600
Loop closure 19600 View radius of agent 0.2m
View radius of agent 0.2m Recurrent 7yy, [s] 0.05
Recurrent 7y, [s] 0.05 Voja learning rate N/A
Voja learning rate 5%x107* PES learning rate 1x1073
PES learning rate 1x107 Environment bounds [m] [-1,1]
Environment bounds [m] [-1,1] Number of landmarks 100
Number of landmarks 100 Trajectory dimensionality 2
Trajectory dimensionality 2(3) Trajectory length [s] 60
Trajectory length [s] 500 (250) Trajectory generation Band-limited
Trajectory generation Band-limited Maximum frequency [Hz] 0.1
Maximum frequency [Hz] 0.1 Number of trials 10
Number of trials 10
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Table C.7: The hyperparameters used for mapping example with SSP-SLAM in Section 4.4.1, i.e., the
results in Figures 4.6 and 4.7.

Parameter Value
SSP size d 241
HexSSP True
Num. of simplex scales 8
Num. of simplex rotations 5
SSP length scale ¢ 0.3
Number of neurons
Per VCO 500
Full SSP-PI
Grid cells 1000
Landmark perception module
Environment map module 4820

Loop closure module

View radius of agent 0.2m
Recurrent synaptic constant z,y, [s] 0.05
Voja learning rate 5x107*
PES learning rate 1x1073
Environment bounds [m] [-1,1]
Number of landmarks 3 object, 2 walls
Trajectory dimensionality 2
Trajectory length [s] 60
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Table C.8: Hyperparameters for the value learning in a T-maze example (Figure 5.8) in Section 5.3.4.

Parameter ET-TD(1) LDN-TD(0) LDN-TD(#) LDN-TD(1)
State representation RandSSP RandSSP RandSSP RandSSP
SSP size d 201 201 201 201
SSP length scale ¢ 0.2 0.2 0.2 0.2
Number of neurons

State population 800 800 800 800

Value population 800 800 800 800

LDNss (per variable) 200 200 200 200
TD update rule Eq. (5.36) Eq. (5.36) Eq. (5.42) Eq. (5.69)
Learning rate 5% 1073 5% 1073 5%x1073 5% 1073
LDN sizes q

State activity g, 1 2 8 8

Reward g, 2 2 8 8

Value function g, 2 2 8 8
LDN window 0 [s] 0.1 0.1 1/6 6
Discount y 0.9 0.9 0.9 0.9
Lambda A 0.8 N/A N/A 0.8
Number of trials 10 10 10 10

Table C.9: Hyperparameters for the value learning in a trace conditioning task example (Figure 5.9) in
Section 5.3.4.

Parameter LDN-TD(0) LDN-TD() LDN-TD(1)
State representation LDN LDN LDN
State LDN size g 6 6 6
State LDN window 0 [s] 10 10 10
Number of neurons

State population 800 800 800

Value population 400 400 400

LDNs 200 200 200
TD update rule Eq. (5.36) Eq. (5.42) Eq. (5.69)
Learning rate 5%x107° 5%x107° 5%x107°
Other LDN sizes g

State activity g, 8 8 8

Reward g, 8 8

Value function g, 8 8 8
Other LDN window 6 [s] 8 8 8
Discount y 0.95 0.95 0.95
Lambda A N/A N/A 0.8
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Table C.10: Hyperparameters for both the Table C.11: Hyperparameters for the variable
successor feature learning in a hairpin maze magnitude reward example (Figure 5.13) in
example (Figure 5.11) in Section 5.4.1 and the Section 5.4.2. The reward values were sampled
two goals example (Figure 5.12) in Section 5.4.1. from Categorical([0.1,0.3, 1.2, 2.5, 5, 10, 20]),
with all values having equal probability.
Parameter Value
State representation HexSSP Parameter Value
SSP size d 337 State representation RandSSP
SSP length scale ¢ 0.2 SSP size d 1001
Number of neurons SSP length scale ¢ 1.0
State population 800 Number of neurons
Reward population 800 State population 50
SF population 800 Reward population 3000
LDNs 200 Reward distribution 6000
TD update rule Eq. (5.69) LDNs 200
SF learning rate 4x107° TD update rule Eq. (5.36)
Reward learning rate 1x1073 Learning rate 1x107°
LDN sizes q LDN sizes g
State g, 8 State activity g, 1
State activity g, 8 Reward g, 2
SF function gsp 8 Reward distribution gz 2
LDN window 0 [s] 10 LDN window 6 [s] 1.0
Discount y 0.9 Discount y 0-5
Lambda A 0.9

Table C.12: Hyperparameters for the Gaussian mixture sampling example (Figure 5.15) in Section 5.5.2.

Parameter Value
State representation RandSSP
SSP size d 1024
SSP length scale ¢ 1.6
Number of neurons 2000
Recurrent 7y, [s] 0.1
Sampler rate a 1.3 x 1072

Sampler noise standard dev. ¢ 4.7 x 1072

236



Table C.13: Hyperparameters for the bandit

task example (Figure 5.16) in Section 5.5.

Parameter Value
Action representation Random SPs
Action SP size d 100
Number of neurons

State population 10

Policy population 500

Sampler distribution 6000
Sampler rate o 5.0
Sampler standard dev. o 5.5
Sampler 7y, [s] 0.1
Policy learning rate 2x107*
Num. of actions 10
Action means m; ~ Unif(—1, 1)

Action std.

; ~ Unif(0, 0.05)

Table C.14: Hyperparameters for the water

maze example (Figure 5.17) in Section 5.5.

Parameter Value
State representation RandSSP
State SSP size d 55
State SSP length scale ¢ 0.2
Action representation RandSSP
Action SSP size d 601
Action SSP length scale ¢ 0.005
Number of neurons
State population 165
Policy population 3005
Sampler population 5000
Value population 500
LDNs 200
Sampler rate o 10
Sampler standard dev. o 150
Sampler 7y, [s]
Policy learning rate 5% 107
Value learning rate 1x1073
LDN sizes q
State activity g, 8
Reward g, 8
Value g, 8
LDN window 6 [s] 0.1
Discount y 0.9
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Table C.15: Hyperparameters for the DeepMind Control Suite tasks (6.2) in Section 6.3.2. Most values
are taken from Li et al. (2021).

Parameter Value
Algorithm Soft Actor-Critic (SAC)
Codebase Adapted from Li et al. (2021)
Optimizer Adam
Adam parameters (1, f2) (0.9,0.999)
Discount y 0.99
Batch size 1024
Target smoothing coefficient 0.005
Reward scale Auto-tuned
Actor learning rate 1x107*
Critic learning rate 1x107*
Reward scale learning rate 1x107*
Number of warmup steps 5000
Number of hidden layers 3 for state baseline,

2 for RFFs and SSPs
Hidden size 1014
Hidden nonlinearity ReLU
SSP and RFF size d 1024
Initial RFF standard dev’ 0.001
Initial SSP length scale ¢ 0.001

Table C.16: Hyperparameters for the MiniGrid tasks (6.6) in Section 6.4.2.

Parameter Value
Algorithm Advantage Actor-Critic (A2C)

with Generalized Advantage Estimation (GAE)
Codebase Adapted from Willems (2023)
Optimizer RMSProp
RMSProp o 0.99
RMSProp & 1078
Max. gradient norm 10
Num. concurrent environment processes 5
Num. of frames processes before update 5
Discount y 0.99
Lambda A 0.95
Entropy regularization coefficient 0.001
Actor hidden size 64
Critic hidden size 64
Actor learning rate 1x1073
Critic learning rate 1x107°
Hidden nonlinearity ReLU
SSP size d 1353
Initial SSP length scale ¢ 1.0

238



	List of Figures
	List of Tables
	List of Abbreviations
	Introduction
	Functions involved in navigation
	Why study navigation?
	Neuroscience
	Applications to AI

	Research landscape
	Thesis structure and contributions

	Methods for Neurosymbolic Modelling
	Spiking Neural Networks
	Neuron Models
	Plasticity
	Neural Coding

	The Neural Engineering Framework
	Representation
	Transformation
	Dynamics
	Learning rules
	Summary

	Vector Symbolic Algebras
	Representing discrete symbols and structures
	Representing integer values

	Spatial Semantic Pointers
	Visualizing SSPs with similarity maps
	Decoding SSPs
	Connection to Random Fourier Features
	Probability representations

	Conclusion

	Grid Cells & Path Integration
	Introduction
	Background
	Neuroscience
	Models

	Hexagonal SSPs
	Grid cells with SSPs
	Multi-scale grid cells
	Decoding SSP neural representation
	Other spatial cells
	Discussion

	Path integration 
	SSP dynamics
	SSP dynamics in the Fourier domain
	Attractor dynamics for PI
	SSP-PI network
	Grid cells and PI
	Results

	Temporal integration
	Discussion
	Performance of SSP-PI
	Biological realism of SSP-PI
	Relation to prior PI models

	Conclusion

	Simultaneous Localization & Mapping
	Introduction
	Background
	Neuroscience
	Models of neural mapping and SLAM

	SSP-SLAM model
	Localization Module
	Landmark Perception Module
	Environment Map Module
	Loop Closure Module

	Results
	Querying maps
	Replicating neural activity patterns
	Localization
	Neuromorphic simulation

	Discussion
	Prior Research
	Performance
	Limitations
	Future work

	Conclusion

	Biologically-Constrained Reinforcement Learning
	Introduction
	Background
	Reinforcement Learning Methods
	Prior Work
	Memory

	Continuous Time Temporal Difference Learning
	TD(0)
	TD(θ)
	TD(λ)
	Examples
	Discussion

	Temporal Difference Learning of Distributions
	Successor features
	Reward distributions
	Discussion

	Action selection
	Learning policies
	Sampling policies
	Examples
	Discussion

	Conclusion

	Neurosymbolic Representations for Reinforcement Learning
	Introduction
	Related prior work
	Grid cells in RL
	Neurosymbolic RL

	SSPs for control
	Methods
	Results

	VSAs for structured scene representation
	Methods
	Results

	Discussion
	Findings
	Limitations
	Future work

	Conclusion

	Conclusion
	Contributions
	Key findings
	Future work
	Final remarks

	Bibliography
	Supplementary detail
	SSP dynamics
	Stability analysis of attractor dynamics
	Higher-Order *ssp dynamics


	Extended methods and experiments
	Non-stationary SSPs and Recursive SSP Dynamics
	MiniGrid experiments

	Experiment parameters

