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Abstract

In this thesis, we focus on two classes of multi-robot task allocation and deployment
problems motivated by applications in ride-sourcing transportation networks and service
robots: 1) coverage control with multiple robots, and 2) robots servicing tasks arriving
sequentially over time.

The first problem considers the deployment of multiple robots to cover a domain. The
multi-robot problem consists of multiple robots with sensors on-board observing the spa-
tially distributed events in an environment. The objective is to maximize the sensing qual-
ity of the events via optimally distributing the robots in the environment. This problem
has been studied extensively in the literature and several algorithms have been proposed
for different variants of this problem. However, there has been a lack of theoretical results
on the quality of the solutions provided by these algorithms. In this thesis, we provide a
new distributed multi-robot coverage algorithm with theoretical guarantees on the solution
quality, run-time complexity, and communication complexity. The theoretical bound on
the solution quality holds for on-board sensors where the sensing quality of the sensors
is a sub-additive function of the distance to the event location in convex and non-convex
environments.

A natural extension of the multi-robot coverage control problem is considered in this
thesis where each robot is equipped with a set of different sensors and observes different
event types in the environment. Servicing a task in this problem corresponds to sensing
an event occurring at a particular location and does not involve visiting the task location.
Each event type has a different distribution over the domain. The robots are heterogeneous
in that each robot is capable of sensing a subset of the event types. The objective is to
deploy the robots into the domain to maximize the total coverage of the multiple event
types. We propose a new formulation for the heterogeneous coverage problem. We provide
a simple distributed algorithm to maximize the coverage. Then, we extend the result
to the case where the event distribution is unknown before the deployment and provide
a distributed algorithm and prove the convergence of the approach to a locally optimal
solution.

The third problem considers the deployment of a set of autonomous robots to efficiently
service tasks that arrive sequentially in an environment over time. Each task is serviced
when a robot visits the corresponding task location. Robots can then redeploy while waiting
for the next task to arrive. The objective is to redeploy the robots taking into account the
next N task arrivals. We seek to minimize a linear combination of the expected cost to
service tasks and the redeployment cost between task arrivals. In the single robot case, we
propose a one-stage greedy algorithm and prove its optimality. For multiple robots, the
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problem is NP-hard, and we propose two constant-factor approximation algorithms, one
for the problem with a horizon of two task arrivals and the other for the infinite horizon
when the redeployment cost is weighted more heavily than the service cost.

Finally, we extend the second problem to scenarios where the robots are self-interested
service units maximizing their payoff. The payoff of a robot is a linear combination of
its relocation cost and its expected revenue from servicing the tasks in its vicinity. In
this extension, the global objective is either to minimize the expected time or minimize
the maximum time to respond to the tasks. We introduce two indirect control methods
to relocate the self-interested service units: 1) an information sharing method, and 2) a
method that incentivizes relocation with payments. We prove NP-hardness of finding the
optimal controls and provide algorithms to find the near-optimal control. We quantify the
performance of the proposed algorithms with analytical upper-bounds and real-world data
from ride-sourcing applications.
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Chapter 1

Introduction

The presence of robots is growing rapidly in commercial and industrial applications, as-
sisting humans to perform di�erent tasks. Some of these applications are monitoring and
surveillance [3, 4, 5] by robots equipped with sensors, assisting patients in a hospital set-
ting [6], dispatching robots in transportation applications [7, 8], data collection applications
where robots are assigned to visit a set of target locations to gather data [9, 10], mobility-
on-demand applications [11, 12] where a set of robots relocate the costumers between
designated locations in the environment. The goal of these applications is to deploy a 
eet
of agents or robots to minimize the time to respond to tasks arriving in a stochastic manner
or maximize the quality of observing events in an environment in a dynamically changing
environment. With the dynamically changing environments, the robots are required to
continuously relocate in the environment to maintain service quality. Figure 1.1 illustrates
two instances of robots performing tasks in di�erent setups. In the �rst example, three
unmanned aerial vehicles equipped with cameras are monitoring a terrain. The second
example shows a scenario where multiple drivers are responding to ride requests arriving
in a transportation network.

In this thesis, we consider the deployment of robots in continuous and discrete envi-
ronments. The discrete environment is represented with a graph where the vertices are
the locations where the tasks arrive and the edges are the connections between di�erent
locations. The weight on each edge represents the time required for the robots to traverse
the edge and the robots travel on the edges to service the tasks arriving on the vertices
of the graph. We focus on the high-level control of the robots in the environment and
�nding the paths for them. The robots will follow the paths returned by the algorithms
in this work using onboard controllers such as the controllers for the joints and collision
avoidance.
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(a) Aerial vehicles monitoring an environment (b) Taxis responding to ride-requests

Figure 1.1: Examples of coverage and responding to task. (a) Three aerial vehicles, equipped
with cameras, are monitoring a forest. (b) A 
eet of taxis responding to the ride-requests arriving
in a transportation network.

There are two main models for the problem of using robots to autonomously service
tasks. In the �rst model, the set of tasks to be serviced is provideda priori to any action
by the robots. On the other hand, the second model captures the scenarios where the
tasks arrive over time. Our focus is on the problem of servicing tasks arriving sequentially
over time in a stochastic environment. A common method to solve these problems is
to distribute the robots in the environment based on the event distribution to minimize
the expected time to service the tasks [13, 14]. Once the robots are deployed in the
environment, they wait for new tasks, and upon a task arrival, the closest robot is assigned
to service the task.

In applications such as forest monitoring [15], robots equipped with sensors are deployed
to observe forest �res. The quality of servicing a task in these applications is analogous
with the quality of observing the events using the sensor equipment on the robots. We
refer to these problems in which servicing a task does not require visiting the location of
it as the coverageproblems. The coverage problems with multiple robots in convex and
non-convex environments and environments with multiple events types are studied in this
thesis.

In service applications, robots are tasked with responding to requests for service that
arrive periodically over time [16]. For example, in a hospital setting [6] a 
eet of robots
may be used to assist patients by traveling to their locations. A key aspect in such appli-
cations is where the robots should wait (i.e., at their deployment locations) to optimally
respond to the next service request. After a request has been serviced, the robots can
redeploy to re-optimize their positions for future requests. There is an inherent trade-o�
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between the expected response time for a service request and the cost incurred to redeploy
robots between successive requests. The problem of deploying autonomous service robots
to respond to sequentially arriving tasks is one of the problems considered in this thesis.

In contrast to the previous applications of the deployment problem where the robots
are autonomous service units, in the ridesharing applications such as Uber and Lyft, the
service units are self-interested units with the objective of maximizing their pro�t. The
individual objective of each driver is not aligned with the objective of minimizing the time
to respond to the ride requests. Therefore, to maintain the service quality by relocating
the drivers, the ride-sharing companies are required to incentivize the drivers to relocate.
The main challenge in these applications is that there is no direct control on the position
of the service units in the network. The problem of providing indirect controls to relocate
self-interested units in a transportation network is studied in this thesis.

The rest of this chapter provides a survey of the existing studies on these problems.

1.1 Literature Review

In this section, we provide a brief review of the related literature on the multi-robot de-
ployment problem. A detailed review of the literature related to the speci�c problems are
provided in the corresponding chapters.

The coverage control of mobile sensors has been studied extensively in the literature of
robotics. In [17], the authors provide a distributed algorithm for homogeneous robots in
a convex environment that utilizes Voronoi partitioning and the Lloyd descent algorithm.
The signi�cance of the algorithms is that computing the control law for each robot to
converge to a local maximum sensing quality over the event in the domain requires only
communication between neighboring robots in a Voronoi partitioning. Several studies
address di�erent types of heterogeneity in the sensors. In [18], the authors consider the
problem of sensing an event where the sensors have di�erent functions governing their
sensing quality. The approach de�nes a generalized Voronoi partitioning based on the
sensing functions and provides Lloyd descent type algorithm for controlling each robot.
Other types of heterogeneities for mobile sensors addressed in the literature consider the
sensors with di�erent sensing ranges [19, 20] and di�erent additive weights on the sensing
quality of robots [21]. In [19], authors address the coverage problem of circular sensors with
di�erent radii. In [20], authors provide a gradient descent algorithm for the distributed
control of sensors with di�erent size circular footprints in a non-convex environment.
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In the operations research literature, the problem of positioning service units in the
environment is posed in the structure of the facility location problem [13, 22]. The facility
location problem is the problem of installing facilities in a set of locations with a �xed
cost of opening a facility. Demands arrive at di�erent locations, and the objective is to
minimize the time to respond to the demand and the total cost of opening facilities. The
�rst constant-factor approximation algorithm for the facility location problem on a metric
graph is given in [23] with an LP-rounding method providing a solution within 3:16 factor
of the optimal. The next approximation algorithm followed the previous result, with a
new local search approach by Korupoluet al. [24] proving a (5 + � ) approximation factor
and worst-case run-time of theO(n6 logn=�). Later, Jain and Vazirani [25] improved the
constant factor approximation to 3 and the run-time toO(m logm), wherem is the number
of edges, with a primal-dual schema. Regarding the complexity of providing approximation
algorithms for the problem, unlessP = NP , no approximation algorithm can achieve a
better approximation factor than 1:463 [26]. Chudak and Shmoys in [27] proposed an
LP-rounding method with a close to the theoretical bound on the approximation factor,
providing a 1:736-approximation factor for the facility location problem. A special case
of the facility location problem is the k-median problem [28] where the cost of opening
facilities is zero.

An extension to the facility location problem is the mobile facility location problem
(MFL), introduced in [29]. The objective is to move the facilities while minimizing the
total movement cost and the response time. Friggstad and Salavatipour [30] proposed an
LP-rounding method proving an 8-approximation factor for MFL. In [31], authors provide
a simple local-search algorithm for the MFL with a 3+o(1) approximation ratio. In [32], an
extensive set of experiments conducted on the algorithm characterize the performance of
the local search algorithm in solution quality and the run-time. The two main di�erences
between the problems considered in this thesis and the MFL are 1) robots service tasks
by visiting the task location; thus the con�guration changes with each arrival and 2) MFL
considers just the next arrival and plans the next waiting con�guration for a single-ahead
stage. In contrast, we plan the next con�guration of the robots for a horizon ofN task
arrivals.

In mobility-on-demand (MOD) applications, the problem of deploying vehicles to re-
spond to the ride requests arriving in the network has been subject to an extensive re-
search [11, 33, 34]. In these applications, a group of vehicles is located at a set of stations.
The customers arrive at the stations, hire vehicles for a ride, and then drop the vehicles o�
at the station closest to their destination. The objective is to balance the vehicles at the
stations to minimize the expected wait time of the customers. Several studies are dedicated
to the problem of relocating self-interested drivers in transportation networks [35, 36, 37].
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These studies provide pricing schemes for the ride-sharing companies to minimizing the
wait-time of the customers by incentivizing the drivers to relocate. The general approach
in these studies is to provide a 
ow formulation to approximate the average number of
vehicles to relocate from a station to others. The problem of distributing self-interested
units in a transportation network is one of the problems studied in this thesis. In contrast
to the MOD studies, in this thesis, we focus on the movement of the individual drivers in
the transportation network.

1.2 Contribution and Organization

The organization and contributions of this thesis are as follows.

Chapter 2 In this chapter, we provide mathematical preliminaries and some de�nitions
and notation.

Chapter 3 In this chapter, we revisit the distributed coverage control problem with
multiple robots on both metric graphs and in non-convex continuous environments. Tradi-
tionally, the solutions provided for this problem converge to a locally optimal solution with
no guarantees on the quality of the solution. We consider sub-additive sensing functions,
which capture the scenarios where sensing an event requires the robot to visit the event
location. For these sensing functions, we provide the �rst constant factor approximation
algorithms for the distributed coverage problem. The approximation results require twice
the conventional communication range in the existing coverage algorithms. However, we
show through extensive simulation results that the proposed approximation algorithms
outperform several existing algorithms in convex, non-convex continuous, and discrete en-
vironments even with the conventional communication ranges. Moreover, the proposed
algorithms match the state-of-the-art centralized algorithms in the solution quality.

This chapter is the result of a collaboration with Ahmad Bilal Asghar. I took the lead
in de�ning the problem and proposing the algorithm in this chapter. We collaborated in
proving the analytical results and providing the experimental results in this chapter.

The work presented in this chapter is based on the following publication.

� Armin Sadeghi, Ahmad Bilal Asghar, and Stephen L Smith. Approximation algo-
rithms for distributed multi-robot coverage in non-convex environments. The14th
International Workshop on the Algorithmic Foundations of Robotics, 2020.
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Chapter 4 In this chapter, we focus on a natural extension of the well-known distributed
coverage control problem where a set of autonomous robots are deployed to e�ciently
monitor multiple types of events in an environment. There is a density function over the
environment for each event type representing the weighted likelihood of the event at each
location. The robots are heterogeneous in that each robot is equipped with a set of sensors
and it is capable of sensing a subset of event types. The objective is to deploy the robots
in the environment to minimize a linear combination of the total sensing quality of the
events. We propose a new formulation for the problem which is a natural extension of the
homogeneous problem. Then, we propose distributed algorithms that drive the robots to
locally optimal positions in both continuous environments that are obstacle-free, and in
discrete environments that may contain obstacles. In both cases we prove convergence to
locally optimal positions. We provide extension to the case where the density functions
are unknown prior to the deployment in continuous environments. Finally, we present
benchmarking results and physical experiments to characterize the solution quality.

The work presented in this chapter is based on the following publication.

� Armin Sadeghi and Stephen L Smith. Coverage control for multiple event types with
heterogeneous robots. InIEEE International Conference on Robotics and Automa-
tion, pages 3377{3383, 2019.

Chapter 5 In this chapter, we focus on the problem of deploying a set of autonomous
robots to e�ciently service tasks that arrive sequentially in an environment over time.
Each task is serviced when the robot visits the corresponding task location. Robots can
then redeploy while waiting for the next task to arrive. The objective is to redeploy
the robots taking into account the next N task arrivals. We seek to minimize a linear
combination of the expected cost to service tasks and the redeployment cost between task
arrivals. In the single robot case, we propose a one-stage greedy algorithm and prove its
optimality. For multiple robots, the problem is NP-hard, and we propose two constant-
factor approximation algorithm, one for the problem with a horizon of two task arrivals
and the other for the in�nite horizon when redeployment cost is weighted more heavily
than service cost. Finally, we present extensive benchmarking results to characterize both
solution quality and run-time.

The work presented in this chapter is based on the following publication.

� Armin Sadeghi and Stephen L Smith. Re-deployment algorithms for multiple service
robots to optimize task response. InIEEE International Conference on Robotics and
Automation, pages 2356{2363, 2018.
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Chapter 6 This chapter focuses on the problem of controlling self-interested drivers in
ride-sourcing applications. The objective of the ride-sharing company is to improve the
customer experience by minimizing the wait-time before pick-up. Meanwhile, the drivers
attempt to maximize their pro�t by choosing the best location to wait in the environment
between the ride requests assigned to them. The objectives of the ride-sharing company
and the drivers are not aligned, and the company has no direct control over the waiting
locations of the drivers. The focus of this chapter is to provide two indirect control methods
for the ride-sharing company to optimize the set of waiting locations of the drivers, thereby
minimize one of two objectives: 1) the expected wait-time of the customers, or 2) the
maximum wait-time of customers. The proposed indirect control methods are 1) sharing
information to a subset of the drivers on the location of other waiting drivers, and 2) paying
drivers to relocate. We show that the problem of �nding the optimal control is NP-hard for
both objectives and both control methods. For the information sharing method, we provide
an LP-rounding algorithm to minimize the expected wait-time and a 3-approximation
algorithm to minimize the maximum wait-time. To incentivize the drivers to relocate with
payments, we provide 3-approximation algorithms for both objectives. Finally, we evaluate
the proposed control methods on real-world data and show that we can achieve up to 80%
improvement for both objectives.

The work presented in this chapter is based on the following publications.

� Armin Sadeghi and Stephen L Smith. On re-balancing self-interested agents in ride-
sourcing transportation networks. In IEEE International Conference on Decision
and Control, pages 5119{5125, 2019.

� Armin Sadeghi and Stephen L Smith. Re-Balancing Self-Interested Drivers in Ride-
Sharing Networks to Improve Customer Wait-Time. (submitted).

Chapter 7 This chapter consists of a summary of the work presented in this thesis along
with potential directions for future work.

Other Publications I have collaborated on the following publication which is not pre-
sented in this thesis.

� Armin Sadeghi, Ahmad Bilal Asghar, and Stephen L. Smith. On Minimum Time
Multi-Robot Planning with Guarantees on the Total Collected Reward. InIEEE In-
ternational Symposium on Multi-Robot and Multi-Agent Systems, pages 16{22, 2019.
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Chapter 2

Preliminaries

In this chapter, we provide mathematical background and notation for this thesis. In In
Section 2.1, we provide some de�nitions from graph theory. Section 2.2 consists of a review
of the complexity theory. Finally, in Section 2.4 we provide some combinatorial problems
and the state-of-the-art algorithms for these problems. The discussion on complexity theory
is from [38] and [39], and the review of the graph theory de�nitions is from [40].

2.1 Graphs

A graph G is de�ned as a pair of setsG = ( V; E), where the setV represents the vertices
in the graph and E � V � V is the set of edges between the vertices. An edge inE is an
ordered tuplehu; vi connectingu 2 V to v 2 V .

De�nition 2.1.1 (Complete Graph). A graph G = ( V; E) is complete if for every pair of
distinct vertices u and v in V, the edgehu; vi is in E.

De�nition 2.1.2 (Undirected Graph). A graph G = ( V; E) is undirected if for every edge
hu; vi 2 E , the edgehv; ui is in E.

For simplicity in the representation, the edges in undirected graphs are denoted by
unordered tuple (u; v) 2 V .

De�nition 2.1.3 (Neighbours of a Vertex). In an undirected graphG = ( V; E), neighbours
of a vertexu 2 V is the set of vertices that are connected tou by an edge, i.e.,

N (u) = f v 2 Vj (u; v) 2 Eg:
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De�nition 2.1.4 (Weighted Graph). A weighted graph is de�ned as tripleG = ( V; E; c)
wherec : E ! R is a function assigning weights to each edge in the graph.

In this thesis, the cost of an edgee = ( u; v) is represented byc(e) or c(u; v) interchange-
ably.

De�nition 2.1.5 (Metric Graph) . A weighted graphG = ( V; E; c) is called a metric graph,
if it is an undirected-complete graph and the weights on the edges satisfy the triangle in-
equality, i.e., for edges(u; v); (v; w) and (u; w) we have

c(u; w) � c(u; v) + c(v; w):

De�nition 2.1.6 (Subgraph). A Subgraph of a graphG = ( V; E) is a graphH = ( VH ; EH )
with VH � V and EH � E . SubgraphH is called a spanning subgraph ifVH = V.

De�nition 2.1.7 (Simple Path). A path P in graph G is a subgraph(VP ; EP ) of G where

� V P = f v1; v2; : : : ; vk+1 g such thatvi 6= vj for 1 � i < j � k + 1, and

� EP = f (vi ; vi +1 )j1 � i � kg.

An equivalent representation of a path is by a sequence of vertices fromv1 to vk+1

connected by edges. The cost of a pathP in a weighted graph is the total cost of the
edges in the graph, i.e., cost(P) =

P k
i =1 c(vi ; vi +1 ). The distance dist(u; v) of two vertices

u; v 2 V in a weighted graph is the cost of the shortest path fromu to v. In this thesis,
the paths considered are simple paths and for the sake of brevity we will refer to them as
paths.

De�nition 2.1.8 (Connected Undirected Graph). An undirected graphG = ( V; E) is called
connected if there is a path between every pairs of vertices inu; v 2 V .

De�nition 2.1.9 (Independent Set). A subset of verticesS in a graphG = ( V; E) is called
an independent set, if there is no edge inE between any pairs of vertices inS.

An independent setS is called amaximal independent set, if the set S [ f vg is not an
independent set for every vertexv 2 V n S.

2.2 Complexity Theory

Classifying the complexity of a problem is a key step to solve the problem. Understanding
the computational complexity of a problem will help in choosing the approach to solve
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it. For instance, if a problem is in class P, then the problem can be solved in polynomial
time, therefore, the solver approach to the problem should be an algorithm that �nds
the solution in polynomial amount time. On the other hand, there exist problems that
�nding a polynomial-time algorithms for them is an open problem, i.e., NP-hard problem
(detailed description is given below). Therefore, the solver approaches for these problems
are 1) exact solvers which are non-polynomial time solvers, 2)approximate solvers which
are polynomial-time algorithms and �nd a near-optimal solution with theoretical bound on
the error from the exact solution, and 3)heuristic solvers which are usually polynomial-
time algorithms without theoretical guarantees on their solution.

2.3 Reductions and Complexity Classes

The two classes of problems discussed in this thesis are: 1) the decision problems where
the answer to the problem is ayes or a no, and 2) the optimization problems where the
goal is to minimize or maximize an objective function obj. The decision version of an
optimization problem has the same inputs with an additional valueB as a budget on the
objective function. Therefore, the decision version of a maximization (resp. minimization)
problem becomes the problem of asking if there exists a solutionQ where the objective
function at Q, i.e. obj(Q), is at most (resp. at least)B . For instance, the optimization
version of the Maximum Independent Set problem is to �nd the maximum size subset of
verticesQ such that there is no edge in the graph between the vertices inQ, whereas the
decision version of the problem is whether a subsetQ with size jQj � B exists such that
there is no edge between the vertices inQ.

Let A and B be two decision problems, then areduction is a polynomial-time trans-
formation R from an instance ofA to an instance ofB . That is, for an instance I of
problem A, R(I ) is an instance of problemB such that I is a yes instance ofA if and
only if R(I ) is a yes instance ofB . Hence, given a polynomial-time algorithm forB , there
is a polynomial-time algorithm for A, i.e., the reduction R to construct an instance ofB
followed by the algorithm for B on the constructed instance. Therefore, given a reduction
from A to B and an algorithm for problemB, we can solveA, which means problemB is
at least as hard as problemA.

The complexity theory is the study of classifying problems according to the problems'
complexity. The class NP is the set of problems that have solutions that are veri�able in
polynomial time. For instance, given ayes answer to the decision version of the Maximum
Independent Set problem, the answer can be veri�ed in polynomial-time by checking the
size of the solution and if the solution is an independent set. A problemA is an NP-hard
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problem when for every problemB in NP, there is a polynomial-time reduction fromB to
A. Hence, problemA is at least as hard as any problem in NP. A problemA in NP is said
to be an NP-complete problem if it is an NP-hard problem.

In this thesis, we consider a set of optimization problems such that their decision
version is in the class NP-hard. An algorithm is said to be anapproximation algorithm for
an optimization problem if it �nds a solution within a multiplicative factor of the optimal
solution to the problem.

2.4 Combinatorial problems

In this section, we discuss a number of combinatorial problems that we will be referring to
in this thesis.

2.4.1 Minimum Weight Bipartite Matching

Consider a graphG = ( A [ B; E; c) where A and B are non-intersecting sets of vertices.
The edge setE consists of the edges between the pairs of verticesu 2 A and v 2 B. A
subset of edgesE0 � E is called aperfect matchingif each vertex inA is connected to one
and only vertex in B with an edge inE0. The minimum weight bipartite matching problem
is the problem of �nding a perfect matchingE0 such that the total cost of the edges inE0

is minimized. The decision version of the minimum weight bipartite matching problem is
in the class P, and there is a polynomial-time algorithm for the optimization version [41].
In the remaining of the thesis, the minimum weight bipartite assignment between the sets
A and B is denoted by Assgn(A; B ).

2.4.2 Facility Location Problem

Consider a weighted-metric graphG = ( V; E; c) where V represents the vertices,E repre-
sents the edges andc : E ! R+ is a function assigning travel time to each edge. There
is a function w : V ! R+ representing the demands on each vertex. There is a cost
f : V ! R+ associated with constructing a facility at each vertex to service the demands.
The cost of servicing a demand is the distance of the demand vertex to the closest facility.
The objective is to �nd a subsetQ � V to construct the facilities such that the total cost
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of constructing facilities and the cost of servicing demands is minimized, i.e.,

minimize
Q�V

X

q2 Q

f (q) +
X

u2V

w(u) min
q2 Q

c(u; q):

Several approximation algorithms are proposed for the facility location problem [27, 23,
25]. The state-of-the-art approximation algorithm provides a solution within a 1:488-factor
of the optimal solution [42].

2.4.3 k-median Problem

The k-median problem [28] is a variant of the facility location problem with a constraint on
the number of facilities. The input to the problem is a weighted-metric graphG = ( V; E; c),
an integer k, and a demandw : V ! R+ for each vertex. The cost of construing facilities
on the vertices are zero, i.e.,f = 0 for all u 2 V . The objective is to �nd a subsetQ � V
with size jQj � k to construct the facilities such that the cost of servicing the demands is
minimized, i.e.,

minimize
Q�V

P
u2V w(u) minq2 Q c(u; q)

subject to jQj � k:

An extension to the well-knownk-median problem is the mobile facility location prob-
lem (MFL) [31]. The input to the MFL problem is a weighted-metric graphG = ( V; E; c),
an integer k, a demandw : V ! R+ for each vertex and an initial con�guration of the
facilities Q0. The objective is to �nd a subsetQ � V with size jQj � k to minimize a
linear combination of the relocation cost of facilities fromQ0 to Q and the service cost of
facilities at Q, i.e.,

minimize
Q�V

Assgn(Q0; Q) + �
P

u2V w(u) minq2 Q c(u; q)

subject to jQj � k;

where Assgn(Q0; Q) is the minimum weight bipartite matching between vertices inQ0

and Q and � is a user-de�ned variable. The high� values represent the scenarios where the
service costs if the priority and low� values represent the scenarios where the relocation
cost is more important. Authors in [31] provide a local-search algorithm for the MFL
problem and prove that the solution obtained from the proposed algorithm is within factor
3 of the optimal solution.
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2.4.4 k-center Problem

Consider a weighted-metric graphG = ( V; E; c) where V represents the vertices,E rep-
resents the edges andc : E ! R+ is a function assigning travel time to each edge. The
cost of servicing a demand is the distance of the demand vertex to the closest facility. The
objective is to �nd a subsetQ � V with size jQj � k to construct the facilities such that
the maximum cost of servicing the demands is minimized, i.e.,

minimize
Q�V

maxu2V minq2 Q c(u; q)

subject to jQj � k:

The authors in [39] provide a 2-approximation algorithm for thek-center problem.

2.4.5 CNF-SAT

Consider a set ofn Boolean variablesf x1; : : : ; xng. A variable x i or its negation: x i is called
a literal. A clause is a disjunction (_, or) of literals, and a formula, in conjunctive normal
form, is a conjunction (̂ , and) of clauses. Given a formula in the conjunctive normal form
F , the CNF-SAT problem is the problem of determining if there is an assignment for the
Boolean variablesf x1; : : : ; xng such that F is satis�ed.
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Chapter 3

Homogeneous Multi-Robot Coverage

Multi-robot Coverage is a well studied problem [17, 43, 44, 45, 46] with extensive multi-
robot applications, such as environmental monitoring [5], and surveillance [4]. The objec-
tive is to deploy a set of robots to cover an environment such that each robot services or
senses the events closer to that robot than any other robot. The events arrive according
to some spatial distribution, and the cost of sensing an event is a function of the distance
from the robot to that event. The distributed coverage control problem is to minimize the
total coverage cost of the environment. The existing distributed algorithms to solve this
problem converge to a locally optimal solution with no theoretical bound on the di�er-
ence of the objective with the locally optimal solution and the globally optimal solution.
In this chapter, we provide distributed approximation algorithms to solve the problem in
non-convex continuous and discrete environments.

The contributions of this chapter are threefold. First, given a continuous non-convex
coverage problem, we generate a corresponding instance on a metric graph and charac-
terize the performance of the discrete solution on the continuous problem (Section 3.2).
Second, we provide a constant-factor approximation algorithm for the distributed coverage
problem on metric graphs (Section 3.3). To the best of our knowledge, this is the �rst
deterministic approximation algorithm for the distributed coverage problem. We prove the
approximation results in Section 3.4. Third, we show through extensive simulations that
the proposed algorithm outperforms several existing approaches in convex and non-convex
environments and matches the centralized algorithms in solution quality (Section 3.5).

This chapter is the result of a collaboration with Ahmad Bilal Asghar for [47]. I took the
lead in de�ning the problem and proposing the algorithm in this chapter. We collaborated
in proving the analytical results and providing the experimental results in this chapter.
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3.1 Related Work

The �rst distributed algorithm for coverage control in convex environments was proposed
by Corteset al [17]. The algorithm utilizes Lloyd's descent to converge to a locally optimal
solution, and the partition of each robot is de�ned using Voronoi partitioning. The robots
communicate with the robots in their neighboring partitions to implement the algorithm.

Building on Lloyd's descent-based algorithm in [17], there have been extensive studies
on the coverage control problem in non-convex environments. In [48, 49], the authors map
non-convex environments through a di�eomorphism to a convex region and then solve the
problem using Lloyd's algorithm [17] before mapping the locally optimal solution back to
the original environment. For non-convex polygonal environments, a distributed algorithm
was presented in [2], where Lloyd's algorithm for convex environments was combined with a
local path planning algorithm to avoid obstacles. A key idea introduced in [50] is to consider
geodesic distance when computing partitions. In [51] and [52], the authors construct the
Voronoi partitions based on the visibility of the robot in the presence of obstacles. Unlike
the approaches mentioned above, we discretize the non-convex environment, and solve
the coverage problem on the discrete environment and provide guarantees on the solution
quality.

The approach of converting a continuous non-convex environment to a discrete envi-
ronment is used in [43, 53, 54]. We utilize the same approach but we characterize the cost
of the solution obtained from the discretized environment in the corresponding continuous
environment as a function of the sampling density. The authors in [1] study the coverage
problem de�ned on an undirected graph and present a distributed algorithm that con-
verges to a local optimum. Their algorithm requires the robots to know the information
of the neighbors of their neighbors. In this chapter, we make the same assumption on the
communication range of the robots but establish approximation guarantees.

A closely related problem to the discretized coverage control is the facility location
problem [25, 55] where the objective is to minimize the cost of the robots and the total
service time of the demands arriving on the vertices. A special case of this problem is thek-
median problem [28, 56, 31] where the objective is to placek robots on vertices of the graph
to minimize the total service time. A centralized approximation algorithm was presented for
the k-median problem in [28], and the analysis of our distributed approximation algorithm
leverages this centralized approximation algorithm. In [57], we consider the mobile facility
location problem with sequentially arriving demands where the goal is to minimize a linear
combination of the relocation costs and the expected service times of the demands in a time
horizon, and propose a centralized algorithm which provides solutions within a constant
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factor of the optimal solution. The authors in [58] study ak-median clustering problem
with distributed Euclidean data, and provide a randomized constant factor approximation
based on distributed coreset computation. In contrast, we consider more general non-
convex environments and provide a deterministic approximation algorithm.

3.2 Continuous and Discrete Coverage Problems

We begin by reviewing the coverage problems in both continuous [17] and discrete envi-
ronments [1].

3.2.1 Continuous Environment

Consider m mobile robots in a compact environment with obstacles and letX be the
obstacle free subset of the environment. There is an event distribution� : X ! R+

de�ned over the environment. Letd(p; q) be the length of the shortest path between two
locations p and q in X . The sensing cost of an event at locationp by a robot at q is
a monotonically increasing functionf : R+ ! R+ of d(p; q). Following the non-convex
problem formulation in [2], which extends the original formulation in [17], the continuous
problem is de�ned as the problem of �nding the set of locations in the environment for the
robots that minimizes the sensing cost of the events, i.e.,

min
Q2X m

H(Q) = min
Q2X m

Z

X
min
qi 2 Q

f (d(p; qi )) � (p)dp: (3.1)

Without loss of generality, in the rest of the chapter we assume that
R

X � (p)dp = 1.
Observe that the best sensing cost for an event is provided by the closest robot to that
event location. Then for a given con�gurationQ, we partition the environment into Voronoi
subsets as follows:

Vori (Q) = f p 2 X j d(p; qi ) � d(p; qj ) 8qj 2 Q n f qi gg:

The robots move according to some dynamics _qi = g(qi ; ui ) where the computation of
the shortest path between two con�gurations of the robot is tractable. Typically �rst order
dynamicsg(r i ; ui ) = ui is considered for the robots in coverage control literature [17]. We
are interested in the distributed version of the coverage problem, where the robots have
local information on the other robots and each robot computes its control input locally.
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3.2.2 Discrete Environment

Consider a metric graphG = ( S; E; c) where S is the vertex set, E is the set of edges
between the vertices,c is the metric edge cost and letw be the weight on the vertices.
Given a team ofm robots, the coverage problem on graphG, is the problem of �nding a
set of m locations to optimally cover the vertices ofG, i.e., minimize

D(Q) =
X

v2S

min
q2 Q

w(v)c(v; q)

. For a given con�guration Q � S , we can partition the vertices intom subsets

Wi (Q) = f u 2 Sjc(u; qi ) < c(u; qj ) 8qj 2 Q n f qi gg:

If there exists a vertex that has equal distance to two or more robots inQ, then the
vertex is assigned to the robot with smaller unique identi�er (UID). Robots travel on the
edges of the graph and the control input to a robot is a sequence of edges leading to its
destination vertex.

Centralized Approximation Algorithm: The centralized version of this problem is a well-
known NP-hard problem called thek-median problem [28]. The best known approximation
algorithm for this problem on metric graphs is a centralized local search algorithm which
provides solutions within a constant factor of the optimal [31]. Starting from a con�guration
Q, the centralized local search algorithm swapsp vertices in Q at a time with a subset
of p vertices in S n Q. If the new con�guration improves the coverage by at least some
� 0 > 0, then we call this move a valid local move. The procedure terminates if there are
no more valid swaps improving the total sensing cost. We will refer to this local search
algorithm as CentralizedAlg in the rest of the chapter. The solution obtained from
CentralizedAlg is within a 3 + 2=p+ o(� 0) factor of the globally optimal solution.

We focus on the distributed version of this problem introduced in [1] where the robots
use only the local information to compute their control input. In the following section, we
establish the connection between the continuous and discrete coverage problems.

3.2.3 From a Continuous to a Discrete Problem

To establish a connection between the coverage problem in continuous and discrete envi-
ronments, we �rst convert the continuous coverage problem to a coverage problem in a
discrete environment through sampling of the environment.
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Figure 3.1: Sampled locations in an environment with dispersion� .

Let S be the set of samples ofX with dispersion � [59], this means� is the max-
imum distance of any point in the environmentX from the closest point in S, i.e.,
� = maxp2X minu2S d(p; u); (See Figure 3.1). We construct a metric graphG = ( S; E; c)
on sampled locationsS, where E is the edge set andc is a function assigning costs to
the edges of the graph. The cost of an edge between two sampled locationsu; v 2 S is
c(u; v) = f (d(u; v)). Let � (v) for v 2 S be the points in X closer tov than other samples
in S, i.e.,

� (v) = f p 2 X j d(p; v) � d(p; u) 8u 2 S n f vgg:

With a slight abuse of notation, let� � 1(p) be the closest sample inS to p 2 X . The function
w : S ! R+ assigning weights to the vertices of the graph isw(v) =

R
p2 � (v) � (p)dp. We

assume the following property on the sensing function.

Assumption 3.2.1 (Subadditivity of sensing function). We assume that the sensing cost
function f is a sub-additive function, i.e.,

f (d(p; u) + d(u; v)) � f (d(p; u)) + f (d(u; v)):

For instancef (x) =
p

x and f (x) = x are sub-additive functions.
Remark 3.2.2. In applications such as dynamic vehicle routing problems [60] and facility
location problems [55] where the sensing cost is determined by the distance traveled by the
clients, the sensing function falls under Assumption 3.2.1. �

Due to Assumption 3.2.1, the cost functionc on the edges of the graphG satis�es the

18



triangle inequality, i.e., for all u; v; z in S

c(u; v) = f (d(u; v)) � f (d(u; z) + d(z; v)) � f (d(u; z)) + f (d(z; v)) = c(u; z) + c(z; v):

The following result establishes a connection between the sensing costs of an approx-
imate solution to the discrete coverage problem and the optimal coverage in continuous
environment.

Theorem 3.2.3. Consider a continuous coverage problem on environmentX with opti-
mal solution S� 2 X m , and its corresponding discrete instance obtained through the set of
samplesS with dispersion� . Then if Q is the solution obtained from an� -approximation
algorithm for the discrete coverage problem instance, the sensing cost ofQ on the corre-
sponding continuous problem isH(Q) � � H (S� ) + o(f (� )) .

Proof. We have,

H(Q) =
Z

X
min
qi 2 Q

f (d(qi ; p)) � (p)dp

�
Z

X
min
qi 2 Q

f (d(qi ; � � 1(p)) + d(� � 1(p); p))) � (p)dp (triangle inequality)

�
Z

X
min
qi 2 Q

[f (d(qi ; � � 1(p))) + f (d(� � 1(p); p))] � (p)dp (Assumption 3.2.1)

=
Z

X
min
qi 2 Q

f (d(qi ; � � 1(p))) � (p)dp+
Z

X
f (d(� � 1(p); p)) � (p)dp

� D (Q) + f (� )
Z

X
� (p)dp = D(Q) + f (� ): (3.2)

Let S� = f q�
1; : : : ; q�

mg be the optimal con�guration of the continuous problem, andS�
G be

the con�guration constructed by moving each robot location inS� to the closest sampled
location in S. Also note that,

D(S�
G) =

X

qi 2 S�
G

X

u2 W i

c(u; qi )w(u) =
X

qi 2 S�
G

X

u2 W i

c(u; qi )
Z

p2 � (u)
� (p)dp

=
X

qi 2 S�
G

X

u2 W i

Z

p2 � (u)
f (d(u; qi )) � (p)dp

�
X

qi 2 S�
G

X

u2 W i

Z

p2 � (u)
[ min
qj 2 S�

G

f (d(qj ; p)) + 2 f (d(u; p)) + f (d(p; u))] � (p)dp

� H (S�
G) + 3 f (� ); (3.3)
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where the �rst inequality is due to triangle inequality and Assumption 3.2.1. Furthermore,
we have,

H(S�
G) =

X

qi 2 S�
G

Z

Vori (S�
G )

f (qi ; p)� (p)dp �
X

qi 2 S�
G

Z

Vori (S� )
f (qi ; p)� (p)dp

�
X

qi 2 S�
G

Z

Vori (S� )
f (d(q�

i ; p)) � (p)dp+
Z

X
f (d(qi ; q�

i )) � (p)dp

� H (S� ) + f (� ); (3.4)

where the second inequality is due to triangle inequality and Assumption 3.2.1. LetQ�
G be

the optimal solution to the discrete coverage problem on graphG, then

D(Q) � � D(Q�
G) � � D(S�

G):

Therefore, by Equations (3.2), (3.3) and (3.4), we have,

H(Q) � � H (S� ) + (4 � + 1) f (� ):

A 5-approximation algorithm for the centralized coverage on metric graphs is provided
in [28]. In the following section, we provide the �rst distributed approximation algorithm
for the coverage in metric graphs.

3.3 Distributed Algorithm On Graphs

In distributed coverage control algorithms for continuous environments, and their adapta-
tions to discrete environments, the algorithm drives each robot to the position inside its
partition such that the sensing cost of its partition is minimized, i.e., the centroid of its
Voronoi cell in the continuous problem. Although these algorithms converge to locally op-
timal solutions, there are no global guarantees on the quality of the solution. The following
example provides a graph construction where such \move to centroid" algorithms perform
poorly.

Example 3.3.1. Consider the environment shown in Figure 3.2 with 3n +1 vertices, n +1
robots and unit costs for the shown edges. We consider the metric completion of the shown
graph. The vertices are partitioned into two subsets: 1)V1 with 2n + 1 vertices and unit
weights on the vertices and 2)V2 with n vertices of weights� for some 0< � � 1. The
highlighted vertices show the con�guration of the robots. The con�guration in Figure 3.2a
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(a) Locally optimal con�guration under move to centroid con-
trol law

(b) A better con�guration

Figure 3.2: Example environment with 3n vertices and n + 1 robots

is a locally optimal solution under the move to centroid control law with global cost of
n(n +1). However, the con�guration shown in Figure 3.2b provides a global cost ofn + n� .
Therefore, the locally optimal solution provided by the move to centroid algorithm provides
a solution with cost at least n+1

1+ � of the optimal cost on the shown instance. �

3.3.1 High-level Idea

The basic idea of our distributed coverage algorithm is to imitate the local-search algorithm
for the k-median problem (see Section 3.2.2), namelyCentralizedAlg , in a distributed
manner. The challenge in performing a local move in the distributed manner is that the
robots are only aware of the partitions of their neighboring robots, therefore, the e�ect of
a local move on the global objective is not known to the robots. However, we break down
a local move inCentralizedAlg into a sequence of moves between neighbors. Let robot
j with position qj and neighborsN (j ) be the closest robot to vertexv. Then a local move
of CentralizedAlg swapping the positionqi of robot i with vertex v is equivalent to
a sequence of swaps insideQ between the neighboring robots and a move fromqj to v.
Figure 3.3 shows an example of a local move in the centralized algorithm performed by a
sequence of local moves.

For this distributed coverage algorithm, we de�ne the minimum communication range
and neighbouring robots as follows:
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(a) Equivalent local moves (b) Final con�guration

Figure 3.3: An example of a local move in the centralized algorithm (green) and its equivalent
sequences of moves (red) in the distributed algorithm.

De�nition 3.3.2 (Neighbour robots). Given a con�guration Q, the set of neighbours of
robot i is de�ned as

N (i ) = f j 2 [m]jd(qi ; qj ) � 4 maxf max
p2 Vori

d(p; qi ); max
p2 Vorj

d(p; qj )gg

whereVi is the Voronoi partition of robot i in the continuous environment.

Remark 3.3.3. The conventional de�nition of neighbours in the literature [17] is that two
robots are neighbours if the intersection of their Voronoi cell boundaries is not empty.
Therefore, the distance of two neighbouring robotsi and j can be

2 maxf max
p2 Vori

d(qi ; p); max
p2 Vorj

d(qj ; p)g:

In [1], authors show that in environments represented as graphs, with the conventional
communication range, a move inside a robots partition might change the partition of the
neighbours of their neighbours. Therefore, they assume that the robots communicate with
the neighbours of their neighbours, which is analogous to twice the communication range
needed to implement the Lloyd's descent-based algorithms in continuous environments. In
Section 3.5, we evaluate the performance of the algorithm with both the conventional and
our de�nition of neighbours. �

We extend the de�nition of neighbouring robots in a continuous environment to capture
the cases where the graph instance for the discrete coverage problem is given and the
underlying continuous environment is unknown. Consider a graph instanceG = ( V; E; c),
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then for each edge (u; v) 2 E we add a dummy vertexz with zero weight and replace edge
(u; v) by two edges (u; z) and (z; v) such that c(u; v) = 2 c(u; z) = 2 c(z; v). We let c(u; v)
for (u; v) =2 E be the length of the shortest path inG betweenu; v. Let Wi be the partition
of robot i , in the resulting graph. Then the equivalent de�nition of the neighbouring robots
is given as follows:

De�nition 3.3.4 (Neighbour robots in graphs). Given a con�guration Q, the set of neigh-
bours of roboti is de�ned as

N (i ) = f j 2 [m]jc(qi ; qj ) � 4 maxf max
p2 W i

c(p; qi ); max
p2 W j

c(p; qj )gg:

3.3.2 Detailed Description

We are now ready to provide a detailed description of the proposed algorithm.

Algorithm Framework (Algorithm 3.1): For the ease of presentation, we provide a
description of the algorithm in which the robots perform local moves sequentially. A
remark about how the algorithm can be implemented with parallel execution of the local
moves is given in the supplementary material. Each robot is assigned a unique identi�er
UID. Starting from an active robot, say roboti , the robot will make the possible local moves
using Algorithm 3.2. If it can not make a local move, the robot will become inactive and will
send a completion message to the neighbouring robots viaSendCompletionMessage
(line 6 of Algorithm 3.1). After execution of the local move by a robot, the robot becomes
inactive. The next active robot to execute the local move can be selected in a distributed
manner using a token passing algorithm [61], or any other method that ensures each robot
gets a turn at making a local move. The process terminates when all the robots become
inactive.

Local Move of Roboti (Algorithm 3.2): At an iteration of Algorithm 3.2, let the current
con�guration of robots be given byQ = f q1; : : : ; qmg where the vertices in the partition of
robot i are given byWi . The robot i considers moving to a vertexv 2 Wi from its current
vertex qi . This move can only change the sensing cost of the vertices in the neighbouring
robots' partitions (See Lemma 3.4.1 in Section 3.4). Hence, the roboti can calculate the
new neighboring partitions after a potential move tov. In line 2 of Algorithm 3.2, robot
i calculates the change in local objective� v due to this move for all v 2 Wi . Since only
robot i is executing Algorithm 3.2 at the current time,� v also represents the change in the
global objective function. If minv2 W i � v � � � 0, robot i moves toq0

i = arg min � v and the
iteration terminates (local move type 1). If there is no valid local move of type 1, then
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Algorithm 3.1 DistributedCoverageAlgorithm
1: Each robot sets itself to active
2: while there exists an active robotdo
3: for any active robot i 2 f 1; : : : ; mg do
4: if

P
u2 W i

c(u; qi ) > 0 then
5: LocalMove( i )
6: SendCompletionMessage ()
7: end if
8: Robot i deactivates
9: end for

10: end while

robot i calculates the change in local objective if it moves tov and a new robot appears
at qi , i.e.,

� v =
X

j 2N (r )

X

u2 R j (v)

w(u)[c(u; v) � c(u; qj )]; (3.5)

where Rj (v) = f u 2 Wj jc(u; qj ) > c(u; v)g represents the vertices in the partition of
robot j that are closer tov than the robot j at qj . Robot i then passes the message with
the set � i = f � v jv 2 Wi g and a counter set to 1 to all its neighbors (line 7 of Algorithm 3.2)
and waits for a response (line 8 of Algorithm 3.2). If the response is a rejection from all
the neighbors, Algorithm 3.2 terminates. Otherwise it selects the acceptance message with
the largest change in the objective and moves to the corresponding vertex. It also sends
an acknowledgement message to the neighbork whose message was selected so that robot
k can move toqi .

Response of Other Robots (Algorithm 3.3):When a robot k receives messages from
its neighbors, it follows Algorithm 3.3. Since messages from only one sender robot are
propagating through the system at any time, it can select the message with the smallest
counter value if it receives messages from multiple neighbors. The neighbor who sent the
message with the smallest counter value is called the parent of robotk. It sends back
a rejection message to all other neighbors. If the counter value of the message was one,
it means that the message originated from its neighboring robot, sayi . Then robot k
calculates the change in the sensing costs of the vertices inWk nRk(v) if it moves to vertex
qi and robot i moves to vertexv resulting in con�guration Q0 = f qj jj 2 N (k)g [ f vg, i.e.,

`v =
X

u2 Wk nRk (v)

min
q2 Q0

[c(u; q) � c(u; qk)]w(u); (3.6)
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Algorithm 3.2 LocalMove( i )
1: while 9 a local movedo
2: Calculate � v for all vertices in Wi

3: if minv � v � � � 0 then
4: Move to v
5: else
6: Calculate � i = f � v jv 2 Wi g . Using Equation (3.5)
7: SendMessage (� i , 1)
8: ReceiveMessage ()
9: SendAcknowledgement ()

10: end if
11: end while

If min v(� v + `v) � � � 0, robot k decides to move toqi and sends an acceptance message
to robot i with the vertex arg minv � v + `v and the change associated with this move.
Otherwise it increments the counter and sends the message with �i to its neighbors. If the
counter value in a message is greater than one, robotk calculates` as follows:

` =
X

u2 Wk

min
j 2N (k)

[c(u; qj ) � c(u; qk)]w(u) (3.7)

If min v(� v + `) � � � 0, robot k sends an acceptance message back to its parent. Other-
wise it increments the counter and sends the message to its neighbors.

In function ReceiveMessage in line 8 of Algorithm 3.2 and line 16 of Algorithm 3.3,
if any robot receives at least one acceptance message from its neighbors, it passes the
message with lowest increase in sensing cost value to its parent. If it receives rejection
messages from all its neighbors, it sends back a rejection message to its parent. Robot
i selects the move with maximum improvement in the sensing cost and sends back an
acknowledgment usingSendAcknoledgment to the accepted messages. Robots that
receive the acknowledgment move to their parent's location. If there is no more local move
available, robot i sends a completion message usingSendCompletionMessage to the
neighbouring robots which will be propagated to all the robots. Then the next active robot
executesLocalMove .
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Algorithm 3.3 Receiver
Input: message= (� i , MessageCounter)

1: if MessageCounter= 1 then
2: Calculate `v for all v in the message . Equation (3.6)
3: if 9v in the message with� v + `v � � � 0 then
4: send acceptance message to parent
5: else
6: SendMessage (� i , MessageCounter+ 1)
7: end if
8: else
9: Calculate ` . Equation (3.7)

10: if 9v in the message with� v + ` � � � 0 then
11: send acceptance message to parent
12: else
13: SendMessage (� i , MessageCounter+ 1)
14: end if
15: end if
16: ReceiveMessage ()

3.4 Analysis of the Algorithm

In this section, we provide analysis on the quality of the solutions provided by the proposed
algorithm. The results showing that the proposed algorithm terminates in �nite time is
provided in the supplementary materials.

3.4.1 Correctness and Approximation Factor

Prior to providing the main results on the correctness and approximation factor of the
algorithm, we provide two results on the change in the sensing cost of vertices in the
partitions of the neighbouring robots with a move of a robot.

The following result shows that a move by a robot inside its partition can only change
the sensing cost of the vertices in its neighbouring partitions.

Lemma 3.4.1. Consider a vertexz 2 Wj where robotj at position qj is the closest robot
to z. Then robot j is closer toz than any vertex in the partition of a non-neighbour robot,
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i.e.,
c(z; qj ) � min

i=2N (j )
min
u2 W i

c(z; u):

Proof. Proof by contradiction. Suppose there exists a move to vertexv 2 Wi by robot
i that changes the sensing cost of a vertexz 2 Wj of a non-neighbour robotj , i.e.,
c(v; z) < c(qj ; z) which is equivalent to d(v; z) < d (qj ; z) by the monotonicity of function
f . By the triangle inequality, we have,

d(qj ; v) � d(v; z) + d(qj ; z) < 2d(qj ; z): (3.8)

Observe that v 2 Wi , then c(qj ; v) � c(qi ; v) which implies d(qj ; v) � d(qi ; v). By
Equation (3.8), we have

d(qi ; qj ) � d(qj ; v) + d(qi ; v) � 2d(qj ; v) < 4d(qj ; z):

Then by the de�nition of the neighbouring robots in Section 3.2, robotsi and j are
neighbours. This is a contradiction.

Also, the following result shows that if a roboti moves anywhere in the graph, then
the vertices previously inWi will be assigned to robot inN (i ).

Lemma 3.4.2. For any vertexz 2 Wi , there exists a robotj 2 N (i ) at qj wherec(z; qj ) �
c(z; qk) for all k =2 N (i ).

Proof. Suppose there existsk =2 N (i ) and vertexz 2 Wi such that c(z; qk) < minj 2N (i ) c(z; qj ).
Let P be the shortest path fromz to qk . Let p be the point on the path whereP intersects
the boundary of Voronoi cell of roboti . The point p is not on the boundary of robot
k, otherwise the distance betweend(qi ; qk) � 4 maxf maxp2 Vori d(qi ; p); maxp2 Vork d(qk ; p)g
which is a contradiction. Hence, the pointp is on the boundary of a neighbouring robotj .
Therefore, there is a path fromqj to z shorter than P, then

c(qj ; z) = f (d(qj ; z)) � f (d(qk ; z)) = c(qk ; z):

Then we provide the following result on the change in the global objective with a
successful move in the distributed algorithm.

Lemma 3.4.3. If a local move is accepted by the robot, then the global objective improves
by at least� 0.
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Proof. A local move falls under the following cases:

(i) Since, by Lemma 3.4.1, a move of type 1 can only change the sensing cost of the
neighbouring robots. Then the result is trivial for the local moves of type 1.

(ii) If the local move consists of a move by the roboti that is executing LocalMove
to a vertex v in its partition and a neighbouring robot j moving to vertex qi . Let
Q0 be the con�guration after the local move, then the change in the global objective
� D = D(Q0) � D (Q) is given by the following:

� D =
X

k2 [m]

X

u2 Wk

min
q2 Q0

w(u)c(u; q) �
X

k2 [m]

X

u2 Wk

w(u)c(u; qk): (3.9)

They by Lemma 3.4.1 and 3.4.2, the sensing cost changes only for vertices inu 2
[ k2N (i )Wk , therefore,

� D =
X

k2N (i )

X

u2 Wk

w(u)[min
q2 Q0

c(u; q) � c(u; qk)]

=
X

k2N (i )

X

u2 Rk (v)

w(u)[c(u; v) � c(u; qk)]

+
X

k2N (i )

X

u2 Wk nRk (v)

w(u)[min
q2 Q0

c(u; q) � c(u; qk)]:

Observe that the sensing cost for vertexu 2 Wk n Rk(v) for robot k at qk 2 Q0 =
N (i ) [ f vg n f j g does not change, therefore, we have

� D =
X

k2N (i )

X

u2 Rk (v)

w(u)[c(u; v) � c(u; qk)] +
X

u2 W j nR j (v)

w(u)[min
q2 Q0

c(u; q) � c(u; qj )]:

Hence, the result follows immediately as �D = � v + lv.

(iii) Suppose the local move consists of a move by the roboti that is executing Local-
Move to a vertex v in its partition and a sequence of moves between the neighbour-
ing robots. Without loss of generality, lethv; qi ; qi +1 ; : : : ; qj � 1; qj i be the sequence of
moves between the neighbouring robots where each robot moves to the previous ver-
tex of the preceding robot in the sequence. LetQ0 be the con�guration after the local
move, then the change in the global objective is given by Equation (3.9). Observe
that each robot accepts only the message from the parent robot. Therefore, among
the neighbours of the robots in the sequence only the parent of each robot moves.
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First we show that the change in the sensing cost under this sequence of moves only
occurs for vertices in[ k2N (i )Wk and vertices inWj . Let u be a vertex assigned to
robot k0 2 [m] n f j [ N (i )g in con�guration Q, i.e., u 2 Wk0. Sincek0 =2 N (i ), then
by Lemma 3.4.1 a move to vertexv will not improve the sensing cost ofu. Also if
k0 is among the robots moving in the sequence, then there is a robot moving to its
previous location, therefore, each vertex inWk0 will be sensed by another robot with
the same sensing cost. Therefore, the total change �D in the sensing cost of the
vertices becomes

X

k2N (i )

X

u2 Rk (v)

w(u)[c(u; v) � c(u; qk)] +
X

u2 W j

w(u)[min
q2 Q0

c(u; q) � c(u; qj )]:

Hence, the result follows immediately as �D = � v + l.

Now we show the following result on the valid local moves inCentralizedAlg given
the �nal con�guration of the proposed distributed algorithm.

Lemma 3.4.4. If the proposed distributed algorithm terminates, then there is no single
swap move in the centralized local search algorithmCentralizedAlg (see Section 3.2.2)
that improves the objective function.

Proof. Suppose that there exists a centralized local move of robotj at vertex qj to a vertex
v 2 Wi that improves the objective function by� 0. Therefore, adding a robot tov improves
the sensing cost of the vertices in[ k2N (i )Wk by � v � � � 0. Therefore, by construction of the
algorithm, the robot i would have suggested the move to its neighbouring robots. Suppose
after l communications, robot j at qj receives the message for the �rst time. In Line 2
(resp. Line 9) of Algorithm 3.3 if j 2 N (i ) (resp. j =2 N (i )), robot j calculates the increase
in the sensing cost̀ v (resp. `) for the vertices in [ k2N (j )Wk by the move from qj to the
parent of robot j . Since robotj has rejected this o�er, by Lemma 3.4.3 the change in the
global sensing cost is less than� 0. This is a contradiction.

Theorem 3.4.5. The proposed distributed coverage control algorithm provides a solution
within 5 + o(� 0) factor of the optimal con�guration.

Proof. The result follows immediately from Lemma 3.4.4. The �nal con�guration in the
distributed algorithm is a locally optimal solution for the CentralizedAlg with single
swap at each iteration, i.e.p = 1, therefore, the con�guration provides a coverage within
a factor 5 + o(� 0) of the global optimal.
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Corollary 3.4.6. Given an environmentX with m mobile robots and a sampling ofX
with dispersion � , the solution Q obtained from the proposed distributed coverage control
algorithm provides coverage costH(Q) � 5H(S� ) + o(f (� ) + � 0), where S� is the optimal
solution of the continuous coverage problem.

Proof. Proof follows immediately from Theorems 3.2.3 and 3.4.5.

3.4.2 Time Complexity

In this section, we characterize the runtime and the communication complexity of the
proposed algorithm.

Let Q0 be the starting con�guration of the robots andQ� be the optimal con�guration
for problem of coverage on graphG, then we have the following result on the runtime of the
proposed algorithm. For� 0 = 0, we follow the the analysis similar to [1]. Since there are a
�nite number of possible local moves that improve the global sensing cost, each iteration
improves the global sensing cost by at least� 0 > 0. Therefore the algorithm terminates
in D(Q0 )�D (Q � )

� 0 iterations. Observe that with � 0 = 0, the distributed algorithm provides a
solution within 5 factor of the optimal solution with possibly non-polynomial number of
iterations. However, we can prove convergence in polynomial time if the sampling of the
environment S satis�es the following properties.

Assumption 3.4.7. The weight of a vertexv in S is at least w0 for some w0 > 0, i.e.,R
p2 � (v) � (p)dp � w0 > 0.

This follows the common assumption in the coverage control literature where there is
a basis function de�ned for� [17]. For a givenw0, we remove a vertexv with with weight
w(v) < w 0 from the samples and recalculate the weights on the vertices.

Assumption 3.4.8. The ratio maxu;v2S f (d(u; v))=minu;v2S f (d(u; v)) is polynomial in the
number of the samplesjSj.

For instance, if a graph is constructed via a grid sampling of the continuous environ-
ment, where each cell is ad � d square, then we have

maxe2 E c(e)
mine2 E c(e)

=
f (

p
2jSjd)

f (d)
= O(

p
jSj);

where the second equality is by the sub-additivity of sensing functionf .

For a given � > 0 and a polynomialp(jSj; m), we have,
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Lemma 3.4.9. The proposed algorithm with� 0 = �w 0
p(jSj ;m) mine2 E c(e) terminates in the

polynomial number of iterations, i.e.,

log(D(Q0)=D(Q� ))=log(1 �
�w 0

p(jSj; m)
mine2 E c(e)
maxe2 E c(e)

):

Proof. Let Qi be the con�guration of the robots at stepi of the algorithm. As the global
sensing cost improves by at least� 0 after each iteration, we have,

D(Qi +1 ) � D (Qi ) � � � 0 = �
�w 0

p(jSj; m)
min
e2 E

c(e):

Observe thatD(Qi ) � maxe2 E c(e). Therefore,

D(Qi +1 ) � D (Qi ) �
�w 0

p(jSj; m)
min
e2 E

c(e) � D (Qi )(1 �
�w 0

p(jSj; m)
mine2 E c(e)
maxe2 E c(e)

):

Therefore, at each iteration of the distributed coverage algorithm the sensing cost improves
by the factor of 1� �w 0

p(jSj ;m)
min e2 E c(e)
maxe2 E c(e) . Hence, the algorithm terminates in

log(D(Q0)=D(Q� ))=log(1 �
�w 0

p(jSj; m)
mine2 E c(e)
maxe2 E c(e)

)

iterations which is polynomial in the input size, 1=� and 1=w0.

Remark 3.4.10. At each iteration of the algorithm, at most m2 messages are sent with
size at mostn log(maxe2 E c(e)) + log( m) bits by the robot executing LocalMove . Then
at most m2 messages are sent back between the robots in the acceptance/rejection step.
Finally, the SendAcknowledgment step requires at mostm messages. Hence, the
communication complexity of the proposed distributed algorithm is

O(log(D(Q0)=D(Q� ))=log(1 �
�w 0

p(jSj; m)
mine2 E c(e)
maxe2 E c(e)

)m2)

. �

3.5 Simulation Results

In this section, we evaluate the performance of the proposed distributed algorithm and
compare it to convex and non-convex distributed coverage algorithms and the centralized
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algorithm in [31]. To construct the discrete problem described in Section 3, we use a grid
sampling of the environment. We denote the maximum distance inside a Voronoi cell of
a robot i by Rcomm = max p2 Vori d(qi ; p) and we evaluate the performance of the proposed
algorithm with communication ranges of 4Rcomm (See De�nition 1) and 2Rcomm which is
analogous to the conventional communication model in the continuous coverage literature.
In the rest of this section, we usef (x) = x as the sensing cost function.

3.5.1 Convex Environments

In this experiment, we compare our algorithm to distributed Lloyd's algorithm [17] in con-
vex environments. We use the Euclidean distance as the metric between two points. The
comparison is conducted in a 1500� 850 environment with 100 di�erent event distribu-
tions. The event distributions are truncated multivariate normal distributions with mean
[1400; 800] and covariance matrices � = [�; 0; 0; � ] where� is uniformly randomly selected
from interval [5; 10]� 104. In this experiment, the robots are initialized in the bottom left
corner of the environment. Figure 3.4 illustrates the percentage di�erence of the solutions
provided by the two algorithms with respect to the solution of the centralized algorithm.
Observe that the proposed aolgorithm achieves solution quality very close to the centralized
algorithm, even with a large number of robots, while Lloyd's algorithm provides solutions
with approximately 15% deviation.

Figure 3.5 shows the percentage share of the di�erent local move types. The dashed
lines show the results for the proposed algorithm with 2Rcomm communication range. The
single hop Move type II, is a local move which involves a robot and its neighbours in
comparison to the multi-hop local move which involves non-neighbour robots. Observe
that the majority of the local moves are Move Type I which only require communication
with the neighbouring robots. However, the local moves of type II help the proposed
algorithm to leave locally optimal solutions.

Figure 3.6 illustrates the improvement in the sensing cost for the Lloyd's and the
proposed algorithm in a convex environment with uniformly random initial con�gurations.
We used the solution obtained from the centralized algorithm as the reference point and
compared the deviation from the reference for the distributed algorithms. The results are
obtained for 50 initial con�gurations in the environment. Observe that even with the large
number of robots where the random con�guration provides a relatively good sensing cost,
the proposed algorithm improves the solution by 50% on average. In a system of 40 robots,
our proposed algorithm provided� 15% additional improvement on the sensing cost as
compared to the Llyod's algorithm. Figure 3.7 shows the �nal con�guration and the paths
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Figure 3.4: Percentage di�erence of the solutions of di�erent algorithms to the solution of the
centralized algorithm

Figure 3.5: Percentage of Successful Local Move Type Attempts
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Figure 3.6: Percentage improvement of di�erent algorithms with random initial con�gurations.

of 10 robots for the two algorithms in a test environment. The partitions are the Voronoi
partition for the �nal con�guration of the robots.

3.5.2 Non-Convex Environments

In this section, we compare the solution quality of the proposed algorithm with two di�erent
communication ranges to the algorithms in [2], [1] and the centralized algorithm [31].
The experiment is conducted in a 1500� 850 environment that contains obstacles (See
Figure 3.8a), and using 100 di�erent event distributions. The distributions are generated
in the same manner as in the convex environment experiments with uniformly random
mean and covariance matrices. The communication model in the non-convex studies are
di�erent, for instance, two robots are neighbours in [2], if the intersection of the Voronoi
cells of the robots in the environment without obstacles is non-empty, and two robots
are neighbours in [1] if the two partitions of the robots share an edge in the discrete
representation of the environment. Therefore in the implementations of algorithms in [2]
and [1], we assume that robots are connected to every other robot. Figure 3.9 shows the
percentage di�erence between the solutions of each algorithm compared to the centralized
algorithm. Observe that the proposed algorithm even with the conventional communication
range out-performs both other algorithms by� 20% on average in a system with 30 robots
and matches the solution quality of the centralized algorithm. Figure 3.10 illustrates the
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(a) Proposed Algorithm with 4 Rcomm communication range. (b) Lloyd's Algorithm

Figure 3.7: Final Con�guration and the paths of the robots for the two algorithms in a test
environment

�nal con�guration and the movement of the robots using the proposed algorithm in a
non-convex environment.

3.5.3 Examples of Di�erent Local Solutions

In this section, we provide two examples for the algorithms in [1] and [2]. We illustrate the
locally optimal solution reached using these algorithms, and the local moves considered in
the proposed algorithm which helps escaping these sub-optimal solutions.

Consider a discrete coverage problem with 4 vertices and 3 robots initialized at the
con�guration shown in Figure 3.11a. The bars on the vertices of the graph represents the
weight of the vertices. By the communication model in [1], all the robots are neighbours of
each other. The local move in algorithm in [1] moves the robots inside their partitions if the
move improves the sensing cost of its partition and the neighbouring partitions. Note that
the initialized con�guration of the robots is a locally optimal solution for the algorithm
in [1]. However, in the proposed algorithm the robots will improve on current con�guration
with performing single-hop move type II. Figure 3.11b shows the �nal con�guration with
the proposed algorithm.

Figure 3.12 shows a continuous environment with a single robot. The sensing cost of
an event is a function of the geodesic distance from the robot. The high-level idea of
the algorithm in [2] is to �nd the centroid in the environment without obstacles (seetvirt

in Figure 3.12) and if the centroid is inside an obstacle, then the algorithm projects the
centroid to a face of the obstacle (seet real in Figure 3.12) and moves the robot towards
t real . Observe that in the scenarios where the sensing cost is a function of the length of the
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(a) Sample Environment with Obstacles

(b) Graph representation of the Environment

Figure 3.8: A sample environment with obstacles and the discrete representation of the environ-
ment.
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Figure 3.9: Percentage di�erence of the solutions of di�erent algorithms to the solution of the
centralized algorithm

Figure 3.10: Robot movements in a non-convex environment using the proposed distributed
algorithm
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(a) A test environment for algorithm in [1] (b) Final con�guration with proposed algorithm

Figure 3.11: A discrete test environment and the �nal con�gurations of algorithm in [1] and the
proposed algorithm

Figure 3.12: A test environment for Algorithm in [2]

shortest path between the robot and the event location, the projection of the centroid may
result in sub-optimal solutions. However, the proposed algorithm avoids these scenarios
by solving the coverage problem on the discrete representation of the environment.
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Chapter 4

Heterogeneous Multi-Robot
Coverage

In this chapter, we focus on the problem of deploying multiple heterogeneous robots to
cover an environment with di�erent event types. Each event type has a di�erent spatial
distribution in the environment and can be sensed only with a speci�c type of sensor. The
robots are heterogeneous in that each of the robots is equipped with a subset of sensors.
Thus, each robot is capable of measuring a subset of event types. The quality of sensing for
an event at a location is a non-decreasing function of the distance of the sensor from the
location. The objective is to deploy the robots to maximize the total coverage quality of
the events of di�erent types. This appears in several applications including reconnaissance,
surveillance [4], and monitoring [5], as well as in the deployment of robots with di�erent
capacities [62, 7, 63].

The contributions of this chapter as follows. In Section 4.1, we review the literature
on the heterogeneous multi-robot coverage problem. In Section 4.2, we propose a new
formulation for the problem of coverage control for heterogeneous mobile robots, which is
a natural extension of the homogeneous formulation. We provide a distributed algorithm
for minimizing the sensing cost with the new formulation in Section 4.3. In Section 4.4, we
extend the formulation and the distributed algorithm to capture discrete environments with
di�erent event types. Section 4.5 consists of an extensive set of experiments to evaluate
the performance of the proposed algorithms in continuous and discrete environments.
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4.1 Related Work

In Section 3.1, we reviewed the recent studies on the distributed multi-robot coverage with
homogeneous robots. Several studies address di�erent types of heterogeneity in robots.
In [18], the authors consider the problem of sensing an event where the sensors have
di�erent functions governing their sensing cost. The approach de�nes a generalized Voronoi
partition based on the sensing functions and provides a Lloyd descent type algorithm for
controlling each robot. Other types of heterogeneities for mobile sensors addressed in
the literature include the sensors with di�erent sensing ranges [19, 64, 20] and di�erent
additive weights on the sensing cost of robots [21]. In [19], the authors address the coverage
problem for circular sensors with di�erent radii. In [20], authors provide a gradient descent
algorithm for the distributed control of circular sensors with di�erent radii in a non-convex
environment.

All the aforementioned studies consider the coverage control for a single event type.
In [44], the authors introduced the coverage control problem for multiple event types, each
with a di�erent density function. An event of a certain type can be sensed by a robot if the
robot is equipped with the required sensor. The proposed approach considers a Voronoi
partition generated by all the robots, and the objective function is a convex combination
of the sensing cost of each robot for the events inside its Voronoi cell and the sensing cost
over the whole environment. In this chapter, we consider the same heterogeneous problem,
but we pose a di�erent objective function, and thus distributed control law. As such,
we compare our approach to [44] in detail, and demonstrate its advantages in simulation.
In our approach, we de�ne a Voronoi partition of the environment for each event type,
each generated by the robots with suitable sensors. With these partitions, we are able to
ensure that each event is sensed by the closest robot with the required sensor. Moreover,
our formulation captures the case where sensors for di�erent events have di�erent sensing
functions.

Several studies considered the coverage control in an environment where the event
density is unknown prior to deployment [65, 66]. In [65], the authors assume a basis function
approximation for the event density with adaptive weights for each robot and propose a
decentralized algorithm that updates the weights estimating the true density. The authors
in [66] provide a simple stochastic gradient descent algorithm without estimating the real
event density and prove convergence to a locally optimal solution. Built on the results
in [66], we extend our analysis to environments with multiple events types each with an
unknown density.

In [43], a distributed algorithm is proposed for partitioning and coverage of a non-
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convex environment. Yun and Rus [1] presented a distributed vertex swap algorithm for
the robots that converges to locally optimal solutions with two-hop communication. To
the best of our knowledge, the existing literature on the distributed coverage control on
graphs is limited to homogeneous robots sensing a single event type. On the contrary, we
consider multiple event types with heterogeneous robots both in the sensing capability and
quality.

4.2 Problem Formulation

In this section, we formulate the coverage problem for continuous and discrete environ-
ments. We consider a set ofm robots in an environment withk di�erent event types. Each
event type is measured with a sensor from a set ofk sensorsSensorSet, and a robot i is
equipped with a subset of these sensors, i.e.,Si � SensorSet. The objective is to position
the robots in the environment minimize the total sensing cost ofk event types.

4.2.1 Continuous Environments

Consider a convex environmentX � R2. The density function of an event typej is
� j : X ! R+ ; j 2 [k], which represents the measure of information or the probability of
an event type occurring overX . Let qi 2 X be the position of roboti in the environment
and Q = f q1; : : : ; qmg. The sensing cost of a sensorj , denoted byf j , is a non-decreasing
function of the distance of the robot to the measured point. Thus, roboti is assigned to
measure the events of typej 2 Si at the points closest toqi , i.e., for each event typej 2 Si

robot i measures the events in the Voronoi cell

Vorj
i = f p 2 X j jj p � qi jj � jj p � qr jj ; j 2 Si \ Sr ; 8r 2 [m]g:

In this chapter, in contrast to the previous chapter, we do not restrict the sensing
function to sub-additive sensing functions.

For simplicity we let Vor denote the set of all the Voronoi cells. Now we de�ne the
heterogeneous deployment problem in continuous environments as follows:

Problem 4.2.1 (Coverage in Continuous Environments). Given a set ofm robots with
dynamics _qi = ui 8i 2 [m] where ui is the control input, �nd a set of locations Q =
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f q1; : : : ; qmg that minimizes the total sensing cost function, i.e.,

H (Q; Vor) =
mX

i =1

X

j 2 Si

Z

Vorj
i

f j (jjp � qi jj )� j (p)dp: (4.1)

The sensing cost measureH(Q; Vor) is the total sensing cost ofk event types over the
environment by the robots located atP. Contrary to the formulation in [44], by de�ning k
Voronoi partitions for the environment, we ensure that an event of typej at location q is
sensed by the closest robot with the required sensor. Moreover, the de�nition ofH(P; Vor)
captures di�erent sensing cost functionf j for each event typej . Observe that with k = 1,
the cost measureH(P; Vor) becomes the sensing cost for homogeneous robots as proposed
in [17]. Figure 4.1 illustrates an instance of the coverage problem with two event types.

In [44], the authors considered the same heterogeneous coverage problem, but with the
objective

H het (P) = �
X

i 2 [m]

Z

Vori

jjp � qi jj 2� Si dq+ (1 � � )
X

i 2 [m]

Z

X
jjp � qi jj 2� Si dq

where� 2 (0; 1], Vori is the Voronoi partition generated by the positions of all robots and
� Si =

P
j 2 Si

� j
i . To illustrate the di�erences with the proposed objective in Equation (4.1),

Figure 4.2 shows a coverage problem on a line with three event types. Each robot senses
the event type of the same color. The colored polygons represent the density function
of each event type. As shown in Figures 4.2a and 4.2b, the objective in [44] has locally
optimal con�gurations in which one event type is covered sub-optimally. This is in contrast
to the con�guration shown in Figures 4.2c, where a partition is generated for each event
type.

4.2.2 Discrete Environments

In the discrete case, the environment is represented by an undirected graphG = ( V; E; c).
The graph could represent a road-map of an environment with obstacles. LetV be the set
of vertices, and letE be the edge set, which represents the paths between vertices. The
cost function c : E ! R+ assigns a costc(e) for traversing each edgee 2 E. The events
occur on the vertices of the graph, and the function� j

u gives the mass of event typej at
vertex u 2 V . Let d(u; v) be the length of the shortest path fromu to v on graph G. The
goal is to deploy robots to a set of vertices of the graph. We do not consider deployments
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(a) Event density of event type 1, i.e., � 1 . The sensor capable
of sensing this event is shown with a circle on the robots.

(b) Event density of event type 2. The sensor capable of
sensing this event is shown with a triangle on the robots.

Figure 4.1: The Voronoi partitions of an environment for each event type. A robot considered in
a Voronoi partition if it is equipped with the required sensor for the event type.

(a) Locally optimal con�guration for [44] with � = 1 (b) Locally optimal con�guration for [44] with � < 1

(c) Locally optimal con�guration for Equation (4.1)

Figure 4.2: Instance of coverage of three event types on a line. Triangles (resp. rectangle) show
the density function for event type 1(resp. 2 and 3). Robots are capable of sensing the event
types with the same color.
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in which robots are located on the edges of the graph, and this is motivated by the result
on the properties of locating robots on vertices given in Lemma 4.4.1.

An event of type j is assigned to the closest robot among the robots that are equipped
with the sensor typej . If there exists an event with two equally close robotsi; j 2 [m], we
assign the event to roboti if i > j and robot j otherwise. The subsetW j

i (P) is the set of
vertices assigned to roboti to sense events of typej 2 Si on those vertices. Observe that
W j

i is the discrete analogue ofVorj
i .

For simplicity, we let W denote the set of all the subsetsW j
i . Now we de�ne the

heterogeneous deployment problem in discrete environments as follows:

Problem 4.2.2 (Coverage in Discrete Environments). Given a set ofm robots �nd a set
of locations on the graphP = f p1; : : : ; pmg that minimizes the total sensing cost function

H(P; W) =
mX

i =1

X

j 2 Si

X

v2 W j
i

f j (d(qi ; v)) � j
v: (4.2)

Observe that the objective function is the adaptation of the objective function (4.1) to
discrete environments. Also note that withk = 1, the cost measureH(P; W) becomes the
sensing cost for homogeneous robots as proposed in [1].

4.3 Gradient Descent Algorithm for Continuous En-
vironments

In this section, we provide a distributed control law for robots with a proof of convergence
to a local minimum of H(P; Vor) in Problem 4.2.1.

A well-known approach to minimize the sensing cost for each robot to ascend the
gradient of H . Let � Vorj

i be the boundary of the Voronoi cellVorj
i , and let � Vorj

ik be the
common boundary of the Voronoi cellsVorj

i and Vorj
k . Let n j

ik (q) be the unit normal to
� Vorj

ik at q in the outward direction of Vorj
i . Finally, we de�ne the neighbors of a roboti

in Voronoi partition j as N j
i = f l 2 [n]j� Vorj

i \ � Vorj
l 6= ;g :

Then we establish the results on the derivative ofH with respect to the position of
robots in Lemma 4.3.1. The results in Lemma 4.3.1 is an extension to the homogeneous
case in [17] and the proof follows closely.
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Lemma 4.3.1. For di�erentiable sensing functionsf j , the derivative ofH with respect to
the position of roboti is

@H
@qi

=
mX

i =1

X

j 2 Si

Z

Vorj
i

@fj (jjp � qi jj )
@qi

� j (q)dq:

Proof. By the Leibnitz theorem [67] we have,

@H
@qi

=
mX

i =1

X

j 2 Si

� Z

Vorj
i

@fj (jjp � qi jj )
@qi

� j (q)dq+
X

l2N j
i

Z

Vorj
i

f j (jjp � qi jj )n
j
il (q)

@(� Vorj
ik )

@qi
(q)� j (q)dq

+
X

l2N j
i

Z

Vorj
i

f j (jjp � qi jj )n
j
li (q)

@(� Vorj
ik )

@qi
(q)� j (q)dq

�
:

Observe thatn j
il = � n j

li for all l 2 N j
i . Then the result follows immediately.

An interesting observation from this is that unlike the homogeneous version of the
coverage problem, two robots can share a location inX if they do not have sensors in
common, i.e., the derivative is de�ned for anyP 2 X m nQm whereQm is the set of points
in which robots with common sensor type overlap, i.e.,

Qm = ff q1; : : : ; qmg 2 X m j9i; j 2 [m] qi = qj ; i 6= j; S i \ Sj 6= ;g :

To derive a distributed control law, we �rst rewrite the derivative of H in the following
form.

@H
@qi

= 2
X

j 2 Si

Z

Vorj
i

(qi � p)
df j (x)
d(x2)

�
�
�
�
jj p� qi jj

� j (q)dq: (4.3)

Let the mass and centroid of a Voronoi cell respectively be

MVori =
Z

Vori

df
d(x2)

�
�
�
�
jj p� qi jj

� (p)dp; CVori =
1

MVori

Z

Vori

p
df

d(x2)

�
�
�
�
jj qi � pjj

� (p)dp:

Then we have@H
@qi

= 2
P

j 2 Si
MVorj

i
(qi � CVorj

i
). Now consider the following simple control

law

ui = � ci
1

P
j 2 Si

MVorj
i

X

j 2 Si

MVorj
i
(qi � CVorj

i
) 8i 2 [n]; (4.4)
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where ci is a positive gain such thatqi + ui remains in the convex set\ j 2 Si Vorj
i . Robot

i is the generator of a cell in each of the Voronoi partitions of the events inSi , and the
control law ui moves the roboti to the average of the centroids of its Voronoi cells. Observe
that computing this control law only requires the communication between roboti and its
neighbors in each Voronoi partition. We assume that the communication range is su�cient
for the robots to communicate with their neighboring robots.

The following shows the result on the convergence of the proposed distributed control
law in Equation (4.4).

Proposition 4.3.2 (Continuous-time Lloyd Descent). Under control law (4.4), the robots
converge to the union ofQm and the set of critical points ofH .

Proof. Under control law (4.4), if ci of robot i at some time instance becomes zero then
robot i is on the boundary of\ j 2 Si Vorj

i and coinciding with another robot. Therefore,
the robots have converged toQm . Otherwise, the robots starting from a collision free
con�guration in X m n Qm remain inside X m n Qm at any time instance, then the set
X m n Qm is a positively invariant set under control law (4.4). The derivative ofH with
respect to time is

d
dt

H(Q; Vor) =
mX

i =1

@H
@qi

_qi = �
mX

i =1

2ciP
j 2 Si

MVorj
i

(
@H
@qi

)2:

Therefore, observe that the direction of control law (4.4) coincides with the gradient ofH .
The rest of the proof follows from the proof of Proposition 3.1 in [68], which uses LaSalle's
Invariance Principle to show at each step of the algorithmH monotonically increases and
converges to the largest invariant set contained in

Cm = f P 2 D m j(
@H(Q)

@qi
)2 = 0; 8i 2 [n]g

Although control law (4.4) converges to a set consisting ofQm , simulation results in
Section 4.5 show that by resolving collisions with local a controller, the system remains in
X m n Qm and converges to the set of critical points ofH .
Remark 4.3.3 (Unknown Density Functions). Consider the scenario where the robots do
not have access to the density functions of the event types and they only observe events of
di�erent types arriving over time. A control law is proposed in [66] for the homogeneous
case which drives the closest robot to the observed event and converge to a locally optimal
positions. In the heterogeneous case, each observed eventZ = [ zd; zc] is a random vector
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consisting of a discrete componentzd 2 [k], denoting the observed event type, and a
continuous componentzc 2 X representing the location of the event. The events of di�erent
types arrive with equal frequencies and according to their spatial density functions. We
assume that the relative importance of the event types, denoted by �j =

R
X � i (q)dq is

known. By extending the results in [66], the control law become

qi;t +1 =

8
><

>:

qi;t � 
 t � j
df j

dx2

�
�
�
�
jj zc

t � qi;t jj

(zc
t � qi;t ) if zd

t 2 Si ; zc
t 2 Vorzd

t
i

qi;t otherwise.
(4.5)

Observe that the expected value of the directiondf j

dx2 jx= jj zc
t � qi;t jj (zc

t � qi;t ) coincides with
the direction of the derivative of H with respect to qi in Equation (4.3). The control
law (4.5) drives the closest robot with the required equipment towards the observed event.
The convergence of the control law to locally optimal positions arrive from the proof of
Theorem 3 in [66]. �

4.4 Gradient Descent Algorithm for Discrete Envi-
ronments

In this section, we discuss the coverage problem for heterogeneous robots in a discrete
environment with multiple event types (Problem 4.2.2 in Section 4.2). Given a graph,
the goal is to position the robots on the vertices of the graph such that the total sensing
function H is minimized.

We de�ne two con�gurations of the robots on the graph. The �rst con�guration Q � V
is a subset of sizem of the vertices of the graph which represents positioning the robots on
the vertices. The second con�gurationD � E � [0; 1] represents the placement of the robots
on the edges. For a placement of roboti on edge (u; v), i.e., qi = (( u; v); 
 ) (see Figure 4.3),
parameter 
 is the fraction of the path from qi to v along the edge (u; v). The distance of
robot i from vertex w 2 V is d0(qi ; w) = min f 
c (u; v) + d(u; w); (1 � 
 )c(u; v) + d(v; w)g.

For a con�guration D, each event is assigned to the closest robot with required equip-
ment. Then total sensing function for con�gurationD and partition W(D) is

H 0(D; W (D)) =
mX

i =1

X

j 2 Si

X

v2 W j
i

f j (d0(qi ; v)) � j
v: (4.6)
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Figure 4.3: Robot located on an edge of a graph.

We provide a gradient descent control law to position the robots in the graph minimizing
Equation (4.2). To motivate the approach, �rst, we provide the following result on the
optimal solution of the discrete problem.

Lemma 4.4.1. For any placement of the robots in the graphD, there exists another place-
ment of the robots on the verticesQ such that

H 0(D; W (D)) � H (Q; W(Q)):

Proof. For any placement of the robots in the graph, if there exists a robot located on
the edge of the graph, we create another placement without decreasing the total sensing
cost. Figure 4.3 illustrates an instance in which a roboti is located on the edge (u; v).
For each event typej 2 Si , we partition the vertices in W j

i into two subset where the �rst
subsetW j

i;u consists of the vertices inW j
i such that the shortest path fromqi contains u

and similarly the second subsetW j
i;v consists of the vertices inW j

i such that the shortest
path for the robot to reach the vertex passes throughv. The total event mass on the �rst
subset is

P
j 2 Si

P
w2 W j

i;u
� j

w and similarly for the second subset is
P

j 2 Si

P
w2 W j

i;v
� j

w . Then
we move the robot to the vertex with a larger total event mass. Observe that moving
the robot to the vertex with a larger total event mass can only increase the total sensing
cost.

This result motivates us to consider the cases where the robots are located on the ver-
tices of the graph. The set of admissible controls for roboti , Ui , is limited to [ j 2 Si W

j
i (Pt )

to ensure that the robots are required to communicate with only their neighboring robots.
The robots i; k are called neighbors if there existsj such that the setsW j

i , W j
k share in

edge on graphG. Observe that the control setUi is a non-empty set since it contains the
current location of the robot. We say the robots are in alocally optimal con�guration if
there is no robot can take a control input in its control set to improve the sensing cost
unilaterally.
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Now we provide the control law on the graph as follows:

pi;t +1 = arg max
u2U i

X

j 2 Si

X

w2 W j
i (P t )

f j (d(u; w))� j
w : (4.7)

Control law (4.7) drives the robots to a con�guration on the graph minimizing the total
sensing cost of the events in the partitions dominated by the robot. This resembles the
control law in Equation (4.4). The following lemma provides the results on the convergence
of the control law (4.7).

Lemma 4.4.2. Under the control law(4.7), the robots converge to a set of locally optimal
locations for the total sensing problem in discrete environments.

Proof. By the de�nition of the control law in Equation (4.7) we move robot i to the new
position such that it minimizes the sensing cost for the vertices in the partitions of robot
i , i.e., W j

i (Pt ); j 2 Si . Considering a �xed partition, by any robot relocating on the graph,
the total sensing cost improves, i.e.,

H (Pt ; W(Pt )) � H (Pt+1 ; W(Pt )) :

Observe that the sensing cost is minimized when each event is assigned to the closest
robot. Then by updating the partition for the new positions of the robots we have

H(Pt+1 ;W(Pt ))) � H (Pt+1 ; W(Pt+1 )) :

Therefore, the cost improves with each step of the control law and the algorithm converges
to a locally optimal solution of the discrete total sensing cost problem.

4.5 Experimental Results

In this section, we evaluate the performance of the control laws for both continuous and
discrete environments.

4.5.1 Continuous Environment

The performance of the proposed control law for continuous environments is evaluated with
four experiments. Each experiment consists of 8 GRITSBots [69] with di�erent sensing
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� j SensorSet

Experiment 1 � j = 1 j 2 [k] S1 = S7 = f 3; 4g; S2 = f 2; 4g; S3 = f 1; 2; 3g;
S4 = f 1; 3g; S8 = f 4g; S5 = f 1; 2; 3; 4g; S6 = f 1; 2g

Experiment 2 � j = 1 j 2 [k] Si = f 1; 2g i � 4; Si = f 3; 4g i � 5
Experiment 3 � j = 1 j 2 [k] Si = f j 2 [k]jj < = ig
Experiment 4 � j = j j 2 [k] Si = [ k]

Table 4.1: Parameters of the experiments

capabilities. The proposed control law is implemented on the Robotarium [70] using both
simulation and physical experiments. The density function for each event typej is given
by a bivariate normal distribution, i.e.,

� j (q) =
� j

2�
p

j� j
exp

�
�

1
2

(q � � j )T � � 1(q � � j )
�
;

where� j is the mean and � = [0 :1; 0; 0; 0:1] is the covariance matrix. The parameter� j is
a scaling factor to represent the importance of each event type. The sensing function is for
all event typesf j (x) = x2; j 2 [k]. Table 4.1 shows the parameters of each experiment.

In Figure 4.4, the sensing cost of the proposed control law is compared to that of
the Heterogeneous Lloyd's algorithm proposed in [44]. The results are the average of 500
instances of Experiment 3 with di�erent uniformly random initial locations for the robots.
The mean values� j ; j 2 [k] of density functions for each instance are generated randomly
in a 1� 1 environment. The dashed lines represent the total sensing cost in Equation (4.1)
for both algorithms. Figure 4.4 show the signi�cant improvement of the sensing cost for
each event type with respect to the Heterogeneous Lloyd's algorithm. The percentage
improvement is the ratio of the di�erence between the sensing cost of the Heterogeneous
Lloyd's algorithm and the sensing cost of the proposed algorithm to the sensing cost of the
proposed algorithm. Figure 4.5 shows the total sensing cost for the proposed algorithm and
the Heterogeneous Lloyd's algorithm. The comparison of the two algorithms on di�erent
experiments are given in Table 4.2. The proposed control law outperforms the existing
algorithm in total sensing cost and in the sensing cost of each event type. Figure 4.6 show
the paths of robots covering four events, starting from a random initial positions.

Figure 4.7 illustrates the �nal con�guration of the robots in the physical implementation
of the proposed algorithm in the Robotarium with 8 robots for an instance of Experiment
1. In the experiment, the proposed algorithm improved the total sensing cost by 87:7% in
1 minute.
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Figure 4.4: Performance of the proposed control law for Experiment 3

Figure 4.5: The comparison of the total sensing cost for the proposed algorithm and the Hetero-
geneous Lloyd's algorithm with environment settings of Experiment 3
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(a) Event type 1 (b) Event type 2

(c) Event type 3 (d) Event type 4

Figure 4.6: Paths of eight robots covering four event types with the proposed algorithm.
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Event 1 Event 2 Event 3 Event 4 Total Sensing

Avg. � Avg. � Avg. � Avg. � Avg. �

Experiment 1 57.3 7.1 56.3 8.6 56.3 7.9 42.2 6.5 55.3 5.0
Experiment 2 57.8 4.3 57.1 3.9 57.8 4.3 57.9 4.4 58.1 2.1
Experiment 3 7.2 5.0 32.7 4.5 36.6 4.2 46.1 3.2 43.5 1.8
Experiment 4 34.8 5.5 46.0 4.4 49.8 5.0 52.6 7.3 45.4 3.2

Table 4.2: Average percentage improvement of the sensing cost for the proposed algorithm com-
pared to Heterogeneous Lloyd's algorithm over 500 instances for each experiment. The mean
deviation from average is denoted by� .

(a) Event type 1 (b) Event type 2

(c) Event type 3 (d) Event type 4

Figure 4.7: Eight robots with di�erent sensing capabilities in the Robotarium with the environ-
ment size of 2� 3:2 meters. The density functions of each event type are shown via contours.
The colored circles next to the robots show the generators of each Voronoi partition.
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