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Abstract

We construct ab initio many-body potential energy surfaces (PES) and use them to per-
form high-accuracy path integral Monte Carlo (PIMC) simulations of solid parahydrogen
(para-H2).

We first perform PIMC simulations of solid para-H2 using the Faruk-Schmidt-Hinde
(FSH) potential, an ab initio 1D two-body PES for para-H2 constructed by the Roy group
in 2015. The simulations are successful at reproducing experimental results for the equi-
librium density and for the vibrational matrix shift for solid para-H2. However, we find
that the two-body PES on its own is too energetically repulsive at higher densities, and
greatly overestimates the pressure as a function of density. To improve the accuracy of our
simulations, we must include higher-order many-body interactions, such as the three-body
and four-body interactions.

We then construct an isotropic ab initio three-body PES for para-H2. The energies are
calculated using the coupled cluster method with singles, doubles, and perturbative triples
excitations (CCSD(T)). The calculations are performed using an AVTZ atom-centred basis
set, with additional (3s3p2d) midbond functions. We use a machine learning method called
the reproducing kernel Hilbert space (RKHS) method to construct a PES from the ab
initio energies. The three-body PES is attractive at short distances. We perform PIMC
simulations of solid para-H2 using both the two-body FSH potential and the new three-
body PES. The inclusion of the three-body PES improves the agreement with experiment
at lower densities. However, at higher densities, the attractive interaction of the three-
body PES overcorrects for the repulsive wall of the two-body PES, resulting in a severe
underestimation of the pressure-density curve.

Next, we construct an isotropic ab initio four-body PES for para-H2. The energies
are calculated using the CCSD(T) method, using an AVDZ atom-centred basis set with
additional (3s3p2d) midbond functions. We use a multilayer perceptron (MLP) to con-
struct a PES from the ab initio energies. We find that the four-body PES is repulsive
at short distances. We anticipate that the inclusion of the four-body PES alongside the
aforementioned two-body and three-body PESs will improve the agreement of the PIMC
simulations of solid para-H2 with experiment to higher densities than previously found.
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Chapter 1

Introduction

1.1 Parahydrogen

In the body of this thesis, we model interactions between collections of parahydrogen
molecules and use those interactions to simulate solid parahydrogen. Here, we briefly
discuss certain important properties of the molecule.

1.1.1 Molecular parahydrogen

Molecular hydrogen is the simplest molecule in existence, and has been the subject of
theoretical research since the inception of quantum mechanics. It appears as one of two
nuclear spin isomers. One of them is orthohydrogen (ortho-H2), which occupies the triplet
state, with a total nuclear spin of 1. The other one, of particular interest in this thesis, is
parahydrogen (para-H2), which occupies the singlet state, with a total nuclear spin of 0.

Due to symmetry restrictions, para-H2 can only occupy the even rotational states j =
{0, 2, 4, ...}, while ortho-H2 can only occupy the odd rotational states j = {1, 3, 5, ...}.1 At
room temperature or higher, the Boltzmann factors for both spin isomers are saturated,
and they appear in a 3 : 1 ratio of ortho-H2 to para-H2. However, because para-H2 can
occupy the lowest rotational state j = 0 it is more energetically favourable compared to
ortho-H2. In the presence of a strong external inhomogeneous magnetic field, ortho-H2 and
para-H2 molecules can convert between one another. As a result, below 20 K, molecular
hydrogen is about 99.9 % para-H2.
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Energetically, the translational, rotational, vibrational, and electronic degrees of free-
dom in para-H2 all operate on different energy scales.1 Let E(ν, j) be the energy of a
para-H2 molecule in a state with the vibrational quantum number ν, and the rotational
quantum number j. We find that

E(ν = 0, j = 1)− E(ν = 0, j = 0) ≈ 120 cm−1

E(ν = 0, j = 2)− E(ν = 0, j = 0) ≈ 360 cm−1

E(ν = 1, j = 0)− E(ν = 0, j = 0) ≈ 4000 cm−1 .

This property of para-H2 becomes relevant later in the thesis. We can take advantage of
the difference in energy scales to separate the different degrees of freedom to a good ap-
proximation. This is incredibly helpful for mathematically modelling interactions between
para-H2 molecules.

1.1.2 Solid parahydrogen

Below 13.8 K, para-H2 forms a quantum molecular solid with a variety of interesting non-
classical features.2–5 One of the more striking of these features is the abnormally large
zero-point kinetic energy of the solid, giving each para-H2 molecule very large translational
vibrations about its nominal lattice site.6–9 The weak intermolecular interactions between
the para-H2 molecules, as well as their very low mass, give the molecules a large thermal
wavelength.7,9 At the equilibrium density of ρ = 0.026 Å−3,9 the ratio of the root mean
square displacement to the lattice constant is about 0.2.6,8

Many of the other strange properties of solid para-H2 arise as a result of this large zero-
point translational motion. For example, solid para-H2 has a much greater lattice constant
than one would expect classically. At lower densities, we find that this large displacement
about the lattice sites gives solid para-H2 a radial distribution function similar to that of
a liquid.10 It is only at higher densities that the underlying structure of the solid can be
seen in the radial distribution function.

As a molecular solid, the individual para-H2 molecules retain most of their free molecule
character. This allows us to model bulk systems of para-H2 as a sum of interactions of
smaller clusters of para-H2, such as pairs, triplets, quadruplets, and so on.1

It has recently become apparent that pairwise interactions are not enough on their
own to accurately model solid para-H2. The shortcomings of the two-body interaction are
especially noticeable at high densities; the short-range wall is too repulsive, overestimating
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the pressure as the molecules move closer together. To accurately describe solid para-
H2, we need access to many-body interaction potentials.11–13 In most molecular systems,
higher-order many-body interactions are typically considered perturbative or negligible
compared to the two-body interaction. They typically only become relevant at very short
ranges, or when very high accuracies are required. However, in solid para-H2, many-body
interactions are important at densities much lower than one would expect classically. The
large translational motion of each para-H2 molecule about its nominal lattice site cause the
molecules to spend time at distances much shorter than the lattice contant. As a result,
even if the many-body potential is negligibly weak at the nominal lattice sites, part of their
probability distribution still bleeds into the short-range regions of coordinate space where
the many-body potential is strong.

1.2 Many-body interactions

Higher-order many-body interactions, or those beyond the pair interaction, become impor-
tant in simulations of solid para-H2 at higher densities. They even modify the equation
of state around the equilibrium density. In this work we create models for the three-body
and four-body interaction potentials. Here we briefly discuss many-body interactions and
how to calculate them.

1.2.1 What are many-body interactions?

A non-additive many-body interaction energy (often referred to as simply as a “many-
body interaction energy”) is the interaction energy that remains when all the lower-order
interaction energies have been subtracted out.14,15

Figure 1.1: Depiction of the non-additive three-body interaction potential energy, and
how subtracting the pair interaction energies generally results in a non-zero interaction
potential. The solid red, blue, and green circles each represent a nucleus, and the semi-
transparent shape around each nucleus represents the electron cloud. For simplicity, we
show each particle as an atom, but the general idea extends to molecules as well. The
energy of each monomer is added back to the total, to compensate for the fact that we
indirectly subtract each monomer energy twice when subtracting all the pair energies.

3



In Fig. (1.1), we demonstrate this with the three-body interaction energy. Consider a
collection of three interacting molecules. We can calculate the total energy of the three
molecules together (depicted in the first box), and calculate the energies of the three indi-
vidual pairs of molecules (depicted in the following three boxes). If the overall interaction
potential were pairwise additive, then the total three-body interaction energy would be
equal to the sum of the three pair interaction energies. In general, this is not the case.
The presence of a third molecule perturbs the probability distribution of the electrons
around the first two molecules, thus modifying the interaction. We can say that there is
a remaining component of the total interaction energy between the three molecules that
exists even after the interaction energies of the pairs have been removed. We refer to this
remaining component as the three-body interaction energy. We can generalize this idea to
higher-order many-body interactions, such as the four-body interaction, and so on.

1.2.2 Calculating many-body interaction energies

We can systematically derive the equations for calculating higher-order many-body inter-
actions. Let Eij...m be the energy calculated by solving the time-independent Schrödinger
equation (TISE) when molecules with labels i, j, ..., m are present. Next, we define the
“monomer interaction energy” ∆Ei to simply be the energy itself: ∆Ei = Ei. The n-body
interaction energy ∆E12...n is defined by taking the n-body energy E12...n and subtracting
the interaction energies of all possible (n−1)-body combinations, all possible (n−2)-body
combinations, and so on, until the interaction energies of all possible monomer combina-
tions have been subtracted. The definition for each n-body interaction energy is a combi-
nation of sums and differences of lower-order many-body energies, and the aforementioned
scheme ensures that the correct signs are used.

The two-body interaction energy ∆E12 is given by

∆E12 = E12 − (∆E1 + ∆E2)
= E12 − (E1 + E2) . (1.1)

Similarly, the three-body interaction energy ∆E123 is calculated by subtracting all the pair
and monomer interaction energies,

∆E123 = E123 − (∆E12 + ∆E13 + ∆E23)− (∆E1 + ∆E2 + ∆E3)
= E123 − (E12 + E13 + E23) + (E1 + E2 + E3) , (1.2)

4



and the four-body interaction energy ∆E1234 is calculated by subtracting all the three-body,
two-body, and monomer interaction energies,

∆E1234 = E1234

− (∆E123 + ∆E124 + ∆E134 + ∆E234)
− (∆E12 + ∆E13 + ∆E14 + ∆E23 + ∆E24 + ∆E34)
− (∆E1 + ∆E2 + ∆E3 + ∆E4)
= E1234

− (E123 + E124 + E134 + E234)
+ (E12 + E13 + E14 + E23 + E24 + E34)
− (E1 + E2 + E3 + E4) . (1.3)

1.2.3 General properties of many-body interaction energies for
parahydrogen

The two-body, three-body, and four-body interaction energies for parahydrogen all share
certain properties when described isotropically. At short intermolecular separations, each
of them can be fit to an exponential decay function. At long intermolecular separations,
each of them converges to an induced dispersion interaction. The dominant long-distance
interaction for two-body potential is the induced dipole-dipole interaction, which decays as
r−6.16 For the three-body potential, it is the Axilrod-Teller-Muto potential, which decays
as r−9.17,18 For the four-body potential, it is the Bade potential, which decays as r−12.19

The analytic dispersion interactions become unrealistic at short distances so we need to
rely on ab initio calculations for cases where the molecules are close together.

At short distances, the two-body interaction is repulsive, the three-body interaction
is net attractive, and the four-body interaction is repulsive. In fact, there seems to be a
pattern in the many-body interactions for para-H2, in which the sign of the interaction at
short distances changes based on the parity of the interaction order. In a study on the
many-body interactions in solid helium-4 by Tian et al.,20 it was found that the two-body,
four-body, and six-body interactions have net repulsive contributions, while the three-body
and five-body interactions have net attractive contributions. Considering the similarities
between solid helium-4 and solid para-H2, it seems likely that this alternating trend might
continue for the higher-order many-body interactions for para-H2.
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1.3 The time-independent Schrödinger equation

The electronic structure calculations and path-integral Monte Carlo simulations performed
in this work are both ways of solving the TISE

Ĥ |ϕ⟩ = E |ϕ⟩ (1.4)

where Ĥ be the Hamiltonian that describes the system of particles, |ϕ⟩ is an eigenstate, and
E is the energy of the eigenstate. However, before we discuss electronic structure theory or
path integrals, we should start with the Hamiltonian at a lower level of approximation. In
quantum chemistry, we are primarily concerned with the Hamiltonian describing a system
of interacting electrons and nuclei

Ĥ = K̂n + V̂n({RA}) + Ĥne({ri, RA}) (1.5)

where we have the kinetic energy of the nuclei

K̂n = −
∑
A

ℏ2

2MA

∇2
A , (1.6)

the Coulombic potential energy between the nuclei

V̂n({RA}) = 1
2

∑
A ̸=B

ZAZBe2

|RA −RB|
, (1.7)

and the electronic Hamiltonian, representing the kinetic energy of the electrons and the
Coulombic potential energy between the electrons and other electrons and nuclei

Ĥne({ri, RA}) = −
∑

i

ℏ2

2me

∇2
i + 1

2
∑
i ̸=j

e2

|ri − rj|
−

∑
i,A

ZAe2

|ri −RA|
. (1.8)

In the above equations, lowercase indices label the electrons, uppercase indices label the
nuclei, me is the electron mass, ri represents an electron’s position, MA is a nucleon mass,
RA represents a nucleon’s position, and ZA represents a nucleon’s atomic number.

The only systems described by Eq. (1.5) with an analytic solution are those with a
single nucleon and a single electron, also known as hydrogen-like atoms. We must resort
to approximations if we want to find solutions to systems that are any more complicated.
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1.4 Electronic structure theory

In our first set of approximations, we account for the electron degrees of freedom. In this
work, we make use of this theory when calculating both the three-body and four-body
interaction energies. We first briefly describe the theory behind the approximation, and
the key settings we use in the software that actually performs the calculations. Electronic
structure theory is an entire subfield of research in and of itself. We limit our discussion
to the general idea behind electronic structure calculations, a superficial overview of two
particularly important methods, and the importance of basis sets.

1.4.1 Born-Oppenheimer Approximation

The Born-Oppenheimer approximation (BOA) is one of the most important approxima-
tions in quantum chemistry.1 It allows us to separate the electron and nuclear degrees
of freedom in the molecular Hamiltonian Eq. (1.5). The mass of a nucleon is about 1837
times greater than that of an electron. Atomic nuclei thus move on much longer time
scales than electrons. An effective approximation is to assume that the nuclei are com-
pletely stationary, and solve the TISE assuming only the electrons are capable of motion.
As the nuclei move, we assume that the electrons move quickly enough so as to immediately
adapt to the positions of the nuclei. Using the BOA, Eq. (1.6) is neglected entirely, and
Eq. (1.7) becomes a constant. We are left with only the electronic Hamiltonian Eq. (1.8),
now parametrized by the atomic nuclei positions {RA}.

Suppose we solve Eq. (1.8) for the ground state electronic wave function X0({ri}; {RA})
and the ground state electronic energy E0({RA})

ĤneX0({ri}; {RA}) = E0({RA})X0({ri}; {RA}) . (1.9)

We can now express Eq. (1.5) as a function of only the atomic nuclei positions

Ĥ({RA}) ≈
1
2

∑
A ̸=B

ZAZBe2

|RA −RB|
+ E0({RA}) . (1.10)

In practice, we solve for the electronic energy in Eq. (1.9) using software such as
MRCC.21,22 For the input to these software packages, we provide the atomic positions
and atoms themselves, a “method” for calculating the energy, a “basis set” with which to
construct the wave function, and a variety of other settings such as convergence criteria.
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1.4.2 Electronic structure methods

A common method for solving Eq. (1.9) is the Hartree-Fock (HF) method.23 Among
the features that characterize the HF method, two stand out. First, the HF method
assumes that the wave function can be approximated by a single Slater determinant, which
drastically simplifies the calculation. Second, the HF method is a type of mean field theory.
Instead of accounting for all pairs of individual electron-electron Coulombic interactions,
each electron interacts with an effective interaction field produced by all the other electrons.
This approximation reduces the multi-electron problem into several one-electron problems.
The HF method has a time and space complexity of O(n4), where n is the number of basis
functions (discussed later) which is relatively cheap in the context of electronic structure
methods.

However, the HF method has many limitations. In general, molecular wave functions
cannot be approximated by a single Slater determinant, and this decision in the HF method
limits its possible solutions. Also, because it is a mean-field theory it neglects electron
correlations entirely, which prevents it from predicting certain important effects, such as the
dispersion interaction. The HF method typically only gives acceptable results in systems
where electron correlations are very weak. We can relax some of the assumptions made
in the HF method to come up with more powerful methods, known as post-Hartree-Fock
ab initio methods. One of these methods is the coupled cluster method, which introduces
electron correlations.24

To perform the coupled cluster method, we must first perform the HF method to find
the HF wave function |Ψ0⟩. We have an exponential operator exp

{
T̂

}
, which uses the total

cluster operator T̂ = T̂1 + T̂2 + T̂3 + ..., where T̂1 is the cluster operator for all one-electron
excitations, T̂2 is the cluster operator for all two-electron excitations, and so on. These
cluster operators are responsible for introducing electron correlations. The coupled cluster
wave function is expressed as

|Φ⟩ = exp
{
T̂

}
|Ψ0⟩ . (1.11)

To make the problem computationally tractable, we must truncate the total cluster oper-
ator to the first few operators. By solving the Schrödinger equation with Eq. (1.11), we
can find the ground state coupled cluster electronic energy.

One especially useful version of the coupled cluster method is the version with full
single and double excitations and perturbative triples excitations, referred to as CCSD(T).
In quantum chemistry, CCSD(T) is referred to as the “gold standard,” because it is one of
the most accurate methods that is still computationally feasible to use with relatively large
molecules. The perturbative treatment of the triple excitations introduces a systemic error
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that gives CCSD(T) a similar accuracy to coupled cluster methods of higher orders. The
hydrogen molecule pair PES created by Hinde in 2008,25 and the three-body and four-body
PESs presented in this thesis, all use the CCSD(T) method when calculating their energies.

1.4.3 Basis sets

In electronic structure methods, each electron orbital in a Slater determinant can be ex-
pressed as a linear combination of atomic orbitals. The set of atomic orbitals used for this
expansion is called the basis set.

The quantum chemistry literature contains many popular and standardized basis sets.
They are designed in a way to generally maximize the quality of energies for specific
systems while attempting to limit the computational expense. In particular, the augmented
correlation-consistent polarized valence basis sets of cardinality N , abbreviated as AVNZ,
are excellent for systems with weak dispersive energies.26,27 Using a larger basis set allows
us to recover higher quality energies from our electronic structure methods, but also requires
more computational effort. As the number of electrons in our system increases, we are
forced to use smaller basis sets to make sure our calculations remain tractable.

For reference, the hydrogen molecule pair PES created by Hinde in 2008 was created
using an AVQZ basis set,25 the three-body para-H2 PES presented in this work was created
using an AVTZ basis set, and the four-body para-H2 PES presented in this work was created
using an AVDZ basis set.

1.4.4 The Counterpoise correction

By performing the calculations for the many-body interaction energies in Eqs. (1.1), (1.2)
and (1.3), we introduce an error called the basis set superposition error (BSSE).

To explain the BSSE, we can take the calculation of the two-body interaction energy
Eq. (1.1) as an example. When calculating the energy E12, some of the basis functions
centred on the atoms of molecule 1 overlap with the basis functions centred on the atoms
of molecule 2, and vice versa. Thus it is as if molecule 1 has a slightly larger basis set
during the calculation of E12. Now suppose we calculate E1, with both molecule 2 and
the basis sets of molecule 2 absent. Compared to molecule 1 during the calculation of E12,
molecule 1 in the calculation of E1 has fewer basis set functions to work with. Thus the
pair energy E12, and the monomer energies E1 and E2, are calculated at different levels of
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quality. Taking their differences in Eq. (1.1) would introduce an additional error due to
this inconsistency, which we call the BSSE.

We decide to account for the BSSE using the Counterpoise method.28 In this method,
the calculations for the energies E12, E1 and E2 are all performed with the basis sets for
both molecules present. For example, when we calculate E1, we remove the nuclei and
electrons of molecule 2, but keep the basis sets of molecule 2 in the same locations we
would find them in for the calculation of E12. This strategy ensures that all calculations
are performed at the same level of quality.

1.5 Potential energy surfaces

Thus far, we have described how to use the BOA to separate the motions of the atomic
nuclei and the electrons, and how this allows us to find the energy of the system as a
function of the nuclear positions. However, working with a potential as a function of nuclear
positions is sometimes inconvenient, and we would like to make further simplifications.
The general idea behind the BOA, where we adiabatically separate slow and fast degrees
of freedom of a system, can be extended to other aspects of parahydrogen.

In 2008, Hinde published a full 6D PES for the para-H2 pair interaction.25 In 2014,
Faruk et al. used the Adiabatic Hindered Rotor (AHR) method29 to reduce Hinde’s 6D
PES to a 1D PES of just the pair distance between the centres of mass.16 In the AHR
method, we write the Hamiltonian in the space-fixed frame as

Ĥ2B = ĥ1 + ĥ2 + V̂6D(R, ρ1, ρ2, θ1, θ2, ϕ) (1.12)

where ĥ1 and ĥ2 are the monomer rovibrational Hamiltonians,30 V̂6D is Hinde’s 6D PES,
R is the pair distance between the centres of mass, ρ1 and ρ2 are the two bond lengths, θ1
and θ2 are the two space-fixed azimuthal angles, and ϕ is the dihedral angle. We show the
degrees of freedom for Hinde’s 6D PES in Fig. (1.2). In the AHR method, we consider the
pair distance R to be the slow coordinate, and the remaining five rovibrational coordinates
to be the fast coordinates. In a fashion similar to the BOA, we diagonalize over the five
fast coordinates. The resulting energy eigenvalues are a function of the pair distance R.
The Faruk-Schmidt-Hinde (FSH) potential is created by performing the AHR method and
selecting the smallest energy eigenvalue for a range of values of R.31 We should emphasize
that the diagonalization process uses not only the j = 0 rotational state, but also the j = 2
and j = 4 rotational states.
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In the three-body and four-body PESs for para-H2 we use a rigid rotor approxima-
tion, by fixing the bond length of each molecule to the rovibrational ground state value of
0.7668 Å.11 We remove the angular orientation degrees of freedom using Lebedev quadra-
tures.32,33 This is a technique used to approximate the integral of a function over a unit
sphere using a sum of that function evaluated at specific angular orientations. After ap-
plying the Lebedev quadrature, the three-body and four-body PESs for para-H2 become
isotropic, and are spherically averaged to the j = 0 rotational state.

Figure 1.2: A graphical depiction of the six degrees of freedom that parametrize the pair
potential between two hydrogen molecules.

The three-body and four-body PESs for para-H2 use less sophisticated means of reduc-
ing the degrees of freedom than those used for the FSH potential. One reason is that the
computational constraints increase with the number of particles, and it is too expensive
to perform the required ab initio calculations to create the full three-body and four-body
PESs to sufficient detail in the first place. Another reason is that, except at extremely
high densities, the molecules in solid para-H2 are already well modelled as spherically sym-
metric particles interacting through isotropic potentials. The anisotropic and vibrational
components are typically considered small corrections to the total interaction potential.
Also, the three-body and four-body PESs can be seen as corrections to the two-body PES.
Thus any contributions from the anisotropy or the bond vibrations in the three-body and
four-body PESs are themselves a correction to a correction, and we can more easily justify
neglecting them.

The two-body, three-body, and four-body PESs described in this thesis all treat the
para-H2 molecules as pointwise particles. Each of them is a function of only the pair
distances between the centres of mass of the para-H2 molecules. We can express these
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PESs, respectively, as

V2(r1, r2) = V2(r12) (1.13)
V3(r1, r2, r3) = V3(r12, r13, r23) (1.14)

V4(r1, r2, r3, r4) = V4(r12, r13, r14, r23, r24, r34) , (1.15)

where ri is the position of the centre of mass of the ith para-H2 molecule, and rij is the
distance between the centres of mass of the ith and jth para-H2 molecules.

The rotational and vibrational kinetic energies are accounted for in the monomer terms
for the hydrogen molecules during the AHR method. The only remaining kinetic energy
term is that of the translational motion of the centres of mass of the para-H2 molecules.
We can express the working Hamiltonian as

Ĥ0 = K̂ + V̂ ({r}) (1.16)

where K̂ is the operator for the translational kinetic energy, and V̂ ({r}) is the operator for
the interaction potential after the reduction of the degrees of freedom. Depending on the
context in this thesis, V̂ can be the two-body PES on its own, the sum of the two-body
and three-body PESs, or the sum of the two-body, three-body, and four-body PESs.

1.6 Path integral Monte Carlo

Even with the aforementioned simplifications, the remaining Hamiltonian is often still
too complicated to explicitly diagonalize. Certain computational methods allow us to
calculate the expectation value of operators without diagonalizing them. We use one of
these methods, called the path-integral Monte Carlo (PIMC) method in this work.34,35

For simplicity, we describe the PIMC method using the primitive Trotter decomposition.
However, there are other Trotter decompositions that lead to a lower systematic error.

We begin with the partition function Z, which can be recovered from the working
Hamiltonian Ĥ0 using

Z =
∫

dq ⟨q|e−βĤ0 |q⟩ (1.17)

where β is the thermodynamic beta, and for convenience of notation, we use q instead of
{r} to represent the positions of all particles in the system. We refer to the exponential
e−βĤ0 as the density matrix.

The intergral Eq. (1.17) would be much easier to represent if we could separate the
kinetic and potential components. Unfortunately, performing this separation introduces a
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systemic error. To demonstrate this, we can expand both e−βK̂ and e−βV̂ in a Taylor series
and calculate the product e−βK̂e−βV̂ .

e−βK̂e−βV̂ = 1− β(K̂ + V̂ ) + β2

2
(
K̂2 + 2K̂V̂ + V̂ 2

)
+O(β3) (1.18)

We then compare this with the expansion of e−βĤ0 in a Taylor series.

e−βĤ0 = 1− βĤ0 + β2

2 Ĥ2
0 +O(β3)

= 1− β(K̂ + V̂ ) + β2

2
(
K̂2 + K̂V̂ + V̂ K̂ + V̂ 2

)
+O(β3) (1.19)

The expansions of Eqs. (1.18) and (1.19) begin to differ in the terms proportional to β2.
Because the kinetic and potential components do not commute, we find that separating
the density matrix into factors of e−βK̂ and e−βV̂ introduces an error (called the Trotter
error) that scales with β2.

e−βĤ0 = e−βK̂e−βV̂ − β2

2
[
K̂, V̂

]
+O(β3) (1.20)

To work around this, we can perform Trotter factorization on the density matrix. Define
τ = β/P , where P is a positive integer. We can now express the partition function as

Z =
∫

dq ⟨q|
(
e−τĤ0

)P
|q⟩ . (1.21)

Separating the kinetic and potential components of each individual Trotterized density
matrix e−τĤ0 introduces a Trotter error that only scales with τ 2 = (β/P )2. By increasing
the value of P , we can systematically reduce the Trotter error, and in the limit P → ∞,
the factorization becomes exact.

Next, we insert P − 1 instances of the resolution of the identity into the integral, each
nested between two instances of the Trotterized density matrix. The partition function is
now

Z =
∫

dq1q2...qP ⟨q1|e−τĤ0|q2⟩ ⟨q2|e−τĤ0|q3⟩ ... ⟨qP |e−τĤ0|q1⟩ , (1.22)

where we relabel q as q1, and label the position coordinates for each resolution of the
identity from 2 to P . The position coordinates for the matrix elements in Eq. (1.22) form
a ring. There is a matrix element connecting q1 to q2, q2 to q3, and so on until we connect
qP back to q1. Acknowledging this periodicity and defining q1 = qP +1, we can simplify
Eq. (1.22) into

Z =
∫ P∏

i=1
dqi ⟨qi|e−τĤ0|qi+1⟩ . (1.23)
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Now we separate the kinetic and potential components of each matrix element.

⟨qi|e−τĤ0|qi+1⟩ = ⟨qi|e−τK̂e−τV̂ |qi+1⟩+O(τ 2) (1.24)

≈
∫

dq′ ⟨qi|e−τK̂ |q′⟩ ⟨q′|e−τV̂ |qi+1⟩ . (1.25)

The potential is diagonal in the position representation, allowing us to write

⟨q′|e−τV̂ |qi+1⟩ = e−τV (q′)δNd (q′ − qi+1) , (1.26)

where δNd(q) is the delta function for a system with a dimensionality of d that is composed
of N particles. To evaluate the kinetic component, we insert two instances of the resolu-
tion of the identity in the momentum representation into the matrix element, express the
kinetic energy operator in terms of the canonical momentum operator, and carry out the
evaluation.

⟨qi|e−τK̂ |q′⟩ =
∫

dp0dp1 ⟨qi|p0⟩ ⟨p0|e−τK̂ |p1⟩ ⟨p1|q′⟩ (1.27)

=
(

m

2πℏ2τ

)Nd/2
exp

[
− m

2ℏ2τ
(qi − q′)2

]
. (1.28)

The matrix element for the Trotterized density matrix can now be expressed as

⟨qi|e−τĤ0|qi+1⟩ ≈
(

m

2πℏτ

)Nd/2
exp

{
−τ

[
m

2

(qi+1 − qi

ℏτ

)2
+ V (qi)

]}
. (1.29)

Expressing the path qi as a list of positions of the N particles {r1,i, r2,i, ...rN,i}, we write

⟨qi|e−τĤ0 |qi+1⟩ ≈
(

m

2πℏτ

)Nd/2
exp

{
−τ

N∑
n=1

[
m

2

(rn,i+1 − rn,i

ℏτ

)2
+ V (rn,i)

]}
. (1.30)

Finally, we write our partition function as

Z ≈
(

m

2πℏτ

)Nd/2 ∫ P∏
i=1

dqi exp
{
−τ

N∑
n=1

[
m

2

(rn,i+1 − rn,i

ℏτ

)2
+ V (rn,i)

]}
. (1.31)

We can sample Eq. (1.31) using the PIMC method. The set of all positions in the
system S = {q1, q2, ..., qN} = {r1,1, ..., r1,P , r2,1, ..., rN,P} describes the state of the system
(alongside other quantities such as the temperature, the simulation box size, and the
number of particles, although these are typically fixed). Using a variety of Monte Carlo
moves, we can alter these positions to explore different possible states.
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Let EÂ(S(k)) be an unbiased estimator for the operator Â applied to the kth recorded
state of the simulation S(k). If we sample NK state snapshots from the simulation, we can
estimate the expectation value of the operator Â on this system as

〈
Â

〉
≈ 1

NK

NK∑
k=1
EÂ(S(k)) . (1.32)

For example, the estimator for the total two-body potential energy is given by

EV̂2
(S(k)) = 1

P

P∑
i=1

N−1∑
n=1

N∑
m=n+1

V2(|rn,i − rm,i|) . (1.33)

We can derive estimators for other quantities of interest, such as the kinetic energy, the
radial distribution function, the three-body potential energy, and so on. These estimators
are invaluable for analyzing the PIMC simulations performed in this work.

1.7 Machine learning

The traditional method of creating a PES involves first selecting an analytic functional form
with various parameters, and then modifying those parameters such that the PES best fits
the data. This analytic form is often physically motivated, and thus we can more easily
physically interpret the various parts of our PES. Even without a functional form, if the
relationship between the inputs and outputs is simple enough, we can create a PES using
simple fitting methods. For example, the FSH potential is a 1D pointwise pair interaction
potential. Once given the set of inputs (the pair distances) and the corresponding outputs
(the two-body interaction energies), we can trivially fit the potential using a 1D linear
interpolation.

However, when the input is multidimensional, or the relationship between the inputs
and outputs is too complicated, the traditional methods of creating a PES become too
difficult to carry out. Many-body interactions are necessarily multidimensional, and it is
far more challenging to find an analytic form or a simple computational method to fit them.
To our benefit, advances in machine learning have made it much easier to create higher
dimensional PESs for many-body interactions. For the present work, we use two machine
learning tools, the reproducing kernel Hilbert space (RKHS) method, and the multilayer
perceptron, to create our PESs.

The three-body PES is a function of only the three pair distances between the three
molecules. We convert the three side lengths into a system of curvilinear rescaled Jacobi
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coordinates, which are still simple enough to be easily interpretable. We then use a machine
learning method called the reproducing kernel Hilbert space method, through the RKHS
software toolkit by Unke et al., to map the Jacobi coordinates to the energies.36

The four-body PES is a function of the six relative pair distances between the four
molecules. It is much more difficult to find a suitable coordinate transformation. For
example, there are permutation issues associated with the six pair distances, and four
different ways to violate the triangle inequality rule. Due to these difficulties, we decide to
create the four-body PES using a multilayer perceptron.

1.7.1 Multilayer perceptrons

A multilayer perceptron (MLP) is a repeating sequence of inner products between matri-
ces, with non-linear activation functions between them to break the linearity of the inner
products. The MLP itself is referred to as the model, and the matrix elements of all the
matrices that compose it are called the weights of the model. An input is passed to the
model in the form of a column vector. We take the inner product of the input with the
weights of the first matrix, and then pass the result to an activation function to introduce
non-linearity, producing a new column vector. We then take the inner product of this new
column vector with the second matrix, and then pass the result to another activation func-
tion. This process of taking inner products and using activation functions is repeated until
we reach the final layer of the model. The value returned by the model is the “predicted
output.”

Suppose we have a training set, composed of inputs and their corresponding “true
outputs.” In the current context, the inputs are ordered sets of pair distances, and the
corresponding outputs are the interaction energies. At first, the weights of the model are
randomized, and thus if we were to pass any of the inputs into the model, the output would
be completely random. At a superficial level, the process of creating the PES is really the
process of modifying the weights of the multilayer perceptron in such a way that the model
maps the inputs to their corresponding true outputs.

The process of modifying the model’s weights is an optimization problem. Suppose we
pass the inputs from our training set into the MLP and recover the predicted outputs. We
then use a function called the loss function to measure how similar the predicted outputs
are to the corresponding true outputs. Using the chain rule, we can calculate the gradient
of the loss function with respect to the model’s outputs, as well as all the weights in the
model. We can then use one of several optimization algorithms, such as gradient descent
to adjust the weights of the model. After each adjustment, the predicted outputs should
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better match the corresponding true outputs. This process of modifying the weights is
repeated until the difference between the predicted and true outputs becomes sufficiently
small, at which point we have created our PES.

The above description of an MLP and how to train it is purposely oversimplified for
brevity. For example, it is not only enough that the inputs in our training data set map to
their corresponding outputs, but also that future unseen inputs map properly to their own
corresponding outputs. Thus in addition to the training data set, there are also testing
and validation data sets. The process of optimization and modifying the weights is also
fairly complicated. We often use algorithms that are more advanced than gradient descent,
such as Adam or stochastic gradient descent. There are also concerns such as overfitting
and underfitting that we need to account for.

1.7.2 Benefits and drawbacks of a multilayer perceptron PES

Using an MLP to fit the training data makes the creation of the PES much more straight-
forward. We provide the model and the training data, and the training process produces
a set of weights in the form of matrix elements capable of mapping the inputs to their
corresponding outputs. The responsibility of learning the relationship between the inputs
and outputs is taken over by the training process.

Compared to an analytic function, an MLP is more like a black box. The details of the
MLP, such as the number of hidden layers or their sizes, are rarely physically motivated,
and many different MLPs can produce very similar mappings. In addition, the resulting
weights are often not unique. Repeating the training process with different initial random
weights may result in creating a completely different set of trained weights which happen
to map the inputs to the outputs. This makes a trained MLP more difficult to interpret.

1.8 Energy Unit Conversions

In this work, we show quantities of energy in both units of Kelvin (K) and reciprocal
centimetres (cm−1). The latter units are also called wavenumbers. Despite not being SI
units, they are commonly used as units of energy in fields related to spectroscopy and low
temperature physics.

The wavenumber (the quantity, not the unit) k of a photon in a vacuum is directly
proportional to the photon’s frequency ν = ck/2π and the photon’s energy E = ℏck, where
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c is the speed of light. This makes the wavenumber a useful quantity when working with
photon energies. The wavenumber (the quantity) is expressed in dimensions of reciprocal
length, and the most common unit is the reciprocal centimetre, also called a wavenumber.
The choice of the reciprocal centimetre as opposed to the reciprocal of another unit of
length, or even the standard SI unit of energy, is likely due to conveniences of scale.
When we express the gaps between energy levels in molecules in units of wavenumbers, the
numbers are typically neither extremely small nor extremely large. These same energy gaps
expressed in units of joules are often on the order of 10−24 J to 10−18 J. These properties
make the wavenumber convenient to use as a unit of energy for spectroscopists.

Expressing energies in units of Kelvin is convenient when discussing the occupancy
of states in a canonical ensemble, because the ability for a system to occupy states of
different energy levels depends on the temperature. For example, suppose we have a two-
state system at room temperature whose excited state has an energy of 4.0× 10−20 J. The
extent to which this state is occupied is not immediately obvious to most readers. This
same energy can be expressed as roughly 2897 K, which makes it clear that this state is
rarely occupied at room temperature.

The conversions between SI units of energy and both wavenumbers and Kelvin are
straightforward. To convert an energy in units of Kelvin to units of joules, multiply it
by the Boltzmann constant kB = 1.380649 × 10−23 J/K. To convert an energy in units of
wavenumbers to units of joules, multiply it by ℏc ≈ 1.98630× 10−23 J/ cm−1.

1.9 Overview of the thesis

The remainder of this thesis is organized as follows: In Chapter 2, we perform PIMC
simulations of solid para-H2 using the FSH pair potential to find the equation of state
and the first vibrational matrix shift of the solid. In Chapter 3, we create an isotropic ab
initio three-body PES for para-H2, fit using the RKHS method. In Chapter 4, we again
perform PIMC simulations of solid para-H2, using both the FSH pair potential and the
aforementioned three-body PES, to find the equation of state of the solid. In Chapter 5, we
create an isotropic ab initio four-body PES for para-H2, fit using a multilayer perceptron.
Finally, in Chapter 6, we summarize what we have done throughout the thesis and describe
avenues for future work.
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Chapter 2

Equation of state and first principles
prediction of the vibrational matrix
shift of solid parahydrogen

This chapter is reproduced from Alexander Ibrahim, Lecheng Wang, Tom Halverson,
Robert James LeRoy, and Pierre-Nicholas Roy, “Equation of state and first principles pre-
diction of the vibrational matrix shift of solid parahydrogen,” Journal of Chemical Physics
151, 244501 (2019), with the permission of AIP Publishing.37

2.1 Introduction

For the past several decades, the properties of solid parahydrogen (para-H2) have been
studied extensively. Its weak intermolecular interactions and low mass make para-H2 crys-
tals very “soft” and give them many interesting quantum properties.7,9 Solid para-H2 is
one of the simplest examples of a quantum crystal.2–5,38–43 Also, as a spinless boson, para-
H2 has proven itself to be a viable candidate for superfluidity, both spectroscopically and
theoretically.44–53 For example, computer simulations have shown that “glassy” para-H2
posesses superfluid properties.54 Experimentally, solid para-H2 is an excellent accommo-
dating host for impurity spectroscopy, owing to its relatively large lattice constant and the
spherical symmetry of its J = 0 rotational level.55–58

A large amount of research has been dedicated to characterizing the thermodynamics
of para-H2. For example, relative to its value in the gas phase, the frequency shift of the
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Raman Q1(0) transition at T = 4.2 K was measured by Oka et al. to be −11.43 cm−1

in solid para-H2.40 This is more than twice the vibrational frequency shift observed in
large para-H2 clusters.16,40,59 To date, no theoretical studies have been able to address this
discrepancy. Another quantity attracting wide interest is the isotherm curve of para-H2,
particularly at T = 4.2 K.60–63 Silvera’s review covers the subject far beyond the scope
of the discussion here.9 The zero pressure molar volume and high compressibility of solid
para-H2 at 4.2 K both make a strong case that it is a quantum solid at that temperature.9
Further support for this idea comes from Schuch et al., who have shown that solid para-H2
has a hexagonal close-packing (hcp) structure in its equilibrium state.64

Several computational studies have attempted to provide insights to the experiments
outlined above. In 1996, Cheng and Whaley performed Diffusion Monte Carlo (DMC)
calculations on solid para-H2 at equilibrium density65 using both the Buck and Silvera-
Goldman (SG) empirical two-body pair potentials.62,66 The SG term includes a repulsive
three-body correction term, while the Buck potential does not. In 2006, Operetto and Ped-
eriva performed a similar DMC simulation over a wider density range. They predicted the
equation of state (EOS) of solid para-H2 and confirmed that its preferred crystal structure
is hcp, matching the experimental consensus.42 Using path-integral Monte Carlo (PIMC)
calculations, Osychenko et al. investigated the onset of superfluidity of glassy para-H2.54

Their research highlighted the sensitivity of computational results to the choice of poten-
tial energy surface (PES), and emphasized the need for more accurate PESs for para-H2
that better account for subtle quantum effects. For example, understanding the influence
of finite size effects is paramount to accurately reproducing high-resolution spectroscopic
measurements.

Recently, by solving a rovibrational Hamiltonian for para-H2 monomers based on the
6D Hinde H2–H2 dimer PES,25 Schmidt et al. reported first-principles adiabatic hindered
rotor (AHR) reduced-dimension potentials for para-H2–para-H2 and ortho-D2–ortho-D2,
for both the internal vibrational ground and excited states.31 These potentials were able
to reproduce the experimentally observed infrared vibrational shifts for clusters of various
sizes.16 The work presented in this paper uses these para-H2–para-H2 PES’s, which we refer
to as the Faruk-Schmidt-Hinde (FSH) potential. We should note that, because information
about the ro-vibrational states of the para-H2 monomers has been averaged out of the
aforementioned empirical Buck and SG potentials, they cannot predict vibrational band
shifts.

Also presented in this paper are results from a PIMC program created to simulate a
solid para-H2 crystal using both face-centred cubic (fcc) and hcp structures.67 For the
EOS at T = 4.2 K, to help eliminate the systematic errors inherent to PIMC simulations,
the number of time slices in the simulation and the number of para-H2 molecules inside
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the periodic boundary cell were extrapolated to infinity. Using this EOS we computed
the pressure as a function of density and the compressibility as a function of pressure.
We also computed the infrared vibrational frequency shift as a function of density. This
was made possible due to the aforementioned work of Schmidt et al., whose PES includes
intramolecular stretching. To investigate the temperature dependence of the EOS and
vibrational matrix shift, we also perform several simulations using a finite number of time
slices and particles at several different isotherms.

The remainder of this paper is organized as follows: In Sec. 2.2 we describe our the-
oretical formalism of the solid para-H2 system and the PIMC methodology. In Sec. 2.3
we provide an overview of our numerical approach to the elimination of systematic errors
in our PIMC simulations. We present and discuss the results in Sec. 2.4, and end with
concluding remarks in Sec. 2.5.

2.2 Theory

2.2.1 Hamiltonian, pairwise approximation, and symmetry

A lot of effort has gone into studying the quantum nature of solid para-H2. However,
because the bulk effects of solid para-H2 only appear for large numbers of particles, exact
calculations of these properties are intractable. We can make calculations more manageable
by using a series of adiabatic approximations in a Born-Oppenheimer-like (BOL) manner,
similar to common methods used in electronic structure. Coupled with a pairwise approx-
imation, this simple methodology allows us to compute many thermodynamic properties
while still using a first-principles PES.

The Hamiltonian for a system of N interacting para-H2 molecules can be expressed as

Ĥ(x1, p1, ..., xN , pN) = 1
2µ

N∑
i=1

p2
i + U(x1, ..., xN), (2.1)

where µ is the mass of each para-H2 molecule, and pi and xi are the momentum and
position of the ith molecule, respectively. Here, we use a pairwise additive potential U
as an approximation to the full, many body potential. Originally derived by Faruk et
al.,16 this pairwise potential is computed by treating the para-H2–para-H2 separation as
the “slow” coordinate in the BOL framework. The resulting Hamiltonian is

ĥ(R12) = ĥ1 + ĥ2 + V 6D(r1, r2, θ1, θ2, ϕ; R12), (2.2)
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where V 6D is the para-H2–para-H2 rotor interaction potential produced by Hinde, and ĥ1
and ĥ2 are the rovibrational Hamiltonians for the individual para-H2 molecules, respec-
tively.25 We then solve Eq. (2.2) at a series of intermolecular spacings R12 = |x1 − x2| for
the ground state eigenvalues, which in turn constitute the given pairwise potential. To
compute the eigenvalues we expand Eq. (2.2) in a product basis of the molecular eigen-
functions. This yields a basis set of the form

|I⟩ =
2⊗

i=1
|limiνi⟩ = |l1m1ν1l2m2ν2⟩ , (2.3)

where I = {l1, m1, ν1, l2, m2, ν2} is the composite index.
In general, because the individual para-H2 molecules are indistinguishable, the (para-

H2)N system must exhibit exchange symmetry. We know that the Raman modes have
A1 character - i.e. we are only interested in the eigenstates from the totally symmetric
irreducible representation. However, because we are using a BOL approximation to sepa-
rate the centre-of-mass motion from the internal rotation, we cannot explicitly apply the
exchange symmetry to our basis. The full exchange operation permutes all coordinate
indices, including R12 → R21, and because R12 is a parameter of Eq. (2.2), it is unaffected
by the permutation operator, i.e. P̂12 |l1m1ν1l2m2ν2⟩ = |l2m2ν2l1m1ν1⟩. This presents a
problem because our criterion for the BOL separation is simply energetic ordering, and we
cannot guarantee the character of the ground state. To ensure that all the chosen states in
the final pairwise potential have the proper A1 symmetry, we define a projection operator
for the totally symmetric irreducible representation,

∆+ = 1
2

(
Î + P̂12

)
, (2.4)

and apply it to Eq. (2.2),
ĥ+(R12) = ∆T

+ĥ∆+, (2.5)
where ∆T

+ is the transpose of ∆+. At first glance, this procedure turns out to be equivalent
to starting with a symmetrized basis. However, this is only the case for the pair, since the
only parametric exchange term is R12, which is equivalent to R21. In general, this does not
hold for an arbitrary Rij, but such an issue is beyond the scope of this paper.

Another quantity of interest is the “vibrational matrix shift”, the change in the ground
state energy of the system after the introduction of an internal quantum of vibration. Ex-
periments show that the energy spacing of this vibrational excitation is very large compared
to the internal rotational energy level spacing,68–70 and thus the problem can be treated
adiabatically. By taking the total vibrational quantum to be the sum of the individual
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quanta, νt = ν1 + ν2, we can create two surfaces by restricting νt = 0 or νt = 1. We then
compute the ground state energy of Eq. (2.2) as a function of the pairwise distance, under
the two vibrational restrictions,

⟨I|ĥ(Rij)|J⟩ → Eνt
0 (Rij)→ V νt(Rij). (2.6)

We define V 1(r) to be the potential energy function of a para-H2 dimer where one molecule
is in the ν = 1 state and the other is in the ν = 0 state, and V 0(r) to be its counterpart
where both para-H2 molecule are in the ν = 0 state.16

We can now express the many particle potential as a sum of the aforementioned pair
potentials. For νt = 0, this potential is

U0(x1, ..., xN) =
∑
i<j

V 0(|xi − xj|). (2.7)

The expression for the excited potential surface is more complicated. Our formalism only
allows the placement of the vibrational quantum at a specific site, and to account for this
limitation is a non-trivial combinatorics problem. Let NU1

n be the excited potential energy
for a system of N particles, where the vibrational excitation is located on particle n. For
N = 2 the solution is trivial - we simply recover the excited pairwise curve

2U1
1 (x1, x2) = 2U1

2 (x1, x2) = V 1(R12). (2.8)

For N = 3, there are three possible locations for the excitation,
3U1

1 (x1, x2, x3) = V 1(R12) + V 1(R13) + V 0(R23)
3U1

2 (x1, x2, x3) = V 1(R12) + V 0(R13) + V 1(R23)
3U1

3 (x1, x2, x3) = V 0(R12) + V 1(R13) + V 1(R23). (2.9)

Notice that the symmetric combination of the three expressions above, 3U1 = 1
3(3U1

1 +
3U1

2 + 3U1
3 ), has repeated terms that need to be dealt with. For a general N , the excited

pairwise potential can be expressed as
NU1(x1, ..., xN) = c0 ∑

i<j

V 0(Rij) + c1 ∑
i<j

V 1(Rij), (2.10)

where c0 and c1 are the fraction of terms in the ground and excited state sums respectively,
and c0 +c1 = 1. We see by examining Eq. (2.9) that for N = 3, the symmetric combination
yields doubles of each excited term. This is also true for N ≥ 4, because the term V 1(Rij)
appears in both NU1

i and NU1
j . Thus we conclude that c1 = 2/N , and by extension,
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c0 = (N−2)/N . The final expressions for the ground state and excited state Hamiltonians
for a (para-H2)N cluster can be written, respectively, as

Ĥ0(x1, p1, ..., xN , pN) = 1
2µ

N∑
i=1

p2
i +

∑
i<j

V 0(Rij), (2.11)

and

Ĥ1(x1, p1, ..., xN , pN) = 1
2µ

N∑
i=1

p2
i + N − 2

N

∑
i<j

V 0(Rij) + 2
N

∑
i<j

V 1(Rij). (2.12)

2.2.2 Path Integral Monte Carlo method

Given a temperature β = 1/kBT and the density operator e−βĤ , the canonical average of
a quantum mechanical operator Ô is expressed using the PIMC method as

〈
Ô

〉
β

= 1
Z

Tr
{
Ôe−βĤ

}
= 1

Z

∫
dqdq′ ⟨q|Ô|q′⟩ ⟨q′|e−βĤ |q⟩ , (2.13)

where Z = Tr{e−βĤ} is the partition function. The translational coordinates of the para-
H2 molecules are denoted collectively as q = (r0, {ri>0}). A modified version of the finite
temperature MoRiBS-PIMC code developed by T. Zeng et al.71 was used to compute
the density matrix and obtain the expectation value of the operator Ô. The integral is
discretized in imaginary time,

⟨q′|e−βĤ |q⟩ =
∫ P∏

i=2
dqi ×

P∏
i=1
⟨qi|e−τĤ |qi+1⟩ , (2.14)

where τ = β/P is the imaginary time step34 and the individual time steps are labeled by
i = 1 to P . In addition, the boundary conditions q1 = q′ and qP +1 = q are applied to
Eq. (2.14). Bose exchange is practically absent in the density ranges explored and is not
included in the simulations - its inclusion barely changes the calculated quantities while
increasing the amount of computation time by roughly 40 %.

The vibrational transition frequency of the chromophore molecule changes when em-
bedded in the para-H2 solid. Define ∆Eembed and ∆Efree to be the transition frequencies
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of an embedded and free molecule, respectively. The shift of the vibrational band origin
of the dopant in the para-H2 solid relative to that of the free chromophore molecule is

∆ν = ∆Eembed −∆Efree. (2.15)

We can also evaluate Eq. (2.15) as the difference between Eνt=1
matrix, the total energy of a

para-H2 lattice in which one para-H2 molecule is in its ν = 1 state while all the others are
in the ν = 0 state, and Eνt=0

matrix, the total energy in which all para-H2 molecules are in the
ν = 0 state,

∆ν = Eνt=1
matrix − Eνt=0

matrix. (2.16)
In other words, in the pure para-H2 solid, the chromophore molecule is para-H2 itself. Just
as in pure para-H2 clusters,16 the “chromophore” para-H2 molecule in the solid cannot be
singled out from the other para-H2 molecules in realistic simulations, and the excitation
νt = 1 can diffuse by exchange.

The Hamiltonian of solid para-H2 in the excited state νt = 1 can be approximated16 as

Ĥ1 = Ĥ0 + ∆V̂ , (2.17)

where ∆V̂ = V̂ 1 − V̂ 0 is the difference between the total potential energy of solid para-
H2 in the νt = 1 state (where a single para-H2 molecule is in the ν = 1 state) and the
νt = 0 state (where all molecules are in the ν = 0 state). Using first-order perturbation
theory,16,72,73 we can write the vibrational frequency shift as

∆ν =
〈
∆V̂

〉
. (2.18)

We determine this quantity using the radial distribution function g(r) of the para-H2
molecules in the solid. However, it is easier to directly retrieve from the PIMC simula-
tion the weight distribution function h(r), where h(r) dr = 4πr2ρ g(r) dr, which is then
normalized such that

∫
dr h(r) = 1. We can evaluate the vibrational frequency shift in a

simulation of N para-H2 molecules as

∆ν = 4πρ(N − 1)
∫

dr r2g(r)∆V (r),

= (N − 1)
∫

dr h(r)∆V (r), (2.19)

where ∆V (r) = V 1(r)− V 0(r).
The use of periodic boundary conditions allows us to simulate para-H2 crystals of various

densities for both the fcc and hcp structures. Each simulation is performed by constructing
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a system of D1×D2×D3 elementary cells for a given lattice type. The integers D1, D2, and
D3 are chosen such that the ratio of the three sides of the system to each other is as close
as possible to unity for cells of manageable sizes. Cells of size 5×3×3, 7×4×4, 8×5×5,
and 10× 6× 6 were constructred for the hcp structre, and cells of size 4× 4× 4, 5× 5× 5,
6 × 6 × 6, and 7 × 7 × 7 were used for the fcc structure. Each elementary cell contains 4
para-H2 molecules, for both the hcp and fcc structures. The energy and vibrational band
shift measurements from these systems of different finite sizes are then extrapolated to
obtain their counterparts for a system of infinite size. This extrapolation is discussed in
detail in Secs. 2.3.1 and 2.3.2.

2.3 Numerics

2.3.1 Extrapolating to an infinite number of time steps

The use of finitely many time slices in calculations is the primary source of systematic errors
in any PIMC simulation. To compensate for this error, the calculation can be repeated
several times for different numbers of time slices. We can then use the expression〈

Ô
〉

N,τ
=

〈
Ô

〉
N,0

+ B2 τ 2 + B4 τ 4 (2.20)

to extrapolate the PIMC data to the limit τ → 0.74 Here, ⟨Ô⟩N,τ can be either the energy
E or the band origin shift ∆ν for a system of N para-H2 molecules simulated with the time
step size τ . The parameters ⟨Ô⟩N,0, B2 and B4 are determined by applying Eq. (2.20) to
several (⟨Ô⟩N,τ , τ) pairs, and ⟨Ô⟩N,0 is the extrapolated value. Most previously reported
simulations of doped rare gas clusters73,75 started with extensive coverage tests to choose
a value of τ that is “small enough” such that ⟨Ô⟩N,τ no longer changes appreciably by
decreasing τ . The working calculations were then performed using only the chosen τ . To
see why the extrapolation τ → 0 is important, we show the energy per particle ϵ for an hcp
crystal of N = 180 para-H2 molecules for different numbers of time slices in Fig. (2.1). One
calculation of interest is to determine the equilibrium density of solid para-H2, and we see
in Fig. (2.1) that the equilibrium density of the EOS curve changes with τ . In Fig. (2.2)
the energy per particle is plotted as a function of the imaginary time step for two densities,
and fit using Eq. (2.20). For both examples, the extrapolated value is roughly 0.5 cm−1

greater than the value found using P = 192 time slices. We will see in Sec. 2.4.2 that this
correction is an order of magnitude greater than the difference between the ground state
energy per particle of the hcp and fcc crystals. It is therefore necessary to extrapolate τ
to the limit τ → 0 rather than to rely on a “small enough τ” approximation.
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Most observed and predicted equations of state were obtained at T = 4.2 K,,9,60–63 and
this is the temperature used for most of our simulations. We perform simulations with the
numbers of time slices P = {64, 80, 96, 128, 160, 192}, and then use Eq. (2.20) to extrapolate
the energy and band origin shift measurements to τ → 0. To study the temperature
dependence of the EOS and vibrational matrix shift, an hcp periodic cell of N = 448
para-H2 molecules is simulated at temperatures T = {2.10 K, 4.20 K, 5.04 K, 6.30 K}, with
the number of time slices adjusted such that τ is the same for each simulation.
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Figure 2.1: Energy per particle ϵ as a function of density ρ obtained for numbers of time
steps P = 192 (top), P = 96 (centre), and P = 80 (bottom) in the PIMC simulation,
where τ = β/P . Each simulation was performed using N = 180 para-H2 molecules. The
density for which the EOS is at its minimum changes with P .
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Figure 2.2: Energy per particle ϵ as a function of imaginary time step size τ of an hcp
crystal with N = 1440 para-H2 molecules and a density of ρ = 0.0255 Å−3 (blue squares)
and ρ = 0.0245 Å−3 (red circles). The value of ϵ at τ = 0 is found using Eq. (2.20).

2.3.2 Extrapolating to an infinite number of particles

The use of a finite number of para-H2 molecules introduces an additional source of sys-
tematic error to the periodic boundary condition methodology, called the finite size ef-
fect.76,77 To account for this error we calculate physical observables for systems of different
sizes and extrapolate these measurements to N →∞.

In Fig. (2.3) we see that, after having performed the imaginary time extrapolation
τ → ∞, both the the energy per particle ϵ = E/N and the band origin shift ∆ν are
linear functions of 1/N . To explain why, consider a periodic cell with an edge length of
2L. Due it its finite size, there are additional para-H2 molecules located beyond a shell
of radius r > L, where r is the distance between the centre of the periodic cell and the
surface of the shell. At long ranges, the function V 0(r) is dominated by the leading term
of the dispersion interaction, which is proportional to r−6.29 Also, the weight distribution
function h(r) is determined by the density of para-H2 on the surface area of the shell, so
we can write h(r) ∼ r2. As given by the tail correction,78 the contribution to ϵ from the
additional para-H2 molecules beyond the shell is

∆ϵ = 2πρ
∫

dr h(r)V 0(r) ∼
∫ ∞

L
dr r2 1

r6 ∼
1

L3 . (2.21)
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Because the density is uniform, the volume of the periodic cell is proportional to the num-
ber of para-H2 molecules within, and we can write ∆ϵ ∼ L−3 ∼ N−1. A similar calculation
shows that the contribution from the additional para-H2 molecules to the vibrational matrix
shift is also inversely proportional to N . Thus to account for the finite size effect, simula-
tions are performed for different numbers of particles and the PIMC data is extrapolated
to the limit N →∞ using 〈

Ô
〉

N,0
=

〈
Ô

〉
∞,0

+ C

N
. (2.22)

In Eq. (2.22), ⟨Ô⟩N,0 is the observable calculated using a system of N para-H2 molecules
with the extrapolation in Eq. (2.20) already applied, ⟨Ô⟩∞,0 is its counterpart with the
extrapolation N → ∞ applied, and C is a constant. The values of ϵ and ∆ν obtained
with Eq. (2.22) are lower because more para-H2–para-H2 interaction pairs are included in
a region where the potential is attractive.
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Figure 2.3: The energy per particle (ϵ, top) and vibrational frequency shift (∆ν, bottom)
at τ = 0 as a function of the number of para-H2 molecules N , for an hcp crystal at density
of ρ = 0.0255 Å−3. Using Eq. (2.21), we find both these quantities for an infinite lattice of
para-H2 molecules.

We see from Eq. (2.21) that the scaling of ϵ and ∆ν with N is determined by the leading
term of the long-range interaction - if the leading term is proportional to r−m, then ϵ and
∆ν change linearly with N1−m/3.
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2.4 Results and Discussion

2.4.1 The global EOS

To fit the calculated values of the energy per particle we use a Murnaghan-type curve79

ϵ(ρ) = a + bρ + cργ, (2.23)

where ϵ is the energy per particle, ρ is the density, and (a, b, c, γ) are the fit parameters.
The EOS for an hcp crystal, after having performed the τ → 0 and N →∞ extrapolations,
is presented in Fig. (2.4) on the density interval 0.02 Å−3

< ρ < 0.04 Å−3. Alongside it we
also include several previously reported EOS curves.42 We can see from Fig. (2.4) that the
resulting curve fits the measured data satisfyingly.
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Figure 2.4: The EOS curves for an hcp lattice of para-H2 molecules using the FSH potential
at T = 4.2 K (solid blue, circles), the Buck potential at T = 0 K (green, dotted), and the
SG potential at T = 0 K (red, dashed). The FSH potential provides the lowest equilibrium
density of the three.

On this density interval, the EOS’s for fcc and hcp crystals are nearly indistinguishable,
and so the former is omitted.42 The fit parameters a, b, c, and γ are provided for the curves
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in Fig. (2.4) in Table 2.1. From this fit we can determine the equilibrium density ρ0, the
distance between two nearest neighbours R0, and the equilibrium energy per particle ϵ0,
which we summarize in Table 2.2. The nature of these EOS curves is closely related to the
position and depth of their corresponding potential energy curves, shown in Fig. (2.5). For
example, we can see in Fig. (2.4) that the equilibrium density of the EOS curve of the FSH
potential is lower than those of the SG and Buck potentials. This is because its minimum is
deeper and lies at a greater distance that those of the other potentials. The FSH potential
also has the greatest repulsive wall of the three, which is why, at high densities, its EOS
curve is greater than those of the SG and Buck potentials. In the same fashion, the Buck
potential has the lowest repulsive wall, which is consistent with the observation that its
EOS lies below the others at high densities.
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Figure 2.5: The para-H2–para-H2 potential energy curves for the FSH potential (blue,
solid), the Buck potential (green, dotted) and the SG potential (red, dashed). The FSH
potential has the greatest repulsive wall when R < 3.2 Å, and so it predicts a lower
equilibrium density than the other two potentials.

We should also note that our simulations were performed at T = 4.2 K with the results
extrapolated to N → ∞. The DMC simulations for the Buck and SG potentials were
performed at absolute zero and for a system of N = 108 para-H2 molecules with a tail
correction applied.42
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Table 2.1: Coefficients a, b, c, and γ obtained by fitting Eq. (2.23) to the (ρ, ϵ) pairs
obtained from our PIMC simulation and from Ref. [42]. The density ρ is given in Å−3, and
the energy per particle ϵ is given in cm−1. Note that our results corrected for the finite
size effect using Eq. (2.22) while in Ref. [42] the tail correction was performed.

a b c γ

FSH(fcc, T = 4.2 K) 28.1712 −4791.96 6.32311× 107 3.96
FSH(hcp, T = 4.2 K) 27.5055 −4762.14 6.29562× 107 3.96
Buck(hcp, T = 0 K) 36.4411 −5380.89 1.49110× 107 3.52809
SG(hcp, T = 0 K) 33.4464 −5058.51 1.38902× 107 3.51769

Table 2.2: The equilibrium density ρ0 (in Å−3), the distance between nearest neighbours
R0 (in Å), and the equilibrium energy per particle ϵ0 (in cm−1), of fcc and hcp para-
H2 crystals, obtained in our PIMC simulations and from Ref. [42]. Also included are
experimental results from Refs. [9] and [42]. Note that our results corrected for the finite
size effect using Eq. (2.22) while in Ref. [42] the tail correction was performed.

fcc hcp
ρ0 R0 ϵ0 ρ0 R0 ϵ0

FSH(T = 4.2 K) 0.02547 3.815 −63.062 0.02546 3.816 −63.102
Buck(T = 0 K) 0.02647 3.766 −64.99 0.02640 3.770 −65.36
SG(T = 0 K) 0.02606 3.786 −60.82 0.02613 3.783 −61.18
exp(T = 0 K) - - - 0.026009 3.789 −62.542

2.4.2 EOS near equilibrium density

The EOS curves of solid para-H2 in both its fcc and hcp forms near the equilibrium density
are shown in Fig. (2.6). All the (ρ, ϵ) points here were obtained by extrapolating both τ
and N . We can see that the values of ϵ for the hcp crystal are always lower than those of
the fcc crystal by about 0.04 cm−1, making the hcp crystal the more stable of the two. This
result agrees with experiments indicating that the hcp lattice is the preferred structure of
a para-H2 crystal around T = 4.2 K.9,64

To study the temperature dependence of the EOS, we simulate the 7×4×4 hcp lattice at
temperatures T = {2.10 K, 4.20 K, 5.04 K, 6.30 K}, with the number of time slices adjusted
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such that τ ≈ 0.00248 K−1 for each simulation. In other words, no N or τ extrapolation
was performed for these simulations.
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Figure 2.6: The EOS of solid para-H2 near the equilibrium density for the hcp crystal
(blue circles) and the fcc crystal (orange squares) after performing the imaginary time step
extrapolation τ → 0 and the system size extrapolation N →∞. The hcp lattice structure
is the more stable of the two.

Table 2.3: The equilibrium density ρ0 (in Å−3), the distance between nearest neighbors
R0 (in Å), and the equilibrium energy per particle ϵ0 (in cm−1), of hcp para-H2 crystals at
different temperatures. All simulations here are performed using the FSH potential, with
τ ≈ 0.00254 K−1 and N = 448 para-H2 molecules. The values are obtained using the fit
Eq. (2.23), while fixing γ = 3.96.

ρ0 R0 ϵ0

T = 2.10 K 0.02589 3.794 −64.513
T = 4.20 K 0.02590 3.794 −64.506
T = 5.04 K 0.02590 3.794 −64.496
T = 6.30 K 0.02592 3.792 −64.468

The results in Table 2.3 and Fig. (2.7) indicate that as the temperature decreases,
the EOS isotherm becomes deeper and the value of ϵ0 decreases. However, the changes
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in the EOS isothem become less substational at lower temperatures. For example, the
change in the EOS curve from T = 4.20 K to T = 2.10 K is much smaller than the
change from T = 6.30 K to T = 5.04 K, despite being a larger decrease in temperature.
These observations agree with the general temperature invariance of the EOS curve of solid
para-H2 below T = 4.2 K, mentioned in Ref. [9].
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Figure 2.7: The EOS for a para-H2 hcp crystal at temperatures of T = 2.10 K (blue
squares), T = 4.20 K (orange circles), T = 5.04 K (green triangles), and T = 6.30 K (red
diamonds), with N = 448 and P adjusted such that in each simulation, τ ≈ 0.00248 K−1.
The energy per particle at equilibrium decreases with temperature, but the equilibrium
density itself remains unchanged.

2.4.3 Pressure as a function of density

The pressure as a function of density can be calculated from the EOS using42

P = ρ2 ∂ϵ

∂ρ

∣∣∣∣
T
. (2.24)
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In Fig. (2.8) we see the computed pressure curves on the density interval 0.02 Å−3
< ρ <

0.04 Å−3 for the FSH, Buck, and SG potentials42 and experimental data.9,63 The inset
in Fig. (2.8) presents this data near the equilibrium density. The difference between the
pressure curves for the hcp and fcc crystals is negligible on both density ranges, so only
the results for the former are plotted. This is expected from Table 2.1, which shows that
the values of b, c and γ for the hcp and fcc fits using Eq. (2.23) are nearly the same.
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Figure 2.8: The pressure for an hcp crystal of para-H2 molecules as a function of density.
Plotted are the FSH potential at T = 4.2 K extrapolated to N →∞, (solid blue line with
circles), the Buck potential at T = 0 K (dotted green line), the SG potential at T = 0 K
(dashed red line) and the experimental results at T = 4.2 K (solid black line with squares).
Also included within the inset is the FSH potential at T = 4.2 K and N = 180 (dotted
blue line with circles).
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We see from the tail correction Eq. (2.21) that the decrease in ϵ from the extrapolation
of N → ∞ becomes greater in magnitude at higher densities. This correction decreases
the first derivative of the energy curve in Fig. (2.4) and decreases the pressure at higher
densities. The inset of Fig. (2.8) shows that for the FSH potential, extrapolating the system
size from N = 180 to N →∞ results in better agreement with experimental observations.

The P vs ρ curves are temperature-dependent.63 This may explain why our curve
in the inset of Fig. (2.8) lies above those obtained by Operetto et al..42 In addition,
our results show greater discrepancies compared to experimental observations than do the
curves obtained from Buck66 and SG.62 This is because our simulation was performed using
a first-principles pair potential based on the interaction in a para-H2 dimer, with neither
the empirical correction in the repulsive region nor the inclusion of three-body potential
terms. At short ranges, the three-body para-H2 potential is attractive.11 Its inclusion to
the FSH potential will lower the potential energy and decrease the pressure of the solid at
higher densities.

2.4.4 Compressibility of solid parahydrogen

From the EOS of solid para-H2 we can also recover its compressibility,42 given by

κ = 1
ρ

∂ρ

∂P

∣∣∣∣
T

. (2.25)

Table 2.4: Coefficients a, b, c, and γ obtained by fitting Eq. (2.23) to the (ρ, ∆ν) pairs
obtained from our PIMC simulations. Also included is ∆ν0 (in cm−1), the vibrational
matrix shift at equilibrium density ρ0. Both the simulation and experiment results are
recorded for T = 4.2 K.

a b c γ ∆ν0

fcc, N →∞ 8.0384 −1077.01 1.60252× 106 3.30 −10.59
hcp, N →∞ 8.0160 −1075.66 1.60036× 106 3.30 −10.59
hcp, N = 180 7.7383 −1053.37 1.60765× 106 3.30 −10.26
exp40 - - - - −11.43

In Fig. (2.9) we show the the compressibility as a function of pressure recovered from
simulations using the FSH, Buck, and SG potentials, alongside experimental results pro-
vided in Ref. [80]. We see that the FSH potential is the most successful of the three at
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predicting the compressiblity at zero pressure, and that they each provide compressibilities
that are too low as the pressure increases. In the case of the FSH potential, this deviation
occurs because it is a first-principles pair interaction, and does not incorporate many-body
effects. The three-body para-H2 potential is attractive at short ranges,11 and its inclusion
to a simulation alongside the FSH potential will make solid para-H2 more stable at higher
densities and increase its compressibility.
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Figure 2.9: The compressibility κ for an hcp crystal of para-H2 molecules as a function of
pressure P , calculated using Eq. (2.25). Plotted are the FSH potential at T = 4.2 K (solid
blue line), the Buck potential at T = 0 K (dotted green line), the SG potential at T = 0 K
(dashed red line) and the experimental results for T < 10 K (solid black line with squares).

2.4.5 Vibrational band origin shifts

The calculated vibrational matrix shift ∆ν as a function of density ρ for the hcp crystal
in the density interval 0.02 Å−3

< ρ < 0.04 Å−3 is shown in Fig. (2.10). These ∆ν values
are calculated after performing both the N and τ extrapolation, and the resulting (ρ, ∆ν)
pairs are then fit using Eq. (2.23), the same equation used to fit the energy per particle.
On the density range of Fig. (2.10), the results for the hcp and fcc crystals are nearly
indistinguishable.
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Figure 2.10: The vibrational matrix shift ∆ν for an hcp crystal as a function of the density
ρ, calculated using Eq. (2.19) after performing the extrapolations τ → 0 and N → ∞.
The corresponding curve for the fcc crystal is nearly indistinguishable from that of the hcp
crystal on this density range.
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Figure 2.11: The vibrational matrix shift for the hcp (blue circles) and fcc (orange squares)
crystals near the equilibrium density, calculated using Eq. (2.19) after performing the ex-
trapolations τ → 0 and N →∞. Both lattices provide essentially the same virational shift.
The minimum value of ∆ν is found around ρ = 0.0248 Å−3, lower than the equilibrium
density ρ0 ≈ 0.0255 Å−3 for the EOS indicated by the dashed line.
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The minimum of the vibrational frequency shift is located near ρ = 0.0248 Å−3, which
is noticeably lower than the equilibrium density of ρ0 ≈ 0.0255 Å−3 for the EOS curves.
We show ∆ν0, the vibrational band origin shift at the equilibrium density ρ0, alongside
the fit parameters in Table 2.4. We see that the value of ∆ν0 calculated in this report
differs from the experimental value by only 8 %. In Fig. (2.11) we see that, once again,
the vibrational matrix shifts for the fcc and hcp solids are essentially identical near the
equilibrium density. We should thus expect that a measurement of ∆ν is an inadequate
way to determine if a sample of solid para-H2 is in an fcc or hcp state.

The extrapolation of the system to infinite size is predicted by Eq. (2.19) to lower the
vibrational frequency shift, because V 1(r) < V 0(r) at large distances. In Fig. (2.12) we
show ∆ν vs ρ for an hcp lattice with N = 180 para-H2 molecules and one having applied
the extrapolation N →∞. The latter is about 0.3 cm−1 lower than the former, moving it
closer to the experimental value of −11.43 cm−1.40
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Figure 2.12: The vibrational matrix shift for an hcp crystal with N = 180 para-H2 molecules
(red triangles) and with the extrapolation N → ∞ (blue circles). Performing the extrap-
olation decreases the value of ∆ν0 from −10.26 cm−1 to −10.59 cm−1, and brings it closer
to the experimental value of −11.43 cm−1.

The value of ∆ν in large-sized (N > 10) para-H2 clusters was found to be between
−3 cm−1 and −4 cm−1,16,59 less than half of its value in solid para-H2 (−11.43 cm−1).40 To
explain this discrepancy, in Fig. (2.13) we can compare the radial distribution functions
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for a cluster of N = 33 para-H2 molecules16 and an hcp lattice of para-H2 molecules with
periodic boundary conditions applied. The g(r) curves for solid para-H2 for different values
of N and τ are indistinguishable on the scale of Fig. (2.13), so the result for N = 1440 and
P = 192 is chosen. Both radial distribution functions have been renormalized such that
4π

∫
dr r2ρg(r) = (N − 1) based on the coefficient of Eq. (2.19). According to Eq. (2.19),

the value of ∆ν is determined by the integral of the product of ∆V (r) = V 1(r)−V 0(r) and
the normalized radial distribution g(r). We see in Fig. (2.13) that the radial distribution
function of the para-H2 lattice is greater than that of the para-H2 cluster for all distances.
The differing values of ∆ν for the para-H2 cluster and para-H2 solid are simply a result
of the different numbers of para-H2–para-H2 pairs. This is consistent with what we see in
Ref. [16], where the value of ∆ν for the cluster becomes more negative as the cluster size
increases from 13 to 33.
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Figure 2.13: The normalized radial distribution ρg(r) for an hcp para-H2 lattice (solid red
line) and a cluster of N = 33 para-H2 molecules (dashed red line), alongside the potential
energy difference ∆V (r) = V 1(r) − V 0(r) (solid blue line). The magnitude of the first
shell of the para-H2 lattice is roughly twice that of the para-H2 cluster in the region where
∆V (r) is the most negative. Note that while the radial distributions for the lattice and
cluster were calculated the same way, the cluster does not have a well-defined density ρ.

In Fig. (2.14) we plot ∆ν vs ρ for temperatures T = {2.10 K, 4.20 K, 5.04 K, 6.30 K},
with the number of time slices P adjusted such that τ = β/P ≈ 0.00248 K−1 for each
simulation. The curves are fit using Eq. (2.23), and the fit parameters are provided in
Table 2.5 next to their corresponding values of ∆ν0. Similarly to the EOS isotherms
of para-H2 calculated with the FSH potential, the corresponding vibrational matrix shift
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isotherms also decrease with temperature, and the changes are nearly negligible below
T = 4.2 K.
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Figure 2.14: The vibrational matrix shift ∆ν for a para-H2 hcp crystal at temperatures of
T = 2.10 K (blue squares, solid line in inset), T = 4.20 K (orange circles, dotted line in
inset), T = 5.04 K (green triangles, dashed line in inset), and T = 6.30 K (red diamonds,
dotted-dashed line in inset), with N = 448 and P adjusted such that in each simulation,
τ = β/P ≈ 0.00248 K−1.

Table 2.5: Coefficients a, b, c, and obtained by fitting Eq. (2.23) to the (ρ, ∆ν) pairs,
for hcp para-H2 crystals at different temperatures. All simulations here are performed
using τ ≈ 0.00254 K−1 and N = 448 para-H2 molecules. Each fit used a fixed exponent
parameter γ = 3.30. Also included is ∆ν0 (in cm−1), the vibrational matrix shift at
equilibrium density ρ0 = 0.02546 Å−3.

a b c ∆ν0

T = 2.10 K 7.952 −1067.07 1.58275× 106 −10.5312
T = 4.20 K 7.970 −1067.87 1.58318× 106 −10.5307
T = 5.04 K 7.908 −1064.28 1.57800× 106 −10.5296
T = 6.30 K 8.035 −1070.83 1.58573× 106 −10.5272
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2.5 Conclusion

We have presented extensive PIMC studies of the EOS curves of both fcc and hcp structured
solid para-H2 based on a first-principles AHR effective pair potential for the para-H2 dimer.
To avoid the systematic errors associated with the finite size of the simulation cell and the
finite value of imaginary time step, the results are extrapolated in the limits N → ∞
and τ → 0. The calculated energy per particle as a function of density is then fit to a
Murnaghan-type curve. The resulting EOS curves are compared with previously reported
results, and the discrepancies are explained by differences in the two-body para-H2–para-
H2 PESs and simulation methodologies. In addition, the equilibrium density obtained
and the corresponding equilibrium energy per particle agree very well with experimental
observations. The hcp structured solid para-H2 crystal is shown to be more stable than
the fcc structured one. The equilibrium density of the EOS curves was found to not
vary with temperature. We also calculated the pressure as a function of density and the
compressibility as a function of pressure, based on the obtained EOS curves, and provide
a reasonable analysis of the results.

Furthermore, this work reports the first ever a priori prediction of a matrix vibrational
band origin shift. This shift is predicted to be a marked function of density, and the value
at the equilibrium density is quite close to the experimental result. The highly accurate
EOS obtained should provide a reliable platform for further studies on the structural and
spectroscopic properties of both pure and doped solid para-H2.
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Chapter 3

Three-body potential energy surface
for parahydrogen

This chapter is reproduced from Alexander Ibrahim and Pierre-Nicholas Roy, “Three-
body potential energy surface for parahydrogen” Journal of Chemical Physics 156, 044301
(2022), with the permission of AIP Publishing.81

3.1 Introduction

Molecular hydrogen is the simplest of all molecular species, and is the target of a large
body of fundamental research. In particular, many-body systems of one of its nuclear spin
isomers, para-H2 display a vast array of interesting quantum behaviours. For example, there
exist both experimental44–48 and theoretical49,51,52,52,82–84 evidence of superfluid behaviour
in pure and doped clusters of para-H2, or doped clusters of para-H2 embedded within helium
droplets. Solid para-H2 has been established as a quantum solid.1,2, 4, 7 In solid para-H2,
each molecule has a large zero-point motion about its lattice site (with a Lindemann ratio
of about 0.2),6,8 owing to the low mass of, and weak intermolecular interactions between,
para-H2 molecules.7,9 These zero-point lattice vibrations are substantial enough to “inflate”
the lattice, and give it many interesting quantum properties. In the zero-temperature, zero-
pressure (ZTZP) limit, the lattice constant of solid para-H2 is R0 = 3.79 Å,9 considerably
higher than what one would predict using a classical description. The combination of
the spherical symmetry of its j = 0 rotational level, its weak intermolecular interactions,
low chemical reactivity, and unsuspectingly large lattice constant, makes solid para-H2 a
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powerful host lattice for matrix isolation spectroscopy.85–91 Molecules small enough to
occupy single substitution sites in solid para-H2, such as H2O,92,93 CH4,94,95 and CO,96 are
capable of nearly free rotation.

Similarly to how para-H2 is the simplest molecular species, solid para-H2 is one of the
simplest examples of a molecular solid. The intermolecular interactions are weak enough for
the para-H2 molecules within the crystal to retain many of their free molecule properties.1,9

In fact, it is possible to study many of the solid’s properties largely in terms of the free
molecule properties. For example, except at very high pressures, the free vibrational and
rotational quantum numbers ν and j remain good quantum numbers in the solid phase, and
thus the internal vibrations and rotations of the para-H2 molecules remain “free” within the
solid.1 In light of this, it is apparent that we can make large strides in our understanding
of solid para-H2 by studying the interactions between free molecular para-H2.

We take our first steps into studying many-body collections of para-H2 by looking at
the pair potential. In the initial attempts at creating an interaction potential, scientists
would assume a physical form informed by theoretical and phenomenological knowledge,
with several adjustable parameters. These parameters would then be determined from ex-
perimental results, such as molecular scattering cross section data,66,97 virial and viscosity
coefficients,98 gas transport properties,99 and solid state data.62,100 With advances in com-
puting and electronic structure calculation research, many H2–H2 interaction potentials
were created based on ab initio studies.16,25,101,102 One very commonly used and successful
pair potential is the Silvera-Goldman (SG) potential,62 a semiempirical potential that uses
a combination of solid state data and self-consistent field calculations.

A more complete picture of bulk systems of para-H2 molecules requires the inclusion of
many-body potentials. Advances in experimental and computational technology have made
it possible to get increasingly accurate quantitative descriptions of condensed systems,
and so research into many-body interactions has intensified.14,103 At long intermolecular
separations, the triple-dipole interaction for spherical molecules is given by the Axilrod-
Teller-Muto (ATM) potential17,18

V3({Rij}, {αi}) = C9

[
1 + 3 cos α1 cos α2 cos α3

R3
12R

3
13R

3
23

]
(3.1)

where C9 is a coefficient that determines the interaction strength, and in the triangle formed
by molecules 1, 2, and 3, Rij is the side length connecting molecules i and j, and αi is
the internal angle at molecule i. However, the (para-H2)3 three-body contribution to the
interaction energy deviates drastically from the ATM potential as the para-H2 molecules
move closer together. For most triangle configurations of the three molecules, including
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those most relevant to the hcp lattice structure of solid para-H2, the isotropic (para-H2)3
three-body contribution to the interaction energy at short intermolecular spacings is attrac-
tive,11,104 whereas the ATM potential predicts a strong net repulsive three-body contribu-
tion to the interaction energy. Some works attempt to mitigate this short-range repulsion
by applying damping functions to the ATM potential.105–107 In addition, several para-H2
pair potentials have been created that take many-body effects into account. For example,
a potential by Moraldi108 (and the modified version by Omiyinka and Boninsegni)13 softens
the SG pair potential at short intermolecular distances, and is in excellent agreement with
experiment. The SG potential has a two-body term that approximates the three-body
interaction energy. Interestingly, this approximation term is repulsive. For brevity, from
this point on we use the term “(para-H2)3 interaction energy” to refer to the (para-H2)3
three-body contribution to the total interaction energy, with no contribution from the pair
interaction, unless otherwise specified.

In 2010, Manzhos et al. constructed an ab initio 9D (para-H2)3 potential energy surface
(PES), with energies at the CCSD(T) level calculated using an aug-cc-pVTZ (AVTZ) atom-
centred basis set.12 They sampled the positions and angular orientations of H2 molecules
from a distribution, and fit the energies to a continuous functional form using a neural-
network based algorithm. This PES gives the expected attractive behaviour at short
intermolecular distances, and incorporates both intermolecular distance and angular ori-
entation degrees of freedom. Garberoglio used a slightly modified version of this PES with
much success to calculate the third virial coefficient of para-H2.109 However, it was noted
that the PES by Manzhos et al. does not, without modifications, reproduce the correct
behaviour at large intermolecular distances. Also, the black-box nature of the PES makes
it more difficult to analyze; indeed, this was one of the factors that made it difficult to
judge the accuracy of the third virial coefficient calculations.

Faruk et al. produced a 1D first-principles para-H2–para-H2 interaction potential,16 by
applying the Adiabatic Hindered Rotor method29 to a 6D H2–H2 PES published by Hinde.25

We refer to this potential as the Faruk-Schmidt-Hinde (FSH) potential. The FSH potential
was able to successfully reproduce experimentally observed vibrational energy shifts for
para-H2 clusters.16,31 In a recent paper, path-integral Monte Carlo (PIMC) simulations
were performed using the FSH potential to generate an equation of state (EOS) of solid
para-H2.37 The FSH potential was able to reasonably predict the ZTZP density and energy
per particle, but greatly overestimated the pressure at higher densities compared to two
other pair potentials, the SG and Buck66 potentials. This is because the FSH potential
does not account for the attractive three-body energies at short separations, and thus
has a harder core than both the Buck and SG potentials.31 The inclusion of a three-
body (para-H2)3 interaction potential alongside the FSH potential would thus decrease the
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pressure of solid para-H2 at higher densities, likely bringing it closer to experiment. Janssen
and Avoird110 studied the dynamics and phase transitions of solid para-H2 and ortho-D2
using an ab initio pair potential, and concluded that three-body interactions are needed
to correctly predict the solid’s behaviour at high pressures.

We construct a 3D ab initio isotropic PES for the (para-H2)3 trimer system. Our
calculations are carried out at the CCSD(T) level, using the AVTZ atom-centred basis set,
with an additional (3s3p2d) bond function.111 We apply the rigid rotor approximation,
and spherically average over the angular orientations of the H2 molecules. The energies are
fit to a smooth PES using the Reproducing-Kernel Hilbert Space (RKHS) toolkit by Unke
et al.36 The RKHS method is a machine learning method, primarily used to construct
multidimensional PESs from ab initio data,112,113 and has successfully been used to create
PESs for several other molecular systems.114–117 This PES is capable of calculating accurate
energies for all (para-H2)3 systems that form triangle with all side lengths greater than 2.2
Å, and offers suitable extrapolations to calculate energies for smaller triangles. At large
intermolecular separations, the PES smoothly transitions to the ATM potential. For the
case where two molecules are less than 3.2 Å apart and the third is a large distance away,
the PES smoothly transitions to a “modified” adaption of the ATM potential.

The remainder of this paper is structured as follows. In Sec. 3.2, we describe the
coordinate system used to represent our (para-H2)3 interaction potential, the ab initio
calculations used to find the energies, and the methods used to construct the PES. In
Sec. 3.3, we assess the errors in the PES due to basis set size, spherical averaging, and
sparsity in the ab initio input data mesh. We also look at the implications of using
the presented PES in a study of solid para-H2, and compare the presented PES against
predictions made by the SG potential. In Sec. 3.4, we present our conclusions and plans
for future work.

3.2 Creating the Potential Energy Surface

3.2.1 Coordinate System of the Potential Energy Surface

Label the molecules with numbers 1, 2, and 3. Let Rij be the distance between the centres
of mass of molecules i and j. The angular orientation of molecule i is given by the space-
fixed polar and azimuthal angles (θi, ϕi). We apply a rigid rotor approximation, fixing the
bond length of each molecule to the vibrationally averaged H2 ground state (ν = 0, j = 0)
interatomic distance of 1.449 a0. The rigid rotor approximation significantly reduces both
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the number of electronic structure calculations required to create the PES and the cost of
calculating the energy in a simulation. Also, because the three-body energy is a correction
to a much larger two-body (H2)2 energy, the overall error due to the lack of bond length
variations is expected to be small.
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Figure 3.1: The centre-of-mass positions of the three para-H2 molecules on the (x, y)-plane.
After removing the bond length and angular degrees of freedom, each para-H2 molecule
can be represented as a point. Molecule 3 must lie outside of the region enclosed by the
dotted line to satisfy the condition that R12 ≤ R23 ≤ R13.

At fixed intermolecular distances {Rij}, we apply the 6-point Lebedev quadrature to
spherically average over the angular orientations of the three H2 molecules.32,118 More
specifically, we align each H2 molecule along either the space-fixed x-, y-, or z-axis. Done
independently for all three molecules, there are 27 different combinations of space-fixed
angles, and the (para-H2)3 interaction energy in our PES is the average of the interac-
tion energies for these 27 different angular combinations. This averaging projects out the
anisotropic components of the interaction energy, leaving only the isotropic term. An
analysis of the error associated with using the 6-point Lebedev quadrature as opposed to
a higher-order Lebedev quadrature is discussed in Sec. 3.3.2. Having removed both the
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bond length and angle degrees of freedom, each H2 molecule is treated as a point particle.
The potential is now a function of the intermolecular distances, or equivalently, of the
triangle formed by placing a para-H2 molecule at each of its corners. From this point on,
for brevity, when we refer to the “distance between two molecules”, we mean the distance
between their centres of mass, and when we refer to the “interaction energy of a triangle
configuration”, we refer to the interaction energy of the triangle where the centre of mass
of a para-H2 molecule lies at each corner.

In the present work, we use a “rescaled” Jacobi coordinate system to describe the
relative centres of mass of the three para-H2 molecules. First, label the molecules such
that the pairwise distances satisfy R12 ≤ R23 ≤ R13. Define R = R12, and place molecules
1 and 2 on the x-axis, at (−R/2, 0) and (R/2, 0), respectively. Place molecule 3 in the
positive quadrant of the (x, y)-plane. Draw a line connecting the origin to the position of
molecule 3. Define r as the length of this line, and define φ ∈ [0, π/2] as the angle between
the positive x-axis and this line. This three-body coordinate system of para-H2 molecules
is depicted in Fig. (3.1). This coordinate system is analagous to representing the closest
two molecules as a dimer of bond length R, while the third molecule is a monomer whose
location in space is described relative to the centre of mass and angular orientation of the
dimer.

The variables R, r, and φ can describe all triangles formed by the three para-H2
molecules. However, due to the requirement that R ≤ R23 ≤ R13, the allowed values
of r are coupled to both R and φ. The minimum value of r is derived by setting R23 = R,
and is given by

rmin = R

2

[
cos φ +

√
3 + cos2 φ

]
. (3.2)

We decouple the coordinates R and φ from r using the dimensionless variable s = r/rmin.
The coordinate system used in the remainder of this paper is described by the independent
variables (R, s, φ), where R ≥ 0, s ≥ 1, and φ ∈ [0, π/2]. This “rescaled” Jacobi coordinate
system is a convenient way of representing a PES for a three-body system of identical
particles. Having three independent, non-repetitive coordinates makes it easy to set up
a regular 3D grid. In addition, there is a simple, and unique, geometric interpretation
associated with each coordinate from its interpretation as a dimer-monomer system. For
example, the coordinate R represents both the bond length of the dimer and the overall size
of the triangle, and changing it while keeping s and φ constant is akin to “rescaling” both
the length of the dimer and the distance of the monomer from the dimer’s centre by the
same factor. Changing s while keeping R and φ constant is akin to moving the monomer
towards or away from the centre of the dimer. The angle φ represents the orientation of
the monomer’s location relative to the long axis of the dimer.
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Triangles of specific forms have convenient representations in the rescaled Jacobi coor-
dinate system. As examples, the coordinates (R, 1, π/2), (R, 1, tan−1(1/2)), and (R, 1, 0)
represent the equilateral triangle of side length R, the right-angled triangle of leg length
R, and the case where the molecules lie on a straight line with a spacing of R. The co-
ordinates (R0, s, π/2) represent the set of isosceles triangles of base length R0 and height
r ≥

√
3/4R0. All triangles with the same value of s and φ are similar triangles.

In practice, we calculate the rescaled Jacobi coordinates from the relative pair distances
using the following procedure: Consider a triangle with side lengths R12 ≤ R23 ≤ R13.
Trivially, we set R = R12. Next, we calculate the distance from the origin to molecule 3
using

r =
√

1
2

[
R2

13 + R2
23 −

1
2R2

12

]
. (3.3)

The coordinates φ and s are then found using

cos φ = 1
2

R2
13 −R2

23
R12r

(3.4)

and
s = 2r

R

[
cos φ +

√
3 + cos2 φ

]−1
. (3.5)

3.2.2 Electronic Structure Calculations

We perform electronic structure calculations for the (H2)3 interaction energy using the
MRCC (version 2019) program.119 The calculations are done with the coupled-cluster
method with single, double, and perturbative triple excitations, which is abbreviated as
CCSD(T).120 We use an AVTZ atom-centred basis set for each of the six hydrogen atoms,
and supplement this with an additional set of (3s3p2d) midbond functions111 positioned
at the center of mass of the system, following the example by Hinde.25 The (para-H2)3
calculations by Wind et al. and Manzhos et al. did not make use of midbond functions.12,104

It has been shown that the AVTZ basis set provides similar energies to the aug-cc-pVQZ
(AVQZ) basis set for the (H2)3 trimer.11,104

For a fixed coordinate (R, s, φ), let n label each of the 27 angular configurations of the
6-point Lebedev quadrature. The counterpoise-corrected28 (H2)3 trimer interaction energy
of the nth angular orientation (with (R, s, φ) omitted on the RHS for brevity) is calculated
using

En(R, s, φ) = En
123 − (En

12[3] + En
13[2] + En

23[1])
+(En

1[23] + En
2[13] + En

3[12]) . (3.6)
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In the above equation, En
123 is the total CCSD(T) energy of the trimer in the nth angular

configuration. We define En
ij[k] to be the CCSD(T) energy of the ith and jth molecules in

the complete one-electron basis set of the trimer. In other words, En
ij[k] is the CCSD(T)

energy of the (H2)3 trimer where the nuclei and electrons of the kth molecule are removed
but its associated basis functions remain. Similarly, En

i[jk] is the CCSD(T) energy of the
ith molecule in the complete one-electron basis set of the trimer. The spherically-averaged
ab initio (para-H2)3 interaction energy VCC is calculated using

VCC(R, s, φ) = 1
27

27∑
n=1

En(R, s, φ) . (3.7)

To create the input data mesh for the PES, we calculate VCC for 21 values of R/Å ∈
[2.20, 6.25], 17 values of s ∈ [1.0, 3.85], and 19 values of φ ∈ [0, π/2]. The spacing of φ
values is uniform, while the spacings for R and s are non-uniform, with a denser selection
of points at smaller values and a sparser selection at larger values. The error analysis
associated with the spacing of points in the input data mesh is done in Sec 3.3.3.

The precision of the CCSD(T) energies calculated by the MRCC program are deter-
mined by several convergence criteria. The calculations for these energies were performed
with all default settings (for the 2019 version), except for cctol, which is set to 9. We
perform sample calculations using the AVTZ basis set using cctol = 10, for two trian-
gular configurations. First, we do so for the equilateral triangle configuration (R, 1, π/2),
ranging from R/Å= 2.20 to 6.25. All the sample interaction energies change by less than
0.0006 cm−1. At shorter intermolecular spacings, this is much smaller than the difference
between (para-H2)3 energies calculated using the AVTZ and AVQZ atom-centred basis sets.
Next, we do so for the (2.2 Å, s, 0) configuration, where two molecules are a distance 2.2
Å apart on the x-axis, and the third molecule moves away from them along the x-axis.
We see the same behaviour. At intermolecular separations great enough where average
(para-H2)3 interaction energy becomes comparable to the error, the PES will have already
been adjusted to an empirical form, as we shall see in Secs. 3.2.3 and 3.2.3.

3.2.3 Constructing the Potential Energy Surface

We construct a smooth PES using a combination of several methods. First, we use the
RKHS toolkit provided by Unke et al. to construct the “initial” PES using the CCSD(T)
energies.36 The RKHS method has several convenient properties. For example, the resul-
tant PES is smooth everywhere, and reproduces all the input CCSD(T) energies exactly.
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While the RKHS method is used for interpolating interaction energies within the (R, s, φ)
input data mesh, we use a number of other strategies to extrapolate the PES outside of
the grid.

Large R Extrapolation

For cases where all three molecules are far apart (Rij > 5.5 Å), the ab initio (para-H2)3
interaction energies approach the ATM potential. Expressed using (R, s, φ) coordinates,
the ATM potential is

VATM(R, s, φ) = C9
64
R9

1 + f(s, φ)
[T (s, φ)]3/2 (3.8)

where, using
W (s, φ) = s2

[
cos φ +

√
3 + cos2 φ

]2
= 4 r2

R2 , (3.9)

we have
T (s, φ) = 1− 2W (s, φ) cos 2φ + W 2(s, φ) (3.10)

and
f(s, φ) = −3(1−W (s, φ) cos2 φ)(1−W (s, φ))

T (s, φ) . (3.11)

We use the coefficient C9 = 34336.220 cm−1 Å9.11,121

The ab initio (para-H2)3 interaction energies calculated using the AVDZ, AVTZ, and
AVQZ basis sets do not precisely converge to the ATM potential at long distances. We
ensure a smooth transition from the ab initio AVTZ CCSD(T) energies to the ATM poten-
tial using the following procedure. First, we fix a pair of values s = s and φ = φ from the
input data mesh. Then we plot both the ATM potential and the set of ab initio (para-H2)3
interaction energies {VCC(R; s, φ)} against R, and rescale all the energies by C−1

9 R9 (see
Fig. (3.2)). With this rescaling, the ATM potential appears as a horizontal line. Next we
pick a value of R from the input data mesh, call it RA, beyond which the rescaled ab initio
energies appear to flatten, indicating that the PES has begun its R−9 decay. We intend
to adjust the PES such that V3(RA; s, φ) = VATM(RA; s, φ). We also pick a value R = RC,
not too far below RA, at which the ATM and ab initio energies have very clearly diverged
when looking at the rescaled plot. The resultant PES energies {V3(R; s, φ)} are calculated
(omitting s and φ on the RHS) using

V3(R; s, φ) =


VATM(R) R ≥ RA,

VCC(R) [1 + η(R, RA)] RC ≤ R < RA,

VCC(R) R < RC

(3.12)
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where
η(R, RA) =

[
VATM(RA)− VCC(RA)

VCC(RA)

]
e−λ(R−RA)2

, (3.13)

and λ = λ(s, φ), often set between 2 and 5, determines the rate of decay. In other words, we
use the relative difference between the CCSD(T) and ATM energies at the chosen distance
RA to smoothly taper the PES towards the ATM energies, for RC < R < RA. To ensure
the PES remains smooth, we apply these changes to the data level and reapply the RKHS
method. As an example of the aforementioned procedure, in Fig. (3.2) for the equilateral
triangle configuration, we show the AVDZ-, AVTZ-, and AVQZ-level ab initio (para-H2)3
energy curves, the ATM potential, and the final adjusted PES. We see that the unadjusted
ab initio energies do not properly converge to the ATM potential at long distances; each
underestimates the effective value of C9 by about 3%. The current PES, constructed by
applying Eq. (3.12) to the AVTZ curve, smoothly transitions to the ATM potential.
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Figure 3.2: The (para-H2)3 interaction energy for three para-H2 molecules at the corners
of an equilateral triangle of side length R, multiplied by C−1

9 R9. Shown are the ATM
potential (horizontal, blue, dashed), and the RKHS-constructed ab initio CCSD(T) ener-
gies calculated using the AVDZ (orange, dash-dotted), AVTZ (green, dotted), and AVQZ
(purple, dashed) basis sets. Also shown is the current PES, constructed by applying the ad-
justments of Eq. (3.12) to the AVTZ ab initio energies, with RA = 5.35 Å and RC = 3.6 Å.
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Large s Extrapolation For R < 3.2 Å

For cases where two molecules are close to one another (R < 3.2 Å), but the third molecule
is farther away (large s), the electronic structure calculations do not approach the ATM
potential. Instead, ab initio energies in the “small R, large s” regime converge to a modified
ATM potential (the “MATM potential”), which takes the form

VMATM(R, s, φ) = C9
64
R9

a(R, φ) + b(R, φ) f(s, φ)
[T (s, φ)]3/2 . (3.14)

Compared to Eq. (3.8), the only difference is the appearance of coefficients a(R, φ) and
b(R, φ) in the numerator.
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U
3

ATM
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Figure 3.3: The numerator term U3(s; R, φ) = a + b f(s, φ), for (R, φ) = (2.2 Å, π/2). We
show the curves for the ATM potential (blue, dashed), the RKHS-constructed AVTZ-level
ab initio energies (green, dotted), and the MATM potential constructed to fit these ab
initio energies. In this case, a = 1.06 and b = 8.64.

We calculate a(R, φ) and b(R, φ) as follows. Define U3(s; R, φ) = a + b f(s, φ); for the
ab initio energies, we find U3(s; R, φ) by multiplying the energies by 64−1C−1

9 R9T 3/2(s, φ).
First, we fix the values of R = R and φ = φ from the input data mesh. Then, we pick some
s′ for which U3(s; R, φ) has transitioned to its long-range MATM behaviour for s ≥ s′, and
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calculate a(R, φ) and b(R, φ) using

b = ∂U3/∂s

∂f/∂s

∣∣∣∣∣
s′

and a = U3(s′)− b f(s′) . (3.15)

For R > 3.2 Å, the coefficients a(R, φ) and b(R, φ) both converge to unity and take the
form of the nominal ATM potential. To give the constructed PES the correct long-range
behaviour along the s-coordinate, we construct a new input mesh using

V3(s; R, φ) =

VCC(s; R, φ) s ≤ s′

a(R, φ) + b(R, φ) f(s; φ) s > s′ (3.16)

where s′ is the value of s used to define the MATM potential in Eq. (3.15). To ensure
the transition occurs smoothly, we reapply the RKHS method on this new input mesh. In
Fig. (3.3), we plot U3(s) for (R, φ) = (2.2 Å, π/2). We see that the ab initio (para-H2)3
interaction energies do not converge to the ATM potential when two para-H2 molecules
are close together. Instead, in this regime we fit the MATM potential to the long-range
behaviour of the ab initio energies along the s-coordinate.

An unfortunate effect of using Eq. (3.15) to calculate a(R, φ) and b(R, φ) is that both
coefficients blow up as φ approaches zero. To see why, note that the partial derivative of
Eq. (3.11),

∂f

∂s
= sin2 φ

6W

s

[
3 + 2W − (1 + 4 cos2 φ)W 2

T 2

]
, (3.17)

is present in the denominator of Eq. (3.15), and that, near φ = 0, b blows up as sin−2 φ. To
work around this singularity, we perform the MATM fit of ab initio energies along (φ = 0)
using f(s, φcf), with the cutoff φcf = 10−5. This approximation has no effect whatsoever
on the unextrapolated ab initio energies. Performing the fit using φcf = 10−3 or φcf = 10−4

shows that this has little effect on the extrapolated energies, because as long as φcf ̸= 0,
the coefficients a and b simply adjust themselves to maintain the MATM fit.

When R < 3.2 Å, we can use Eq. (3.14) to calculate (para-H2)3 interaction energies
when s > 3.85. For most values of φ, we calculate coefficients a and b using

a = U3(s0)f(s1)− U3(s1)f(s0)
f(s1)− f(s0)

(3.18)

and
b = U3(s1)− U3(s0)

f(s1)− f(s0)
(3.19)

54



where s0 and s1 > s0 are selected values of s for which the PES has already transitioned
into the MATM behaviour (we use (s0, s1) = (3.55, 3.85)). However, for φ < φcf =
10−5, Eqs. (3.18) and (3.19) become numerically unstable, and the extrapolation is instead
performed using the built-in long-range behaviour of the RKHS method.
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Figure 3.4: Colormap of a(R, φ) (top panel) and b(R, φ) (bottom panel) for the final
constructed PES, calculated using Eq. (3.15).
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When R > 3.2 Å, the coefficients a(R, φ) and b(R, φ) both converge to about unity, with
numerical noise. We remove this noise from a(R, φ) by transitioning from the numerically
calculated coefficients of Eq. (3.15) to identically unity using

a(R, φ) := ω(R; Rm, δR)a(R, φ) + ω(R; Rm, δR) (3.20)

with Rm = 3.2 Å and δR = 0.1 Å. The same filter with the same parameters is applied to
the coefficient b(R, φ). In Eq. (3.20), ω is given by

ω(x; xm, δx) =


0 x ≤ x0,
1
2 [1− cos(πk)] x0 < x < x1,

1 x ≥ x1,

(3.21)

and ω is given by
ω(x; xm, δx) = 1− ω(x; xm, δx) (3.22)

where we use x0 = xm − 1
2δx, x1 = xm + 1

2δx, and k = (x− x0)/δx.
We show colormaps of a(R, φ) and b(R, φ) respectively in Fig. (3.4). For most of the

region φ > 0.9, a is somewhat larger than unity, and peaks with a = 2.28 near φ ≈ 3π/8.
For R < 3.2 Å, as φ shrinks, the coefficient a blows up. As expected, a and b both become
unity past R = 3.2 Å. The colormap of b(R, φ) behaves similarly to its counterpart, except
when R < 3.0 Å and φ > 1.0. This region of coordinate space corresponds to small
equilateral and “almost-equilateral” triangles. The coefficient b grows fairly large in this
region, increasing to a maximum of about 8.64 when (R, φ) = (2.2 Å, π/2).

Small R Extrapolation

For most values of s and φ, we can extrapolate the (para-H2)3 interaction energy below
R = 2.2 Å using an exponential fit

VEX(R; s, φ) = V3(Rmin) exp (−c(R−Rmin)) , (3.23)

where c = c(s, φ) and (omitting s and φ on the RHS)

c(s, φ) = 1
∆R

ln
∣∣∣∣∣V3(Rmin + ∆R)

V3(Rmin)

∣∣∣∣∣ (3.24)

with Rmin = 2.2 Å and ∆R = 0.05 Å. However, there are regions in the (s, φ) plane for
which c is very large, and the extrapolation blows up very quickly below Rmin. These
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are regions where, in Eq. (3.24), the magnitude of the numerator is a factor of about 2
or greater than that of the denominator. This problem is often worsened when c(s, φ) is
defined using the exact derivative of V3(R) instead of a finite approximation. On closer
inspection, this behaviour only happens when |V3(Rmin; s, φ)| is already very close to zero
(typically < 0.05 cm−1), and so a small absolute change in energy results in a large relative
change in energy. Thus, pre-empting instances where the exponential fit will blow up due to
a very large c(s, φ), we transition from the exponential fit to a less accurate but numerically
stable linear fit, using

V3(R) = ω(c; cm, δc)VLI(R) + ω(c; cm, δc)VEX(R) (3.25)

where cm = 7, δc = 2, ω and ω are given by Eqs. (3.21) and (3.22), respectively, and VLI(R)
is the linear fit below R = Rmin whose slope is determined by V3(Rmin) and V3(Rmin +∆R).
Because the (para-H2)3 interaction energies in regions where the linear fit is used are already
very small, as long as the (para-H2)3 interaction potential is not extrapolated too far below
Rmin, the absolute error introduced by using the linear fit will also be very small. When
used alongside a (para-H2)2 pair interaction potential, the error would be negligible. It
should be emphasized that this short-range extrapolation along the R coordinate is not
meant to give accurate (para-H2)3 interaction energies below Rmin. Rather its primary
purpose is to make it possible to sample the PES at short distances without it blowing up.
Such short range configurations are very unfavourable, and are expected to be rare except
at very high pressures and densities. To ensure a smooth transition of the PES across
R = Rmin, four phantom values of R with a spacing of ∆R = 0.05 Å are created down to
R = 2.0 Å, and the RKHS method is reapplied.

In the case where both R < 2.2 Å and s > 3.85, we first perform the MATM ex-
trapolation along the s-coordinate described in Sec. 3.2.3 to calculate V3(2.2 Å, s, φ) and
V3(2.25 Å, s, φ). We when use these two energies to extrapolate to values below R = 2.2
Å with Eqs. (3.23), (3.24), and (3.25). Again, we should stress that this extrapolation
purposely sacrifices accuracy for stability, and it should not be expected to give highly
accurate (para-H2)3 interaction energies.

Summary

To summarize the construction of the current PES described in this subsection, we show
in Fig. (3.5) the method used to calculate the energies in each region of the (R, s)-plane.

With the exception of the MATM potential fit for the case φ < 10−5, the φ coordinate
is treated the same way in each region depicted in Fig. (3.5). In the “ATM” region, the
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current PES is identical to the ATM potential. In the “MATM” region, the energies are
calculated using Eqs. (3.18) and (3.19) in Sec. 3.2.3. In the “Exponential∗” and “MATM
+ Exponential∗” regions, we use the extrapolation procedures described in Sec. 3.2.3. The
“RKHS” region is a combination of purely AVTZ-level ab initio (para-H2)3 interaction en-
ergies and the adjustments to the ATM and MATM potential forms described in Secs. 3.2.3
and 3.2.3. At the border between the ATM and RKHS regions, the RKHS energies are al-
ready converged to the functional form of the ATM potential, and the transition is smooth.
The same is true for the transition between the MATM and RKHS regions.

Exponential*

MATM
+

Exponential*
MATM

RKHS

ATM

s

R / Å
1.0

3.85

0 2.2 3.2 6.25

Figure 3.5: The regions in the (R, s)-plane, labeled with the method used to calculate
(para-H2)3 interaction energies within them. Details describing each region are given in
the text.

In principle, it does not matter in which order the adjustments in Secs. 3.2.3 and 3.2.3
are made. In practice, the two adjustments overlap when both R and s are large enough,
and performing the MATM adjustments in Sec. 3.2.3 first will automatically perform the
required adjustments of Sec. 3.2.3 for many values of s and φ. The extrapolation to
energies below R = 2.2 Å can be done independently of either of the aforementioned two
adjustments.
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3.3 Discussion and Results

3.3.1 Basis Set Comparison

We estimate the error due to the truncation of the one-electron basis set by comparing
the (para-H2)3 interaction energies calculated using the AVDZ, AVTZ, and AVQZ atom-
centred basis sets at several coordinates. In each case, we supplement the atom-centred
basis sets with the (3s3p2d) bond function located at the centre of mass of the trimer. The
energies are listed in Table 3.1.
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Figure 3.6: The (para-H2)3 interaction energy for three para-H2 molecules at the cor-
ners of an equilateral triangle of side length R. Shown are the ATM potential (straight,
blue, dashed), and the RKHS-constructed ab initio CCSD(T) energies calculated using
the AVDZ (orange, dash-dotted), AVTZ (green, dotted), and AVQZ (purple, dashed) basis
sets. The cusp in each ab initio curve is located where the curve changes sign from negative
to positive. The inset zooms into the region where the cusps are grouped together, and
the differences are more pronounced.
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Table 3.1: Interaction energies for the (para-H2)3 trimer ( cm−1) at select (R, s, φ) coordi-
nates (with R in Å), calculated at the CCSD(T) level using the AVDZ, AVTZ, and AVQZ
atom-centred basis sets, supplemented with the (3s3p2d) bond function at the centre of
mass.

R s φ AVDZ AVTZ AVQZ
2.20 1.00 0 39.3985 35.1058 34.4951

π/6 21.3524 18.6636 18.1592
π/3 -94.2664 -90.8722 -90.2855
π/2 -594.3297 -578.3776 -575.2212

1.25 0 2.6753 2.0036 1.9247
π/6 2.8044 2.2194 2.1194
π/3 -10.7030 -10.0275 -9.9676
π/2 -166.8678 -160.3304 -159.1005

1.75 0 -0.2085 -0.2181 -0.2134
π/6 -0.1402 -0.1441 -0.1445
π/3 0.2278 0.2379 0.2343
π/2 -7.0983 -6.2079 -6.1053

2.95 1.00 0 0.1483 0.0160 0.0041
π/6 0.1973 0.1050 0.0896
π/3 -0.9241 -0.7669 -0.7571
π/2 -18.1219 -16.8327 -16.6135

1.25 0 -0.1009 -0.1071 -0.1082
π/6 -0.0568 -0.0635 -0.0656
π/3 0.0815 0.0950 0.0938
π/2 -2.1565 -1.8514 -1.8101

1.75 0 -0.0122 -0.0126 -0.0135
π/6 -0.0095 -0.0096 -0.0103
π/3 0.0187 0.0181 0.0171
π/2 0.1580 0.1692 0.1685

4.15 1.00 0 -0.0240 -0.0268 -0.0255
π/6 -0.0144 -0.0150 -0.0154
π/3 0.0219 0.0222 0.0221
π/2 0.0867 0.0903 0.0917

In essentially each case, we see a much larger jump in energy when we change from
the AVDZ to the AVTZ basis set, than from the AVTZ to the AVQZ basis set. We also
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see that, except for certain cases where the energies are near the point of changing signs
the difference between energies calculated using the AVTZ and AVQZ basis sets are either
between 1− 3% of each other, or within 0.1 cm−1 of each other. At larger intermolecular
separations, the differences are even smaller. These observations are consistent with the
previous findings that the (para-H2)3 interaction energies converge very quickly with respect
to the choice of one-electron basis set.11,104

In Fig. (3.6), we compare the interaction energies for three para-H2 molecules arranged
in an equilateral triangle configuration, calculated using the AVDZ, AVTZ, and AVQZ
atom-centred basis sets (the “CCSD(T) energy curves”), alongside the ATM potential.
The CCSD(T) energy curves were each created using the RKHS method. All three of the
CCSD(T) energy curves change from being strongly attractive to weakly repulsive as the
intermolecular distance increases, and the cusp indicates the distance at which the sign of
the energy changes.

The ATM potential has the expected R−9 decay. The CCSD(T) interaction energies
decay exponentially at small R, but trend with and converge to the ATM potential at large
R. In the inset, we see that the change in the potential energy curve is much smaller going
from using the AVQZ basis set to the AVTZ basis set, than from the AVTZ basis set to the
AVDZ basis set. Calculations using the AVQZ basis set are roughly 20 times slower than
those using the AVTZ basis set. Thus, performing our calculations using the AVTZ basis
set should provide sufficiently accurate energies while also being computationally tractable.

3.3.2 Lebedev Quadrature Comparison

To assess the error introduced by the use of the 6-point Lebedev quadrature scheme, we
compare ab initio (para-H2)3 interaction energies that are spherically averaged using the
6-point and 14-point Lebedev quadrature schemes. We do so for two triangle geometries,
the (R, 1, π/2) geometry (equilateral triangles of side length R) and the (R, 1, 0) geom-
etry (three points on a straight line, each a distance R from its immediate neighbour).
The energies are calculated using the AVDZ atom-centred basis, supplemented with the
(3s3p2d) midbond functions. We show in Fig. (3.7) the difference between the 6-point and
14-point integrated energies for these two geometries. Both curves display an exponential
decay, although in the case of the collinear configuration this exponential decay is briefly
interrupted by a sign change near R = 2.7 Å. Below R = 2.95 Å, the error from the 6-point
Lebedev quadrature is about 0.2% and 2% for the equilateral and collinear configurations,
respectively. For example, at R = 2.2 Å, the 6-point equilateral (collinear) configuration
energy is −594.329 cm−1 (39.399 cm−1), while the difference between the 6-point and

61



14-point energies is only −1.235 cm−1 (0.845 cm−1). Aside from instances near where the
interaction energy changes sign, the error decreases even more beyond R = 2.95 Å.

Figure 3.7: The difference between the 6-point (V 6p
3 ) and 14-point (V 14p

3 ) Lebedev quadra-
ture averaged ab initio (para-H2)3 interaction energies. The energies are calculated using
the AVDZ basis set. The curves shown are those for the equilateral triangle configuration
of side length R (orange, solid, circles) and the collinear triangle configuration with spacing
R (blue, dashed, squares).

For at least the isotropic component of the (para-H2)3 interaction potential, the 6-
point Lebedev scheme is acceptable. Whereas the 6-point Lebedev quadrature takes the
average of only 27 energies, its 14-point counterpart requires the energies of 343 angular
orientations. To switch to the 14-point Lebedev quadrature requires an order of magnitude
more electronic structure calculations, while providing relatively little improvement.

3.3.3 Effects of Data Mesh Spacing on Potential Energy Surface

As mentioned previously, the input data mesh used to create the PES is dense at short in-
termolecular spacings, and gradually increases as the molecules move farther apart. We do
this because the AVTZ calculations used in the final constructed PES are fairly expensive.
It is both unnecessary and intractable to use the same grid spacing at short intermolecular
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separations (∆R = 0.05 Å and ∆s = 0.05) throughout the entire data mesh. We must find
out where, and by what amount, the data mesh can be made sparser while maintaining
the accuracy of the interpolation.
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Figure 3.8: The (para-H2)3 interaction energy for three para-H2 molecules at the corners
of an equilateral triangle of side length R. Shown are the ATM potential (blue, dashed),
the AVTZ-level RKHS-constructed PES (green, dotted), and the final PES (red, solid)
presented in this work. At this distance, the AVTZ-level PES is constructed from training
data with a mesh spacing of ∆R = 0.3 Å. Also shown are energies calculated using the
AVTZ basis (empty squares, spacing of ∆R = 0.053 Å) and the AVQZ basis (solid circles,
spacing of ∆R = 0.159 Å); these energies were not used to construct any shown curve.

To do so, we calculated (para-H2)3 interaction energies for a uniform data mesh in the
range of (R/Å, s, φ) ∈ [2.20, 4.75]× [1.0, 5.0]× [0, π/2], with grid spacings of ∆R = 0.05 Å,
∆s = 0.046, and ∆φ = π/20. Overall, the data set was made up of 52× 100× 19 = 98800
points. Calculations were performed with the cheaper AVDZ basis set + (3s3p2d) midbond
function. We construct a PES from this uniform data mesh using the RKHS method.

In a process of trial and error, we remove rows of R or s data at different sections of
the input mesh, reconstruct the PES with the RKHS method, and compare its accuracy
against the PES constructed with the full grid. For R < 2.35 Å, we find that the data mesh
must remain dense to match the initial accuracy, at ∆R = 0.05 Å. However, as R increases,
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we can gradually increase the spacing by 0.05 Å at different intervals up to ∆R = 0.30 Å
when R > 3.85 Å. A similar trend is seen with the s coordinate.
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Figure 3.9: The (para-H2)3 interaction energy curves along the φ coordinate. The RKHS
method is applied to the AVTZ-level ab initio (para-H2)3 interaction energies, using two
different spacings along the φ coordinate. We show the curves for a spacing of ∆φ = 5°
[coloured lines, green for (R/Å, s) = (2.2, 2.0), orange for (R/Å, s) = (2.5, 1.7), blue for
(R/Å, s) = (2.7, 1.5)] and ∆φ = 10° [corresponding black dashed lines]. The markers
represent the ab initio data at ∆φ = 5° spacing. The inset zooms into the plot at smaller φ.

To compare against the RKHS method, we use the tricubic interpolation method to
construct another PES from the dense uniform input data mesh. The implementation of
the tricubic interpolation we use is given by Lekien et al.122 The two methods produce very
similar energies (typically less than 10−6 cm−1 difference at large R and s, and less than
10−2 cm−1 difference at small R and s). The only notable exception was between R =
2.20 Å and R = 2.25 Å, where the tricubic PES deviated from the expected exponential
behaviour, while the RKHS PES reprodued the expected trend successfully. Ultimately,
the RKHS method was chosen over the tricubic interpolation method, because the accuracy
of the latter worsened more quickly as the input data mesh spacing increased.

The spacing in the R-coordinate for R > 3.85 Å is fairly large, at ∆R = 0.3 Å, and
we want to see how accurately the PES interpolates the (para-H2)3 interaction energies at
this distance. In Fig. (3.8), for the equilateral triangle configuration, we plot curves for
the current PES, the AVTZ-level RKHS-constructed PES, and the ATM potential. Also

64



shown are AVTZ-level energies with a spacing of ∆R = 0.053 Å that act as a “test set”,
unused in the creation of the AVTZ-level PES. Despite being constructed with a mesh
spacing about 6 times greater than the test energies, the AVTZ-level PES provides an
excellent interpolation for the independent energy points. Looking at the current PES, we
see that as a consequence of correcting the long range behaviour in the AVTZ-level PES,
the empirical adjustments also shift the curve closer to the AVQZ energies. We see similar
behaviour for the s coordinate at large s, where the spacing is ∆s = 0.3. This is expected,
as the RKHS method interpolates the R and s coordinates in a similar manner.

The φ coordinate has a finite range, and is interpolated differently by the RKHS
toolkit.36 To check how the density of points along the φ coordinate affects the accu-
racy of the fit, we reconstruct the current PES, but instead of using 19 values of φ with a
uniform spacing of ∆φ = 5°, we remove every other inner point, leaving only 10 values with
a uniform spacing of ∆φ = 10°. In Fig. (3.9), we plot both the original empirically-adjusted
PES and the “sparser” version of the PES, for three different (R, s) pairs. For φ < 3π/8,
both PESs provide similar interpolations, but at larger φ, the interpolation becomes more
sensitive to the density of the φ coordinate data. The sparser PES performs poorly at
predicting the removed energies. We should note that we specifically chose values of R
and s for which the relationship between the data spacing and the interaction accuracy is
especially pronounced. For most values of R and s, such as those where the (para-H2)3
interaction energy is on the order of tens or hundreds of cm−1, the decrease in accuracy
from doubling the spacing ∆φ at large φ is far less drastic, usually on the order of < 1%.
This is a good sign, as it indicates that the interpolation quality is already well converged
with respect to the density of data along the φ coordinate.

3.3.4 HCP Lattice Analysis

Consider all the triangles formed by a central “reference” para-H2 molecule and any two
of its twelve nearest neighbours inside an hcp lattice, and let α be the interior angle at the
reference para-H2 molecule of this triangle. We find a total of 66 triangles. There are, in
order of increasing interior angle, 24 instances where α = 60° (i.e. equilateral triangles),
12 instances where α = 90° (i.e. right-angled triangles), 3 instances where α = 109.47°, 18
instances where α = 120°, 6 instances where α = 146.44°, and 3 instances where α = 180°
(i.e. three molecules along a straight line).

In Fig. (3.10), we show the (para-H2)3 interaction energy for each triangle as a function
of the lattice constant, for the current PES and the ATM potential. In each instance,
the ab initio interaction energy diverges from the ATM potential as the lattice constant
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decreases. Interestingly, for each triplet where the ATM potential becomes more repulsive
as the lattice spacing decreases, the ab initio (para-H2)3 interaction energy switches sign
and becomes progressively more attractive, and vice-versa. This growing deviation shows
the inadequacy of the ATM potential to study three-body interactions in solid para-H2 at
high densities.
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Figure 3.10: The (para-H2)3 interaction energy using the current PES (solid red line) and
the ATM potential (dashed blue line) as a function of the lattice constant R, for the six
types of triangles one can make using a central “reference” para-H2 molecule and 2 of its
12 neighbours in a frozen hcp lattice. We ask readers to pay attention to the vertical scales
of each subplot, as they generally differ for each triangle. Each subplot is labeled using its
respective interior angle α of the triangle at the reference molecule. Note that each subplot
corresponds to the (para-H2)3 interaction energy of a single triangle, not the sum of the
contributions from all triangles with the same interior angle. For example, the subplot
with the label α = 60° is the (para-H2)3 interaction energy for a single equilateral triangle,
not all 24 equilateral triangles of the 66 triangles considered.
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At R = 3 Å, the strength of the (para-H2)3 interaction energy from the equilateral
triangle configuration is the greatest of the nearest-neighbour triangles – it is an order
of magnitude greater than that of the right-angled triangle, and at least two orders of
magnitude greater than those of the other triangles. Together with its plurality among the
aforementioned 66 triangles, we should expect the equilateral triangle to contribute the
majority of the (para-H2)3 interaction energy in an hcp lattice.

Table 3.2: The average (para-H2)3 interaction energy ( cm−1) per particle between a central
reference para-H2 molecule and 2 of its 12 nearest neighbours in a frozen hcp lattice, for
different lattice constants R (Å). Shown are the contributions from all 66 triangles (ϵnn)
and the 42 non-equilateral triangles (ϵnn

neq), for the current PES and the ATM potential.

current PES ATM
R ϵnn ϵnn

neq ϵnn ϵnn
neq

2.20 -5055.32 -428.30 333.57 22.72
2.40 -2051.03 -137.21 152.44 9.47
2.60 -801.71 -41.96 74.17 4.61
2.80 -300.24 -11.93 38.07 2.36
3.00 -106.64 -3.01 20.46 1.27
3.79 0.40 0.15 2.50 0.16

To see if this is the case, in Fig. (3.11), we compare the contribution to the average
interaction energy per particle from all 66 triangles (ϵnn), and from only the 42 non-
equilateral triangles (ϵnn

neq), using the current PES and ATM potential. These calculations
assume a frozen lattice. Select example energies are shown in Table 3.2. At the ZTZP
lattice constant (R = 3.79 Å), the difference between ϵnn and ϵnn

neq is relatively small (0.40
cm−1 and 0.15 cm−1, respectively). However, as the lattice constant decreases, the gap
widens considerably, and the equilateral triangles dominate the contribution to the (para-
H2)3 interaction energy per particle. This behaviour is caused, not only by the large
outlying interaction energy of the equilateral triangle, but also by a partial cancellation
of the interaction energies of the other 42 triangles. In contrast with the current ab initio
PES, the ATM potential increases the energy per particle.

We can come up with a simple physically intuitive reason for why the interaction energy
is the strongest for the equilateral triangle, and weakens as we increase the internal angle
α to form other triangles. In an isotropic para-H2–para-H2 pair potential, the interaction
energy strengthens as the intermolecular spacing decreases. Analogously, the isotropic
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(para-H2)3 interaction energy strengthens as the total perimeter of the triangle decreases.
This trend is apparent when looking at the ATM potential, given by Eq. (3.1). If we fix
the pair distances R12 = R23 = R, and increase the internal angle α2 from 60° to 180°,
then the distance R13 increases from R to 2R and the denominator becomes 8 times larger.
Similarly, we can see from Eq. (3.8) that if we fix s and φ (and thus constrain ourselves to
a set of similar triangles), then the interaction potential increases as the perimeter (which
is proportional to R) decreases.
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Figure 3.11: The average (para-H2)3 interaction energy per particle as a function of lattice
constant R, between a central reference para-H2 molecule and 2 of its 12 nearest neighbours
in a frozen hcp lattice. The curves correspond to the contributions from all 66 triangles for
the current PES (thin solid red line) and the ATM potential (thin dashed blue line), and
the contributions from the 42 non-equilateral triangles for the current PES (thick solid red
line) and the ATM potential (thick dashed blue line).

3.3.5 Comparison Against Silvera-Goldman Potential

How will the introduction of an ab initio (para-H2)3 PES influence simulations of condensed
para-H2 systems? To estimate its influence, we calculate the energy per molecule ϵ as a
function of the density ρ of a solid para-H2 hcp lattice at T = 0 K with no zero-point
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motion. From this equation of state (EOS), we calculate the pressure using

P = ρ2 ∂ϵ

∂ρ

∣∣∣∣∣
T

. (3.26)
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Figure 3.12: The energy per particle ϵ as a function of density ρ for a frozen solid para-H2
hcp lattice. The curves correspond to the interaction combinations of the FSH potential
(red, dotted, thin), the (FSH + current PES) combination (red, solid, thin), the SG poten-
tial (green, solid, thick), and the SG potential without its three-body approximation term
(green, dotted, thick). Also shown is the curve for the FSH potential calculated from a
PIMC simulation (black, dashed) at T = 4.2 K.37 The shift in the energy if the simulation
had been done at T = 0 K would not be visible on the scale of this figure. The dotted
and solid vertical lines indicate the equilibrium density of the PIMC-simulated FSH curve
(ρ = 0.0255 Å−3), the classical FSH curve (ρ = 0.0370 Å−3) and (FSH + current PES)
curve (ρ = 0.0385 Å−3).

We perform this frozen lattice calculation using four different combinations of two-body
and three-body para-H2 intermolecular potentials. These are the para-H2–para-H2 FSH
potential on its own, the FSH potential with the current (para-H2)3 interaction PES, the
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SG potential, and the SG potential without its three-body approximation term. The EOS
and pressure curves are shown in Figs. (3.12) and (3.13), respectively.
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Figure 3.13: The pressure P as a function of density ρ for a frozen solid para-H2 hcp lattice.
The curves follow the same labelling in Fig. (3.12).

Each of the frozen lattice EOS curves predict a much higher ZTZP equilibrium density
and a much lower energy per particle than seen experimentally (ρ = 0.026 Å−3 and ϵ =
−62.5 cm−1, respectively).9,42 This discrepancy arises because the frozen lattice calculation
does not account for the lattice inflation caused by the zero-point motion of the para-H2
molecules. We see in Fig. (3.13) that at high densities, compared to the SG potential,
the FSH potential on its own predicts a much steeper pressure curve, while the (FSH +
current PES) combination decreases the pressure. The former observation is in line with
previous findings,37 where, due to its hard core, the FSH potential greatly overestimates
the pressure when 0.02 Å−3

< ρ < 0.04 Å−3. The latter observation is a good sign, as we
know that the SG potential itself begins to overestimate the pressure when extended past
ρ = 0.1 Å−3.13,108
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3.4 Conclusion

We have presented a 3D isotropic ab initio (para-H2)3 interaction energy PES, calculated
at the CCSD(T) level of theory using an AVTZ atom-centred basis set with an additional
(3s3p2d) midbond function. We have presented in detail the procedure used to construct
the PES. The RKHS method interpolates between the data mesh. At long intermolec-
ular separations, the (para-H2)3 interaction energy converges to the ATM potential. In
situations where two para-H2 molecules are close together and the third is far away, the
(para-H2)3 interaction takes the form of a modified version of the ATM potential. At short
intermolecular spacings, the (para-H2)3 interaction energy trends exponentially with R.

The (R, s, φ) coordinate system is a convenient and physically-insightful way to rep-
resent the (para-H2)3 system, and we recommend its use for other three-body systems of
identical particles. The accuracy of the interpolation was found to be more sensitive to
the input data mesh spacings at small values of s and R, and large values of φ. Switching
from the 6-point to the 14-point Lebedev quadrature provides only minor improvements
to the energy.

Among a para-H2 molecule and its nearest neighbours in an hcp lattice, the equilateral
triangle configuration contributes the majority of the (para-H2)3 interaction energy. For
many applications, such as computer simulations of solids, one might sufficiently approx-
imate the (para-H2)3 interaction energy using only equilateral and “almost-equilateral”
triangles. Using the (R, s, φ) coordinate system, this corresponds to creating a PES using
an input data mesh with a full range of R values, but only a small range of s values past
s = 1, and a small range of φ values below φ = π/2. This approximation would greatly
reduce the coordinate space one would need to cover to create an adequate three-body
PES.

The use of the current (para-H2)3 interaction PES alongside the FSH potential de-
creases its EOS and pressure for a frozen hcp lattice at high densities to below that of
the SG potential. This indicates, albeit only qualitatively, that the (FSH + current PES)
combination is a more powerful model than the SG potential for predicting the properties
of many-body para-H2 systems. It has yet to be seen whether the improvements actually
occur when the zero-point motion of the para-H2 molecules is taken into account, as in a
path integral simulation. Such a project is currently being carried out in our group, for
both solid para-H2 and clusters of para-H2 molecules. It is also possible that the influence
of the current three-body PES on the structural properties of many-body para-H2 systems
can affect these systems’ vibrational excitation shifts.16,37
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Chapter 4

Equation of state of solid
parahydrogen using ab initio
two-body and three-body interaction
potentials

This chapter is reproduced from Alexander Ibrahim and Pierre-Nicholas Roy, “Equation of
state of solid parahydrogen using ab initio two-body and three-body interaction potentials”
Journal of Chemical Physics 157, 174503 (2022), with the permission of AIP Publishing.123

4.1 Introduction

Solid para-H2 is the simplest quantum molecular solid that exists in nature. It is the
target of a sizeable body of active research.8,124–128 As a quantum solid, solid para-H2
possesses many interesting and exotic physical properties. It has a triple point of (T, P ) =
(13.8 K, 7.042 kPa).129 Upon freezing, solid para-H2 exists in its stable equilibrium form as
a hexagonal close-packed (hcp) lattice. Due to its low mass, each para-H2 molecule has
a very large zero-point energy, and is very delocalized about its nominal lattice site. At
the experimental equilibrium density of ρ0 = 0.0260 Å−3, the Lindemann ratio of solid
para-H2 is about 0.2.6,8 These zero-point motions expand the lattice to the extent that, at
the equilibrium density, the para-H2 molecules are pushed to a mean distance beyond the
pair potential’s minimum. As a result, solid para-H2 is highly compressible.9
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As a molecular solid, a key property of solid para-H2 is that the individual para-H2
molecules within retain most of their free molecule properties. The interactions of an
individual para-H2 molecule with its surroundings in the solid only slightly perturb its
behaviour from that of a free molecule. For example, except at very high pressures, the
free molecule rotational and vibrational quantum numbers j and ν remain good quantum
numbers in the solid. We can readily model solid para-H2 using interactions between
collections of free para-H2 molecules, such as pairs and triplets.

Because of its simplicity and relative ease of modelling compared to more complicated
systems, solid para-H2 is a convenient benchmark against which we can test our current
theoretical knowledge of quantum many-body physics. Constructing the equation of state
(EOS) is an excellent way to test the accuracy of a potential energy surface (PES) for
para-H2 under different density and state conditions.

Most simulations of bulk condensed para-H2 are done using static point-wise pair in-
teraction potentials. Such potentials have many advantages. For example, they are com-
putationally fast and easy to implement; a dense lookup table and linear interpolation
are often enough. The Silvera-Goldman (SG) and Buck potentials are two of the most
popular two-body potentials.62,66 Both provide very good predictions at low and moder-
ate densities, but overestimate pressures at higher densities.13 The Faruk-Schmidt-Hinde
(FSH) potential is a more recent ab initio first principles pair potential,16,31 and due to its
construction, it contains no implicit many-body contributions. Path-integral Monte Carlo
(PIMC) simulations show that, even at relatively low densities (below 0.04 Å−3) the FSH
potential overestimates the pressure of solid para-H2 even more drastically than do the SG
and Buck potentials.37

Each of the aforementioned SG, Buck, and FSH potentials has a core wall that is too
rigid, causing them to overestimate the pressure of solid para-H2 at high densities. In
2013, Omiyinka and Boninsegni13 modified the Moraldi potential108 to create a new pair
potential, whose highlighting feature is its drastically softened core wall when compared
to the SG potential. Simulations using this pair potential reproduce the experimental
pressure-density curve for para-H2 remarkably well between the densities of 0.076 Å−3 and
0.273 Å−3.

Several computational studies of condensed systems of para-H2 emphasize the impor-
tance of three-body interactions at high densities.11–13,37 These three-body interactions are
attractive at short intermolecular separations, and their inclusion effectively softens the
core wall of the pair potential. The Axilrod-Teller-Muto (ATM) potential is a commonly-
referenced potential for triple-dipole interactions.17 Unfortunately, despite having the cor-
rect long-range behaviour, it fails to reproduce the desired short-range behaviour even
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qualitatively. The ATM potential predicts a net repulsive interaction at high densities, the
opposite of what is required.

This research group recently published a static ab initio three-body interaction poten-
tial energy surface (PES) for para-H2.81 This new PES has the expected net attractive
interaction at short ranges, as well as the expected long-range behaviour of the ATM
potential.

We can also look at studies of a closely related system, solid helium-4, for additional
insights on solid para-H2. Solid helium-4 is a quantum molecular solid above 25 bar, its
atoms have large zero-point motions and interact weakly through dispersion interactions,
and, like solid para-H2, it is commonly simulated using quantum Monte Carlo techniques.
In 2017, Barnes and Hinde performed variational Monte Carlo (VMC) and path-integral
Ground State (PIGS) simulations of solid helium-4.130 They used the Aziz-87 pair po-
tential,131 and the three-body potential of Cencek et al.132 Simulations using both the
pair and three-body potentials reproduce the experimental pressure-volume data down to
about 4.0 cm3/mol, whereas those with only the pair potential were successful only down
to about 8.0 cm3/mol. Given the similarities between solid helium-4 and solid para-H2,
the results of Barnes and Hinde are an indication that three-body interactions may greatly
affect the EOS of solid para-H2.

In this work, we compute the EOS of solid para-H2 at T = 4.2 K using PIMC simula-
tions. The system is constructed as an hcp lattice between the densities of 0.024 Å−3 and
0.1 Å−3. We use a potential tail calculation, for both the pair and three-body potentials,
to correct the finite system size error. We also explore how these tail corrections vary as
a function of density. Depending on the requirements, as described in Sec. 4.3, we correct
the Trotter factorization error either via extrapolation, or by choosing a suitably small
imaginary time step.

Following the work by Barnes and Hinde130 we explore two different ways of including
the effects of the three-body interaction into our simulations. The first is the full inclusion
method, in which both the pair and three-body potentials are used for the Monte Carlo
sampling as well as in the energy estimators. The second is the perturbative method, in
which only the pair potential is used for the Monte Carlo sampling, but both potentials
are used in the energy estimators. The key draw of the perturbative method is that it
drastically reduces the computational costs of sampling. The perturbative case also gives
us, with no additional effort, the EOS for which only the pair potential is used in the
estimator. We also look at how each of these two methods of incorporating the three-body
interaction affects the structure of solid para-H2. For brevity, in this paper we will refer
to “simulations performed with the perturbative treatment of the three-body potential” as
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“perturbative treatment simulations”, and “simulations performed with the full inclusion
treatment of the three-body potential” as “full inclusion treatment simulations.”

The remainder of this paper is structured as follows. In Sec. 4.2 we present the model
of the system, including the Hamiltonian used, the properties and construction of the two-
body and three-body PESs, and a more detailed description of the perturbative and full
inclusion treatments. In Sec. 4.3, we provide a review of the computational techniques used
in the simulations. In Sec. 4.4, we present the results and a discussion thereof. Finally, we
present our conclusions and suggestions for future work.

4.2 Model

We model our system as a collection of N point-wise para-H2 molecules in three dimensions.
They are contained in an hcp lattice within a rectangular prism, with periodic boundary
conditions applied in all directions. The Hamiltonian for our system is

Ĥ = − ℏ2

2m

N∑
i=1
∇2

i +
N∑

i<j

V2(rij) +
N∑

i<j<k

V3(rij, rik, rjk), (4.1)

where V2 is the FSH pair interaction, V3 is the ab initio three-body interaction,81 and rij

is the relative distance between the centres of mass of molecules with labels i and j.
The FSH potential is a static ab initio pair interaction potential for para-H2. In

2014, Faruk et al. applied the adiabatic hindered rotor (AHR) method29,73,133–136 to a
6-dimensional H2–H2 dimer potential created by Hinde.16,25,31 This process produced sev-
eral pointwise 1D pair potentials, each of whose only parameter is the relative distance
between each molecule’s centre of mass. These potentials have been used to successfully
simulate and predict the experimentally observed first vibrational shifts of small clusters
of para-H2 molecules.16,31,137 This AHR approximation has also recently been successfully
applied to help construct neural network interaction potentials.138

We refer to one of these aforementioned potentials, that which gives the ground state
interaction energy for two para-H2 molecules, as the FSH potential. As a purely ab initio
pair potential, the FSH potential does not implicitly incorporate higher many-body effects.
It has a both a deeper attractive well and a much more repulsive core than the SG and Buck
potentials. When used on its own, it greatly overestimates the pressure of solid para-H2,
even at relatively low densities (below 0.04 Å−3).37

This research group recently published a static ab initio three-body PES for para-H2.81

Its energies are calculated at the correlated coupled-cluster theory level, with single, double,

75



and perturbative triple excitations. The calculations were performed using an augmented
correlation-consistent triple zeta atom-centred basis set, supplemented by a (3s3p2d) mid-
bond basis. The PES is isotropic. Each hydrogen molecule is fixed to the vibrationally
averaged ground state bond length of 1.449 Å. The angular degrees of freedom are pro-
jected out using the L = 3 Lebedev quadrature,32 in which each effective interaction energy
is the average interaction energy of 27 space-fixed angular orientations. The PES is con-
structed using the reproducing kernel Hilbert Space (RKHS) toolkit by Unke et al.36 The
RKHS method is a machine learning method that has seen much success constructing
multi-dimensional PESs.139–142 In addition, we apply a number of phenomenological mod-
ifications and extreme-range extensions to the PES. These modifications ensure that the
potential converges smoothly to the ATM potential at large intermolecular separations,
and that its energies increase in magnitude exponentially at short intermolecular separa-
tions. The training data for the three-body potential only goes down to triangles with at
least one side length greater than 2.2 Å. This is very similar to the lower limit for the
FSH potential. Luckily, even at the highest densities relevant to the findings of this paper,
the para-H2 molecules spend very little time at such short distances.

In principle, because para-H2 is a boson, we should treat it as an indistinguishable
particle that obeys Bose statistics. In the context of a PIMC simulation, we account
for Bose statistics using the worm algorithm,143,144 which expresses the permutation of
identical bosons via the connection and exchange of beads between the ring polymers. We
find, however, that even at the highest densities explored here, that bosonic exchanges
between the molecules are almost entirely absent. Thus in practice, we can treat the
para-H2 molecules as distinguishable particles.

Inspired by previous work by Barnes and Hinde,130 we will compare results from two
different methods, each of which incorporates the three-body interactions in a different
way: the perturbative method and the full inclusion method. With no additional effort,
the perturbative treatment simulations also give us results for the case where the three-
body potential is used in neither sampling nor the estimators, i.e. pure two-body potential
simulations. These methods are described in more detail below.

4.2.1 Full Inclusion Method

In the full incorporation method, we use the pair and three-body potentials in both the
configuration sampling stage and the energy estimators. During sampling, only three-body
interactions between a given molecule and its 12 nearest neighbours are taken into account.
This is an appropriate approximation; the three-body interaction falls off quickly enough
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that, even at the highest densities considered in this paper, the contribution from the pair
potential beyond the nearest neighbours is typically 2 to 3 orders of magnitude greater
than that from the three-body potential. When using the energy estimator, we follow the
Attard minimum image convention145 and include all three-body interactions in the lattice
up to the cutoff distance of L/2, where L is the shortest length of the simulation box. The
explicit inclusion of the three-body potential in the sampling stage greatly increases the
computational costs. The evaluation of the three-body potential itself is more expensive
than for pair potentials, and even when limited to the nearest-neighbours, there are 66
interactions to account for per molecule. Compared to using pair interactions alone, the
inclusion of the three-body interactions increases the computational cost of the PIMC
simulations by a factor of around 40.

4.2.2 Perturbative Method

In the perturbative method, we use only the pair potential during configuration sampling,
but use both the pair and three-body potentials for the energy estimators. Like in the full
inclusion method, the energy estimators include all three-body interactions up to the cutoff
distance L/2. Including the three-body potential perturbatively incurs a near negligible
computational cost to the simulation. This is because, relative to the sampling stage, the
estimation stage takes up a very small portion of the simulation time. To understand
the accuracy trade-off of the perturbative method, we should remember that the three-
body potential is attractive at short ranges. Its full inclusion in the sampling stage makes
high density configurations less energetically unfavourable, and thus we should expect
a change the positional distributions of the molecules in the solid. The accuracy of the
perturbative method relies on the assumption that this change in positional distributions is
very small. Our findings suggest that this assumption is sound (see Secs. 4.4.3 and 4.4.4).
This assumption also holds in solid helium-4. Barnes and Hinde130 found that, when
compared to the perturbative method, the full inclusion of the three-body interaction only
slightly shifted the pair distribution of solid helium-4 towards shorter distances. This holds
even up to the relatively high density of 0.15 Å−3.

In the remainder of this paper, to describe the category of simulation that the presented
results come from, we will use the following labels. Results from PIMC simulations with
pair interactions only, for both the sampling and the energy estimator, are labelled as
FSH-[2B]. Results from simulations with pair interactions and perturbatively incorporated
three-body interactions are labelled as FSH-[2B(3B)]. Results from simulations with pair
interactions and fully incorporated three-body interactions are labelled as FSH-[2B+3B].
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4.3 Computation

4.3.1 Path Integral Monte Carlo

Consider a system of particles described by a Hamiltonian Ĥ at a finite temperature
β = 1/kBT . The expectation value of the operator Â in this system can be described using

⟨Â⟩ = 1
Z

Tr
{
Âe−βĤ

}
= 1

Z

∫
dqdq′ ⟨q|Â|q′⟩ ⟨q′|e−βĤ |q⟩ , (4.2)

where e−βĤ is the density matrix, Z = Tr
{
e−βĤ

}
is the partition function, and q represents

the positions of all particles in the system.
Using the path integral formulation we take the identity operator resolved onto the

position space,
Î =

∑
|q⟩ ⟨q| (4.3)

and apply it P times to discretize the integral Eq. (4.2) in imaginary time

⟨q′|e−βĤ |q⟩ =
∫ P∏

i=2
dqi ×

P∏
i=1
⟨qi|e−τĤ |qi+1⟩ , (4.4)

where τ = β/P is the imaginary time step, and the index i labels the individual time
steps. We apply the boundary conditions q1 = q′ and qP +1 = q, thus forming a ring of
coordinates {qi}. We can sample the integral Eq. (4.2) with the PIMC method.34

4.3.2 Trotter Error

Note that when we separate the Hamiltonian in Eq. (4.4) into potential and kinetic compo-
nents, we introduce a systematic Trotter factorization error into our expectation values.34,74

This error is a function of the imaginary time step size τ , and vanishes in the limit τ → 0.
A previous study of the EOS of solid para-H2 shows that this Trotter factorization error is
significant.37

One method to eliminate the Trotter error is to perform several simulations, each with
a different value of τ . Each simulation produces a different expectation value ⟨Â⟩τ . We
then fit these expectation values to the equation74

⟨Â⟩τ = ⟨Â⟩0 + b2τ
2 + b4τ

4 , (4.5)
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where ⟨Â⟩τ is the expectation value of Â in the limit τ → 0, and b2 and b4 are fit parameters.
When both the kinetic and potential energies are small in magnitude, the systematic
Trotter errors are small, and we can successfully use Eq. (4.5) using relatively large values
of τ for fit values. When the kinetic or potential energies are large, we need smaller values
of τ to use Eq. (4.5), and this extrapolation method becomes less advantageous.

Another approach is to select a small enough value of τ such that the Trotter error
becomes tolerably small. This is much simpler, but the resulting kinetic energy energies
have a much larger variance.

We use both the “small τ” and “τ extrapolation” methods, each on a different range of
densities, to calculate different features of the EOS.

We use the “small τ” method, using P = 960 beads (τ ≈ 2.48×10−4 K−1), to calculate
the energies in a sparse grid between ρ = 0.024 Å−3 and ρ = 0.1 Å−3. We find that,
compared to the extrapolated value, this choice of time step leads to a Trotter error in the
total energy of about 0.2 % at 0.026 Å−3 and 0.04 Å−3, and about 2.5 % at 0.1 Å−3. As
we will see in later sections, the simulation results at high densities are incredibly divorced
from the experimental results, and thus the increased systematic Trotter error at high
densities should not be too concerning. The standard error of the mean of the energies
from the “small τ” method is on the order of 0.1 cm−1, whereas the energies in concern
span a range of nearly 4000 cm−1 (see Sec. 4.4.1).

We use the “τ extrapolation” method to calculate the energies in a fine grid near the
equilibrium density (around ρ0 = 0.026 Å−3). We perform multiple simulations at each
density, using P = {64, 80, 96, 128, 192} beads, and extrapolate the energies to τ → 0 using
Eq. (4.5). The energies around the equilibrium density are low enough for the extrapolation
to work well, and we need low variance results to accurately find the equilibrium density.
The standard error of the mean of the energies from the “τ extrapolation” method is on
the order of 0.01 cm−1, whereas the energies around the equilibrium density span a range
of only about 2 cm−1.

4.3.3 Finite System Size Error

In systems with periodic boundary conditions, we must apply minimum image rules to
ensure the correct distances between molecules are chosen. For example, due to the pe-
riodicity, two molecules near opposite edges of the simulation box are actually very close
together, and our simulations must account for this. For the pair potential, we apply the
standard minimum image convention with a cutoff distance of L/2, where L is the shortest
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length of the simulation box. Interactions between pairs of molecules greater than L/2
apart are ignored. For three-body interactions, this minimum image convention does not
work – it has a tendency to underestimate the size of triangles. There are two common
ways to overcome this. Some authors use a cutoff distance of L/4. However, at high
densities, this distance becomes too short to give accurate results.146 We instead apply
the modifications to the minimum image convention developed by Attard,145 which lets us
keep all triangles for which each of its side lengths is less than the L/2 cutoff.

Our simulations are performed using a finite number of molecules N inside a box of
side length L. Thus the energy estimators cannot account for interactions with molecules
outside of the simulation box, and our potential energy expectation values suffer from
systematic finite system size errors. We correct these errors by applying potential tail
corrections for both the two-body and three-body potentials.78
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Figure 4.1: The radial pair distribution function g(r) (blue) from a simulation of N = 448
para-H2 molecules using P = 64 beads, at a density of ρ = 0.026 Å−3. Also shown is the
FSH pair potential V2(r) (red). In the region r > L/2 ≈ 9.3 Å, the thin, dashed blue line
is the g(r) of the N = 448 simulation, and the thick, horizontal blue line represents the tail
correction made when we instead use a g(r) from a simulation with N = 180 molecules.

To calculate the tail correction energy ϵ
(t)
N for the pair potential, we assume that the

radial pair distribution function g(r) outside our simulation box is uniform (equal to unity),
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and then integrate the pair potential outside this box.

ϵ
(t)
N = Nρ

2

∫ ∞

L/2
d3r V2(r)g(r) (pair)

≈ Nρ

2

∫ ∞

L/2
d3r V2(r) (4.6)

In Fig. 4.1, we show the radial pair distribution function g(r) at the equilibrium density of
ρ = 0.026 Å−3, from a simulation of N = 448 para-H2 molecules, using P = 64 beads. We
also show the FSH pair potential V2(r). For N = 448 at this density, the cutoff distance
is roughly 12.3 Å. The radial pair distribution function for a simulation with N = 180
molecules is effectively identical to its shown counterpart with N = 448 molecules, but
only until its own shorter cutoff distance of L/2 ≈ 9.3 Å. The thin, oscillating, dashed
blue line beyond the cutoff distance L/2 ≈ 9.3 Å in Fig. 4.1 is the “tail” that we want
to approximate. When we set g(r) = 1 for r > L/2 in Eq. (4.6), we can represent this
visually in Fig. 4.1, by replacing the “true tail,” (the thin, oscillating blue line), with the
thick, horizontal blue line that overlaps it.

The tail correction is the most effective when performed at distances for which the
oscillations in the radial pair distribution function, and the magnitude of the pair potential,
are both relatively small. For example, at the equilibrium density, for a simulation with
N = 180 molecules, we see in Fig. 4.1 that the tail correction would begin well into the
r−6 decay of the pair interaction. However, we will soon see that the tail correction is still
reasonable even at the highest densities explored in this paper, especially when compared
with the total energy scales of the calculations.

For the three-body interaction tail correction we follow Eq. (2.150) in Ref. [78], and
account for interactions from all triangles with at least one side length greater than L/2.
This calculation requires the three-body distribution function, which, following the afore-
mentioned reference, we approximate using a product of three pair distribution functions
g(r) from the simulation.

To test how well the tail corrections work, we perform perturbative treatment simu-
lations of solid para-H2 for two system sizes, N = 180 and N = 448. These simulations
take place at temperature T = 4.2 K, using P = 64 time slices, and for 31 density values
between 0.024 Å −3 and 0.1 Å −3. In Fig. 4.2, we show the pair and three-body energy
corrections for both lattice sizes. As expected, the tail corrections are smaller in magnitude
for the larger N = 448 case than for the smaller N = 180 case. This is expected, because
a larger system should have a smaller system size error to correct for. At all considered
densities, the pair tail correction is attractive, while the three-body tail correction is repul-
sive. In addition, the pair tail correction is always greater in magnitude than that of the
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three-body tail correction. This reflects the fact that, at large distances, the pair potential
decays with an attractive −C6r

−6 interaction energy, while the three-body potential decays
with a weaker, repulsive C9r

−9 interaction energy.

0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09 0.10
/ Å 3

80

60

40

20

0

20

(t) N
/c

m
1

pair, N = 180
pair, N = 448
triplet, N = 180
triplet, N = 448

Figure 4.2: The potential tail correction energy per molecule ϵ
(t)
N as a function of density

ρ. These energies are added to the simulation energies to correct for the finite system size
error. Shown are the correction energies for simulations of N = 180 particles (solid, circles)
and N = 448 particles (dotted, squares), separated into the pair interactions (green) and
the three-body interactions (blue).

From the simulations we recover the average energy per particle for a system of N
particles, ϵ

(s)
N , for which the tail correction has not been applied. We now consider two

cases. We can calculate the total energy per particle either with the tail correction, i.e.
ϵN ≈ ϵ

(s)
N + ϵ

(t)
N , or without the tail correction, i.e. ϵN ≈ ϵ

(s)
N . We then calculate the

difference in the energy per particle of both system sizes, ϵ180− ϵ448, for both the corrected
and uncorrected cases. If the tail correction is effective, we should expect that it makes
up for the difference in the simulation sizes, and thus ϵ180 − ϵ448 should be close to zero.
We can verify this in Fig. 4.3. Without the tail correction, the energy gap per particle
ϵ180 − ϵ448 grows with the density. The application of the tail correction suppresses the
energy difference almost completely at lower densities, and still relatively well at the highest
densities considered. Thus with the tail corrections we can justify performing simulations
using only N = 180 particles.
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Figure 4.3: The difference in the energy per molecule calculated from simulations using
N = 180 particles (ϵ180) and N = 448 particles (ϵ448). The differences are calculated
for both the FSH-[2B] energies (green, diamonds) and the FSH-[2B(3B)] energies (blue,
squares). The solid curves represent the cases where simulations of both sizes have had
their respective potential tail corrections applied before the difference is taken (i.e. ϵN ≈
ϵ

(s)
N + ϵ

(t)
N ). The dotted curves represent the cases where the tail corrections have been

ignored (i.e. ϵN ≈ ϵ
(s)
N ). For the FSH-[2B] case, the tail correction ϵ

(t)
N is made up of only

the pair tail contribution in Fig. 4.2, whereas for the FSH-[2B(3B)] case, ϵ
(t)
N is made up of

both the pair and three-body tail contributions. Having an energy difference close to zero
represents a successful finite system size correction.

4.4 Results

4.4.1 Energy-Density Equation of State

We perform PIMC simulations of solid para-H2 at T = 4.2 K, between the densities of
0.024 Å−3 and 0.1 Å−3 for the perturbative simulations, and between the densities of
0.0617 Å−3 and 0.1 Å−3 for the full inclusion simulations. Due to the expense of the
full inclusion calculations, they are only carried out at the higher densities, where the in-
fluence of the three-body potential is the greatest. We use the standard potential energy
estimators for both the pair and three-body potential energies, taking into account periodic
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boundary conditions and potential tail corrections, as discussed in Sec. 4.3. We use the
primitive estimator for the kinetic energy.
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Figure 4.4: The energy per molecule ϵ as a function of the density ρ of solid para-H2. The
data points are shown for simulations performed under the FSH-[2B] conditions (green,
diamonds), the FSH-[2B(3B)] conditions (blue, squares), and the FSH-[2B+3B] conditions
(orange, circles). The curves represent the fitting of the data to a modified Birch equation,
Eq. (4.7). All energies were calculated using the “small τ” method to account for the
Trotter error, except for those in the densely packed region around ρ0 = 0.026 Å−3, which
were calculated using the “τ extrapolation” method.
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We fit the FSH-[2B] and FSH-[2B(3B)] total energies per particle to a modified Birch
EOS147

ϵ(ρ) = ϵ0 − P0/ρ +
5∑

n=1
κ̃nρ2n/3 . (4.7)

The fit parameters ϵ0, P0, and {κ̃n} are shown in Table 4.1. For the purposes of being
able to create a curve for the pressure-density figures in Sec. 4.4.2, we also fit the FSH-
[2B+3B] total energies to Eq. (4.7). However, because the energies for the FSH-[2B+3B]
simulations were collected for a more limited range of densities, the fit parameters are very
highly correlated to one another and are not very meaningful.

Table 4.1: Fit parameters for the energy-density EOS, Eq. (4.7), for the FSH-[2B] and
FSH-[2B(3B)] simulation sets.

FSH-[2B] FSH-[2B(3B)]
ϵ0(cm−1) 16.78± 0.87 18.67± 0.78

P0(cm−1 Å−3) −4842.4± 222.7 −5763.3± 200.8
κ1(cm−1 Å2) 118465.1± 5070.8 149565.7± 4572.1
κ2(cm−1 Å4) −1312002.4± 53696.9 −1789644.0± 48415.6
κ3(cm−1 Å6) 6880148.8± 302556.8 10629544.1± 272798.6
κ4(cm−1 Å8) −14867506.4± 877135.3 −28398452.1± 790863.2
κ5(cm−1 Å10) 14135049.1± 1030210.7 26646661.8± 928881.8

In Fig. 4.4, we plot the energy-density results for the FSH-[2B], FSH-[2B(3B)], and
FSH-[2B+3B] simulation cases. The FSH-[2B] energies increase with density far more
strongly than the other categories. The FSH-[2B(3B)] and FSH-[2B+3B] energies are very
similar to one another, with the latter only slightly lower than the former. At 0.0617 Å−3

their difference is 3.6 cm−1 (about 1 % error), and even up to 0.1 Å−3, the difference is only
18.1 cm−1 (1.8 %).

The equilibrium density of the EOS is indicated by the minimum of the energy-density
curve. In Fig. 4.5, we show the FSH-[2B] and FSH-[2B(3B)] energy curves near the ex-
perimental equilibrium density ρ0 = 0.0260 Å−3.9 Our comparisons of the FSH-[2B(3B)]
and FSH-[2B+3B], as well as later results shown in Fig. 4.7, show that the difference
between the perturbative and full inclusion energies rapidly decreases as we go to lower
densities. Thus we expect the equilibrium density to be low enough such that the pertur-
bative and full inclusion results have similar minima. The FSH-[2B] curve underpredicts
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the minimum, at ρ = 0.02551 Å−3, reproducing our findings in Ref. [37]. Meanwhile, the
FSH-[2B(3B)] curve overpredicts the minimum, at ρ = 0.02646 Å−3. This indicates that,
when the three-body interaction is used as the sole many-body correction term, its attrac-
tiveness overcorrects the repulsiveness of the pair interaction even as low as the equilibrium
density.
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Figure 4.5: The energy per molecule ϵ as a function of density ρ, for simulations performed
under the FSH-[2B] conditions (green, diamonds), and the FSH-[2B(3B)] conditions (blue,
squares). The minima of the FSH-[2B] and FSH-[2B(3B)] curves are indicated by the thin
and thick solid vertical black lines, respectively. The experimental equilibrium density ρ0
is indicated by the vertical dotted line. The energies in this figure were calculated using
the “τ extrapolation” method to account for the Trotter error.

In Fig. 4.6, we show the individual energies that comprise the FSH-[2B(3B)] total energy
curve, i.e. the kinetic, the pair potential, and the three-body potential energies. At low
densities, all three types of energies have comparable magnitudes. As the density increases,
both the pair and three-body potential energies grow exponentially in magnitude, each at
roughly the same rate. The kinetic energy is much smaller in magnitude, and increases
linearly. However, the findings of Omiyinka and Boninsegni13 suggest that this linear trend
only holds for lower densities. It appears clear that the potential energies play the most
significant role in the EOS of solid para-H2.
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Additionally, we can see how the inclusion or omission of the three-body interaction
during sampling affects each of the aforementioned three energies. In Fig. 4.7, we take
the kinetic, pair potential, and three-body potential energies calculated using both the full
inclusion and perturbative simulations, and plot their respective differences as a function
of density between ρ = 0.06 Å−3 and ρ = 0.1 Å−3. The full inclusion of the three-body
interaction causes a shift in energy for all three energy types, and the magnitude of this
shift increases with density. These results give some insight as to why the total energy
from the perturbative and full inclusion simulations are so similar. The increase in the
pair potential energy nearly counteracts the combined decrease in the kinetic and three-
body potential energies. Our findings are in line with those of Barnes and Hinde in their
simulations of solid helium,130 wherein the perturbative and full inclusion treatments of
the helium three-body potential of Cencek et al.132 give very similar total energies.
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Figure 4.6: The energy per particle as a function of density ρ, separated into its kinetic
(red, squares), pair potential (green, triangles), and three-body potential (blue, circles)
components. The simulations were carried out under the FSH-[2B(3B)] conditions. The
variable X on the vertical axis label is a placeholder for the various energy components.

To a large degree of accuracy, when studying properties that depend only on the total
energy, it is enough for us to perform our simulations with only a perturbative treatment of
the three-body potential. However, if we need the individual kinetic and potential energies
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of the solid, then the three-body potential must be included in the sampling.
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Figure 4.7: The difference in energy components as a function of density ρ, between energies
calculated from FSH-[2B+3B] and FSH-[2B(3B)] simulations. The component labels match
those in Fig. 4.6. The variable X on the vertical axis label is a placeholder for the various
energy components.

4.4.2 Pressure-Density Equation of State

We calculate pressures from the energy curves in Sec. 4.4.1 using

P (ρ) = ρ2 ∂ϵ

∂ρ

∣∣∣∣
T

= P0 + 2
3

5∑
n=1

nκ̃nρ(2n+3)/3 (4.8)

In Fig. 4.8, we show the pressure-density curves for the FSH-[2B], FSH-[2B(3B)], and
FSH-[2B+3B] cases alongside experimental measurements.

As expected from Ref. [37], the FSH-[2B] curve greatly overshoots experiment, even near
the saturation density. Meanwhile, the FSH-[2B(3B)] curve significantly underestimates
the experimental data, even at moderately low densities (below 0.04 Å−3). As the density
increases further, the FSH-[2B(3B)] provides an increasingly worsening prediction of the
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experiment than the FSH-[2B] curve. Beyond 0.08 Å−3, the three-body potential even
leads to an unphysical decrease in the pressure-density curve. The combination of the pair
and three-body interaction potentials is far too attractive at high densities.
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Figure 4.8: The pressure P of solid para-H2 as a function of density ρ. The curves are
calculated using Eq. (4.8), and correspond to simulations performed under the FSH-[2B]
conditions (green), the FSH-[2B(3B)] conditions (blue), and the FSH-[2B+3B] conditions
(orange). Also shown are experimental measurements from Ref. [63] (red squares) and
Ref. [148] (black triangles).
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Similar results have been seen in prior simulation studies of solid helium. Barnes and
Hinde130 carried out PIGS simulations of solid helium-4 using the Aziz pair potential131

and the three-body Cencek potential.132 They found that this combination of interactions
leads to an underestimation of the pressure when the helium is compressed to sufficiently
low molar volumes. Chang and Boninsegni149 performed PIMC simulations of liquid and
solid helium-4 using two separate combinations of pair and three-body interactions.150–153

For both combinations of potentials, their simulations underestimated the pressure curve
of solid helium-4 at low molar volumes.

We should note that many assumptions in our model of solid para-H2, for example,
that it is an hcp lattice, and that it is composed of freely rotating molecules, depend on
solid para-H2 being in the low-pressure phase I form.154 At low temperatures, solid para-H2
remains in its phase I form below about 60 GPa,155 which is much greater than what any
of the pressure curves in Fig. 4.8 reach. Thus, we can be confident that in all simulations
done for this paper, the solid is in phase I.

4.4.3 Centroid Distribution

Solid para-H2 is a quantum solid, and its molecules have a large zero-point motion about
their nominal lattice sites. This behaviour is largely a consequence of the low mass of,
and weak intermolecular interactions between, the para-H2 molecules. The PIMC method
accounts for this motion by representing the quantum “spreading” of a particle in space
using the position distribution of beads in the PIMC ring polymer. We can observe the
zero-point motion of the molecules by sampling the distance of the beads from the centroid
of their corresponding molecule

ĉ(r) =
〈

N∑
n=1

P∑
i=1

δ(r − |ri,n − rc,n|)
〉

(4.9)

where ri,n is the ith bead on the nth particle, and rc,n is the centroid of the nth particle,
given by

rc,n = 1
P

P∑
i=1

ri,n . (4.10)

The above estimator ĉ(r) produces a histogram in the shape of a Gaussian multiplied by
r2. We rescale ĉ(r), and normalize it from r = [0,∞) to get

c(r) =
√

2
π

1
σ

exp
[
−1

2
r2

σ2

]
. (4.11)
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Equation. (4.11) allows us to calculate the standard deviation σ, which represents the
spread of the position distribution of each para-H2 molecule. We show examples of Gaussian
distributions representing this zero-point motion in Fig. 4.9, for two different densities.

0.0 0.2 0.4 0.6 0.8 1.0 1.2
r / Å

0

1

2

3

4

5

6

c(
r)

/Å
1

= 0.024 Å 3

= 0.100 Å 3

Figure 4.9: Normalized distribution of bead positions from the centroid of a para-H2
molecule in solid para-H2, fit to Eq. (4.11). The results are collected from an FSH-[2B(3B)]
simulation at a relatively low density (ρ = 0.024 Å−3, green curve) and a relatively high
density (ρ = 0.1 Å−3, burgandy curve). The distribution is sharper and more classical at
the higher density.

In Fig. 4.10, we show the ratio σ/a as a function of density ρ, collected from perturbative
and full inclusion treatment simulations. Here, a is the lattice constant. We see that
the value of σ decreases with density. As mentioned earlier, one of the contributors to
the presence of zero-point motion is the weak intermolecular interaction between para-H2
molecules. As the density increases, the repulsive interactions become stronger, and reduce
the spread of the bead positions about their nominal lattice sites. The structure becomes
sharper and more classical at higher densities.

Even at the highest densities considered, where the effect of the three-body potential
is the strongest, there is negligible difference in the centroid distributions between the two
cases. Thus it appears that, despite the fact that the addition of the three-body potential
increases the average distance between neighbouring beads (as indicated by the decrease
in the kinetic energy seen in Sec. 4.4.1), the overall quantum mechanical “spreading” of
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each individual particle remains roughly unchanged.
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Figure 4.10: The ratio σ/a as a function of density ρ, collected from simulations performed
under the FSH-[2B(3B)] conditions (blue, squares), and the FSH-[2B+3B] conditions (or-
ange, circles). Here, σ is the standard deviation of the centroid bead distribution in
Eq. (4.11), and a is the lattice constant of the solid at that density. The curve represents
the fit to Eq. (4.12). The perturbative treatment of the three-body interaction has no
effect on the structure of the solid, and so the FSH-[2B] results would be identical to the
FSH-[2B(3B)] results.

We can fit the perturbative treatment data shown in Fig. 4.10 to the fit curve
σ

a
= s0 + s1

ρ
+ s2

ρ2 , (4.12)

where s0 = 4.63(2)× 10−2, s1 = 1.08(2)× 10−3 Å−3, and s2 = 5.1(5)× 10−6 Å−6.
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4.4.4 Pair Distribution Functions

The inclusion of the three-body potential softens the overall interaction energy at high
densities, leading to changes in the structural properties of the lattice. Two quantities
we can look at to see this change are the radial pair distribution function g(r), whose
(un-normalized) estimator is given by

ĝ(r) =
〈

N∑
n<m

P∑
i

δ(r − |ri,n − ri,m|)
〉

(4.13)

and the centroid radial pair distribution function gc(rc), whose (un-normalized) estimator
is

ĝc(rc) =
〈

N∑
n<m

δ(rc − |rc,n − rc,m|)
〉

(4.14)

where rc,n is given by Eq. (4.10).
In Fig. 4.11, we show an example of the normalized g(r) curves collected from pertur-

bative and full inclusion treatment simulations, superimposed on each other. Both sets of
data come from simulations performed at the density ρ = 0.1 Å−3. The two curves are
nearly identical in form. There are very small deviations between the two, and these are
the most pronounced around the first shell. Define ∆g(r) to be the radial pair distribution
function of the perturbative treatment simulation subtracted from that of the full inclu-
sion treatment simulation. We plot ∆g(r) around the first shell in the inset of Fig. 4.11.
The inclusion of the three-body interaction during sampling softens the pair distribution
function, and we can see this especially in the first shell, which becomes noticeably flat-
ter and wider. Note that we show this example for the highest density explored in this
work, ρ = 0.1 Å−3, because it is the case for which the change in the structure is the most
pronounced. Similar behaviours occur at lower densities, but with a smaller change in the
distribution.

In Fig. 4.12, we show the corresponding gc(rc) curves under the same conditions and
context of Fig. 4.11. The centroid radial pair distribution is much more localized than its
corresponding radial pair distribution function. As was the case for the g(r) functions, the
perturbative and full inclusion treatment simulations produce very similar gc(rc) functions.
The differences are most easily seen around the first peak. We define ∆gc(rc) similarly to
how we defined g(r) earlier, and plot it around the first peak in the inset of Fig. 4.12.
Once again, we see that the three-body interaction softens the peak in the first shell of the
distribution.
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We can use our findings thus far to describe the change in the lattice structure when the
three-body interaction is introduced. Recall from Sec. 4.4.3 that the three-body interaction
has a negligible effect on the centroid bead distribution, even up to ρ = 0.1 Å−3. Also, we
see from Figs. 4.11 and 4.12 that both the radial pair distribution and the centroid radial
pair distribution soften around the first shell after including the three-body interaction
in the sampling. These findings indicate that, at least up to the densities explored in
this paper, the three-body interaction does not increase the overall quantum mechanical
“spreading” of each individual particle, but it does give each particle more freedom to move
around its nominal lattice site.
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Figure 4.11: The radial pair distribution function g(r) of solid para-H2 at a density ρ =
0.1 Å−3, given by Eq. (4.13). The results are collected from simulations performed under
the FSH-[2B(3B)] conditions (blue, underlying curve), and the FSH-[2B+3B] conditions
(orange, overlaying curve). Readers should focus on regions where the underlying blue
curve is visible. In the inset we show ∆g(r), which is the difference between the orange
and blue curves in the region around the first shell of the two g(r) distributions.

We should admit, of course, that the arguments presented here about the effect of the
three-body interaction on the solid’s structure come from a model that fails to produce the
experimental EOS. However, these structural changes are consequences of softening the
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overall interaction energies of the solid at higher densities. Thus, even if we had used a
model that produced the correct EOS (i.e. one that shifts the FSH-[2B] pressure-density
curve down to the experimental data instead of shooting past it) we would likely have
seen similar changes in the structure, qualitatively. The radial and centroid radial pair
distributions would both still have softened, but the changes would be less pronounced.
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Figure 4.12: The radial centroid pair distribution function gc(rc) of solid para-H2 at a
density ρ = 0.1 Å−3, given by Eq. (4.14). The simulation labels are identical to those in
the caption of Fig. 4.11. In the inset we show ∆gc(rc), which if the difference between the
orange and blue curves in the region around the first shell of the two gc(rc) distributions.

We can explore how the structure of the lattice changes as a function of density. In
Fig. 4.13, we show the pair distributions g(r) for three different densities, collected from
perturbative treatment simulations. A change in the density has a far greater effect on the
radial pair distribution than does the presence of the three-body interaction potential. As
the density increases, the first shell becomes narrower and more peaked. Features of the
pair distribution function that are hidden at low densities by the quantum delocalization
of the para-H2 molecules become visible at higher densities. For example, focus on the
regions indicated by the dashed lines in Fig. 4.13. At a density of ρ = 0.024 Å−3, this
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region appears as a single, uniform shell. As the density increases, the shell develops
sharper, more distinguishable features.
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Figure 4.13: The radial pair distribution function g(r) of solid para-H2, collected from
FSH-[2B] simulations at densities of ρ = 0.024 Å−3 (blue curve), ρ = 0.049 Å−3 (orange
curve), and ρ = 0.1 Å−3 (green curve). The dashed portion of each curve is a visual
guide for the reader. It highlights the second shell region of the blue curve, as well as the
corresponding “second shell” regions in the orange and green curves, when the change in
density is accounted for.

4.5 Conclusions

We used PIMC simulations to study the EOS of solid para-H2 at T = 4.2 K using ab initio
pair and three-body interaction potentials. Periodic boundary conditions were accounted
for during the simulations. The finite system size errors were corrected using potential tail
corrections, and the Trotter factorization errors were accounted for either by extrapolation
or by using a sufficiently small imaginary time step.

We found that the difference between the perturbative and full inclusion treatments
of the three-body interaction is fairly small, even at the highest densities explored in this
paper. The total energies and pressures in both cases are very similar. The full inclusion
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of the three-body interaction in the PIMC sampling protocol causes noticeable changes in
each of the kinetic, pair potential, and three-body potential energies. However, when added
together, these individual changes largely cancel out, resulting in only a small decrease in
the total energy. This behaviour can be explained by the fact that the inclusion of the
three-body interaction has only minor effects on the structure of the solid. For example, the
centroid bead distribution shows negligible change going from the perturbative to the full
inclusion case. The radial and centroid radial pair distributions soften very slightly, with
the majority of the change in both cases occurring around the first peak. The success of the
perturbative method shows that the three-body interaction, and possibly also higher-order
many-body interactions, can often be treated as a sort of density-dependent background
energy.

In Sec. 4.4.3, we show how the centroid bead distribution changes as a function of
density. It will be of interest to test the deconvolution procedure derived to connect
centroid radial distributions to real space ones in the context of liquid para-H2,156 and see
how these concepts can be applied to a quantum solid. The centroid bead distribution is a
measure of the quantum delocalization of the molecules, and thus it could be used to help
predict a priori the coupling matrix for numerical coarse-grained path-integral simulations
of solid para-H2.157,158

The pair potential on its own is too repulsive at high densities to successfully reproduce
the EOS. The three-body interaction, when used as the only many-body correction energy
term, overcorrects the effects of the repulsive wall of the pair interaction. The resulting
pressure-density curve severely underestimates experimentally observed pressures. It is
possible that, to perform accurate simulations, we need four-body and higher-order many-
body interaction terms. It could also be the case that static interaction potentials on their
own are inadequate for simulating solid para-H2 at high densities. A final potential source
of inaccuracy is the use of the AHR approximation where para-H2 molecules are treated
as point-like particles. One way to remedy this situation would be to explicitly include
molecular rotations in our path integral description. Such an extension is possible via the
use of established rotational path integral techniques.52,53,67,71,159–162
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Chapter 5

A neural network-based four-body
potential energy surface for
parahydrogen

This chapter is reproduced from Alexander Ibrahim and Pierre-Nicholas Roy, “A neural
network-based four-body potential energy surface for parahydrogen” Journal of Chemical
Physics 160, 244308 (2024), with the permission of AIP Publishing.163

5.1 Introduction

The topic of many-body intermolecular interactions has seen a rise in interest over the
past few decades.14,15,164–167 Hydrogen, as the simplest molecular species, is an excellent
subject for the study of many-body interactions. One of its nuclear spin isomers, parahy-
drogen (para-H2) displays a variety of exotic quantum behaviors in many-body systems.
For example, solid para-H2 is a quantum molecular solid.1,2, 4, 6, 7 The individual para-H2
molecules that comprise it have relatively large zero-point energies.6–9 This gives each
molecule very large amplitude vibrations about its nominal lattice site, which “inflates”
the lattice and gives the solid a much larger molar volume than one would expect from a
classical description.9,38

It has become increasingly apparent that condensed many-body systems of para-H2
molecules, especially at high densities, cannot be adequately modelled using only pair-
wise additive interactions.11,12,34,104 This appears strange at first, because three-body and
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higher-order many-body interactions are strong only at very short ranges.81 However, these
many-body interactions contribute significantly at much lower densities than one would ex-
pect classically, mainly because each para-H2 molecule has such a delocalized probability
distribution.

Introducing many-body interactions into these models is a challenging task. Pair in-
teractions can often be reduced to a one-dimensional function of distance. However, in-
teractions between three or more particles require several parameters to properly describe,
and are necessarily multi-dimensional.14 Recent developments in multiple research fronts
have made it possible to create potential energy surfaces (PES) for many-body systems.
Advances in computational chemistry together with increased computing power make it
possible to perform ab initio electronic structure calculations for large collections of parti-
cles. Also, the widespread availability of machine learning software makes it much easier
to create higher dimensional PESs for many-body interactions.168,169

Consider a collection of N para-H2 molecules. Let the coordinate Ri describe the
position and angular orientation of the ith particle. The total interaction potential energy
of the system Vtot can be expanded as a sum of many-body potentials using

Vtot =
N∑

i<j

V2(Ri, Rj) +
N∑

i<j<k

V3(Ri, Rj, Rk) +
N∑

i<j<k<l

V4(Ri, Rj, Rk, Rl) + ... (5.1)

where V2 is the two-body interaction potential, V3 is the three-body interaction potential,
and so on.

Most research on interaction potentials between hydrogen molecules focuses on the pair
potential. With hydrogen being the simplest molecule, there is no shortage of examples
of two-body interaction potentials.16,25,62,66,97–102 Pair potentials for hydrogen molecules
have several common features. They have a repulsive wall at short intermolecular dis-
tances, a somewhat deep attractive well (typically centred around 3.0 Å), and a weakly
decaying attractive tail for the dispersion interaction. A common issue with several H2
and para-H2 pair potentials is that the repulsive wall is too strong. This leads to a se-
vere overestimation of the pressure when modelling condensed systems of para-H2 at high
densities.13,42 At short intermolecular separations, pair potentials on their own become
unreliable, and we require many-body interactions to accurately describe collections of
para-H2 molecules.11,12,104

It is well known that the next order interaction, the three-body interaction potential
for para-H2, is overall attractive at short intermolecular distances.11,12,81,104 One common
three-body analytic potential is the Axilrod-Teller-Muto (ATM) potential.17,18 It accu-
rately models the dispersion relation at large distances, but incorrectly predicts the short-
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range interaction to be net repulsive. In 2010, Manzhos et al. published a machine-learning
based three-body PES for para-H2.12 Recently, our group published an isotropic 3D ab
initio three-body PES for para-H2.81 Its energies are calculated at the correlated coupled-
cluster theory level, with single, double, and perturbative triple excitations (CCSD(T)).
The calculations use an atom-centred augmented correlation-consistent triple zeta (AVTZ)
basis set, supplemented by a (3s3p2d) midbond function.111 We use the reproducing-kernel
Hilbert Space method to fit the energies.36,113,139,142

Recently, we performed simulations of solid para-H2 using the two-body Faruk-Schmidt-
Hinde (FSH) potential16 and our recent three-body PES.123 Due to its repulsive character
at short distances, simulations that use only the FSH potential overestimate the pressure-
density equation of state (EOS) at high densities.37 Because the three-body PES is net
attractive, its inclusion alongside the pair PES decreases the pressure. At low densities,
this change slightly improves the agreement of the simulations with experiment. However,
at high densities, the three-body PES overcorrects the repulsive effects of the pair PES,
and greatly underestimates the pressure.

Wheatley et al. recently published an ab initio four-body PES for helium.170 The
energies were calculated at the CCSD(T) level, using an AVQZ atom-centred basis set.
The interpolation for the PES is based on Gaussian processes.171 They performed path-
integral Monte Carlo (PIMC) simulations using this potential to calculate the fourth virial
coefficient of helium to reasonable agreement with experiment over a wide range of temper-
atures. The four-body PES for helium shares many qualitative features with the four-body
PES for para-H2 presented in this paper.

In this paper, we present a six-dimensional, isotropic four-body PES for para-H2. The
energies are calculated at the CCSD(T) level of theory, using an AVDZ atom-centred
basis set, with an additional (3s3p2d) midbond function at the centre of mass of each
calculation.111 We use a rigid rotor approximation and average out the rotational degrees
of freedom using the 6-point Lebedev quadrature32 to make the interactions isotropic.
We model the PES using a multi-layer perceptron, trained using PyTorch.168 At large
intermolecular separations, we use an analytic four-body interaction potential to more
accurately describe the dispersion interaction.19,172 At short range, we fit the energies to
an exponential decay, with some modifications for numerical stability.

The remainder of this paper is structured as follows: Sec. (5.2) goes over the creation
of the PES, including the calculation of the interaction energies and how the degrees of
freedom are managed. It also covers how the training data is generated, the transformations
on the inputs and outputs that improve the effectiveness of the training, and the training
process itself. Sec. (5.3) is a discussion and analysis of the PES. It includes an error analysis
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of the electronic structure calculations and the methods used to manage the degrees of
freedom. It also covers the short-range and long-range extrapolations of the PES, and ends
with an analysis of the effects of the four-body interaction on a classical approximation of
solid para-H2.

5.2 Creating the Potential Energy Surface

5.2.1 Electronic Structure Calculations

We use the MRCC software program (version 2019)119 to carry out the electronic structure
calculations for the (H2)4 energies. The calculations are performed at the CCSD(T) level
of theory.120 There is an AVDZ basis set centred at each of the eight hydrogen atoms. We
supplement the basis with (3s3p2d) midbond functions111 located at the centre of mass of
the collection of atoms, as was done for the pair potential by Hinde25 and this group’s recent
three-body PES.81 An analysis of different basis sets and electronic structure methods is
given in Sec. (5.3.2).

There are many settings available in the MRCC program that determine the precision
of the energy calculations. All calculations provided in this paper were carried out using
the default settings, except for cctol, which is set to 9, and scftol and scfdtol, which are
both set to 7. Under these settings, the final iterations in the SCF and CCSD calculations
change on the order of 10−11 Hartrees and 10−10 Hartrees, respectively. Nearly all SCF
and CCSD energy calculations converged within 9 and 20 iterations, respectively. After the
conversion to wavenumbers and the sum of terms needed to find the interaction energy,
we estimate a conservative upper bound of 10−4 cm−1 on the convergence error of the
interaction energies. As a test, we select a handful of calculations for the tetrahedron
geometry (as presented in Sec. (5.3.2)), with side lengths ranging from 2.2 Å to 4.5 Å. We
perform them once more, but with the value of cctol set to 10 instead of 9. Of the
differences between the energies in our samples when cctol=10 and cctol=9, the mean
absolute difference was 7.2 × 10−6 cm−1, whereas the maximum absolute difference was
2.7× 10−5 cm−1.

Let Ri = (ri, ρi, Ωi) describe the centre-of-mass position, bond length, and space-
fixed angular orientation of the hydrogen molecule with the label i, respectively. Define
Eijkl = Eijkl(Ri, Rj, Rk, Rl) to be the CCSD(T) energy with all molecules i, j, k, and l
present. Define Eijk to be the CCSD(T) energy with only molecules i, j, and k present,
but still in the full four-body basis set. In other words, despite the nuclei and electrons of
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molecule l being missing, the atom-centred basis of molecule l is still present. We define
Eij and Ei similarly, in that a missing index indicates that the molecule is missing but its
basis set is still present. The counterpoise-corrected28 interaction energy of four hydrogen
molecules (with (Ri, Rj, Rk, Rl) omitted for brevity) is given by

∆E = E1234

− (E123 + E124 + E134 + E234)
+ (E12 + E13 + E14 + E23 + E24 + E34)
− (E1 + E2 + E3 + E4) . (5.2)

Each interaction energy requires 15 separate electronic structure calculations to produce.

5.2.2 Managing Degrees of Freedom

By modelling the molecules as a collection of four rotors in free space, we can describe the
system as having 4 degrees of freedom from the bond lengths, 8 degrees of freedom from
the angular orientations of the rotors, and 6 degrees of freedom from the distances between
their centres of mass, for a total of 18 degrees of freedom.

We can use the rigid rotor approximation to fix the bond length of each molecule to the
vibrationally averaged ground state length of 1.449 a0,11 removing four degrees of freedom.

The eight degrees of freedom associated with the angular orientations are removed by
performing a 6-point Lebedev quadrature.32,33,118 To perform this averaging, we first fix in
space the centres of mass of each of the four hydrogen molecules. Next we align each rigid
H2 molecule along either the space-fixed x-, y-, or z-axis, giving each molecule 3 possible
angular orientations. This alignment is done independently for each of the four hydrogen
molecules, for a total of 81 different combinations of space-fixed angular orientations. Let
n label each of the 81 different combinations. Performing the energy calculation described
in Eq. (5.2) for the nth combination gives the interaction energy ∆E(n). The isotropic
four-body interaction energy is the average of these 81 interaction energies.

V4 = 1
81

81∑
n=1

∆E(n)({Ri}) . (5.3)

where {Ri} = (R1, R2, R3, R4). This averaging process projects out the anisotropic com-
ponents of the interaction energy. It is an approximation to performing the full integration
over all the degrees of freedom. There are higher levels of Lebedev quadratures that
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give more accurate averages, but require many more energy calculations to perform the
average.32 In an analysis given in Sec. (5.3.1), we show that the next highest Lebedev
quadrature give a negligible improvement in the accuracy.

Figure 5.1: A graphical representation of how fixing the bond length of each hydrogen
molecule, and averaging over the angular orientations of the system, means we now model
the four hydrogen molecules as four points in space.

After removing the bond length and angular orientation degrees of freedom, we have
reduced the description of our system from that of four interacting rotors to that of four
interacting points in space (see Fig. 5.1). We are now left with only 6 degrees of freedom,
corresponding to the relative distances between the centres of mass of each pair of hydrogen
molecules. We can thus describe each four-body geometry with the six relative side lengths
{rij} = (r12, r13, r14, r23, r24, r34) where rij is the distance between the centres of mass of
molecules i and j. For the remainder of the paper, when we refer to the “distance between
two molecules,” we mean specifically the distance between each molecule’s centre of mass.
Also, when we refer to the “interaction energy of a four-body geometry,” we refer to the
isotropic interaction energy between four para-H2 molecules, where the centres of mass of
the molecules lie at the corners of the aforementioned four-body geometry.

Notice that each interaction energy is a linear combination of 15 separate CCSD(T)
energies, each requiring its own electronic structure calculation. Moreover, each 6-point
Lebedev quadrature is a linear combination of 81 separate interaction energies. This means
that each averaged energy value requires a total of 1215 individual CCSD(T) energy values.
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5.2.3 Sample Generation

To train the neural network and create the PES, we need to generate samples for training,
testing, and validation. The input is the set of six side lengths (r12, r13, r14, r23, r24, r34)
and the outputs are the corresponding four-body interaction energy as given by Eq. (5.3).
This PES is meant to be used in numerical simulations, including at high densities, and
thus interaction energies at short distances must be well represented in the training data.
At longer intermolecular separations, the ab initio CCSD(T) energies converge to the four-
body dispersion relation (see Sec. (5.3.2)).19,172 Thus we do not have to sample energies
from geometries with excessively large intermolecular separations, even for purposes where
the weak long-range energies are important, such as simulations involving the gas phase.109

The procedure for generating samples is as follows. First, we decide on an exponential
decay sampling function

p(r) = Q exp{−Cr}, (5.4)

where C is a positive constant and Q is a constant chosen to normalize the distribution
between rmin and rmax (mentioned later). To create an input data sample, we first sample 6
side lengths i.i.d. from p(r) between rmin and rmax, and label them (r12, r13, r14, r23, r24, r34).
We next attempt to construct a four-body geometry from the six side lengths via trilater-
ation.173 However, not every ordered set of 6 side lengths can be turned into a valid 3D
shape. If the 6 side lengths form a valid four-body geometry, we accept the sample. If
not, we generate an entirely new ordered set of 6 side lengths, and repeat the process of
attempting to construct a valid 3D shape from the side lengths until it succeeds. In the
supplementary material, we provide an example of the function we use to generate the four
points from the six side lengths.

There are several reasons for settling upon this sampling strategy. First, it allows us
to generate samples with different, uncorrelated side lengths, which is important because
we do not know a priori the probability distribution of the para-H2 molecules in the
situation the PES is used in. Second, an exponential decay function allows us to generate
samples to have shorter side lengths with a greater frequency than longer side lengths. This
is desirable, because samples with excessively long pair distances have energies that are
either negligibly weak or can be replaced with the analytic four-body dispersion interaction
described in Sec. (5.3.4). By choosing the value of C, we can determine the distribution of
side lengths, and therefore roughly determine the energies. For example, a large value of C
causes Eq. (5.4) to generate smaller side lengths, which correspond to samples with larger
energies. Looking at Fig. 5.2, it appears that we were successful in generating samples
with a large range of energies, with a slight bias towards high-energy samples.
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With C0 = 0.9209 Å−1, we sample 9000 points between 2.2 Å and 4.5 Å using C = C0
(for a wide range of side lengths and energies), 1500 points between 2.2 Å and 4.5 Å using
C = 3C0 (for samples with short side lengths and large energies), 1500 points between
2.2 Å and 4.5 Å using C = 6C0 (for samples with very short side lengths and very large
energies), and 4000 points between 2.8 Å and 4.5 Å using C = C0/6 (for samples with long
side lengths and weak energies).

We supplement the training data using samples that are based specifically on the ge-
ometries of the hcp lattice. To generate these samples, we first select a reference molecule
in the lattice. Then we consider all four-body geometries involving this reference molecule
that satisfy two conditions; they have at least one side length equal to the lattice constant,
and they have no side length that is more than twice the lattice constant. Geometries
that disobey these conditions have a nearly negligible contribution to the total interac-
tion energy, even at a lattice constant as low as 2.2 Å. There are 83 different four-body
shapes that satisfy these conditions. For each shape, we calculate the interaction energy
for 47 different lattice constants, evenly spaced between 2.2 Å and 4.5 Å, for a total of 3901
additional samples. A rescaling strategy for training described in Sec. (5.2.5) requires us
to discard many of these hcp lattice-based samples, resulting in only 1610 of them being
included in the training data.

The aforementioned sampling strategy for geometries has certain limitations. The range
of side lengths is relatively constrained to limit the sampling of geometries with especially
weak energies. This means that, within any given sample, the largest side length is at
most about twice the length of any other side length. This leads to relatively “compact”
geometries. Certain types of geometries, such as planar or linear geometries, are poorly
represented, and if they appear at all, it is due to their presence in the hcp lattice-based
samples.

5.2.4 Feature Transformations

For our neural network, the input data is the ordered set of six side lengths,

(r12, r13, r14, r23, r24, r34) , (5.5)

and the output is the corresponding interaction energy,

V4 = V4(r12, r13, r14, r23, r24, r34) . (5.6)

To simplify training and improve the performance of our model, we apply three trans-
formations to the six side lengths. First, we take the reciprocals of each of the six side
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lengths. Shorter pair distances generally correspond to greater energies, and taking the re-
ciprocal of the distance turns smaller distances into larger input features. Next we linearly
map all the features onto (0, 1]. We then perform a permutation of the six features in a
way that preserves the symmetry of the four-body system.

Because the four para-H2 molecules are identical, our model must be invariant to the
permutation of the molecule indices. However, swapping indices changes the order of the
six side lengths. If, for example, we swap particle indices 1 and 2 for the six side lengths in
Eq. (5.5), the input becomes (r12, r23, r24, r13, r14, r34). The neural network thus interprets
the permuted input as a completely different sample, and produces a different output
energy. On a neural network trained on data without accounting for this permutation
symmetry, an index swap can even change the output energy by tens of wavenumbers at
short ranges.

Not all permutations are possible. Of the 6! = 720 permutations of these elements, only
24 of them are allowed. For example, there is no way to swap the indices such that we only
interchange the first two side lengths r12 and r13, while leaving the other four side lengths
unchanged. In particular, we cannot simply sort the six side lengths as a way of solving
this permutation issue. As seen later in Table 5.2, it is possible to have two separate four-
body geometries with the same six pair distances in different, permutationally-incompatible
orders. In such a case, naively sorting the pair distances would make the two samples
indistinguishable. In addition, not every six-tuple input of pair distances corresponds to a
valid four-body geometry, and a naive sort could generate such six-tuples.

We decide to account for the permutation symmetry at the input transformation level
by selecting the “smallest” permutation, as defined by lexicographic ordering (see the
supplementary material). For readers familiar with the Python programming language,
this is the kind of ordering that Python uses to compare two tuples of equal size of floating-
point numbers. We have a slower, naive implementation, and a much faster lookup-based
implementation.

In the slower naive implementation, we loop over all 24 allowed permutations of the
input (after the first two transformations), and select the one with the lowest lexicographic
order. However, under certain conditions, we can come up with a much faster implemen-
tation. In the cases where the shortest and second-shortest pair distances are unique,
the permutation with the lowest lexicographic order can be uniquely determined using a
lookup table. In particular, in a molecular simulation the six pair distances are floating
point numbers calculated from four points in space that have been perturbed from their
original positions. Thus, in this case, the six pair distances are almost always unique, and
this much faster solution becomes viable.
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Another considered solution was to use the permutations for data augmentation. How-
ever, as seen in Sec. (5.2.6), we propose the possibility of using small models during the
simulation for improved runtime performance. When we make the model permutation
invariant, the increased error from using a smaller model is easily manageable. However,
when we train using permutations for data augmentation, the error from smaller models
increases considerably, because there are too few parameters to fit the permutations.

5.2.5 Rescaling the Energies

The energies in the overall data set span about five orders of magnitude. Our model must
be able to predict both short-range, strong-energy samples and long-range, weak-energy
samples with high accuracy. Despite being much smaller in magnitude, at lower densities,
the probability distribution of solid para-H2 is predominantly in the long-range, weak-
energy region of coordinate space. The mean-squared error (MSE) loss function does not
prioritize the prediction of weak-energy samples during training. Other loss functions that
might work well with outputs over a large range of values, such as the relative squared
error, or the mean square log error, were considered, but provided unsatisfactory results.

Instead, we can take advantage of the analytically predicted behavior of the interaction
potential to transform the energies in a way that makes training more effective. We create
a rescaling function for the energies. This rescaling function is the sum of an exponential
decay and an r−12 decay function

ϕ(r) = A exp{−Br}+ Cr−12 (5.7)

where A = 3.1803 × 106 cm−1, B = 4.623057 Å−1, C = 4220.011 Å12 cm−1, and r is the
mean of the six side lengths of a given sample. The choice of using an exponential decay
and a r−12 power decay was to make the rescaling function somewhat resemble the features
of the true underlying ab initio potential (see Sec. (5.3.4)). This makes it easier to rescale
the energies into a similar range. Importantly, the rescaling function is positive for the
entire coordinate space of the samples. This means we can divide the ab initio energies by
this rescaling function to recover a rescaled energy. The neural network is trained using
these rescaled energy values as outputs. To recover the predicted energy from the output
of a neural network, we multiply the output of the neural network by the rescaling function
Eq. (5.7).

Certain weak-energy samples with large intermolecular separations from the hcp data
set end up becoming very large when rescaled, due to the r−12 term in the denominator.
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These samples have large enough side lengths that their energies will be completely over-
written by the Bade potential in the final PES anyways (see Sec. (5.3.2)). By filtering out
all samples where the mean side length is greater than 4.5 Å, we can remove the outsized
influence of these samples on the loss function, and improve our rescaling strategy. This
decreases the number of training samples from the hcp data set from 3901 to 1610.

The rescaling operation decreases the dynamic range of the outputs. To show this, we
first take the output energies (after the aforementioned filtering), and divide them all by the
sample with the smallest absolute energy. We then take the logarithm of the absolute value
of the results. The same operations are performed on the rescaled energies. Normalized
histograms of the results are shown in Fig. 5.2. Of the original energies, about 95% of the
samples lay within a range of five orders of magnitude. After the rescaling, about 94% of
the samples lay within a range of only two orders of magnitude. Reducing the dynamic
range of the output values greatly improves the model’s prediction of the weak energy
samples, which are important at lower densities.
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Figure 5.2: Normalized histograms of the sample outputs, after dividing them by the
smallest value, then taking the absolute value followed by the logarithm. The variable X4
is a stand-in for either the four-body interaction potential energy V4 (blue) or the rescaled
energy V4/ϕ (orange), where ϕ is given by Eq. (5.7) and is evaluated at the appropriate
coordinates.
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5.2.6 Neural Network and Training

We train five neural networks in total. Each is a simple multilayer perceptron, created,
trained, and evaluated using PyTorch.168 One of the intended uses for this PES is for Monte
Carlo simulations of large collections of para-H2 molecules, where the evaluation of the four-
body potential likely dominates the simulation’s runtime. In the recently published paper
by Wheatley et al. on the four-body PES for helium,170 they noted that their four-body
potential requires much more computing time than the two-body or three-body potentials,
which limited the temperatures for which they could perform their PIMC simulations. The
model’s runtime performance is thus an important factor, and we make reasonable trade-
offs concerning other aspects of the network to accommodate it. For example, in addition
to large networks, we also create smaller networks that are faster to evaluate, even though
they may have larger testing errors.

We create four multilayer perceptrons of different sizes. Each has four hidden layers,
alongside the input layer of size 6 and the output layer of size 1. We place ReLU activation
functions174 between the hidden layers. The four networks are the 64-128-128-64 model
(where the first hidden layer has a size of 64, the second has a size of 128, and so on), the
32-64-64-32 model, the 16-32-32-16 model, and the 8-16-16-8 model. A depiction of the
8-16-16-8 model is given in Fig. 5.3.

We also train a version of the largest network using shifted softplus175 activation func-
tions between the layers, which we call the 64-128-128-64-SSP model. Unlike the networks
trained with ReLU activation functions, this model is continuously differentiable, for situ-
ations where forces are required.

The 16000 ab initio samples from the probability distributions are split randomly into
training, validation, and testing sets using a 6 : 1 : 1 split, giving 12000 training sam-
ples, 2000 validation samples, and 2000 testing samples. The training data is further
augmented with the remaining 1610 ab initio samples from the hcp lattice geometries, i.e.
those remaining after filtering out all samples with a mean side length greater than 4.5 Å.
The input features of each sample are passed through the transformations described in
Sec. (5.2.4), and the output energies are rescaled using the transformation described in
Sec. (5.2.5).

For training, we use a batch size of 64, a mean squared error loss function, and an Adam
optimizer with a learning rate of 2 × 10−4, supplemented with a learning rate scheduler
that decreases the learning rate by 1% every 25 epochs past the first 100 epochs. The
64-128-128-64 and 64-128-128-64-SSP models were trained for 20000 epochs, and the other
three were trained for 10000 epochs. We find that omitting weight decay entirely improves
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the model’s accuracy, most likely due to the low-noise nature of the electronic structure
energies. Both batch normalization and dropout were found to have a negligible effect on
training, and so were omitted for the final model.

Figure 5.3: A depiction of the 8-16-16-8 model. The six orange circles represent the input
features. The blue circles represent the fully-connected linear hidden layers. The green
circle represents the output. There are a total of 4 ReLU layers, one after each linear layer.
The results of the calculations propagate downwards in the figure. Not shown are the
feature transformations performed on the six side lengths, or the rescaling transformation
performed on the output. Diagram made with the assistance of Ref. [176].

In Fig. 5.4, we show the loss for the training of the 64-128-128-64 and 64-128-128-64-SSP
models as a function of the epoch. Shown are the results for the training data set, the
validation data set, and the training data set with the 1610 samples from the hcp lattice
removed. In the supplementary material, we show similar figures for the smaller models.

For both models shown in Fig. 5.4, the MSE loss decreases rapidly for all data sets.
The large amount of noise in the curves for the earlier epochs can be attributed to the fact
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that we are viewing the logarithm of the MSE loss. As the scheduler decreases the learning
rate, all error curves gradually settle. Both models reach a similar training error, but the
use of the shifted softplus activation function gives a lower validation error.

Figure 5.4: The base-10 logarithm of the mean squared error loss as a function of the epoch
during the training of the 64-128-128-64- model (top), and the 64-128-128-64-SSP model
(bottom). The former uses the ReLU activation function, while the latter uses a shifted
softplus activation function. The plots are shown for the training data set (blue, solid),
the validation data set (green, solid), and the training data set with the 1610 samples from
the hcp lattice removed (orange, semi-translucent).

The models have a more difficult time fitting the hcp lattice samples. In both the
64-128-128-64 and 64-128-128-64-SSP models, the error of the training data exceeds the
error of the training data with the hcp lattice samples removed, at earlier epochs. The
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smaller models have even more trouble fitting the hcp samples. In the 16-32-32-16 model,
the training and validation errors are nearly the same, and in the 8-16-16-8 mode, the
training error is higher than both the validation error and the error of the training samples
with the hcp-based samples removed.
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Figure 5.5: The four-body interaction energy predicted by each model, plotted against the
corresponding true energy, for all samples in the test data set. To avoid overlapping the
results, constant offsets are added to the predicted energies of each model. Shown are the
outputs for the 64-128-128-64-SSP model (blue) [no offset], the 64-128-128-64 model (or-
ange) [offset by 25 cm−1], the 32-64-64-32 model (green) [offset by 50 cm−1], the 16-32-32-16
model (red) [offset by 75 cm−1], and the 8-16-16-8 model (purple) [offset by 100 cm−1]. The
inset shows the predictions for the 64-128-128-64-SSP model for a certain range of weaker
energies (both axes in units of cm−1).
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At late stage training, the training error becomes nearly constant, and essentially all
models beyond a certain epoch can be considered “ideal.” To avoid biasing the models
to the test data, we arbitrarily choose each model’s weights corresponding to the very
last epoch. The root mean squared errors (RMSE) of the models when compared against
the test samples, starting with the 64-128-128-64 and decreasing in size, are 0.120 cm−1,
0.254 cm−1, 0.705 cm−1, and 1.495 cm−1. The RMSE of the 64-128-128-64-SSP model is
0.066 cm−1. As expected, the smaller models produce worse predictions. Using shifted
softplus over ReLU as an activation function for the largest model size roughly halves the
RMSE.

In Fig. 5.5, we show the four-body interaction energy predicted by each model, against
the corresponding true energy, for all samples in the test data set. The closer a point is to
the diagonal line, the better the prediction. We see that the relatively large 64-128-128-64
and 64-128-128-64-SSP models do an excellent job of predicting the interaction energies in
the test set. As we move to smaller models, the predictions become worse. In the inset
of Fig. 5.5, we provide a closer look at the predictions of the 64-128-128-64-SSP model
between −0.02 cm−1 and 0.06 cm−1. Notably, these predictions are of energies below the
model’s RMSE of 0.066 cm−1. Training the models without the energy rescaling procedure
described in Sec. (5.2.5) results in much worse predictions of the weak energy samples.

5.3 Discussion and Analysis

5.3.1 Lebedev Quadrature Comparison

To create the isotropic interaction energies in our PES, we use a 6-point Lebedev quadra-
ture to average over the rotational degrees of freedom of each para-H2 molecule.32,33,118 In
a Lebedev quadrature, we calculate the interaction energies of the hydrogen molecules in
specific combinations of angular orientations, then perform a weighted average of these en-
ergies. This weighted average only approximates the true integration over all the rotational
degrees of freedom. The 6-point quadrature is described in Sec. (5.2.2).

Using a larger Lebedev quadrature scheme increases the accuracy of the approximation,
but also increases the number of terms in the sum. The 6-point Lebedev quadrature scheme
is the smallest possible scheme. It uses only 3 angular orientations per molecule, and with
4 molecules, we need 34 = 81 energies to perform a single average. The next largest
Lebedev scheme is the 14-point scheme. It uses 7 angular orientations per molecule, and
thus requires 74 = 2401 energies to perform a single average, nearly a 30-fold increase over
the 6-point scheme.
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To estimate the integration error, we select three tetrahedra of different side lengths,
and calculate the four-body interaction energies for each one, using both the 6-point and
14-point Lebedev quadrature schemes. The results are shown in Table 5.1. In all three
cases, the difference between the 6-point and 14-point averaged energies is acceptably
small. Thus, the 6-point Lebedev quadrature scheme should be acceptable for the isotropic
energies of our PES.

Table 5.1: Interaction energies of four para-H2 molecules in a tetrahedron geometry for
three chosen side lengths r, spherically averaged using the 6-point (V 6p

4 ) and 14-point
(V 14p

4 ) Lebedev quadratures. Calculations are performed using an AVDZ basis set at the
CCSD(T) level.

r( Å) V 6p
4 ( cm−1) V 14p

4 ( cm−1) difference (%)
2.20 1.9917× 102 1.9887× 102 0.15
2.95 2.3478× 100 2.3484× 100 0.028
4.00 −5.9113× 10−3 −5.8332× 10−3 1.3

5.3.2 Basis Set and Method Comparison

The ab initio energies in the PES are calculated at the CCSD(T) level of theory, using
an AVDZ atom-centred basis with a supplementary (3s3p2d) midbond basis set at the
system’s centre of mass. Our choice of the calculation method and the size of the basis set
takes into account both the quality of the resulting energies and the feasibility and expense
of performing the calculations.

To compare the quality of calculations for different methods and basis sets, we calculate
the four-body interaction energy of the tetrahedron geometry for side lengths between 2.2 Å
and 4.5 Å. We do so for four different cases: at the HF level of theory using an AVDZ basis,
at the MP2 level of theory using an AVDZ basis, at the CCSD(T) level of theory using an
AVDZ basis, and at the CCSD(T) level of theory using an AVTZ basis. All calculations
also use a supplementary (3s3p2d) basis set at the system’s centre of mass. We also show
the four-body component of the four-body dispersion interaction potential, also known as
the Bade potential (see Sec. (5.3.4)).

The results are shown in Fig. 5.6. We see that the CCSD(T) energies calculated using
both the AVDZ and AVTZ basis sets are qualitatively and quantitatively very similar.
The MP2 curve is qualitatively different from both CCSD(T) curves; it is more repulsive
overall, and does not have the same “dip” around 3.8 Å. At short ranges, the MP2/AVDZ
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and CCSD(T)/AVDZ energies differ from the CCSD(T)/AVTZ energies by around 10 %
and 2 %, respectively. The HF curve is the most repulsive of all the curves, and shows
no disperion interaction whatsoever at long ranges. The analytic dispersive Bade po-
tential is attractive for the entire range, and also much weaker. At long distances, the
CCSD(T)/AVDZ and CCSD(T)/AVTZ curves converge to the Bade potential, which is a
good indication of their quality.
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Figure 5.6: The four-body interaction potential energies of a tetrahedron, for side lengths
between 2.2 Å and 4.5 Å. Shown are the energies calculated for {theory level, basis
set} combinations of {CCSD(T), AVDZ} (orange circles), {CCSD(T), AVTZ} (solid blue
squares), {MP2, AVDZ} (green triangles), and {HF, AVDZ} (red diamonds), alongside
the Bade potential (purple stars). We use the Midzuno-Kihara-type estimate of the Bade
coefficient in the Bade potential shown here, although the difference between that estimate
and the other estimates isn’t visible at this scale.

In Fig. 5.7, we show the relative error of calculating the four-body interaction energy of
a tetrahedron with an AVDZ basis set relative to an AVTZ basis set. The two curves are
more similar in form at short distances and at long distances. The relative error naturally
worsens around 3.6 Å, which is roughly where the interaction energies cross 0, as can be
seen in Fig. 5.6.
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Figure 5.7: The relative error of calculating the four-body interaction energy of a tetrahe-
dron with the AVDZ basis set relative to the AVTZ basis set as a function of the tetra-
hedron’s side length r. The dip in the graph occurs around where the four-body energy
crosses 0.

Because basis sets are finitely sized, all our calculations experience a systematic basis
set size error (BSSE). One way to estimate the BSSE is to perform the same calculation
with basis sets of several sizes, and extrapolate the energies to that of an infinitely large
basis. We select two common extrapolation functions, the exponential decay function,
given by

Ee(N) = E(∞)
e + ce exp{−αN} (5.8)

and the power decay function, given by

Ep(N) = E(∞)
p + cp N−β . (5.9)

In both equations, N is the basis set cardinality (AVDZ = 2, AVTZ = 3, AVQZ = 4,
etc.), E(∞)

e and E(∞)
p are the energies for an infinitely large basis set as predicted by the

exponential and power decay fits respectively, and ce, cp, α, and β are constants.
In Fig. 5.8, we show the four-body interaction energy of tetrahedra of side lengths 2.2 Å

and 2.95 Å as a function of the basis set cardinality, using both extrapolation functions. The
fit constants are provided in the supplementary material. For a tetrahedron of side length
2.2 Å (2.95 Å), the AVDZ energy captures 97.9 % (90.4 %) of the AVTZ energy, 97.1 %
(88.5 %) of the AVQZ energy, 96.6 % (88.1 %) of the exponentially extrapolated energy,
and 95.9 % (87.5 %) of the power decay extrapolated energy. The power decay function
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gives a much more pessimistic prediction of the convergence rate than the exponential
decay function for the smaller tetrahedron.

The BSSE from using the AVDZ basis set is greater for larger geometries. Similarly,
Wheatley et al. found that the difference between AVTZ and AVQZ calculations for four-
body systems of helium, relative to the energy, increases with the size of the geometry.170

The basis set size error from using an AVDZ basis set exceeds the fit error from the neural
network for the 64-128-128-64 and 64-128-128-64-SSP models. We should also note that,
compared to the AVDZ calculations, the AVTZ and AVQZ calculations respectively take
an average of 25 and 420 times as long, and require about 4 and 30 times as much memory.

Figure 5.8: The four-body interaction energy of a tetrahedron of side length 2.2 Å (top)
and of side length 2.2 Å (bottom), as a function of the basis set size (AVDZ = 2, AVTZ =
3, AVQZ = 4, etc.). The energies are extrapolated using the exponential decay extrapola-
tion (blue curve) and the power decay extrapolation (orange curve). The horizontal lines
represent the energies when extrapolated to a basis of infinite size.

To put these errors into perspective, one important use case for this PES is in numerical
simulations of para-H2 molecules alongside the FSH pair potential and the recent three-
body PES. The FSH potential predicts a pair interaction energy of 1079.4 cm−1 between
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two para-H2 molecules 2.2 Å apart. The recent three-body PES predicts a three-body in-
teraction energy of −578.4 cm−1 between three para-H2 molecules in an equilateral triangle
of side length 2.2 Å. The four-body interaction energy for a tetrahedron with a side length
of 2.2 Å is roughly 200 cm−1. At 2.95 Å, the two-body, three-body, and four-body energies
for the aforementioned shapes are 19.0 cm−1, −16.4 cm−1, and about 2.1 cm−1, respectively.
Keeping in mind that the four-body interaction is itself typically viewed as a correction
term to the two-body and three-body interactions, the BSSE for this PES is probably
tolerable for most applications, even at larger geometries.

5.3.3 Short Range: Exponential Decay

We have no training samples with a side length less than 2.2 Å, and thus we need a method
to extrapolate our energies to smaller geometries.

Consider the function V4({srij}), where {rij} denotes the six side lengths with the
condition that the shortest among them is 2.2 Å, and s ≈ 1 is a scalar. By modifying
s, we scale all the side lengths by the same factor. The four-body para-H2 interaction
energy V4({srij}) generally scales exponentially as a function of s. We can see that this
is the case for the tetrahedron geometry in Fig. 5.6. In fact, it is the case for all 8 of the
highest energy hcp geometries shown in Fig. 5.9, and the majority of the lower-energy hcp
geometries as well. Only some of the hcp geometries with very weak energies do not fit well
as a function of s to the exponential decay function. However, because they are weak, the
error from this poor fit is generally insignificant as long as the energies aren’t extrapolated
to extremely short distances. We use an exponential decay fit to extrapolate the four-body
para-H2 interaction PES to geometries where the shortest side length is less than 2.2 Å.
The details are provided in the supplementary material.

5.3.4 Long Range: Bade Potential

The quadruple-dipole dispersion potential19,172 is

VB({ri}) = V
(2)

B ({ri}) + V
(3)

B ({ri}) + V
(4)

B ({ri}) (5.10)

where the “pair component” is given by

V
(2)

B ({ri}) = −B12

4∑
i<j

r−12
ij , (5.11)
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the “triplet component” is given by

V
(3)

B ({ri}) = −B12

4∑
j=1

3∑
i ̸=j

4∑
k>i,k ̸=j

(1 + (uij · ujk))2

r6
ijr

6
jk

, (5.12)

and the “quadruplet component” is given by

V
(4)

B ({ri}) = −2B12[f(1234) + f(1243) + f(1324)], (5.13)

where

f(ijkl) = (rijrjkrklrli)−3
[
− 1

+ (uij · ujk)2 + (uij · ukl)2 + (uij · uli)2

+ (ujk · ukl)2 + (ujk · uli)2 + (ukl · uli)2

− 3(uij · ujk)(ujk · ukl)(ukl · uij)
− 3(uij · ujk)(ujk · uli)(uli · uij)
− 3(uij · ukl)(ukl · uli)(uli · uij)
− 3(ujk · ukl)(ukl · uli)(uli · ujk)
+ 9(uij · ujk)(ujk · ukl)(ukl · uli)(uli · uij)

]
. (5.14)

In the above equations, B12 is a constant, and rij and uij are the distance and unit vector
from position ri to rj, respectively.

To create the long-range correction to our PES, we are only interested in the quadruplet
component. This is because when calculating the four-body interaction energy in Eq. (5.2),
the pair and triplet components are already subtracted out. Thus, our analytic long-range
interaction will only be Eq. (5.13), which we refer to as the Bade potential in the remainder
of the paper.

At long distances, the Bade potential decays as r−12. We plot the Bade potential
alongside the ab initio energies in Fig. 5.6 for tetrahedra of side lengths between 2.2 Å and
4.5 Å. We see that the CCSD(T) curves and the Bade potential converge at long distances.
Unlike the ab initio energies, the Bade potential is net attractive and much weaker at
short range. This discrepancy mirrors the case for the three-body interactions, wherein
the ATM potential predicts the short-range energies to be weak and net repulsive, whereas
the three-body ab initio energies are stronger and attractive.
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Estimates of the B12 Coefficient

There is much less information in the literature on the interaction coefficient for the four-
body dispersion interaction B12 than the C6 coefficient for the pair interaction, or even
the C9 coefficient for the three-body interaction. We can approximate the C6, C9, and B12
using172

C6 ≈
3
4ℏω0α

2 (5.15)

C9 ≈
9
16ℏω0α

3 (5.16)

B12 ≈
45
64ℏω0α

4 , (5.17)

where α is the polarizibility of molecular hydrogen, and ℏω0 is a coupling constant. Com-
bining these equations gives

B12 = 5
3

C2
9

C6
. (5.18)

This relationship is similar to the Midzuno-Kihara approximation,177 which relates C9 and
C6 though C9/C6 = 3α/4. Using values of C6 = 58203.6 cm−1 Å6 from Ref. [31], and
C9 = 34336.2 cm−1 Å9 from Ref. [25], we find an estimate of B12 = 33760.1 cm−1 Å12. We
can also approximate B12 directly from the ab initio CCSD(T) interaction energies for
the tetrahedron geometry. The estimates of B12 from energies calculated with the AVDZ
and AVTZ basis sets, are 31667.0 cm−1 Å12 and 29492.8 cm−1 Å12, respectively (see the
supplementary material). The Midzuno-Kihara-like estimate of B12 is in surprisingly good
agreement with the estimates from the ab initio energies, given that it is derived from a
combination of three approximations.

For the PES published with this paper, we decide to use the AVTZ-based estimate
for B12. We should emphasize that the neural network presented with this paper does
not depend on the chosen value of B12. Instead, the PES adjusts the interaction energy
of a sample at long ranges either after or instead of evaluating the neural network. For
cases where the long-range accuracy is especially important, the value of B12 can be easily
replaced in the code without having to retrain the model.

Transitions Between Different Parts of the PES

With no intervention, there are small discontinuities between the short-range, long-range,
and multilayer perceptron parts of the PES. These discontinuities are typically very small,
and in situations where only energies are required, are probably not too concerning.
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However, there are many situations where it would be desirable to calculate forces with
the PES. The Python functor for the PES provided in the accompanying repository wraps
around the different parts of the PES introduces continuous transitions between them.
When used with the 64-128-128-64-SSP model, this PES is continuously differentiable.
The conceptual details of the transition between the short-range, long-range, and multilayer
perceptron parts of the PES are provided in the supplementary material.

5.3.5 Interactions in Solid Parahydrogen

Solid para-H2 is a hexagonal close-packed (hcp) crystal.9 Even though solid para-H2 is a
quantum solid whose molecules are very delocalized about their nominal lattice sites, we
can gain several insights from analyzing its classical frozen lattice configuration.

Earlier, we mentioned generating training data based on the geometries of the hcp
lattice. We select a reference molecule in the lattice, and generate all four-body geometries
involving this reference molecule such that (1) at least one side length is equal to the lattice
constant, and (2) no side length is more than twice the lattice constant. Geometries that
do not obey these conditions have a nearly negligible contribution to the total interaction
energy, even at a lattice constant as low as 2.2 Å. There are 83 distinct four-body shapes
that satisfy these conditions, each occurring with a certain frequency. A subset of the
geometries are presented in Table 5.2. It shows the six side lengths {rij} of the geometry
normalized by the lattice constant, and the number of times it appears subject to the
aforementioned conditions Nc. The geometries are listed in order of increasing average side
length. The full table with all 83 geometries, including sample energy values is provided
in the supplementary material.

Consider a classical frozen hcp lattice with a lattice constant of 2.2 Å. For each geome-
try, we take its four-body para-H2 interaction energy V4({rij}), multiply it with the number
of times that geometry appears Nc, and divide by 4 to account for multiple counting. This
gives us V

(tot)
4 , the total contribution of each geometry to the average four-body para-H2

interaction potential energy per particle in the hcp lattice. In Fig. 5.9, we show V
(tot)

4 for
each geometry ID in Table 5.2.

We see that nearly all the geometries provide a repulsive contribution for the four-body
para-H2 interaction energy. We also see that the majority of geometries have nearly no
contribution. Of the 8 geometries with a total contribution greater than 300 cm−1, 7 of
them have the lowest geometry ID numbers (and thus the shortest average side lengths).
However, the average pair distance itself cannot explain the average interaction energy on
its own. Consider geometries 15 and 16 in Table 5.2. These two geometries have the same
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six side lengths but different physical structures (none of the 24 allowed index permutations
turn either geometry into the other). At a lattice constant of 2.2 Å, they have drastically
different total contributions V

(tot)
4 of 3.99 cm−1 and 589.18 cm−1, respectively.

The four-body interaction potential for para-H2 shares many features with the four-
body interaction potential of helium.170 Both are repulsive at short range. At larger
intermolecular separations, the energies are a mixed of repulsive and attractive, although
the repulsive energies tend to be stronger and cover a larger amount of the coordinate
space.
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Figure 5.9: The total contribution of each geometry to the average four-body para-H2
interaction potential energy per particle in an hcp lattice, when the lattice constant is
2.2 Å (ρ ≈ 0.133 Å−3). The corresponding geometry IDs are provided in the supplementary
material. The geometries are labelled in order of increasing average side length.

We can look at the impact of many-body interactions in rare gas solids, such as solid
helium-4, neon, argon, krypton, and xenon, for insights on how they behave in solid para-
H2. Like solid para-H2, the rare gas solids are molecular solids with weak intermolecular
dispersion interactions, and are common subjects in quantum path integral simulations.178

There appears to be a common pattern in many-body interactions of rare gas atoms.
The overall interaction energy at short intermolecular separations switches signs based on
the parity of the interaction order. At high densities in solid helium-4, Tian et al. found
that the 2-body, 4-body, and 6-body interactions have net repulsive contributions, while
the 3-body and 5-body interactions have net attractive contributions.20 The magnitude
of the contributions also decrease with every increasing order. Similarly, at high densities
in solid krypton, the 2-body and 4-body interactions have overall repulsive contributions,
while the 3-body interaction is attractive.179 In solid neon, argon, and xenon, the three-
body interaction energy is known to be overall attractive.180 It appears that many-body
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interactions between para-H2 molecules also follow this pattern.

Table 5.2: The geometries of the para-H2 molecules in an hcp lattice. The first column
shows the geometry ID label. The geometries are labelled in order of increasing side length.
The second column shows Nc, the number of times that geometry appears in the first two
shells. The remaining six columns show the side lengths of the geometries, normalized
by the lattice constant. This table only shows 17 of the 83 geometries that satisfy the
conditions described in the text. A full table is provided in the supplementary material.

ID Nc r12 r13 r14 r23 r24 r34
0 8 1 1 1 1 1 1
1 48 1 1 1 1 1

√
2

2 12 1 1 1 1 1
√

8/3

3 36 1 1 1 1 1
√

3
4 12 1 1

√
2

√
2 1 1

5 144 1 1 1 1
√

2
√

3
6 48 1 1 1 1

√
2

√
11/3

7 24 1 1 1
√

2
√

2
√

8/3

8 72 1 1 1 1
√

3
√

3
9 48 1 1 1 1

√
8/3

√
11/3

10 48 1 1 1 1
√

3
√

11/3

11 96 1 1 1 1
√

3 2
12 24 1 1

√
2

√
2 1

√
11/3

13 24 1 1 1
√

2
√

2 2
14 24 1 1 1 1

√
11/3

√
11/3

15 48 1 1 1
√

2
√

3
√

3
16 144 1 1

√
2

√
3 1

√
3

For the equation of state, we calculate the energy per molecule ϵ as a function of the
density ρ for a solid para-H2 hcp lattice with no zero-point motion. We can then calculate
the pressure P as a function of density using

P = ρ2 ∂ϵ

∂ρ

∣∣∣∣
T

(5.19)

For these calculations, we use the FSH two-body potential,16 the recent isotropic three-
body PES,81 and the 64-128-128-64 four-body PES presented in this paper.
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Figure 5.10: We show the classical energy-density curves (top) and classical pressure-
density curves (bottom), for a frozen hcp lattice whose interactions are made up of the
two-body potential on its own (blue, dash-dotted), the two-body and three-body potentials
together (orange, dashed), and the two-, three-, and four-body potentials together (green,
solid). The top and bottom subfigures both share the same horizontal axis. The highest
density shown here, ρ = 0.1 Å−3, corresponds to a lattice constant of a = 2.42 Å.

In Fig. 5.10, we show the classical energy-density curves (top) and classical pressure-
density curves (bottom), for a lattice whose interactions are made up of the two-body
potential on its own, the two-body and three-body potentials together, and the two-, three-
, and four-body potentials together. We see that, below about 0.08 Å−3, the addition of the
four-body interaction moves the pressure-density curve below the case where the two-body
PES is used on its own, and above the case where the two-body and three-body PESs are
present. Qualitatively, these results are promising. In an earlier study of PIMC simulations
of solid para-H2, we found that the pair potential overestimates the pressure-density curve
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compared to experiment.37 However, the inclusion of the three-body potential causes an
overcorrection at higher densities,123 causing the simulation to underestimate the pressure-
density curve. Except at very high densities, the four-body potential should place the
pressure-density curve between these two former cases, bringing it closer to experiment.

5.4 Conclusion

We have presented an isotropic ab initio four-body interaction PES for para-H2. The
electronic structure calculations are performed at the CCSD(T) level with an AVDZ atom-
centred basis set, supplemented by a (3s3p2d) midbond function. The energies are fit to
a multilayer perceptron. The procedure used to construct the PES has been provided in
detail. This includes the methods of sample generation, the transformations on the input
side lengths and the output energies to help improve the training process, and the training
of the neural network itself.

We have also discussed how the interaction energy is extrapolated outside the training
data’s regime, using an analytic dispersion interaction at long intermolecular separations,
and an exponential decay when the para-H2 molecules are close together. The four-body
para-H2 interaction energy is overall repulsive at high densities. To put this into context,
we know from previous PIMC simulations that the ab initio two-body FSH PES on its
own is too repulsive at high densities,37 and that the inclusion of the ab initio three-body
PES is too attractive at high densities.123 Using a classical approximation, we show that
the additional inclusion of the four-body PES will likely improve the agreement of the
simulation results with experiment, except at very high densities.
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Chapter 6

Conclusion

Over the course of this thesis, I create ab initio three-body and four-body PESs for para-H2,
and use them alongside an existing ab initio two-body PES to perform PIMC simulations
of solid para-H2.

In chapter 2, I show the results of performing PIMC simulations of solid para-H2 using
the FSH potential.37 This is a 1D ab initio two-body PES, created by taking Hinde’s
6D two-body PES and using the AHR method to account for the rovibrational degrees of
freedom. We account for the finite system size error by extrapolating the results to an
infinite number of para-H2 molecules, and the Trotter error by extrapolating the results
to an infinite number of imaginary time slices. These simulations offer a good prediction
of the equilibrium density. They also provide a good the first ever a priori prediction of
the vibrational matrix shift of solid para-H2, in good agreement with experimental results.
However, we find that the FSH potential overestimates the pressure-density relationship
at high densities; its short-range interactions are too repulsive on their own.

In chapter 3, I create an isotropic ab initio three-body PES for para-H2.81 The energies
are calculated at the CCSD(T) level of theory, using an AVTZ atom-centred basis set with
additional (3s3p2d) midbond functions. The rigid rotor approximation removes the bond
length degrees of freedom, and a 6-point Lebedev quadrature integrates over the angular
orientation degrees of freedom. These operations leave us with an isotropic PES whose
only parameters are the three relative pair distances between the centres of mass of the
three para-H2 molecules. We convert the three relative pair distances into rescaled Jacobi
coordinates, which are convenient to use, mutually orthogonal, and physically insightful.
To create the PES from the energy data, we use the reproducing kernel Hilbert space
toolkit by Unke et al. The three-body PES is overall attractive at short range, following
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an exponential decay trend. At long range, it is overall weakly repulsive, converging to
the dispersive analytic Axilrod-Teller-Muto potential. We find that only a small number
of geometries in the hcp lattice are responsible for the majority of the total three-body
interaction energy.

In chapter 4, I show the results of performing PIMC simulations of solid para-H2 using
both the FSH potential and the three-body PES constructed in the previous chapter.123

We use tail corrections to account for the finite system size error of our simulation box. We
correct the Trotter error both by extrapolation and by performing our simulations with a
sufficiently large number of beads. The three-body PES is accounted for in one of two ways.
In the full treatment, we use the two-body and three-body PESs for both sampling and
estimating. In the perturbative treatment, only the two-body PES is used for sampling,
while both potentials are used for estimating. Both the full and perturbative treatments
give very similar pressure-density relationships. The three-body PES introduces minor
changes to the structure of the solid. The kinetic, two-body, and three-body potential
energy components each change when the three-body PES is used for sampling. However,
the changes in each component partially cancel each other out, and the change in the total
energy is fairly small. The inclusion of the three-body PES improves the agreement of
the simulation results with experiment at low densities. However, at high densities, the
attractive interactions from three-body PES overcorrect the repulsive interactions from
two-body PES, resulting in an underestimation of the pressure-density curve.

In chapter 5, I create an isotropic ab initio four-body PES for para-H2.163 The energies
are calculated at the CCSD(T) level of theory, using an AVDZ atom-centred basis set with
additional (3s3p2d) midbond functions. As was done for the three-body PES, we use the
rigid rotor approximation and the 6-point Lebedev quadrature to reduce the number of
degrees of freedom to only the relative pair distances between the para-H2 molecules. A
multilayer perceptron is used to create a PES from the energy data. To account for the
permutation symmetry of the molecule labels, we use a lexicographic sorting transformation
on the permutations of the input side lengths. We use a rescaling function transformation
inspired by the approximate form of the potential, to ensure that the MLP is able to fit
energies over five orders of magnitude with similar relative accuracy. The final PES is
continuously differentiable everywhere. The four-body PES is overall repulsive at short
range, following an exponential decay trend. At long range, it is overall weakly attractive,
converging to the dispersive Bade potential. Similar to the case for the three-body energies,
only a small number of geometries in the hcp lattice are responsible for the majority
of the total four-body interaction energy. A classical calculation of the density-pressure
relationship shows that the inclusion of the four-body PES will likely improve the agreement
of simulation results with experiment up to some higher density.
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6.1 Future work

6.1.1 Using the four-body PES in PIMC simulations

Although I have created the four-body PES, I have not yet used it in a PIMC simulation of
solid para-H2. I anticipate that its inclusion will improve the agreement of the simulations
with experimental data to higher densities. However, similar to our experiences with
the three-body PES, at high enough densities the four-body PES will likely no longer be
sufficient, and higher-order interactions, such as the five-body and six-body interactions,
will become relevant.

One challenge we face is that the PIMC simulations become considerably slower when
higher-order many-body interactions are included. The four-body PES itself is fairly slow to
evaluate, because passing inputs through a multilayer perceptron involves calling activation
functions and performing matrix multiplications repeatedly in sequence. We compare this
with the two-body PES, which uses only 1D linear interpolation, and the three-body PES,
which we can refit to use trilinear interpolation. There is also the combinatorial nature
of evaluating the four-body interaction, which scales with the number of particles in the
simulation box as O(N4). Certain strategies and tradeoffs will have to be created to make
the simulations computationally tractable.

6.1.2 Many-body force evaluations

The three-body PES has been developed with the intention of being used only for energy
calculations. We can refit the energies using another machine learning method to allow the
PES to provide forces. This change would allow us to use the three-body PES in PIMD
simulations.

6.1.3 Higher-order many-body PESs

We expect the inclusion of the four-body PES in our simulations to only accurately model
solid para-H2 until some particular high density. Beyond this density, we expect to need
higher-order many-body interactions, such as the five-body or six-body interactions, to be
able to match the experimental results.

There are several challenges involved with calculating the five-body interaction energy.
The number of calculations required for a single isotropic energy data point increases dras-
tically with the number of particles involved. For example, a single ab initio four-body
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potential energy value is calculated using a linear combination of 15 separate energy values
(see Eq. (1.3)) and to make the energy isotropic, we take the average of 34 = 81 interac-
tion energies in the Lebedev quadrature, for a total of 1215 separate energy calculations.
However, a single ab initio five-body potential energy value requires 31 separate energy
values, and the Lebedev quadrature requires 35 = 243 such interaction energies, for a total
of 7533 separate energy calculations.

Certain compromises would have to be made to create the five-body PES. The calcula-
tions might have to be done using a smaller basis set, or lower-quality electronic structure
methods. We might need to reduce the total amount of training data for the model, such
as by reducing the number of weak energy samples by ignoring geometries with large pair
distances. We might also find a more optimal way to sample the training data, such as by
sampling geometries directly from state snapshots from a PIMC simulation.

6.1.4 PIMC simulations with more degrees of freedom

The two-body, three-body, and four-body PESs used in this thesis have all been reduced
to isotropic potentials using various approximations such as the AHR method, the rigid
rotor approximation, and Lebedev quadratures. However, we might find different results
if we were to perform our PIMC simulations with more degrees of freedom intact.
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Appendix A

Supplementary material for
Chapter 5

A.1 Trilateration

In the sample generation procedure, we sample the six side lengths of the geometry

(r12, r13, r14, r23, r24, r34)

and use a trilateration procedure to generate the Cartesian coordinates.
The function SixSideLengthsToCartesian below accepts the six side lengths of the

four-body geometry, and a small number ε > 0 to help account for a corner case involving
the position of point 3 (described later). If the six side lengths represent a valid four-body
geometry, the function returns four Cartesian coordinates that generate the geometry.
Otherwise, the function returns None.

function SixSideLengthsToCartesian(r12, r13, r14, r23, r24, r34, ε)
▷ calculate the relevant x positions
x2 ← r12
x3 ← (r2

12 + r2
13 − r2

23)/2r12
x4 ← (r2

14 − r2
24 + r2

12)/2r12

▷ calculate the y positions, accounting for a corner case and floating-point errors
ỹ3

2 ← r2
13 − x2

3
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▷ indication that the geometry is impossible
if ỹ3

2 < 0 and |ỹ3
2| > ε then

return None
end if

if ỹ3
2 > ε then

y3 ←
√

ỹ3
2

y4 ← (r2
14 − r2

34 + r2
13 − 2x3x4)/2y3

else
y3 ← 0
y4 ← 0

end if

▷ calculate z4, accounting for floating-point errors
z̃4

2 ← r2
14 − x2

4 − y2
4

▷ indication that the geometry is impossible
if z̃4

2 < 0 and |z̃4
2| > ε then

return None
end if

z4 ←
√

max(0, z̃4
2)

▷ All coordinates needed to generate the points have been calculated
(p1, p2, p3, p4)← {(0, 0, 0), (x2, 0, 0), (x3, y3, 0), (x4, y4, z4)}
return (p1, p2, p3, p4)

end function

Using this procedure, the generated points satisfy certain properties. Point 1 is always
at the origin. Point 2 lies on the positive x-axis. Point 3 lies in the region y ≥ 0 and z = 0.
Point 4 lies in the region z ≥ 0.

The two conditional statements that cause the function to return None are those in
which the six side lengths do not correspond to a valid geometry. They indicate that the
six side lengths violate the triangle inequality rule in one or more ways.

In the general case where point 3 lies in the xy-plane but not on the x-axis, the procedure
can assign point 4 a definite, unique position. However, if point 3 lies on the x-axis and
y3 = 0, the calculation for y4 blows up. In this special case, points 1, 2, and 3 all lie on
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the x-axis, and point 4 may lie anywhere on a ring of radius
√

r2
14 − x2

4 that lies parallel to
the yz-place and is centred at x4 on the x-axis. We may arbitrarily select y4 = 0 without
modifying the relative pair distances of the system.

Calculating y3 and z4 each involve taking a square root, and in cases where y3 and
z4 are very close to or essentially 0, floating-point errors can cause the arguments to the
square root to be negative. The above function accounts for these cases.

A.2 Lexicographic Ordering

Lexicographic ordering is a way to compare two ordered sequences based on their elements.
For readers familiar with the Python programming language, this is the kind of ordering
that Python uses to compare two tuples of numbers.

When comparing two sequences, we compare elements at the same index in either
sequence, from left to right. If the two elements are equal, we move on to compare the
elements in the next index. As soon as we hit an index where one element is lower than
the other, the sequence of the lower element is considered the lower sequence overall. In
terms of pseudocode, this can be represented as the following function LexLowest, which
takes two sequences, compares them lexicographically, and returns the smallest of the two
(or either if they are equal).

function LexLowest(A, B)
n← length of A
for i← 1 to n do

if A[i] < B[i] then
return A

else if A[i] > B[i] then
return B

end if
end for
return A ▶ A and B are equal, return either

end function

For example, suppose we have input samples

s0 = (2, 3, 4, 5, 6, 7)
s1 = (2, 3, 4, 7, 1, 9)
s2 = (1, 9, 11, 25, 13, 15) .
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When comparing these samples, we would find that LexLowest(s0, s1) = s0, because of
the comparison of 5 and 7 in the fourth position, LexLowest(s0, s2) = s2, because of the
comparison of 2 and 1 in the first position, and LexLowest(s1, s2) = s2, again because
of the comparison of 2 and 1 in the first position.

A.3 Basis Set Superposition Error Fit Constants

In the Discussion and Analysis section of the main text, in the subsection titled “Basis Set
and Method Comparison”, we take the AVDZ, AVTZ, and AVQZ energies for tetrahedra
and extrapolate them to infinite basis size using the the exponential decay function

Ee(N) = E(∞)
e + ce exp{−αN} (A.1)

and the power decay function

Ep(N) = E(∞)
p + cp N−β . (A.2)

For the tetrahedron of side length 2.2 Å, the fit constants are E(∞)
e = 192.668 cm−1,

ce = 45.341 cm−1, α = 0.9707, E(∞)
p = 191.311 cm−1, cp = 26.999 cm−1, and β = 1.780.

For the tetrahedron of side length 2.95 Å, the fit constants are E(∞)
e = 2.0976 cm−1, ce =

7.954 cm−1, α = 1.729, E(∞)
p = 2.0875 cm−1, cp = 3.775 cm−1, and β = 3.858.

A.4 Estimates of Bade Coefficients

In Fig. A.1, we plot transformed versions of the Bade potential alongside the ab initio
CCSD(T) AVDZ and AVTZ interaction energies for a tetrahedron as a function of the
tetrahedron side length r. For the transformations, we multiply the interaction energies
by r12, and rescale all the curves by the same constant such that the transformed Bade
potential is equal to −1. The figure makes it easier to see that the ab initio energies have
the expected r−12 decay rate at large intermolecular separations. It is from where these
rescaled curves level out that we estimate the interaction coefficients B12 derived from the
AVDZ and AVTZ ab initio energies.
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Figure A.1: The rescaled four-body interaction energy for a tetrahedron geometry, as a
function of the tetrahedron’s side length r. Shown are the CCSD(T) energies calculated
using the AVDZ basis (orange circles, black line), and the AVTZ basis (blue squares),
as well as the Bade potential (purple line). The term in the y−axis label, B12, is the
Bade coefficient as estimated using the Midzuno-Kihara-inspired approximation. The top
subfigure shows the results for the entire range of energies calculated for the tetrahedron,
while the bottom subfigure emphasizes the region where the long-range r−12 decay begins.
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A.5 Training Error Curves for Smaller Models

The main text contains the training error of the neural network as a function of epoch,
for the 64-128-128-64 model. Here we show the training curves for the 32-64-64-32 model
(Fig. A.2), the 16-32-32-16 model (Fig. A.3), and the 8-16-16-8 model (Fig. A.4).
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Figure A.2: The base-10 logarithm of the mean squared error loss as a function of the
epoch during the training of the 32-64-64-32 model. The plots are shown for the training
data set (blue, solid), the validation data set (green, solid), and the training data set with
the 1610 samples from the hcp lattice removed (orange, semi-translucent).
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Figure A.3: The base-10 logarithm of the mean squared error loss as a function of the
epoch during the training of the 16-32-32-16 model. The plots are shown for the training
data set (blue, solid), the validation data set (green, solid), and the training data set with
the 1610 samples from the hcp lattice removed (orange, semi-translucent).
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Figure A.4: The base-10 logarithm of the mean squared error loss as a function of the
epoch during the training of the 8-16-16-8 model. The plots are shown for the training
data set (blue, solid), the validation data set (green, solid), and the training data set with
the 1610 samples from the hcp lattice removed (orange, semi-translucent).

A.6 Short Range: Exponential Decay Fit

For four-body geometries with at least one side length shorter than 2.2 Å, we use an
extrapolation function that is a linear combination of an exponential decay fit and a linear
fit. For well-behaved cases, the extrapolation function is entirely the exponential decay fit.
For cases where the exponential decay fit would behave poorly or blow up, the linear fit
becomes more prominent.
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Suppose we have a geometry g, made up of the six side lengths g = {rij}, where at least
one of the side lengths is less than 2.25 Å. Define ∆R = 0.01 Å and R̃U = 2.25 Å, where
the subscript is chosen in the context of a later section in the supplementary material. Let
R0 be the shortest side length in the input. We calculate the scaling factors s0 = R̃U/R0
and s1 = (R̃U + ∆R)/R0, and define two new geometries g0 = {s0rij} and g1 = {s1rij}.

We now calculate the exponential coefficient

c = 1
∆R

ln
∣∣∣∣∣V4(g1)
V4(g0)

∣∣∣∣∣ . (A.3)

The energy for the original geometry g is now calculated using the exponential decay fit

V
(ex)

4 (g) = V4(g0) exp{−c(R̃U −R0)} . (A.4)

However, there are cases where c is very large, and Eq. (A.4) blows up very quickly. On
closer inspection, this typically only happens in cases where V4(g0) is very close to 0, which
means a small absolute change in energy results in a large relative change in energy. To
prevent this, we smoothly transition from the exponential fit to a less physically realistic,
but more numerically stable linear fit.

The full equation is

V4(g) = ω(c; c′, c′′)V (ex)
4 (g) + [1− ω(c; c′, c′′)]V (li)

4 (g) (A.5)

where V
(li)

4 (g) is a linear extrapolation below r = r0, c′ = 6, c′′ = 8, and ω(x; a, b) is given
by

ω(x; a, b) =


0 if x ≤ a,
1
2 [1− cos(πk)] if a < x < b,

1 if x ≥ b

(A.6)

where k = (x− a)/(b− a). If c is below c′, the fit is entirely exponential; if c is above c′′,
the fit is entirely linear; and if c is between them, it is a finite linear combination of the
two. The constants c′ and c′′ are chosen by hand after investigating certain cases where
the exponential decay fit behaved poorly.

The linear fit purposely sacrifices accuracy for stability. However, because the calcula-
tion of the exponential coefficient only blows up when the energies involved are weak, the
error from this linear adjustment is generally insignificant as long as the energies aren’t
extrapolated to extremely short distances.

The decision to set R̃U to 2.25 Å rather than 2.2 Å is done in anticipation of the use of
a transition function described in the next section.
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A.7 Transitions between different parts of the PES

Description

The PES, using the MLP trained with the shifted softplus activation function, is continu-
ously differentiable.

Transition between ab initio and dispersive parts

Conceptually, the PES is split into an “ab initio part,” a “dispersive part,” and a “mixed
(ab initio/dispersive) part.” The ab initio part is made of the multilayer perceptron (MLP)
and the exponential decay parts, described in further detail later. The dispersive part is
made of the Bade potential. The mixed (ab initio/dispersive) part is made of a linear
combination of the ab initio and dispersive parts.

Each four-body geometry falls into one of these three categories based on its average
side length r̃. Define a “lower” distance r̃L and an “upper” distance r̃U, where r̃L < r̃U.
The part of the PES that a sample falls into is described by

part of PES =


ab initio if r̃ ≤ r̃L,

mixed (ab initio/dispersive) if r̃L < r̃ < r̃U,

dispersive if r̃ ≥ r̃U

(A.7)

In the mixed (ab initio/dispersive) part, the energy of a sample is a linear combination
of the ab initio and dispersive parts. The fraction of the output that comes from the
dispersive part is given by

ω(r̃; r̃L, r̃U) =


0 if r̃ ≤ r̃L,
1
2 [1− cos(πk)] if r̃L < r̃ < r̃U,

1 if r̃ ≥ r̃U

(A.8)

where k = (r̃ − r̃L)/(r̃U − r̃L). In the current PES, r̃L = 4 Å and r̃U = 4.5 Å.
The decision to make the transition between the ab initio and dispersive parts depend

on the average side length, and the choice of r̃L and r̃U, were based on observations of
the hcp lattice geometries. By looking at the energies of geometries in the hcp lattice as
a function of the lattice constant, it appeared that when their average side length was
around 4 Å, the energy was sufficiently converged to the Bade potential.
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Transition within the ab initio part

The ab initio part is further split into a part where the energies are determined directly by
the MLP (the “mid-range part”), by the exponential decay extrapolation (the “short-range
part”), and by a linear combination of the two (the “mixed (short/mid)-range part”).

The exponential decay fit is described earlier in the supplementary material. With no
mixed (short/mid)-range part to transition between the two, there is a small discontinuity
between the mid-range and the short-range parts. Depending on how small we make
the “scaling step size” (∆R) for the exponential decay fit, we can make the discontinuity
very small. For example, setting ∆R = 0.01 Å introduces a discontinuity at the short-
range/mid-range transition on the order of 0.1% for geometries with large energies (such
as the tetrahedron, and other “compact” geometries), and on the order of 1 − 3% for
geometries with much smaller energies (on the order of 1 cm−1).

For situations where only the energies are needed, this discontinuity is likely unimpor-
tant. For situations where the PES must be continuously differentiable, we can remove this
discontinuity by using the same transition function and strategy we used for the transition
between the ab initio and dispersive regions.

A four-body geometry with an average side length less than r̃U falls into either the short-
range, mid-range, or mixed (short/mid)-range parts, based on its shortest side length R̃.
Define two distances R̃L and R̃U, where R̃L < R̃U. The part of the ab initio part that a
sample falls into is described by

part of the ab initio PES =


short if R̃ ≤ R̃L,

mixed (short/mid) if R̃L < R̃ < R̃U,

mid if R̃ ≥ R̃U

(A.9)

In the mixed (short/mid)-range part, the energy of a sample is a linear combination of
the short-range and mid-range parts. The fraction of the output that comes from the
mid-range part is given by

ω(R̃; R̃L, R̃U) =


0 if R̃ ≤ R̃L,
1
2 [1− cos(πk)] if R̃L < R̃ < R̃U,

1 if R̃ ≥ R̃U

(A.10)

where k = (R̃− R̃L)/(R̃U − R̃L). In the current PES, R̃L = 2.2 Å and r̃U = 2.25 Å.
The energies from the short-range and mid-range parts of the PES are already very

close to one another in the mixed (short/mid)-range region, and so the transition is fairly
clean.
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Limitations

Certain kinds of samples are not treated well with this mixing of, and transition between, ab
initio and dispersive energies. For example, consider a geometry where molecules 1 and 2
are less than 2.2 Å apart, molecules 3 and 4 are far away from them (molecules 3 and 4 may
be close to one another as well). If the average side length is between r̃L and r̃U, the PES
calculates a physically unrealistic mix of a short-range exponential wall and a long-range
dispersive decay. If the average side length is greater than r̃U, the PES categorizes this
sample to be entirely dispersive. No samples in the training data exist for such geometries,
and the energy produced by the PES for both cases is physically unrealistic. However,
based on extrapolations of certain geometries in the hcp lattice training data, the four-
body energies of such extreme samples are very small (typically on the order of 10−3 cm−1

to 1 cm−1), and the ab initio total two-body energy is very large (typically on the order
of 103 cm−1 to 105 cm−1). Moreover, although physically unrealistic, the transition is still
continuously differentiable.

The short-range exponential decay fit is based on the observation that, for small ge-
ometries, the energy of a four-body geometry varies exponentially as all its side lengths are
scaled by the same factor. The exponential coefficient for the fit is determined by ab initio
data that only goes down to side lengths of 2.25 Å. The short-range energy predictions
made by this PES for four-body geometries with side lengths much less than 2.2 Å are
unlikely to be accurate. In cases where the Boltzmann weight of such small four-body ge-
ometries is non-negligible, such as in solids at very high densities, such a limitation might
become significant.

A.8 Contributions to the hcp lattice for each geome-
try

We supplement the training data using samples that are based specifically on the geometries
of the hcp lattice. The procedure for generating the samples is as follows. First, we select a
reference molecule in the hcp lattice. Then we consider all four-body geometries involving
this reference molecule such that (1) they have at least one side length equal to the lattice
constant, and (2) they have no side length more than twice the lattice constant. We find
that 83 different four-body geometries satisfy these conditions. Information about all 83
geometries is provided in Table A.1.
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Table A.1: Information about particular four-body geometries in the hcp lattice, their
combinatorial frequency, and their contributions to the average four-body interaction po-
tential energy per particle. The six side lengths in each geometry are expressed in the
permutation with the lowest lexicographic order. The geometries are then ordered among
themselves using their average side length, with the lexicographic order between their side
lengths used as a tie-breaker. The first column is an ID number assigned to the geometry,
for identification. The second column contains Nc, the number of times that geometry
appears under the aforementioned conditions for which they were selected. Columns 3 to
8 are the ratio of the six side lengths to the lattice constant. Column 9 is the total contri-
bution of the geometry to the average four-body interaction potential energy per particle
(units of cm−1), when the lattice constant is 2.2 Å.

ID Nc r12 r13 r14 r23 r24 r34 V
(tot)

4

0 8 1 1 1 1 1 1 398.3489
1 48 1 1 1 1 1

√
2 1767.6561

2 12 1 1 1 1 1
√

8/3 510.3478
3 36 1 1 1 1 1

√
3 1673.2181

4 12 1 1
√

2
√

2 1 1 777.0374
5 144 1 1 1 1

√
2

√
3 938.2455

6 48 1 1 1 1
√

2
√

11/3 333.7082
7 24 1 1 1

√
2

√
2

√
8/3 26.8497

8 72 1 1 1 1
√

3
√

3 -72.8998
9 48 1 1 1 1

√
8/3

√
11/3 -34.8335

10 48 1 1 1 1
√

3
√

11/3 -112.8734
11 96 1 1 1 1

√
3 2 -263.0247

12 24 1 1
√

2
√

2 1
√

11/3 23.2044
13 24 1 1 1

√
2

√
2 2 31.7028

14 24 1 1 1 1
√

11/3
√

11/3 -107.4177
15 48 1 1 1

√
2

√
3

√
3 3.9874

16 144 1 1
√

2
√

3 1
√

3 589.1818
17 48 1 1

√
2

√
8/3 1

√
11/3 47.4894

18 48 1 1 1
√

2
√

3
√

11/3 -0.1676
19 48 1 1

√
2 1

√
3

√
11/3 17.5318

20 24 1 1 1
√

8/3
√

3
√

3 8.1791
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Table A.1: Continued from previous page...
ID Nc r12 r13 r14 r23 r24 r34 V

(tot)
4

21 12 1 1
√

3
√

8/3
√

2
√

2 49.4868
22 8 1 1 1

√
3

√
3

√
3 3.3276

23 24 1 1
√

3 1
√

3
√

3 2.5747
24 24 1 1

√
2 1

√
11/3

√
11/3 1.9198

25 48 1 1
√

2
√

11/3 1
√

11/3 78.6803
26 48 1 1

√
8/3

√
3 1

√
11/3 147.4124

27 48 1 1
√

2
√

2
√

3
√

3 5.5033
28 12 1

√
2

√
3

√
3

√
2 1 56.9016

29 48 1 1
√

11/3
√

2
√

2
√

8/3 74.2656
30 48 1 1

√
8/3 1

√
11/3

√
11/3 0.8395

31 48 1 1
√

3 1
√

3 2 1.9873
32 48 1 1

√
3

√
3 1 2 130.0325

33 96 1 1
√

3
√

2
√

2 2 19.3653
34 96 1 1

√
3

√
3

√
2

√
3 115.7225

35 48 1 1
√

2
√

3
√

3
√

11/3 2.2902
36 48 1 1

√
3

√
2

√
3

√
11/3 2.2277

37 48 1
√

2
√

3
√

11/3
√

3 1 77.3423
38 24 1 1

√
3

√
8/3

√
3

√
3 6.0805

39 24 1 1
√

2 2
√

3
√

3 5.6200
40 48 1 1 2

√
2

√
3

√
3 11.4372

41 48 1
√

2
√

3
√

3 2 1 19.5027
42 24 1

√
2

√
2

√
3

√
3

√
8/3 1.7976

43 48 1 1
√

2
√

11/3
√

3
√

11/3 4.0230
44 48 1 1

√
11/3

√
2

√
3

√
11/3 3.2812

45 48 1 1
√

11/3
√

3
√

2
√

11/3 31.6711
46 48 1

√
2

√
3

√
11/3

√
11/3 1 34.7712

47 48 1 1
√

11/3
√

3
√

8/3
√

3 25.8993
48 12 1

√
8/3

√
11/3

√
11/3

√
8/3 1 15.2368

49 24 1 1 2
√

8/3
√

3
√

3 8.0599
50 48 1

√
2

√
8/3

√
3

√
11/3

√
2 5.6212
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Table A.1: Continued from previous page...
ID Nc r12 r13 r14 r23 r24 r34 V

(tot)
4

51 24 1 1
√

3
√

11/3
√

3
√

3 8.5996
52 48 1 1

√
8/3

√
3

√
11/3

√
11/3 1.9287

53 96 1 1
√

3
√

3
√

3 2 7.0128
54 24 1 1 2

√
3

√
3

√
3 8.9254

55 48 1
√

3
√

3
√

3 2 1 24.0374
56 24 1

√
2

√
3

√
3

√
2

√
11/3 2.1125

57 48 1
√

2
√

3
√

11/3
√

2
√

3 12.3522
58 48 1

√
2 2

√
3

√
3

√
2 13.9028

59 48 1 1
√

3
√

11/3
√

3
√

11/3 7.6466
60 48 1 1

√
11/3

√
3

√
3

√
11/3 7.0239

61 24 1
√

3
√

3
√

11/3
√

11/3 1 7.5321
62 48 1

√
2

√
3

√
3

√
3

√
3 2.3053

63 24 1
√

3
√

3
√

3
√

3
√

2 2.4616
64 48 1

√
8/3

√
11/3

√
11/3

√
11/3 1 20.9388

65 24 1
√

3
√

11/3 2
√

3 1 16.0475
66 48 1

√
2

√
11/3

√
3

√
8/3

√
3 4.6222

67 24 1 1
√

8/3 2
√

11/3
√

11/3 1.9854
68 12 1

√
3 2 2

√
3 1 8.9282

69 48 1
√

2 2
√

11/3
√

3
√

2 16.0005
70 48 1 1

√
11/3

√
3

√
11/3

√
11/3 2.8300

71 48 1
√

3
√

3
√

3
√

11/3
√

2 4.0850
72 12 1

√
3

√
3

√
3

√
3

√
8/3 0.3714

73 48 1 1
√

3
√

11/3
√

11/3 2 2.6144
74 24 1

√
2

√
2

√
11/3

√
11/3 2 0.0388

75 48 1
√

2
√

3
√

11/3
√

3
√

11/3 1.0870
76 48 1

√
2

√
3

√
11/3

√
11/3

√
3 1.1112

77 24 1 1
√

3 2 2 2 1.2307
78 48 1

√
8/3

√
3

√
11/3

√
3

√
3 1.0489

79 48 1
√

3
√

11/3 2
√

3
√

3 0.8478
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Table A.1: Continued from previous page...
ID Nc r12 r13 r14 r23 r24 r34 V

(tot)
4

80 24 1
√

11/3
√

11/3
√

11/3
√

11/3
√

3 0.0701
81 24 1

√
3

√
3 2 2 2 -0.0329

82 96 1
√

3
√

11/3 2
√

11/3
√

11/3 0.0262

DATA AVAILABILITY

The data that support the findings of the study presented in Chapter 5 are openly avail-
able at https://github.com/AlexanderIbrahim1/nn_fourbody_potential/. The raw
inputs and outputs involved in performing the electronic structure calcultions for the ab ini-
tio energies are available at DOI https://zenodo.org/doi/10.5281/zenodo.11272855.
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