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Abstract

Foundation models have transformed how visual information is understood and gener-
ated, but they still typically operate on isolated fragments of visual experience, such as a
short caption, a single image, or a few seconds of video. In contrast, people perceive and
create within coherent visual worlds that comprise multiple modalities, evolve over time,
and extend across long horizons. This thesis argues that closing this gap for foundation
models requires not only larger parameter sizes, but also broader interfaces : models must
be able to accept richer inputs and produce a wider range of outputs. It studies how these
interfaces can be expanded along three axes: control, the conditioning signals that a gen-
erative model can faithfully follow; horizon, the spatial and temporal extent of the visual
content that a model can process; and modality, the range of inputs and outputs that a
single model can support.

The first part expands the control axis by allowing visual generation to be guided by
multiple modalities rather than by text alone. I present ConsistI2V, an image-to-video
diffusion model that adapts a pretrained text-to-image model into a video generator con-
ditioned on a single keyframe. It introduces fine-grained spatiotemporal conditioning on
the first frame, preserving its appearance, identity, and layout while allowing the generated
content to move over time. It also introduces FrameInit, an inference-time noise initializa-
tion method that uses the low-frequency information of the first frame to guide the layout
of the generated video. Building on this model, I present AnyV2V, a tuning-free framework
that formulates a wide range of video editing tasks as first-frame-conditioned generation.
This formulation enables diverse forms of video editing without task-specific training.

The second part expands the horizon axis by addressing architecture, training data, and
evaluation as closely connected challenges. I present Vamba, a hybrid Mamba-Transformer
model that avoids the quadratic cost of causal self-attention. In Vamba, text tokens
access visual information through cross-attention, while video tokens are updated using
linear-time Mamba-2 blocks. Without discarding or compressing video tokens, Vamba
processes more than 1,024 frames on a single GPU and outperforms previous efficient video
models on hour-long video benchmarks. To address the limited availability of long/high-
resolution video training data, I present VISTA, a spatiotemporal augmentation framework
that synthesizes long-duration and high-resolution video instruction data from existing
video-caption pairs. Training with this synthetic dataset consistently improves multiple
video models. To evaluate these advances more reliably, I present VideoEval-Pro, which
demonstrates that widely used multiple-choice benchmarks for long video understanding
are often inflated by answer-choice shortcuts and prior knowledge. It instead uses carefully
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filtered open-ended questions, on which the strongest proprietary models achieve only
40.8% accuracy.

The third part expands the modality axis by combining visual understanding and gen-
eration within a single model. I present Tuna, a native unified multimodal model based
on a shared continuous visual representation. This representation is produced by cascading
a VAE encoder with a representation encoder, creating a feature space that preserves both
the low-level visual structure needed for generation and the semantic information needed
for understanding. A single LLM decoder performs autoregressive text generation for un-
derstanding and flow matching denoising for generation. The experiments demonstrate
that joint training on multimodal understanding and generation data improves both capa-
bilities for Tuna, compared with training on either type of data alone. To further simplify
the model architecture, I present Tuna-2, which removes pretrained vision encoders en-
tirely and operates directly on pixel embeddings, produced by simple patch embedding
layers. With a minimalist model design, Tuna-2 matches its encoder-based counterpart
in generation while achieving better performance on fine-grained visual understanding,
demonstrating the effectiveness and scalability of pixel-space unified models.

Together, these contributions broaden the interface between foundation models and the
visual world along all three axes. They trace a progression from generating and editing
visual content under increasingly rich forms of control, to understanding visual information
over extended periods, and finally to supporting understanding and generation within a
single model. These advances represent concrete steps toward foundation models that
process visual experience as a coherent, temporally extended, and multimodal world rather
than as a collection of isolated fragments.
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Chapter 1

Introduction

Over the past few years, foundation models have transformed the way visual information is
processed and generated. Traditionally, visual understanding and generation were solved by
small-scale, task-specific models, each trained from scratch on a narrow dataset for a single
objective such as classification [130, 98], captioning [306] and text-to-image generation
[86, 307]. Today, by scaling up model parameters and training data, large-scale multimodal
foundation models handle many tasks at once within a single system. For multimodal
understanding, large multimodal models (LMMs) [166, 265, 15, 14] can recognize objects
[186, 51], describe scenes [264, 321], and answer questions about images and videos [52, 277].
For visual generation, diffusion-based models [102, 222, 66, 260] synthesize photorealistic
images and videos from free-form text prompts [222, 66, 20, 260], perform instruction-
guided image and video editing [281, 122], and generate visual content conditioned on
diverse structural signals, such as depth maps, edge maps, and sketches [333, 314]. These
capabilities, once unimaginable, are now the starting point rather than the goal.

Despite this rapid progress, current foundation models still largely operate on fragments
of experience in both their inputs and outputs, such as a simple textual description, a sin-
gle image, or a short video clip. Such fragment-level interfaces remain far removed from
the visual world that people perceive and act within. First, humans do not experience the
world as a disconnected sequence of snapshots. Instead, they perceive a continuous stream
of visual information in which objects persist, scenes evolve coherently, and events unfold
over minutes, hours, or even longer periods. Second, real-world perception and creation
rarely involve a single modality in isolation. A complete visual experience, such as visiting
a museum or an art gallery, may interleave written descriptions, artworks, spatial environ-
ments, and dynamic human interactions. Similarly, the creation of visual content, such
as films, paintings, or calligraphy, often involves multiple forms of information, including
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language, reference images, sketches, motion, and physical actions. If foundation models
are to become general-purpose tools for perceiving, simulating, and interacting with the
world, they must move beyond processing and producing isolated fragments toward mod-
elling persistent, coherent, and multimodal visual experiences over extended spatial and
temporal contexts.

This thesis investigates how foundation models can move beyond processing isolated
fragments toward understanding and generating coherent visual worlds. I use the term
visual world to describe visual content that remains coherent over time, extends across
long horizons, and can be both read through understanding and written through gener-
ation. From this perspective, the fragmentary behavior of current foundation models is
fundamentally a limitation of their interfaces to visual content: what they can take in as
input and what they can produce as output.

The goal of this thesis is to broaden these interfaces along three complementary axes:
control, horizon, and modality. The control axis concerns how precisely and flexibly a
generative model can be steered. I enrich the forms of conditioning available to visual
generators, enabling them to produce content that remains faithful not only to text but
also to input images and videos. The horizon axis concerns the spatial and temporal extent
of the visual input. I expand the amount of continuous visual history and the spatial
resolution that a model can process, enabling it to understand high-resolution and hour-
long videos rather than only low-resolution, sparse collections of frames. The modality
axis concerns the type of multimodal input and output foundation models can process.
I unify visual understanding and generation within a single model and a shared visual
representation, allowing one system to both understand and generate across modalities
rather than operate within a single modality or in only one direction.

1.1 Challenges of Current Foundation Models

Enhancing the three axis of foundation models raises concrete technical challenges, and
this thesis addresses these challenges in turn.

Challenge 1: Faithful generation under richer conditioning. The control axis
concerns a generative model’s ability to faithfully follow conditioning signals beyond text.
In many practical applications, including story visualization, video editing, and person-
alized video generation, the model is provided with only sparse observations, such as a
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single keyframe and a short textual description, and must synthesize a temporally coher-
ent video that preserves the semantic intent, visual appearance, and spatial layout of the
initial scene. This setting presents two main challenges: on one hand, the generated video
must contain sufficient motion and temporal variation to appear dynamic and engaging.
On the other hand, it must preserve object identities, spatial relationships, and global vi-
sual style consistently across frames. Naively adapting an image diffusion model to video
generation often fails to balance these objectives, yielding either nearly static clips with
limited temporal evolution or dynamic sequences that rapidly drift from the source image
in identity, structure, and appearance.

Challenge 2: Scalability to long horizons. The horizon axis addresses the scale
of the visual content that the model can perceive. Real world visual contents, includ-
ing movies, instructional videos, and long-form recordings, often span tens of minutes or
hours and unfold through complex, multi-stage narratives. Scaling LMMs to such inputs
is difficult because the quadratic cost of self-attention makes processing dense video tokens
across thousands of frames computationally infeasible on standard hardware. The common
workaround of compressing a video into a small number of tokens reduces computation but
discards the fine-grained details required for long-horizon reasoning. A different approach
is therefore needed if models are to interpret an entire visual world rather than a heavily
summarized representation of it. Scaling along this axis also introduces two further chal-
lenges: high-quality instruction data for long videos remains scarce, and existing long-video
benchmarks often overstate progress. An efficient architecture must therefore be paired
with suitable training data and reliable evaluation.

Challenge 3: Diversity of input/output modality. The modality axis concerns the
range of input and output modalities that a model can process. Current foundation models
are typically designed for either visual understanding or visual generation, which differs
substantially from how humans perceive and interact with the world. Moreover, these
models often rely on distinct visual representations for each capability. This separation in-
troduces format mismatches and conflicting inductive biases, making it difficult to integrate
different tasks within a single unified model. A model that shares one visual representa-
tion across understanding and generation could allow the two capabilities to reinforce each
other, but designing such a system remains challenging. Its visual representation must sup-
port both discriminative tasks, such as question answering, and generative tasks, such as
image synthesis, while remaining flexible enough to process multiple modalities, including
text, images, and videos.
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1.2 Thesis Contributions

This thesis investigates how to widen the interface between foundation models and the
visual world by addressing the challenges associated with each axis. Along the control
axis, I expand the conditioning signals available to generative models, enabling them to
produce visual content guided by images, videos and text. Along the horizon axis, I extend
the temporal range that understanding models can process through efficient architectures,
specialized training data, and reliable benchmarks for hour-long video. Along the modality
axis, I unify visual understanding and generation through a shared visual representation,
allowing a single model to both perceive and synthesis visual content. I present the dis-
cussions of each axis in a dedicated chapter and grounded in published works.

1.2.1 Part I: Controllable Visual World Generation from Diverse
Conditioning Signals

In the first part of the thesis, I discuss methods to widen the control axis, enriching the
conditioning mechanisms that a generative model accepts. I propose ConsistI2V [220], an
image-to-video diffusion model that converts a pretrained text-to-image backbone (Stable
Diffusion 2.1 [222]) into a generator capable of extending a single keyframe into a coherent
video. ConsistI2V introduces two complementary mechanisms. First, it augments both
the spatial and temporal self-attention layers with first-frame conditioning signals: in the
spatial layers, each location attends back to the full feature map of the first frame to enforce
fine-grained appearance alignment, while in the temporal layers, each query attends to a
local spatial window of first-frame features so that the same entity stays in view as it
moves. This anchors appearance to the input frame while still permitting natural motion.
Second, it introduces FrameInit, an inference-time noise initialization scheme that injects
the low-frequency component of the first frame into the initial noise, providing coarse layout
guidance, narrowing the gap between training and inference, and stabilizing long-range
generation. These mechanisms also enable downstream capabilities such as autoregressive
long-video generation and camera motion control. Trained only on the public WebVid-
10M [16] dataset and initialized from a text-to-image model, ConsistI2V outperforms
strong image-to-video baselines across most automatic metrics and ranks first in human
evaluations of both appearance and motion consistency.

Building on this generative engine, AnyV2V [132] further widens the conditioning in-
terface from an input image to an input video, extending the framework from generation
to editing. AnyV2V is a tuning-free approach that reformulates a broad range of video-to-
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video editing tasks, including prompt-based editing, style transfer, and subject-driven edit-
ing, as first-frame-conditioned generation. An off-the-shelf image editor first modifies the
initial frame, after which an image-to-video model propagates the edit across the remaining
frames while preserving the original motion. By separating spatial editing from temporal
propagation, AnyV2V supports diverse editing tasks without task-specific training, demon-
strating how a consistent image-to-video generator can function as a general-purpose tool
for manipulating visual worlds.

1.2.2 Part II: Scalable Visual World Understanding over Long
Horizons

The second part of this thesis widens the horizon axis by extending the temporal span that
a model can receive and process. Specifically, I introduce Vamba [215], a hybrid Mamba-
Transformer model for efficient hour-long video understanding. Rather than compressing
or discarding video tokens, Vamba redesigns the model architecture so that it can pro-
cess longer sequences of video frames directly. Starting from a strong Transformer-based
video LMM, Vamba decomposes the original causal self-attention over input text tokens
into two less expensive operations: self-attention over the relatively short text sequence
and cross-attention in which the text tokens attend to the full set of video tokens. The
video tokens are updated by Mamba-2 [57] blocks, which operate as linear-time recurrent
sequence models and avoid the quadratic cost of self-attention. Without reducing the num-
ber of tokens, Vamba can encode more than 1,024 video frames at 360p on a single GPU,
providing roughly four times the context length of comparable Transformer-based LMMs
while reducing training and inference memory by more than half and nearly doubling per-
step training speed. On challenging hour-long benchmarks such as LVBench [267], Vamba
outperforms prior efficient video LMMs while remaining competitive on medium-length and
short-video tasks, providing the long-horizon backbone needed for visual world modelling.

Efficient architectures alone are insufficient, as models also require suitable training
data and trustworthy evaluation. To address the data challenge, I introduce VISTA [219],
a video spatiotemporal augmentation framework that synthesizes long-duration, high-
resolution video instruction-following data from existing video-caption datasets. By com-
bining videos spatially and temporally, VISTA creates new, longer synthetic videos to-
gether with corresponding questions and answers, directly addressing the scarcity of high-
quality supervision for long-video understanding. To evaluate progress reliably, I introduce
VideoEval-Pro [188], a robust benchmark for long-video understanding. My analysis
shows that many existing benchmarks rely heavily on multiple-choice questions, whose
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scores can be inflated by guessing, and include questions that strong models can answer
from prior knowledge without watching the video. In contrast, VideoEval-Pro uses
open-ended questions that require genuine comprehension of the full video, providing a
more realistic assessment of a model’s long-horizon understanding.

1.2.3 Part III: Unified Multimodal Models for Joint Visual Un-
derstanding and Generation

The third part of this thesis focuses on the modality axis, which addresses the challenge of
building unified multimodal models that can read and write across modalities. I introduce
Tuna [179], a native unified multimodal model that constructs a single continuous visual
representation shared by understanding and generation. Rather than aligning separate
vision encoders for different tasks, Tuna cascades a VAE encoder with a representation
encoder. The VAE produces high-fidelity latent features that preserve low-level visual
structure for generation, while the representation encoder enriches these features with the
semantic information needed for understanding. The resulting unified visual representa-
tions are combined with text tokens and processed by a language model decoder, which
performs autoregressive text prediction for understanding tasks and flow-matching-based
denoising for generation tasks. This design allows Tuna to use a single backbone for cap-
tioning, visual question answering, text-to-image and text-to-video generation, and image
editing. Tuna consistently outperforms prior unified models based on decoupled represen-
tations, approaches or matches strong understanding-only and generation-only baselines,
and surpasses contemporary unified models in image generation. Importantly, its unified
design allows the two capabilities to reinforce each other, as joint training on understanding
and generation data outperforms training either capability in isolation.

Finally, Tuna-2 [178] pushes the unification further by operating directly on pixel
embeddings. It replaces the modular vision encoders, including the VAE and the repre-
sentation encoder, with simple patch embedding layers, dramatically simplifying the archi-
tecture while achieving state-of-the-art performance across multimodal understanding and
generation benchmarks. Tuna-2 demonstrates that a fully end-to-end, pixel-native design
can match or exceed models built from separately pretrained encoders, pointing toward a
simpler and more scalable recipe for unified multimodal models.

1.2.4 Summary of Contributions

In summary, this thesis makes the following contributions:
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• ConsistI2V and AnyV2V: methods for controllable image-to-video generation and
tuning-free video editing that turn rich conditioning signals, such as text, image, and
video, into temporally coherent visual worlds while preserving identity, layout, and
style.

• Vamba, VISTA, and VideoEval-Pro: a linear-time hybrid Mamba-Transformer ar-
chitecture that scales video understanding to hour-long inputs, a spatiotemporal
data-augmentation framework that supplies long video instruction data, and a ro-
bust open-ended benchmark that measures long video understanding without the
inflation of multiple-choice evaluation.

• Tuna and Tuna-2: native unified multimodal models that share a single continu-
ous visual representation across understanding and generation, demonstrating that
unified representations let the two capabilities enhance each other, and that a pixel-
native design can further simplify the architecture without sacrificing performance.

Taken together, these contributions widen the interface between foundation models
and the visual world along all three axes: richer control for generation, longer horizons
for understanding, and a shared representation that unifies multimodal understanding and
generation. They trace a progression from generating and editing visual content under
increasingly rich conditioning, to interpreting extended visual histories, and ultimately to
unifying the understanding and generation of visual content within a single model. Collec-
tively, they represent concrete steps toward foundation models that treat the visual world
as a coherent, temporally extended, and multimodal signal that can be both understood
and generated.
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Chapter 2

Background

This chapter introduces the technical background needed to follow the remainder of the
thesis. Section 2.1 covers sequence models, the architectural backbone shared by essen-
tially every model in this thesis, including the transformer and the linear-time state space
models that make long-horizon processing tractable. Section 2.2 describes large language
models and their multimodal extensions, which underpin the visual understanding studied
in Parts II and III. Section 2.3 presents diffusion models and flow matching, the generative
machinery behind the visual-world generation of Part I and the generation branch of the
unified models in Part III.

2.1 Sequence Models

The data that this thesis works with, such as natural language, images, and video, can all
be represented as a sequence of tokens, where each token is a vector in Rd and d is the
hidden dimension. Text is naturally a sequence of word or subword tokens. An image can
be split into a grid of patches, each flattened and projected into a token, so that a picture
becomes a short sequence [64]. A video is a sequence of frames, each of which yields many
patch tokens, so even a short clip produces a long sequence. A sequence model maps an
input sequence x1, . . . , xn to a sequence of output representations in which each position
is contextualized by the others, that is, the representation at position i depends not only
on xi but on the surrounding tokens.

Historically, sequence data was processed by recurrent networks such as the long short-
term memory (LSTM) network [105] and by encoder-decoder sequence-to-sequence models
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built from them [240]. These architectures consume tokens one at a time, folding the
history into a recurrent hidden state that is carried forward step by step. Attention was
first introduced as an add-on to this recurrent pipeline, letting the decoder look back
over all encoder states rather than a single fixed summary vector [11]. However, because
computation flows through the hidden state in order, recurrence is inherently sequential
and hard to parallelize, and information from distant tokens tends to be forgotten as it is
repeatedly overwritten, making long-range dependencies difficult to capture.

Transformer models [259] replaced recurrence entirely with attention. By letting every
token interact directly with every other token in a single step, it achieves full parallelism
over the sequence and models long-range interactions without passing information through
a bottlenecked hidden state. Transformer is now the backbone of essentially all the foun-
dation models studied in this thesis. In the remainder of this section, I first present the
transformer model in detail, and then present linear-time sequence models, specifically
Mamba [89], that address the transformer’s main scalability limitation.

2.1.1 Transformers

Token embeddings and positional encoding. In a transformer model, each input
token is first mapped to a d-dimensional embedding vector. Because self-attention is
permutation-equivariant, positional information must be introduced explicitly to distin-
guish tokens at different locations in the sequence. The original transformer model added
fixed sinusoidal or learned positional encodings directly to the token embeddings, whereas
most modern models use rotary position embeddings, which encode relative positional
information by rotating the query and key vectors according to their token indices [238].

Scaled dot-product self-attention. After obtaining the token embeddings, a trans-
former layer collects the token embeddings into an input matrix X ∈ Rn×d. It then uses
three learned projections to produce queries, keys, and values, such that:

Q = XWQ, K = XWK , V = XWV , (2.1)

where Q,K ∈ Rn×dk and V ∈ Rn×dv . Self-attention is then formulated as a weighted sum
of the value vectors, where the weights are determined by the similarity between queries
and keys. The scaled dot-product attention is defined as:

Attention(Q,K, V ) = softmax

(
QK⊤
√
dk

)
V. (2.2)
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Intuitively, each token emits a query that is compared, by dot product, against the key of
every token in the sequence. The softmax turns these n scores into a set of non-negative
attention weights that sum to one, and the output for that token is the corresponding
weighted average of the value vectors. In this way, each token gathers information from
the whole sequence, weighted by relevance. The factor

√
dk rescales the dot products:

without it, the scores grow in magnitude with dk, pushing the softmax into saturated
regions where gradients vanish, so the scaling stabilizes training.

Multi-head attention. Rather than computing a single attention operation, transform-
ers usually run h attention heads in parallel, each with its own projections WQ,WK ,WV .
Different heads can specialize on different subspaces and relations between tokens. Their
outputs are concatenated and passed through a final linear layer back to dimension d.

Causal (masked) self-attention. For autoregressive generation, the sequence must be
processed so that each position sees only the past. A causal mask sets the attention scores
for all future positions to −∞ before the softmax, restricting position i to attend only
to positions ≤ i. The model can then predict the next token from past context alone.
This masked form of self-attention is the mechanism used by the language-model decoders
discussed in the next section.

Feed-forward, residuals, and normalization. Each transformer layer follows the at-
tention sublayer with a position-wise feed-forward network, a small MLP applied inde-
pendently to every token. Both sublayers are wrapped in a residual connection and layer
normalization [10], which together ease optimization and keep activations well scaled. A
transformer is a stack of many such identical layers.

Architectural variants. As shown in Figure 2.1, the original transformer followed an
encoder-decoder architecture designed for machine translation, in which the encoder pro-
cesses the source sentence and the decoder generates the target sentence. In this thesis,
the transformer-based language models instead use decoder-only architectures with masked
self-attention throughout. By contrast, vision transformers [64] and diffusion transformers
typically adopt encoder-only architectures, in which visual inputs are mapped to hidden
representations for downstream multimodal modelling in LMMs or for noise prediction in
diffusion models.
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Figure 2.1: The standard encoder-decoder transformer architecture originally proposed for
machine translation. Figure taken from [259].

Complexity. The attention matrix QK⊤ in Equation 2.2 compares every pair of tokens,
so it has n2 entries and both the time and the memory of self-attention scale as O(n2d),
that is, quadratically in the sequence length n. For short sequences this cost is negligible,
but it becomes prohibitive as n grows into the tens of thousands, which is exactly the
regime of hour-long video, where each frame already contributes many patch tokens. This
quadratic cost is the central obstacle to processing very long visual sequences, and it
directly motivates the linear-time sequence models covered next. I return to this scalability
limitation, and to architectures that overcome it, in Part II.
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2.1.2 Linear-Time Sequence Models

Recall from Section 2.1.1 that self-attention costs O(n2d) in time and O(n2) in memory,
quadratic in the sequence length n. This quadratic scaling becomes prohibitive when the
sequence is very long: a single minute of video already yields many thousands of visual
tokens, and the cost of dense attention grows with the square of that count. Classical
recurrent networks avoid the quadratic term and run in linear time, but they are hard to
parallelize across the time axis and tend to forget information over long horizons. State
space models (SSMs) occupy a useful middle ground: they provide linear-time sequence
modeling with strong long-range memory, and they can be computed as a parallel convo-
lution at training time and as a lightweight recurrence at inference time.

An SSM is a linear time-invariant system that maps a continuous scalar input signal
x(t) ∈ R to an output y(t) ∈ R through a hidden state h(t) ∈ RN , described by the
ordinary differential equation:

h′(t) = Ah(t) + Bx(t), y(t) = Ch(t), (2.3)

with A ∈ RN×N , B ∈ RN×1, and C ∈ R1×N . To apply this system to a discrete sequence,
the models S4 [91] and its successor Mamba [89] discretize it using a zero-order hold (ZOH)
with step size ∆:

A = exp(∆A), B = (∆A)−1
(

exp(∆A)− I
)
·∆B. (2.4)

The resulting discrete recurrence is:

ht = Aht−1 + Bxt, yt = Cht. (2.5)

Here, the hidden state ht acts as a compressed running summary of all past inputs: at each
step, it decays the previous summary through A and folds in the new token through B.
This recurrence can be evaluated one step at a time, like an RNN. When the parameters
are held fixed across time (the time-invariant case), the same computation also unrolls into
a single global convolution of the input with a fixed kernel, which can be applied in parallel
over the whole sequence and makes training efficient.

S4 [91] follows this recipe and initializes A as the diagonalized HiPPO matrix [90], a
structured form that endows the state with long-range memory and lets the model remain
effective and efficient on extremely long sequences. Mamba [89] adds the key idea of a
selective scan: it makes B, C, and ∆ functions of the current token, so the model can
selectively propagate or forget information based on content. Making the parameters
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input-dependent turns the system time-varying, so it is no longer a plain convolution, but
a hardware-aware parallel scan recovers efficient parallel training. Mamba-2 [57] develops
the state space duality (SSD) framework, which connects SSMs to attention, and simplifies
A to a scalar times the identity. This structure supports a multi-head SSM formulation,
admits a much larger state dimension N than Mamba, and is faster to train.

The payoff is favorable scaling. Processing n tokens with a Mamba block costs O(d2n),
which is linear in the sequence length, in contrast to the O(n2d) cost of causal self-attention.
For sequences that reach into the thousands or tens of thousands of tokens, this difference
is decisive. In Part II, I adopt Mamba-2 blocks to process long video-token sequences, using
their linear-time recurrence to scale visual-world understanding to hour-long horizons that
dense attention cannot reach.

2.2 Large Language Models and Large Multimodal

Models

The sequence models of the previous section become foundation models once they are
trained at scale on natural language. This section describes large language models (LLMs)
as autoregressive decoders, and then large multimodal models (LMMs), which extend an
LLM so that it can perceive images and video. Both build directly on the causal-attention
transformer decoder introduced earlier, and both are central to the visual understanding
side of this thesis.

2.2.1 Large Language Models

A large language model is a decoder-only transformer [259] trained for autoregressive next-
token prediction. The input text is first tokenized: a string is split into subword units drawn
from a fixed vocabulary, so that a piece of text becomes a sequence of discrete tokens
x1, . . . , xn. The model treats language modelling as density estimation and factorizes the
joint probability of a sequence by the chain rule, predicting each token from its predecessors:

pθ(x1, . . . , xn) =
n∏

t=1

pθ(xt | x<t). (2.6)

At each position t, the final decoder hidden state is passed through a linear language-
modelling head followed by a softmax, yielding a distribution over the vocabulary. Training

13



minimizes the negative log-likelihood, i.e., the cross-entropy language-modelling loss:

LLM = − 1

n

n∑
t=1

log pθ(xt | x<t). (2.7)

This uses teacher forcing together with the causal attention mask, so that position t attends
only to x<t. Because the mask enforces this ordering, every position in a training sequence
can be supervised in parallel within a single forward pass.

Generation. A trained LLM produces new text by running the decoder autoregressively.
Given the current context, the model computes the next-token distribution, and one token
is selected from it, either greedily (using arg-max) or by sampling under a temperature
with top-k or top-p truncation. The chosen token is appended to the context, and the
procedure repeats: each newly generated token becomes part of the input for the next
step, so generation proceeds one token at a time until a stopping condition is reached.
This autoregressive loop is the same generative mechanism that later carries over to large
multimodal models.

Scaling model size and training data along this simple objective yields broad, general
capabilities [213, 25], and open foundation models such as the LLaMA series [251, 252,
88] and the Qwen series [13, 211, 310] have made these capabilities widely available. A
subsequent stage of instruction tuning and alignment turns the raw next-token predictor
into a model that follows instructions and answers questions rather than merely continuing
text.

2.2.2 Large Multimodal Models

An LLM processes only text, but this thesis concerns visual worlds, so the model must
also perceive images and video. Large multimodal models (LMMs) extend an LLM so that
it accepts visual inputs while still producing text. The dominant recipe, popularized by
LLaVA [166], is illustrated in Figure 2.2 and has three parts. First, a pretrained vision
encoder such as CLIP [212] or SigLIP [327] encodes an image into a set of visual features.
Second, a lightweight projector, typically a small multilayer perceptron, maps these features
into the LLM’s token-embedding space, producing a sequence of visual tokens in Rd. Third,
the visual tokens are concatenated with the text tokens, and the combined sequence is
processed by the same transformer decoder, which generates a natural-language response
autoregressively exactly as in the LLM case above. The decoder still generates only text
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Figure 2.2: The dominant large multimodal model architecture. A pretrained vision en-
coder maps an input image to visual features, a lightweight projector turns these features
into visual tokens in the language model’s embedding space, and the visual tokens are
prepended to the text tokens and fed to a shared transformer decoder that generates a
text response autoregressively. Figure taken from [166].

tokens; the visual tokens never appear at the output and instead serve as additional context
in the prefix.

The attention layout follows a common convention: the visual tokens are placed before
the text tokens, and the decoder applies causal self-attention over the whole sequence, so
each text token can attend to all visual tokens and to the preceding text tokens. Scaling
this recipe with stronger vision encoders, larger decoders, and more instruction data results
in strong models for image and video understanding, as in Qwen2.5-VL [15], Qwen3-VL
[14], and InternVL3 [346].

The cost of long visual context. For video, frames are sampled over time and each
frame is encoded into many visual tokens, so the sequence fed to the decoder becomes very
long. Since the decoder relies on the quadratic self-attention of the transformers, processing
long, high-resolution video is expensive in both computation and memory. This bottleneck
is exactly what motivates the efficient long-video architecture I develop in Part II. It is also
worth stressing a limitation of scope: current LMMs understand visual input but cannot
generate images or videos. Visual generation is instead handled by the diffusion models
described in the next section, and unifying the two directions, perception and synthesis,
within a single model is the subject of Part III.
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Figure 2.3: The two directions of a diffusion model. The forward process gradually adds
Gaussian noise to a clean data sample x0 over T steps until it becomes an isotropic Gaussian
xT . The reverse process, learned by a neural network, starts from pure noise and iteratively
removes it to recover a data sample. Figure taken from [102].

2.3 Diffusion Models

Generative models learn a data distribution so that new samples, such as images or videos,
can be drawn from it. Diffusion models [233, 102], together with their flow-matching
generalization, are the dominant paradigm for high-fidelity visual generation. Their core
idea is to gradually corrupt data into noise and to train a neural network to reverse this
corruption, so that sampling begins from pure noise and iteratively denoises into a data
sample. Figure 2.3 illustrates this forward and reverse process.

2.3.1 Denoising Diffusion Probabilistic Models

Denoising diffusion probabilistic models (DDPMs) [102, 233] define generation through a
pair of forward and reverse diffusion processes. The forward process is a fixed Markov chain
that gradually adds Gaussian noise to a clean sample x0 ∼ q(x0) over T steps according
to a variance schedule 0 < β1 < β2 < · · · < βT < 1. A convenient property of this chain is
that the noisy sample at any timestep t ∈ {1, . . . , T} can be directly constructed from the
clean sample x0 in closed-form. Writing ᾱt =

∏t
i=1(1 − βi) and drawing ϵ ∼ N (0, I), the

reparameterization is:

xt =
√
ᾱt x0 +

√
1− ᾱt ϵ, ᾱt =

t∏
i=1

(1− βi). (2.8)

As t→ T , the schedule drives ᾱt → 0, so xT contains almost no input signal and approaches
an isotropic Gaussian.

The reverse process learns to invert this corruption. It is parameterized as a Markov
chain pθ(xt−1 | xt) of Gaussian transitions whose mean is expressed through a neural
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network that predicts the noise ϵ added to reach xt. Denoting this noise-prediction network
by ϵθ(xt, t), DDPM training reduces to the simplified mean-squared-error objective:

L = Ex0,ϵ,t

[
∥ϵ− ϵθ(xt, t)∥2

]
, (2.9)

where xt is obtained from x0 and ϵ based on Equation 2.8, and t is sampled from a
predefined distribution (uniform in DDPM [102] and logit-norm in LDM [222]).

To generate a sample, one starts from a pure noise xT ∼ N (0, I) and applies the learned
reverse transition iteratively from t = T down to t = 1, arriving at a clean sample x0. This
many-step procedure is accurate but costly. To reduce inference cost, DDIM [234] recasts
sampling as a non-Markovian deterministic process that produces comparable samples in
far fewer steps. An equivalent continuous-time formulation views the forward and reverse
dynamics as a stochastic differential equation whose reverse direction depends on the score
of the data distribution [235].

For conditional generation, such as text-to-image synthesis, the network additionally
takes a condition c and becomes ϵθ(xt, c, t). Classifier-free guidance [103] strengthens
adherence to c at sampling time by extrapolating between the conditional prediction and an
unconditional one produced by the same network with the condition dropped. This avoids
the separate classifier required by classifier guidance [61] and has become the standard tool
for trading sample diversity against faithfulness to the condition.

2.3.2 Latent Diffusion Models

Running diffusion directly in pixel space is expensive at high resolution, because every
denoising step operates on a tensor as large as the image itself. Latent diffusion models
[222] address this by moving the diffusion process into a compact latent space. A pretrained
autoencoder, typically a KL-regularized variational autoencoder [128], provides an encoder
E that maps an image to a lower-dimensional latent z0 = E(x0) and a decoderD that inverts
it. Both the forward and reverse diffusion processes are run entirely on the latent, and the
denoised latent ẑ is decoded back to pixels as x̂ = D(ẑ). Because the latent is much smaller
than the image, this greatly reduces computation while preserving perceptual quality, and
it forms the basis of Stable Diffusion.

The denoising network in latent space is commonly a U-Net [223] augmented with cross-
attention layers that inject the conditioning signal, for example text embeddings. More
recent systems, such as the Diffusion Transformer (DiT) [206], replace the U-Net with a
transformer that treats latent patches as tokens, which scales favorably and underlies large
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text-to-image models such as Stable Diffusion 3 [66]. The same latent-diffusion recipe
extends naturally to video generation by diffusing spatiotemporal latents [104, 20, 260].
The controllable image-to-video generation models I develop in Part I build directly on
latent diffusion.

2.3.3 Flow Matching

Flow matching [164, 173] is a continuous-time generative framework that learns a velocity
field vθ(xt, t) defining an ordinary differential equation:

dxt

dt
= vθ(xt, t), (2.10)

which transports a simple prior, Gaussian noise, to the data distribution. Rather than
simulating this ODE during training, conditional flow matching supplies a closed-form
regression target along prescribed interpolation paths, which makes optimization simple
and stable. The concrete instance used throughout this thesis is rectified flow [173], which
connects noise and data by a straight line. Let x0 ∼ N (0, I) be noise and x1 be a data
sample, rectified flow obtains the noisy sample at timestep t by linearly interpolating
between them:

xt = tx1 + (1− t)x0, t ∈ [0, 1]. (2.11)

Differentiating the interpolation with respect to t gives a constant target velocity v =
x1 − x0, independent of t. The network is trained by regressing to this velocity, such that
the loss is the mean squared error between the predicted velocity and the true velocity:

L = Ex0,x1,t

[
∥vθ(xt, t)− (x1 − x0)∥2

]
. (2.12)

During inference, sampling a new data sample is done by integrating the learned ODE
from t = 0 (noise) to t = 1 (data) with a numerical solver such as the Euler solver:

xt′ = xt + (t′ − t)vθ(xt, t). (2.13)

Because the interpolation paths are close to straight lines, the resulting ODE trajectories
are nearly linear, allowing high-quality samples to be generated in relatively few steps.
Flow matching is closely related to diffusion, as both transform noise into data through a
continuous or iterative process, but it provides a simpler deterministic training target and
straighter sampling trajectories. Recent state-of-the-art image and video generators, in-
cluding Stable Diffusion 3 [66] and Wan 2.2 [260], have adopted flow matching. The unified
models presented in Part III likewise use flow matching in their generation branches.
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Chapter 3

Background and Roadmap

The first part of this thesis studies the control axis of visual world generation: broadening
the conditioning signals that a generative model can faithfully follow beyond a text prompt
alone. A central difficulty in this setting is that the model is often given only sparse
observations, such as a single keyframe together with a short textual description, from
which it must synthesize a temporally coherent video that preserves the identity, spatial
layout, and visual style of the input while still exhibiting natural motion. Naively adapting
an image generator to video tends to fail at one of these two goals, producing either nearly
static clips or dynamic sequences that quickly drift away from the input. In this part, we
develop methods that turn diverse conditioning signals, such as images, videos and text,
into coherent video clips for controllable video generation and editing.

The roadmap for this part is as follows. In Chapter 4, we present ConsistI2V, an
image-to-video (I2V) diffusion model that converts a pretrained text-to-image diffusion
model into a video generator capable of extending a single keyframe plus a text prompt
into a coherent video. ConsistI2V augments the spatial and temporal attention layers
of the backbone with fine-grained first-frame conditioning and introduces an inference-
time, layout-guided noise initialization scheme. These two mechanisms together produces
videos that remain visually consistent with the input frame while supporting downstream
applications such as autoregressive long-video generation and camera motion control. In
Chapter 5, we build on this I2V model to present AnyV2V, a tuning-free framework that
recasts a broad range of video-to-video editing tasks as first-frame-conditioned video gen-
eration: an off-the-shelf image editor modifies the first frame, and an image-to-video model
propagates the edit across the remaining frames while preserving the original motion. To-
gether, these chapters widen the conditioning interface of video generation model from text
to images and videos.
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The remainder of this chapter reviews the related work that situates these contributions.
We first survey text-to-video and image-to-video generation, and then discuss video editing.

3.1 Text-to-Video and Image-to-Video Generation

Text-to-video (T2V) generation has progressed from early approaches based on generative
adversarial networks [72, 22, 248] and autoregressive transformers [78, 106] toward diffusion
models, which now dominate the field. Most diffusion-based methods extend a text-to-
image (T2I) architecture to model the temporal dimension. Video Diffusion Models [104]
introduce a space-time factorized U-Net [223] with interleaved temporal attention layers,
while Imagen-Video [101] and Make-A-Video [231] employ pixel-space diffusion for high-
definition synthesis. To reduce computation, another line of work runs diffusion in the
latent space of a pretrained autoencoder [99, 35, 127, 95], following the latent diffusion
paradigm [222]. Within this family, MagicVideo [343] inserts lightweight adaptor layers,
Latent-Shift [5] adopts temporal shift modules [162], and VideoLDM [20] inserts temporal
convolution and attention layers into the LDM U-Net, a recipe that many later systems
follow.

A complementary line of research studies noise initialization for video diffusion. PYoCo
[79] proposes a video-specific noise prior in which each frame’s initial noise is correlated
with the others, FreeNoise [209] reschedules noise for training-free long-video generation,
and FreeInit [294] injects the low-frequency component of a noisy video to close the gap
between training and inference. The layout-guided noise initialization of ConsistI2V
builds directly on this observation.

Steering generation with text alone offers only coarse control over the identity and
layout of the output. Image-to-video (I2V) generation addresses this by conditioning on
an additional initial frame in addition to text. Several methods [84, 49, 55, 326] concatenate
the latent of the first frame with the input noise to enable first-frame conditioning, while
others [337, 303, 329] add image cross-attention layers that inject stronger conditional
signals into the generation process. ConsistI2V differs from these works in two aspects:
first it introduces fine-grained spatiotemporal first-frame conditioning that yields better
visual consistency and enables efficient training on public video-text data. Second, it
develops inference-time noise initialization strategies, an aspect that prior I2V methods
rarely address.
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3.2 Video Editing

Because paired data of videos before and after an edit is difficult to obtain, most video
editing methods adapt a pretrained T2I model in a zero-shot or few-shot manner [29, 291,
81, 284, 338, 54]. To maintain temporal coherence across independently edited frames,
these methods introduce cross-frame attention. Tune-A-Video [291] and Pix2Video [29] let
each frame attend to its immediate predecessor and to the first frame, whereas TokenFlow
[81] and Fairy [284] propagate edits through a set of mutually attending anchor frames.
Other methods add structural guidance: Control-A-Video [45] and ControlVideo [338] use
ControlNet [333] for spatial control, CoDeF [203] propagates a single edited frame through
a canonical representation, and UniEdit [12] injects inverted latents and feature maps into
a pretrained T2V model [275].

Despite this progress, most methods offer limited controllability and are typically tied
to a single editing paradigm. Approaches that rely on cross-attention, for example, are
largely restricted to word-swapping prompts [170], since the ambiguity of natural language
and the constraints of the underlying model make it difficult to express a user’s exact
intent. AnyV2V instead decouples spatial editing from temporal propagation: any off-
the-shelf image editor performs the edit on the first frame, and an image-to-video model
propagates it across the video while preserving motion. This design makes AnyV2V the
first framework to support a diverse array of editing tasks, including prompt-based editing,
reference-based style transfer, subject-driven editing, and identity manipulation, within a
single unified approach.
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Chapter 4

ConsistI2V: Enhancing Visual
Consistency in Image-to-Video
Generation

4.1 Introduction

Recent advancements in video diffusion models [104] have led to an unprecedented devel-
opment in text-to-video (T2V) generation [101, 20]. However, such conditional generation
techniques fall short of achieving precise control over the generated video content. For
instance, given an input text prompt “a dog running in the backyard”, the generated
videos may vary from outputting different dog breeds, different camera viewing angles, as
well as different background objects. As a result, users may need to carefully modify the
text prompt to add more descriptive adjectives, or repetitively generate several videos to
achieve the desired outcome.

To mitigate this issue, prior efforts have been focused on encoding customized subjects
into video generation models with few-shot finetuning [193] or replacing video generation
backbones with personalized image generation model [95]. Recently, incorporating addi-
tional first frame images into the video generation process has become a new solution to
controllable video generation. This method, often known as (text-guided) image-to-video
generation (I2V) or image animation, enables the foreground/background contents in the
generated video to be conditioned on the objects as reflected in the first frame.

Nevertheless, training such conditional video generation models is a non-trivial task and
existing methods often encounter appearance and motion inconsistency in the generated
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Consistent Appearance & Motion

Simple Conditioning

Spatial / Temporal Conditioning,
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ConsistI2V

Prior Methods

"a dog wearing a Superhero
outfit with red cape flying

through the sky."

Inconsistent Appearance & Abrupt Motion

Figure 4.1: Comparison of image-to-video generation results obtained from SEINE [49]
and our ConsistI2V. SEINE shows degenerated appearance and motion as the video
progresses, while our result maintains visual consistency.

videos (shown in Figure 4.1). Initial efforts such as VideoComposer [271] and VideoCrafter1
[35] condition the video generation model with the semantic embedding (e.g. CLIP embed-
ding) from the first frame but cannot fully preserve the local details in the generated video.
Subsequent works either employ a simple conditioning scheme by directly concatenating
the first frame latent features with the input noise [84, 49, 326, 55] or combine the two
aforementioned design choices together [303, 337] to enhance the first frame conditioning.
Despite improving visual appearance alignment with the first frame, these methods still
suffer from generating videos with incorrect and jittery motion, which severely restricts
their applications in practice.

To address the aforementioned challenges, we propose ConsistI2V, a simple yet ef-
fective framework capable of enhancing the visual consistency for I2V generation. Our
method focuses on improving the first frame conditioning mechanisms in the I2V model
and optimizing the inference noise initialization during sampling. To produce videos that
closely resemble the first frame, we apply cross-frame attention mechanisms in the model’s
spatial layers to achieve fine-grained spatial first frame conditioning. To ensure the tem-
poral smoothness and coherency of the generated video, we include a local window of the
first frame features in the temporal layers to augment their attention operations. During
inference, we propose FrameInit, which leverages the low-frequency component of the first
frame image and combines it with the initial noise to act as a layout guidance and elim-
inate the noise discrepancy between training and inference. By integrating these design
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optimizations, our model generates highly consistent videos and can be easily extended to
other applications such as autoregressive long video generation and camera motion con-
trol. Our model achieves state-of-the-art results on public I2V generation benchmarks.
We further conduct extensive automatic and human evaluations on a self-collected dataset
I2V-Bench to verify the effectiveness of our method for I2V generation. Our contributions
are summarized below:

1. We introduce ConsistI2V, a diffusion-based model that performs spatiotemporal
conditioning over the first frame to enhance the visual consistency in video generation.

2. We devise FrameInit, an inference-time noise initialization strategy that uses the
low-frequency band from the first frame to stabilize video generation. FrameInit can
also support applications such as autoregressive long video generation and camera
motion control.

3. We propose I2V-Bench, a comprehensive quantitative evaluation benchmark dedi-
cated to evaluating I2V generation models. We will release our evaluation dataset to
foster future I2V generation research.

4.2 Methodology

Given an image x1 ∈ RC×H×W and a text prompt s, the goal of our model is to generate an
N frame video clip x̂ = {x1, x̂2, x̂3, ... x̂N} ∈ RN×C×H×W such that x1 is the first frame of
the video, and enforce the appearance of the rest of the video to be closely aligned with x1

and the content of the video to follow the textual description in s. We approach this task
by employing first-frame conditioning mechanisms in spatial and temporal layers of our
model and applying layout-guided noise initialization during inference. The overall model
architecture and inference pipeline of ConsistI2V are shown in Figure 4.2.

4.2.1 Model Architecture

U-Net Inflation for Video Generation Our model is developed based on text-to-
image (T2I) LDMs [222] that employ the U-Net [223] model for image generation. This
U-Net model contains a series of spatial downsampling and upsampling blocks with skip
connections. Each down/upsampling block is constructed with two types of basic blocks:
spatial convolution and spatial attention layers. We insert a 1D temporal convolution block
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Figure 4.2: Our ConsistI2V framework. In our model, we concatenate the first frame
latent z1 to the input noise and perform first frame conditioning by augmenting the spatial
and temporal self-attention operations in the model with the intermediate hidden states
z1h. During inference, we incorporate the low-frequency component from z1 to initialize the
inference noise and guide the video generation process.

after every spatial convolution block and temporal attention blocks at certain attention
resolutions to make it compatible with video generation tasks. Our temporal convolution
and attention blocks share the exact same architecture as their spatial counterparts, apart
from the convolution and attention operations are operated along the temporal dimension.
We incorporate RoPE [238] embeddings to represent positional information in the temporal
layers and employ the PYoCo [79] mixed noise prior for noise initialization.

First Frame Condition Injection We leverage the variational autoencoder (VAE)
[128] of the T2I LDM to encode the input first frame into latent representation z1 =
E(x1) ∈ RC′×H′×W ′

and use z1 as the conditional signal. To inject this signal into our
model, we directly replace the first frame noise ϵ1 with z1 and construct the model input
as ϵ̂ = {z1, ϵ2, ϵ3, ..., ϵN} ∈ RN×C′×H′×W ′

.

4.2.2 Fine-Grained Spatial Feature Conditioning

The spatial attention layer in the LDM U-Net contains a self-attention layer that operates
on each frame independently and a cross-attention layer that operates between frames and
the encoded text prompt. Given an intermediate hidden state zi of the ith frame, the
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Figure 4.3: Visualization of our proposed spatial and temporal first frame conditioning
schemes. For spatial self-attention layers, we employ cross-frame attention mechanisms
and expand the keys and values with the features from all spatial positions in the first
frame. For temporal self-attention layers, we augment the key and value vectors with a
local feature window from the first frame.

self-attention operation is formulated as the attention between different spatial positions
of zi:

Qs = WQ
s zi, Ks = WK

s zi, Vs = W V
s zi, (4.1)

Attention(Qs, Ks, Vs) = Softmax(
QsK

⊤
s√
d

)Vs, (4.2)

where WQ
s ,WK

s and W V
s are learnable projection matrices for creating query, key and value

vectors from the input. d is the dimension of the query and key vectors. To achieve better
visual coherency in the video, we modify the key and value vectors in the self-attention
layers to also include features from the first frame z1 (cf. Figure 4.3):

Qs = WQ
s zi, K ′

s = WK
s [zi, z1], V ′

s = W V
s [zi, z1], (4.3)

where [·] represents the concatenation operation such that the token sequence length in
K ′

s and V ′
s are doubled compared to the original Ks and Vs. In this way, each spatial

position in all frames gets access to the complete information from the first frame, allowing
fine-grained feature conditioning in the spatial attention layers.
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4.2.3 Window-based Temporal Feature Conditioning

The temporal self-attention operations in video diffusion models [104, 20, 275, 35] share
a similar formulation to spatial self-attention (cf. Equation 4.1), with the exception that
the intermediate hidden state being formulated as z̄ ∈ R(H×W )×N×C , where N is the
number of frames and C,H,W correspond to the channel, height and width dimension
of the hidden state tensor. Formally, given an input hidden state z ∈ RN×C×H×W , z̄ is
obtained by reshaping the height and width dimension of z to the batch dimension such that
z̄ ← rearrange(z, "N C H W -> (H W) N C") (using einops [221] notation). Intuitively,
every 1×N ×C matrices in z̄ represents features at the same 1× 1 spatial location across
all N frames. This limits the temporal attention layers to always look at a small spatial
window when attending to features between different frames.

To effectively leverage the first frame features, we also augment the temporal self-
attention layers to include a broader window of features from the first frame. We propose
to compute the query, key and value from z̄ as:

Qt = WQ
t z̄, K ′

t = WK
t [z̄, z̃1], V ′

t = W V
t [z̄, z̃1], (4.4)

where z̃1 ∈ R(H×W )×(K×K−1)×C is a tensor constructed in a way that its h× w position in
the batch dimension corresponds to an K ×K window of the first frame features, centred
at the spatial position of (h,w). The first frame feature vector at (h,w) is not included
in z̃1 as it is already presented in z̄, making the second dimension of z̃1 as K × K − 1.
We pad z in its spatial dimensions by replicating the boundary values to ensure that all
spatial positions in z will have a complete window around them. We then concatenate z̄
with z̃1 to enlarge the sequence length of the key and value matrices. See Figure 4.3 for
a visualization of the augmented temporal self-attention. Our main rationale is that the
visual objects in a video may move to different spatial locations as the video progresses.
The vanilla or common formulation of temporal self-attention in video diffusion models
essentially assumes K = 1, as shown by the blue tokens in Figure 4.3. Having an extra
window of keys and values around the query location with the window size K > 1 (green
tokens in Figure 4.3) increases the probability of attending to the same entity in the first
frame when performing temporal self-attention. In practice, we set K = 3 to control the
time complexity of the attention operations. As the input latent is downsampled 8× by the
VAE, and the denoising U-Net further downsamples the feature map in its intermediate
layers, our selected window size (K = 3) can still create a large receptive field in deeper
U-Net layers. For example, in the second last level of the U-Net (32× total downsampling),
a 256×256 video will be compressed into a 8×8 feature map. Consequently, a 3×3 window
on this feature map covers a region of 96× 96 in the input first frame. This is a significant
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Reconstructed sample from the low-frequency component of 
Figure 4.4: Different frequency bands from the original latent z0 after spatiotemporal
frequency decomposition.

increase from previous methods where a 1× 1 window on the feature map corresponded to
only a 24× 24 region in the original frame.

4.2.4 Inference-time Layout-Guided Noise Initialization

Existing literature [163] in image diffusion models has identified that there exists a noise
initialization gap between training and inference, due to the fact that common diffusion
noise schedules create an information leak to the diffusion noise during training, causing
it to be inconsistent with the random Gaussian noise sampled during inference. In the
domain of video generation, this initialization gap has been further explored by FreeInit
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[294], showing that the information leak mainly comes from the low-frequency component
of a video after spatiotemporal frequency decomposition and adding this low-frequency
component to the initial inference noise greatly enhances the quality of the generated
videos. Inspired by the significance of frequency bands in images and videos for human
perception, prior work like Blurring Diffusion Models [108] employs diffusion processes in
the frequency domain to enhance generation results. Here, we also aim to study how to
effectively leverage the video’s different frequency components to enhance I2V generation.

To better understand how spatiotemporal frequency bands and visual features are cor-
related in videos, we visualize the videos decoded from the VAE latents after spatiotem-
poral frequency decomposition, as shown in Figure 4.4. We observe that the video’s high-
frequency component captures the fast-moving objects and the fine details in the video,
whereas the low-frequency component corresponds to those slowly moving parts and repre-
sents an overall layout. Based on this observation, we propose FrameInit, which duplicates
the input first frame into a static video and uses its low-frequency component as a coarse
layout guidance during inference. Formally, given the latent representation z0 of a static
video and an inference noise ϵ, we first add τ step inference noise to the static video to
obtain zτ = add noise(z0, ϵ, τ). We then extract the low-frequency component of zτ and
mix it with ϵ:

F low
zτ = FFT 3D(zτ )⊙ G(D0), (4.5)

Fhigh
ϵ = FFT 3D(ϵ)⊙ (1− G(D0)), (4.6)

ϵ′ = IFFT 3D(F low
zτ + Fhigh

ϵ ), (4.7)

where FFT 3D is the 3D discrete fast Fourier transformation operating on spatiotemporal
dimensions and IFFT 3D is the inverse FFT operation. G is the Gaussian low-pass filter
parameterized by the normalized space-time stop frequency D0. The modified noise ϵ′

containing the low-frequency information from the static video is then used for denoising.

By implementing FrameInit, our empirical analysis reveals a significant enhancement
in the stabilization of generated videos, demonstrating improved video quality and consis-
tency. FrameInit also enables our model with two additional applications: (1) autoregres-
sive long video generation and (2) camera motion control. We showcase more results for
each application in Section 4.4.5.

4.3 I2V-Bench

Existing video generation benchmarks such as UCF-101 [236] and MSR-VTT [305] fall
short in video resolution, diversity, and aesthetic appeal. To bridge this gap, we introduce
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the I2V-Bench evaluation dataset, featuring 2,950 high-quality YouTube videos curated
based on strict resolution and aesthetic standards. We organized these videos into 16
distinct categories, such as Scenery, Sports, Animals, and Portraits.

Evaluation Metrics Following VBench [111], our evaluation framework encompasses
two key dimensions, each addressing distinct aspects of I2V performances: (1) Visual
Quality assesses the perceptual quality of the video output regardless of the input prompts.
We measure the subject and background consistency, temporal flickering, motion smooth-
ness and dynamic degree. (2) Visual Consistency evaluates the video’s adherence to
the text prompt given by the user. We measure object consistency, scene consistency and
overall video-text consistency.

4.4 Experiments

4.4.1 Implementation Details

We use Stable Diffusion 2.1-base [222] as the base T2I model to initialize ConsistI2V
and train the model on the WebVid-10M [16] dataset, which contains ∼10M video-text
pairs. For each video, we sample 16 frames with a spatial resolution of 256 × 256 and a
frame interval between 1 ≤ v ≤ 5, which is used as a conditional input to the model to
enable FPS control. We use the first frame as the image input and learn to denoise the
subsequent 15 frames during training. Our model is trained with the ϵ objective over all
U-Net parameters using a batch size of 192 and a learning rate of 5e-5 for 170k steps.
During training, we randomly drop input text prompts with a probability of 0.1 to enable
classifier-free guidance [103]. During inference, we employ the DDIM sampler [234] with
50 steps and classifier-free guidance with a guidance scale of w = 7.5 to sample videos. We
apply FrameInit with τ = 850 and D0 = 0.25 for inference noise initialization.

4.4.2 Quantitative Evaluation

UCF-101 & MSR-VTT We evaluate ConsistI2V on two public datasets UCF-101
[236] and MSR-VTT [305]. We report Fréchet Video Distance (FVD) [257] and Inception
Score (IS) [226] for video quality assessment, Fréchet Inception Distance (FID) [100] for
frame quality assessment and CLIP similarity (CLIPSIM) [285] for video-text alignment
evaluation. We evaluate FVD, FID and IS on UCF-101 over 2048 videos and FVD and
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Table 4.1: Quantitative evaluation results for ConsistI2V. †: the statistics also include
the data for training the base video generation model. Bold: best results. Underline:
second best.

UCF-101 MSR-VTT Human Eval: Consistency
Method #Data

FVD ↓ IS ↑ FID ↓ FVD ↓ CLIPSIM ↑ Appearance ↑ Motion ↑
AnimateAnything 10M+20K† 642.64 63.87 10.00 218.10 0.2661 43.07% 20.26%
I2VGen-XL 35M 597.42 18.20 42.39 270.78 0.2541 1.79% 9.43%
DynamiCrafter 10M+10M† 404.50 41.97 32.35 219.31 0.2659 44.49% 31.10%
SEINE 25M+10M† 306.49 54.02 26.00 152.63 0.2774 48.16% 36.76%

ConsistI2V 10M 177.66 56.22 15.74 104.58 0.2674 53.62% 37.04%

Table 4.2: Automatic evaluation results on I2V-Bench. Consist. denotes the consistency
metrics. Bold: best results. Underline: second best.

Method
Temporal
Flickering

↑ Motion
Smoothness

↑ Dynamic
Degree

↑ Background
Consist.

↑ Subject
Consist.

↑ Object
Consist.

↑ Scene
Consist.

↑ Overall
Consist.

↑

AnimateAnything 99.08 99.23 3.69 98.50 97.90 32.56 27.18 18.74
I2VGen-XL 94.03 96.03 57.88 94.52 89.36 29.25 23.50 16.89
DynamiCrafter 93.81 95.89 64.11 93.47 88.01 32.18 23.93 18.68
SEINE 96.08 97.92 42.12 93.98 88.21 35.43 27.68 20.21

ConsistI2V 96.65 97.77 37.48 94.69 90.85 32.06 24.81 19.50

CLIPSIM on MSR-VTT’s test split (2990 samples). We focus on evaluating the I2V
generation capability of our model: given a video clip from the evaluation dataset, we
randomly sample a frame and use it along with the text prompt as the input to our model.
All evaluations are performed in a zero-shot manner.

We compare ConsistI2V against four open-sourced I2V generation models: I2VGen-
XL [337], AnimateAnything [55], DynamiCrafter [303] and SEINE [49]. Quantitative eval-
uation results are shown in Table 4.1. We observe that while AnimateAnything achieves
better IS and FID, its generated videos are mostly near static (see Figure 4.5 for visualiza-
tions), which severely limits the video quality (highest FVD of 642.64). Our model signif-
icantly outperforms the rest of the baseline models in all metrics, except for CLIPSIM on
MSR-VTT, where the result is slightly lower than SEINE. We note that SEINE, initialized
from LaVie [275], benefited from a larger and superior-quality training dataset, including
Vimeo25M, WebVid-10M, and additional private datasets. In contrast, ConsistI2V is
directly initialized from T2I models and only trained on WebVid-10M, showcasing our
method’s effectiveness.
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Figure 4.5: Qualitative comparisons between DynamiCrafter, SEINE, AnimateAnything
and our ConsistI2V. Input first frames are generated by PixArt-α [38] and SDXL [207].

I2V-Bench We present the automatic evaluation results for ConsistI2V and the base-
line models in Table 4.2. Similar to previous findings, we observe that AnimateAnything
achieves the best motion smoothness and appearance consistency among all models. How-
ever, it significantly falls short in generating videos with higher motion magnitude, regis-
tering a modest dynamic degree value of only 3.69 (visual results as shown in Figure 4.5).
On the other hand, our model achieves a better balance between motion magnitude and
video quality, outperforms all other baseline models excluding AnimateAnything in terms
of motion quality (less flickering and better smoothness) and visual consistency (higher
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background/subject consistency) and achieves a competitive overall video-text consistency.

Human Evaluation To further validate the generation quality of our model, we conduct
a human evaluation based on 548 samples from our ConsistI2V and the baseline models.
We randomly distribute a subset of samples to each participant, presenting them with
the input image, text prompt, and all generated videos. Participants are then asked to
answer two questions: to identify the videos with the best overall appearance and motion
consistency. Each question allows for one or more selections. We collect a total of 1061
responses from 13 participants and show the results in the right part of Table 4.1. As
demonstrated by the results, our model ranked top in both metrics, achieving a comparable
motion consistency with SEINE and a significantly higher appearance consistency than all
other baseline models.

4.4.3 Qualitative Evaluation

We present a visual comparison of our model with DynamiCrafter, SEINE and Ani-
mateAnything in Figure 4.5. We exclude I2VGen-XL in this section as its generated video
cannot fully adhere to the visual details from the input first frame. As shown in the figure,
current methods often struggle with maintaining appearance and motion consistency in
video sequences. This can include (1) sudden changes in subject appearance mid-video,
as demonstrated in the “ice cream” case for DynamiCrafter and SEINE; (2) background
inconsistency, as observed in DynamiCrafter’s “wooden figurine walking” case; (3) unnatu-
ral object movements, evident in the “dog swimming” case (DynamiCrafter) and “tornado
in a jar” case (SEINE) and (4) minimal or absent movement, as displayed in most of the
generated videos by AnimateAnything. On the other hand, ConsistI2V produces videos
with subjects that consistently align with the input first frame. Additionally, our gener-
ated videos exhibit more natural and logical motion, avoiding abrupt changes and thereby
ensuring improved appearance and motion consistency.

4.4.4 Ablation Studies

To verify the effectiveness of our design choices, we conduct an ablation study on UCF-101
by iteratively disabling FrameInit, temporal first frame conditioning and spatial first frame
conditioning. We follow the same experiment setups in Section 4.4.2 and show the results
in Table 4.3.
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Figure 4.6: Visual comparisons of our method after disabling FrameInit (F.I.), temporal
conditioning (T.C.) and spatial conditioning (S.C.). We use the same seed to generate all
videos.

Effectiveness of FrameInit According to the results, we find that applying FrameInit
greatly enhances the model performance for all metrics. Our empirical observation suggests
that FrameInit can stabilize the output video and reduce the abrupt appearance and motion
changes. As shown in Figure 4.6, while our model can still generate reasonable results
without enabling FrameInit, the output videos also suffer from a higher chance of rendering
sudden object movements and blurry frames (last frame in the second row). This highlights
the effectiveness of FrameInit in producing more natural motion and higher-quality frames.

Hyperparameters of FrameInit To further investigate how the FrameInit hyperparam-
eters τ (number of steps of inference noise added to the first frame) and D0 (spatiotemporal
stop frequency) affect the generated videos, we conduct an additional qualitative experi-
ment by generating the same video using different FrameInit hyperparameters and show
the results in Figure 4.7. Comparing (1) and (4) in Figure 4.7, we find that while using
our default setting of FrameInit achieves more stable outputs, it also slightly restricts the
motion magnitude of the generated video compared to not using FrameInit at all. From
comparisons between (1), (5), and (1), (6), we observe that either increasing D0 alone
or reducing τ alone does not significantly impact the motion magnitude of the videos.
However, comparisons between (1), (2), and (3) reveal that when both D0 is increased
and τ is decreased, there is a further restriction in video dynamics. This suggests that
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Table 4.3: UCF-101 ablation study results and runtime statistics for spatiotemporal first
frame conditioning and FrameInit. T.Cond. and S.Cond. correspond to temporal and
spatial first frame conditioning, respectively.

UCF-101 (Zero-Shot) Inference Cost Statistics

FVD ↓ IS ↑ FID ↓ GPU Mem. Runtime TFLOPs (UNet)

ConsistI2V 177.66 56.22 15.74 9249 Mb 18.48s 5.168
w/o FrameInit 245.79 42.21 24.08 9245 Mb 18.37s 5.168
w/o FrameInit & T.Cond. 224.16 42.98 24.04 9233 Mb 17.93s 5.117
w/o FrameInit & T.Cond. & S.Cond. 704.48 21.97 68.39 9017 Mb 17.14s 5.015

Text Prompt: fireworks bloom in the night sky.

(1)     (Default)

(2)  

(3)  

(5)  

(6)  

(4) w/o FrameInit

Figure 4.7: Visual comparisons of employing different FrameInit hyperparameters during
I2V generation. All videos are generated using the same seed.

the static first frame video exerts a stronger layout guidance, intensifying its influence on
video dynamics.

Spatiotemporal First Frame Conditioning Our ablation results on UCF-101 (c.f.
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Table 4.3) reflects a significant performance boost after applying the proposed spatial and
temporal first frame conditioning mechanisms to our model. Although removing temporal
first frame conditioning leads to an overall better performance for the three quantitative
metrics, in practice we find that only using spatial conditioning often results in jittering
motion and larger object distortions, evident in the third row of Figure 4.6. When both
spatial and temporal first frame conditioning is removed, our model loses the capability of
maintaining the appearance of the input first frame.

Runtime Efficiency To better understand how the proposed model components affect the
inference cost, we also benchmark the runtime statistics of our ConsistI2V and its variants
after disabling different components. We measure all models on a single Nvidia RTX 4090
with float32 and an inference batch size of 1. For TFLOPs computation, we only consider
the denoising U-Net and exclude components such as the VAE and text encoder as these
modules share the same computation across all model variants. As shown in the right part
of Table 4.3, we find that the proposed spatiotemporal feature conditioning and FrameInit
incur limited computational overhead during inference, introducing approximately 200Mb
extra GPU memory and ∼1.3s additional inference time. These results demonstrate that
our method is highly efficient during inference.

4.4.5 More Applications

Autoregressive Long Video Generation While our I2V model provides native sup-
port for long video generation by reusing the last frame of the previous video to generate
the next video, we observe that directly using the model to generate long videos may lead
to suboptimal results, as the artifacts in the previous video clip will often accumulate
throughout the autoregressive generation process. We find that using FrameInit to guide
the generation of each video chunk helps stabilize the autoregressive video generation pro-
cess and results in a more consistent visual appearance throughout the video, as shown in
Figure 4.8.

Camera Motion Control When adopting FrameInit for inference, instead of using the
static first frame video as the input, we can alternatively create synthetic camera motions
from the first frame and use it as the layout condition. For instance, camera panning
can be simulated by creating spatial crops in the first frame starting from one side and
gradually moving to the other side. As shown in the first two examples under camera
motion control in Figure 4.8, by simply tweaking the FrameInit parameters to τ = 750
and D0 = 0.5 and using the synthetic camera motion as the layout guidance, we are able
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Figure 4.8: Applications of ConsistI2V. Upper panel: FrameInit enhances object con-
sistency in long video generation. Lower panel: FrameInit enables training-free camera
motion control.

to achieve camera panning and zoom-in/zoom-out effects in the generated videos without
any additional training. For camera motions that involve perspective view change (e.g.
rotating), we propose to apply image warping to the input first frame to create a sequence
of perspective transformations. We then use this synthetic perspective view change as the
layout condition to generate new videos. As shown in the last example of Figure 4.8, we
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can synthesize camera rotation by creating synthetic perspective view changes based on
the coordinates of four selected key points in the first frame. As perspective view changes
are often more complex than 2D panning/zooming, the FrameInit hyperparameters for this
example are selected as τ = 700 and D0 = 0.5 to enforce a stronger layout guidance.

4.5 Conclusion

We presented ConsistI2V, an I2V generation framework designed to improve the visual
consistency of generated videos by integrating our novel spatiotemporal first frame condi-
tioning and FrameInit layout guidance mechanisms. Our approach enables the generation
of highly consistent videos and supports applications including autoregressive long video
generation and camera motion control. We conducted extensive automatic and human
evaluations on various benchmarks, including our proposed I2V-Bench and demonstrated
exceptional I2V generation results. For future work, we plan to refine our training paradigm
and incorporate higher-quality training data to further scale up the capacity of our Con-
sistI2V.
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Chapter 5

AnyV2V: A Tuning-Free Framework
For Any Video-to-Video Editing
Tasks

5.1 Introduction

The development of deep generative models [102] has led to significant advancements in
content creation and manipulation, especially in digital images [222, 195, 23, 131, 46, 150].
However, video generation and editing have not reached the same level of advancement
as images [275, 35, 36, 104]. In the context of video editing, training a large-scale video
editing model presents considerable challenges due to the scarcity of paired data and the
substantial computational resources required.

To overcome these challenges, researchers proposed various approaches [81, 54, 284,
291, 171, 156, 94, 54, 338, 208, 29, 312, 118, 95], which can be categorized into two types:
(1) zero-shot adaptation from pre-trained text-to-image (T2I) models or (2) fine-tuned
motion module from a pre-trained T2I or text-to-video (T2V) models. The zero-shot
methods [81, 54, 118, 338] usually suffer from flickering issues due to a lack of temporal
understanding. On the other hand, fine-tuning methods [284, 45, 291, 94, 95] require
more time and computational overhead to edit videos. Moreover, all the methods can
only adhere to certain types of edits. For example, a user might want to perform edits on
visuals that are out-of-distribution from the learned text encoder (e.g. change a person to a
character from their artwork). Thus, a highly customizable solution is more desired in video
editing applications. It would be ideal if there were methods that allowed for a seamless
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Figure 5.1: AnyV2V is an evolving framework to handle all types of video-to-video editing
tasks without any parameter tuning. AnyV2V disentangles video editing into two simpler
problems: (1) Single image editing and (2) Image-to-video generation with video reference.

combination of human artistic input and the assistance provided by AI, allowing for a
synergy between human effort and AI, maintaining creators’ creativity while producing
high-quality outputs.

With the above motivations, we aim to develop a video editing framework that requires
no fine-tuning and caters to user demand. In this chapter, we present AnyV2V, designed
to enhance the controllability of zero-shot video editing by decomposing the task into two
pivotal stages:

1. Apply image edit on the first frame with any off-the-shelf image editing model or
human effort.

2. Leverage the innate knowledge of the image-to-video (I2V) model to generate the
edited video with the edited first frame, source video latent, and the intermediate
temporal features.

Our objective is to propagate the edited first frame across the entire video while ensuring
alignment with the source video. To achieve this, we employ I2V models [337, 49, 217]
for DDIM inversion to enable first-frame conditioning. With the inverted latents as initial
noise and the modified first frame as the conditional signal, the I2V model can generate
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videos that are not only faithful to the edited first frame but also follow the appearance
and motion of the source video. To further enforce the consistency of the appearance
and motion with the source video, we perform feature injection in the I2V model. The
two-stage editing process effectively offloads the editing operation to existing image editing
tools. This design (detail in Section 5.3) helps AnyV2V excel in:

• Compatibility: It provides a highly customized interface for a user to perform
video edits on any modality. It can seamlessly integrate any image editing methods
to perform diverse editing.

• Simplicity: It does not require any fine-tuning nor additional video features like
previous works [94, 291, 203] to achieve high appearance and temporal consistency
for video editing tasks.

From our findings, without any fine-tuning, AnyV2V can perform video editing tasks
beyond the scope of current publicly available methods, such as reference-based style trans-
fer, subject-driven editing, and identity manipulation. AnyV2V also can perform prompt-
based editing and achieve superior results on common video editing evaluation metrics
compared to the baseline models [81, 54, 291]. We show both quantitatively and quali-
tatively that our method outperforms existing SOTA baselines in Section 5.4.3. AnyV2V
is favoured in 69.7% of samples for prompt alignment and 46.2% overall preference in
human evaluation, while the best baseline only achieves 31.7% and 20.7%, respectively.
Our method also reaches the highest CLIP-Text score of 0.2932 in text alignment and a
competitive CLIP-Image score of 0.9652 in temporal consistency.

All these achievements are thanks to the AnyV2V’s design to harness the power of
off-the-shelf image editing models from advanced image editing research. Through a com-
prehensive study and evaluation of the effectiveness of our design, our key observation is
that the inverted noise latent and feature injection serve as critical components to guide
the video motion, and the I2V model itself has good capabilities in generating motions.
We also found that by inverting long videos exceeding the I2V models’ training frames, the
inverted latents enable the I2V model to produce longer videos, making long video editing
possible. To summarize, The main contributions of our work are three-fold:

• We proposed AnyV2V as a first fundamentally different solution for video editing,
treating video editing as a simpler image editing problem.

• We showed that AnyV2V can support long video editing by inverting videos that
extend beyond the training frame lengths of I2V models.

• Our extensive experiments showcased the superior performance of AnyV2V when
compared to the existing SOTA methods, highlighting the potential of leveraging
I2V models for video editing.
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5.2 Preliminary

5.2.1 DDIM Inversion

The denoising process for DDPM-based image-to-video generation models from zt to zt−1

can be achieved using the DDIM [234] sampling algorithm. The reverse process of DDIM
sampling, known as DDIM inversion [192, 61], allows obtaining zt+1 from zt such that

zt+1 =
√

αt+1

αt
zt + (

√
1

αt+1
− 1 −

√
1
αt
− 1) · ϵθ(zt, x0, s, t), where αt is derived from the

variance schedule of the diffusion process.

5.2.2 Plug-and-Play (PnP) Diffusion Features

Tumanyan et al. [255] proposed PnP diffusion features for image editing, based on the ob-

servation that intermediate convolution features f and self-attention scores A = Softmax(QK⊤
√
d

)

in a text-to-image (T2I) denoising U-Net capture the semantic regions (e.g. legs or torso
of a human body) during the image generation process.

Given an input source image IS and a target prompt P , PnP first performs DDIM
inversion to obtain the image’s corresponding noise {zSt }Tt=1 at each time step t. It then
collects the convolution features {f l

t} and attention scores {Al
t} from some predefined layers

l at each time step t of the backward diffusion process zSt−1 = ϵθ(z
S
t ,∅, t), where ∅ denotes

the null text prompt during denoising.

To generate the edited image I∗, PnP starts from the initial noise of the source image
(i.e. z∗T = zST ) and performs feature injection during denoising: z∗t−1 = ϵθ(z

∗
t , P, t, {f l

t , A
l
t}),

where ϵθ(·, ·, ·, {f l
t , A

l
t}) represents the operation of replacing the intermediate feature and

attention scores {f l∗
t , Al∗

t } with {f l
t , A

l
t}. This feature injection mechanism ensures I∗ to

preserve the layout and structure from IS while reflecting the description in P . To control
the feature injection strength, PnP also employs two thresholds τf and τA such that the
feature and attention scores are only injected in the first τf and τA denoising steps. Our
method extends this feature injection mechanism to I2V generation models, where we inject
features in convolution, spatial, and temporal attention layers. We show the detailed design
of AnyV2V in Section 5.3.
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Figure 5.2: AnyV2V takes a source video V S as input. In the first stage, we apply a block-
box image editing method on the first frame I1 according to the editing task. In the second
stage, the source video is inverted to initial noise zST , which is then denoised using DDIM
sampling. During the sampling process, we extract spatial convolution, spatial attention,
and temporal attention features from the I2V models’ decoder layers. To generate the
edited video, we perform a DDIM sampling by fixing z∗T as zTT and use the edited first
frame as the conditional signal. During sampling, we inject the features and attention into
corresponding layers of the model.

5.3 AnyV2V

Our method presents a two-stage approach to video editing. Given a source video V S =
{I1, I2, I3, ..., In}, where Ii is the frame at time i and n denotes the video length, we first
extract the initial frame I1 and pass it into an image editing model ϕimg to obtain an edited
first frame I∗1 = ϕimg(I1, C). C is the auxiliary conditions for image editing models such as
text prompt, mask, style, etc. In the second stage, we feed the edited first frame I∗1 and
a target prompt s∗ into an I2V generation model ϵθ and employ the inverted latent from
the source video V S to guide the generation process such that the edited video V ∗ follows
the motion of the source video V S, the semantic information represented in the edited first
frame I∗1 , and the target prompt s∗. An overall illustration of our video editing pipeline is
shown in Figure 5.2. In this section, we explain each core component of our method.

44



5.3.1 Flexible First Frame Editing

In visual manipulation, controllability is a key element in performing precise editing.
AnyV2V enables more controllable video editing by utilizing image editing models to mod-
ify the video’s first frame. This strategic approach enables highly accurate modifications in
the video and is compatible with a broad spectrum of image editing models, including other
deep learning models that can perform image style transfer [77, 82, 185, 262], mask-based
image editing [195, 8], image inpainting [241, 133], identity-preserving image editing [266],
and subject-driven image editing [46, 150, 93].

5.3.2 Structural Guidance using DDIM Inverison

To ensure the generated videos from the I2V generation model follow the general structure
as presented in the source video, we employ DDIM inversion to obtain the latent noise
of the source video at each time step t. Specifically, we perform the inversion without
text prompt condition but with the first frame condition. Formally, given a source video
V S = {I1, I2, I3, ..., In}, we obtain the inverted latent noise for time step t as:

zSt = DDIM Inv(ϵθ(zt+1, I1,∅, t)), (5.1)

where DDIM Inv(·) denotes the DDIM inversion operation as described in Section 5.2. In
ideal cases, the latent noise zST at the final time step T (initial noise of the source video)
should be used as the initial noise for sampling the edited videos. In practice, we find
that due to the limited capability of certain I2V models, the edited videos denoised from
the last time step are sometimes distorted. Following [150], we observe that starting the
sampling from a previous time step T ′ < T can be used as a simple workaround to fix this
issue.

5.3.3 Appearance Guidance via Spatial Feature Injection

Our empirical observation (Section 5.4.4) suggests that I2V generation models already have
some editing capabilities by only using the edited first frame and DDIM inverted noise as
the model input. However, we find that this simple approach is often unable to correctly
preserve the background in the edited first frame and the motion in the source video, as
the conditional signal from the source video encoded in the inverted noise is limited.

To enforce consistency with the source video, we perform feature injection in both
convolution layers and spatial attention layers in the denoising U-Net. During the video
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sampling process, we simultaneously denoise the source video using the previously collected
DDIM inverted latents zSt at each time step t such that zSt−1 = ϵθ(z

S
t , I1,∅, t). We preserve

two types of features during source video denoising: convolution features f l1 before skip
connection from the lth1 residual block in the U-Net decoder, and the spatial self-attention
scores {Al2

s } from l2 = {llow, llow+1, ..., lhigh} layers. We collect the queries {Ql2
s } and keys

{K l2
s } instead of directly collecting Al2

s as the attention score matrices are parameterized
by the query and key vectors. We then replace the corresponding features during denoising
the edited video in both the normal denoising branch and the negative prompt branch for
classifier-free guidance [103]. We use two thresholds τconv and τsa to control the convolution
and spatial attention injection to only happen in the first τconv and τsa steps during video
sampling.

5.3.4 Motion Guidance through Temporal Feature Injection

The spatial feature injection mechanism described in Section 5.3.3 significantly enhances
the background and overall structure consistency of the edited video. While it also helps
maintain the source video motion to some degree, we observe that the edited videos will
still have a high chance of containing incorrect motion compared to the source video.
On the other hand, we notice that I2V generation models, or video diffusion models in
general, are often initialized from pre-trained T2I models and continue to be trained on
video data. During the training process, parameters in the spatial layers are often frozen
or set to a lower learning rate such that the pre-trained weights from the T2I model are less
affected, and the parameters in the temporal layers are more extensively updated during
training. Therefore, it is likely that a large portion of the motion information is encoded
in the temporal layers of the I2V generation models. Concurrent work [12] also observes
that features in the temporal layers show similar characteristics with optical flow [109], a
pattern that is often used to describe the motion of the video.

To better reconstruct the source video motion in the edited video, we propose to also
inject the temporal attention features in the video generation process. Similar to spatial
attention injection, we collect the source video temporal self-attention queries Ql3

t and keys
K l3

t from some U-Net decoder layers represented by l3 and inject them into the edited video
denoising branches. We also only apply temporal attention injection in the first τta steps
during sampling.
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5.3.5 Putting it Together

Overall, combining the spatial and temporal feature injection mechanisms, we replace
the editing branch features {f ∗l1 , Q∗l2

s , K∗l2
s , Q∗l3

t , K∗l3
t } with the features from the source

denoising branch:

z∗t−1 = ϵθ(z
∗
t , I

∗, s∗, t ; {f l1 , Ql2
s , K

l2
s , Q

l3
t , K

l3
t }), (5.2)

where ϵθ(· ; {f l1 , Ql2
s , K

l2
s , Q

l3
t , K

l3
t }) denotes the feature replacement operation across

different layers l1, l2, l3. Our proposed spatial and temporal feature injection scheme enables
tuning-free adaptation of I2V generation models for video editing. Our experimental results
demonstrate that each component in our design is crucial to the accurate editing of source
videos. We showcase more qualitative results for the effectiveness of our model components
in Section 5.4.

5.4 Experiments

5.4.1 Implementation Details

We employ AnyV2V on three off-the-shelf I2V generation models: I2VGen-XL1 [337], Con-
sistI2V [217] and SEINE [49]. For all I2V models, we use τconv = 0.2T , τsa = 0.2T and
τta = 0.5T , where T is the total number of sampling steps. We use the DDIM [234] sampler
and set T to the default values of the selected I2V models. Following PnP [256], we set
l1 = 4 for convolution feature injection and l2 = l3 = {4, 5, 6, ..., 11} for spatial and tempo-
ral attention injections. During sampling, we apply text classifier-free guidance (CFG) [103]
for all models with the same negative prompt “Distorted, discontinuous, Ugly, blurry, low
resolution, motionless, static, disfigured, disconnected limbs, Ugly faces, incomplete arms”
across all edits. To obtain the initial edited frames in our implementation, we use a set
of image editing model candidates including prompt-based image editing model Instruct-
Pix2Pix [23], style transfer model Neural Style Transfer (NST) [77], subject-driven image
editing model AnyDoor [46], and identity-driven image editing model InstantID [266]. We
experiment with only the successfully edited frames, which is crucial for our method. We
conducted all the experiments on a single Nvidia A6000 GPU. To edit a 16-frame video, it
requires around 15G GPU memory and around 100 seconds for the whole inference process.

1We use the version provided in https://huggingface.co/ali-vilab/i2vgen-xl.
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Prompt-based Editing
An old man with a party hat doing tai chi A blue airplaine take off A couple in a public display of affection, snowing
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Figure 5.3: AnyV2V is robust in a wide range of prompt-based editing tasks while preserv-
ing the background. The results align the most with the text prompt and maintain high
motion consistency.

5.4.2 Tasks Definition

1. Prompt-based Editing: allows users to manipulate video content using only natu-
ral language. This can include descriptive prompts or instructions. With the prompt,
Users can perform a wide range of edits, such as incorporating accessories, spawning
or swapping objects, adding effects, or altering the background.

2. Reference-based Style Transfer: In the realm of style transfer tasks, the artistic
styles of Monet and Van Gogh are frequently explored, but in real-life examples, users
might want to use a distinct style based on one particular artwork. In reference-based
style transfer, we focus on using a style image as a reference to perform video editing.
The edited video should capture the distinct style of the referenced artwork.

3. Subject-driven Editing: In subject-driven video editing, we aim at replacing an
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Table 5.1: Quantitative comparisons for our AnyV2V with baselines on prompt-based video
editing. Alignment: prompt alignment; Overall: overall preference. Bold: best results;
Underline: top-2.

Method
Human Evaluation ↑ CLIP Scores ↑
Alignment Overall CLIP-Text CLIP-Image

Tune-A-Video 15.2% 2.1% 0.2902 0.9704
TokenFlow 31.7% 20.7% 0.2858 0.9783
FLATTEN 25.5% 16.6% 0.2742 0.9739

AnyV2V (SEINE) 28.9% 8.3% 0.2910 0.9631
AnyV2V (ConsistI2V) 33.8% 11.7% 0.2896 0.9556
AnyV2V (I2VGen-XL) 69.7% 46.2% 0.2932 0.9652

object in the video with a target subject based on a given subject image while main-
taining the video motion and persevering the background.

4. Identity Manipulation: Identity manipulation allows the user to manipulate video
content by replacing a person with another person’s identity in the video based on
an input image of the target person.

5.4.3 Evaluation Results

As shown in Figure 5.3 and 5.4, AnyV2V can perform the following video editing tasks:
(1) prompt-based editing, (2) reference-based style transfer, (3) subject-driven editing,
and (4) identity manipulation. we compare AnyV2V against three baseline models Tune-
A-Video [291], TokenFlow [81] and FLATTEN [54] for (1) prompt-based editing. Since
there exists no publicly available baseline method for task (2) (3) (4), we evaluate the
performance of three I2V generation models under AnyV2V.
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Figure 5.4: With different image editing models, AnyV2V can achieve a wide range of
editing tasks, including reference-based style transfer, subject-driven editing, and identity
manipulation.

50



Prompt-based Editing Unlike the baseline methods [291, 81, 54] that often introduce
unwarranted changes not specified in the text commands, AnyV2V utilizes the precision
of image editing models to ensure only the targeted areas of the scene are altered, leaving
the rest unchanged. Combining AnyV2V with the instruction-guided image editing model
InstructPix2Pix [23], AnyV2V accurately places a party hat on an elderly man’s head
and correctly paints the plane in blue. Additionally, it maintains the original video’s
background and fidelity, whereas, in comparison, baseline methods often alter the color
tone and shape of objects, as illustrated in Figure 5.3. Also, for motion tasks such as adding
snowing weather, I2V models from AnyV2V provide inherent support for animating the
snowing while the baseline methods would result in flickering. For quantitative evaluations,
we conduct a human evaluation to examine the degree of prompt alignment and overall
preference of the edited videos based on user voting, and also compute the metrics CLIP-
Text for text alignment and CLIP-Image for temporal consistency. In detail, CLIP-Text is
computed by the average cosine similarity between text embeddings from CLIP model [212]
and CLIP-Image is computed in the same way but between image embeddings for every
pair of consecutive frames. Table 5.1 shows that AnyV2V generally achieves high text-
alignment and temporal consistency, while AnyV2V with I2VGen-XL backbone is the
most preferred method because it does not edit the video precisely.

Style Transfer, Subject-Driven Editing and Identity Manipulation For these
novel tasks, we stress the alignment with the reference image instead of the text prompt. As
shown in Figure 5.4, we can observe that for task (2), AnyV2V can capture one particular
style that is tailor-made, and even if the style is not learned by the text encoder. In the
examples, AnyV2V captures the style of Vassily Kandinsky’s artwork “Composition VII”
and Vincent Van Gogh’s artwork “Chateau in Auvers at Sunset” accurately. For task (3),
AnyV2V can replace the subject in the video with other subjects even if the new subject
differs from the original subject. In the examples, a cat is replaced with a dog according
to the reference image and maintains highly aligned motion and background as reflected
in the source video. A car is replaced by our desired car while the wheel is still spinning in
the edited video. For task (4), AnyV2V can swap a person’s identity to anyone. We report
both human evaluation results and find that AnyV2V with I2VGen-XL backbone is the
most preferred method in terms of reference alignment and overall performance, plotted in
Table 5.2.

I2V Backbones We find that AnyV2V (I2VGen-XL) tends to be the most robust both
qualitatively and quantitatively. It has a good generalization ability to produce consistent
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Table 5.2: Comparisons for three I2V models under AnyV2V framework on novel video
editing tasks. Align: reference alignment; Overall: overall preference. Bold: best results;
Underline: top-2.

Task
Reference-based Subject-driven Identity

Style Transfer Editing Manipulation

Image Editing Method NST AnyDoor InstantID

Image Editing Success Rate ≈90% ≈10% ≈80%

Human Evaluation Align ↑ Overall ↑ Align ↑ Overall ↑ Align ↑ Overall ↑

AnyV2V (SEINE) 92.3% 30.8% 48.4% 15.2% 72.7% 18.2%

AnyV2V (ConsistI2V) 38.4% 10.3% 63.6% 42.4% 72.7% 27.3%

AnyV2V (I2VGen-XL) 100.0% 76.9% 93.9% 84.8% 90.1% 45.4%

motions in the video with high visual quality. AnyV2V (ConsistI2V) can generate con-
sistent motion, but sometimes the watermark would appear due to its training data, thus
harming the visual quality. AnyV2V (SEINE)’s generalization ability is relatively weaker
but still produces consistent and high-quality video if the motion is simple enough, such
as a person walking.

Editing Video beyond Training Frames of I2V model Current state-of-the-art I2V
models [49, 217, 337] are mostly trained on video data that contains only 16 frames. To edit
videos that have length beyond the training frames of the I2V model, an intuitive approach
would be generating videos in an auto-regressive manner as used in ConsistI2V [217] and
SEINE [49]. However, we find that such an experiment setup cannot maintain semantic
consistency in our case. As many works in extending video generation exploit the initial
latent to generate longer video [209, 294], we leverage the longer inverted latent as the initial
latent and force an I2V model to generate longer frames of output. Our experiments found
that the inverted latent contains enough temporal and semantic information to allow the
generated video to maintain temporal and semantic consistency, as shown in Figure 5.5.
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Figure 5.5: AnyV2V can edit video length beyond the training frame while maintaining
motion consistency. The first row is the source video frames while the second rows are
the edited. The editing prompt of the image was “turn woman into a robot” using image
model InstructPix2Pix [23].

5.4.4 Ablation Study

To verify the effectiveness of our design choices, we conduct an ablation study by iteratively
disabling the three core components in our model: temporal feature injection, spatial
feature injection, and DDIM inverted latent as initial noise. We use AnyV2V (I2VGen-
XL) and a subset of 20 samples in this ablation study and report both the frame-wise
consistency results using CLIP-Image score in Table 5.3 and qualitative comparisons in
Figure 5.6.

Effectiveness of Temporal Feature Injection According to the results, after disabling
temporal feature injection in AnyV2V (I2VGen-XL), while we observe a slight increase in
the CLIP-Image score value, the edited videos often demonstrate less adherence to the
motion presented in the source video. For example, in the second frame of the “couple
sitting” case (3rd row, 2nd column in the right panel in Figure 5.6), the motion of the
woman raising her leg in the source video is not reflected in the edited video without
applying temporal injection. On the other hand, even when the style of the video is
completely changed, AnyV2V (I2VGen-XL) with temporal injection is still able to capture
this nuance motion in the edited video.

Effectiveness of Spatial Feature Injection As shown in Table 5.3, we observe a
drop in the CLIP-Image score after removing the spatial feature injection mechanisms
from our model, indicating that the edited videos are not smoothly progressed across
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Ablation Study

Figure 5.6: Visual comparisons of AnyV2V’s editing results after disabling temporal feature
injection (T.I.), spatial feature injection (S.I.) and DDIM inverted initial noise (D.I.).

consecutive frames and contain more appearance and motion inconsistencies. Further
illustrated in the third row of Figure 5.6, removing spatial feature injection will often
result in incorrect subject appearance and pose (as shown in the “ballet dancing” case)
and degenerated background appearance (evident in the “couple sitting” case). These
observations demonstrate that directly generating edited videos from the DDIM inverted
noise is often not enough to fully preserve the source video structures, and the spatial
feature injection mechanisms are crucial for achieving better editing results.

DDIM Inverted Noise as Structural Guidance Finally, we observe a further de-
crease in CLIP-Image scores and a significantly degraded visual appearance in both exam-
ples in Figure 5.6 after replacing the initial DDIM inverted noise with random noise during
sampling. This indicates that the I2V generation models become less capable of animating
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Table 5.3: Ablation study results for AnyV2V (I2VGen-XL). T. Injection and S. Injection
correspond to temporal and spatial feature injection mechanisms, respectively.

Model CLIP-Image ↑

AnyV2V (I2VGen-XL) 0.9648

AnyV2V (I2VGen-XL) w/o T. Injection 0.9652

AnyV2V (I2VGen-XL) w/o T. Injection & S. Injection 0.9637

AnyV2V (I2VGen-XL) w/o T. Injection & S. Injection & DDIM Inversion 0.9607

the input image when the editing prompt is completely out-of-domain and highlights the
importance of the DDIM inverted noise as the structural guidance of the edited videos.

5.5 Conclusion

In this chapter, we presented AnyV2V, a novel unified framework for video editing. Our
framework is training-free, highly cost-effective, and can be applied to any image editing
model and I2V generation model. To perform video editing with high precision, we propose
a two-stage approach to first edit the initial frame of the source video and then condition
an I2V model with the edited first frame and the source video features and inverted latents
to produce the edited video at any length. Comprehensive experiments have shown that
our method achieves outstanding outcomes across a broad spectrum of applications that
are beyond the scope of existing SOTA methods while achieving superior results on both
common video metrics and human evaluation. For future work, we aim to find a tuning-
free method to bridge the I2V properties into T2V models so that we can leverage existing
strong T2V models for video editing.
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Part II

Scalable Visual World Understanding
over Long Horizons
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Chapter 6

Background and Roadmap

The second part of this thesis studies the horizon axis: extending the spatial and tem-
poral extent of the visual input that a model can perceive and reason over. Real-world
visual content, such as movies, instructional videos, and long recordings, often spans tens
of minutes or hours and unfolds through complex, multi-stage narratives. Scaling large
multimodal models (LMMs) to such inputs is difficult because a single minute of video can
produce thousands of visual tokens, and the quadratic cost of causal self-attention makes
processing dense tokens across thousands of frames computationally infeasible on standard
hardware. The common workaround of compressing a video into a handful of tokens re-
duces computation but discards the fine-grained detail required for long-horizon reasoning.
Scaling along this axis also raises two further challenges: high-quality instruction data for
long, high-resolution videos is scarce, and existing benchmarks often overstate progress.
An efficient architecture must therefore be paired with suitable training data and reliable
evaluation.

This part comprises three chapters that address these challenges in turn. In Chap-
ter 7, we present Vamba, a hybrid Mamba-Transformer model for efficient hour-long
video understanding that replaces the costly causal self-attention over video tokens with
cross-attention for the text tokens and linear-time Mamba-2 blocks for the video tokens,
encoding far more frames on a single GPU without discarding any tokens. In Chap-
ter 8, we present VISTA, a video spatiotemporal augmentation framework that synthesizes
long-duration, high-resolution video instruction-following data from existing video-caption
datasets, directly addressing the scarcity of long-video supervision. In Chapter 9, we
present VideoEval-Pro, a robust benchmark for long video understanding that replaces
multiple-choice questions, whose scores can be inflated by guessing and prior knowledge,
with open-ended questions that require genuine comprehension of the full video. Together,
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these chapters extend the horizon that an understanding model can process, and provide
the data and evaluation needed to measure progress reliably.

The remainder of this chapter reviews the related work that situates these contributions,
covering large multimodal models for video understanding, efficient architectures for long
video, video instruction-following data, and video understanding benchmarks.

6.1 Large Multimodal Models for Video Understand-

ing

Large multimodal models (LMMs) generally follow the LLaVA paradigm [166], in which a
pretrained vision encoder maps an image or video into a sequence of visual tokens that are
concatenated with text tokens and jointly processed by a language model decoder. Early
video LMMs such as Video-ChatGPT [190] and Video-LLaVA [160] were restricted to a
small number of low-resolution frames. Subsequent research improved these models along
several directions: through better instruction-following data [165, 147, 40, 339], through
stronger vision encoders capable of processing higher resolutions, and by extending LMMs
to interleaved image [135, 141, 120] and video inputs. To optimize visual feature extraction,
Idefics2 [135] combines the NaViT [58] strategy with a SigLIP [327] encoder to support
native-resolution inputs, and Qwen2-VL [265] introduces a multimodal rotary position
embedding to handle varying input sizes. Despite these advances, state-of-the-art LMMs
remain inefficient at long multimodal inputs because of the quadratic complexity of causal
self-attention, which motivates the efficient architecture we develop in Chapter 7.

6.2 Efficient Models for Long Video Understanding

One prominent strategy for handling long videos is to reduce the length of the visual token
sequence. Video-LLaMA [330] and the VideoChat series [145, 147] use a Q-Former [144]
to compress dense visual tokens into a compact set of learnable queries, and Video-CCAM
[70] adds causal cross-attention masks to better capture temporal order. VideoLLaMA 2
[53] designs a 3D convolution-based connector for token compression, LLaVA-Mini [336]
reduces each image to a single token, Video-XL [229] summarizes visual information into
special tokens, and LongVU [228] applies spatiotemporal adaptive compression. An orthog-
onal approach increases the context length of the language backbone itself, as in LongVA
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[334]. These methods reduce computation but risk discarding information essential for
fine-grained, long-horizon reasoning.

A second strategy modifies the model architecture to avoid the quadratic cost di-
rectly. Flamingo [4], OpenFlamingo [9], Idefics [134], and LLaMA 3.2 [65] interleave
gated cross-attention layers with self-attention layers for vision-language modelling, and
mPlug-Owl3 [315] integrates self-attention with cross-attention in a hyper-attention layer,
although such cross-attention-based models generally underperform LLaVA-style trans-
formers. Linear-time sequence models offer another route: the Mamba family [89, 57]
and Mamba-Transformer hybrids such as Jamba [158] and Zamba [85] have succeeded in
language modelling, and LongLLaVA [273] took an initial step by adopting a hybrid de-
coder for multimodal understanding, though its long-video performance remained limited.
Concurrent hybrid video models include STORM [121] and BIMBA [116]. Our Vamba
(Chapter 7) differs from these efforts by employing Mamba-2 blocks directly in the decoder
to update the video tokens with linear complexity, achieving efficient long-video processing
without any token reduction.

6.3 Video Instruction-Following Data

Early video-text datasets typically targeted a specialized domain, such as video retrieval
[305], video question answering [297, 320, 304], or action recognition [236, 28, 87]. To build
instruction-following data, VideoChat2 [147] combines multiple specialized datasets and
rewrites their instructions with a language model, though the underlying videos are often
of limited quality. More recent efforts such as LLaVA-Hound [335] and ShareGPT4Video
[40] generate higher-quality captions and open-ended questions using GPT-4V [3], but their
source videos tend to have limited motion and variety. LLaVA-Video-178K [339] provides
high-quality instruction data at scale, yet relies on a costly annotation process that feeds
densely sampled frames to a proprietary model. In contrast, our VISTA (Chapter 8)
synthesizes long-duration, high-resolution video instruction data from existing short or
low-resolution videos, offering a more scalable and cost-effective source of supervision.

6.4 Video Understanding Benchmarks

The progress of video LMMs has driven the creation of many evaluation benchmarks.
MVBench [147] assembles a comprehensive benchmark by regenerating question-answer
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pairs from existing datasets, while TempCompass [174] and VideoVista [154] target tem-
poral reasoning. To assess understanding of extremely long videos, benchmarks such as
Video-MME [74], MLVU [344], LVBench [268], and LongVideoBench [289] have emerged.
Two limitations of these benchmarks motivate the contributions in this part. First, none
specifically evaluates the understanding of high-resolution videos, which is important for
perceiving small objects and localized actions; VISTA (Chapter 8) introduces a high-
resolution benchmark to fill this gap. Second, these benchmarks predominantly rely on
multiple-choice questions, whose scores can be inflated by answer hints and prior knowl-
edge, and this effect has not been systematically studied. VideoEval-Pro (Chapter 9)
addresses this concern with concise, free-form answers that better reflect a model’s true
long-video understanding.
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Chapter 7

Vamba: Understanding Hour-Long
Videos with Hybrid
Mamba-Transformers

7.1 Introduction

The field of large multimodal models (LMMs) has seen tremendous progress in recent years.
The seminal work of LLaVA [167] successfully transferred the power of autoregressive next-
token prediction from large language models (LLMs) [197, 3, 251, 13, 119] to the multimodal
domain, establishing a new standard for visual understanding by autoregressively modelling
visual and language tokens through causal transformer layers. Since then, transformer-
based LMMs have been widely studied and enhanced to tackle a diverse range of tasks, such
as high-resolution image understanding [165, 135, 265] and interleaved image-text reasoning
[120, 141, 137]. Nevertheless, the quadratic complexity inherent in causal self-attention
operations presents significant challenges for long-context inputs, making it difficult for
transformer-based LMMs to effectively handle the task of understanding extremely long
videos.

A key challenge for advanced LMMs when processing long video inputs is that they
tend to encode each frame into a large number of vision tokens, which leads to substan-
tial computational and memory costs during both training and inference. For example,
Qwen2-VL [265] can only process 256 frames (360p) on a single GPU, which is far from
sufficient for hour-long video understanding. To reduce the computational/memory cost,
previous efforts have primarily focused on reducing the vision tokens in the input sequence.
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Figure 7.1: Vamba achieves strong long video understanding performance (42.1% on
LVBench [268]) while being more computationally efficient compared to transformer-based
LMMs.

Several approaches [331, 145, 147, 70] utilize a Q-Former [144] to compress vision tokens.
More recent methods, such as LongVU [228] and Video-XL [229], partition vision token
sequences into chunks and employ adaptive token compression mechanisms to decrease
the token count. Another line of work, such as InternVideo2.5 [278] and Orxy-1.5 [181],
employs various mechanisms to evaluate the vision tokens’ importance, and thus dropping
or merging those less significant tokens [21] during training and inference. Despite these
advancements, key challenges in LMMs for long video understanding still persist. First,
aggressive token reduction can lead to critical information loss, particularly when process-
ing extremely long videos. Second, these methods still suffer from quadratic computational
complexity as the number of input frames increases. Third, token reduction-based methods
require additional overhead, which might increase the actual wall-clock time.

In this chapter, we investigate an orthogonal direction to previous approaches: instead
of compressing the video tokens, we seek to develop an alternative model architecture that
improves the efficiency of processing video tokens during training and pre-filling stage of
inference. We propose Vamba, a hybrid Mamba-Transformer model for efficient hour-
long video understanding. The key insight of our method is that we can design efficient
modules to approximate the causal self-attention operation for both text and video tokens
in transformer-based LMMs. In particular, we propose to (1) utilize cross-attentions to
update text tokens based on video tokens, which is affordable due to the short length of
text tokens, and (2) adopt Mamba-2 [57] to process the massive video tokens with linear
complexity.

Assuming a combined input sequence of M +N tokens, where M is the number of video
tokens and N is the number of text tokens, we find that M could be at least 100 times
larger than N on many long video tasks (M ≫ N). Our model can reduce the training/pre-
filling computational complexity from O(d(M + N)2) to O(dMN + d2M), where d is the
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Table 7.1: Theoretical time and memory complexity for transformer-based LMMs and
Vamba in pre-filling. M and N represent the number of vision and text tokens. d denotes
the hidden dimension.

Model Time Complexity Memory Complexity

Transformer O(d(M +N)2) O((M +N)2)
Vamba O(dMN + d2M) O(MN)

hidden dimension, according to Table 7.1. In practice, this theoretical improvement may
not be fully realized due to the hardware under-optimization for Mamba [89]. Nevertheless,
we still observe a more than 50% reduction in GPU memory usage and FLOPs/runtime
during training and inference for long video inputs, as shown in Figure 7.1. Vamba can
be efficiently trained using 8×A800 GPUs, whereas other efficient video LMMs such as
LongVU [228] and LongLLaVA [273] require 64 and 24 GPUs for training, respectively. By
performing a two-stage training, our Vamba achieves a 4.3% improvement over the best ef-
ficient video LMMs on the challenging hour-scale video understanding benchmark LVBench
[268]. On other long video understanding datasets like Video-MME [74], MLVU [344] and
LongVideoBench [290], Vamba also achieves top-notch performance.

Our contributions can be summarized as follows:

1. We propose Vamba, a hybrid Mamba-Transformer model for hour-long video under-
standing. Vamba’s design features efficient modules such as Mamba-2 blocks and
cross-attention layers, effectively reducing the computational overhead of transformer-
based LMMs.

2. We conduct a comprehensive ablation study and show that employing Mamba-2
blocks and initializing cross-attention weights from pretrained self-attention layers
are crucial for achieving high performance in Vamba.

3. Our extensive evaluations demonstrate that Vamba achieves strong video under-
standing capabilities. Specifically, Vamba achieves 4.3% improvement over state-of-
the-art efficient video LMMs on the challenging hour-long benchmark LVBench.
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7.2 Preliminaries

7.2.1 State Space Models and Mamba

State space models (SSMs) are linear time-invariant systems for modelling continuous
signals. A continuous SSM can be expressed by ordinary differential equations (ODEs):

h′(t) = Ah(t) + Bx(t), y(t) = Ch(t),

here, x(t) ∈ R is the input signal, h(t) ∈ RN is the N -dimensional hidden state and y(t) ∈ R
is the output signal. A ∈ RN×N is the state transition matrix and B ∈ RN×1,C ∈ R1×N

are projection matrices.

Mamba [89], and its predecessor S4 [91], are discretized SSMs for discrete sequence
modelling. The discretization of the SSM is done by the zero-order hold (ZOH) technique:

A = exp(∆A), B = (∆A)−1(exp(∆A)− I) ·∆B,

where A,B are discretized state variables and ∆ is the step size. The discretized SSM can
thus be rewritten as:

ht = Aht−1 + Bxt, yt = Cht.

Mamba proposes the selective scan algorithm that dynamically determines B,C,∆
based on the sequence inputs. Following S4, the A matrix is initialized as the diagonalized
HiPPO matrix [90]. These design choices are proven to be efficient and effective for mod-
elling extremely long sequences. Mamba-2 [57] further simplifies the formulation of A to
a scalar times identity structure. Mamba-2 supports multi-head SSM and allows a much
larger state dimension N than Mamba, while being faster during training.

7.2.2 Transformer-based LMMs

We study how text and video tokens are being updated in transformers. As shown in
Figure 7.2, we assume a standard case where video tokens are placed before text tokens
and ignore the chat template tokens for simplicity. In each LMM decoder layer, the video
and text tokens are updated as:
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• All video tokens get updated by an input layer normalization (LN) layer, a self-
attention layer, a post LN layer and a final MLP layer. There are also residual
connections for self-attention and MLP layers. The ith video token vi computes
self-attention based on the first i video tokens:

ovi = (σ(
qviK

⊤
[v1:vi]√
d

)V[v1:vi])Wo, (7.1)

where σ(·) denotes the softmax operation, qvi is the query vector for vi and K[v1:vi],
V[v1:vi] are key and value matrices of the first i video tokens. d denotes the dimension
of the query and key vectors and Wo is the out projection matrix. ovi represents the
final output for token vi.

• The text tokens share a similar update route to the video tokens. The self-attention
updates are slightly different: for the jth text token tj, it computes self-attention
based on all video tokens and the first j text tokens:

otj = (σ(
qtj [Kv,K[t1:tj ]]

⊤
√
d

)[Vv,V[t1:tj ]])Wo, (7.2)

where [Kv,K[t1:tj ]] and [Vv,V[t1:tj ]] are the key and value matrices of the combination
of all video tokens and text tokens up to tj.

The main computation overhead in the transformer-based LMMs comes from the quadratic
complexity of the self-attention in the video tokens. To overcome this issue, we de-
sign a hybrid Mamba Transformer architecture to process text and video tokens differently.
Our detailed model architecture designs are listed in the sections below.

7.3 Our Method: Vamba

Our goal is to devise a model Θ′ that preserves the performance of transformer Θ, while
being more efficient. We approach this problem by approximating the causal transformer
layers in the pretrained video LMMs.

7.3.1 Updating Text Tokens via Cross-Attentions

The key idea of our method is to split the expensive self-attention operation over the
entire video and text token sequence into two more efficient components. Since video
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Figure 7.2: Overview of our Vamba model architecture. Compared to transformer-based
LMMs (left), we replace the costly causal self-attention operations with the more efficient
cross-attention layers and Mamba blocks to achieve better efficiency.

tokens typically dominate the sequence while text tokens remain few, we maintain the self-
attention mechanism exclusively for the text tokens and eliminate it for the video tokens.
Instead, we add cross-attention layers that use text tokens as queries and video tokens as
keys and values. As shown in Figure 7.2, this design updates the text tokens during the
attention layers in our model as follows:

otj =(1− α)(σ(
qtjK

⊤
v√

d
)Vv)W

c
o (Cross-Attention)

+ α(σ(
qtjK

⊤
[t1:tj ]√
d

)V[t1:tj ]])W
s
o, (Self-Attention)

(7.3)

where Wc
o and Ws

o are the output projection matrices for the cross- and self-attention lay-
ers. α ∈ [0, 1] is a learnable weighting parameter that balances the cross- and self-attention
outputs. Assuming a total of M video tokens and N text tokens, the self-attention opera-
tions in the transformer-based video LMMs have a (pre-filling) computational complexity
of O(d(M + N)2). Our self+cross-attention design has the complexity of O(dN2) (self-
attention) and O(dMN) (cross-attention), effectively reducing the pre-filling complexity
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to O(dN2 + dMN) ∼ O(dMN), given that M ≫ N ≈ d.

Our attention formulation can be viewed as an approximation of the causal self-attention
operation (Equation 7.2), as each text token qtj can still attend to all video tokens and
the first j text tokens. As the video and text tokens share the same channel dimension,
the projection matrices in the cross-attention layer will have identical dimensions as in the
self-attention layers. This allows us to consider two model design choices: we can either
randomly initialize the weights in the cross-attention layers, or we can initialize the cross-
attention layers using the self-attention layer weights (i.e. Wc

o = Ws
o, same applies to the

query, key and value projection matrices Wc
q,W

c
k,W

c
v). We add these two design choices

to the Vamba design space.

7.3.2 Updating Video Tokens with Mamba Blocks

While the self+cross-attention design significantly reduces the model’s complexity, rely-
ing solely on cross-attention layers can compromise the model’s representational power.
Specifically, rather than updating video tokens through self-attention and MLP layers
(i.e., through the causal transformer block, c.f. Section 7.2.2), the video tokens remain
unchanged after the cross-attention layers. To address this limitation, we seek an efficient
architecture to approximate the effects of the transformer blocks. Motivated by the suc-
cess of the Mamba [89, 57] architectures in image and video modelling [347, 175, 146], we
propose to employ Mamba blocks to effectively process the video tokens. As shown in
Figure 7.2, the video token updates can be formulated as:

ovi = Mamba(LN(vi),hvi−1
,A,B,C), (7.4)

where LN(·) is the layer normalization operator and hvi−1
is the context (hidden states) at

token vi−1. As a recurrent model, Mamba operates similarly to causal self-attention layers,
enabling each video token to update itself based on all preceding tokens. Crucially, Mamba
reduces the complexity of updating video tokens from O(dM2) in causal self-attentions to
O(d2M). Combining the Mamba blocks and the self+cross-attention design, our model
achieves an overall complexity of O(dN2 + dMN + d2M) ∼ O(dMN + d2M), which is
substantially lower than the quadratic complexity O(d(M +N)2) in the transformer-based
video LMMs. In Section 7.3.3, we further detail how the Mamba layers are trained to
approximate Equation 7.1.

We consider employing Mamba or Mamba-2 blocks in Equation 7.4 in the Vamba
design space.
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7.3.3 Training Paradigm

We utilize a two-stage training strategy to optimize Vamba, including a pretraining stage
and an instruction-tuning stage. In the pretraining stage, the model is initialized with
pretrained transformer-based LMM weights in all modules except for the newly introduced
cross-attention and Mamba layers. We freeze the pretrained components and train only
the new layers using image captioning data to restore the model’s visual understanding
capabilities. We explore two types of training objectives during pretraining: (1) the stan-
dard language modelling loss LLM = − 1

T

∑T
t=1 log p(xt|x<t), which is the cross-entropy loss

for next-token (xt) prediction; (2) the distillation loss LDistill, where we extract the top 100
logits PΘ with the highest values from the transformer-based model Θ and compute a KL-
divergence loss with the logit outputs PΘ′ of our model Θ′ at the same indices, such that
LDistill = DKL(PΘ||PΘ′) (DKL(·||·) denotes KL-divergence). The final loss is formulated as
L = LLM + λLDistill, where we use λ to balance the weights of the two losses. We include
λ = 0, 0.001, 0.1, 0.5, 1, 2 to the Vamba design space.

In the instruction-tuning stage, we leverage both image and video instruction-following
data to fully finetune Vamba, thereby enhancing its instruction-following capability. When
GPU memory limitations prevent full finetuning, we freeze the vision encoder and finetune
only the LMM decoder. We only employ the language modelling loss during the instruct-
tuning stage to ensure that the teacher model does not restrict the student’s performance.

The full design space for Vamba includes whether to initialize cross-attention weights
from self-attention; whether to use Mamba or Mamba-2 blocks to update video tokens, and
the choice of λ in the pretraining stage.

7.4 Experiments

In this section, we first ablate the Vamba design choices and then adopt the best setup
for full-scale training.

7.4.1 Ablation Study

We explore the Vamba design space to determine the effectiveness of our model com-
ponents. We initialize all our models based on a strong pretrained transformer-based
LMM Qwen2-VL-7B [265]. For all ablation experiments, we randomly select one million
images from CC12M [34] and employ the PixelProse [232] captions for pretraining. We
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Table 7.2: Ablation study results for the Vamba design space explorations. “CA from SA?”
denotes whether to initialize cross-attention weights from self-attention layers. “VidMME”
represents the Video-MME benchmark.

Model
ID

CA
from
SA?

Mamba
Block
Type

Stage 1 Stage 2

G-VEval LVBench VidMME MVBench

ref. free test w/o sub. test

A ✗ N/A 75.7 23.7 47.6 40.9
B ✓ N/A 81.0 34.2 51.7 51.8
C ✓ Mamba 81.8 34.2 53.4 53.5
D ✓ Mamba-2 82.2 35.3 54.1 53.5

Table 7.3: Ablation study results on pretraining Vamba models with a transformer-based
LMM teacher and a distillation loss.

Model D
+ Distill

λ value in Stage 1 Training

0 0.001 0.01 0.5 1 2

G-VEval 82.19 81.05 80.68 73.69 63.65 47.61

use the LLaVA-Video-178K [339] dataset with a total of 1.3M video-instruction pairs for
instruction-tuning.

Evaluation Metrics For pretraining (stage 1) evaluation, we sample 500 images from
the COCO-2017 [48] dataset and have the models generate captions for each image. We
then apply the reference-free version of G-VEval [250], a metric based on GPT-4o [198] to
evaluate the quality of the captions. For instruction-tuning (stage 2), we evaluate model
performances across three benchmarks: LVBench [268] for hour-long videos, Video-MME
[74] for medium-to-long videos, and MVBench [147] for short videos. Ablation study results
are shown in Table 7.2 and Table 7.3.

Cross-Attention Layer Initialization Strategy According to Table 7.2, we find that
it is crucial to initialize the cross-attention layer weights using the corresponding self-
attention layer from the same decoder level. Compared to Model A, the dramatic per-
formance boost observed in Model B across all metrics underscores the critical impact
of this weight initialization strategy. We believe this observation stems from the fact
that initializing the cross-attention layer weights from the self-attention layers allows our
self+cross-attention operation (Equation 7.3) to more closely approximate the pretrained
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Table 7.4: Comparisons between baseline models and Vamba on hour-long video un-
derstanding benchmarks. Bold: best results among efficient video LMMs. Underline:
second-best.

Hour-Long Video Understanding

LVBench HourVideo HourEvalModels Size

test dev test

Transformer-based LMMs
Gemini-1.5-Pro [245] - 33.1 37.3 -
GPT-4o [198] - 34.7 19.6 -
Qwen2-VL [265] 7B 42.0 33.8 53.0

Efficient LMMs
LLaVA-Mini [336] 7B 17.6 20.6 24.2
LongLLaVA [273] 9B 31.2 27.7 39.1
LongVU [228] 7B 37.8 30.8 46.8
Video-XL [229] 7B 36.8 33.0 47.1

Vamba 10B 42.1 33.6 50.7

causal self-attention operation (Equation 7.2): once Wc
q,W

c
k,W

c
v and Wc

o are set equal to
Ws

q,W
s
k,W

s
v and Ws

o, the only discrepancy between the two equations becomes their at-
tention score matrices. This difference can be mitigated by our two-stage training process,
making it easier for Model B to recover its multimodal understanding capabilities.

Mamba Block Design Choices Comparing Model B with Model C and D in Table 7.2,
we observe that both Mamba and Mamba-2 blocks improve the model performances across
all metrics, indicating that Mamba blocks bring extra representation power to the model’s
visual understanding capabilities. Furthermore, when comparing Model C and Model
D, we find that Mamba-2 demonstrates superior image and video modelling capabilities.
Despite having a simplified A matrix structure, Mamba-2 accommodates a larger state
dimension than Mamba (64 versus 16 in our case), which likely contributes to its improved
performance.

Pretraining Distillation Loss We employ the pretrained Qwen2-VL-7B model as the
teacher model and perform a series of pretraining experiments with the additional distilla-
tion loss based on our best model setting (Model D in Table 7.2). The results are shown in
Table 7.3. In contrast to previous findings from cross-attention-based LLMs (e.g. CEPE
[317]), where distillation loss is reported to be beneficial, we observe that incorporating
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Table 7.5: Comparisons between baseline models and Vamba on medium-length or short
video understanding benchmarks. Bold: best results among each section. Underline:
second-best. * indicates the results based on our evaluation scripts.

Medium-Length Understanding Short Video Understanding Video Captioning

Models Size Video-MME MLVU LongVideoBench MVBench NExT-QA DREAM-1K

w/o subtitles m-avg val test mc F1

Proprietary Models
GPT-4V [3] - 59.9 49.2 59.1 43.5 70.4 34.4
GPT-4o [198] - 71.9 64.6 66.7 - 76.0 39.2
Gemini-1.5-Pro [245] - 75.0 62.9 64.0 54.2 76.4 36.2

Open-source Transformer-based LMMs
VideoChat2 [147] 7B 39.5 47.9 39.3 51.9 78.6 26.6
ShareGPT4Video [41] 7B 39.9 46.4 39.7 51.2 - 19.5
LongVA [334] 7B 52.4 56.3 51.8 49.2 68.3 -
Video-CCAM [70] 9B 50.3 58.5 - 64.6 - -
Kangaroo [168] 8B 56.0 61.0 54.8 61.1 - -

InternVL2 [52] 8B 54.0 48.1* 51.8* 66.4 - 26.9

LLaVA-OneVision [137] 7B 58.2 62.6* 56.4 56.7 79.4 31.7

Qwen2-VL [265] 7B 63.3 64.2* 52.4* 67.0 - 29.6
Phi-4-Mini [2] 5.6B 55.0 60.1 46.7 60.4 - -

Open-source Efficient LMMs

LLaVA-Mini [336] 7B 40.3 44.3 19.3* 44.5 47.6* 22.9

LongLLaVA [273] 9B 51.6 53.3* 42.1* 54.6 72.2* 24.6

LongVU [228] 7B 55.3* 65.4 53.5* 66.9 78.0* 28.1

Video-XL [229] 7B 55.5 64.9 50.7 55.3 77.5* 23.5

Vamba 10B 57.8 65.9 55.9 60.4 78.1 28.1

an additional distillation loss does not further improve our model’s performance, as the
G-VEval score decreases for all λ > 0. Therefore, we exclude the distillation loss and only
employ the language modelling loss in both stages in our final training setting.

7.4.2 Main Evaluation Results

Implementation Details Based on our ablation study (Table 7.2), we adopt Model
D as our final design and initialize Vamba from Qwen2-VL-7B. We source ∼3M image
caption data for pretraining and ∼7M image and video QA data for instruction-tuning.

Hour-Long Video Understanding We evaluate our model’s ability to handle ex-
tremely long videos using two public benchmarks: LVBench [268] and HourVideo [31]
(development set). We further compose a new benchmark called HourEval by selecting
all questions related to videos longer than 30 minutes from Video-MME [74], MLVU [344]
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development set, and LongVideoBench [290] validation set. The average video lengths for
LVBench, HourVideo, and HourEval are 68.4, 47.2, and 54.7 minutes, respectively. We
compare our model against four efficient video LMMs: LLaVA-Mini [336], LongLLaVA
[273], Video-XL [229] and LongVU [228]. We also include the results from Qwen2-VL-7B
(our baseline transformer-based LMM) as a reference.

Experimental results are shown in Table 7.4. Our Vamba consistently outperforms
all efficient video LMMs across the three hour-long video benchmarks, highlighting its
exceptional ability to understand and reason over hour-scale videos. Notably, our model
surpasses the baseline Qwen2-VL-7B on the LVBench benchmark, and its performance on
HourVideo is also very close to Qwen2-VL-7B. These results underscore that our Vamba is
competitive with the best open-sourced transformer-based LMMs, while being significantly
more efficient during training and inference.

Medium-Length or Short Video Understanding To further demonstrate our model’s
generalizability across various video durations, we test Vamba on several medium-length
or short video understanding benchmarks. Specifically, we report multiple-choice question
performance on Video-MME, MLVU, LongVideoBench, NExT-QA [297] and MVBench
[147]. We also evaluate Vamba on DREAM-1K [264] for video captioning assessment.

According to Table 7.5, our Vamba demonstrates superior performance across three
medium-length video understanding benchmarks (with average video durations between
10–20 minutes), ranking first among efficient video LMMs on all metrics. Despite the
newly integrated cross-attention and Mamba layers in Vamba have only been trained on
relatively smaller datasets, Vamba’s performance remains competitive with large-scale
pretrained transformer-based LMMs. Furthermore, all our evaluations can be conducted
on a single 80G GPU, while some transformer-based LMMs, such as Qwen2-VL-7B, require
additional inference strategies like sliding window attention or ring attention over multiple
GPUs to achieve optimal results.

For short video understanding and video captioning benchmarks, Vamba also achieves
competitive performances, ranking first on NExT-QA and DREAM-1K and second on
MVBench among efficient LMMs. Overall, our model delivers the best results on medium-
length and long video benchmarks, demonstrating its strong ability to handle long-context
video-language inputs.

7.4.3 Runtime Efficiency Analysis

To understand our model’s runtime efficiency gains over the baseline transformer-based
LMM (Qwen2-VL-7B), we conduct an efficiency analysis for both training and inference.
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Figure 7.3: Comparison of training GPU
memory usage and runtime per training
step between Qwen2-VL-7B and Vamba.

(a) Pre-filling GPU Memory Usage Comparison
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(b) Pre-filling FLOPs Comparison (measured using
calflops)
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Figure 7.4: Comparison of GPU memory
usage and FLOPs between Qwen2-VL-7B
and Vamba during inference.

For model training, we ensure a consistent training environment by using 8 NVIDIA A800
80G GPUs for both models. All input videos are resized to a resolution of 640× 360, and
a batch size of 1 is maintained on each GPU. We apply standard optimization methods
such as Flash-Attention 2 [56], DeepSpeed ZeRO-3 [214] and gradient checkpointing [43]
for both models. Based on different numbers of input frames, we measure the average
GPU memory across 8 GPUs and the runtime per training step during training. As shown
in Figure 7.3a, although Vamba and Qwen2-VL-7B share the same vision encoder design
and generate vision tokens of identical sequence lengths, our model requires over 50%
less training memory when processing videos with more than 16 frames. This efficiency
gain allows us to handle a larger number of video frames during training (512 vs. 128).
Furthermore, as depicted in Figure 7.3b, our efficient design also accelerates model training,
achieving nearly twice the speedup per training step when working with more than 64
frames.

For model inference, we focus on the pre-fill stage and analyze GPU memory usage
and FLOPs for both models. All measurements are conducted on an input video with
a resolution of 640 × 360. As shown in Figure 7.4a, Vamba requires slightly more GPU
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Question: Describe the magic trick.

Video-XL: The magic trick involves a person holding a green
ring and a piece of string... The person's fingers are spread
out, and they seem to be guiding the ring around the string.

Question: What are the colors of the cookies that the person is making?

Vamba: ...The person demonstrates a magic trick by
manipulating the rubber band around their fingers, making it
appear to pass through their hand.

Vamba: The person is making cookies in two different colors,
green and brown.

Video-XL: The cookies have different colored fillings, with at
least one being green and another one being white.

Figure 7.5: Qualitative comparison between Vamba and efficient LMM baselines. Red
text denotes incorrect responses, while green text highlights the correct responses by our
Vamba.

memory than Qwen2-VL-7B when the number of input frames is low (fewer than 32 frames),
due to the additional ∼3B parameters in its cross-attention and Mamba layers. However,
Vamba’s memory usage increases more slowly as the frame increases, allowing it to handle
four times as many frames on a single NVIDIA A800 80G GPU compared to Qwen2-VL-
7B (256 vs. 1024). Regarding computational cost, Vamba reduces FLOPs by 30% to
50% during inference (Figure 7.4b), demonstrating a significantly lower complexity than
its transformer-based LMM counterparts.

7.4.4 Case Study

In this section, we perform a case study for Video-XL and Vamba using different video
inputs and show the results in Figure 7.5. The “cookie” example focuses on object property
identification in a long video (36 minutes). Video-XL incorrectly identifies the cookie colors
as green and white, possibly due to the video also containing scenes for making other
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desserts (e.g. white ice cream in the frame highlighted in red). On the other hand, Vamba
more accurately describes them as green and brown. In the “magic trick” example, Video-
XL misinterprets the rubber band as a green ring, whereas Vamba correctly describes the
performer manipulating the rubber band around their fingers, making it appear to pass
through. These comparisons highlight how Vamba is better at retrieving relevant events
in long videos and capturing fine-grained visual details and actions.

7.5 Conclusion

We presented Vamba, a hybrid Mamba-Transformer model for efficient hour-long video
understanding. By integrating cross-attention for text tokens and Mamba-2 blocks for
video token updates, our approach reduces computational complexity and GPU mem-
ory usage while achieving competitive performance across long, medium, and short video
benchmarks. Extensive evaluations on datasets such as LVBench demonstrate Vamba’s
superiority over existing efficient video LMMs. For future work, since our model design is
orthogonal to token reduction-based methods, we will focus on combining the strengths of
both approaches to develop more efficient Vamba variants.
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Chapter 8

VISTA: Enhancing Long-Duration
and High-Resolution Video
Understanding by Video
Spatiotemporal Augmentation

8.1 Introduction

Recent advancements in large language models (LLMs) and large multimodal models
(LMMs) have brought transformative changes to video understanding tasks. Traditionally,
video understanding relied on training task-specific models using domain-specific datasets
(e.g. action recognition on Kinetics [28], video retrieval on MSR-VTT [305], and video
captioning on YouCook2 [345]). In contrast, it is now possible to process video inputs and
address diverse tasks using a single video LMM [160, 53, 190] through instruction following.
However, most current (open-sourced) video LMMs are optimized for understanding and
reasoning over short, low-resolution videos. Processing long-sequence video input,
such as long or high-resolution videos, remains a significant challenge for video
LMMs.

Most efforts to enhance long-sequence video understanding have centered around de-
signing better model architectures. Conversely, the creation of higher-quality (long/high-
resolution) video instruction-following datasets remains highly under-explored. The pri-
mary challenges stem from the scarcity of publicly available (license-friendly) high-quality
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Figure 8.1: VISTA is a simple but effective framework that generates high-quality video
instruction data from existing video-caption pairs. Our VISTA-400K dataset enhances
model performances on various long and high-resolution video benchmarks.

video-instruction data. Consequently, open-source video instruction-following datasets of-
ten face limitations such as low resolution or short duration. For example, VideoChat2 [147]
collects a video instruction-following dataset by combining videos from multiple domain-
specific datasets and rewriting the instructions using ChatGPT [197]. However, the video
sources used in this dataset primarily contain short videos. ShareGPT4Video [40] curates
a video-instruction dataset containing 40K videos with detailed video captions. Neverthe-
less, the source videos are collected at a sparse sampling rate of 0.15 fps, and the video
contents often lack motion and can appear nearly static. FineVideo [69] is a long video
dataset featuring diverse video contents and high-quality metadata such as detailed cap-
tions and narrative progressions. While it offers satisfactory video durations, the dataset
is limited by its resolution, as it predominantly comprises 360p videos.

Though some concurrent studies have improved LMMs’ long-sequence video under-
standing capabilities, they often release only the model weights, hiding their video training
data. For instance, Kangaroo [168]’s training data contains 700K long video data, but
specifics about the curation of the videos and the construction of the instructions are not
provided. Similarly, Qwen2-VL [265], MiniCPM-V-2.6 [313] and Aria [140] all claim that
their instruction-following dataset contains long video training data, yet without providing
the sources and statistics of the video data. This lack of transparency hinders a clear
understanding of what types of video instruction data truly benefit long-sequence video
understanding tasks and impedes further advancements in improving existing models.

In this chapter, we propose VISTA, a simple yet effective video augmentation pipeline
to synthesize long and high-resolution video instruction data from existing video
datasets. VISTA leverages insights from image and video classification data augmentation
techniques such as CutMix [324], MixUp [332] and VideoMix [325], which demonstrate that
training on synthetic data created by overlaying or mixing multiple images or videos results
in more robust classifiers. Similarly, our method spatially and temporally combines videos
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to create (artificial) augmented video samples with longer durations and higher resolutions,
followed by synthesizing instruction data based on these new videos. Our data synthe-
sis pipeline utilizes existing public video-caption datasets, making it fully open-sourced
and scalable. This allows us to construct VISTA-400K, a high-quality video instruction-
following dataset aimed at improving the long and high-resolution video understanding
capabilities of video LMMs. By finetuning various video LMMs on our dataset, we observe
an average of 3.3% improvement across multiple long video understanding benchmarks.
Additionally, we compile a new benchmark HRVideoBench that focuses on high-resolution
videos. Results on HRVideoBench (+6.5% after finetuning) demonstrate that our method
produces models well-suited for high-resolution video understanding. Our contributions
are summarized below:

1. We present VISTA-400K, a high-quality synthetic video instruction-following dataset.
VISTA-400K includes challenging QA pairs designed to enhance video LMMs’ ability
to understand long and high-res video inputs.

2. We collect HRVideoBench, a comprehensive benchmark dedicated to evaluating video
LMMs’ capability in understanding fine object details and subtle, localized actions
within high-resolution videos.

3. Our VISTA-finetuned models achieve an average gain of 3.3% on four challenging
long-video benchmarks and 6.5% on HRVideoBench compared to the vanilla mod-
els. Our ablation study indicates that disabling our proposed video augmentations
significantly reduces performance.

8.2 VISTA-400K Dataset

Our goal is to create high-quality video instruction-following data from existing video-
caption datasets. Specifically, we aim to (1) generate extended or higher-resolution videos
by spatially or temporally combining existing videos, and (2) produce high-quality question-
answer pairs by leveraging existing video captions. Formally, given a set of candidate videos
V = {V1, V2, ..., VN} with captions C = {C1, C2, ..., CN}, we seek to create an augmented
video V ∗ and synthesize a QA pair (q, a):

V ∗ = Φ(V), (q, a) = Θ(C). (8.1)

For the video augmentation operator Φ, we draw inspiration from data augmentation
techniques used in image and video classification, such as CutMix [324] and VideoMix [325],
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Question: Describe the following video in detail, including the actions and scenes.
Answer: A team of race car drivers and crew members prepare for a race. One man, sitting at a table with a
microphone, speaks to the camera. Soon, a car is driving down the race track at a high speed.

A. Long Video Captioning

Question: Where does the man go after catching the fish? Answer: He goes to his white pickup truck parked nearby.

C. Temporal NIAH

Question: There exists a brief interval in the video that diverges into different content compared to the rest of the
video. What does this short interval feauture? A. A different car on a racetrack. B. The game's menu screen. C. A
woman is sitting in front of a blue background and talking to the camera. D. A technical error message.  Answer: C

D. Two Needle NIAH

F. Spatiotemporal NIAH

B. Event Relationship QA

E. Spatial NIAH

Question: This video includes a short clip divided into two parts, which are randomly inserted into a longer video.
Your objective is to locate both parts and respond to a question. Briefly explain what the short clip is about.
Answer: A person is using a spatula to stir scrambled eggs on a plate.

Question: In one small area in the video, there is a different scene. What is happening in that small area?
Answer: A person is cleaning a pair of shoes.

G. HR Video Grid QA

Question: Detect a specific area of the video during a set timeframe that shows varying content, and respond to a
question regarding that section.What is printed on the man's T-shirt? A: Apple, B: Google, C: Microsoft, D: Amazon
Answer: B. Google.

Question: Take a close look at the
presented visuals and deliver a precise
answer to the corresponding question.
What content is displayed in the 3rd row,
6th column of the video?
Answer: A man is cutting grass with an
electric mower.

Figure 8.2: Our proposed video augmentation and instruction-following data synthesis
schemes for VISTA-400K. Given input videos, We perform spatiotemporal video combina-
tions to produce augmented video samples with longer duration and higher resolution.

79



Table 8.1: Statistics of our synthetic video instruction-following dataset. “(N)” and “(H)”
corresponds to the “needle” (short or low-res videos) and the “haystack” (long or high-res
videos) in NIAH subsets.

Subset Instruction Type Video Source #Videos Avg. Duration Avg. Resolution

Long Video Captioning Video Captioning Panda-70M [44] 58,617 33.2s 1277×720
Event Relationship QA Freeform QA/MCQ Panda-70M [44] 56,854 33.4s 1278×720
Temporal NIAH Freeform QA/MCQ Panda-70M [44] (N), MiraData [123] (H) 59,751 67.6s 640×358
Two Needle NIAH Freeform QA Panda-70M [44] (N), FineVideo [69] (H) 52,349 112.4s 591×382
Spatial NIAH Freeform QA/MCQ InternVid [276] (N), OpenVid-1M [194] (H) 59,978 9.9s 1726×971
Spatiotemporal NIAH Freeform QA/MCQ OpenVid-1M [194] (N), FineVideo [69] (H) 56,494 89.9s 591×383
HR Video Grid QA Freeform QA/MCQ InternVid [276] 59,901 3s 1920×1080
VISTA-400K - - 403,944 48.6s 1160×666

to perform video mixing and combination. We use a highly capable language model Gemini-
1.5-Pro [244] as Θ to generate synthetic QA pairs. As shown in Figure 8.2, our dataset
contains a total of seven subsets, each featuring different video augmentation methods. In
this section, we detail the dataset construction process for each subset.

8.2.1 Long Video Captioning & Event QA

Our first approach to synthesizing long video instruction data is to generate longer videos by
temporally concatenating multiple short clips, as illustrated by Figure 8.2-A. We observe
that public video-text datasets like InternVid [276] and Panda-70M [44] often contain
short clips that are drawn from longer videos, which can be combined to form extended
sequences. To harvest long video data, we combine multiple short clips from the same
source video, ensuring that the interval between them does not exceed five seconds. This
preserves natural scenes and content transitions in the extended videos. Given sampled
videos containing multiple short clips and their accompanying captions, we generate two
types of instruction-following data using Gemini:

1. Long Video Captioning: given the captions for each short clip, we prompt Gem-
ini to generate a longer caption describing the entire video. This task is designed
to enhance the summarization ability of video LMMs for input videos with longer
durations.

2. Event Relationship QA: we let Gemini generate freeform or multiple choice ques-
tions related to the order of the events based on the short clip captions. Figure 8.2-B
shows an example of such instruction data. These QA pairs focus on improving video
LMM’s ability to recognize action and event sequences.
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8.2.2 Video Needle-in-a-haystack (NIAH) QA

To effectively understand and reason over long or high-resolution videos, video LMMs must
learn to accurately retrieve relevant information from this long sequence of video tokens,
i.e. finding “needles in a haystack”. NIAH experiments have been widely adopted to
evaluate LLMs [124] and have also been adapted to LMM evaluations [270, 263]. In this
approach, we propose to spatially or temporally combine videos to form various NIAH QA
data:

1. Temporal NIAH: as shown in Figure 8.2-C, this approach randomly inserts a short
clip within a longer video, creating a “temporal needle” in the sequence. Based on
this combined video, our instruction data contain questions that ask video LMMs
to describe the content of the needle video. This task challenges video LMMs to
locate the relevant needle tokens within a long video and accurately summarize their
content.

2. Two Needle NIAH: we consider a variant of Temporal NIAH, where a short video
clip is split into two parts and inserted at different timestamps within a longer clip.
Video LMMs must summarize the short clip’s content by locating both “needles”,
challenging them to retrieve relevant information from multiple temporal locations
within the video sequence.

3. Spatial NIAH: recognizing local and small objects in high-resolution videos is essen-
tial for video LMMs, yet obtaining suitable training data for high-resolution videos
with detailed captions or QA pairs is challenging. We propose to generate spatial
NIAH data to simulate such training data. As depicted in Figure 8.2-E, we overlay
a small and low-resolution video onto a high-resolution video at a random position,
and then ask a question related to this small video. This approach focuses our QA
data on a specific ”needle” region, forcing video LMMs to extract local information
from high-resolution videos.

4. Spatiotemporal NIAH: finally, we generate synthetic training data by integrating
spatial and temporal NIAH. As shown in Figure 8.2-F, we embed a low-resolution,
short-duration “needle” video within a longer, high-resolution video at a random
spatial position and timestamp. This combined setup encourages video LMMs to
understand video contents across both spatial and temporal dimensions, fostering a
more comprehensive understanding of complex video inputs.
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For all four NIAH variants, we obtain freeform QA pairs by prompting Gemini using the
captions of the “needle” videos. We further convert half of these QA pairs into multiple-
choice questions by prompting Gemini to generate incorrect distractors derived from the
captions of the “haystack” videos. This method ensures the distractor options are con-
textually related to the haystack content. Consequently, if the model fails to identify the
needle video correctly, it is more likely to choose these distractor options, increasing the
challenge and rigour of the NIAH tasks.

8.2.3 High-Resolution Video Grid QA

In this task, we explore the idea of generating high-resolution video instruction data by
combining multiple low-resolution videos. From a large collection of low-resolution video
clips, we randomly sample 64 videos and arrange them in a 8× 8 grid (c.f. Figure 8.2-G).
Each video is resized to 240×135, resulting in a combined video resolution of 1920× 1080.
We then randomly select a cell at row i and column j in the video grid and synthesize
a question about the content in this specific cell. This design enhances video LMM’s
ability to understand high-resolution videos by requiring it to locate the correct cell based
on indices and accurately interpret the content within that small area. For MCQ data,
we randomly select other cells within the grid and use their captions to create distractor
options.

8.2.4 Summary of Video Instruction-Following Data

Table 8.1 provides a summary of our video instruction-following dataset. Our dataset com-
prises ∼400K entries, with each long video over 30 seconds and each high-resolution video
at least 960p. A key advantage of our data synthesis pipeline is that our QA synthesis
process (c.f. Equation 8.1) requires only text processing via the Gemini API, without
needing Gemini’s multimodal functionality. This makes our approach significantly more
cost-efficient compared to existing methods [40, 339]. We leverage five datasets: Panda-
70M [44], MiraData [123], FineVideo [69], InternVid [276] and OpenVid-1M [194] to gen-
erate synthetic video instruction data. However, our method also applies to any raw video
source by first using an off-the-shelf video captioning model to generate simple captions,
followed by our pipeline to produce high-quality video instruction data.
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Table 8.2: Comparisons between baseline models and VISTA-finetuned models on
long/short video understanding benchmarks. The best results among open-source models
are bolded. ∆ denotes the performance differences before and after finetuning on VISTA-
400K.

Long Video Understanding Short Video Understanding

Video-MME w/o subtitles MLVU LVBench LongVideoBench MVBench NExT-QA
Models Size

avg short medium long m-avg test val test mc

Proprietary Models
GPT-4V [3] - 59.9 70.5 55.8 53.5 49.2 - 59.1 43.5 -
GPT-4o [198] - 71.9 80.0 70.3 65.3 64.6 34.7 66.7 - 76.0
Gemini-1.5-Pro [244] - 75.0 81.7 74.3 67.4 - 33.1 64.0 - -

Open-source Models
VideoChat2 [147] 7B 39.5 48.3 37.0 33.2 47.9 - 39.3 51.9 78.6
LLaMA-VID [153] 7B - - - - 33.2 23.9 - 41.3 -
ST-LLM [169] 7B 37.9 45.7 36.8 31.3 - - - 54.9 -
ShareGPT4Video [40] 7B 39.9 48.3 36.3 35.0 46.4 - 39.7 51.2 -
LongVILA [309] 7B 50.5 61.8 50.4 46.2 - - - - -
LongLLaVA [273] 7B 52.9 61.9 51.4 45.4 - - - 54.6 -
Video-XL [229] 7B 55.5 64.0 53.2 49.2 64.9 - 49.5 55.3 77.2

VideoLLaVA [160] 7B 39.9 45.3 38.0 36.2 47.3 29.3 39.9 43.8 61.8
VISTA-VideoLLaVA 7B 43.7 48.2 43.9 38.9 49.5 33.8 42.3 47.2 63.0
∆ - VideoLLaVA +3.8 +2.9 +5.9 +2.7 +2.2 +4.5 +2.4 +3.4 +1.2

Mantis-Idefics2 [120] 8B 45.4 55.9 43.0 37.2 49.4 35.0 45.8 51.4 75.8
VISTA-Mantis 8B 48.2 58.4 46.7 39.6 55.5 36.4 49.1 52.5 75.2
∆ - Mantis-Idefics2 +2.8 +2.5 +3.7 +2.4 +6.1 +1.4 +3.3 +1.1 -0.6

LongVA [334] 7B 52.4 61.4 50.9 45.0 56.3 35.9 51.8 49.2 68.3
VISTA-LongVA 7B 55.5 66.0 53.1 47.4 62.1 39.0 53.1 51.1 69.3
∆ - LongVA +3.1 +4.6 +2.2 +2.4 +5.8 +3.1 +1.3 +1.9 +1.0

8.3 Evaluation: HRVideoBench

We observe that existing video understanding benchmarks are inadequate for accurately
assessing the ability of video LMMs to understand high-resolution videos, especially the
details inside the videos. Prior benchmarks mainly consist of low-resolution videos. More
recent benchmarks focus on evaluating the long video understanding capability of video
LMMs, which contain questions that typically pertain to a short segment in the long video.
As a result, a model’s high-resolution video understanding performance can be undermined
if it struggles to sample or retrieve the relevant frames from a lengthy video sequence.

To address this gap, we introduce HRVideoBench, a comprehensive benchmark with
200 multiple-choice questions designed to assess video LMMs for high-resolution video un-
derstanding. HRVideoBench focuses on the perception and understanding of small regions
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Table 8.3: Quantitative results on HRVideoBench and open-ended video QA benchmarks.
“acc.” represents accuracy.

High-Res Video Understanding Open-Ended Video QA

HRVideoBench MSVD-QA MSRVTT-QA TGIF-QA ActivityNet-QA
Models

avg object action acc. score acc. score acc. score acc. score

VideoLLaVA [160] 32.5 36.0 27.9 60.3 3.7 42.1 3.0 63.5 3.8 48.6 3.3
VISTA-VideoLLaVA 47.5 50.0 44.2 71.5 4.0 58.5 3.5 78.0 4.3 49.1 3.4
∆ - VideoLLaVA +15.0 +14.0 +16.3 +11.2 +0.3 +16.4 +0.5 +14.5 +0.5 +0.5 +0.1

Mantis-Idefics2 [120] 48.5 50.9 45.4 57.4 3.5 34.9 2.7 65.7 3.8 46.5 3.1
VISTA-Mantis 51.0 53.5 47.7 65.2 3.8 46.4 3.1 71.4 4.0 48.8 3.3
∆ - Mantis +2.5 +2.6 +2.3 +7.8 +0.3 +11.5 +0.4 +5.7 +0.2 +2.3 +0.2

LongVA [334] 48.0 52.6 41.9 56.3 3.5 37.7 2.8 55.4 3.4 48.0 3.2
VISTA-LongVA 50.0 56.1 41.9 61.0 3.7 42.5 3.0 67.5 3.9 51.8 3.4
∆ - LongVA +2.0 +3.5 +0.0 +4.7 +0.2 +4.8 +0.2 +12.1 +0.5 +3.8 +0.2

and subtle actions in the video. Our test videos are at least 1080p and contain 10 different
video types collected with real-world applications in mind. For example, key applications
of high-resolution video understanding include autonomous driving and video surveillance.
We correspondingly collect POV driving videos and CCTV footage for the benchmark.
Our benchmark consists of 10 types of questions, all of which are manually annotated and
can be broadly categorized into object and action-related tasks. The question types are:

• Object-related Tasks: Object Counting, OCR problem, Object Recognition, Entity
Recognition, Object Property Recognition, Object Status Change Recognition.

• Action-related Tasks: Action Recognition, Moving Direction Identification, Interac-
tion Detection, Temporal Sequence Recognition.

8.4 Experimental Results

8.4.1 Evaluation Setup

To validate the effectiveness of VISTA-400K, we finetune a diverse set of LMMs on our
dataset. Specifically, we choose VideoLLaVA [160], Mantis-Idefics2 [120] and LongVA
[334] as the base models because these models disclose details about their training dataset.
We directly finetune LongVA and Mantis-Idefics2 on our dataset as they are mainly pre-
trained on image data. For VideoLLaVA, we additionally include 300K short video from
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VideoChat2-IT [147] to preserve the model’s short video understanding capability. We use
8 frames for VideoLLaVA, 24 frames for Mantis-Idefics2, and 64 frames for LongVA for
finetuning and evaluation. The input resolution is fixed at 224×224 for VideoLLaVA and
336×336 for LongVA, while Mantis-Idefics2 supports dynamic resolutions up to 980×980.
The finetuned model is denoted as VISTA-[base model].

Our evaluation assesses video LMMs’ capabilities in long and high-resolution video un-
derstanding. We test the finetuned models on four comprehensive long video understanding
benchmarks: Video-MME [74], MLVU [344], LVBench [268] and LongVideoBench [289].
For high-resolution video understanding, we utilize our HRVideoBench. Additionally, we
report results on prior short video understanding benchmarks including MVBench [147]
and NExT-QA [297], as well as open-ended video QA benchmarks such as MSVD-QA [304],
MSRVTT-QA [304], TGIF-QA [117] and ActivityNet-QA [320].

8.4.2 Quantitative Results

Long Video Understanding Quantitative results for long video understanding are
shown in Table 8.2. All three models demonstrate a consistent performance boost across
the evaluation benchmarks, with average improvements of 3.3% for Video-MME, 4.7% for
MLVU, 3.0% for LVBench, and 2.3% for LongVideoBench. For Video-MME, our method
yields the largest average improvement for medium-length questions, which correspond to
videos ranging from 4 to 15 minutes. Given that most of the augmented videos in our
dataset are under 3 minutes, this result suggests that our approach generalizes effectively
to longer videos. One possible explanation for this observation is that longer videos often
contain more scene cuts and transitions, which is aligned with our synthetic data where
multiple clips with different scenes are concatenated. Our VISTA-LongVA achieves state-
of-the-art performance on Video-MME, LVBench and LongVideoBench among open-source
models, demonstrating the effectiveness of our approach.

High-Resolution Video Understanding We present the HRVideoBench evaluation
results for VISTA-finetuned models and the baseline models in Table 8.3. Among the
baseline models, we observe that Mantis-Idefics2, with its higher input video resolution,
outperforms LongVA on both object and action-related tasks, despite being considered
weaker for long video understanding. This suggests that our HRVideoBench requires de-
tailed comprehension of high-resolution videos, and simply adding more input frames dur-
ing testing does not necessarily lead to enhanced model performance. Overall, we find that
finetuning on our dataset enhances the high-resolution video understanding capabilities for
all three models. Additionally, we observe that recognizing subtle actions remains more
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challenging than identifying objects and their properties, suggesting that there remains sig-
nificant potential for improvement in high-resolution video understanding for video LMMs.

Short Video Understanding We further validate our proposed method on several prior
short video understanding benchmarks. According to Table 8.2, all three VISTA-finetuned
models show improvement on both MVBench and NExT-QA benchmarks except Mantis.
This result is likely due to NExT-QA’s training split being included as part of the in-
domain training data for Mantis-Idefics2. Consequently, finetuning on our out-of-domain
data causes a slight decrease in performance. While our results are slightly worse than
Video-XL [229], we note that their pretraining and instruction-tuning datasets are larger
(>2.7M training samples). Here, we focus more on the relative improvement of our method
over the baseline models.

Since the benchmarks mentioned above consist solely of multiple-choice questions, we
also include several open-ended QA benchmarks to verify the text generation capabilities
of the finetuned models. Following Video-ChatGPT [190], we use GPT-3.5-Turbo [197] to
evaluate the accuracy of the responses and rate their quality on a scale of 1 to 5. As shown
in Table 8.3, finetuning on our dataset improves both accuracy and generation quality
across all four benchmarks for the VISTA-finetuned models. This demonstrates that our
dataset can enhance the generation quality of LMMs.

8.4.3 Ablation Study

To verify that each subset in VISTA-400K contributes to the performance gain of long
or high-resolution video understanding, we conduct an ablation study and train several
Mantis-Idefics2 models by excluding each subset from the training data. In addition, we
add the same amount of video training data from VideoChat2-IT [147] to each of the ab-
lation experiments to ensure the total number of training examples does not change. The
results on Video-MME and HRVideoBench are shown in Table 8.4. We observe that ex-
cluding the long video subsets decreases the model performances on Video-MME. Similarly,
excluding high-resolution video subsets leads to a drop in scores on HRVideoBench. These
observations indicate that all seven video augmentation methods are effective at their cor-
responding tasks. We also report results for a Mantis-Idefics2 model without our proposed
video augmentations by using the original videos directly for training before combining
them with others (e.g., using the needle video in NIAH tasks to train the model directly).
According to the last row in Table 8.4, this yields very low scores on Video-MME and
HRVideoBench, highlighting the necessity of our augmentations to enhance video instruc-
tion data quality.
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Table 8.4: Ablation study results for VISTA-Mantis. Each “w/o [Subset]” denotes a
Mantis-Idefics2 model finetuned on a modified VISTA-400K by replacing the corresponding
subset with the same amount of training examples from VideoChat2-IT [147].

Models
Video-MME HRVideoBench

w/o sub. avg avg

VISTA-Mantis 48.2 51.0

w/o Long Video Captioning 47.9 48.0
w/o Event Relationship QA 47.7 49.5
w/o Temporal NIAH 47.5 48.0
w/o Two Needle NIAH 48.1 50.5
w/o Spatial NIAH 47.2 47.5
w/o Spatiotemporal NIAH 47.7 50.0
w/o HR Video Grid QA 47.8 48.0

w/o Video Augmentation 45.7 44.5

Furthermore, previous studies [141, 334] have shown that training on high-resolution
image data yields strong long video understanding models. Our ablation study supports
this conclusion and demonstrates that the proposed high-resolution video augmentation
methods enhance the performances of long video understanding tasks. In addition, our
results indicate that the reverse is also true: our long video augmentation methods also
improve the performance of high-resolution video understanding. We believe this transfer-
ability between long and high-resolution video understanding capabilities is because both
types of inputs convert to a long sequence of video tokens in video LMM’s embedding
space. As a result, identifying short moments from a long video and recognizing small
regions in a high-resolution video both correspond to the task of finding key information
needles in a haystack of video tokens.

8.4.4 Case Study

To qualitatively evaluate our method, we compare the generated responses of VISTA-
finetuned models with the baseline models, as illustrated in Figure 8.3. The “helicopter”
example involves recognizing event orders within a long video sequence. The baseline
models LongVA and VideoLLaVA exhibit hallucination issues, while our VISTA-LongVA
describes the action accurately. Due to the sparse sampling rate of VideoLLaVA (8 frames
per video), VISTA-VideoLLaVA misses frames related to the action immediately following
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Question: What happens after the helicopter takes off in this video?

VISTA-LongVA: A man is seen jumping off a building onto a
helicopter.

LongVA: In the video, after the helicopter takes off, it appears
to be flying over a cityscape. ...

VISTA-VideoLLaVA: The helicopter crashes onto a rooftop,
creating a large cloud of smoke and debris.

VideoLLaVA: ...The man in the video is seen holding a sword
and fighting with another man. ...

Question: What is unusual about the way of the player in the red jersey hitting the table tennis ball?

Mantis-Idefics2: The player in the red jersey is hitting the
table tennis ball with a spin, which is unusual because...

VISTA-Mantis: The player in the red jersey is hitting the
table tennis ball with his leg.

Figure 8.3: Qualitative comparisons between the baseline models and our VISTA-finetuned
models. Red text indicates hallucinations or incorrect responses, while green text highlights
the correct responses that correspond accurately to the video content.

“the helicopter takes off”. Nevertheless, it successfully describes the later event, “the
helicopter crashes onto a rooftop”, which the vanilla VideoLLaVA fails to recognize. The
“table tennis” example challenges video LMMs to identify a subtle and unusual action
within a high-resolution video. As demonstrated in the second part of Figure 8.3, Mantis-
Idefics2 fails to recognize this action, instead generating a response based on common
knowledge about table tennis. Conversely, VISTA-Mantis correctly identifies the unusual
action that the player hits the table tennis ball with his leg.

8.5 Conclusion

We presented VISTA, a video augmentation framework to enhance long-duration and
high-resolution video understanding by generating high-quality synthetic video instruction-
following data from existing video-caption datasets. VISTA performs spatiotemporal video
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combination over input videos to create new video samples and utilizes video captions for
instruction synthesis. Through extensive experiments on various long video understanding
benchmarks and our proposed HRVideoBench, we demonstrated that VISTA-400K consis-
tently improves the performance of three different video LMMs. For future work, we aim
to design and explore additional video augmentation methods to further strengthen our
approach’s robustness.
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Chapter 9

VideoEval-Pro: Robust and Realistic
Long Video Understanding
Evaluation

9.1 Introduction

Long video understanding (LVU) refers to the task of using AI systems to process, interpret,
and reason over long-duration video content. Key applications of long video understanding
include event and anomaly detection in video surveillance [184], temporal reasoning and
behaviour prediction in autonomous driving [68], as well as content summarization or key
information retrieval in instructional/lecture videos [345]. Designing AI systems capable
of understanding and reasoning over long videos is therefore a fundamental challenge in
artificial intelligence.

Recently, large multimodal models (LMMs) have emerged as a promising solution for
understanding long videos. Ongoing research enhances the capability of LMMs to process
longer videos by extending their context length [334, 50], dropping or merging video tokens
[151, 279], and leveraging efficient, linear-complexity models [216, 121, 116]. Besides model
architecture improvements, recent studies also investigate curating better training data
[339, 218] and applying reinforcement learning approaches [152, 71] for LMMs tailored
to LVU tasks. As a result, LMMs have been rapidly advanced to achieve stronger LVU
capabilities: the preliminary attempt of Video-LLaVA [160] (November 2023) can only
process short videos with eight frames. Today, LMMs such as Vamba [216], Video-XL-Pro
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Figure 9.1: Comparison between VideoEval-Pro and MCQ benchmarks. Left: MCQ
benchmarks yield inflated scores on identical questions (MCQ vs. Open) and can misrep-
resent model performance (LVBench [268]). Right: VideoEval-Pro cannot be effectively
solved with a single input frame, and performance scales consistently with more frames.
Video-MME [74] exhibits contradictory trends.

[172], and InternVideo2.5 [279] (early 2025) can encode thousands of frames and reason
over hour-long videos.

To rigorously evaluate ongoing advances in video LMMs, researchers have introduced
dedicated long video understanding benchmarks [74, 344, 268, 289, 30], which provide
standardized scores to quantitatively measure and compare different models’ ability to
reason over long videos. Nevertheless, by taking a deeper look at current LVU benchmarks,
our findings are sobering. First, most current LVU benchmarks rely almost exclusively on
multiple-choice questions (MCQs), a format that can inadvertently provide hints to the
model, enabling it to answer correctly through guesswork. As shown in Figure 9.1a, for the
same set of questions, we observe over 20% accuracy drop when switching from MCQ to
open-ended question answering. This significant gap suggests that MCQ-based accuracies
may be substantially inflated and do not reliably reflect the model’s true understanding
of the video content. Second, many questions in existing LVU benchmarks exhibit strong
priors that allow models to answer correctly without meaningfully processing the input
video. As illustrated in Figure 9.1b, both proprietary (Gemini-1.5-Pro [245]) and open-
source (Qwen2.5-VL-7B [15]) models achieve around 50% accuracy on Video-MME [74]
with only one input frame. These issues lead to performance plateauing or even declining
as input frames increase—an outcome that contradicts the expectation that more frames
should offer richer context and improve long video understanding. Our investigations of
existing LVU benchmarks prompt us to think about two central questions:
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Do existing long video benchmarks faithfully reflect models’ real capacity
to understand long video content? (2) Do the gains reported by newer models
genuinely translate into stronger long video comprehension capability, or are
they illusional?

To probe these questions, we present VideoEval-Pro, a more robust and realistic long
video understanding benchmark containing open-ended, short-answer QA problems. To
construct VideoEval-Pro, we source the questions from four existing long video understand-
ing MCQ benchmarks: Video-MME [74], MLVU [344], LVBench [268] and LongVideoBench
[289], and reformat these questions into free-form questions. We apply a series of filtering
methods based on video duration, question and answer type, answerability and QA dif-
ficulty to ensure the quality of our benchmark. Our final benchmark contains a total of
1,289 short-answer questions based on 465 videos, with an average duration of 38 minutes.
By evaluating a wide array of proprietary and open-source models on VideoEval-Pro, our
main findings can be summarized as below:
1. VideoEval-Pro and its open-ended QA format introduce substantial challenges for video

LMMs, as evidenced by performance drops exceeding 25% compared to the MCQ format.
2. VideoEval-Pro’s results show that LMMs perform better at questions about local video

segments and struggle more with those requiring holistic video understanding. They
also perform better on perception tasks than on reasoning tasks.

3. Unlike existing MCQ benchmarks, VideoEval-Pro reveals that proprietary models still
hold a significant lead, indicating the brittleness of open-source models on challenging
LVU tasks.

4. Current LMMs achieve only ∼10% accuracy on VideoEval-Pro with a single input frame,
but performance steadily improves with more frames. These results highlight our bench-
mark’s requirement for rich temporal information and show that VideoEval-Pro is a more
suitable benchmark for long video understanding.

9.2 VideoEval-Pro

9.2.1 Data Curation Pipeline

VideoEval-Pro’s data curation pipeline comprises two main steps: Data Collection and
Data Filtering. In this section, we describe each step in detail.

Data Collection To construct VideoEval-Pro, we first collect source QA pairs from
four publicly available long video understanding benchmarks: Video-MME [74], MLVU
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[344], LVBench [268] and LongVideoBench [289]. These benchmarks span diverse video
content and question types, providing a rich source for long video understanding tasks.
Our initial seed question set contains a total of 5,562 questions, which are all in MCQ
format with 4-6 options. To create an open-ended evaluation benchmark, we transform
each multiple-choice question into a free-form question: the correct MCQ option becomes
the reference answer, while the distractors are discarded. During evaluation, the models
receive only the question itself, forcing them to generate an answer based on the input
video rather than exploiting hints from different options.

Video Duration Filtering Once the initial pool of questions is collected, we apply
a multi-stage filtering process to ensure that the resulting dataset emphasizes long-term
video comprehension and presents a meaningful challenge for current models. In the first
stage, we filter out all samples associated with videos shorter than 10 minutes. Shorter
clips often contain less complicated long-term temporal dependencies, which may lower the
difficulty of video perception and reasoning tasks. In order to maintain the difficulty and
reliability of VideoEval-Pro, we only selected questions with medium-to-long videos (¿10
minutes).

Question and Answer Type Filtering In the second stage, we remove questions for
which the average word count of answer options in the original MCQ format exceeds
five words. For example, questions such as “What is this video about?” often yield
overly detailed responses, which complicates answer evaluation. This word-count constraint
reduces uncertainty from overly verbose options and ensures that the converted open-
ended questions have concise yet meaningful answers, making it easier for LLM judges (c.f.
Section 9.2.3) to evaluate model responses, thereby enhancing the stability and precision
of our benchmark and improving its overall validity.

Answerability Filtering In the third stage, we assess whether each multiple-choice
question can be reasonably reformulated into a free-form question without losing clarity
or answerability. From the question pools we collected, we notice three types of questions
with low answerability: (1) Option-evaluating or comparing questions, which require the
model to compare different options and pick the most reasonable option; (2) Timestamp-
dependent questions, which requires the model to answer questions for a given numerical
timestamp; (3) Subtitle-dependent questions, which queries information that only appeared
in the subtitles. We prompt Gemini-2.0-Flash with the question (excluding the answer
choices) and ask it to determine whether the question can be answered solely based on
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the video content. This step helps identify and discard questions that rely heavily on
inspecting MCQ options, which are unsuitable for open-ended evaluation.

Difficulty Filtering Finally, we filter out questions that are too easy to answer. To
identify such cases, we randomly sample a single frame from each input video and prompt
Gemini-2.0-Flash to generate an answer to the corresponding MCQ and open-ended ques-
tion using only that frame. We then use Gemini-2.0-Flash to judge the open-ended an-
swers. Questions for which Gemini-2.0-Flash produces a correct response on both MCQ
and open-ended formats are excluded from the benchmark. This filtering step ensures that
the remaining questions require broader temporal understanding and cannot be resolved
using minimal visual context.

9.2.2 Dataset Statistics

Our rigorous data collection and filtering pipeline ensures that the final benchmark ques-
tions demand deeper temporal comprehension and reasoning beyond surface-level cues.
Our final dataset comprises 1,289 question-answer pairs in free-form QA, each grounded in
a long video with a duration greater than 10 minutes. As shown in Table 9.1, VideoEval-
Pro includes a total of 465 videos, with an average length of 38.25 minutes. Among them,
204 videos are between 10 and 30 minutes and 261 videos exceed 30 minutes. For the
1,289 questions used in our benchmark, 371 are associated with videos in the 10–30 minute
range, while 918 are based on videos longer than 30 minutes. The average length of an
answer is 2.1 words. These design choices ensure the evaluation focuses on the model’s
ability to retrieve concise and accurate information from long video content.

Table 9.1: Video and QA statistics for VideoEval-Pro.

VideoEval-Pro Total 10–30 min >30 min Note

Videos 465 204 261 Average video duration: 38.25 minutes
QA Pairs 1,289 371 918 Average answer length: 2.1 words

QA Source Distribution As mentioned in Section 9.2.1, the questions in VideoEval-
Pro are drawn from four existing benchmarks: Video-MME [74], MLVU [344], LVBench
[268], and LongVideoBench [289]. Given the variability in video duration and question
quality across these sources, their contributions to the final dataset differ. As illustrated in
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Figure 9.2: Summary of VideoEval-Pro data composition and task type distribution.

Figure 9.2a, LVBench accounts for the largest portion, contributing 714 questions (55%)
due to its long and information-rich video sources. MLVU contributes 267 questions (21%),
with many QAs excluded because of the relatively short video lengths. Video-MME adds
272 questions (21%), although a significant number were filtered out due to limited answer-
ability. LongVideoBench, which is smaller in scale and subject to strict selection criteria,
contributes 36 questions (3%). This diverse composition ensures that VideoEval-Pro spans
a wide range of content domains and video types, ensuring a comprehensive model evalu-
ation.

Task Definition and Distribution Given the questions we collected, we propose a
unified and generalizable task taxonomy to categorize our benchmark questions into four
main types and 15 subtypes. These task types capture both perception and reasoning
demands for both local video segments and holistic long video understanding tasks. The
four main task types are:

• Local Perception (LP): LP focuses on identifying and retrieving visual elements or
actions from a short video clip in a long video. Subtypes in this category include Segment
QA, Needle-In-A-Haystack (NIAH) QA, Attribute Perception, Action Recognition, Ob-
ject Recognition, Entity Recognition, Key Information Retrieval and a combined Other
subtype.
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• Local Reasoning (LR): LR focuses on reasoning within short temporal windows, such
as inferring causality, temporal order, or changes that happen over a local sequence of
events. The four subtypes in this category are Egocentric Video Reasoning, Object
Reasoning, Temporal Reasoning and Action Reasoning.

• Holistic Perception (HP): HP involves a global and holistic understanding of sta-
tistical, structural, or spatial information, typically requiring visual aggregation. In
VideoEval-Pro, HP is comprised of Visual Counting problems.

• Holistic Reasoning (HR): HR requires abstract or high-level understanding of long
videos across events or scenes, often involving narrative or intent understanding. The
two subtypes for HR are Event Understanding and Plot Reasoning.

This taxonomy enables fine-grained evaluation of model capabilities across different
cognitive demands required by long video understanding. Based on this taxonomy, the
distribution of questions in our dataset is summarized in Figure 9.2b. The majority of
questions (59%) fall under Local Perception, reflecting the VideoEval-Pro’s emphasis on
fine-grained tracking and understanding of visual dynamics. Holistic Reasoning accounts
for 21% of the questions, while Local Reasoning and Holistic Perception represent 11% and
10% of the questions in the dataset, respectively.

9.2.3 Evaluation Pipeline

For each question in the benchmark, we uniformly sample a fixed number of frames from
the corresponding video. We use all frames if the total number of available frames is fewer
than the required frame count. The sampled frames, along with the open-ended question,
are passed to the evaluated model to generate an answer. To evaluate the correctness of
each model’s responses, we adopt the evaluation criteria introduced in SimpleQA [282]
and Video-SimpleQA [27]. Specifically, each model response is classified into one of the
following categories:

• Correct: The predicted answer comprehensively includes all essential information present
in the reference answer and contains no contradictory content.

• Incorrect: The predicted answer includes statements that contradict the reference
answer, or provides uncertain responses such as “possibly” or “I think”.

• Not Attempted: The predicted answer omits critical elements of the reference answer
but does not contradict it, or the model refuses to answer the question.
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We follow the LLM-as-a-Judge [92, 341] paradigm and employ GPT-4o-0806 as our
evaluation model to assess the accuracy of generated short answers. Finally, we report
the overall correct rate as the proportion of responses labelled “Correct” across the entire
dataset. This metric reflects the model’s ability to provide accurate, faithful answers
grounded in the visual content. Note that we do not report the F-score (harmonic mean of
overall correct and correct given attempted) adopted in SimpleQA and Video-SimpleQA,
as we want the results from our open-ended questions and the corresponding MCQ scores
to be comparable.

9.3 Experiments

9.3.1 Experimental Setup

We consider a total of 21 proprietary and open-source LMMs and conduct evaluations on
our VideoEval-Pro. For proprietary models, we consider the GPT series [198, 199, 200]
(GPT-4o, GPT-4.1, GPT-4.1-mini) and the Gemini series [245, 125] (Gemini-2.5-Flash,
Gemini-1.5-Flash, Gemini-1.5-Pro). For open-source models, we include prior methods
such as Video-LLaVA [160], Mantis-Idefics2 [120], and LongVA [334]; recent large-scale
pretrained LMMs such as the Qwen-VL model family (Qwen2-VL [265] and Qwen2.5-VL
[15]), InternVL model family (InternVL2.5 [51], InternVL3 [346], InternVideo2.5 [279]),
LLaVA-Video [339] and Phi-4 [1]; finally, we also consider extra-long video understand-
ing LMMs such as LongLLaVA [273], Video-XL [229], LongVU [228], Vamba [216] and
VideoChat-Flash [151].

As different candidate models are trained using different numbers of frames, we evaluate
each one with inputs of 32, 64, 128, 256, and 512 frames and report its highest score. If a
model cannot handle larger inputs (e.g. due to API restrictions or model context length
limits), we instead report its best score among the frame counts that fit within its allowable
context window. We employ the LLM-based scoring method described in Section 9.2.3 to
compute each model’s final accuracy on the short-answer tasks. For all models and the
LLM judge, we use greedy decoding (set temperature to 0) to ensure deterministic outputs.
For comparison, we also measure multiple-choice performance: we rerun the evaluation and
provide the original answer options to each model. All models are prompted to output only
the selected choice, and accuracy is computed via exact string matching.
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Table 9.2: Main results of our VideoEval-Pro benchmark. ∆ indicates the gap between
MCQ and open-ended questions. LP, LR, HP and HR correspond to Local Perception,
Local Reasoning, Holistic Perception and Holistic Reasoning tasks.

LP LR HP HR Overall
Models Size Frames

Open MCQ Open MCQ Open MCQ Open MCQ Open MCQ ∆

Proprietary Models

GPT-4o - 256 39.4 64.8 23.1 62.6 26.4 42.1 29.2 50.4 34.2 59.5 25.3

Gemini-1.5-Flash - 512 41.5 65.5 25.9 63.9 27.3 36.4 25.8 55.7 35.1 60.6 25.5

Gemini-2.5-Flash - 256 42.4 64.1 30.6 65.3 25.6 33.9 26.9 54.2 36.3 59.3 23.0

Gemini-1.5-Pro - 512 43.7 66.7 32.7 69.4 35.5 40.5 31.8 61.0 39.3 63.4 24.1

GPT-4.1-mini - 256 46.0 68.6 32.0 68.7 27.3 38.8 32.6 57.6 39.9 63.5 23.6

GPT-4.1 - 256 47.2 68.8 29.9 68.7 28.1 38.0 34.5 59.5 40.8 64.0 23.2

Open-source Models

Video-LLaVA 8B 8 13.2 27.5 6.1 33.3 14.0 24.8 6.1 26.5 11.0 27.7 16.7

Mantis-Idefics2 8B 24 17.8 33.2 9.5 29.9 16.5 16.5 8.3 29.9 14.8 30.6 15.8

LongVA 7B 64 20.5 43.3 6.8 33.3 19.0 24.0 9.5 31.8 16.5 38.0 21.5

Phi-4-Mini 5.6B 128 19.2 46.4 12.9 47.6 18.2 30.6 10.2 31.4 16.5 42.0 25.5

LongLLaVA 9B 512 21.7 41.2 15.0 34.0 14.0 29.8 10.2 29.2 17.8 36.9 19.1

Video-XL 7B 512 22.3 41.9 15.0 34.0 18.2 28.1 10.2 29.2 18.6 38.2 19.6

LongVU 7B 512 25.9 45.6 12.9 38.8 19.8 24.0 17.4 37.1 22.1 41.0 18.9

Vamba 10B 512 28.1 52.4 10.9 40.8 21.5 26.4 12.5 37.9 22.3 45.7 23.4

LLaVA-Video 7B 64 28.5 53.5 13.6 47.6 20.7 28.9 19.3 40.2 24.2 47.8 23.6

InternVL2.5 8B 64 28.8 54.3 19.7 46.3 21.5 35.5 16.7 39.0 24.6 48.5 23.9

InternVL3 8B 64 30.3 54.6 17.0 49.0 24.0 34.7 13.3 36.7 24.7 48.4 23.7

Qwen2-VL 7B 512 31.7 53.9 14.3 51.7 21.5 28.1 20.5 39.0 26.5 48.2 21.7

InternVideo2.5 8B 512 33.6 59.8 17.0 47.6 19.8 34.7 18.2 45.8 27.2 53.2 26.0

VideoChat-Flash 7B 512 33.3 57.7 16.3 43.5 21.5 33.9 17.4 44.7 27.0 51.2 24.2

Qwen2.5-VL 7B 512 33.9 51.7 15.6 48.3 24.8 31.4 17.8 39.8 27.7 46.9 19.2

9.3.2 Main Results and Discussions

Evaluation results are shown in Table 9.2. Our VideoEval-Pro open-ended QA accuracy is
denoted as “Open” while “MCQ” represents the corresponding multiple choice accuracy.
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Overall, we observe that GPT-4.1 [200] delivers the strongest performance among propri-
etary models, while Qwen2.5-VL [15] leads the open-source models. We summarize our
key findings as follows:

MCQ vs. VideoEval-Pro As shown in Table 9.2, compared to MCQ accuracy, all
models demonstrate a substantial drop in performance on open-ended questions. Moreover,
the scores obtained from MCQ and open-ended questions are not necessarily correlated. For
example, although InternVL2.5 and InternVL3 outperform Qwen2.5-VL on MCQ accuracy,
their open-ended QA scores are lower than those of Qwen2.5-VL. These findings suggest
that MCQ-based accuracy may overestimate model performance and fail to capture the
true capacity of models to understand long videos. Consequently, MCQ results may not
serve as a reliable indicator for ranking video LMMs.

Local vs. Holistic Tasks When comparing performance on local versus holistic under-
standing tasks, we observe that most models perform better on local tasks, suggesting that
holistic tasks are generally more challenging. This disparity is expected, as holistic tasks
require models to process the entire video and reason over complex temporal dynamics
that span long durations. In contrast, local tasks are confined to short video segments,
where the actions or events are typically simpler and more temporally localized, making
them easier to identify and interpret.

Perception vs. Reasoning Tasks Comparing results between perception and reason-
ing tasks, we find that although models often achieve similar MCQ accuracy across both
task types, their performance on open-ended questions diverges significantly. Specifically,
models tend to perform considerably better on perception tasks than on reasoning tasks in
the open-ended setting. For instance, Gemini-2.5-Flash achieves comparable MCQ accu-
racies of 64.1% on local perception tasks and 65.3% on local reasoning tasks. However, its
open-ended QA accuracy drops to 30.6% on local reasoning tasks, whereas it maintains a
much higher accuracy of 42.4% on local perception tasks. This discrepancy highlights the
increased difficulty of long video reasoning tasks, which can be correctly reflected by our
VideoEval-Pro.

Proprietary vs. Open-source Models We compare proprietary and open-source
models across several benchmarks and observe an interesting phenomenon. As shown
in Table 9.3, though the best open-source video LMMs like InternVideo2.5 or InternVL3
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Table 9.3: Comparison between proprietary and open-source models on VideoEval-Pro and
other standard medium and long video benchmarks.

Model VideoEval-Pro MVBench LVBench LongVideoBench MLVU

Proprietary Models

GPT-4o 34.2 64.6 30.8 66.7 64.6
Gemini-1.5-Pro 39.3 60.5 33.1 64.0 61.2

Open-source Models

InternVideo2.5-8B 27.2 75.5 46.4 60.6 72.8
InternVL3-8B 24.7 75.4 44.2 58.8 70.8
VideoChat-Flash-7B 27.0 73.2 47.2 64.2 74.5

∆ (Open - Proprietary) -13.1 +9.9 +14.1 -2.5 +9.9

have surpassed GPT-4o/Gemini-1.5-Pro by as much as 14% across existing long video un-
derstanding benchmarks, their performances on VideoEval-Pro are lagging behind GPT-
4o/Gemini-1.5-Pro by 13%. This prominent contrast reveals the brittleness of open-source
models on more challenging long video understanding tasks.

9.3.3 Frame Scaling Properties of VideoEval-Pro

In this section, we examine how performance on VideoEval-Pro scales with varying numbers
of input frames. We evaluate two proprietary models: Gemini-1.5-Flash and Gemini-1.5-
Pro, alongside three open-source models: Qwen2-VL, Qwen2.5-VL, and InternVideo2.5.
For each model, we plot the VideoEval-Pro accuracy across different frame counts (1, 32,
64, 128, 256 and 512) in Figure 9.3a. For comparison, we also present the corresponding
results from the Video-MME benchmark using the same models and frame settings in
Figure 9.3b.

Our first observation is that existing benchmarks such as Video-MME yield relatively
high accuracy even when only one frame is provided to the model. As shown in Fig-
ure 9.3b, both proprietary and open-source models achieve around 45% accuracy under
this setting, with Gemini-1.5-Pro surpassing 50% accuracy. These results suggest that
current long video benchmarks may include insufficiently challenging questions, allowing
models to answer correctly even when most of the video information is missing. In con-
trast, all models achieve only around 10% accuracy on our VideoEval-Pro when provided
with a single input frame, as shown in Figure 9.3a. This performance drop highlights that
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Figure 9.3: Comparison between VideoEval-Pro and Video-MME accuracy across five
LMMs.

VideoEval-Pro cannot be easily solved without incorporating richer visual cues from the
input video, demonstrating that VideoEval-Pro poses a substantially more challenging and
discriminative benchmark for long video understanding evaluation.

We also find that performance on existing long video benchmarks tends to saturate
or even decline as the number of input frames increases. As illustrated in Figure 9.3b,
all models achieve their highest accuracy on Video-MME with 256 input frames, but per-
formance begins to plateau or drop when the input is extended to 512 frames. This is a
counterintuitive finding, as one would expect that providing more input frames would sup-
ply additional contextual information that models could leverage to improve performance.
On the other hand, the five tested models exhibit a consistent improvement in accuracy
on VideoEval-Pro as the number of input frames increases. This divergence suggests that
VideoEval-Pro is a more robust benchmark in assessing long video tasks, and offers a more
faithful evaluation of a model’s ability to integrate and reason over longer video contexts.

9.3.4 Qualitative Analysis

We conduct a qualitative analysis using results from Gemini-2.0-Flash to better understand
the challenges posed by our VideoEval-Pro. We identify several interesting cases where the
model selects the correct answer in the MCQ setting but fails to produce accurate factual
details in the free-form response. The results are shown in Figure 9.4.
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MCQ Question: At the beginning of the video, what kind of
vehicle is the man riding? A. Camel cart, B. Donkey cart, C.
Horse carriage, D. Ox cart

VideoEval-Pro: At the beginning of the video, what kind of
vehicle is the man riding?

VideoEval-Pro: 
What is at the remembrance war memorial in Toronto, Canada?

MCQ Question: What is at the Remembrance War Memorial in
Toronto, Canada? A. A fountain, B. Thousands of Canadian flags,
C. A large statue of a horse, D. A large statue of a soldier

Gemini-2.0-Flash: B. Thousands of Canadian flags

Gemini-2.0-Flash: That's not something that can be answered
from the provided video.  The video shows scenes from a movie,
not the Toronto Remembrance War Memorial.

\

Gemini-2.0-Flash: D. Ox cart Gemini-2.0-Flash: That’s a horse

MCQ Question: How many people appear in the video? A. 13.,
B. 14., C. 15., D. 12. VideoEval-Pro: How many people appear in the video?

Gemini-2.0-Flash: C. 15 Gemini-2.0-Flash: 20

Figure 9.4: Qualitative comparisons between VideoEval-Pro and the corresponding MCQ
problems.

In the first example, the question asks about the appearance of the Toronto Remem-
brance War Memorial. While Gemini correctly selects the answer “Thousands of Canadian
flags” in the multiple-choice (MCQ) format, it fails to produce the correct response in the
open-ended setting. This suggests that when MCQ options are available, the model may
rely on common knowledge (Toronto and Canada are associated), rather than engaging
in detailed video analysis. In the second example, although the model correctly identifies
the option “Ox cart” in the MCQ format, it incorrectly describes the content as “That’s
a horse” in its open-ended response. This indicates that fine-grained visual recognition in
long videos remains a significant challenge for LMMs, and MCQ options may provide cues
that help the model circumvent this difficulty. Similarly, in the third example where the
question asks how many people appear in the video, the model correctly selects “15” in
the MCQ format but responds with “20” in the open-ended version. This discrepancy sug-
gests that the correct MCQ answer may have been chosen through guesswork or elimination
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strategies rather than precise analysis of the video content.

9.4 Conclusion

In this chapter, we introduced VideoEval-Pro, a robust and realistic LVU benchmark de-
signed to faithfully evaluate LMM’s understanding and reasoning capabilities over long
videos. Compared to existing LVU benchmarks, VideoEval-Pro reformulates MCQ prob-
lems into open-ended questions, preventing models from exploiting shortcuts inherent in the
options and reducing performance variations caused by the MCQ format. VideoEval-Pro
also employs a rigorous data filtering pipeline to eliminate questions with strong priors
that allow LMMs to answer based on common knowledge or stereotypical associations,
without truly reading the video. By evaluating 21 proprietary and open-source models, we
find that VideoEval-Pro poses significant challenges to current video LMMs, with the best-
performing model GPT-4.1 achieving 40.8% accuracy. We also observe that, in contrast
to other LVU benchmarks where model performance tends to saturate with an increas-
ing number of input frames, performance on VideoEval-Pro consistently improves as more
frames are provided. These observations demonstrate that our VideoEval-Pro is a more
reliable benchmark to track the progress of long video understanding.
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Part III

Unified Multimodal Models for Joint
Visual Understanding and

Generation
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Chapter 10

Background and Roadmap

The third part of this thesis studies the modality axis: unifying visual understanding
and generation within a single model. Historically, visual understanding and generation
have been pursued by separate research communities based on distinct model architec-
tures: causal large multimodal models for perception and reasoning, and diffusion or flow
matching models for visual synthesis. This separation prevents the two capabilities from
reinforcing each other, even though a model that deeply understands a scene should be
better equipped to generate coherent renditions of it, while a model trained to synthesize
complex visual entities may learn representations that benefit understanding. Even recent
unified models often rely on separate visual representations for the two tasks, introducing
format mismatches and conflicting inductive biases that limit effective unification. The
chapters in this part address this challenge by building unified multimodal models around
a single shared visual representation.

In Chapter 11, we present Tuna, a native unified multimodal model that constructs a
single continuous visual representation by cascading a VAE encoder with a representation
encoder: the VAE preserves the low-level structure needed for generation, while the repre-
sentation encoder supplies the semantics needed for both tasks. The resulting unified visual
representations are processed by a language model decoder that performs autoregressive
text prediction for understanding and flow-matching-based denoising for generation. In
Chapter 12, we present Tuna-2, which pushes the unification further by operating di-
rectly on pixel embeddings. Tuna-2 replaces the vision encoder modules such as the VAE
and the representation encoder with simple patch embedding layers, and demonstrates that
a fully pixel-native design can match or exceed models built from separately pretrained en-
coders. Together, these chapters present practical methods to unify visual understanding
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and generation using a shared visual representation and a simplified model architecture,
without sacrificing model performance.

The remainder of this chapter reviews the related work that situates these contributions,
including large multimodal models, diffusion and flow matching models, unified multimodal
models, and the visual representations that underpin them.

10.1 Large Multimodal Models

Large multimodal models (LMMs) generate text responses from multimodal inputs span-
ning images, videos, and text. Early LMMs such as Flamingo [4] and Idefics [134] intro-
duced cross-attention layers to let visual and linguistic features interact. Modern LMMs
generally follow the LLaVA paradigm [166], in which visual inputs are encoded by a vision
encoder such as CLIP [212] and then concatenated with text tokens for joint processing by a
language model decoder. Subsequent work scaled this recipe to larger models and datasets,
developed stronger vision encoders capable of handling higher resolutions [135, 265, 15],
and extended LMMs to interleaved image and video understanding [120, 190, 160, 339].
These models excel at visual understanding but do not generate visual content by them-
selves, which motivates further investigation of unified multimodal models.

10.2 Diffusion Generative Models

Diffusion generative models have become the de facto backbone of high-fidelity image
[66, 17] and video [129, 260] synthesis. Large-scale visual generators typically apply diffu-
sion in a continuous latent space defined by a learned VAE, following the latent diffusion
paradigm [222], which offers better perceptual quality and sampling efficiency than autore-
gressive decoding of long sequences of discrete VQ-VAE tokens [258, 67]. Within diffu-
sion, latent-space models [222, 207, 66] are generally preferred over pixel-space approaches
[61, 225] because they reduce computational cost and let the denoiser focus on semantically
meaningful structure rather than low-level pixel noise. Architecturally, diffusion backbones
have evolved from convolutional U-Nets [223, 102] to diffusion transformers [206], and the
learning objective has been generalized from Gaussian noise prediction and score matching
[102, 235] to the more expressive rectified flow [173] and flow matching [164] formulations
that our models adopt.
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10.3 Unified Multimodal Models

Unified multimodal models (UMMs) aim to perform multimodal understanding and gener-
ation within a single framework, typically pairing autoregressive text generation with diffu-
sion or flow-matching visual generation. One family of approaches connects understanding-
only and generation-only models through learnable adapters, as in MetaQuery [205], BLIP-
3o [37], and UniWorld-V1 [159]. While effective, these composite models inherit their capa-
bilities from frozen task-specific components, limiting the synergy between understanding
and generation. Native UMMs instead train both capabilities from scratch in a single
architecture. Among them, the Janus series [287, 189, 47] adopts decoupled visual repre-
sentations for the two tasks, and models such as BAGEL [59] and Mogao [157] further route
the two representations through mixture-of-experts architectures to mitigate task conflict
between understanding and generation. Alternatively, models like Chameleon [243], Trans-
fusion [342], and the Show-o series [299, 300] employ a unified visual representation for both
tasks. These models are more efficient but often exhibit imbalanced performance, excelling
at one task while underperforming at the other. Our Tuna (Chapter 11) targets this
imbalance by learning a single, balanced, continuous representation that performs strongly
at both understanding and generation.

10.4 Visual Representations and Encoder-Free Mod-

els

A closely related line of work studies the visual representation that a unified model should
operate on. To support both tasks with one tokenizer, TokenFlow [210] merges features
from separate understanding and generation encoders, while UniTok [187] and TokLIP [161]
train a single encoder to produce vector-quantized representations. However, discretized
visual tokens limit visual generation fidelity. UniFlow [323] and UniLIP [242] instead adapt
representation encoders into continuous unified tokenizers, but rely on relatively complex
alignment schemes or a composite design. Separately, recent studies such as REPA [318]
show that aligning generative models with semantic features improves generation quality,
suggesting that semantics and generation are complementary. Tuna (Chapter 11) draws
these threads together by learning a continuous unified representation end-to-end under
joint understanding and generation objectives.

A further simplification removes the pretrained vision encoder entirely. While most
LMMs pair a representation encoder with a language decoder, encoder-free models such
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as Fuyu [18], EVE [62], Mono-InternVL [183], and NEO [63] tokenize raw pixels with
simple patch embedding layers and process them jointly with text in a single transformer.
Such designs have so far been applied mostly to visual understanding, whereas pixel-space
visual generation has been considered difficult solve. Nevertheless, recent work on pixel-
space flow matching [42, 148] suggests it can match the performance of latent diffusion,
although these works usually only validate their methods at a relatively small scale, such as
class-conditioned image generation on ImageNet [224]. Our Tuna-2 (Chapter 12) unifies
these ideas, showing that an encoder-free, pixel-space model can be scaled to large-scale
unified multimodal pretraining and support free-form text-to-image generation and image
editing.
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Chapter 11

Tuna: Taming Unified Visual
Representations for Native Unified
Multimodal Models

11.1 Introduction

A long-term aspiration of multimodal AI is natively1 unified multimodal generation, in
which a single model can seamlessly understand and generate diverse modalities such as
text, images, and videos. Recent advances in unified multimodal models [243, 59, 300] have
shown promising results towards this vision, suggesting that truly integrated multimodal
intelligence is increasingly within reach.

A central challenge in developing native UMMs lies in how visual inputs are encoded
into representations. Current UMMs adopt one of two approaches: (1) decoupled visual
representations for understanding and generation tasks, or (2) a unified visual representa-
tion shared across both tasks. Intuitively, learning a unified visual representation for both
tasks offers compelling advantages for UMMs.

First, UMMs with decoupled representations, such as BAGEL [59] and Mogao [157],
often adopt MoE-style architectures to handle different visual encoders, introducing ad-
ditional parameters that increase training and inference costs. In contrast, a unified rep-
resentation allows the model to operate within a single representation space, simplifying

1We define native UMMs as models that are pretrained jointly on both understanding and generation
objectives, instead of assembling understanding-only and generation-only models with learnable connec-
tors. We refer to the latter as composite UMMs.
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User: What kind of 
transportation will 
be used throughout 
the trip, and what’s 
planned for the 
second day?

TUNA: Based on the bus symbol in the schedule, the 
trip is mainly by bus. On the second day, they go to 
Jalori Pass and Serolsar Lake.

User:
Describe 
this video.

TUNA: The video shows a lion lying in tall golden 
grass, calmly gazing ahead with its mouth slightly 
open. After a moment, it turns its head to the 
right, watching something off-screen. A lion cub 
then appears from the right and walks toward the 
adult. The lion glances at the cub before looking 
forward again as the cub circles playfully and 
finally lies down beside it. 

Image 
Edit

Multimodal Und

Image 
Gen

Video 
Gen

Figure 11.1: We present Tuna, a native unified multimodal model built on a unified visual
representation, enabling diverse multimodal understanding and generation capabilities such
as image and video understanding, image and video generation, and image editing.
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training and improving efficiency. Second, different vision encoders typically produce rep-
resentations with incompatible formats. For the same input, features from a representation
encoder (e.g . SigLIP [327]) and a causal VAE encoder (e.g . Wan 2.1 VAE [260]) differ in
(1) spatial compression (16× vs. 8×), (2) temporal compression (none vs. 4×), and (3)
channel dimension (1152 vs. 16). These discrepancies can cause representation conflicts
in decoupled models, whereas unified representations inherently avoid such inconsisten-
cies. Finally, unified visual representations provide a clear pathway for achieving mutual
enhancement between understanding and generation. While recent studies like Ross [261]
and REPA [318] show task-specific improvements in understanding-only and generation-
only models, this synergy remains underexplored in existing UMMs.

Nevertheless, current UMMs with unified visual representations often underperform
their decoupled counterparts. Most existing approaches adopt a single type of vision en-
coder for both understanding and generation. For example, Chameleon [243] and Trans-
fusion [342] use VQ-VAE [67], while Harmon [293] utilizes the MAR encoder [149]. This
unified design tends to favor one task at the expense of the other. Show-o2 [300] attempts
to mitigate this issue by fusing SigLIP [327] and VAE [260] features through a late-fusion
strategy. However, our analysis in Section 11.3.4 reveals that its learned representation
remains biased toward semantic features, resulting in limited generation quality.

To systematically address these limitations, we propose Tuna, a native UMM that em-
ploys unified visual representations across understanding and generation. Our design is sim-
ple yet highly effective: by directly connecting a VAE encoder to a representation encoder,
we obtain representations that are sufficiently expressive for diverse multimodal tasks.
These unified visual features are fused with text tokens and processed by an LLM decoder,
which subsequently generates new text tokens and denoised images through autoregressive
next-token prediction and flow matching. As illustrated in Figure 11.1, our unified visual
representation enables Tuna to handle image and video understanding, image and video
generation, and image editing within a single framework. By conducting a three-stage
training, our model achieves state-of-the-art performance on multimodal understanding
and generation benchmarks (e.g . 61.2% on MMStar [39] and 0.90 on GenEval [83]).

Our main contributions can be summarized as follows:

1. We propose Tuna, a native unified multimodal model with unified visual repre-
sentations, enabling image/video understanding, image/video generation, and image
editing within a single framework.

2. Our extensive experiments show that Tuna’s unified visual representation is highly
effective, achieving state-of-the-art performance across multiple multimodal under-
standing and generation tasks.
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Figure 11.2: Overview of the Tuna architecture. Our model employs a VAE encoder and a
representation encoder to construct unified visual representations, which are then combined
with text tokens and processed by an LLM decoder. The decoder performs autoregressive
text generation for understanding tasks and flow-matching-based visual generation for
generation tasks. ∗During visual generation, noise is added to the visual tokens to enable
diffusion-based generation.

3. We further perform a comprehensive ablation study, demonstrating the superiority
of our unified visual representation design over existing methods such as Show-o2
and other models employing decoupled representations.

11.2 Our Method: Tuna

In this section, we introduce Tuna, a native unified multimodal model that employs uni-
fied visual representations across all multimodal understanding and generation tasks. We
begin by outlining the key motivations behind our model design in Section 11.2.1, followed
by a detailed description of Tuna’s architecture and training pipeline in Sections 11.2.2
and 11.2.3, respectively. An overview of our overall framework is shown in Figure 11.2.
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11.2.1 Motivation and Design Principles

We discuss the following observations, which motivate the design of Tuna and its unified
visual representations:

Autoregressive vs. diffusion. Both text and image/video generation can be achieved
using autoregressive [88, 310, 239] or diffusion models [196, 17, 260]. In practice, leading
understanding-only models [15, 269] adopt autoregressive models for text generation. On
the other hand, state-of-the-art image and video generators [66, 260] employ (latent2)
diffusion models with flow matching.

Continuous vs. discrete visual representations. We observe that image and video
generation models operating in a continuous (e.g ., KL-regularized) VAE latent space [66,
260] outperform those using discrete representations [239], as discretization causes infor-
mation loss and reduces fidelity. Similarly, multimodal understanding models [15, 269]
typically rely on continuous semantic features (e.g ., CLIP [212] features), suggesting that
continuous visual representations are inherently more effective for both understanding and
generation tasks.

Semantic representations benefit visual generation. Recent studies suggest that
semantic features enhance visual generation. For instance, REPA [318] demonstrates that
diffusion transformers benefit from aligning intermediate features with pretrained repre-
sentation encoders like DINOv2 [202]. Concurrent to our work, RAE [340] employs a
frozen representation encoder to encode images into latent representations, showing that
pretrained semantic features alone can reconstruct input images effectively.

VAE latents can also support understanding tasks. We observe that both dis-
crete and continuous VAE latents, originally designed for visual reconstruction, can also
support semantic understanding tasks. Recent approaches such as UniTok [187] and Tok-
LIP [161] enhance VQ-VAE latents with semantic understanding capability through con-
trastive learning. Other works explore diffusion models with continuous VAE latents for
semantic understanding and dense prediction tasks, including semantic segmentation [348],
object recognition [136], and image retrieval [349].

Building on these observations, we design Tuna with the following key characteristics:

• Tuna integrates autoregressive text generation with flow matching for image
and video generation.

2Due to higher generation fidelity and lower training costs, latent diffusion models are generally favoured
over pixel diffusion [340].
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• Tuna builds its unified visual representation on continuous VAE latents, as these
latents effectively support both understanding and generation tasks.

• To further enhance performance, Tuna employs representation encoders to ex-
tract higher-level features from the VAE latents, improving the quality of both un-
derstanding and generation.

11.2.2 Model Architecture

Unified visual representations. As illustrated in Figure 11.2, Tuna constructs its uni-
fied visual representation using a VAE encoder and a representation encoder. Given an
input image or video X, we apply the 3D causal VAE encoder from Wan 2.2 [247], which
downsamples the input by 16× spatially and 4× temporally, producing the latent x1. We
then generate a noisy latent xt = tx1 + (1 − t)x0, where t ∈ [0, 1] is a sampled timestep
and x0 ∼ N (0, 1). Next, we use the SigLIP 2 vision encoder Φ (patch size 16, pretrained
resolution 512) to extract semantic features from the VAE latents. Since the VAE encoder
has 16× downsampling, we replace SigLIP 2’s original 16×16 patch embedding layer with a
randomly initialized 1×1 patch embedding layer, forming a modified encoder Φ′. This en-
sures that the token sequence lengths of Φ(X) and Φ′(xt) are consistent. Finally, we apply
a two-layer MLP connector to obtain the unified visual representations z = MLP(Φ′(xt)).
During training, we randomly sample t between [0, 1] for visual generation and fix t = 1
for multimodal understanding such that xt always corresponds to the clean latent.

For video inputs, where xt ∈ Rb×c×f×h×w (with b as batch size, f as the number of latent
frames, and c, h, w as channel, height, and width), we aim to prevent the representation
encoder Φ′ from processing excessively long sequences. Instead of flattening all latent
frames into a single sequence, we apply a window-based attention mechanism by reshaping
the frame dimension into the batch dimension in Φ′. In einops notation, the unified visual
representation zv can be expressed as:

x̄t = rearrange(xt, b c f h w→ (b f) c h w), (11.1)

z̄v = MLP(Φ′(x̄t)) ∈ R(b×f)×d, (11.2)

zv = rearrange(z̄v, (b f) d→ b (f d)), (11.3)

where d is the hidden dimension of the video tokens. This operation effectively allows Φ′

to operate independently on each 4-frame window, significantly improving efficiency when
processing video tokens.
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Figure 11.3: Attention masks in the LLM decoder for understanding and generation tasks.
∗ indicates that the visual tokens are noised.

LLM decoder and flow matching head. After obtaining the unified visual representa-
tion z, we prepend a timestep token representing the sampled timestep t to z, concatenate
this visual token sequence with language tokens and feed the combined sequence into an
LLM decoder (Qwen-2.5 [15]) for joint multimodal processing. Following standard UMM
practices [299, 59], we apply a causal attention mask on language tokens and a bidirec-
tional attention mask on visual tokens within the LLM decoder layers, as illustrated in
Figure 11.3. For multimodal understanding tasks, the LLM decoder output is passed
through a language modeling head to generate text token predictions. For visual gen-
eration and image editing, we feed the full token sequence to a randomly initialized flow
matching head to predict the velocity for flow matching. This head shares the LLM decoder
architecture and adds timestep conditioning via AdaLN-Zero, following Show-o2 [300] and
DiT [206]. For generation and editing tasks, we adopt multimodal 3D-RoPE [227, 238]
over the concatenated text-visual sequence to handle interleaved instructions and visual
content.

11.2.3 Training Pipeline

To effectively train our unified model, we adopt a three-stage training strategy that pro-
gressively adapts each model component to both understanding and generation tasks.

Stage 1: unified representation and flow matching head pretraining. In the first
training stage, our objective is to adapt the semantic representation encoder to generate
unified visual representations and to establish a robust initialization for the flow match-
ing head. To this end, we train the representation encoder and flow matching head while
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freezing the LLM decoder, using two objectives: image captioning and text-to-image gen-
eration.

Our image captioning objective aligns with the pretraining objectives of strong se-
mantic encoders, such as SigLIP 2 [253] and the Qwen2.5-VL [15] vision encoder. Image
captioning has also been shown to provide semantic richness comparable to contrastive
learning [254], thereby enhancing our unified representation’s visual understanding capa-
bility. Meanwhile, the text-to-image generation objective trains the flow matching head to
generate images from text conditions, laying the groundwork for later image editing and
text-to-video generation tasks. Additionally, this objective allows generation gradients to
flow back into the representation encoder, further aligning our unified visual representation
with both understanding and generation tasks.

Stage 2: full model continue pretraining. In the second training stage, we unfreeze
the LLM decoder and pretrain the entire model using the same image captioning and text-
to-image generation objectives from Stage 1. During later training steps of Stage 2, we
further introduce image instruction-following, image editing, and video-captioning datasets
to extend the model’s capabilities. This stage enables Tuna to perform more complex
multimodal reasoning and generation tasks, bridging the gap between basic visual-text
alignment and higher-level instruction-driven multimodal understanding and generation.

Stage 3: supervised finetuning (SFT). Finally, in the third stage, we conduct super-
vised fine-tuning (SFT) using a combination of image editing, image/video instruction-
following, and high-quality image/video generation datasets, trained with a reduced learn-
ing rate. This stage further refines Tuna ’s capabilities, improving its performance and
generalization across diverse multimodal understanding and generation tasks.

11.3 Experiments

11.3.1 Experiment Setup

Implementation details. We verify Tuna with two LLM models at different scales, i.e.,
Qwen2.5-1.5B-Instruct and Qwen2.5-7B-Instruct [15]. In the pretraining stage, we optimize
the representation encoder, projection layers, and diffusion head with AdamW [182] using
a learning rate of 1×10−4. We train on images with a base resolution of 512×512, as well as
alternative aspect ratios that yield a similar number of visual tokens. In the second stage,
we enable end-to-end training after a linear warm-up of 2K steps and continue optimization
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Table 11.1: Comparisons between Tuna and baseline models on multimodal understanding
benchmarks. Results with model size greater than 13B are grayed. Bold: best results
among each section. Underline: second-best. * indicates the results based on our evaluation
scripts.

MME GQA RealWorldQA SEED MMMU MMStar AI2D ChartQA OCRBench

Models Size
perception test-dev test image val avg test test test

Understanding-only Models (LMMs)
LLaVA-1.5 [166] 7B 1510.7 62.0 54.8 65.8 35.7 33.1 55.5 17.8 31.8
Qwen-VL-Chat [13] 7B 1487.6 57.5 49.3 64.8 37.0 34.5 57.7 49.8 48.8
LLaVA-OV [141] 7B 1580.0 - 69.9 76.7 48.8 57.5 81.4 80.9 62.2

Composite UMMs
TokenFlow-XL [210] 14B 1551.1 62.5 56.6 72.6 43.2 - - - -
BLIP3-o [37] 4B 1527.7 - 60.4 73.8 46.6 - - - -
Tar [96] 7B 1571.0 61.3 - 73.0 39.0 - - - -
X-Omni [80] 7B - 62.8 62.6 74.3 47.2 - 76.8 81.5 70.4

1.5B-scale Native UMMs
Show-o [299] 1.3B 1097.2 58.0 - 51.5 27.4 - - - -
Harmon [293] 1.5B 1155.0 58.9 49.8* 67.1 38.9 35.3* 57.0* 29.8* 11.2*
JanusFlow [189] 1.3B 1333.1 60.3 41.2* 70.5 29.3 40.6* 54.2 42.4* 53.2*
SynerGen-VL [143] 2.4B 1381.0 - - - 34.2 - - - -
Janus-Pro [47] 1.5B 1444.0 59.3 52.6* 68.3 36.3 43.1* 64.5* 23.4 48.7
Show-o2 [300] 1.5B 1450.9 60.0 56.5* 65.6 37.1 43.4 69.0 40.0* 24.5*
Tuna 1.5B 1461.5 61.4 62.5 69.3 39.1 54.6 71.4 82.1 71.9

7B-scale Native UMMs
BAGEL [59] 14B 1687.0 - 72.8 78.5 55.3 - 89.2 78.5 73.3
Emu3 [274] 8B - 60.3 57.4 68.2 31.6 - 70.0 - 68.7
VILA-U [295] 7B 1401.8 60.8 - 59.0 - - - - -
MUSE-VL [301] 7B - - - 69.1 39.7 49.6 69.8 - -
Janus-Pro [47] 7B 1567.1 62.0 58.0* 72.1 41.0 48.3* 71.3* 25.8 59.0
Mogao [157] 7B 1592.0 60.9 - 74.6 44.2 - - - -
Show-o2 [300] 7B 1620.5 63.1 64.7* 69.8 48.9 56.6 78.6 52.3* 32.4*
Tuna 7B 1641.5 63.9 66.1 74.7 49.8 61.2 79.3 85.8 74.3

with the same learning rate. At this point, we extend the training data to include video-
caption pairs and editing data. In the final stage, we perform supervised fine-tuning for
instruction following on our curated SFT corpus with a smaller learning rate of 2× 10−5.
Due to the substantial computational cost of video training, the 7B variant is trained
without video data.

11.3.2 Main Results

Image understanding. We evaluate Tuna’s multimodal understanding capabilities on
nine benchmarks, including general VQA benchmarks such as MME [73], GQA [114], Real-
WorldQA [296] and SEED-Bench [139]; knowledge-intensive benchmarks such as MMMU [322],
MMStar [39], and AI2D [126]; and text-centric benchmarks including ChartQA [191] and
OCRBench [176]. As shown in Table 11.1, both 1.5B and 7B Tuna achieve state-of-
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Table 11.2: Image generation results on GenEval. † refers to methods using LLM rewriters.
Bold: best results among each section. Underline: second-best.

Models Size Single Obj. Two Obj. Counting Colors Position Color Attr. Overall

Generation-only Models
SD3-Medium [66] 2B 0.99 0.94 0.72 0.89 0.33 0.60 0.74
FLUX.1 [Dev]† [17] 12B 0.98 0.93 0.75 0.93 0.68 0.65 0.82

Composite UMMs
MetaQuery-XL†[205] 7B - - - - - - 0.80
Tar [96] 7B 0.99 0.92 0.83 0.85 0.80 0.65 0.84
BLIP3-o [37] 8B - - - - - - 0.84
UniWorld-V1† [159] 12B 0.98 0.93 0.81 0.89 0.74 0.71 0.84
OmniGen2† [288] 7B 0.99 0.96 0.74 0.98 0.71 0.75 0.86

1.5B-scale Native UMMs
D-DiT [155] 2B 0.97 0.80 0.54 0.76 0.32 0.50 0.65
Show-o [299] 1.5B 0.98 0.80 0.66 0.84 0.31 0.50 0.68
Janus-Pro [47] 1.5B 0.98 0.82 0.51 0.89 0.65 0.56 0.73
Show-o2 [300] 1.5B 0.99 0.86 0.55 0.86 0.46 0.63 0.73
Harmon [293] 1.5B 0.99 0.86 0.66 0.85 0.74 0.48 0.76
Tuna 1.5B 1.00 0.94 0.83 0.91 0.81 0.79 0.88

7B-scale Native UMMs
MUSE-VL [302] 7B - - - - - - 0.57
Transfusion [342] 7B - - - - - - 0.63
Emu3 [274] 8B - - - - - - 0.66
Show-o2 [300] 7B 1.00 0.87 0.58 0.92 0.52 0.62 0.76
Janus-Pro [47] 7B 0.99 0.89 0.59 0.90 0.79 0.66 0.80
BAGEL† [59] 14B 0.98 0.95 0.84 0.95 0.78 0.77 0.88
Mogao [157] 7B 1.00 0.97 0.83 0.93 0.84 0.80 0.89
Tuna 7B 1.00 0.97 0.81 0.91 0.88 0.83 0.90

the-art results across nearly all benchmarks, demonstrating strong and consistent per-
formance. Notably, Tuna delivers competitive image understanding results compared
to understanding-only models and outperforms many composite UMMs and UMMs with
larger model sizes, highlighting the effectiveness of its unified representations.

Image generation. We evaluate Tuna’s image generation performance on three bench-
marks: GenEval [83], DPG-Bench [110] and OneIG-Bench [33]. Results are presented in
Table 11.2 and Table 11.3. Across all three benchmarks, Tuna consistently outperforms
contemporary approaches such as Janus-Pro, BAGEL and Mogao, achieving state-of-the-
art results for both the 1.5B and 7B variants. Notably, Tuna shows a substantial advantage
in text rendering quality in OneIG-Bench, indicating its strong semantic understanding ca-
pability when generating images from complex instructions containing visual text-related
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Table 11.3: Image generation results on DPG-Bench. Bold: best results among each
section. Underline: second-best.

DPG-Bench OneIG-Bench

Models Size
Global Entity Attribute Relation Other Overall Alignment Text Reasoning Style Diversity Average

Generation-only Models
FLUX.1 [Dev] [17] 12B 82.10 89.50 88.70 91.10 89.40 84.00 0.79 0.52 0.25 0.37 0.24 0.43
Qwen-Image [286] 20B 91.32 91.56 92.02 94.31 92.73 88.32 0.88 0.89 0.31 0.42 0.20 0.54

1.5B-scale Native UMMs
Show-o [299] 1.3B - - - - - - 0.70 0.00 0.21 0.36 0.24 0.25
Show-o2 [300] 1.5B 87.53 90.38 91.34 90.30 91.21 85.02 0.80 0.13 0.27 0.35 0.19 0.35
Tuna 1.5B 88.87 90.32 91.71 91.79 90.14 86.03 0.82 0.77 0.25 0.36 0.20 0.48

7B-scale Native UMMs
Emu3-DPO [274] 8B - - - - - 81.60 - - - - - -
Janus-Pro [47] 7B 86.90 88.90 89.40 89.32 89.48 84.19 0.55 0.00 0.14 0.28 0.37 0.27
Mogao [157] 7B 82.37 90.03 88.26 93.18 85.40 84.33 - - - - - -
BAGEL [59] 14B 88.94 90.37 91.29 90.82 88.67 85.07 0.77 0.24 0.17 0.37 0.25 0.36
Show-o2 [300] 7B 89.00 91.78 89.96 91.81 91.64 86.14 0.82 0.00 0.23 0.32 0.18 0.31
Tuna 7B 90.42 91.68 90.94 91.87 90.73 86.76 0.84 0.82 0.27 0.40 0.19 0.50

Table 11.4: Image editing results on ImgEdit-Bench and GEdit-Bench. For ImgEdit-Bench,
we test editing performance across various dimensions, including ‘Add’, ‘Adjust’, ‘Extract’,
‘Replace’, ‘Remove’, ‘Background’, ‘Style’, ‘Hybrid’, and ‘Action’. For GEdit-Bench, “G-
SC” and “G-PQ” denote “G-Semantic Consistency” and “G-Perceptual Quality”, respec-
tively. Bold: best results among each section. Underline: second-best.

ImgEdit-Bench GEdit-Bench

Models Size
Add Adj. Ext. Rep. Rm. Bg. Sty. Hyb. Act. Overall G-SC G-PQ G-Overall

Generation-only Models
FLUX.1 Kontext [Pro] [17] 12B 4.25 4.15 2.35 4.56 3.57 4.26 4.57 3.68 4.63 4.00 7.02 7.60 6.56
Qwen-Image [286] 20B 4.38 4.16 3.43 4.66 4.14 4.38 4.81 3.82 4.69 4.27 8.00 7.86 7.56

Native or Composite UMMs
OmniGen [298] 3.8B 3.47 3.04 1.71 2.94 2.43 3.21 4.19 2.24 3.38 2.96 5.96 5.89 5.06
BAGEL [59] 14B 3.56 3.31 1.70 3.30 2.62 3.24 4.49 2.38 4.17 3.20 7.36 6.83 6.52
UniWorld-V1 [159] 12B 3.82 3.64 2.27 3.47 3.24 2.99 4.21 2.96 2.74 3.26 4.93 7.43 4.85
OmniGen2 [288] 4B 3.57 3.06 1.77 3.74 3.20 3.57 4.81 2.52 4.68 3.44 7.16 6.77 6.41
Tuna 7B 4.46 4.52 2.47 4.68 4.58 4.56 4.73 4.07 4.69 4.31 7.79 7.48 7.29

information. Our results show that Tuna consistently outperforms models with decoupled
visual representations on image generation tasks, underscoring the strength and robustness
of its unified representation design.

Image editing. We employ ImgEdit-Bench [316] and GEdit-Bench as our evaluation
suite for image editing. As shown in Table 11.4, Tuna achieves an overall score of 4.31 on
ImgEdit-Bench, ranking highest among all UMMs. Tuna’s performance is also comparable
to generation-only models such as FLUX.1 Kontext [17] and Qwen-Image [286]. For GEdit-
Bench, although Tuna performs slightly below the best generation-only model (Qwen-
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Table 11.5: Experimental results on video understanding benchmarks. #Frames denotes
the number of frames used during inference. Bold: best results. Underline: second-best.

MVBench Video-MME LongVideoBench LVBench
Models Size #Frames

test w/o sub val test

Understanding-only Models (LMMs)
GPT-4o [198] - - - 71.9 66.7 48.9
Gemini-1.5-Pro [245] - - 54.2 75.0 64.0 33.1
LongVA [334] 7B 64 49.2 52.6 51.8 -
VideoLLaMA2 [53] 7B 16 54.6 47.9 - -
LLaVA-OV [141] 7B 32 56.7 58.2 56.5 26.9

1.5B-scale Native UMMs
Show-o2 [300] 1.5B 32 49.8 48.0 49.2 -
Tuna 1.5B 49 54.4 49.1 49.7 27.4

Image [286]), it again achieves the highest overall score among all unified models. Tuna’s
consistently strong results on both ImgEdit-Bench and GEdit-Bench demonstrate its robust
image editing capability and highlight the effectiveness of our unified visual representation
when handling visual generation tasks that require precise semantic understanding and
accurate prompt following.

Video understanding. We employ four video understanding benchmarks to evaluate
Tuna: MVBench [147], Video-MME [75], LongVideoBench [289] and LVBench [267]. As
shown in Table 11.5, Tuna outperforms Show-o2 on MVBench and Video-MME, while
achieving competitive results on LongVideoBench and LVBench. Notably, despite being
only a 1.5B-parameter model, Tuna performs on par with larger understanding-only mod-
els on MVBench and LVBench, demonstrating the efficiency and effectiveness of our unified
representation for video understanding tasks.

Video generation. We evaluate Tuna on VBench [112] for text-to-video generation,
comparing it against other UMMs and generation-only models. As shown in Table 11.6,
Tuna achieves state-of-the-art performance, surpassing all existing UMMs capable of video
generation, while using only a 1.5B-parameter LLM decoder. This demonstrates the effi-
ciency and scalability of our unified architecture for high-quality video generation.
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Table 11.6: Video generation results on VBench. Full column names: QS: Quality Score,
SS: Semantic Score, SC: Subject Consistency, BC: Background Consistency, TF: Temporal
Flickering, MS: Motion Smoothness, DD: Dynamic Degree, AQ: Aesthetic Quality, IQ:
Imaging Quality, OC: Object Class, MO: Multiple Objects, HA: Human Action, C: Color,
SR: Spatial Relationship, S: Scene, AS: Appearance style, TS: Temporal Style, OC’: Overall
Consistency. Bold: best results among each section. Underline: second-best.

Models Size QS SS SC BC TF MS DD AQ IQ OC MO HA C SR S AS TS OC’ Total

Generation-only Models
CogVideoX 5B 82.75 77.04 96.23 96.52 98.66 96.92 70.97 61.98 62.90 85.23 62.11 99.40 82.81 66.35 53.20 24.91 25.38 27.59 81.61

Native or Composite UMMs
VILA-U 7B 76.26 65.04 - - - - - - - - - - - - - - - - 74.01
HaploOmni 7B - - 96.40 97.60 - 96.80 65.30 - - - - - - - 34.60 - - - 78.10
Emu3 8B - - 95.32 97.69 - 98.93 79.27 59.64 - 86.17 44.64 77.71 - 68.73 37.11 20.92 - - 80.96
Show-o2 1.5B 82.10 78.31 97.28 96.78 97.68 98.25 40.83 65.15 67.06 94.81 76.01 95.20 80.89 62.61 57.67 23.29 25.27 27.00 81.34
Tuna 1.5B 84.32 83.04 95.99 96.72 98.02 98.33 69.39 65.88 66.83 95.41 92.31 97.50 87.67 78.12 58.59 23.18 24.68 27.71 84.06

11.3.3 Ablation: Visual Representation Design

In this section, we conduct a series of ablation experiments to systematically assess the
effectiveness of our model architecture and training pipeline. For all experiments, we use a
lightweight variant of Tuna built on the Qwen2.5-1.5B LLM with a smaller flow matching
head. Using this setup, we evaluate three visual representation designs:

1. Decoupled representations, using SigLIP 2 features for understanding and Wan 2.2
VAE latents for generation (denoted as “Decoupled”).

2. Show-o2-style unified representations, using a dual-path late fusion strategy to obtain
the final representations (denoted as “Show-o2”). A detailed explanation of this
design can be found in Section 11.3.4.

3. Tuna’s unified representation, initialized from three different pretrained representa-
tion encoders: SigLIP [327], SigLIP 2 [253], and DINOv33 [230].

All models are trained on a subset of our training data using a two-stage training pipeline
(corresponding to Stage 1 and Stage 3 in Section 11.2.3), with an equal number of training
steps per stage. Our ablation study results are shown in Table 11.7.

Unified vs. decoupled visual representation. Comparing Model 8 and Model 12 in
Table 11.7, we observe that our unified representation consistently outperforms the decou-
pled setting across all understanding and generation benchmarks. Comparing Models 2 and

3Model code: siglip-so400m-patch14-384, siglip2-so400m-patch16-512 and
dinov3-vith16plus-pretrain-lvd1689m.
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Table 11.7: Ablation study results. “Und. Only”, “Gen. Only” and “Und. & Gen.” refer
to models trained with understanding data only, generation data only, and both data,
respectively.

Models ID Data
Understanding Generation

MME-p MMMU SEED GQA GenEval DPG

Show-o2 (Wan 2.1 VAE + SigLIP) 1 1351 36.1 62.1 56.8 - -
Decoupled (SigLIP 2 only) 2 1392 38.2 62.9 58.1 - -
Tuna (Wan 2.2 VAE + SigLIP 2) 3

Und.
Only

1386 37.6 62.9 57.4 - -

Show-o2 (Wan 2.1 VAE + SigLIP) 4 - - - - 76.2 82.56
Decoupled (Wan 2.2 VAE only) 5 - - - - 77.3 82.87
Tuna (Wan 2.2 VAE + SigLIP 2) 6

Gen.
Only

- - - - 77.8 83.33

Show-o2 (Wan 2.1 VAE + SigLIP) 7 1339 35.4 61.7 55.9 75.9 82.32
Decoupled (Wan 2.2 VAE + SigLIP 2) 8 1346 37.2 61.4 56.5 78.3 83.50
Tuna (Wan 2.1 VAE + SigLIP) 9 1358 35.9 64.2 57.2 77.2 83.29
Tuna (Wan 2.2 VAE + SigLIP) 10 1349 36.3 64.6 57.4 76.9 83.10
Tuna (Wan 2.1 VAE + SigLIP 2) 11 1379 37.7 65.9 58.4 79.1 83.98
Tuna (Wan 2.2 VAE + SigLIP 2) 12 1361 38.1 66.5 58.2 79.4 84.20
Tuna (Wan 2.2 VAE + DINOv3) 13

Und.
&

Gen.

1396 37.3 65.6 58.6 78.9 84.08

5 with Model 8, we find that training a unified model using decoupled visual representa-
tions results in substantial degradation on understanding tasks, compared to only training
the model on understanding data. In contrast, Model 12 surpasses Model 3 on most under-
standing benchmarks and outperforms Model 6 across all generation benchmarks. These
results indicate that our unified representation suffers far less from representation con-
flicts than decoupled designs, enabling stronger performance in both understanding and
generation.

Selection of representation encoders. We find that Tuna’s unified representation
generally benefits from stronger representation encoders. As shown in Table 11.7, com-
paring Models 10, 12, and 13, both SigLIP 2 (400M parameters) and DINOv3 (800M)
outperform SigLIP (400M) on all benchmarks. Furthermore, comparing Model 9 to Model
11 and Model 10 to Model 12, we observe that regardless of which VAE encoder is used
in the model, replacing SigLIP with SigLIP 2 in the representation encoder consistently
improves performance across all understanding and generation benchmarks. We ultimately
adopt SigLIP 2 for Tuna as it delivers comparable understanding performance, superior
generation quality relative to DINOv3, and maintains a significantly smaller model size.

Understanding-generation synergy. Our experimental results on training models ex-
clusively on either understanding (Models 1, 2 and 3) or generation data (Models 4, 5 and
6) demonstrate that Tuna benefits from joint training on both data types. Specifically,
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we observe that Model 12 surpasses Model 3 on understanding benchmarks and Model 6
on generation benchmarks. Although the comparison between Model 2 and Model 3 shows
that Tuna’s VAE + representation encoder architecture incurs a slight performance drop
relative to using only a representation encoder (the standard setup for understanding-only
models), our joint understanding + generation training pipeline largely compensates for
this degradation. Specifically, Model 12 recovers its understanding performance and be-
comes comparable to or even better than Model 2 on several understanding benchmarks.
Moreover, Model 12 substantially outperforms both Model 5 and Model 6 on all generation
benchmarks. These results demonstrate the mutual enhancement between understanding
and generation made possible by our unified visual representation design.

Comparison with Show-o2. A closely related work to ours is Show-o2 [300], which uses
a dual-path late-fusion mechanism, merging features from separate VAE and semantic
encoders via a fusion layer to build unified representations. In contrast, Tuna extracts
unified representations directly from VAE latents using a semantic encoder, achieving deep
feature fusion across all layers in the semantic encoder. Comparing Model 7 with Models 9,
10, 11 and 12 in Table 11.7, our unified representation consistently outperforms Show-o2
on all benchmarks, regardless of the choice of the VAE encoder and the representation
encoder. Model 1 vs. 3 and Model 4 vs. 6 further show that Show-o2 underperforms
even when trained on a single task. We attribute this to its late-fusion strategy, which
introduces representation conflicts and degrades overall performance.

11.3.4 Discussion: Unified Representation Analysis

As discussed in Section 11.3.3, both Tuna and Show-o2 [300] employ unified visual rep-
resentations for understanding and generation, but they construct these representations
in fundamentally different ways. In this section, we first describe Show-o2’s unified vi-
sual representation design in detail, and then provide an in-depth analysis of why Tuna’s
unified representation achieves superior performance than Show-o2.

As illustrated in Figure 11.4, Show-o2 constructs unified visual representations using a
dual-path feature fusion mechanism. The input image or video is first encoded by a VAE
encoder, after which the latent is processed through two parallel branches. The semantic
projection branch feeds the VAE latents into a set of semantic layers to extract features
for understanding tasks. The VAE projection branch applies 2D patch embedding layers
to produce features tailored for generation tasks. Importantly, the semantic layers are pre-
distilled using a frozen representation encoder: given the same image, their outputs are
first aligned with a pretrained SigLIP model before conducting end-to-end training of the
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Semantic
Projection

(Und.)

VAE Encoder

VAE
Projection

(Gen.)
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(Und. & Gen.)

VAE Encoder

TUNA Show-o2
Figure 11.4: Comparison between Tuna and Show-o2 on how unified visual representations
are produced.

Show-o2 model. This pre-distillation stage is proposed to preserve semantic understanding
capability. Finally, Show-o2 merges the outputs of both paths using a feature fusion layer
to obtain its unified visual representation.

To better understand why our unified representation yields superior performance, we
perform a representation alignment analysis using CKNNA scores [115] with respect to
two reference models: (1) a strong semantic encoder SigLIP 2 [253], and (2) a strong
generation model SD3-Medium [66]. Concretely, we extract unified visual representations
from Tuna and Show-o2 based on 1,024 images from the Wikipedia Captions dataset [237]
and compute their CKNNA scores relative to features from all intermediate layers of the
two reference models. The results are presented in Figure 11.5a and Figure 11.5b.

As shown in the figures, both Tuna and Show-o2 exhibit strong alignment with the
SigLIP 2 intermediate features, with CKNNA scores exceeding 0.5. This high similarity
reflects their strong semantic understanding capability, consistent with their solid perfor-
mance on multimodal understanding tasks. On the other hand, Tuna’s unified represen-
tation shows consistently higher alignment with the SD3-Medium intermediate features
compared to Show-o2, indicating that Tuna learns a more balanced unified representation
suited for both understanding and generation. In contrast, Show-o2 remains biased toward
semantic features, which limits its generation quality.

The above findings prompt us to further investigate why Show-o2’s dual-path fusion
mechanism produces biased features toward semantic understanding. To analyze this,
we compute CKNNA scores between Show-o2’s final fused features and the intermediate
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Figure 11.5: Representation alignment analysis with SigLIP 2 and SD3-Medium. For
both Tuna and Show-o2, we extract visual representations at the input layer of the LLM
decoder.

features from its understanding (semantic projection) and generation (VAE projection)
branches before fusion. We find that Show-o2’s unified representation exhibits a strong cor-
relation with its understanding branch (CKNNA=0.45) but a very weak correlation with
the generation branch (CKNNA=0.07). This demonstrates that the late-fusion strategy
merges features in an imbalanced manner, causing the representation to remain dominated
by semantic information. In contrast, Tuna’s end-to-end training of the unified represen-
tation on both objectives enables early fusion of understanding and generation signals at
every layer of the representation encoder. This layer-wise interaction captures richer cross-
task dependencies and is inherently more robust than the late-fusion strategy adopted in
Show-o2.

11.3.5 Qualitative Results

Image generation. We compare Tuna with state-of-the-art generation-only and uni-
fied models across diverse image generation instructions in Figure 11.6. In the first two
examples, Tuna exhibits strong text rendering ability, accurately reproducing all visual
text in the prompts without errors. In the whiteboard example, Tuna is the only model
that correctly places an underline beneath “with everyone”, demonstrating precise prompt-
following capability. Moreover, Tuna accurately generates two black shelves, one contain-
ing books and markers on top and the other containing black cloth and hand sanitizer at
the bottom, each in the correct position. Other models either fail to produce the correct
number of shelves or place the wrong items on them. These results show that Tuna excels
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Flux BAGEL OmniGen2 GPT-4o TUNA

The image is a stylish magazine cover for “TUNA STORY”, featuring a modern urban portrait. The title appears in large white letters across the top, while a waist-up shot of a man in a

dark tailored coat and shirt stands confidently in the center of a cool-toned city street. The lighting is crisp and even, highlighting his face and coat against the softly blurred blue 

urban background. Headlines on the left and right frame the subject: “Redefining Modern Menswear: Effortless, Tailored, Confident” and “From Street to Studio: The New Look 

of Urban Style”. The overall layout has a clean, contemporary fashion-magazine design aesthetic. All text is presented in uppercase to create a bold, high-impact visual presence. 

A dashing ensemble lies scattered upon a real gray wooden floor in a fully photorealistic environment. The vibrant red t-shirt, sleek black jeans, crisp white sneakers, and debonair 

black hat are illustrated in a classic 1960s Walt Disney animation style, creating a stylized-objects-in-real-world composition. A sharp blue flash of lightning illuminates the 

scene, adding dramatic contrast between the cartoon-like clothing and the realistic setting.

The image shows a charming tuna swimming through clear tropical water, dressed in vibrant summer attire. A tilted woven straw hat sits on its glistening head, and a lush flower lei of 

plumeria, hibiscus, and frangipani hangs around its neck. It wears a colorful Hawaiian shirt with palm leaves, shells, and sunset patterns, the fabric drifting gently underwater. 

Filtered sunlight creates shimmering bands of turquoise and gold across its metallic scales, while tiny sparkles float like enchanted dust. Sea plants, drifting particles, and faint 

coral silhouettes surround the tuna, rendered with a soft, painterly touch.

The image shows a whiteboard themed around being friendly and inclusive. It is mounted on a gray wall and outlined with a bold black scalloped border. On the left side, there is a 

small black shelf with books and markers labeled “CURRENTLY READING.” Below it, a second black shelf holds a bottle of hand sanitizer, a black cloth, and a few small items, and

the word “EXTRAS” is written to the top of this lower shelf. In the center of the whiteboard, a large cloud-shaped outline contains only the heading: “You can’t be best friends with 

everyone, but you can:” with the phrase “with everyone” clearly underlined. Below the cloud bubble, outside of it, is a checklist of five items: “notice everyone,” “be friendly to 

everyone,” “make room for everyone,” “root for everyone,” and “empathize with everyone.” All text uses a playful handwritten style.

Figure 11.6: Qualitative comparison between Tuna and baseline models on image gener-
ation tasks. The instructions that are correctly reflected in our results but failed in some
of the baseline models are bolded.
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Make the doll’s eyes look forward and apply high-end studio lighting from the left while preserving its identity. Enhance directional 

shadows and highlights for a professional photographic look without altering expression, outfit, or environment.

Flux.1 KontextQwen-ImageBAGEL TUNAInput

Render the image in a hand-sculpted claymation style, giving the dog a cheerful, smiling expression with both eyes squinted.

Replace the red car with a white horse with flaming wings, and replace the sky with a starry sky.

Replace the small boat with a puppy on a swimming ring, and change the sentence on the sign to "unified representation".

Figure 11.7: Qualitative comparison between Tuna and baseline models on image editing
tasks.

at compositional image generation, enabled by its unified visual representation with strong
semantic understanding capabilities. In the “tuna” example, both Tuna and Flux [17]
successfully render the Hawaiian shirt, while other models either fail to depict the shirt or
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A bird building a nest from twigs and leaves.

An elderly woman with short, curly white hair and a beige sweater sits on a gray couch, holding a light blue mug in her right hand. She rests her left arm on a green 

pillow, smiling as she looks off to the right. Behind her, a white shelf holds a glass vase with a gray candle, a stack of books, and a wicker basket. A large green plant 

stands to the left, and the background is a plain white wall. The woman's gaze shifts to the camera, and she raises the mug to her lips, taking a sip. She then sets the 

mug down on the couch beside her, her eyes never leaving the camera. The scene is well-lit, with soft, natural light illuminating the room.

A person stands at the edge of an infinity pool, arms outstretched, gazing out at a vibrant sunset over the ocean. The individual is silhouetted against the colorful sky, 

wearing a long-sleeved shirt and shorts. The pool's edge is barely visible, with ripples on the water's surface reflecting the sky's hues. In the background, a small island 

with palm trees and rocks meets the horizon, where the sun sets over the calm ocean waters. The sky transitions from blue to orange, yellow, and pink, with scattered 

clouds. The scene exudes a serene, peaceful atmosphere, capturing a moment of contemplation or joy at the natural beauty of the surroundings.

A majestic male lion with a thick, dark-brown mane and golden-brown fur lies on the ground, facing right. His front paws are stretched out in front of him, and his head 

is slightly raised, gazing into the distance. The lion's mane is long and shaggy, framing his face and neck. In the background, a tree trunk and some dry grass are visible, 

along with a large rock formation to the right. The ground is covered in light-brown dirt, and the overall atmosphere suggests a sunny day in a savannah or zoo 

enclosure. The lion's expression is calm and regal, exuding a sense of power and serenity.

The video shows a single red balloon drifting gently forward, its string hanging loosely as it floats at a steady, unhurried pace. The balloon rises and dips slightly with the 

movement of the air, shifting left or right in small, natural sways as it continues down the street. The scene unfolds along a old-town street treated as a full visual object 

rather than simple background: narrow cobblestone paths, tall stone buildings with ornate window frames, iron balconies, and warm-toned façades lining both sides. 

Soft afternoon light casts long shadows across café tables, bicycles, and shop signs, all subtly passing by as the balloon moves. The architecture’s depth, the texture 

of the street, and the layered rows of buildings create a clear sense of space, framing the slow, floating journey of the red balloon through the historic European street.

Figure 11.8: Qualitative results for Tuna on the task of text-to-video generation.

generate an incorrect tuna body. Finally, in the “red t-shirt” example, Tuna accurately
reflects the “classic 1960s Walt Disney animation style” and correctly includes all required
elements from the prompt, maintaining a coherent and well-structured composition.

Image editing. We compare Tuna with BAGEL [59], Qwen-Image [286], and Flux.1
Kontext [17] on image editing tasks in Figure 11.7. As shown, Tuna not only correctly
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performs explicit editing operations, such as style transfer (photorealistic→ hand-sculpted
claymation in the “dog” example), environment change (daylight → nighttime in the “red
car” example), and object replacement (boat→ puppy with a swim ring in the “boat” ex-
ample), but also handles more implicit and nuanced instructions, such as applying lighting
from the left side in the “doll” example. These results further highlight Tuna’s strong
semantic understanding and high-fidelity image generation capabilities.

Video generation. We present Tuna’s video generation results in Figure 11.8. The
model produces high-fidelity videos across a wide range of instructions, demonstrating the
strength of its unified visual representation space for jointly modeling both images and
videos.

11.4 Conclusion

We introduced Tuna, a native unified multimodal model that constructs a unified visual
representation space by cascading a VAE encoder with a representation encoder. We train
an LLM decoder and a flow matching head on this unified representation, achieving strong
performance across image and video understanding, image and video generation, and image
editing. Tuna not only surpasses prior UMM baselines but also performs competitively
with leading understanding-only and generation-only models. Our ablation studies further
show that (1) Tuna’s unified representation space outperforms both Show-o2-style unified
representations and decoupled representation designs, (2) stronger pretrained representa-
tion encoders consistently yield better performance within our framework, and (3) our
unified visual representation design enables mutual enhancement between understanding
and generation.
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Chapter 12

Tuna-2: Pixel Embeddings Beat
Vision Encoders for Multimodal
Understanding and Generation

12.1 Introduction

Visual understanding and generation are two core capabilities in multimodal AI. Recent
work has increasingly focused on native unified multimodal models (UMMs) [342, 59, 180],
which aim to integrate both capabilities within a single framework. A central challenge in
building such models is encoding input images into visual representations that effectively
support both understanding and generation. Early approaches [59, 47] adopted decoupled
representations, using representation encoders such as CLIP [212] for understanding and
reconstruction-oriented encoders such as VQ-VAE [67] for generation. To address the
representation mismatch introduced by this design, more recent UMMs [300, 180] have
moved toward modelling both tasks using unified visual representations through a shared
vision encoder.

Despite the significant progress, both decoupled and unified visual representation de-
signs still rely heavily on pretrained vision encoders [260, 253] for visual feature extraction.
In parallel, recent research on multimodal understanding and generation has begun to
move away from encoder-based modular designs toward simpler monolithic, encoder-free
architectures. In multimodal understanding, newer native vision-language models [63] re-
move the pretrained representation encoder and instead align images and natural language
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Figure 12.1: Evolution of Tuna-2 architecture and multimodal performance comparison.
We simplify Tuna [180] by progressively stripping away its visual encoding components.
By removing the VAE, we first derive Tuna-R, a pixel-space UMM that relies solely on
a representation encoder. Tuna-2 further streamlines the design by bypassing the repre-
sentation encoder entirely, utilizing direct patch embedding layers for raw image inputs.
Tuna-2 using pixel embeddings outperforms both Tuna-R and Tuna across a diverse
suite of multimodal benchmarks.

within a unified, end-to-end architecture. In visual generation, pixel-space diffusion mod-
els [107, 42, 148] have shown increasing flexibility, stronger scalability, and state-of-the-art
performance on a wide range of tasks, suggesting that pretrained VAE encoders may no
longer be essential even for high-fidelity image synthesis.

Motivated by these observations, we ask a natural but largely unexplored question:
can we move beyond pretrained vision encoders altogether, and build unified multimodal
models through end-to-end native modelling directly from raw pixels?

We answer this question affirmatively by introducing Tuna-2, a native unified multi-
modal model that attempts to progressively simplify the encoder modules, and ultimately
remove vision encoders completely. We first introduce Tuna-R, which eliminates the VAE
model while keeping a representation encoder in the model architecture. Tuna-R performs
multimodal understanding similar to standard encoder-based LMMs, and supports visual
generation through pixel-space flow matching with an x-prediction objective. We then
propose Tuna-2, which further simplifies the architecture by removing the encoder en-
tirely and using only a single transformer decoder to process image and video tokens. As
a result, Tuna-2 enables end-to-end native unified modelling directly from raw pixels,
without relying on any pretrained encoder modules.

Since learning unified representations directly in high-dimensional pixel space is sub-
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stantially more challenging than learning them in a compact latent space, we further intro-
duce a masking-based visual feature learning scheme to stabilize training and encourage
the learning of more robust pixel-space representations. Together, these designs enable
Tuna-2 to achieve state-of-the-art performance across a diverse set of multimodal un-
derstanding and generation benchmarks. More importantly, our controlled comparison
reveals a clear design insight: after sufficient visual pretraining, the encoder-free Tuna-2
becomes competitive with the encoder-based Tuna-R on visual generation, while con-
sistently outperforming it on multimodal understanding, especially on benchmarks that
require fine-grained visual perception. These findings suggest that removing pretrained
vision encoders can be advantageous for learning stronger fine-grained visual representa-
tions in end-to-end pretraining. As shown in Figures 12.1 and 12.2, this leads to highly
competitive performances in both multimodal understanding and generation.

Our main contributions are summarized as follows:

1. We propose Tuna-2, a native unified multimodal model that supports multimodal
understanding and generation with encoder-free designs, achieving state-of-the-art
performance across a wide range of understanding and generation benchmarks.

2. We conduct controlled comparisons between Tuna-2 and an encoder-based pixel-
space UMM variant Tuna-R, and show that after sufficient multimodal pretraining,
Tuna-2 and its encoder-free design are competitive on generation and advantageous
for understanding, especially on fine-grained, perception-intensive tasks.

3. We conduct comprehensive ablations and analyses on pixel-space UMMs to study
their training dynamics and model behaviours, offering useful insights for the devel-
opment of future native unified multimodal models.
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Figure 12.2: While being completely encoder-free, Tuna-2 is capable of performing high-
fidelity text-to-image generation and image editing.
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12.2 Method

In this section, we present Tuna-2, a native unified multimodal model that performs visual
understanding and generation both in pixel space. We start by detailing our approach to
progressively remove vision encoder components to derive Tuna-2 in Section 12.2.1. We
then describe our masked feature learning scheme in Section 12.2.2 and our model training
pipeline in Section 12.2.3.

12.2.1 Towards Encoder-Free Unified Models

As shown in Figure 12.1, existing UMMs with unified visual representations, such as Tuna
[180], typically consist of a vision encoder and an LLM decoder for joint vision-language
modeling, followed by modality-specific heads, including a language modelling head for
autoregressive text generation and a flow matching head for image generation. In this
chapter, we propose Tuna-2 as an encoder-free UMM formulation by progressively sim-
plifying the vision encoder components in existing architectures. Our design process for
this architectural simplification is as follows:

Representation encoder-based architecture. First, we attempt to remove the VAE
model and only employ a pretrained representation encoder in the vision encoder. As
shown in Figure 12.1, this resonates a standard paradigm for vision-language modelling:
the representation encoder first encodes input images into visual tokens, which are then
combined with the text tokens in the LLM decoder for joint vision-language modelling.
Originally proposed in LLaVA [166], this paradigm has been verified and scaled up by
later works such as Qwen3-VL [14] and InternVL3.5 [269], and remains the most popular
framework for multimodal understanding. We refer to this intermediate design as Tuna-
R. Although our ultimate goal is to move beyond encoder-based architectures, we view
Tuna-R as an important intermediate step that enables a controlled comparison with
Tuna-2.

Encoder-free (non-encoder) architecture. Second, we consider a further simplified
architecture that removes the representation encoder entirely, which becomes our main
design for Tuna-2. As shown in Figure 12.1, this design replaces pretrained vision encoders
with simple patch embedding layers that convert images into visual tokens, which are then
processed jointly with text tokens by the LLM decoder. Similar encoder-free designs have
recently been explored in models such as Mono-InternVL [183] and NEO [63]. By removing
the pretrained representation encoder, this design avoids its built-in inductive biases, such
as fixed input resolutions and limited access to fine-grained low-level visual details. It also
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simplifies the model architecture into a single unified transformer. In Section 12.3, we
present a series of in-depth analyses comparing Tuna-2 with Tuna-R, and demonstrate
the effectiveness and scalability of Tuna-2.

Pixel-space image generation. Our VAE-free design allows us to directly perform
multimodal understanding and text generation using the LLM decoder and the language
modelling head. However, discarding the VAE also means that we can no longer adopt the
designs from existing UMMs and generation-only models that follow the latent diffusion ar-
chitecture. To effectively perform pixel-space image generation, we adopt the x-prediction
and v-loss paradigm from JiT [148] for pixel-space flow matching. Specifically, given the
source image x1, the sampled noise x0 ∼ N (0, I) and the timestamp t, we employ rectified
flow [173, 164] and its linear schedule to construct a noisy sample in pixel space:

xt = tx1 + (1− t)x0, t ∈ [0, 1]. (12.1)

Tuna-2 is then formulated to directly predict the clean image from the noisy image in
pixel space:

xθ = πθ(xt, c, t), (12.2)

where πθ is our unified model (vision-language backbone and flow matching head) and c
is the conditioning signals (text for text-to-image generation and text+image for image
editing). As suggested in JiT, while our model directly predicts xθ, we still transform it
into the velocity term vθ and regress vθ as our learning objective:

vθ =
xθ − xt

1− t
, (12.3)

Lflow = Et,c,x1,x0||vθ − v||22, (12.4)

where v is the ground truth velocity defined by v = x1 − x0. During inference, we employ
the Euler solver and predict the denoised image at t′ from the noisier image at t < t′ based
on the velocity term vθ, such that xt′ = xt + (t′ − t)vθ, where vθ is transformed from our
model prediction xθ, based on Equation 12.3.

12.2.2 Learning Robust Visual Representations via Masking

While removing the VAE simplifies our model architecture and enables fully end-to-end
unified multimodal training, it also shifts visual modelling from a compact latent space to
the much higher-dimensional pixel space. As a result, learning a unified visual represen-
tation becomes more challenging: the increased redundancy in pixel-space inputs makes it
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Visual Token Learnable Mask Token

Understanding: predict new text tokens

Text TokenNoisy Visual Token

Generation: predict full clean images

Input Image

Figure 12.3: Illustration of our proposed masking-based feature learning scheme. During
training, we use the learnable mask token to regularize multimodal understanding and
perform masked prediction for visual generation.

easier for the model to rely on superficial shortcuts, rather than learning visual cues that
are genuinely informative for both understanding and generation. To learn more robust
visual representations in pixel space, we introduce a masking-based visual feature learning
scheme. As shown in Figure 12.3, during training, we (optionally) randomly select a subset
of image patches according to a masking ratio and replace the masked visual tokens with
a learnable mask token before feeding them into the LLM decoder. The same masking
operation is applied to both generation and understanding examples, but plays different
roles in the two settings:

1. For generation examples, we let the model predict the clean image patches in both
the masked and the unmasked regions, such that (1) we create a harder denoising
problem for the model to predict clean images from partially observed noisy images;
and (2) it encourages the learnable mask token to absorb useful information for image
reconstruction conditioned on the visible context.

2. For understanding examples, our model predicts the ground truth text response based
on the masked visual input. In this case, masking serves as a regularization mech-
anism that forces the model to perform multimodal reasoning under partial visual
observation, leading to more robust visual representations.

Our masking-based feature learning scheme resembles masked modelling methods in visual
understanding and generation, such as MAE [97] and SigLIP 2 [253] for semantic learning
and MaskGIT [32] and DeTok [311] for visual generation. Empirically, we find that applying
masking leads to enhanced model performance during pretraining stages.
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12.2.3 Training Pipeline

Our encoder-free design enables fully end-to-end training of Tuna-2, without requiring
separate stages to train connector layers, which is a common design in encoder-based
modular approaches. As described below, our training pipeline consists of two stages, both
of which are carried out in a fully end-to-end manner:

Stage 1: full model pretraining. In the first stage, we aim to establish a strong
initialization for the flow matching head, and adapt pixel-space visual inputs for unified
multimodal understanding and generation. To achieve this, we train the full model jointly
on two tasks: image captioning and text-to-image generation.

Stage 2: supervised finetuning (SFT). Next, we perform supervised fine-tuning (SFT)
of the full model with a lower learning rate. We use datasets for image editing, image
instruction-following, and high-quality image generation. This step refines Tuna-2’s abil-
ities, boosting performance and generalization across various multimodal tasks.

For Tuna-R, which includes a connector layer between the representation encoder and
the LLM decoder, we add an extra alignment stage before Stage 1. In this stage, we
train only the connector layer for a short period using image captioning and text-to-image
generation data. As noted above, Tuna-2 does not require this additional stage because
of its encoder-free design.

12.3 Experiments

12.3.1 Experiment Setup

We employ Qwen2.5-7B-Instruct [211] as the LLM decoder and use a patch embedding
size of 16 for Tuna-2. For Stage 1 pretraining, we use 550M in-house image-text pairs,
consisting of 30% image captioning data for multimodal understanding and 70% text-to-
image generation data. In addition, we include text-only data from Nemotron [19], which
accounts for 20% of the total pretraining data. The full model is trained end-to-end for
300k steps on 64 nodes with the AdamW optimizer [182] and a learning rate of 1× 10−4.
We employ the proposed masking-based feature learning strategy during the final 40% of
pretraining, applying masking in 50% of training examples and randomly sampling the
masking ratio from 0% to 50%. For Stage 2 supervised finetuning, we use a curated SFT
corpus covering image instruction-following, image editing, and high-quality image genera-
tion. Specifically, for image instruction-following, we include 13M conversational examples

137



Table 12.1: Comparisons between Tuna-2 and baseline models on multimodal understand-
ing benchmarks. Results with model size greater than 13B are grayed. Bold: best results
among all UMMs. Underline: second-best among all UMMs.

Models Size
General Benchmarks Pixel-centric Benchmarks

GQA RealWorldQA MMVet MMMU MMVP SEED-Bench2+ AI2D ChartQA OCRBench V* CountBench VisuLogic

Understanding-only Models (LMMs)

LLaVA-1.5 [166] 7B 62.0 54.8 32.9 35.7 - - 55.5 17.8 31.8 - - -

Qwen-VL-Chat [13] 7B 57.5 49.3 47.3 37.0 - - 57.7 49.8 48.8 - - -

LLaVA-OV [141] 7B - 69.9 51.9 48.8 77.3 62.2 81.4 80.9 62.2 72.7 76.2 24.8

Qwen2.5-VL [15] 7B 60.7 69.9 61.7 58.6 78.0 70.5 82.7 83.0 83.7 71.2 74.1 20.0

Composite UMMs

TokenFlow-XL [210] 14B 62.5 56.6 - 43.2 - - - - - - - -

BLIP3-o [37] 4B - 60.4 - 46.6 - - - - - - - -

Tar [96] 7B 61.3 - - 39.0 74.3 46.2 - - - 41.4 64.2 24.3

X-Omni [80] 7B 62.8 62.6 - 47.2 - - 76.8 81.5 70.4 - - -

Native UMMs

BAGEL [59] 14B 66.4 72.8 67.2 55.3 85.0 71.9 89.2 78.5 73.3 70.2 82.5 41.7

Ming-UniVision [113] 16B 59.4 59.1 64.2 40.3 71.0 56.8 82.8 76.7 72.4 48.2 76.8 26.7

Harmon [293] 1.5B 58.9 49.8 - 38.9 61.7 41.6 57.0 29.8 11.2 41.9 67.0 25.1

JanusFlow [189] 1.3B 60.3 41.2 36.2 29.3 67.7 39.8 54.2 42.4 53.2 42.9 78.6 22.0

Emu3 [274] 8B 60.3 57.4 23.5 31.6 71.0 44.6 70.0 69.4 68.7 53.4 65.2 24.7

VILA-U [295] 7B 60.8 46.8 26.3 31.2 62.7 31.9 49.0 11.4 23.3 38.7 55.2 25.4

Janus-Pro [47] 7B 62.0 58.0 41.1 41.0 73.3 56.3 71.3 25.8 59.0 47.6 53.2 23.8

Show-o2 [300] 7B 63.1 64.7 39.6 48.9 76.7 61.3 78.6 52.3 32.4 44.5 63.5 26.9

OneCat [142] 9B 63.1 65.2 52.2 41.9 71.3 61.6 77.8 81.2 79.0 63.4 34.2 24.9

Tuna [180] 7B 63.9 66.1 42.9 49.8 70.7 52.7 79.3 85.8 74.3 52.4 73.5 22.4

Tuna-R 7B 63.5 67.9 46.7 51.1 74.7 58.4 79.4 85.6 78.3 57.6 77.8 26.2

Tuna-2 7B 65.0 67.7 51.7 50.7 77.3 61.1 79.6 85.6 79.7 59.2 81.7 28.8

from the open-source FineVision [283] dataset. For image editing, we use approximately
2M examples from OmniEdit [280]. This stage is trained for 50k steps with AdamW and
a learning rate of 2 × 10−5. For all training stages, we pad the input sequence length to
16k tokens per GPU.

For Tuna-R, we use the same Qwen2.5-7B-Instruct as the LLM decoder. We follow
Tuna and adopt SigLIP 2 So400M [253] as the representation encoder. For the connector-
alignment stage in Tuna-R, we train the model for 3k steps with AdamW and a learning
rate of 5× 10−4.

12.3.2 Main Results

Image understanding. We employ a comprehensive evaluation suite consisting of nine
VQA benchmarks, including GQA [114], RealWorldQA [296], MMVet [319], MMMU [322],
MMVP [249], SEED-Bench2+ [138], AI2D [126], ChartQA [191] and OCRBench [176], to
evaluate the image understanding capabilities for Tuna-2. As shown in Table 12.1, af-
ter removing the VAE model, both Tuna-R and Tuna-2 outperform Tuna and achieve
state-of-the-art results among all 7B-scale native UMMs, demonstrating the effectiveness
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Table 12.2: Image generation results on GenEval and DPG-Bench. “Col. Attr.” means
“Color Attribute”. † refers to methods using LLM rewriters in GenEval. Bold: best results
among native UMMs. Underline: second-best.

Models Size
GenEval DPG-Bench

1-Obj. 2-Obj.CountColorsPositionCol. Attr.Overall GlobalEntityAttributeRelationOtherOverall

Generation-only Models
SD3-M [66] 2B 0.99 0.94 0.72 0.89 0.33 0.60 0.74 87.90 91.01 89.96 80.70 88.68 84.08
FLUX.1 [dev]† [17] 12B 0.98 0.93 0.75 0.93 0.68 0.65 0.82 82.10 89.50 88.70 91.10 89.40 84.00
LongCat-Image [246] 6B 0.99 0.98 0.86 0.86 0.75 0.73 0.87 89.10 92.54 92.00 93.28 87.50 86.80
Qwen-Image [286] 20B 0.99 0.92 0.89 0.88 0.76 0.77 0.87 91.32 91.56 92.02 94.31 92.73 88.32
Seedream 3.0 [76] - 0.99 0.96 0.91 0.93 0.47 0.80 0.84 94.31 92.65 91.36 92.78 88.24 88.27
Z-Image-Turbo [26] 6B 1.00 0.95 0.77 0.89 0.65 0.68 0.82 91.29 89.59 90.14 92.16 88.68 84.86

Composite UMMs
Tar [96] 7B 0.99 0.92 0.83 0.85 0.80 0.65 0.84 83.98 88.62 88.05 93.98 84.86 84.19
BLIP3-o [37] 8B - - - - - - 0.84 - - - - - 81.60
UniWorld-V1† [159] 12B 0.98 0.93 0.81 0.89 0.74 0.71 0.84 83.64 88.39 88.44 89.27 87.22 81.38
OmniGen2† [288] 7B 0.99 0.96 0.74 0.98 0.71 0.75 0.86 88.81 88.83 90.18 89.37 90.27 83.57

Native UMMs
MUSE-VL [302] 7B - - - - - - 0.57 - - - - - -
Transfusion [342] 7B - - - - - - 0.63 - - - - - -
Emu3 [274] 8B - - - - - - 0.66 - - - - - 81.60
Show-o2 [300] 7B 1.00 0.87 0.58 0.92 0.52 0.62 0.76 89.00 91.78 89.96 91.81 91.64 86.14
Janus-Pro [47] 7B 0.99 0.89 0.59 0.90 0.79 0.66 0.80 86.90 88.90 89.40 89.32 89.48 84.19
HBridge† [272] 7B 1.00 0.96 0.80 0.94 0.77 0.78 0.87 91.78 91.82 90.23 90.06 88.42 85.23
Ming-UniVision [113] 16B 1.00 0.93 0.59 0.93 0.92 0.70 0.85 - - - - - 82.12
BAGEL† [59] 14B 0.98 0.95 0.84 0.95 0.78 0.77 0.88 88.94 90.37 91.29 90.82 88.67 85.07
Mogao [157] 7B 1.00 0.97 0.83 0.93 0.84 0.80 0.89 82.37 90.03 88.26 93.18 85.40 84.33
Tuna [180] 7B 1.00 0.97 0.81 0.91 0.88 0.83 0.90 90.42 91.68 90.94 91.87 90.73 86.76
Tuna-R 7B 1.00 0.95 0.82 0.89 0.86 0.79 0.88 86.00 91.80 91.03 93.48 84.89 86.35
Tuna-2 7B 0.99 0.96 0.80 0.91 0.84 0.76 0.87 89.50 91.40 92.07 91.91 88.81 86.54

of our pixel-space unified representations. Notably, Tuna-2 outperforms Tuna-R even
after replacing the representation encoder with the simple patchify layer. This may in-
dicate that large-scale joint training of a unified, monolithic architecture achieves better
understanding performance than relying on the inductive bias in the pretrained represen-
tation encoders in the modular setting. We show more analysis comparing Tuna-R and
Tuna-2 in Section 12.3.5.

To further understand the benefit of our pixel-space unified models, we include several
pixel-centric benchmarks that focus heavily on visual reasoning over fine-grained visual
details (e.g. recognizing very small objects in high-resolution images). These benchmarks
include V* [292], CountBench [204] and VisuLogic [308]. As shown in Table 12.1, both
Tuna-R and Tuna-2 outperform latent-space UMMs (e.g. Show-o2, Tuna, etc.) across
all benchmarks, indicating the necessity of pixel-space visual representations when reason-
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Table 12.3: Evaluation results un-
der GPT-5.4 and Claude Opus 4.7.
Quality measures image realism and
fine-grained detail richness, while
Diversity measures variation among
images generated from the same
prompt. Bold denotes the best
result and underlining denotes the
second-best.

GPT-5.4 Claude Opus 4.7

Models Quality Diversity Quality Diversity

Tuna 22.3% 20.6% 28.1% 28.2%

Tuna-R 35.7% 30.9% 37.2% 29.9%

Tuna-2 32.1% 48.4% 34.8% 41.9%

Table 12.4: Image editing results on ImgEdit. Bold
denotes the best result among unified models and
underlining denotes the second-best.

Models Add Adj. Ext. Rep. Rm. Bg. Sty. Hyb. Act. Total

Generation-only Models

FLUX.1 4.25 4.15 2.35 4.56 3.57 4.26 4.57 3.68 4.63 4.00

Qwen-Image 4.38 4.16 3.43 4.66 4.14 4.38 4.81 3.82 4.69 4.27

Unified Models

OmniGen 3.47 3.04 1.71 2.94 2.43 3.21 4.19 2.24 3.38 2.96

BAGEL 3.56 3.31 1.70 3.30 2.62 3.24 4.49 2.38 4.17 3.20

UniWorld 3.82 3.64 2.27 3.47 3.24 2.99 4.21 2.96 2.74 3.26

OmniGen2 3.57 3.06 1.77 3.74 3.20 3.57 4.81 2.52 4.68 3.44

GPT-Image 4.61 4.33 2.90 4.35 3.66 4.57 4.93 3.96 4.89 4.20

Tuna 4.43 4.48 2.46 4.65 4.55 4.52 4.69 4.22 4.76 4.31

Tuna-R 4.46 4.27 2.38 4.61 4.48 4.44 4.54 4.06 4.43 4.18

Tuna-2 4.34 4.13 2.22 4.53 4.42 4.36 4.58 3.91 4.28 4.09

ing over fine-grained visual details.

Image generation. We evaluate the image generation performance of Tuna-2 on GenEval [83]
and DPG-Bench [110]. As shown in Table 12.2, both Tuna-R and Tuna-2 achieve state-
of-the-art results on these benchmarks and perform competitively with contemporary ap-
proaches such as BAGEL, Mogao, and Tuna. Between the two variants, Tuna-R consis-
tently performs slightly better than Tuna-2, suggesting that the semantic prior introduced
by the representation encoder helps our method learn a stronger image generation model.
Overall, these results show that even without a VAE and while performing image gen-
eration entirely in pixel space, Tuna-2 remains competitive with recent state-of-the-art
unified models, highlighting the effectiveness and scalability of our pixel-space generation
design.

Since existing image generation benchmarks such as GenEval mainly evaluate text-
image alignment and the model’s world knowledge, we further adopt an LLM-judge-based
evaluation to assess the quality and diversity of images generated by Tuna-2, Tuna-R,
and Tuna. Specifically, we sample 1.5K text prompts and ask each model to generate
four images per prompt. We then use GPT-5.4 [201] and Claude Opus 4.7 [7] as judges to
select the best model among the three for each prompt based on the quality and diversity
of the generated images, where quality mainly refers to realism and fine-grained detail and
texture fidelity, while diversity measures the extent to which the four generated images
exhibit distinct visual variations under the same prompt. The results are reported in
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Table 12.5: Image reconstruction
performance for different visual to-
kenizers.
Tokenizer Res. rFID↓ PSNR↑ SSIM↑
Specialized tokenizers

SD-VAE 256 1.06 28.62 0.86

GigaTok 256 0.51 21.32 0.69

VA-VAE 256 0.26 28.59 0.80

DC-AE 512 0.22 26.15 0.71

MAE-Tok 512 0.62 – –

TexTok 512 0.73 24.45 0.66

FLUX.1[dev]-VAE† 512 0.06 33.65 0.93

Unified tokenizers

UniTok 256 0.38 – –

TokenFlow 384 0.63 22.77 0.73

X-Omni† 512 8.30 15.66 0.38

MingTok† 512 0.53 23.49 0.61

RAE 256 0.61 19.20 0.44

PS-VAE 256 0.20 28.79 0.82

Tuna-R 512 0.12 32.22 0.93

Tuna-2 512 0.15 32.80 0.93

Flux-VAEOriginal Tuna-R Tuna-2RAE

Figure 12.4: Qualitative results for different visual
tokenizers.

Table 12.3. We find that under both LLM judges, Tuna-2 achieves competitive image
generation quality, performing comparably to Tuna-R and better than Tuna, while being
significantly preferred in terms of diversity. These results demonstrate that our encoder-
free design is highly effective and enables Tuna-2 to generate both high quality and diverse
images.

Image editing. We further evaluate the image editing capability of Tuna-2 on ImgEdit
[316]. As shown in Table 12.4, Tuna-2 achieves strong editing performance among unified
models, outperforming earlier baselines such as OmniGen [298], BAGEL [59], UniWorld
[159], and OmniGen2 [288]. While being slightly behind Tuna and Tuna-R, Tuna-
2 remains competitive with strong generation-only and unified editing systems, despite
performing editing directly in pixel space without relying on vision encoders. These
results suggest that our pixel-space unified modelling framework can effectively support
instruction-guided image editing, while the small gap between Tuna-2 and encoder-based
variants indicates that pretrained visual priors may still provide benefits for fine-grained
editing fidelity.

Image reconstruction. To further investigate the image generation capability of Tuna-
2, we examine whether the model can faithfully reconstruct an input image from its corre-
sponding pixel-space visual representations. To this end, we perform lightweight finetun-
ing on an image reconstruction task and evaluate reconstruction quality on the ImageNet
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Figure 12.5: Comparison of the image generation (MSE) and language modelling (CE) loss
curves based on different understanding-generation data ratios during model training.

validation set [60]. As shown in Table 12.5, both Tuna-R and Tuna-2 achieve strong
reconstruction performance, ranking first among unified tokenizers and approaching spe-
cialized image tokenizers such as the VAE model in FLUX.1 [dev] [17]. Figure 12.4 further
shows that our models produce substantially better reconstructions than other non-KL-
regularized VAE approaches such as RAE [340]. These results indicate that our pixel-space
unified visual representation can support strong image reconstruction and generation qual-
ity even without relying on VAE models.
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Table 12.6: Ablation study results for Tuna-R and Tuna-2, with or without our proposed
masking-based feature learning scheme during pretraining.

Models OCRBench MMVP CountBench GenEval

Tuna 56.9 54.0 55.6 57.2

Tuna-R w/o Masking 58.3 56.7 57.2 55.7

Tuna-R w/ Masking 59.2 58.0 58.2 56.0

Tuna-2 w/o Masking 55.4 52.3 53.4 47.6

Tuna-2 w/ Masking 56.8 55.7 57.6 48.2

12.3.3 Ablation: Model Training Dynamics

To better understand the learning dynamics of our joint multimodal training paradigm, we
conduct a series of pretraining ablation studies on both Tuna-R and Tuna-2 by varying
the sampling ratio between generation and understanding data. We use the notation
xgyu (e.g., 8g2u) to represent a generation-to-understanding sampling ratio of x : y. As
shown in Figure 12.5, increasing the proportion of either generation or understanding data
consistently reduces its corresponding training loss, namely MSE for flow matching and
cross entropy loss (CE) for language modelling. Notably, the MSE loss is more sensitive
to changes in the sampling ratio, while the CE loss varies within a relatively smaller range
across different ratios. This suggests that both tasks benefit from scaling up the amount
of their corresponding training data, with the generation objective being more affected by
the data mixture. We also observe that a generation-to-understanding ratio of 7 : 3 (7g3u)
achieves the best trade-off between the two objectives, yielding a strong balance between
generation and understanding performance. We therefore adopt this data sampling ratio
in all experiments.

12.3.4 Ablation: Masking-based Feature Learning

To verify the effectiveness of our proposed masking-based feature learning strategy, we
conduct controlled experiments on both Tuna-R and Tuna-2 using the smaller Qwen-
2.5-Instruct-1.5B backbone. Since we expect this strategy to serve as a representation
enhancement strategy after the model has acquired basic multimodal knowledge, we do not
apply this objective from the beginning of pretraining. Instead, we first train all models
for 50k steps; We then split each model variant into two groups: one continues standard
pretraining, while the other continues pretraining with the masking-based feature learning
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Figure 12.6: Model accuracy curves with respect to training dataset size (measured by the
number of tokens consumed by the model) for Tuna-R and Tuna-2.

objective applied with a probability of 50%. Both groups are further trained for another
50k steps. As shown in Table 12.6, this strategy consistently improves performance on both
understanding and generation benchmarks for both model variants. We further observe
that Tuna-2 benefits more from masked training than Tuna-R. We hypothesize that
this difference is related to the SigLIP 2 representation encoder used in Tuna-R, since
SigLIP 2 itself is pretrained with a similar masked prediction objective. In addition, the
results suggest that compressing images into the VAE latent space before visual encoding
(Tuna) can introduce certain information loss for visual understanding, compared with
directly encoding pixel-level inputs through the vision encoder (Tuna-R). Based on these
findings, we apply the masking-based feature learning strategy during the final 40% of
pretraining, encouraging more robust visual representation learning for both multimodal
understanding and generation.

12.3.5 Analysis: Tuna-R vs. Tuna-2

Our experimental results in Section 12.3.2 reveal two interesting findings: First, with-
out vision encoders, Tuna-2 outperforms Tuna-R on most image understanding bench-
marks. Second, Tuna-R achieves similar or slightly stronger performance than Tuna-2
on generation tasks. To better understand these trends, we plot the performance curves
of both models on understanding and generation benchmarks as the training data scale
increases. As shown in Figure 12.6, on the three understanding benchmarks (OCRBench
[176], MMVP [249] and V* [292]), Tuna-R actually outperforms Tuna-2 during the early
stage of the training. We believe this advantage comes from the pretrained representation
encoder in Tuna-R, whose rich semantic priors help the model acquire multimodal under-
standing capabilities more quickly at the beginning of training. Nevertheless, Tuna-2 later
catches up and eventually surpasses Tuna-R. This suggests that the monolithic, encoder-
free design of Tuna-2 may be better suited to benefit from large-scale unified multimodal
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Input Tuna Tuna-R Tuna-2

“What in the picture is shining?”

“What is the purple object?”

“In a heated football match, players are sprinting, passing, and shooting the ball as the crowd roars with excitement. The player strikes with force, 
kicking something flying through the air. What object did he kick away?”

“Anna loves kittens. She decided to go to a cat cafe to see them. As shown in the picture, what animal did she see when she opened the door?”

Penguin-VL-8BLLaVA-OV-1.5-8B Qwen2.5-VL-7B

Figure 12.7: Attention map visualization for Tuna-R, Tuna-2 and other baseline models.
Red area denotes high attention scores and Blue area denotes low attention scores.

pretraining, enabling it to develop stronger multimodal understanding capabilities.

For generation evaluation on GenEval [83], we observe that Tuna-R consistently out-
performs Tuna-2 throughout the entire training process. This suggests that the semantic
priors provided by the representation encoder play an important role in improving genera-
tion performance, which is consistent with prior findings from REPA [318] and Tuna [180].
However, this trend gradually weakens as the training data scale increases. As shown in
the figure, the two model variants achieve nearly identical performance after SFT. Overall,
compared with latent-space generation, both Tuna-R and Tuna-2’s pixel-space genera-
tion paradigm achieves competitive performances.
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12.3.6 Analysis: Attention Map Visualizations

To qualitatively analyze and compare the cross-modal alignment capabilities learned by
different models, we visualize the attention maps of selected keywords in the input prompt
with respect to the input image. We focus on the Tuna model family, including Tuna,
Tuna-R, and Tuna-2, and compare them with representative encoder-based open-source
LMMs, including models with ViT-based encoders, such as LLaVA-OneVision-1.5 [6] and
Qwen2.5-VL [15], as well as models with LLM-based encoders, such as Penguin-VL [328].
The results are shown in Figure 12.7.

Our first observation is that Tuna-2 exhibits more accurate vision-language alignment
in basic perception scenarios. For example, in the “shining window” case, Tuna-2 consis-
tently highlights the regions that are semantically associated with “shining”, while other
models tend to provide only coarse or incomplete localization. In the “purple object” case,
the attention activations of Tuna-2 are well aligned with the target object, whereas other
methods often show dispersed attention or spurious activations in irrelevant regions.

We further construct examples with misleading linguistic contexts to evaluate whether
models overly rely on language priors. For example, in the “dog cafe” case, the prompt
suggests a cat cafe scenario, whereas the actual animals in the image are dogs. Some
models tend to rely on textual cues within the image (e.g. “dog cafe” sign) instead of the
actual visual subjects. In contrast, Tuna-2 places its attention on the truly relevant vi-
sual regions, demonstrating more robust cross-modal alignment under misleading linguistic
contexts.

In the more challenging counterintuitive “football match” case, we introduce both
strong linguistic priors and salient visual distractors. Specifically, the prompt contains
strong football-related cues, such as “football match”, “players”, and “kicking”. The im-
age also includes a large and visually salient football as a distractor. However, the actual
object being kicked by the player is a glass cup. Most models are easily misled by either
the textual prior or the salient distractor and therefore attend to incorrect regions. In
contrast, Tuna-2 accurately localizes the key object that is consistent with the question
semantics, showing stronger robustness in such counterintuitive settings.

Overall, as an encoder-free native multimodal architecture, Tuna-2 produces more
accurate and stable attention distributions across all cases. These results suggest that
Tuna-2 learns more reliable visual representations, leading to more consistent cross-modal
alignment and better robustness to misleading language priors and visual distractors.
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12.4 Conclusion

We introduced Tuna-2, a family of native unified multimodal models that perform mul-
timodal understanding and visual generation directly in pixel space, without relying on
VAE encoders or latent diffusion. By combining a unified vision-language backbone with
a pixel-space flow matching head, Tuna-2 supports image understanding, text-to-image
generation, and image editing within a single framework. We further instantiated Tuna-2
with both a representation encoder-based variant and an encoder-free monolithic variant,
and showed that both designs achieve strong performance across multimodal understanding
and generation benchmarks. Our experiments demonstrate that Tuna-2 surpasses prior
latent-space unified models such as Tuna and Show-o2 on fine-grained visual understand-
ing benchmarks while remaining competitive with state-of-the-art unified models on image
generation. Overall, these results highlight the effectiveness and scalability of pixel-space
unified multimodal modelling and suggest a promising direction for future native UMMs.
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Chapter 13

Conclusion and Future Work

This thesis started from the observation that today’s visual foundation models, despite their
remarkable capabilities, still operate on fragments of visual experience: a short caption, a
single image, a few seconds of video. People, by contrast, perceive and create within visual
worlds that persist over time, extend across long horizons, and are simultaneously read
through perception and written through creation. I argued that this gap is not primarily
a question of scale but of interface: what a model is allowed to take in, and what it is
allowed to produce. Accordingly, the thesis set out to widen that interface along three
axes, namely control, horizon, and modality, and developed a concrete system for each.

13.1 Summary of Contributions

Control: generating coherent visual worlds from sparse observations. Part I
broadened the conditioning signals that a generative model can faithfully follow beyond
simple text prompts. In Chapter 4, I presented ConsistI2V, an image-to-video diffusion
model that converts a pretrained text-to-image backbone into a video generator, condi-
tioned on both text prompts and input first frames. It introduces two mechanisms to
enforce faithful image conditioning and prompt following. First, fine-grained spatiotem-
poral first-frame conditioning ties appearance, identity, and layout to the input frame
while still allowing motion progresses in the video. Second, FrameInit introduces a layout-
guided noise initialization scheme applied at inference time, injects the low-frequency com-
ponent of the first frame into the initial noise to narrow the train-test gap and stabilize
long-range generation. Trained only on public data and initialized from a text-to-image
model, ConsistI2V outperformed strong image-to-video baselines on automatic metrics
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and ranked first in human evaluation of appearance and motion consistency. Chapter 5
then showed that this image-to-video generator is more than a single-task model. AnyV2V
recasts a broad family of video-to-video editing problems, including prompt-based edit-
ing, reference-based style transfer, subject-driven editing, and identity manipulation, as
first-frame-conditioned generation: an off-the-shelf image editor first performs the edit
spatially, the image-to-video model then propagates the edit temporally under structural
and motion guidance from the source video. By decoupling what to change from how it
moves, AnyV2V supports various video editing tasks without any task-specific training,
and widens the conditioning interface from text and images to full videos.

Horizon: understanding visual worlds over long time spans. Part II extended
the amount of continuous visual history a model can process, and treated architecture,
data, and evaluation as three parts of one problem. Chapter 7 presented Vamba, which
attacks the quadratic cost of causal self-attention in video LMMs by changing how video
tokens are processed within the decoder layers. Vamba decomposes the expensive causal
self-attention into cross-attention and linear-time Mamba-2 blocks, where the short text
sequence attends to the full set of video tokens using cross-attention and the Mamba-2
blocks update the video tokens. This resulting in Vamba encoding over 1,024 frames on
a single GPU, roughly four times the context of comparable transformer-based models,
while outperforming prior efficient video LMMs on various video understanding bench-
marks. Chapter 8 argues that efficient architectures alone are not enough and addressed
the scarcity of training data with VISTA, a spatiotemporal augmentation framework that
synthesizes long-duration and high-resolution instruction data by combining existing short
video-caption pairs along the temporal and spatial dimensions. The resulting VISTA-400K
dataset improved three different video LMMs by an average of 3.3% on four long video
benchmarks and 6.5% on HRVideoBench. Chapter 9 then questioned whether existing
benchmarks measure what they claim to. My analysis showed that multiple-choice long
video benchmarks are systematically inflated by option-based shortcuts and by questions
answerable from prior knowledge alone. VideoEval-Pro replaces them with filtered, open-
ended questions, and demonstrates that across 21 proprietary and open-source models,
the strongest model only reached 40.8% accuracy, which is far beyond perfect. Critically,
unlike saturating multiple-choice benchmarks, accuracy on VideoEval-Pro keeps rising as
more frames are provided, which is exactly the behaviour a faithful measure of long-horizon
understanding should exhibit.

Modality: unifying understanding and generation in one model. Part III focuses
on closing the separation between models that understand visual content and models that
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generate it. Chapter 11 presented Tuna, a native unified multimodal model built around
a unified continuous visual representation obtained by cascading a VAE encoder with a
representation encoder, so that one feature space carries both the low-level structure that
generation needs and the semantics that understanding needs. A single language model
decoder then performs autoregressive next-token prediction for multimodal understanding
and flow-matching denoising for visual generation, covering tasks such as image and video
understanding, image and video generation, and image editing in one model. Tuna sur-
passed prior unified models built on decoupled representations and remained competitive
with specialized understanding-only and generation-only systems. Its most important re-
sult is not any single score but the ablation showing mutual enhancement : with a shared
representation, joint training on understanding and generation outperforms training either
capability alone, which is precisely the synergy that decoupled designs forfeit. Chapter 12
further pushed the model architecture of native unified multimodal models to a minimalist
design: Tuna-2 removes the pretrained vision encoders altogether, including the VAE,
and operates directly on pixel embeddings produced by simple patch embedding layers.
Tuna-2 demonstrates that the encoder-free design matched its encoder-based counter-
part on generation while consistently outperforming it on understanding, especially on
perception-intensive, fine-grained visual tasks. This suggests that pretrained visual en-
coders, while being treated as indispensable for a very long time, may in fact constrain
what end-to-end multimodal pretraining can learn, and a unified visual representation
space produced by simple patch embeddings may be a possible solution to unified models.

13.2 Future Directions

Closing the loop between the three axes. The most direct continuation of this thesis
is a model that can read and write within the same long visual world. Such a system would
ingest long videos with the efficiency of Vamba, represent them using the shared visual
representation of Tuna, and generate continuations, edits, or entirely new segments con-
ditioned on the accumulated visual history. Achieving this requires generation to become
history-aware in a way that current clip-level generators are not: a newly generated video
clip should preserve the identities, spatial relationships, and events established throughout
the preceding history. The first-frame conditioning studied in Chapter 4 can be viewed as
the shortest-horizon instance of this idea, and generalizing from a single key frame to an
entire video history is, in my view, a central open problem for visual world models [24, 177].
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Persistent memory for world models. Long-horizon generation faces the same quadratic
complexity barrier that motivated Vamba, and similar architectural solutions may apply.
Linear-time and hybrid sequence models are therefore promising directions for visual gen-
eration, as they could allow a model to condition on thousands of previously generated
frames rather than relying on a short sliding window. Purely recurrent sequence models,
however, provides only a lossy summary of the history. This makes hybrid memory archi-
tectures particularly compelling: a compressive state could capture the overall evolution
of a scene, while an explicit, retrievable memory could preserve entities and events that
must remain precisely consistent. This memory challenge is shared by both understanding
and generation, providing another motivation to address it within a unified model rather
than solving it independently for each capability.

Data and evaluation for unified models. The lessons of Chapters 8 and 9 transfer
directly to unified models, where both training data and evaluation benchmarks remain
largely underexplored. On the data side, unified models currently lack interleaved un-
derstanding and generation data that span long temporal horizons, and synthesizing such
supervision from existing datasets, rather than collecting it at prohibitive cost, is a promis-
ing direction. On the evaluation side, current assessments of unified models largely reuse
understanding-only and generation-only benchmarks, which measure the two capabilities
in isolation and therefore reveal little about whether unification itself is effective. Existing
benchmarks rarely target interleaved settings in which a model must alternate between
understanding and generating visual content within a single task, such as generating an
image, inspecting its own output, and revising it accordingly. Without such measurements,
it will remain difficult to determine whether unified models are genuinely integrating un-
derstanding and generation, or simply becoming better at each capability independently.

From visual worlds to actionable worlds. Finally, the visual worlds studied in this
thesis are observed and generated, but not acted upon. Extending foundation models
with action conditioning, real-time and streaming operation, and grounding in physical
dynamics could transform a video generator into an interactive simulator that an agent or
robot can query, explore, and plan within. This direction inherits the full agenda devel-
oped above, since an interactive world model must be controllable, remain consistent over
long horizons, and both perceive and synthesize visual content. Such models could enable
important applications across domains including physical AI, by providing simulated envi-
ronments for training robots and autonomous vehicles; entertainment, through interactive
gaming and virtual worlds; and scientific simulation, where learned world models could
support the exploration and prediction of complex dynamic systems.
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13.3 Closing Remarks

The gap between a model that captions an image and one that can understand and gen-
erate a coherent visual world cannot be closed in a single step. It requires progress along
several different directions. This thesis advances three of them: enabling generative mod-
els to follow rich conditioning signals faithfully; scaling visual understanding to hours-long
videos while developing the data and evaluation methods needed to measure that progress
reliably; and building a shared representation that supports both understanding and gen-
eration. The specific systems presented in this thesis will inevitably be surpassed as the
field continues to develop. What may prove more lasting is the perspective behind them:
visual foundation models are limited not only by their scale, but also by the narrow ways
in which they interact with the visual world. The evidence presented in this thesis sug-
gests that carefully broadening these interactions is essential for moving visual foundation
models beyond processing isolated fragments and toward modelling coherent worlds.
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[69] Miquel Farré, Andi Marafioti, Lewis Tunstall, Leandro Von Werra, and Thomas Wolf.
Finevideo. https://huggingface.co/datasets/HuggingFaceFV/finevideo, 2024.

[70] Jiajun Fei, Dian Li, Zhidong Deng, Zekun Wang, Gang Liu, and Hui Wang. Video-
ccam: Enhancing video-language understanding with causal cross-attention masks
for short and long videos. arXiv preprint arXiv:2408.14023, 2024.

[71] Kaituo Feng, Kaixiong Gong, Bohao Li, Zonghao Guo, Yibing Wang, Tianshuo Peng,
Benyou Wang, and Xiangyu Yue. Video-r1: Reinforcing video reasoning in mllms.
arXiv preprint arXiv:2503.21776, 2025.

[72] Gereon Fox, Ayush Tewari, Mohamed Elgharib, and Christian Theobalt. Stylev-
ideogan: A temporal generative model using a pretrained stylegan. arXiv preprint
arXiv:2107.07224, 2021.

[73] Chaoyou Fu, Peixian Chen, Yunhang Shen, Yulei Qin, Mengdan Zhang, Xu Lin,
Jinrui Yang, Xiawu Zheng, Ke Li, Xing Sun, Yunsheng Wu, Rongrong Ji, Caifeng
Shan, and Ran He. Mme: A comprehensive evaluation benchmark for multimodal
large language models, 2025.

[74] Chaoyou Fu, Yuhan Dai, Yongdong Luo, Lei Li, Shuhuai Ren, Renrui Zhang, Zihan
Wang, Chenyu Zhou, Yunhang Shen, Mengdan Zhang, et al. Video-mme: The first-
ever comprehensive evaluation benchmark of multi-modal llms in video analysis.
arXiv preprint arXiv:2405.21075, 2024.

[75] Chaoyou Fu, Yuhan Dai, Yongdong Luo, Lei Li, Shuhuai Ren, Renrui Zhang, Zihan
Wang, Chenyu Zhou, Yunhang Shen, Mengdan Zhang, et al. Video-mme: The first-
ever comprehensive evaluation benchmark of multi-modal llms in video analysis.
In Proceedings of the Computer Vision and Pattern Recognition Conference, pages
24108–24118, 2025.

[76] Yu Gao, Lixue Gong, Qiushan Guo, Xiaoxia Hou, Zhichao Lai, Fanshi Li, Liang Li,
Xiaochen Lian, Chao Liao, Liyang Liu, et al. Seedream 3.0 technical report. arXiv
preprint arXiv:2504.11346, 2025.

[77] Leon A. Gatys, Alexander S. Ecker, and Matthias Bethge. A neural algorithm of
artistic style. CoRR, abs/1508.06576, 2015.

[78] Songwei Ge, Thomas Hayes, Harry Yang, Xi Yin, Guan Pang, David Jacobs, Jia-Bin
Huang, and Devi Parikh. Long video generation with time-agnostic vqgan and time-
sensitive transformer. In European Conference on Computer Vision, pages 102–118.
Springer, 2022.

161

https://huggingface.co/datasets/HuggingFaceFV/finevideo


[79] Songwei Ge, Seungjun Nah, Guilin Liu, Tyler Poon, Andrew Tao, Bryan Catanzaro,
David Jacobs, Jia-Bin Huang, Ming-Yu Liu, and Yogesh Balaji. Preserve your own
correlation: A noise prior for video diffusion models. In Proceedings of the IEEE/CVF
International Conference on Computer Vision, pages 22930–22941, 2023.

[80] Zigang Geng, Yibing Wang, Yeyao Ma, Chen Li, Yongming Rao, Shuyang Gu, Zhao
Zhong, Qinglin Lu, Han Hu, Xiaosong Zhang, et al. X-omni: Reinforcement learning
makes discrete autoregressive image generative models great again. arXiv preprint
arXiv:2507.22058, 2025.

[81] Michal Geyer, Omer Bar-Tal, Shai Bagon, and Tali Dekel. Tokenflow: Consistent
diffusion features for consistent video editing. arXiv preprint arxiv:2307.10373, 2023.

[82] Golnaz Ghiasi, Honglak Lee, Manjunath Kudlur, Vincent Dumoulin, and Jonathon
Shlens. Exploring the structure of a real-time, arbitrary neural artistic stylization
network. CoRR, abs/1705.06830, 2017.

[83] Dhruba Ghosh, Hannaneh Hajishirzi, and Ludwig Schmidt. Geneval: An object-
focused framework for evaluating text-to-image alignment. Advances in Neural In-
formation Processing Systems, 36:52132–52152, 2023.

[84] Rohit Girdhar, Mannat Singh, Andrew Brown, Quentin Duval, Samaneh Azadi,
Sai Saketh Rambhatla, Akbar Shah, Xi Yin, Devi Parikh, and Ishan Misra. Emu
video: Factorizing text-to-video generation by explicit image conditioning. arXiv
preprint arXiv:2311.10709, 2023.

[85] Paolo Glorioso, Quentin Anthony, Yury Tokpanov, James Whittington, Jonathan
Pilault, Adam Ibrahim, and Beren Millidge. Zamba: A compact 7b ssm hybrid
model. arXiv preprint arXiv:2405.16712, 2024.

[86] Ian J Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley,
Sherjil Ozair, Aaron Courville, and Yoshua Bengio. Generative adversarial nets.
Advances in neural information processing systems, 27, 2014.

[87] Raghav Goyal, Samira Ebrahimi Kahou, Vincent Michalski, Joanna Materzynska,
Susanne Westphal, Heuna Kim, Valentin Haenel, Ingo Fruend, Peter Yianilos, Moritz
Mueller-Freitag, et al. The” something something” video database for learning and
evaluating visual common sense. In Proceedings of the IEEE international conference
on computer vision, pages 5842–5850, 2017.

162



[88] Aaron Grattafiori, Abhimanyu Dubey, Abhinav Jauhri, Abhinav Pandey, Abhishek
Kadian, Ahmad Al-Dahle, Aiesha Letman, Akhil Mathur, Alan Schelten, Alex
Vaughan, et al. The llama 3 herd of models. arXiv preprint arXiv:2407.21783,
2024.

[89] Albert Gu and Tri Dao. Mamba: Linear-time sequence modeling with selective state
spaces. arXiv preprint arXiv:2312.00752, 2023.

[90] Albert Gu, Tri Dao, Stefano Ermon, Atri Rudra, and Christopher Ré. Hippo: Re-
current memory with optimal polynomial projections. In Advances in Neural Infor-
mation Processing Systems, volume 33, pages 1474–1487, 2020.

[91] Albert Gu, Karan Goel, and Christopher Ré. Efficiently modeling long sequences with
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