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Abstract

Di usion models (DMs) memorize training images and can reproduce near-duplicates dur-
ing generation. Current detection methods identify verbatim memorization but fail to
capture two critical aspects: quantifying partial memorization occurring in small im-
age regions, and memorization patterns beyond speci ¢ prompt-image pairs. To address
these limitations, we propose Foreground Background MemorizatiofrB-Mem), a novel
segmentation-based metric that classi es and quanti es memorized regions within gener-
ated images. Our method reveals that memorization is more pervasive than previously
understood: (1) individual generations from single prompts may be linked to clusters of
similar training images, revealing complex memorization patterns that extend beyond one-
to-one correspondences; and (2) existing model-level mitigation methods, such as neuron
deactivation and pruning, fail to eliminate local memorization, which persists particularly
in foreground regions. Our work establishes an e ective framework for measuring memo-
rization in di usion models, demonstrates the inadequacy of current mitigation approaches,
and proposes a stronger mitigation method using a clustering approach.
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Chapter 1

Introduction

Figure 1.1: Examples of dierent types of memorization under our FB-Mem

evaluation. We extract the foreground and background of the memorized images and
generated images, and classify memorization using Algorithm 1 to: Verbatim Memoriza-
tion (column 1-3), Foreground Memorization (column 4-6), and Background Memorization

(column 7-9).

Di usion models (DMs) [79, 82, 83] and their text-to-image derivatives (e.g., Latent
Di usion [65], DALL-E [63]) have emerged as powerful generative frameworks, achieving
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remarkable success in producing high- delity images. Trained predominantly on large-scale
datasets scraped from the Internet, such as LAION-5B [69], these models often inherit both
the richness and the risks associated with such data sources. A growing concern among
researchers and practitioners is the potential for DMs to memorize and inadvertently re-
produce portions of their training data raising serious privacy, ethical, and legal issues
[11, 80, 81]. These issues become particularly problematic when reproduced content in-
cludes copyrighted materials or sensitive personal information without explicit consent or
safeguards.

Existing detection methods (e.g., [10, 80, 92]) can accurately identify exact duplica-
tions using metrics like SSCD scores [61] or CLIP scores [62]. While [90] and [18] have
identi ed template memorization and local memorization respectively to detect partial
memorization, it remains unclear how to quantify or measure the potential harm of such
memorization. For instance, memorizing a color palette in the background of an image
poses signi cantly less risk than memorizing a copyrighted object or identi able feature.

In this work, we argue that inexact memorization detection should be more ne-grained
to better assess the severity of partial memorization. Speci cally, we propose Foreground
Background Memorization £B-Mem), a novel segmentation-based metric that classi es
and quanties memorized content across di erent regions of generated images. Given
two images, FB-Mem applies segmentation maps [101] to di erentiate foreground and
background regions, compares each component using a pixel-wise image similarity metric
and classi es the memorization into four categories: VM (verbatim memorization), FM
(foreground memorization), BM (background memorization), and NM (not memorized).

Moreover, existing detection methods evaluate memorization for speci ¢ prompt-image
pairs, neglecting the fact that DMs can generate diverse outputs from the same text prompt.
Under FB-Mem evaluation, we observe that these varied outputs are not necessarily linked
to a single training image, but instead exhibit a one-prompt-to-many-training-image®te-
to-many) correspondence. We note that this notion is similar to retrieval verbatims by
[90]. However, [90] only considers verbatim memorization and does not perform systematic
analysis, a gap we aim to address in this work. By clustering semantically similar text
prompts, we can fully characterize this complex memorization behavior across di erent
categories of memorization type usingB-Mem.

Our proposed tools do not only establish an e ective framework for detecting memo-
rization in DMs, but also provide a robust evaluation methodology for assessing mitigation
algorithms. To address memorization, various mitigation strategies have been proposed,
including inference-stage methods that adjust text-embedding or attention logits [64, 92],
training-stage approaches that ne-tune pre-trained models [64, 92], and neuron-level in-



terventions [37, 14]. In this work, we focus on methods that permanently modify model
weights [92, 37, 14], which represent more fundamental and responsible changes to the
model. While such mitigation methods are e ective against verbatim memorization, we
observe that partial memorization, particularly foreground memorization, still persists af-
ter these mitigations. Furthermore, theone-to-many correspondence also remains intact
following these interventions.

In summary, we make the following contributions:

" We proposeFB-Mem, a segmentation-based metric that e ectively detects and quan-
ti es partial memorization in di usion models beyond existing verbatim detection;

" We reveal that memorization is more pervasive than previously understood, with
individual generations linking to multiple training images and local memorization
persisting after previous mitigation methods;

" We demonstrate the inadequacy of current mitigation approaches usif@-Mem and
propose a novel clustering-based mitigation method.

The remainder of this thesis is organized as follows. Chapter 2 provides essential
background on image segmentation, di usion models (DMs), and the memorization prob-
lem in various machine learning models, including neural networks and language models.
Chapter 3 addresses the limitations of existing memorization metrics and introduces our
novel Foreground-Background MemorizationkB-Mem) metric, along with our method for
prompt clustering. Chapter 4 presents our mitigation approachiNeMo-C, which combines
the state-of-the-art memorization mitigation technique with prompt clustering. Finally, we
summarize and conclude the thesis in Chapter 5, as well as outlining potential directions
for future research.



Chapter 2

Background

2.1 Diusion Models

Di usion models [38, 82] such as Stable Di usion [65] have become a state-of-the-art family
of generative models. Di usion models generate images using a two-step process: the rst
process, known as the forward step, gradually add Gaussian noise to a sample drew from
a real-data distribution Xq  q(x) acrossT timesteps, culminating inxy N (O;1):

. p_—
Xt J Xt 1) = N(Xe; 1 X 15 71);

v
A(X11 J Xo) = a(xt j Xt 1): (2.1)

t=1

In equation 2.1, x; represents the perturbed sample in each timestep with added
noise. The sequencé [, g is a hyperparameter that represents a noise scheduler which
controls the amount of noise added in each time step during the di usion process. A notable
property of the forward process is that the sampling of; at any arbitiary timestéo t can
be written in a closed form: using the notation that ; ;=1  aswell as ; := tszl s
we have

a(X¢ j Xo) = N (X¢; P T Xos (L D1):

The joint distribution, p (Xo.7), is called thereverse processand de ned as a Markov



chain with learned Gaussian transitions starting ap(xt) = N (X1;0;1):

Vi
P (X1:0) = P(XT) P (Xt 1] Xt);

t=T

P(Xe 1]X)= N 15 (X0);  (Xe;1));

where (x7) is the approximated mean and (x;t) = 2l is the approximated
variance of q(X; 1 j X¢;Xo). By applying parameterization, we can obtain the learning
objective:

L=E. — t P+ PT ke
“ 221 ) ’ ’

where N (0;1) is the noise and is a denoiser network intended to predict using
the provided samplex;.

2.2 Semantic Segmentation and Object Detection

Image segmentation has been a long-standing challenge in the realm of computer vision
and image processing. Distinct from classi cation, where the goal is to assign a given
image to one of the provided categories [19], image segmentation aims to partition pixels
within an image into distinct groups [102]. Traditionally, image segmentation has been
accomplished using approaches such as thresholding [60] and spatial clustering [76]. These
methods are often limited in their ability to handle complex visual scenes with varying
illumination conditions and semantic ambiguity.

In recent years, the emergence of deep learning has dramatically transformed this land-
scape, enabling models to learn rich feature representations from large datasets and solve
problems that were previously intractable. RNN-based architectures [5], transformer-based
models [101], and methods built on foundation models [43] have opened new possibilities
in high-level computer vision tasks such as object detection and semantic segmentation.
These tasks often require a more ne-grained representation of each region and under-
standing of visual elements within an image [102] and the ability of deep learning models
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to capture long-range dependencies and contextual relationships has signi cantly improved
performance across diverse scenarios.

In this thesis, we adopt the transformer-based Bi-lateral Reference Framework (BiRefNet)
proposed in [101]. BiRefNet explicitly decomposes the segmentation task into two mod-
ules, the localization module (LM) and the reconstruction module (RM). Our experiments
demonstrate that BiRefNet performs e ectively on high-resolution dichotomous images.
Furthermore, unlike many interactive methods, BiRefNet does not rely on user input, such
as mouse clicks or bounding box annotations, to guide segmentation. This makes it a
scalable and suitable choice for our purpose.

2.3 Memorization Problem

Despite recent advancements made in machine learning (ML) and the widespread popu-
larity of generative deep learning models, it remains challenging to understand what ML
models learn from their training datasets. Memorization, the phenomenon where ML mod-
els memorize particular features from their training data instead of learning generalizable
patterns, is a well-demonstrated issue in both supervised learning [3] and self-supervised
learning [37].

Contrary to the popular belief that over tting-induced memorization degrades test per-
formance, a recent study [37] has shown that memorization can, in fact, improve model
generalization. This insight has sparked researchers' interest in understanding generaliza-
tion in deep neural networks (DNNs). [91].

However, the memorization problem also raises ethical and safety concerns in ML mod-
els, as it could also lead to critical privacy leakage and vulnerability such as membership
inference [47], data extraction [9, 10, 12], and data poisoning attacks [59]. In this section,
we brie y review the current state of research and provide some examples of memorization
across di erent families of generative models.

2.3.1 Memorization in Large Language Models

Memorization of large language models (LLMs) is relatively well studied, and LLMs are
known to memorize portions of their training data, including real-world facts and common-
sense knowledge, in order to generate uent text and respond e ectively to user prompts.
Given the vast size of LLM training datasets, it was previously assumed that the extent of



exact copying for any individual source would be minimal "the degree of copying with re-
spect to any given work is likely to be, at most, de minimis" [85] and that language models
would not retain substantial memorization of specic, particularly copyrighted excerpts.
However, [10] demonstrated through GPT-2 data extraction attacks that this assumption
does not hold universally: they identi ed over 500 unigue memorized training examples,
including many live URLS, with a true positive rate of 33.5%. Future research also demon-
strated the ability to extract memorized data from other open-source or semi-open-source
large-scale models such as Pythia, GPT-Neo and LLaMA[57].

2.3.2 Memorization in Vision-Language Models

Vision-Language Models (VLMs) have emerged as state-of-the-art for image-text-related
tasks, such as captioning and classi cation. VLMs indeed demonstrate memorization when
performing these tasks as well. For classi cation tasks, previous work [53] has shown that
an image classi er can predict a memorized image as its training label even if the object
is cropped out. For example, for an image of a black swan on water, a representation
learning model may learn to predicblack swangiven the backgroundwater. However, due

to the presence of multiple modalities in VLMs, text and images, as well as the complex
nature of the training data, it is di cult to distinguish between memorization or spurious
correlation (i.e., most training images of a black swan also contained water). Instead, [40]
de ned the memorization of VLM in the captioning scenario: for a given vision language
model f and an image-text pairz = image; Ziext1, We sayz is memorized byf if more
unique objects can be recovered frofnage given zex When z is present in the training set
of f compared to when it is not. Using this de nition, [40] concluded that even complex
multi-modal ML models may su er signi cant memaorization.

2.3.3 Memorization in Di usion Models

Di usion models (DMs), predominantly trained on large-scale public datasets scraped from
the Internet (e.g., LAION-5B [70]), have been shown to su er from memorization. Specif-
ically, when prompted with certain inputs that appear in the training data, these models
can reproduce near-identical copies of the corresponding images [11]. For instance, in the
case of Stable Di usion v1.4, [90] identi ed 500 such memorized prompts that consistently
yield generated images highly similar to those in the training set.

Figure 2.1 presents examples of these memorized generations, highlighting the visual
similarity between the generated outputs and the corresponding training images. However,
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