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Abstract

Parameter estimation for differential equations is a fundamental problem in many sci-
entific fields. This thesis is concerned with developing statistically and computationally
efficient methods of parameter inference for ordinary differential equations (ODEs) and
stochastic differential equations (SDEs). For ODEs, this often involves numerically solv-
ing the differential equation at each likelihood evaluation, a task traditionally handled
with deterministic numerical solvers. Here we consider likelihood approximations based on
probabilistic numerical solvers, which have been shown to produce more reliable parameter
estimates by better accounting for numerical uncertainty. In contrast, parameter inference
for SDEs requires integrating over high-dimensional latent variables in state-space models,
which is computationally expensive. We propose a variational inference framework that
significantly reduces this computational burden by converting the integration problem into
an optimization problem.

Chapter 2 is a review of several existing probabilistic ODE solvers and associated
parameter inference methods. In particular, we detail the commonly-used paradigm of
approximating the ODE solution with a nonlinear state-space model, and then linearizing it
to easily perform relevant computations via the Kalman filtering and smoothing recursions.
In the data-free setting, we extend convergence results previously established only for the
forward pass of the Kalman algorithm to the backward pass as well. This is a key result
for establishing the convergence of several associated parameter learning methods. We
provide empirical evidence that supports our theory and demonstrate that the backward
pass estimator is more accurate than using a forward pass alone. We also propose a novel
variation of a probabilistic method for parameter inference.

In Chapter 3, we present a novel probabilistic approximation to the ODE likelihood
that reduces the parameter sensitivity inherent in the true likelihood by directly learning
from noisy observations. Leveraging the efficient Kalman filter algorithm, our method
scales linearly in both ODE variables and time discretization points. Furthermore, it is
applicable to ODE problems with partially unobserved components and arbitrary mea-
surement noise. Several numerical experiments demonstrate that our method produces
more reliable estimates when compared to other probabilistic methods and, in extremely
sensitive problems, exhibits greater robustness than the exact ODE likelihood.

In Chapter 4, we introduce a scalable stochastic variational inference framework for esti-
mating parameters in SDE models. Our method effectively captures the forward-backward
information propagation in state-space models by using a recurrent neural network (RNN)
to estimate the quantities needed for the forward-backward recursions. The procedure



scales linearly with the number of SDE discretization steps. FExperimental results show
that it produces more reliable parameter posteriors than a number of competing variational
and non-variational methods, particularly in high-dimensional random effects models.
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Chapter 1

Introduction

Parameter estimation in time-series analysis is an important problem in the natural sci-
ences, engineering, and economics. A common modelling approach is to assume that ob-
servations are noisy measurements of underlying latent variables which evolve dynamically
over time. For applications in which these dynamics occur in continuous time, two promi-
nent modelling classes are ordinary differential equations (ODEs) and stochastic differential
equations (SDEs).

ODEs models are routinely used in applications for which the underlying latent pro-
cess is taken to be a deterministic function of the initial conditions. To perform parameter
inference, the ODE typically must be solved at each parameter value. However, these com-
plex systems often lack closed-form solutions and must be approximated numerically. Until
recently, ODE solutions were typically approximated using deterministic algorithms (e.g.,
Butcher, 2008; Griffiths and Higham, 2010; Atkinson et al., 2009), but a new research field
called probabilistic numerics (Diaconis, 1988; Skilling, 1992; Hennig et al., 2015) has ex-
perimented with solving ODEs using probabilistic solvers. These probabilistic solvers have
been noted to be more reliable in parameter inference problems than deterministic alter-
natives because the former directly and naturally account for uncertainty in the numerical
approximation (Chkrebtii et al., 2016; Conrad et al., 2017).

Over the past decade, many probabilistic ODE algorithms have been proposed (e.g.,
Dondelinger et al., 2013; Barber and Wang, 2014; Schober et al., 2014; Chkrebtii et al., 2016;
Kersting and Hennig, 2016; Teymur et al., 2016; Conrad et al., 2017; Ghosh et al., 2017;
Gorbach et al., 2017; Lazarus et al., 2018; Tronarp et al., 2018; Schober et al., 2019; Wenk
et al., 2019; Kramer and Hennig, 2020; Yang et al., 2021; Wenger et al., 2021; Bosch et al.,
2021; Kramer et al., 2022; Tronarp et al., 2022; Bosch et al., 2022). Although theoretically



sound, most implementations are several times slower than deterministic ODE solvers and
are primarily used on toy examples to serve as a proof-of-concept. This performance
gap is expected, given that deterministic algorithms have benefited from over a century
of optimization, whereas probabilistic methods are comparatively recent. Furthermore,
most probabilistic algorithms require either large matrix operations or computationally
expensive methods such as Markov chain Monte Carlo (MCMC) to integrate out the latent
variables at each solution time step.

A noteworthy family of probabilistic solvers (Bosch et al., 2021; Kramer et al., 2022;
Tronarp et al., 2022; Bosch et al., 2022) that utilize a Bayesian filtering paradigm based
on the original paper by Tronarp et al. (2018) does not exhibit either of these weaknesses.
These solvers employ a state-space model (SSM) for the ODE and apply the Kalman fil-
ter (Kalman, 1960) to approximate the solution. Notably, these solvers have demonstrated
both higher accuracy and faster performance compared to the most popular deterministic
solvers across numerous examples (Wenger et al., 2021).

Our research makes several contributions to the study of probabilistic ODE solvers.
First, we extend a theoretical result of Kersting et al. (2020b) on convergence of an ap-
proximate solution to the Bayesian filtering paradigm to the true ODE solution. We also
review and compare several parameter inference methods with probabilistic solvers from
the literature (Chkrebtii et al., 2016; Yang et al., 2021; Tronarp et al., 2022), and introduce
a novel computationally-efficient variant of one such method. In addition, we propose a new
algorithm inspired by the approach of Tronarp et al. (2022), which effectively conditions
on observations to reduce sensitivity to parameter initialization.

While ODEs models are ideal for systems assumed to evolve deterministically, many
real-world phenomena exhibit inherent stochasticity, making SDEs a more appropriate
modelling choice. Parameter inference for SDEs is considerably more challenging, as it
requires integrating over high-dimensional latent variables. Since closed-form solutions
are rarely available, SDEs are typically approximated numerically using schemes such as
Euler-Maruyama on a discretized time grid. However, even with such approximations,
traditional inference methods, such as MCMC, often fail to scale in settings with high-
dimensional latent variables.

Variational inference is a more recent Bayesian inference method that transforms the
integration problem into an optimization problem. The core idea is to use a family of
variational distributions, parameterized by variational parameters, that are easy to sample
from. The optimization problem involves finding the member of the variational family
which best approximates the true posterior distribution of the latent variables. Several
authors have applied variational inference to SDEs (Ryder et al., 2018; Ghosh et al., 2022;



Tzen and Raginsky, 2019), and to SSMs more generally (Archer et al., 2015; Becker et al.,
2019; Ruhe and Forré, 2022; Krishnan et al., 2017; Revach et al., 2022).

Our research contributes to the SDE parameter inference literature by providing a IEVI
method that accurately estimates the parameter posteriors of SDEs with high-dimensional
latent variables, while being several orders of magnitude faster than standard MCMC
methods. The remainder of this chapter outlines the contributions of this thesis and the
structure of this document.

In Chapter 2, we investigate the convergence rates of the probabilistic solvers based on
the Kalman algorithm for approximating the ODE solution. While probabilistic solvers
using the forward Kalman filter to approximate the ODE solution have demonstrated
convergence (Kersting et al., 2020b), the same cannot be said for the backward Kalman
smoother. We bridge this gap by proving analogous convergence results for the backward
pass and present numerical experiments that provide empirical support for our theory.
Additionally, we provide empirical evidence that supports the theory of Rauch et al. (1965),
demonstrating that the Kalman smoother estimates are more accurate than those of the
Kalman filter alone. We implement a fast, automatically differentiable, and just-in-time
(JIT) compiled probabilistic ode solver (rodeo) based on this Bayesian filtering approach
using JAX in Python.

Chapter 2 also surveys several parameter inference methods based on the Bayesian
filtering framework and introduces a novel variation of the MAnifold-constrained Gaussian
process Inference (MAGI) method (Yang et al., 2021). Our variant introduces an additional
modelling assumption to enable a more efficient algorithm. We implement this new method,
along with several existing approaches, within the rodeo framework and evaluate their
performance.

Chapter 3 introduces probabilistic solvers which can directly use noisy data to help
guide the solution process. These solvers have shown empirical evidence of reducing pa-
rameter sensitivity more effectively than deterministic algorithms (Tronarp et al., 2022).
However, sensitivity in the ODE model parameters remains an ongoing problem that has
yet to be fully solved. We introduce a novel data-adaptive probabilistic ODE likelihood
approximation (DALTON), which has several notable features. First, it is a computa-
tionally efficient method that adopts best practices from Kramer et al. (2022), enabling
linear scaling in both solution discretization time points and ODE variables. Second, it
is applicable to partially unobserved data and general non-Gaussian measurement errors,
providing flexibility in the measurement model. Finally, DALTON can overcome deep lo-
cal modes in the parameter likelihood function of chaotic ODE systems, a challenge that
previous probabilistic and deterministic solvers have fallen short in addressing.



In Chapter 4, we focus on the parameter inference problem for SDEs. We present a
information-efficient variational inference (IEVI) method that leverages advances in varia-
tional inference to convert the integration problem into a tractable optimization problem.
IEVI is a fast, approximate Bayesian inference framework that effectively captures the
forward—backward information propagation in SSMs (i.e., conditioning on both past and
future observations), while scaling linearly with the number of latent variables. Benefiting
from recent developments in neural networks and gradient-based optimization, our method
can accurately estimate parameter posteriors for problems involving thousands of latent
variables.



Chapter 2

Bayesian Filtering Probabilistic
Solvers for Ordinary Differential
Equations

2.1 Introduction

Probabilistic ODE solvers are designed to solve arbitrary-order multivariable systems which
satisfy an initial value problem (IVP). For ease of presentation, we focus on first-order
systems of the form

@(t) = f(z(t),t), x0)=v, tel0,T], (2.1)

where (t) = (2o(t), ..., z4-1(t)) is d-dimensional and @(t) = dﬁgt) is a shorthand notation

for the derivative. Typically, f = ( fo, -+, fa—1) are nonlinear functions with fj represent-
ing a differential equation and v = (vo, e ,vd_l) are the initial values for k =0,...d — 1.

Here, we adopt a zero-based indexing for vectors and matrices, i.e., X = (2@ ... 2®=1) ¢
RP. For a matrix P € R"™*" with index 0 <7 <m —1and 0 < j < n — 1, we define
P03 to denote the i-th row vector, P9 to be the j-th column vector and P®7) to be the
element in the i-th row and j-th column. The reason for this choice of notation is that the
derivative for the IVP starts at the zeroth order, and indexing in this manner will be less
confusing.

A family of probabilistic solvers (Tronarp et al., 2018; Kramer and Hennig, 2020; Ker-
sting et al., 2020b; Krémer et al., 2022; Tronarp et al., 2022) solves the IVP in (2.1) using

5



the Bayesian nonlinear filtering paradigm of Tronarp et al. (2018). These solvers rely on
the Kalman filtering and smoothing algorithms to achieve comparable speeds and accuracy
to deterministic solvers, such as the Runge-Kutta method (Dormand and Prince, 1980),
on a wide range of IVPs. As a result, this chapter focuses on probabilistic solvers which
adopt the Bayesian filtering paradigm.

Theory on the convergence of probabilistic solvers using the Kalman filter has previously
been established by Kersting et al. (2020b). However, the same cannot be said for solvers
using the backward RTS smoother. In this chapter, our goal is to bridge this gap by
establishing similar convergence rates for the backward pass. We substantiate our theory
with empirical evidence from numerical studies. Furthermore, we present empirical results
demonstrating that RTS smoother estimates are more accurate than those of the Kalman
filter alone, aligning with the theory presented in Rauch et al. (1965).

Having established a theoretical foundation for Kalman-based probabilistic solvers and
their convergence properties, we also address the problem of parameter inference, which
requires repeatedly solving the ODE. We review existing parameter inference methods
from the literature (Chkrebtii et al., 2016; Tronarp et al., 2022) and introduce a novel
adaptation of the MAGI method of Yang et al. (2021). This adapted approach builds
upon the Gaussian Markov process prior assumption of the probabilistic solvers, enabling
more efficient parameter estimation.

To facilitate this, we develop a fast and accurate ODE solver based on the Kalman
filter (Chkrebtii et al., 2016; Tronarp et al., 2018) and implement the parameter inference
methods discussed later in this chapter within the Python library rodeo. Built using the
JAX library (Bradbury et al., 2018), rodeo is written in automatic differentiable and
JIT-compiled code, providing an application programming interface similar to NumPy.

The remainder of this chapter is organized as follows. Section 2.2 discusses how the
SSM is used to represent the IVP, justifies the choice of a prior for the solution process, and
introduces an approximation to the true model that enables efficient computation. Sec-
tion 2.3 describes the Kalman filter and the RTS smoother along with their corresponding
equations. Using these equations, we study the convergence results from the Kalman
filter (Kersting et al., 2020b) and extend them to establish the same convergence rates
for the RTS smoother. Section 2.4 presents an empirical study that corroborates these
theoretical findings. Section 2.5 introduces the parameter inference problem, discussing
various methods that leverage probabilistic solvers, including our novel adaptation of the
MAGI method. Section 2.6 provides a numerical experiment comparing the methods. Fi-
nally, Section 2.7 summarizes key conclusions and outlines potential directions for future
research.



2.2 State-Space Model Representing the Initial Value
Problem

The Bayesian nonlinear filtering approach begins by assuming that x(t) and its first py — 1
derivatives denoted by X () = (Xo(t), ..., X4-1(t)) have a Gaussian Markov process prior
where

for k = 0,...,d — 1. The purpose of including higher-order derivatives will be made
clear in Section 2.2.1. The restriction to a Gaussian and Markovian prior is to enable
Kalman filtering and RTS smoothing to solve the ODE in linear time O(N), with respect
to the number of time discretization points (Tronarp et al., 2018; Schober et al., 2019).
Let t = tg,...,ty where t, = n- At and At = T/N be the discretization time points
for which the probabilistic solver gives an approximation to the solution. For clarity of
notation, we define x,, = x(¢,) and general indexing x,,., = (., ..., x,) where m < n.
Suppose xq.x is the solution to (2.1), then we ought to have Z, = &, — f(x,,t,) = 0.
This information from the IVP described by Z,, can be used to update the Markov prior.
Specifically, Tronarp et al. (2018) propose a SSM which represent X,, and Z,, by

X1 | X, ~ Normal(QX,,, R)

ind . (2.3)
Zn+1 ~ Normal(mn+1 - f(mn+1>tn+1)> V)a

where g = (v, ..., vq—1) is the initial value, Q@ = Q(At) and R = R(At) are determined
by the Gaussian Markov process prior. Then the stochastic solution to the IVP can be
obtained by finding the posterior distribution

p(Xin | Ziy =0) (2.4)

to model (2.3).

2.2.1 Gaussian Markov Process Prior

For computational efficiency, it is common to assume independent Gaussian Markov process
priors for X (¢) (Kramer et al., 2022) where k = 0,...,d — 1. The goal is to enable matrix
operations to be performed independently for each variable. Further, a simple prior to use



for each dimension k is the py — 1-times integrated Brownian motion (IBM) (Tronarp et al.,
2018; Kersting et al., 2020b) given by

der—1
dtre—1

where o}, is a tuning parameter and By, is a one-dimensional Brownian motion.

Since model (2.3) involves the first derivative, we must have pr — 1 > 1. For simplicity,
we assume pp, = 2 for all £k = 0,...,d — 1 throughout the remainder of this chapter.
However, using a larger p, results in a smoother solution process, which may improve
approximation accuracy. Assuming this prior gives a pg-dimensional continuous Gaussian
Markov process on Xi(t) defined by

X (t + At) | X5 (t) ~ Normal(Q™ X (t), R®), (2.6)
where matrices Q¥), R*®) € RP*? are given by

(At)/~ (k)

(At)ka—l—’L—]
ng) = L’<‘+, Ri' = 02
’ = (5 =) 7

(2.7)

Stacking Q® and R™ in a block diagonal fashion gives the corresponding matrices in (2.3),

(0) (0)
QPO Xpo Rpo XPo

Q= ., R= : (2.8)
QU R

Pd—1XPd—1 Pd—1XPd—1

2.2.2 Model Interrogations

It is noted by Tronarp et al. (2021) that the mode of the posterior distribution (2.4) con-
verges to the true ODE solution as At — 0 and V' — 0. Unfortunately, this posterior
is typically intractable and cannot be sampled from directly due to the possible nonlin-
earity of f in (2.3). Of possible alternatives, MCMC (Yang et al., 2021) and particle
filtering (Tronarp et al., 2018) have been studied closely. These methods provide accu-
rate solutions at the cost of high computational complexity and can be especially slow for
high-dimensional ODE problems.

A significantly faster but less accurate approach is to linearize (2.3), giving the surrogate
model

X1 | X, ~ Normal(QX,,, R) (2.9
Zn+1 12(} Normal(m.n—i—l + Bn—i—lmn-i-l + Qpi1, ‘/;H-l); ‘

8



where a,, 1, B,,+1 and V1 are computed via an online process known as model interroga-
tions (Chkrebtii et al., 2016). We will explain how exactly this is done shortly. The main
point is that the surrogate SSM in (2.9) is entirely linear and analytically tractable using
the Kalman filter and the RTS smoother, allowing for linear time complexity in the number
of discretization points. We denote the solution posterior to this surrogate model (2.9) by

plin<X1:N ‘ Zl:N = 0)

Next, we introduce four widely used model interrogation techniques from the literature.
The first method, proposed by Schober et al. (2019), is a zeroth-order Taylor expansion
given by

0
f(wn-&-btn-&-l) ~ f(ll’,(1+)1|n>tn+l)a (2'1())
where N1(7,0+)1|n = Elin[®n+1 | Z1.] is obtained from the predicted mean as calculated by the

Kalman filter. Details on how this quantity is computed in an online manner are provided
in Section 2.3.

The second method, proposed by Tronarp et al. (2018), extends this to a first-order
Taylor expansion, which is given by

0 0 0
f(@ni1 tnsr) = f(#iw)un,tnﬂ) + Jf(ﬁbfll”n,tnu)(wnﬂ - N,(H)”n)’ (2.11)

(0)
n+1jn

the Kalman filter and J; is the Jacobian of f(x,t) with respect to . However, a key
limitation of this method is that the Jacobian matrix J; is not necessarily diagonal, as
one of the functions fj could depend on multiple variables for £ = 0,...,d — 1. As a
result, this method breaks the independence structure of X as in the case of the method
of Schober et al. (2019), and matrix operations can no longer be performed independently
across dimensions. This dramatically increases the computational complexity from O(d)
to O(d?) (Kramer et al., 2022).

This leads to the third method proposed by Kramer et al. (2022), which is a slight
modification of the second method. Instead of using the full Jacobian, Kramer et al. (2022)
approximate it using only the diagonal components; we denote this approximation as J7.
This ensures that each variable is entirely independent in the approximate SSM (2.9),
and computations can be done independently along the dimensions (Kramer et al., 2022).
Moreover, Kramer et al. (2022) demonstrate that this diagonal approximation achieves
similar accuracy to the full Jacobian method while significantly reducing computation
time in empirical ODE examples. Compared to the method of Schober et al. (2019), it is
only slightly slower, while providing a significant improvement in the accuracy of the ODE
approximation (Kramer et al., 2022).

where p = Eyn[®ni1 | Z1.) is obtained from the predicted mean as calculated by



Up until now, all model interrogation techniques have assumed zero variance in Z,,
when approximating f(@,1,t,+1) with linearization, i.e., V,,.1 = 0 (Schober et al., 2019).
The fourth method, introduced by Chkrebtii et al. (2016) takes a different approach: rather

than linearizing f(@,11,t,41) using f( n+1\n’ tni1), they approximate E[f(@ni1,t011) |
Z,., = 0] via Monte Carlo sampling (Schober et al., 2019) from a normal distribution

with mean ugl”n and variance X! +1)|n Furthermore, Chkrebtii et al. (2016) note that the

noise-free model interrogations with V,,,; = 0 degrades solver performance and instead
propose setting V.1 = E;ljl)m. Details on computing the mean and variance in an online
manner during Kalman filtering are provided in Section 2.3. Table 2.1 summarizes the

model interrogation methods found in the literature.

Table 2.1: Various model interrogation methods.

Reference Ayt B, Vi
Chkrebtii et al. (2016) ff(acnﬂ,fnﬂ) txy g~ Normal( n+1\n’ E;(Lol)‘n) 0 Ef;’ll)‘n
Schober et al. (2019) ( n+1|n’ tnt1) 0 0
TI"OIl‘clI'p et al. (20]‘8) f( n+1|n’ "H‘l) + Jf(”f?—&)-l\m t”"‘l)ugg,)-ﬂn _Jf (l’l’n(:-1|n7 "H‘l) 0
Kramer et al. (2022)  —F(u\) . tus) + T30 ta )l — T3 (), teer) O

Currently, theoretical results (Kersting et al., 2020b) for the convergence rates of the
surrogate model (2.9) are only available for the zeroth-order linearization, as proposed
by Schober et al. (2019).

2.3 Kalman Filtering and Smoothing

The Kalman filter estimates the distribution of the latent variable conditioned on the mea-
surements seen thus far. In this case, the latent variable is X.n and the “measurements”
are Z1.y = 0, as given by the ODEs. It is a recursive algorithm that estimates the distribu-
tion pin (X, | Z1., = 0) at each step forn = 1,..., N. Since both latent and measurements
are Gaussian, the conditional distribution is also Gaussian. Therefore, the algorithm only
needs to keep track of the mean and variance, resulting in space and time complexity that
scale linearly with V. For these estimates, we use the general notation

Hnjm = Elin[Xn | VAR 0]

2.12
2n\m = Varlin[Xn | Zl:m = 0] ( )

10



To avoid the confusion of added indices, we shall assume that d = 1 for the remainder of
this chapter, i.e., the IVP (2.1) is a univariate system. As noted by Kersting et al. (2020b),
the generalization to d > 1 essentially amounts to applying the proofs and equations in
the rest of this section to each dimension independently (Kersting et al., 2020b). This is
due to the independent nature we assumed for the Gaussian Markov process prior of X (t)
in (2.5) and the interrogation method of Schober et al. (2019).

The Kalman filter consists of two distinct phases at each time step (Kalman, 1960):
prediction and update. In the prediction phase, the current measurement, Z,,, is assumed
to be unobserved. Therefore, the predicted mean and variance are given by pi,,—; and
Ynjn—1, respectively, for n = 1,..., N. During the update phase, we assume the current
measurement is observed and update our prediction estimates with this new information.

The updated mean and variance are denoted by p,, and X,,, respectively, for n =
1,...,N.

The Kalman filter is a recursive algorithm in which the current state depends only on
the most recent previous state. This is due to the nature of the Markov prior we assumed.
Suppose we are at step n + 1, where we have the updated mean and variance from the
previous step n. The prediction phase uses all the information known up to this time to
predict the current state, which can be computed by (Kalman, 1960)

Hntijn = Ql-l'n|n

2.13

The next stage of the Kalman filter is the update phase, in which the updated mean
and variance are given by

n+1|n = Mpt1jn T One1Tn
Hntint1 = Mntipn + Bnr1Top (2.14)

En—l-l\n—&-l = En—l-l\n - /Bn+1Wn+1Zn+1|n7

where 3,41 is the Kalman gain, 7,4, is the so-called innovation and W, ;, = (WM +
BnHW(O)). Here, the matrices W® = [1 —1 2] for 1 = 0,1 are selection matrices used
to obtain the zeroth and the first derivative, respectively. In other words, the mean of the
measurement model in (2.9) can be written as

Epi1 + BuiTosr +an = WX, 0 + B,y WOX, 0 +a,

2.15
= (WY + B, WX, 11 + apsr. (215)

The Kalman gain can be thought of as the weight assigned to the measurements relative

11



to the predicted mean and is given by

0 1)\
/6n+1 = (57(1117 6’51-21)

- T . (2.16)
= 2n+1|an+1[Wn+12n+1|an+1 + ‘/;1+1] .

The innovation is defined as the difference between the actual measurement and the optimal
forecast of that value (Kalman, 1960). Under the surrogate model in (2.9) and the zeroth-
order linearization (Schober et al., 2019), this is given by

- (1) (0)
Tniy1 = Zn+l - lfl’nJrl‘n - Bn+1/fl'n+1|n —Qny1

— —(W(l) + Bn+1W(O))Hn+1|n — Qni (2.17)

= —Warilnptijn — Gy,

where the measurements are known to be Z;.5 = 0.

This concludes one step of the Kalman filter. Using the same recursion, we can find
the corresponding estimates for the mean p,), and variance X, forn = 1,...,N. To
initialize the recursion, we use pojo = (v, f(v,t9)) and 3gp = 0, since we know the exact
initial value with zero uncertainty.

The Kalman filter computes py, (X, | Z1., = 0) for n =1,..., N. However, our goal is
to compute py,(X1.x | Z1.8y = 0). The subtlety here is that the solution posterior we are
after incorporates all the measurements for each time step, rather than only the previous
ones. More precisely, instead of py, (X, | Z1., = 0), we aim to find py, (X, | Z1.y = 0) for
n=1,...,N. To do this, we employ the RTS smoothing algorithm.

Similar to the Kalman filter, the RTS smoother is also a recursive algorithm. It begins
by assuming the Kalman filter has been completed up to the last step, with all predicted
and updated estimates stored in memory. Then, starting at the end of the Kalman filter,
which is at time point ¢y, the algorithm works backward in time towards time point ¢,. At
time point Z,,, we denote the smoothed mean and variance as p,y and X, |y, respectively.

The RTS smoother uses the predicted and updated estimates at time ¢,, to compute the
corresponding smoothed mean and variance using the following equations (Rauch et al.,
1965)

Hn|N = Hn|n + An(u‘nJrl\N - lfl‘nJrl\n)
YN = B + An<2n+1|N - 2n+1|n)AT

n

(2.18)

where

A,=%,,Q% ! (2.19)

n+1jn’

12



To initialize the RTS smoother, the smoothed estimates at time ¢y are set to the updated
estimates, as they already condition on all measurements. At time point ty, where the
initial value is given, we set pony = (v, f(v,t9)) and 3gn = 0.

To summarize the ODE solver using the Kalman recursions described above, we out-
line the main steps in Algorithm 2.1. Additionally, we introduce the kalman ode_sim()
method, which generates a sample solution from the posterior Xo.xy ~ pin(X1.n | Z1.x =
0) (Doucet and Johansen, 2009), accounting for scenarios where a sample is preferred over
the mean. The related Kalman functions within Algorithm 2.1, as presented in (2.13), (2.14),
and (2.18), are available in Algorithm A.1 in Appendix A.2 for reference.

2.3.1 Convergence of the Kalman Filter Estimates

In this section, we present the main results of Kersting et al. (2020b), which establish
the convergence rates of the Kalman filter estimates under model (2.9), assuming the
interrogation method of Schober et al. (2019). To do so, we first introduce the following
necessary assumptions.

Assumption 2.1. The function f : R x [0,T] — R is globally Lipschitz in x, continuous
in t, and its partial derivative with respect to x is uniformly bounded and globally Lipschitz,
i.e., there exists some L > 0 such that

df(e,t)  Of(y.1)

ox ox

|[f(z,t) = f(y, )| < L]z —yl,

< Llz -y, ‘af(‘”’t)’ <1,

ox -

for all x,y € R over the interval [0, T].

Under Assumption 2.1, the Picard-Lindelof theorem ensures that there exists a unique
solution to the IVP over the interval [0, T7].

Assumption 2.2. The initial mean is the exact initialization poo = (v, f(v,0)) and the
initial variance matriz 1s Yoo = 0.

Assumption 2.2 restricts the initial value and its derivative of the IVP to be correct
with zero uncertainty ensuring that the probabilistic solution starts at the true value.

Assumption 2.3. The tuning parameter in (2.9) is assumed to be V,, = 0.

These assumptions allow for the establishment of the following theorems.

13



Algorithm 2.1 The Kalman filter and smoother ODE solver contains three main compo-
nents.

e kalman ode forward computes the Kalman filter estimates, p,, and X, for n =
0,...,N.

e kalman ode mv computes the Kalman smoother estimates, p, n and 3,y

e kalman ode_sim generates a sample solution from the posterior pj, (X1.x | Z1.xv = 0).

1. procedure kalman ode forward(f(x,t),v,Q, R)
2 Koo, 20\0 +—v,0
3 w0 1], WO« 1 0]
4 Zi.n+0

5: forn=1:N do
6 Hnjn—1, Zinjn—1 < kalman_predict(p,—1jn—1, Xn-1jn-1,0, Q, R)

7 a,, B,,V, < interrogate(ftyn_1, Xnjn—1, f(x,1)) > See Table 2.1
8 Honjns Snjn < kalman_update(fnpn—1, Znn—1, Zns Gn; w4+ BWO Z)

9 return g, ..., NN, 2005 - - - 5 DN|N

10:

11: procedure kalman_ode mv(f(z,t),v,Q, R)

12: 10[0s - - - » BN|N > 20[0; - - - , 2N|N < kalman_ode_forward(f(x,?),v,Q, R)
13: forn=N—-1:0do

14: Hn|N, Z]n\N — kalman—smOOth(unJrHNa EnJrl\N; Honjn; En\na Hnt1|n, EnJrl\na Q)
15: return po.n|n, 20:N|N
16:

17: procedure kalman ode_sim(f(x,t),v,Q, R)

18: 10[05 - - - » IN|N > 20[0; - - - , 2N|N < kalman_ode_forward(f(x,t),v,Q, R)
19: Xy~ NOI‘HI&l([,LNU\[, 2N|N)

20: forn=N—-1:0do

21: P, Xy, < kalman_sample(Tpi1, Unjns Znjns Bt jns Sntijn, @)
22: X, ~ Normal(u,,, 33,,)
23: return Xy

Theorem 2.1. Under Assumptions 2.1 to 2.3 and for all sufficiently small step size At > 0,

max |u')) —z,| = O(At) (2.20)

0<n<N

14



where u(o) = Euynlzn | Z1.] is the zeroth index of the Kalman updated mean and x,

nln

represents the true ODE solution at time t,,.

Theorem 2.1 states that the mean of the Kalman filter under the surrogate model (2.9)
converges to the exact ODE solution as At — 0 and V,, = 0. This theorem, by itself, is
not very useful unless the variance ZS)'L also converges to 0, which is established by the
following.

Theorem 2.2. Under Assumptions 2.1 to 2.8 and for all sufficiently small step size At > 0,

(0,0) _ 2
where EST;?) = vary,|[t, | Z1.m] is the 0,0-th element of the Kalman updated variance.

Theorem 2.1 and 2.2 establish a desired property commonly found in deterministic ODE
solvers, which is that as computational complexity increases, the approximation becomes
more accurate.

2.3.2 Convergence of the RTS Smoother Estimates

In this section, we present two theorems which establish that the RTS smoother estimates
have the same order of convergence as the corresponding Kalman filter estimates, assum-
ing the interrogation method of Schober et al. (2019). The RTS estimates are generally
favoured over the corresponding Kalman filter estimates (Rauch et al., 1965) because the
former use all measurements at every time point, whereas the latter only use previous mea-
surements. The intuition behind this preference is that knowing how the ODE behaves in
the future could potentially improve current estimates of the solution process. The tech-
nical details of the lemmas and proofs leading up to the following theorems are provided
in Appendix A.

Theorem 2.3. Under Assumptions 2.1 to 2.3 and for all sufficiently small step size At > 0,
max ‘“533\7 — z,| = O(At) (2.22)

0<n<N
where M;O‘;V = Eunlr, | Z1.N] is the 0-th index of the RTS smoothed mean and x,, is the
true ODE solution.
Theorem 2.4. Under Assumptions 2.1 to 2.3, for all sufficiently small step size At > 0,
YN = X (2.23)

where 3,y is the RTS smoothed variance and X, is the Kalman updated variance.
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2.4 Numerical Experiments on Convergence Rates

In this section, we empirically check the convergence rates of Theorems 2.3 and 2.4. We
achieve this through work precision diagrams, which compare accuracy to the number of
discretization points, N. To evaluate accuracy, we use the maximum absolute error (MAE)
as our evaluation metric, as defined in Theorem 2.3,

— 0) _

MAE(pov) = max [p,” — anl, (2.24)
where pg.y is either the Kalman updated mean or the RTS smoothed mean, and x.y is the
true solution. In contrast, we evaluate Theorem 2.4 using the maximum error in variance
(MEV) as our evaluation metric, defined as

MEV(3g.y) = max 200 (2.25)

0<n<N

where Y.y is either the Kalman updated variance or the RTS smoothed variance.

2.4.1 FitzHugh-Nagumo Model

The FitzHugh-Nagumo (FN) model (Sherwood, 2013) is a two-dimensional ODE on x(t) =
(V(t), R(t)), in which V (t) describes the evolution of the neuronal membrane voltage and
R(t) describes the activation and deactivation of neuronal channels. The FN-IVP is given
by

V(t) — a+ bR(t)

V(t) = C(V(t) - V(;)g + R(t)), R(t) = — ; : (2.26)

with initial values x(0) = (1,0), parameters (a,b,c) = (0.08,0.07,1.2) and ¢t € 0, 10].
Under these settings, no analytical closed-form solution exists. Thus, we use the solution
from a highly accurate deterministic solver (Hindmarsh, 1992) as a proxy for the true ODE
solution in Figure 2.1.

We conduct two experiments: one assumes an independent 1-time IBM prior, and
the other an independent 2-times IBM prior (corresponding to p = 2,3). We use scale
parameters g = o1 = 1 for both experiments. Although Theorem 2.3 and 2.4 only apply
to the 1-time IBM prior, our empirical results show similar convergence rates for the 2-
time IBM prior as well. For the 2-times IBM prior, the second derivative is required in
the initialization. This can be found by taking the derivative of V(¢) and R(t). Another
possible initialization is simply setting the second derivative to zero, i.e., Xy = (Vy, Ry) =
([1,0.8,0],]0,—2.3/3,0]). Although this is not the exact initialization, our experiments
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Figure 2.1: The true solution of the FN model.

showed that it has little effect on the solution process. This is likely due to the fact
that the second derivative is not actually used in the FN model, and measurements only
depend on the first derivative. This is rather convenient because it can be pretty tedious
to compute the extra order of derivatives required in the initial value.

Figure 2.2 shows the convergence rates for the Kalman updated mean and the RTS
smoothed mean at various discretization points N. For comparison, the lines corresponding
to h(N) = (10/N)" = At' for i = 1,2,3 are also displayed. In the case of the 2-times IBM
prior, the convergence seems to be better than O((At)?) but worse than O((At)?). On the
other hand, the 1-time IBM prior exhibits convergence rates better than O(At) but worse
than O((At)?), providing empirical evidence of Theorem 2.3. It appears that having a
higher-order IBM prior improves the accuracy of the ODE estimate, but comes at the cost
of increased computational complexity. Furthermore, the smoothed estimate is slightly

more accurate than the updated estimate, supporting the theory presented in Rauch et al.
(1965).

Figure 2.3 displays the convergence rates for the Kalman updated variance and the RTS
smoothed variance. The two variances are exactly equal, complying with Theorem 2.4.
Moreover, both variances have convergence rates of less than O((At)?) but more than
O((At)?). Similar to the mean, adding an extra derivative in the prior results in a lower
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Figure 2.2:  Convergence rates for the Kalman updated mean and the RTS smoothed
mean using independent {1,2}-times IBM prior.
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order of convergence. In this case, the variance has a convergence rate lower than O((At)?).

2.5 Parameter Inference for Gaussian Filtering ODE
Solvers
Having established the convergence rates of the probabilistic solvers introduced by Tronarp

et al. (2018), we now shift our focus to the parameter inference problem for ODEs. The
parameter-dependent extension of the IVP (2.1) is of the form

z(t) = fo(x(t),1), x(0) = vy, t e 0,7T). (2.27)
In parameter learning problems, the solution process x(t) is not directly observed. Instead,
noisy observations Yo = (Yo, ..., Yar) are reported at discrete time points t = t(, ..., t),
under the observation model
ind /
Y, ~ p(Y; | X (%), ). (2.28)

The goal is to estimate the model and noise parameters, (6, ¢), which determine the
solution process x(t) in (2.27) from the observations.

To do this, we first need an ODE solver capable of computing the solution for any given
0. Under the Bayesian filtering paradigm of Tronarp et al. (2018), the updated surrogate
model (2.9) in the context of parameter inference is given by
X1 | X, ~ Normal(Q, X, R,)

ind : (2.29)
Z, 1 ~ Normal(&,11 + Br1Tni1 + Qpgr, Vag),

where the Gaussian Markov process prior depends on the tuning parameter 7.

A probabilistic ODE solver approximates the solution posterior, p(Xi.y | Z1.y =
0,6,m), at the discretization time points t = to, ..., ¢y which could possibly differ from
the observation time grid. To facilitate this, we define the mapping n(-) such that ¢,y = t;
and assume that the time grid {t;,..., ¢} C {to,...,tn}. In other words, we assume that
there is no time point where data is observed but no solution is approximated. Parame-
ter inference is carried out with the likelihood function for the model, noise, and tuning
parameters © = (0, ¢, 1), which can be formulated as

2.30
= /p(K):M | XO:N7¢)p(X1:N | Zin = 070777) dX.n. ( )

We present several parameter inference methods within the Bayesian filtering framework
of Tronarp et al. (2018).
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2.5.1 Basic Method

A basic approximation to the likelihood function (2.30) is to use the RTS smoother mean
from the surrogate model (2.29), po.nn(0,m) = Eun[Xo.n | Z1.n,0, 7], and directly sub-
stitute it into the observation model (2.28),

M
L(® | You) = HP(YE | Xngi) = Mn@n(60,M), @). (2.31)

1=0

A similar approach proposed in Schober et al. (2019) is to use the Kalman filter mean
without the backward smoothing pass. However, neither approximation propagates the
uncertainty in the probabilistic ODE solver to the calculation of the likelihood.

2.5.2 Physics-Enhanced Regression in Initial Value problems

Fenrir (Tronarp et al., 2022) is a recently proposed method which extends a likelihood esti-
mation introduced in Kersting et al. (2020a) to compute the likelihood function of (2.30).
Fenrir assumes that the observation model of (2.28) is Gaussian of the form

Y; % Normal (D X5y, 2\?). (2.32)

where DZ-(d’) and QZ@) are coefficient and variance matrices, respectively, which may depend
on the noise parameters ¢.

Fenrir consists of three major steps. The first step begins with the surrogate model
in (2.29) and applies the Kalman filter to perform a full forward pass. At this stage,
we have the distribution py,(X,, | Z1.,0,n) for n = 0,..., N. Rather than completing
a backward pass to compute the smoothing distribution py,(Xi1.x | Z1.5,0,n), Tronarp
et al. (2022) suggest leveraging the fact that a Gaussian Markov process moving forward in
time also remains a Gaussian Markov process when reversed. Consequently, the smoothing
distribution py, (X1.x | Z1.8,80,m) can be simulated using

XN ~ Normal(bN, CN)

2.33
X, | X,+1 ~ Normal(A, X, 1+ b,,C,), ( )

where the quantities Ag.ny_1, bo.nv, and Cy.y are parameters to a non-homogeneous Markov
process.

21



The second step of the Fenrir algorithm employs the RTS sampler (Rauch et al., 1965)
to recursively compute the parameters of the model (2.33), given by

An = En|nQT17271

n+1jn
Cn = 2Jn|n - AnQnEn\n

where at the final time point ¢y, the values are initialized as by = py|y and C,, = Xy
corresponding to the Kalman filter mean and variance.

The final step involves augmenting the observation model from (2.32) into the backward
Gaussian Markov process, leading to the model

XN ~ NOI‘IH&I(bN, CN>
Xn ’ Xn+1 ~ Normal<Aan+1 + bna Cn) (235)

Y; % Normal (D Xy, Q\?).

It is important to note that the ODE solution time grid may differ from the observation
time grid. In such cases, at time points where no observation is available, the update
phase is skipped, and the updated mean and variance are set equal to their predicted
values. Intuitively, if no new information is observed, the predicted estimates remain the
optimal estimates.

Fenrir approximates the likelihood function in (2.30) using the prediction error decom-
position (Schweppe, 1965), expressed as

M
p(Your | Ziy = 0,0) =~ [ [ Normal(Y;; u), =F). (2.36)
=0

where pY and XY can be computed alongside the Kalman filter by

pl = D§ ¢)Nn(i)\n(i)+1
(

_
=Y = D¥S oD + .

7 i %

(2.37)

In this context, pyi)n()+1 and 2, z)n@)+1 represent the predicted mean and variance, as
the Kalman filter operates backward in time from ¢y to to within the model described
in (2.35). Algorithm 2.2 outlines the key steps of the Fenrir method for approximating the
likelihood function in (2.30), where the function normal_logpdf() on Line 8 is the log-pdf
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Algorithm 2.2 The Fenrir probabilistic ODE likelihood approximation.

1: procedure fenrir(fo(X,t),ve, Qy, Ry, Yo.u1, Dé%, Qé‘%)

2: {0 > Initialization
3 1 M—1 > Used to map t,(;) to t;
4: 10[05 - - - » IN|N> 20(0; - - -, 2N|N — kalman_ode_forward(fe(X,t),ve, Qn, Ry)

5: > Lines 6-20 compute log p(Yo.pr | Z1.8v = 0, O)
6 AN, by, Cn < 0, puyN, XN

7 [N, XN < kalman forecast(un|n, Xy, 0, D, Q)

8 ¢ < { +normal logpdf(yn; pn, XN)

9 'U’IN|N7 EIN‘N — kalman,update(uNW, EN\Ny YM, 0, DM, QM>

10: forn=N-1:0do

11: A, by, C,, + kalman_cond(fnjn, Xnjn, Bntijns Dntijn: Q)

12: u;”nﬂ, E;‘nﬂ — kalman,predict(p,;lﬂ‘nﬂ, E;L+1|n+1’ b,, A,,C)
13: if t, = tn(;) then

14: P, Xy < kalman forecast(p,,, 1, 2,1, 0, D;, §)

15: ¢ < 0 + normal logpdf(Y;; pn, X))

16: Pojns Xy, < kalman update(p,, 1, 30, 1, Yn, 0, Dy, §2;)

17: 1+1—1

18: else

19: ,"l’/n\n’ E;ﬂn — ll';l|n+1’ 2;L|n-|-1

20: return /¢

of a multivariate normal. The related Kalman functions are also available in pseudo-code
in Appendix A.2 for reference.

Additionally, if the ODE solution posterior, pii, (X1.x | Yo.ar, Z1.n, ©), is desired instead
of the likelihood, then both the Kalman filter and RT'S smoother must be applied to (2.35).
In this case, the RTS smoother operates in a forward in time fashion because the Kalman
filter is already reversed in the model (2.35). Since the Kalman algorithm scales linearly
with both the ODE dimensions and discretization points, Fenrir does so as well.

2.5.3 Marginal MCMC

In principle, the basic approximation can utilize any of the model interrogation methods
listed in Table 2.1. However, the interrogation method of Chkrebtii et al. (2016) generates
a, 1 stochastically and provides a nonzero variance estimate V,, 1 for this quantity. As a
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result, applying the basic approximation would not account for the additional uncertainty
introduced at this step. To address this, Chkrebtii et al. (2016) adopt a Bayesian approach,
where, given a parameter prior 7(0) and arbitrary observation model (2.28), they present
a marginal MCMC algorithm to estimate

ﬁ(®7X1:N | }/():M7Z1:N = 0) X 7T(®> X p(YOM | XO:N7¢)

A (2.38)
X /plin(Xl:Nyl.l:N | Zl:N = 079777) dIl:Nv

where pin(X1.nv,Z1.8 | Z1.xv = 0,0, 1) corresponds to the parameter-dependent surrogate
model (2.29) with stochastic model interrogation terms Zy.y = (a1.n, Bi.n, Vi.n)-

The specific MCMC algorithm used is the Metropolis-Hastings algorithm, with the up-
date rule detailed in Algorithm 2.3. In particular, the function kalman_ode_sim is called on
Line 3 to generate a sample solution, as described in Algorithm 2.1. The term “marginal”
refers to the fact that P, (Xi.n,Zi.nv | Z1.v = 0,0,7m) appears both in the target pos-
terior density and the Markov transition kernel, causing it to cancel out entirely in the
Metropolis-Hastings acceptance rate.

Algorithm 2.3 Marginal MCMC algorithm of Chkrebtii et al. (2016).
1: procedure marginal _mcmc_step(® W), Xéf:}i,rr), Yo.r)
2 @D & (O | |
3: Xégf;)p) < kalman_ode_sim( fperon) (X, 1), Vgwron) , Qpyvron , Ryporon) )
p(You | Xr(f()é?if) nProP)) x (@ Prop)) /g(@Prop) | @(eum))

)7

4: p - curr
p(Yonr | XT(L(OJ\ZI),H(C“”)) X W(G(Curr))/q(@(curr) | @(pmp))
5: v ~ Uniform(0, 1)
6: if v <min(p,1) then
R @O, X, o) ¢ @, X, sl
8: return @), Xég‘\lfrr), plew)

2.5.4 MAGI

Our adapted MAGI is a method for performing Bayesian inference with the exact posterior

p(® | Zl:N = 07}/E):M)7 (239)
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corresponding to the nonlinear SSM

X | X~ Normal(QnXm Rn) (2.40)
Zpi1 ind Normal(@,+1 — fo(Tni1stnt1), Vat1), |

with V,,;1 = 0. Unlike previous approaches that approximate the likelihood using the
surrogate SSM (2.29), the adapted MAGI directly uses the original SSM, thereby preserving
the full nonlinearity of the system. This approach also differs from the original MAGI
algorithm proposed by Yang et al. (2021), which assumes a Gaussian process prior on
the solution process Xg.n, but not necessarily a Markov one. In contrast, our approach
additionally assumes that the prior on X .5 has the Markov property, which substantially
reduces the computational burden. We demonstrate how the adapted MAGI posterior can
be efficiently and scalably computed within the Bayesian filtering paradigm of Tronarp
et al. (2018).

The MAGI approach provides a closed form for the joint posterior

p(©, X1y | Z1.y = 0,Y0.) < p(©, X1y, Z1.ny = 0, Yo.ur)
=p(®) x p(Xi:n, Z1:v = 0] ©) x p(Your | Xo:n, D).

(2.41)

The first and third terms on the right-hand side of (2.41) are straightforward to compute.

However, note that p(Xi.n, Z1.n | ©) is a degenerate distribution, since Z1.y = &1.xy —

fo(x1.n,t1.n) is uniquely determined by Xi.;. A major contribution of Yang et al. (2021)

is the derivation of the density for this degenerate distribution. We present this derivation

in a slightly more general setting below.

In order to evaluate the second term, assume that Xo.ny can be decomposed as Xg.ny =
(Uo.n, Wo.n ), where Wy, is a proper subset of X.n and Up.y represents the remaining
components of X.x, such that W,, = f¢(U,,t,). For example, consider a simple univariate
first-order ODE

() = fo( (1), 1), (2.42)
along with the observation model
ind
Y; % p(Y; [ 2O(), ¢). (2.43)

We assume a 2-times IBM prior on the solution process such that, at time step n, we have

o
X, = |z, (2.44)

N
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with the corresponding decomposition

— |,.M — :C;O)

Rather than directly deriving the density of the degenerate distribution p(Xi.n, Z1.x |
©®), notice that (Xo.n, Z1.x) can be fully characterized by (Ug.n, Z1.n). Therefore, we
instead consider the non-degenerate joint distribution

p(Urn, Z1.n | ©), (2.46)

which can be obtained via a change of variables from Xo.n = (Up.n, Wy.n). To carry

out this transformation, we compute the determinant of the Jacobian for the mapping
(UO:N7 WO:N) — (UO:Na Zl:N)a given by

dUO:N le:N

dUon AU ; 4y
Wy dZiy | =|, Won| =1t (2:47)
C]-vvv():N d‘vva:N

Thus, we obtain the relationship

p(Uin, Z1n | ©) = p(X1y | ©)
(2.48)

N
H (p(X(Um Zn) - Q??X(Unflv Zn*1> ’ Rﬁ)v
n=1

where X (U,,, Z,,) = (U,, Z,+ fo(U,,t,)) and ¢(z | ) denotes the density of a multivari-
ate normal with mean zero and variance 3. In other words, p(U;.y, Z1.x | ©) is the density
of the Gaussian Markov prior in (2.40), evaluated at Xo.ny = X (Ug.n, Z1.n). Rewriting the
joint posterior from (2.41) in terms of the transformed variables (Uy.y, Z1.x), we obtain

p(nglzN ‘ Zl:N = OaYO:M) O(p((_),Ul;N,Zl;N = 071/I):M)

= 7(0) x p(Uyn, Ziny = 0] ©) x p(Yors | Xow, &), (2.49)

where the second term is given by (2.48).

Sampling from the MAGI posterior in (2.49) is done via MCMC, from which we obtain
samples from p(® | Z;.v = 0,Yy.n) as a byproduct. However, it is often possible to
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significantly reduce the number of variables in the MCMC sampler. That is, consider the
smallest subset Uy.y C Uy.y such that,

fo(Uon. ton) = fo(Uon, ton),
(Yo | XO:N7¢) = p(Yom | Xow, b),

where Xo.n = (ﬁo:N, Wo.n). In the example with the ODE defined in (2.42) and observa-
tion model in (2.43), the smallest subset at each time step n is

(2.50)

(0)

m?l)] . (2.51)

Tn

f]n - |:$£LO)] ’ Xn -

Using the smallest subset, the modified MAGI posterior distribution can be computed
as

p(@7 01:N | YO:M7 Zl:N = 0) X ﬂ_(@) X p(XlzN | @> X p(YOM ‘ XO:Na d))a
= 7(0) x p(X(Urn) | 1) x p(Yours | X (Uouw). 8).

where X (U,,) = (U,, fo(U,,t,)). That is, the second term in (2.52) is the density induced
by the Gaussian Markov process prior from (2.40) on Xon = (ﬁo;N, Wo.n), evaluated at
X (Up.n).

The sampled X.y in (2.52) are typically not Markov. However, since X .y is a subset
of the Gaussian Markov random variables X7.y, we can use Kalman recursions to efficiently
compute the joint density p(X 1.y | ) with linear time complexity O(N). Thus, the MAGI
posteriors (2.49) and (2.52) for the full and subset variables U;.y and U,.n have the same
computational complexity per evaluation, but the latter contains ¢ x N fewer random
variables, where ¢ is a function of the number of system variables d and the number of
additional derivatives ¢ — p in the IBM prior (2.5). This can be a significant advantage for
speeding up the convergence of the MCMC sampler on (2.52).

(2.52)

In practice, the length of the solution process N is often much greater than the number
of observations M, in which case the modified MAGI posterior in (2.52) is dominated by the
second term (Yang et al., 2021). This occurs because the density of p(X1.y | ) includes
many more terms than the likelihood p(Yg.ps | Xo.n, ¢). To address this imbalance, Yang
et al. (2021) suggest tempering the density p(X v | m)Y? by a hyperparameter 3, referred
to as the prior temperature, to better balance the contributions of the density and the
likelihood. The g-modulated MAGI posterior is thus

ps(O©, Uy.n | Z1.v, Yo.ur) x p3(@©, Uy, Z.y =0, Yo.m)

- . (2.53)
= 7(©) X p(X(Urx) | m)"? x p(Your | X (Uon), ¢)-
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The exact steps for computing (2.53) are presented in Algorithm 2.4, where the function
normal logpdf() on Line 9 is the log probability density function of a multivariate normal.
The related Kalman functions can be found in Algorithm A.1 in Appendix A.2.

Algorithm 2.4 MAGI algorithm of (Yang et al., 2021) for computing the S-modulated
posterior (2.53) with Gaussian Markov process prior.

1: procedure magi_logdens(Uy.y, fo(X 1), ve, Q.. R, Yo, 0)

2: Moo, 200 < Ve, 0 > Initialization
3: €~<— 0 ~ ~

4 Xon < (Uon, fo(Uon, to.n)) )

5: W «+ [Iqu dep,q] > The dimensions are Xy, and Xgy,.
6: forn=1:N do

T: Hnjn—1, Znjn—1 — kalman_predict(fy—1jn—1, 2n—1jn—1,0, Qn, Ry)

8: M, 3y < kalman_forecast(fypn—_1, Xnjn-1,0, W, 0)

9: (< 0+ normal,logpdf(Xn; oy 2)

10: Ponjns Snjn < kalman update(tpn—1, Dnjn-1, X,,0,W, 0)

11: > Line 12 computes log ps(©, U.n,Zy.n =0, Yo.m)
12: (< logm(©®) + %E +log p(Yo.ur | Xo.n, @)

13: return /

2.6 Numerical Experiments on Parameter Inference
We now return to the FN model from Section 2.4.1, where we previously focused on ap-
proximating the ODE. The model is governed by the system

V(t)®
3

FR0), R = V- “C+ bE(H). (2.54)

Our goal is to estimate the unknown parameters 8 = (a, b, ¢,V (0), R(0)) where a,b,c > 0,
using data Yy = (Yo, ..., Yur) based on the observation model

Y; % Normal(z(t;), ¢* - Ipxs). (2.55)

We begin by simulating the data with M = 40, t;, = i, ¢ = 0.2, and true parameters 8 =
(0.2,0.2,3,—1,1). To generate the ODE solution, we use a highly accurate deterministic
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solver, namely, the Dormand-Prince 8/7 solver consisting of an 8th order Runge-Kutta
method with 7th order step size adaptation (RKDP) (Dormand and Prince, 1980), as
implemented in the diffrax library (Kidger, 2021). Observation noise is then added to
the ODE solution using the default pseudo-random number generator in Python. The
simulated ODE trajectory and noisy observations are displayed in Figure 2.4.

V(t)

N

0 5 10 15 20 25 30 35 40
— X (t) Y(t)

Figure 2.4: Simulated ODE and noisy observations of the FN model.

Having generated the data, we now compare the three parameter inference methods
discussed in Section 2.5. Taking a Bayesian perspective, we assume a prior distribution
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7m(®) on the parameters ® = G(0, ¢, n). Given noisy observations Yp.ps from (2.55), our
likelihood function is defined as (2.30). Combining the prior with the likelihood yields the

posterior distribution
p(O | Yo.u) x m(O) x L(O | Yo.ur). (2.56)

We assume the observation model parameter ¢ = 0.2 to be known, so the learning
problem focuses only on estimating the ODE model parameters 8 = (a,b,c, V(0), R(0))
and the Gaussian Markov process tuning parameters n = (01, 02). We apply the following
parameter transformation,

© =G(0,n) = (¥g = (loga,logb,logc,V(0), R(0)), ¥, = (log o1, log 02)). (2.57)

The prior distribution m(©) consists of independent Normal(0, 10?) priors on each element,
of Wy while the tuning parameters have a flat prior, 7(n) o 1.

2.6.1 Parameter Posteriors for the Three Methods

For the Basic method and Fenrir, the high-dimensional latent ODE variables X.y can be
approximately integrated out, giving us the corresponding posterior approximation p(@® |
Yo.n). While this posterior can be sampled from using MCMC techniques, Bayesian pa-
rameter estimation can also be achieved by way of a Bayesian normal approximation (e.g.,
Gelman et al., 2013, Chapter 4). That is, we approximate the posterior p(© | Yo.p/) by a
multivariate normal distribution given by

© | Yy ~ Normal(©, V), (2.58)
where
. . 2 . -1
6 = argmaxlogp(® | Your). V =~ | 5orar108p(O | Your)| (2.50)
To obtain posteriors of the parameters on the original scale (8, n), we first sample @1, ..., @)

from the normal distribution in (2.58), and then transform the samples back using (8, n®)) =

g-(ev).

The Bayesian normal approximation has been widely used in Bayesian machine learn-
ing applications (MacKay, 1992; Gianniotis, 2019) because it typically requires orders of
magnitude fewer evaluations of p(® | Yy.as) than the MCMC alternative. Our implemen-
tation of rodeo is built using the JAX library (Bradbury et al., 2018), ensuring that it
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is automatic differentiable and JIT compiled. These features enable fast computations for
log p(© | Yo.ar) as well as its gradient and Hessian, which in turn support a wide range of
optimization algorithms for ©.

The posterior mode (\i’g, \il,,) is estimated using the Newton-CG optimization algo-
rithm (Nocedal and Wright, 2006), as implemented in the JAXopt library (Blondel
et al., 2021). To estimate the posterior variance of Wy, we compute the Hessian of
log p(We, ¥,, | Y5.0r) only with respect to the model parameters Wqy and take its inverse.
This approach is justified by the stochastic solver’s insensitivity to the values of 1 over
several orders of magnitude. Including ¥, in the Hessian calculation results in an over-
estimated posterior variance for Wg. This approach has been previously recommended
by Tronarp et al. (2022).

For the marginal MCMC method of Chkrebtii et al. (2016), we run Algorithm 2.3 to
sample from the joint posterior

©W, x1)y . (©@P xP)) ~ p(O, Xiy | You). (2.60)

For the proposal distribution in Algorithm 2.3, we use

© | ™) ~ Normal(©™™ diag(a?,)), (2.61)
where o2, = (O',E}U) - ..U,(,Cfuim(g)) is a tuning parameter for the MCMC algorithm. We

tune this hyperparameter to achieve an acceptance rate between 20% and 30%. We run
the Chkrebtii et al. (2016) Algorithm for 100,000 iterations after burn-in. The marginal
posterior p(© | Yy.ps) can then be obtained by simply discarding the sampled values of
Xl:N-

For the adapted MAGI method, we use Algorithm 2.4 to compute pz(©, fflzN, Yo Zi.n
0). The hyperparameter 1 for the Markov prior is assumed to remain fixed during MCMC.
Our experiments indicate an insensitivity to the choice of ) over orders of magnitude. Thus,
for simplicity, we set n = 0.1. For the S-modulated MAGI posterior in (2.53), we choose
the prior temperature 3 = n~2At>~2At’ where At is the discretization step size and At’ is
the inter-observation step size. We choose 3 in this manner so that it is proportional to R}
from the IBM prior in Section 2.2.1, scaled by the factor At’ /At as suggested by Yang et al.
(2021). To sample from the f-modulated MAGI posterior ps(©, U,y | Yorr, Z1.v = 0),
we use MCMC algorithms from the Python library BlackJAX (Lao and Louf, 2020). Like
rodeo, BlackJAX is built with JAX and offers a variety of built-in MCMC algorithms.
Here, we use the Hybrid Monte Carlo (HMC) algorithm (Duane et al., 1987) with 200
leapfrog steps. The remaining HMC parameters are tuned using the window adaptation
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algorithm (Stan Development Team, 2023). We run HMC for 10, 000 iterations after burn-
in.

Figure 2.5 displays the parameter posteriors for the Bayesian normal approximation
and MCMC at different solver step sizes At = T'/N for the methods discussed. For a
baseline comparison, we also include the posteriors simulated from the Bayesian normal
approximation using the Basic method, where the RTS smoother mean is replaced with
the solution from the Euler scheme given by

2(t + At) = 2(t) + At fo(z(t), 1). (2.62)

Similarly, the black posterior curves in each subplot of Figure 2.5 correspond to the Basic
method, but using a highly accurate deterministic solver, namely RKDP, applied to the
FN model (2.54) instead. We shall assume that the output of RKDP is the true ODE
solution, and therefore its parameter posteriors as the ground truth. For parameter ¢, the
Euler posteriors do not approximate the true posterior well until At = 0.02. In contrast,
the Basic method and Fenrir posteriors closely match the true posterior starting from
At = 0.1. The marginal MCMC method covers the true parameter values at At < 0.05,
while the Markov MAGI MCMC posteriors achieve this at At < 0.1.

2.7 Discussion

In this chapter, we make two major contributions to the literature. First, we prove that
the convergence rates of the RTS smoother estimates match those of the Kalman filter
forward pass. Theorems 2.3 and 2.4 establish that as N — oo, the RTS smoother mean
converges to the true solution, and the variance converges to 0. While the same holds for the
Kalman filter, the RTS smoother is generally preferred because it provides more accurate
estimates (Rauch et al., 1965). Our experiments provide empirical evidence supporting
this claim.

Second, we review several parameter inference methods for ODEs and introduce a novel
extension of the MAGI method (Yang et al., 2021). Our approach imposes a Gaussian
Markov process prior on the solution process, allowing Kalman algorithms to efficiently
compute the MAGI posterior with linear time complexity O(N). We compare these pa-
rameter inference methods in a numerical study to highlight the differences between ap-
proaches.

While we have empirical evidence suggesting improved convergence rates when increas-
ing from the first-order to the second-order IBM prior, this remains unproven theoretically.
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Euler
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Figure 2.5: Parameter posteriors for the FN model using the Bayesian normal approxi-
mation for the Euler ODE solver, the Basic ODE likelihood approximation, and Fenrir.
Also included are posteriors from the marginal MCMC method, as well as Markov MAGI
sampled via MCMC.

Future research could further investigate the relationship between prior selection and con-
vergence rates for both the Kalman filter and the RTS smoother. Several alternative

33



interrogation methods have been proposed (Tronarp et al., 2018; Kréamer et al., 2022).
Two notable approaches are the first-order Taylor expansion and the diagonal Jacobian
variation, both of which have shown empirical improvements in ODE solution estimates
over the zeroth-order approach (Schober et al., 2019) across multiple experiments (Kramer
et al., 2022). However, their theoretical convergence rates remain unproven.
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Chapter 3

Data-Adaptive Probabilistic
Likelihood Approximation For
Ordinary Differential Equations

3.1 Introduction

Parameter estimation for ODEs is a prominent problem in both the machine learning
and statistics communities. This process involves solving the ODE repeatedly at dif-
ferent parameter values to compute the likelihood of the observed data. Modern ODE
problems generally lack closed-form solutions and, therefore, require computational meth-
ods to approximate the solution. Traditionally, this has been done with deterministic
algorithms (Diaconis, 1988; Skilling, 1992; Hennig et al., 2015). However, despite these
long-established methods, new research in probabilistic numerics shows that probabilis-
tic algorithms provide more reliable estimates in parameter learning problems by directly
accounting for numerical uncertainty (Chkrebtii et al., 2016; Conrad et al., 2017).

A standard approach to learning these parameters is to use a parameter search algo-
rithm to find the maximum of the likelihood function. However, many ODEs are extremely
sensitive to their model parameters, resulting in numerous sharp local modes in the like-
lihood function. Consequently, the search algorithm may fail to reach the desired global
maximum (Kohberger et al., 1978; Cao et al., 2011; Dass et al., 2017; Rackauckas et al.,
2018; Frank et al., 2018). Unlike deterministic solvers, probabilistic ODE solvers can
directly use observations to guide the solution process, which can reduce parameter sensi-
tivity (Chkrebtii et al., 2016; Yang et al., 2021; Schmidt et al., 2021; Tronarp et al., 2022).
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However, conditioning on observations in a computationally efficient manner adds an ex-
tra layer of complexity, and the full potential of probabilistic solvers to reduce parameter
sensitivity has yet to be fully realized.

In this chapter, we introduce data-adaptive probabilistic ODE likelihood approximation
(DALTON), a novel method in probabilistic numerics designed to address this challenge.
More precisely, DALTON approximates the likelihood function for noisy observations in
ODE parameter learning problems and offers several major features:

1. Scalability: At the core of DALTON lies the Bayesian filtering paradigm (Tronarp
et al., 2018) discussed in Chapter 2. This approach, along with its associated ap-
proximation methods (Tronarp et al., 2018; Schober et al., 2019; Kréamer et al., 2022)
enables DALTON to scale linearly with both the number of discretization points N
and the ODE dimensions d.

2. Robustness: DALTON is able to overcome deep local modes in the ODE likelihood
function that both existing probabilistic and deterministic solvers struggle with. This
is demonstrated by its insensitivity to the choice of initial values in standard mode-
finding algorithms for Bayesian parameter estimation in chaotic ODE systems. No-
tably, DALTON proves to be more reliable than even direct optimization of the true
ODE likelihood, offering improved robustness in challenging inference settings.

3. Flexibility: DALTON can be applied to ODE systems with partially observed com-
ponents and non-Gaussian observation models. For non-Gaussian observations, we
present an approximation that enables us to continue using the Bayesian filtering
paradigm, thereby maintaining linear scalability.

The remainder of this chapter is structured as follows. Section 3.2 describes the method-
ology of the DALTON algorithm in detail for both Gaussian and non-Gaussian noisy data.
Section 3.3 offers empirical evidence for the three previously mentioned features. Finally,
in Section 3.4 we provide some concluding remarks.

3.2 Data-Adaptive Probabilistic ODE Likelihood Ap-

proximation

Recall the parameter-dependent IVP introduced in Chapter 2,
z(t) = folx(t),1), x(0) = vy, t € 0,7, (3.1)
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and the surrogate model baeed on the Bayesian filtering paradigm of Tronarp et al. (2018),
used to approximate it,

X,t1 | X, ~ Normal(Q, X, R,)

ind : (3.2)
Zn+1 ~ Normal(mn—i—l + Bn—i—lmn-i-l + apyi1, ‘/;H-l)-

The learning problem consists of estimating the unknown model parameters @, which

determine x(t) in (3.1) from noisy observations Yo = (Yo, ..., Ya), recorded at times
t=1y,...,t, under the observation model
ind
Y~ p(Y; | z(t), d), (3.3)

with possibly unknown noise parameters ¢. Typically, the discretization time points ¢ =
to,...,tn used by the ODE solver are much finer than the observation time points. Thus,
we define the mapping n(-) such that ¢, = t;, and the inverse mapping i(n) = max{i :

The Bayesian filtering model (2.3) from Chapter 2 is then augmented to account for
noisy observations from (3.3), as follows (e.g., Schmidt et al., 2021)

Xyt1 | X, ~ Normal(Q, X, R,)

ind .
Zy 1 ~ Normal(&,+1 — fo(Tni1,tni1), V) (3.4)
ind
where 1 are tuning parameters of the Gaussian Markov process prior. The likelihood

function induced by the probabilistic solver corresponding to (3.4) for all parameters © =
(0, ¢,m) is given by (e.g., Kersting et al., 2020b; Tronarp et al., 2022)

L(® | Your) = p(You | Z1.x = 0,0). (3.5)

As discussed in Chapter 2, Fenrir is an efficient algorithm for approximating the likeli-
hood function (3.5). However, its first step, which involves model interrogations, is entirely
data-free, meaning it does not incorporate noisy observations Yj.,; in the ODE solver. This
limitation motivates our data-adaptive approach, DALTON, which introduces two approx-
imations depending on whether the observation model (3.3) follows a Gaussian distribution
or not.
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3.2.1 Gaussian Observation Model

We first consider the simpler case where the observation model (3.3) follows a Gaussian
distribution

Y; ® Normal (D X, ), 2\?). (3.6)
DALTON begins by applying the conditional probability identity to the likelihood func-
tion (3.5), yielding

p(Yo:M, Zin=0 | @)

Y.. Zi.n=00)=
p( 0.M| 1:N ) ) p(Z1;N=0|@)

(3.7)

On the right-hand side, the denominator p(Z;.xy = 0 | ©) can be computed using the
prediction error decomposition (Schweppe, 1965) with the data-free surrogate model (3.2),

N
p(Zin | ©O) = H Normal(Z,; uZ, £2). (3.8)

n=1
The terms uZ and $Z are given by

“f = (W(l) + BnW(O)),-l’n‘nfl _I_ an

(3.9)
2Z = (WY + B,WO)S,, (WD + B,WO) +V,

where W) = [O 1] and W) = [1 O]. The numerator can also be computed using the
prediction error decomposition, but two cases must be considered:

1. At time points t,, ¢ {tn(o), R M)}, where no observations are recorded, we apply
the data-free surrogate model (3.2).

2. At time points t,, = t,,(;), where observations are recorded, we augment the surrogate
model (3.2) with Y; as

Z,iy] ind Ty(i) + Bri)Tn@) + aniy| Vo 0
[ YE )} ~ Normal ( { D@)Xn(i) | o Qz('d)) , (3.10)

)

We compute the data-free model interrogation coefficients a,;), Bpu), and V)
exactly as in Table 2.1.
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The pseudo-code to compute the right-hand side of (3.7) is provided in Algorithm 3.1.
In particular, the interrogate() function on Line 10 of Algorithm 3.1 performs the inter-
rogation method of Kramer et al. (2022) in Table 2.1. Algorithm 3.1 achieves a computa-
tional speed similar to Fenrir, as it requires one forward pass for each of p(Z;.y =0 | ©)
and p(Yor, Zi.v = 0 | ©), whereas Fenrir uses both a forward and backward pass.
Additionally, DALTON is able to approximate the ODE solution posterior, pj,(X1.n |
Yo.nr, Z1.nv, ©), by applying a forward and backward pass to the numerator of (3.10).

3.2.2 Non-Gaussian Observation Model

Now, suppose we have the general observation model (3.3). Let s, and w,;) denote
the observed and unobserved components of x(t) at time ¢ = t, respectively, such that

%MP(Yi | Zn), @) = 0, and

p(Yi | Znii), @) = exp{gi(Yi | 8n(i), @)} (3.11)

Similar to the Gaussian case, our goal remains to compute the likelihood (3.5). However,
we now consider a different identity,

p(}/b:MaXlzN | Zl:N = 07 6)
p(Xl:N ’ 1/E]:MazlzN = 07 @)

M
p(XlzN | Zl:N = 070777>
= X €x i Y; Sn(i); ’

p(K)M | Zl:N == 07 @) ==

(3.12)

where the identity holds for any value of X.y. On the right-hand side of (3.12), the
numerator can be further decomposed as

N-—1
p(XliN | Zl!N = 0a07n) :p(XN | Zl:N707T’) Hp<Xn | XTZ+17Z1:N70777)7 (313>

n=0

which can be approximated by applying the Kalman filter and smoothing algorithms to
the data-free surrogate model in (3.2). Additionally, the product term can be directly
computed using the general observations model (3.11). The main challenge lies in the
denominator, as the observations Yj.,, are non-Gaussian.

If the observations were Gaussian, we could compute the denominator using the aug-
mented surrogate model as in (3.10). However, since this is not the case, we instead propose
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Algorithm 3.1 DALTON probabilistic ODE likelihood approximation for Gaussian ob-
servations.

1: procedure dalton(fo(x,t),ve, Qyn, Ry, Yo.u, D(():]\Z7 Qé‘%)

2:

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

20:

21:

22:
23:
24:
25:

26:
27:

w0 1], WO« 1 0]

Moo, 200 < v, 0 > Initialization
Zi.n 0

l,, 0, < 0,0

i<+ 0 > Used to map t,, to ¢

> Lines 8-13 approximate logp(Z;.y =0 | ©)
forn=1:N do
Hnjn—1, Znjn—1 < kalman_predict(fy—1jn—1, Xn—1jn—1, @n, Ry)
a,, B,,V, < interrogate(f,n_1, Xnjn-1, f(x,1,0))
pZ, %% + kalman forecast(fnn_1, Snjn_1, @n, W + B,WO V)
(., + {, + normal logpdf(Z, = 0; uZ %)
P, Xnjn <— kalman update(tyjn—1, Xnjn—1, Zn, Qn, w4+ BWO v)
> Lines 15-25 approximate log p(Yp.ar, Z1.8y = 0 | ©)
¢y, < normal_logpdf(Yp; D(()¢)Ug, Q(()¢))
forn=1:N do
Hnjn—1, Znjn—1 < kalman_predict(fy_1jn—1, Xn—1jn—1, @n, Ry)
a,, B,,V, < interrogate(f,jn_1, Xnjn_1, f(x,t,,0))
if t, = tn(i) then

Z. w BnW(O)
L R
a, VvV, 0
o 5] w7 av
1+—1+1

pZ N7 kalman _forecast(fnjn—1, Bnjn—1,0n, W + B,,, V,,)
l,. < {,. +normal logpdf(Z,; puZ,x7)
Hnn, 2n|n — kalman—update(unm—la En|n—17 Zn> ay, W + Bn7 ‘/n)

return (,, — (, > Estimate of log p(Yo.ir | Z1.8v = 0,0)

approximating p(Xi.y | Yo.m, Z1.xv = 0, ©) using a multivariate normal distribution. Con-
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sidering the denominator on the log scale, we first apply Bayes’ rule, giving

log p(X1.n | Younr, Z1:v = 0, 0)

M
(3.14)
=logp(X1.n | Z1nv =0,0,7m) + ZQZ(Yz | Sy, @) + c1,

1=0

where ¢; is a constant with respect to Xg.n. To simplify notation, we define hi(sn(i)) =
Gi(Yi | Su), @), making it clear that the gradient and Hessian are taken with respect to
Sn(i)- Taking a second-order Taylor expansion of h;(s,;)) around s, = 8,(;), we obtain

. . . 1 . . .
hi(Sn@)) = hi(8ni) + Vhi(8u6) " (S — 8niy) + 5( @) = () V2hi(800)) (Sni) — 8n(i))
1 AT R -
= é(sn(i) -Y) Vth(Sn(i)>(Sn(i) -Y)+c
(3.15)

where

1. Vh; and V2h; denote the gradient and Hessian of h;, respectively.

2. Y, = Snii) — V2hi(8n)) "V hi(8,3)) can be interpreted as pseudo-observations.

3. ¢y is a constant with respect to s,,(;).

After substituting the quadratic approximation (3.15) back into (3.14), the right-hand
side is entirely quadratic in Xg.y since p(Xi1.x | Z1.y = 0,60,n) follows a multivariate
normal distribution. The only distribution with a quadratic log probability density function

is the multivariate normal, meaning we obtain an estimate of p(Xi.n | Yo.ur, Z1.8 = 0,0O)
equivalent to that of a model with Gaussian observations,

X,t1 | X, ~ Normal(Q, X, R,)
z, ™ Normal(&,, — fo(@n,t,), V) (3.16)
Yi nd Normal(sn(i), —[Vth(én(i))]_l).
We may now linearize (3.16) in the same way as in the Gaussian setting of Section 3.2.1

to obtain an estimate, )
plin(XlzN | K):Ma Zl:N - O)a (317)
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which can be computed using the Kalman filter and the RTS sampler. However, we have
yet to choose §,,(;) to plug into the Taylor expansion (3.15). A natural choice is

l§n(z) = Elin[sn(i) ’ Zl:n(i)—la lA/(-):ifla 6]7

which represents the predicted mean of the surrogate model obtained from (3.16). Since (3.12)
holds for any value of X.y, we set

XO:N = Elin[XO:N | Zl:N = vaf():Mvg]

for numerical stability.

The pseudo-code to compute the non-Gaussian DALTON in (3.12) is provided in Al-
gorithm B.1 in Appendix B.1. In terms of computational speed, Algorithm B.1 is approx-
imately twice as slow as Algorithm 3.1, since the former requires two forward and two
backward passes, whereas the latter uses only two forward passes.

Both Fenrir and DALTON incorporate observations into the Kalman filtering algorithm
when approximating the ODE solution posterior or the observation likelihood. The key
distinction between them lies in their approach. Fenrir first linearizes the model before in-
corporating observations (linearize-then-observe). In contrast, DALTON first incorporates
observations and then linearizes the model afterwards (observe-then-linearize). Further-
more, Fenrir is limited to Gaussian observation models, whereas DALTON can be applied
to both Gaussian and non-Gaussian models.

In terms of scalability, DALTON scales linearly with both the number of time dis-
cretization points, IV, and the number of ODE dimensions. The linear scaling in N arises
from the Markov structure of the prior on X (¢), while the linear scaling in d is achieved
through the model interrogation method of Krdmer et al. (2022), detailed in Section 2.2.2
of Chapter 2.

3.3 Numerical Experiments on Parameter Inference

In this section, we evaluate the performance of DALTON through a series of numerical
experiments on parameter estimation. We adopt a Bayesian perspective by assuming a
prior distribution, 7(®), on the parameters ® = (0, ¢»,n). Given noisy observations Y.,
the likelihood function is defined as (3.5). Combining the prior with the likelihood gives
the posterior distribution

P(O | Yor) o 7(©) x L(© | Your). (3.18)
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For DALTON, the latent ODE variables Xy.; can be approximately integrated out us-
ing (3.7) in the Gaussian setting and (3.12) in the non-Gaussian setting, resulting in an
approximate likelihood function /j(@ | Yo.ar), and consequently an approximate posterior
p(© | Yo.u).

We then use the Bayesian normal approximation described in Section 2.6.1 of Chapter 2
to approximate p(© | Yp.ps) by a multivariate normal distribution,

© | Yy ~ Normal(©, V), (3.19)
where
A A~ 2 A _1
© = arggnaxlogﬁ(@) | Your), V =— ngﬁ(@ | Your)| - (3.20)

We implemented DALTON in Python using the JAX (Bradbury et al., 2018) library to
enable automatic differentiation (AD) and JIT compilation. These features allow fast
computations for log p(© | Yp.ps) as well as its gradient and Hessian, which in turn support
a wide range of optimization algorithms for .

For each experiment, we simulate data by first solving the IVP with true 6 using a
highly accurate deterministic solver, namely, the RKDP (Dormand and Prince, 1980) as
implemented in the diffrax library (Kidger, 2021). Observation noise is then added to
the ODE solution using the default pseudo-random number generator in Python. Further
implementation details of the experiment are provided in Appendix B.2.

3.3.1 SEIRAH model

The SEIRAH model is a six-compartment epidemiological model used in previous studies
to describe COVID-19 dynamics in China (Tian et al., 2020) and in France (Prague et al.,
2020), where it was found to provide a reasonable fit to observed data. It divides the
population into six compartments: susceptible (S), latent (E), ascertained infectious (I),
removed (R, including recovered and deceased), unascertained infectious (A), and hospi-
talized (H). The evolution of these compartments over time is governed by the following
system of equations,

dS(t)  BSM)I() +aA(t)) dE®)  bSE)I(t) +aA(t) E(t)

Cdt N Coodt N D,

dI(t) rE@) I(t) I(t)  dR(t) I({t)+A(t) H

&  D. D, D, & D Dy (3.21)
dA(t)  (1—r)E@®) A®)  dH(E) I(t) H()

it ~ D. Dy’ dt ~ D, D’
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where N = S(t) + E(t) + 1(t) + R(t) + A(t) + H(t) is the total population size, and the
parameter D, is fixed at 30 (Prague et al., 2020).

Unfortunately, observations are only indirectly available for two of the six compart-

ments, represented by
- E(t ~ I(t
iy = 20 gy = 10 (3.22)
D,
which indicate the number of new cases entering the respective compartments. The obser-
vation model of Prague et al. (2020) is

VIR poisson(K (t;)), K € {I,H}, (3.23)
where each time point ¢; = i corresponds to days, for i = 0,...,60. The unknown param-

eters to be estimated in this model are 8 = (b, r, o, D, D,,, E(0), 1(0)). Experimental data
were simulated using the true parameters 8 = (2.23,0.034,0.55,5.1,2.3,1.13, 15492, 21752)
and the remaining initial values S(0) = 63884630, R(0) = 0, A(0), = 618013, and
H(0)g = 13388. These values were reported by Prague et al. (2020) based on the COVID-19
events in France.

Since the observation model is non-Gaussian, Fenrir is not applicable in this example.
Instead, we compare our DALTON method with two other ODE solvers. The first is the
previously described RKDP, for which we perform a Bayesian normal approximation using
the likelihood function

M

=0

where f1,,(;)(0) denotes the true solution of the ODE system obtained via RKDP for given
parameters 8. We refer to this as the true likelihood, as it explicitly evaluates the likelihood
using the true ODE solution.

The second is the marginal MCMC method of Chkrebtii et al. (2016), described in Sec-
tion 2.5.3 and Algorithm 2.3. We use a Gaussian random walk as the proposal distribution,
with a hyperparameter controlling the proposal standard deviation. This hyperparame-
ter is tuned to achieve an overall acceptance rate of 25% during the burn-in phase. The
algorithm is then run for 100,000 iterations after burn-in.

Figure 3.1 compares the parameter posteriors obtained from DALTON, RKDP, and
the marginal MCMC method across various step sizes At. Since the observations are non-
Gaussian, we use the non-Gaussian variant of DALTON described in Section 3.2.2; specif-
ically implemented via Algorithm B.1. At the largest step size (At = 0.2), DALTON’s
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posterior intervals cover all the true parameter values, whereas the marginal MCMC inter-
vals only cover parameters r and D,. As the step size decreases, the DALTON posteriors
rapidly converge toward those obtained from RKDP. In contrast, even at the smallest step
size (At = 0.01), the marginal MCMC approximation has not fully converged to the RKDP
posteriors.

3.3.2 Lorenz63 model

We now examine a chaotic ODE system that is known to be highly sensitive to its model
parameters. The Lorenz63 model (Lorenz, 1963) describes the behaviour of a fluid layer
heated from below and cooled from above. It is defined by a system of three ODEs for the
state vector x(t) = (x(t),y(t), 2(t)) commonly referred to as the Lorenz equations, which
are given by

#(t) = aly(t) —z(t), y(t) =z@)(p—=() —yt), =2(t)=z)y(t) - (). (3.25)

Our goal is to estimate six parameters 8 = (p, «, 5, 2(0), y(0), 2(0)), where p, a, 8 > 0. The
observation model is given by

Y; % Normal(z(t;), 62 - Iyxs), (3.26)

where t; = ¢ with ¢ = 0,1,...20 and ¢? = 0.005. Since the observations are Gaussian, this
example allows us to compare the performance of DALTON with Fenrir.

Before addressing the parameter estimation problem, we first evaluate the quality of
the ODE solution estimates produced by Fenrir and DALTON for the Lorenz63 model,
and compare them to the true solution computed by RKDP using the true parameter
values 8 = (28,10, 8/3,—12, —5, 38). For reference, we also approximate the ODE solution
using the data-free probabilistic solver in (2.9). Figure 3.2 displays the resulting solution
curves for z(t) starting at time ¢ = 5, for each probabilistic method at various step sizes.
Between ¢t = 0 and t = 5, all probabilistic methods yielded nearly identical estimates, so
we omit this portion to highlight the system’s chaotic behaviour. The solution curves for
y(t) and z(t) exhibit similar trends and are therefore omitted for brevity. The complete
set of trajectories for all latent states is provided in Figure B.1 in Appendix B.3.

Without guidance from observational data, the data-free probabilistic solver quickly
diverges from the true solution, becoming highly inaccurate beyond a certain point. Fen-
rir also struggles with the chaotic nature of the Lorenz63 system due to its reliance on a
linearize-then-observe approach, where observational data is incorporated only after model
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Figure 3.1: Parameter posteriors for the SEIRAH model using various ODE solvers.

linearization. This limitation is evident in Figure 3.2, where the Fenrir solution curves pass
through the observed data points, but deviate significantly from the true ODE trajectory
elsewhere. In contrast, DALTON, which follows an observe-then-linearize strategy, incor-
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porates the observations before linearization, resulting in solution curves that more closely
follow the ground truth.

x(t)

10

DALTON
o

-10

5NN WA
N SR

— A t=0.005 —— A t=1e-05 e Obs
A t=0.0001 — True

Fenrir
o

No Data
o

Figure 3.2: z(t) for the Lorenz63 model calculated using various solvers.

Figure 3.3 presents the posterior distributions estimated via the Bayesian normal ap-
proximation using DALTON, Fenrir and RKDP, each initialized with two different starting
values for 0 in the mode-finding optimization algorithm. The first is set at the true value
of 8, and the second is offset by 0.1. The DALTON posteriors consistently cover the true
parameter values and converge to the same solution regardless of the initial value. In con-
trast, the Fenrir and RKDP posteriors only align with the truth when initialized at the
correct parameter values. Additionally, both methods yield extremely narrow posterior
variances tightly centered around their respective starting points, indicating sensitivity to
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initialization. This behaviour suggests that the likelihood surfaces for Fenrir and RKDP
contain sharp local optima, which DALTON is able to remove.
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B At=0.005 B At=0.00125 === Trueb
B At=0.0025 - Initial 6

Figure 3.3: Parameter posteriors for the Lorenz63 model using various ODE solvers at
two initial parameter values.

To investigate this claim, we conducted an additional experiment to examine how the
choice of initial values affects convergence for each of the three methods. We simplified the
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parameter estimation problem by assuming that the initial ODE values (z(0), y(0), 2(0)) are
known, and that observations are available at ¢; = ¢/10 for i = 0,...,200. This simplified
parameter learning experiment is designed to clarify the issue observed in Figure 3.3, where
both Fenrir and RKDP failed to move away from their initializations.

Figure 3.4 displays the posterior modes of «, p, and g as a function of different initial-
izations in the mode-finding algorithms for DALTON, Fenrir and RKDP. When initialized
far from the true values, both Fenrir and RKDP fail to recover the ground truth. In con-
trast, DALTON consistently identifies the correct parameter values across a broad range
of starting points.

As observed earlier in Figure 3.3, Fenrir and RKDP also produce extremely narrow
uncertainty estimates for all parameters. This lack of variability, combined with their
failure to converge when initialized away from the true values, suggests that mode-finding
algorithms applied to their likelihood approximations are sensitive to initialization and can
become trapped in local optima. Consequently, the resulting parameter posteriors may fail
to cover the ground truth. In contrast, DALTON consistently maintains posterior coverage
of the true parameters, regardless of the initialization, indicating greater robustness to local
modes during optimization.

Figure 3.5 shows the DALTON solution posterior at At = 0.00125 for component x()
(the remaining components are displayed in Figure B.2 of Appendix B.3). Care must
be taken in computing this posterior, since exact ODEs simulated from the DALTON
parameter posteriors in Figure 3.3 look nothing like the true solution, due to extreme pa-
rameter sensitivity. Instead, the solution posterior is taken with respect to the probabilistic
model (3.4), i.e., each curve in Figure 3.5 is obtained by first drawing © from the DAL-
TON posterior in Figure 3.3, then drawing zg.y from the linearized approximation (3.17)
to p(X1.n | ©, Yo, Z1.x = 0). Figure 3.5 indicates that these solution posteriors closely
resemble the true ODE.

These experiments demonstrate that the posteriors produced by DALTON converge
to the true posteriors in ODE problems with mild parameter sensitivity. In contrast, for
problems with extreme parameter sensitivity, the surrogate SSM used by DALTON allows
for greater variability in the ODE approximation than the exact solution, as illustrated
in Figure 3.5. This added flexibility reduces the sensitivity of the likelihood to parameter
changes, making it easier for optimization algorithms to identify the correct mode. When
the true posteriors are desired, DALTON could potentially be used to obtain good starting
values from which to initialize the calculation of the Bayesian normal approximation (3.20)
with the exact likelihood of RKDP. This seems to work for the data of the Lorzenz63
example of Section 3.3.2, though a more fulsome exploration of this approach is left for

49



1ol T ===+ - - - =1
10—1,
e |
a
100 ® |
©
Q
N
£
§ ot L i | i | i b
@)
B
o e o o > - —————- S — .._________._-
2,
(]
o
oL ® ° 8 |
= ) ¥ 2
10 10 Initial 10 10
e DALTON Fenrir e RKDP -== True

Figure 3.4: Initial and optimized parameter values for the Lorenz63 model using various
ODE solvers.

future work.

3.4 Discussion

In this chapter, we introduced DALTON, a data-adaptive probabilistic approximation
method for the typically intractable parameter likelihood function of ODEs. DALTON
is built upon a well-established Bayesian filtering paradigm, leveraging efficient Kalman
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Figure 3.5: ODE posteriors of x(t) for the Lorenz63 model using DALTON with At =
0.00125.

recursions to achieve linear scalability in both the number of ODE dimensions and the
number of discretization points. It incorporates information from observed data during
the ODE solution process, resulting in more reliable parameter estimates compared to
existing probabilistic solvers. Moreover, in cases involving deep local modes, DALTON
has proven to be even more robust than using the exact ODE likelihood itself. Finally,
DALTON is versatile and applicable to observation models with arbitrary distributions,
including those with partially unobserved components.

Despite strong empirical performance, DALTON currently lacks formal theoretical
convergence guarantees. Preliminary convergence results for the underlying probabilis-
tic solvers used in both DALTON and Fenrir have been established: the forward pass
by Kersting et al. (2020b) and the backward pass in Chapter 2. A promising direction
for future work is to establish conditions under which the likelihood approximation of
DALTON converges to the true likelihood.

As it currently stands, DALTON uses a fixed step size, requiring manual tuning for
optimal performance on a per-problem basis. A promising direction for future research is
the adaptive selection of step size, following techniques such as those proposed by Schober
et al. (2019). Additionally, like other probabilistic ODE likelihood approximation meth-
ods (Yang et al., 2021; Tronarp et al., 2022), DALTON currently lacks theoretical guaran-
tees of convergence. Lastly, exploring the effectiveness of DALTON in parameter inference
problems for stiff ODE systems presents an interesting avenue for further investigation.

ol



Chapter 4

An Information-Efficient Variational
Inference Method for Stochastic
Differential Equations

4.1 Introduction

SDEs are powerful tools for modelling stochastic phenomena across many fields in the
natural sciences, finance, and engineering (Sérkka and Solin, 2019). A central problem
in working with SDEs is accurately estimating their parameters from noisy or partial
observations. The parameter-dependent diffusion process governed by the SDE is given by

dX (t) = a(X(t),0)dt + B(X(t),0)?dB(t), X (0) = vy, tel0,T], (4.1)

where X (t) is a d-dimensional random vector, « is a d-dimensional drift vector, 3 is a
d X d positive definite diffusion matrix, and B(t) is a d-dimensional Brownian motion. The
notation B2 denotes the matrix square root, such that 8/2(8Y/2)" = 3. Both the drift
and diffusion coefficients depend on the unknown model parameter 8. We assume that
a and B are sufficiently regular functions to ensure that (4.1) has a weak non-explosive
solution (ODksendal, 2003).

Like ODEs, SDEs typically cannot be solved in closed form and must instead be dis-
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cretized, leading to a generalized SSM

XONW(X 1 6),
~ (X | X1, 0), (4.2)
“d< | X (). 0),

where Y, is a noisy observation of X (¢! ), with t/, = m - At', At' =T /M and
X, ={X({t):t € Tn} (4.3)

where 7, contains all time points in the interval (¢,
discretization procedure is provided in Section 4.2.1.

]. A detailed explanation of the

17m

The goal of parameter inference for SDEs is to evaluate the marginal likelihood of the
observed data under the SSM defined in (4.2)

L0 | Yo.m) :=p(Yo | 0)
== /p(XO:MaifO:M | 9) dXO:M

M
= / [T((XO | 0) }/0 ’ XO; H P ’ Xmao)p(Xm | mehH) dXO:Ma
m=1

(4.4)
where X = (Xo, ..., Xu). Alternatively, one may be interested in the posterior distri-
bution over @ induced by this likelihood

p(6 | Your) o< p(0)L(6 | Younr), (4.5)

where p(@) is a prior. In practice, this requires evaluating the likelihood £(0 | Yo.ar) for
every 6. However, computing the integral in (4.4) is typically infeasible due to the high
dimensionality and complexity of the latent space.

To circumvent this, MCMC methods (Roberts and Stramer, 2001; Golightly and Wilkin-
son, 2008; Kou et al., 2012; Whitaker et al., 2017) have been widely used to sample from
the joint posterior

p(0, Xo.m | Your) < p(0)p(Xons, Youur | 6). (4.6)

While this avoids the need to integrate out Xy.,s directly, it introduces scalability challenges
as the effective parameter space grows with the number of latent states, which can be
prohibitively large in practice. Particle filtering, in contrast, directly approximates the
posterior distribution in (4.5) (Andrieu and Doucet, 2002; Kantas et al., 2009, 2015).
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However, these methods also face scalability limitations, particularly in high-dimensional
or long time-series settings (Bengtsson et al., 2008; Archer et al., 2015).

A more recent line of research focuses on variational inference, where the goal is to se-
lect a family of tractable distributions ¢(6, Xo.xr; @) that can be efficiently sampled for any
variational parameter ¢, and then optimize ¢ to closely approximate the intractable poste-
rior p(@, Xo.r | Yo.ar). The exact formulation is provided in Section 4.2.5. This approach
converts the original integration problem in (4.4) into an optimization problem. Thanks to
recent advancements in stochastic gradient-based optimization, variational inference offers
a substantially faster alternative to MCMC, often by several orders of magnitude.

Several authors have considered variational inference for general SSMs (Archer et al.,
2015; Krishnan et al., 2017; Becker et al., 2019; Ruhe and Forré, 2022; Revach et al.,
2022) and for SDEs in particular (Ryder et al., 2018; Tzen and Raginsky, 2019; Ghosh
et al., 2022). A key requirement for accurate variational inference is that the variational
distribution follows the same conditional dependence structure as the true posterior. For
SSMs, this corresponds to the factorization

q(0, Xo.r; &) = q(0; 9)q(Xor | 6; 9)

M 4.7
m:l

since, conditioned on the observed variables and model parameters, the latent states in
a SSM satisfy the Markov property. Many of the variational distributions mentioned
above have this structure, achieved with the help of a RNN (Krishnan et al., 2017; Ryder
et al., 2018; Becker et al., 2019; Ruhe and Forré, 2022; Ghosh et al., 2022). However,
most existing variational methods effectively learn the marginal distribution ¢(X,, | 8; ¢)
from the filtering distribution p(X,, | Yo.m,0). In contrast, the smoothing distribution
p(Xom | Yo.ur, ) leverages all observations when estimating each latent state, making more
efficient use of available information and typically yielding more accurate results than
filtering alone (Rauch et al., 1965; Doucet and Johansen, 2009). Nevertheless, scalable
variational approximations to the smoothing distribution remain limited.

To the best of our knowledge, we present the first information-efficient variational
inference (IEVI) method for SSMs—and SDEs in particular—that captures not only the cor-
rect conditional dependence structure, but also the correct information flow from the ob-
served variables Yj.as to the posterior distribution p(Xo.ar | 0, Yo.ar). This is accomplished
by constructing a RNN for ¢(Xo.ps | 0; ¢) that mimics the forward-backward recursions
used to compute the smoothing distribution of SSMs (Doucet and Johansen, 2009).
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A major advantage of our approach is that our variational model for the conditional
latent variable distribution is actually of the form

q(Xo.nr | 0, Yo.nr; @) (4.8)

with the same ¢ providing the variational approximation for any @, Yj.)s and remarkably,
any dataset size M. The upshot of this approach is that training scales sublinearly with M
when M becomes sufficiently large and linearly otherwise. For the same reason, IEVI also
scales efficiently to SSMs with mixed effects as the number of individual datasets grows.

The remainder of this chapter is structured as follows. In Section 4.2, we review back-
ground material on SDEs, existing non-variational methods for approximating the like-
lihood in (4.4) and the variational inference framework. Section 4.3 introduces the IEVI
algorithm. Section 4.4 provides a detailed comparison between IEVI and two closely related
works. Section 4.5 presents numerical experiments comparing several parameter inference
methods for SDEs, including a large mixed-effects model. Finally, Section 4.6 concludes
the chapter.

4.2 Background

4.2.1 Stochastic Differential Equations

The SDE parameter inference problem is to estimate unknown parameter @ from partially
observed, noisy measurements Yy, = (Yp,..., Yy ) of the continuous process X (t) gov-
erned by (4.1), collected at discrete time points ¢t = ¢, ..., t},. For ease of presentation, we
assume that the observations are evenly spaced, such that t/ = m-At', where At' =T /M
denotes the inter-observation step size.

In general, there is no closed-form solution to the SDE in (4.1). It is, therefore, stan-
dard practice to approximate the solution numerically over a discretized time grid. This
approximation error can be controlled by refining the step size, allowing the numerical so-
lution to converge to the true solution as the step size decreases (Ryder et al., 2018). Often,
a smaller step size than the inter-observation step size is required to obtain a sufficiently
accurate numerical approximation.

To this end, we approximate the SDE using a step size At = At'/r where we refer to

r > 1 as the resolution number. Referring back to the SSM in (4.2), this discretization
implies that

X =(X({((m—=1Dr+1)-At),..., X(mr-At)). (4.9)
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Perhaps, the simplest discretization scheme is the Euler-Maruyama method (Maruyama,
1955), which approximates the latent states in (4.9) by

X (n-At) = X ((n—1)-At)+a(X ((n—1)-At), ) At+B(X (n—1)-At), 0)/>VAtz,, (4.10)

where z,, are independent standard normal vectors for n = (m —1)r +1,... mr.

In the following sections, we describe several non-variational methods that have tradi-
tionally been used to approximate the likelihood in (4.4) assuming the SSM in (4.2).

4.2.2 Particle Filtering

The first non-variational method we consider is particle filtering (Doucet and Johansen,
2009; Murray, 2013). The core assumption of particle filtering is that, although it is possible
to evaluate the density of any of the distributions in (4.2), we cannot sample from them
directly. Instead, we choose proposal distributions (X, | Yy, @) for the initial time point
and q(X,, | Xin_1, Ym, 0) for subsequent steps.

Algorithm 4.1 presents a basic particle filtering which approximates the likelihood
in (4.4). On line 7, the function resampler() transforms a set of weighted particles
into a set of unweighted ones that represent the same distribution. Several resampling
strategies have been proposed (Douc et al., 2005; Doucet and Johansen, 2009). The most
common one is a multinomial resampler, which resamples particles X,S% P) with replace-
ment according to the weights wih ) at time step m. However, the resulting likelihood
approximation ﬁ(@ | Yo.ar) is not fully differentiable (Corenflos et al., 2021). While it
is possible to compute a gradient estimate by omitting the non-differentiable terms in-
troduced by the multinomial resampler, doing so yields a gradient with a non-vanishing
bias that fails to propagate through time (Corenflos et al., 2021). Alternatively, unbiased
gradient estimates exist, but they come at a high computational cost of O(P?) (Poyiadjis
et al., 2011; Corenflos et al., 2021) or suffer from high variance (Karkus et al., 2018; Tan
et al., 2024).

We instead use a multivariate normal resampler, which fits a multivariate normal distri-
bution to the weighted particles by computing their weighted mean and variance, and then
resamples P new particles from this distribution. This approach results in a differentiable
particle filter, enabling gradient-based optimization to efficiently compute the mode and
associated variance of the approximate posterior p(6 | Yj.ps) using the Bayesian normal
approximation described in Chapter 3. Our experiments indicate that this approximation
produces results very similar to those obtained via exact inference methods, as presented
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Algorithm 4.1 Particle filtering for estimating the approximate likelihood £(8 | Yg.a7).

1: procedure particle filter(Yy.y,0)

2: fori=1:P do > Importance sampler for initial step.
§) iid
3 X)) % q(Xo | Y0.0)
\ 0 P(%| X 0)m(Xy" | 6)
q(XO | }/67 0)
9:
6: form=1:M do
T: X o resampler(X 7 w11)) > Resampling step.
8: fori=1:Pdo
9: X0 q(Xm | XTS?A, Y,.,0) o o > Propagation step.
: Y, | X()D,0)p(Xy | X\ ,,0
10: w p(Yon | X{ ”Z>) — 22))< | Xin-1,6) > Weighting step.
q(X"; | anfh Ym’ 0)
L1 /j(G | Yo.ur) < Hn]\f:O (113 Zf:l why

12:
13: return £(6 | Yo.u)

in Section 4.5. We use the JAX-based particle filtering implementation available in the
pfjax library (Lysy et al., 2025) to compute this approximation.

4.2.3 Laplace Approximation

The second non-variational method is the Laplace approximation (Kristensen et al., 2016),
which is based on the identity

P(Xoum, Youu | 6)
P(Xo:r | Yo, 9)‘
The key idea is to approximate the intractable posterior p(Xo.ar | Yo.ar, 0) with a multi-
variate normal given by

p(You | 0) = (4.11)

Xowr | Yo, 0 = NOTmal(onM, VX), (4.12)

where )
XO:M = argmax 1ng()(O:]\/[ ‘ YO:Ma 0)7
Xo:Mm

92 ) 4 (4.13)
logp(XO:M ‘ Y(-):Mu 0)

Vx=—|-o——
X 0X0.010X),
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The approximate likelihood p(Yy.as | @) is then computed by evaluating

p(XO:Ma }fO:M | 9)
ﬁ(XO:M | 1/E):Ma 0) .

(Yo | 0) = (4.14)

where the ratio may, in principle, be evaluated at any value of Xy.,;, though X is used
for numerical stability. We use the existing implementation of this method provided by
the TMB package (Kristensen et al., 2016). Unlike other automatic differentiation (AD)
libraries, TMB provides AD algorithms for (4.12) which efficiently leverage the sparsity
of Vx, which in turn allows for fast evaluations of the score and Hessian of the marginal
likelihood in (4.14).

4.2.4 Max-and-Smooth

Another non-variational method is the Max-and-Smooth approach proposed by Hrafnkels-
son et al. (2021), which is a powerful approximation to the marginal likelihood p(0 | Yo.ar)
for certain random-effects models. In this work, we generalize the approach to handle
mixed-effects models as well. The mixed-effects model for SSMs is given by

X ~w(XP |99, v)
(

X0~ p(XP | X7 v) (4.15)
i) iid
Y < p) | X(t,)Y 0V, v)

with fixed effects v and random effects ) following a multivariate normal distribution
n S Normal(py,, 35,), (4.16)

for j =1,... D different datasets.

For problems in which the primary interest lies in estimating the fixed effect and hy-
perparameters 0 = (v, uy, X,), Max-and-Smooth provides a fast approximation to the
marginal likelihood

PV 10) = [ o0 n ) | 6)dn P

/Hp 1p(0D | fay, ) AP

(4.17)
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where £€) = (n\9) v). This is accomplished by first approximating the log-likelihood of
each individual dataset with a quadratic function in £9):

p(Y | €9) = o(Y ) exp(—§<s<j> — £0) VO (g0 - é(ﬂ)), (4.18)

where C(YO(Z&) is a function of the observed data only. For SSMs, this quadratic approx-
1mat10n can be obtained by estimating the maximum likelihood and Fisher information
of p(Y, y W Vo] €W) for each individual dataset, using either a particle filter or the Laplace
approx1mat10n described earlier.

With these quadratic approximations, we may write

p(Y 1 0) = c(Yiy) x /exp<

g A . . A

(E(J’) — £y V(gD - 5(3’))

1
2

[OR

Il
—

J

1 .
(09 = ) Tt — ) — 5 o8 det(En)) dn:P)

DN | —

= (Vo) /exp (—562(77(”7); 6) — 3 log det(En)) dn®P)
(4.19)

where Q(n"P): ) is a quadratic function in ™), whose parameters depend on 6, é(LD)
and VD) Since @ is positive-definite, the integral in (4.19) can be evaluated in closed
form using standard properties of the multivariate normal distribution. While the analyti-
cal expression for () is technically involved, the required quantities can be readily obtained
in practice using AD—for example, by applying a single step of the Newton—Raphson algo-
rithm and computing the Hessian at the mode of the likelihood approximation.

4.2.5 Variational Inference

Bayesian inference involves estimating the joint posterior distribution using the SSM for-
mulation,

p(97-XO:M | K)M) O(p(eaXO:MaYOM)

M
= p(0)7(Xo | 0)p(Yo | X0.0) [ [ p(You | X, 0)p( X | X1, 6).
m=1

(4.20)
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Although this joint posterior can be sampled using MCMC methods, such approaches can
be computationally expensive in high-dimensional settings, often requiring several days to
obtain a sufficient number of samples (Whitaker et al., 2017).

A more scalable alternative is variational inference, which transforms the sampling prob-
lem into an optimization problem. Rather than drawing samples directly from p(60, Xo.as |
Yo.nr), we approximate it with a parameterized family of distributions ¢(6, Xo.ar | Yo.ar; @)
for variational parameters ¢. The optimal approximation is found by minimizing the
Kullback-Leibler (KL)-divergence KL(q(8, Xo.nr | Your; @) || (0, Xo.ar | Yo.ur)), which is
equivalent to maximizing the ELBO (Jordan et al., 1999), defined as

arg;naxﬁ(qb) = B¢ [log p(0, Xonr, Your) —1og (6, Xo.s | Youur; &)]. (4.21)

The joint log-density log p(€, Xo.rs, Yo.ar) is approximated using the factorization in (4.20).

Most standard machine learning optimization algorithms require the gradient of the
objective function L£(¢). However, the gradient of the expectation in (4.21) cannot be
computed analytically. We, therefore, resort to Monte Carlo methods to approximate
it. While it is possible to sample directly from ¢(0, Xo.ns | Yo.ur; @), doing so prevents
gradients from being propagated through the sampling operation. This, in turn, restricts
the use of standard gradient-based optimization techniques such as stochastic gradient
descent, Adam (Kingma and Ba, 2017), and their variants.

One approach to address this issue is the reparameterization trick (Kingma and Welling,
2022; Rezende et al., 2014; Titsias and Lazaro-Gredilla, 2014), which proceeds as follows.
First, we sample €V, ... € ~ p(e) from a distribution (e.g., standard Gaussian) that
is independent of the variational parameters ¢ and easy to sample from. The Varlatlonal
distribution q(8, Xo.as | Yo.ar; @) is then chosen such that each sample (8%, X o 3\4) can be
expressed via a deterministic transformation,

(09, Xgr) ~ (0, Xor | Your: @) <= (09.X5)) = g(e” Your, @), (4.22)
fori=1,...,5, where g is a function parameterized by ¢ that defines this transformation.

The point is that all randomness is isolated in the pre-sampled noise variables €1, ..., €g
when sampling from ¢(6, Xo.as | Yo.ur; @) and the log-density becomes a deterministic and
differentiable function of ¢. This allows us to construct a straightforward and unbiased
Monte Carlo estimator given by

Z log p(8”, Xy, Your) — log g(89, X/ | Yours @) (4.23)
=1
The gradient of £(¢) can be computed efficiently using backpropagation.
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4.3 Information-Efficient Variational Inference

For ease of presentation, we begin by considering the case where the inter-observation step
size equals the discretization step size, i.e., a resolution of » = 1. We approximate the
conditional joint posterior distribution p(6, Xo.ns | Yo.ar) using the factorization given by

q(0, Xo.r | Yorr; @) = q(0 | Youur; de)a(Xo.nr | Your, 0; dx). (4.24)

Here, the first term q(0 | Yy.ur; ¢pg) serves as a variational approximation to the marginal
posterior p(@ | Yo.ar), while the second term ¢(Xo.ns | Yo, €; ¢x) approximates the
conditional latent posterior p(Xo.as | Yor, @). Our goal is to optimize the variational pa-
rameter ¢ = (¢g, ¢x ) by maximizing the ELBO in (4.21) using the Monte Carlo estimator
in (4.23). To do so efficiently, we choose distributions that are fast to sample from and
compatible with the reparameterization trick in (4.22).

The choice of the variational family for ¢(0 | Yo.ar; ¢e) is flexible and often dependent
on the SDE model. As such, we will select the most appropriate variational family in the
experiments of Section 4.5.

4.3.1 Latent Variational Distribution

The latent variational distribution used in IEVT is derived from a linear Gaussian SSM for
the latent dynamics with an arbitrary observation model:

X ~ Normal(pg, %),

Xm ~ NormaI(Qm—IXm—l + Cmn—1, Rm—l)a (425)
Yo X (Y, | X, 6),
where the parameters pg, 3o, Qo.ar—1, Co-nr—1, Fo.ar—1 are functions of @ and ¢x. Letting
q(Xo.m, Your | 0;¢x) denote the joint distribution of the latent and observed variables
in (4.25), the variational distribution we use, ¢(Xo.as | Yo.a1,0; ¢ x ), is the corresponding
conditional distribution of the latents given the observations.

When the observation model p(Y;, | X,,, @) is also linear and Gaussian, this conditional
distribution can be computed efficiently using Kalman filtering and smoothing recursions.
In the general case, however, the filtering distribution becomes intractable and must be
approximated using a Gaussian distribution with mean p,,),, and variance X,,,,, in order
to apply Kalman smoothing (Rauch et al., 1965; Sarkka, 2013). A key challenge with this
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formulation is that the number of parameters, Qy,, Cp, Ry, tmjm, Zimjm, scales with the
number of time points. To address this, we introduce a RNN architecture to parameterize
these quantities more compactly.

More precisely, we use a RNN to estimate the filtering and transition quantities fi,,,,
Ynim, Qm, cm and R, at each time step m = 0,... M. Formally, in its unrolled represen-
tation, the RNN updates its hidden state and outputs as follows:

Om, hm+1 - RNN(Ymv 0, hm; d)X)a (426)

where the output o,, is a vector containing (um|m, Yonim> Qm, Cms Rm). Each hidden state
h,, summarizes the observation history up to time m—1, having been computed recursively
from the previous hidden state h,,,_; and the observation Y,,_;. Combined with the current
observation Y,,, the RNN ensures that h,,.; and o,, condition on all observations up to
time m, as required by the filtering distribution. Figure 4.1 illustrates the RNN’s unrolled
structure, showing the hidden state transitions and corresponding outputs at each time
step.

Figure 4.1: Unrolled RNN from time step 0 to m, where each cell updates the hidden state
using the current observation and produces corresponding outputs.

Given the filtering distribution, the corresponding smoothing distribution ¢(X,, | Yo.ar, 0; ¢ x)
can be efficiently sampled using the Kalman backward pass, based on the decomposi-
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tion (Doucet and Johansen, 2009; Sarkké, 2013, Chapter 8),

M—

0(Xoar | Your, 0;x) = q(Xur | Your, 0 x) [[ ¢(Xow | Xonsr, Yoo, 0; dx)

=

(4.27)

0

g 3
Dyt

3
I

Sampling from the variational smoothing distribution proceeds recursively using the
Kalman backward pass. At time M, we draw

X~ q( X | Yo, 0; ¢x) = Normal (pearar, Easiar), (4.28)

directly from the variational filtering distribution. Here, we reuse the notation pi,, =
E[X (nAt) | Yo and Xy, = var[X (nAt) | Yo.,,] introduced in Chapter 2. Then, for each
time step m = M —1,...0, assuming that X, ,; has already been sampled, the conditional

distribution ¢(X,,, | Xim+1, Your, 0; ¢x) is also Gaussian, with mean and variance given
by (Rauch et al., 1965; Sarkké, 2013)

Am = Em|mQ—:n+1E_l

m+1|m
I'Nl’m\M = Mm|m + Am(Xm—H - F”m+1\m) (4'29>
2m\M = 2m|m - AQO+12m|m

The combination of the RNN-based filtering pass and the Kalman backward smoothing
pass defines a deterministic transformation of the observations Yj.5;, SDE parameters 0,
variational parameters ¢x, and Gaussian noise ex. Specifically, given ¢x, 8 and Y.y,
the RNN produces a sequence of estimates (fbmm; Bm|ms Q@m, Cm, R, which are then used
in the backward pass to compute the smoothed means ft,,; and variances f]m| M in (4.29).
Since each conditional distribution is Gaussian, the full sampling process for X.,; can be
expressed as

XD = gx(e5™, X1, 0, Yoo, éx)

5 . . (4.30)
o + S
where e(;f’m) b Normal(0, I;) form =0,...,M andi=1,...,5, and d is the dimension of

the latent state X,,,. Because all distributions involved are easy-to-sample-from Gaussians,
and the reparameterization trick is applied via (4.30), the RNN can be efficiently trained
by maximizing the ELBO in (4.23) with stochastic gradient descent.
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4.3.2 Linear Gaussian Observation Model

As a special case, we consider a linear Gaussian observation model, following Golightly
and Wilkinson (2008); Ryder et al. (2018), given by

Y,, S Normal(W X, S), (4.31)

where W is a fixed matrix, and 3y is the observation noise, which may be either known
or treated as an unknown parameter.

As noted earlier, when the observation model is linear and Gaussian, the variational
filtering distribution ¢(X,, | Yo.m, 0; ¢ x) is Gaussian and can be computed exactly using
the Kalman filter. In this case, the RNN in (4.26) no longer needs to estimate the filtering
moments Loy, and X,,,, since these quantities are available in closed form.

The simplified RNN output is given by
Om, hyi1 = RNN(Y,,,, 0, h,; 0 x), (4.32)

where o0, is a vector containing only the transition parameters (Q,, €, Ry). The rest of
the procedure for sampling from the variational smoothing distribution ¢(X,, | Yo.ar, 0; ¢ x)
proceeds exactly as described in Section 4.3.1.

4.3.3 Higher Resolution

Earlier, we assumed that the discretization step size At is equal to the inter-observation
step size At’. However, in practice, a sufficiently accurate approximation of the latent
dynamics often requires using a smaller step size. As an example, consider the case where
the resolution is r = 3, as illustrated in Figure 4.2. In this setting, the latent variables
X (0) and X (3At) correspond to the times ¢, and ¢}, at which the measurements Y; and
Y are recorded, respectively.

When r = 1, there is one observation per latent time step, and we can directly use the
observation Y;, and SDE model parameter 8 as inputs to train the RNN. However, when
r > 1, the observations are more sparsely distributed relative to the latent discretization.
For each discretized latent time point t,, = nAt, let t’ | denote the most recent observation
time at or before t,,, and t;(n) the next observation time after ¢,,. In our experiments, the
following inputs worked well for approximating the latent process at time ¢,:

e The parameter: 6
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Figure 4.2: Illustration of resolution r = 3, where At = At'/3.

e The most recent observation: Y_(,) := Y (¢_ )
e The next available observation: Y, () := Y(t;(n))

e The time until the next observation: t’+(n) —tn

For example, in Figure 4.2, the RNN uses Y, and Y; as inputs to approximate the latent
variables X (0), X (At) and X (2At). Including the next observation as an input provides
the RNN with information about the direction of the latent process, thereby improving the
accuracy of the inferred latent states. Algorithm 4.2 outlines the full procedure for sam-
pling from ¢(Xo.as | Yo.u1, 0; @) and computing its log-density under a general observation
model. Algorithm 4.3 describes the corresponding procedure assuming a linear Gaussian
observation model.

4.4 Related Works

Archer et al. (2015) propose a black-box variational inference method for SSMs, where
the posterior p(Xo.ar | Yo.u, é) is approximated by a variational distribution q(Xo.s; 913)
Here, 6 is the mode of the likelihood p(Yg.s | 0), and ¢ is the variational parameter that
maximizes the ELBO. Their variational family is a multivariate normal distribution with
a block tridiagonal inverse variance matrix, enabling sampling with linear time complexity
in the number of observations. However, their method conditions each latent state on only
nearby observations, rather than on all observations Yj.,s, as required for smoothing.
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Algorithm 4.2 The IEVI method for drawing a single sample Xo.ar ~ ¢(Xo.ar | Yo.ur, 0; @)
and computing its log-density assuming an arbitrary observation model.
1: procedure ievi(Yp.p,0)
2: hy <0 > Initialization for hidden state at 0.
£X ~—0

3
4
5 forn=0:N do

6: ([_Ln|n, En|n, Qn, Cy, Rn), hn+1 < RNN(Y_(n), Y+(n), t,—i-(n) — Tn, 9, h,n; d))
7 Montijns Zn1jn — kalman_predict(fyjn, Xnjn, Cn, Qn, Ry)

8

9

: X(NAt) ~ Normal(p,N‘N, ZN|N)
10: (x < normal logpdf (X (NA?); un, XnN)
11: forn=N—-1:0do

12: M, 3, < kalman_sample(X ((n + 1)AL), typn, Xnjn, ot 1jn, 2ntijn, @nt1)
13: X (nAt) ~ Normal(p,,, 3,,)

14: (x + {x + normal logpdf(X (nAt); t,, X,)

15:

16: return X.,/, (x

Another approach, proposed by Ryder et al. (2018), samples from the variational dis-
tribution using the factorization

q(0, Xo.ar; @) = q(0; 0)q(Xo.nr | 0; ). (4.33)

They assume a mean-field Gaussian for ¢(0; ¢). To model ¢(Xo.ps | 0; @), they mimic the
Euler-Maruyama scheme by using a RNN to approximate the drift & and the diffusion B
At each time step n, the RNN uses the parameter 8, and the observations up to time n as
input, but does not have access to future observations.

Our work addresses two key limitations of this approach. First, we construct a varia-
tional smoothing distribution over the latent variables that conditions on both past and
future observations while maintaining linear time complexity. Second, whereas the method
proposed by Ryder et al. (2018) requires processing the entire observation sequence end-
to-end, our framework allows for flexible batching over both the number of discretization
steps and the number of individual datasets in mixed-effects models. This enables training
to scale efficiently along both dimensions. As batching is known to accelerate convergence
in practice (Goodfellow et al., 2016, Chapter 8), our method remains computationally
efficient even for large datasets.
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Algorithm 4.3 The IEVI method for drawing a single sample X.ar ~ ¢(Xo.ar | Yo.ur, 0; @)
and computing its log-density assuming linear Gaussian observation model. W is a fixed
matrix and py and 3 are the prior parameters for 7(X) in (4.25), which may be estimated
as a part of 6.

1: procedure ievi_gauss(Yy.y, 0, W)

©

10:
11:
12:
13:

14:
15:
16:
17:
18:
19:
20:

21:
22:

ho+ 0 > Initialization for hidden state at 0.
€X ~—0

> Update with observation Yj.

Koo, EO|0 < kalmanfupdate(u’()) 207 1f07 07 Wv 20)

forn=0: N—-1do
(Qn.cn, R,), by < RNN(Y_(y), Y+(n),t’+(n) — 1,0, hy; D)
Hontijns Zn1jn < kalman_predict(fyjn, Xnjn, Cn, Qn, Ry)
> Observation available at this time point.
if (n+1) =0 mod r then

m<+ (n+1)/r > Index for the observation.
Hntijn+1, En+1|n+1 <~ kalmanfupdate(#’nJrl\nv EnJrl\n) Yma 07 W, 29)

else
ngijn41s 2ntintl < Bntiin, 2ntljn > No update required.

X(NAt) ~ Normal(y,N‘N, ZN|N)

(x < normal logpdf (X (NA?); un, XnN)

forn=N—-1:0do
o, 3y < kalman_sample(X ((n + 1)AL), typn, Xnjn, Mot 1jn, 2ntijn, @ni1)
X (nAt) ~ Normal(,, 3,,)
(x < {x + normal_logpdf (X (nAt); pu,, %)

return X/, (x

4.5 Numerical Experiments

In this section, we compare the performance of IEVI with the variational inference method
proposed by Ryder et al. (2018), as well as two traditional non-variational approaches. All
methods are evaluated from a Bayesian perspective in the context of parameter estimation
across multiple experiments. Our primary goal is to approximate the posterior distribution
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IEVI uses the variational approximation defined in (4.24), while the method of Ryder
et al. (2018) uses a similar factorization, as shown in (4.33). Both methods are imple-
mented in JAX (Bradbury et al., 2018), with neural networks built using the Equinox li-
brary (Kidger and Garcia, 2021). The neural network weights used in ¢(Xo.as | 0, Yo.ur; ¢e)
are initialized randomly using Kaiming initialization (He et al., 2015), which is the default
in Equinox. Variational parameters are optimized by maximizing the Monte Carlo es-
timator of the ELBO in (4.23), using the Adam optimizer (Kingma and Ba, 2017) as
implemented in the Optax library (DeepMind et al., 2020).

For the non-variational methods that approximate the likelihood function £(6 | Yy.0r)
described in Section 4.2, we approximate the parameter posterior distribution via

(0| Your) x p(0) x L(0 | Your). (4.34)

To sample from this approximate posterior p(6 | Yo.n), we again use the Bayesian nor-
mal approximation introduced in Section 2.6.1 of Chapter 2, as it is orders of magnitude
faster than alternatives such as MCMC. Specifically, we approximate the posterior as a
multivariate normal,

0 | Yo.; ~ Normal(, V), (4.35)
where
2 —1

= 5(0 . . 4.36
9090 log p(6 | Yo.0r) (4.36)

~

0 = argmaxlogp(@ | Yo.ur), V=
0

The posterior mode 6 of the Bayesian normal approximation is estimated using the Broy-
den—Fletcher—Goldfarb-Shanno (BFGS) optimization algorithm (Nocedal and Wright, 2006),
as implemented in the JAXopt library (Blondel et al., 2021). To estimate the posterior
variance of @, we compute the Hessian of log p(0 | Y./) at 6 and take its inverse.

For each of the following experiments, we simulate data by sampling a trajectory from
the SDE, approximated using the Euler-Maruyama scheme with a very small step size and
the true parameter 6. Observation noise is then added to this trajectory using the default
pseudo-random number generator in Python.

4.5.1 Lotka—Volterra Model

The Lotka-Volterra models describe the interaction between two species: one as the preda-
tor and the other as the prey (Lotka., 1925). The models assume that the prey population
grows through reproduction and declines due to natural causes or predation by predators.
Predators, on the other hand, rely on consuming prey to survive and reproduce and die
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naturally. The dynamics of the system are governed by a set of differential equations that
describe how changes in one population affect the other.

A SDE version of the model, proposed by Golightly and Wilkinson (2011), is given by

1/2

dB,, (4.37)

dX, — |:04Ut - 6UtW] at + |:O-’Ut + BUV; —pUV;

BUV, — v —BUV; Vi + BUV,

where X; = (U, V;)T denotes the prey and predator populations at time ¢, and B, is a 2-
dimensional standard Brownian motion. The parameters of interest are 8 = (log o, log 3, log )
on the unconstrained scale, for which we assume a flat prior 7(0) o< 1. The observation
model used by Ryder et al. (2018) assumes independent measurements according to

Y; % Normal(X (t;), Inzs) (4.38)

for ¢; = {0, 10, 20, 30,40}. We use the same setting for this problem as Ryder et al. (2018)
for a direct comparison. In particular, we use a discretization resolution of r = 100,
corresponding to a step size At = 0.1.

We first evaluate the quality of the approximation to p(Xo.as | Yo.a, @) under the as-
sumption that 0 is known, using three approaches: our IEVI method, the method of Ryder
et al. (2018) and particle filtering. For the variational methods, we use the variational dis-
tribution ¢(Xo.ar | Yo, 0; @) as the approximation. All approximations are compared
against the true latent trajectory, simulated using @ = (log0.5,log0.0025,log0.3) and
initial value X, = (71,79)".

Figure 4.3 displays S = 1000 sample drawn from the variational distributions pro-
duced by IEVI and the method of Ryder et al. (2018). For particle filtering, we use
P = 100,000 particles with a multinomial resampler, combined with the standard parti-
cle smoother (Kitagawa, 1996; Doucet and Johansen, 2009), which produces an accurate
estimate of the true posterior p(Xo.as | Yo.ar,0). Also shown are the ground truth latent
trajectory and the observed data. As expected, all methods cover the latent states at the
observation times. However, only IEVI provides good coverage of the latent trajectory
between observation times. This suggests that, by conditioning on all observations, IEVI
improves the posterior approximation compared to methods based solely on the filtering
distribution.

We now turn to the parameter inference problem, where we use the variational distri-
bution ¢(0 | Yo.ur; @) to approximate the parameter posterior, and q(Xo.as | Yo.ur, 0; ¢ x)
to approximate the latent distribution. For the parameter variational distribution, we use

q(0 | Yo.nr; o) = Normal(pg, ), (4.39)
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Figure 4.3: S = 1000 sample draws from the variational distributions of IEVI and the
method of Ryder et al. (2018), and P = 100,000 particles from particle filtering, shown
alongside the ground truth latent trajectory and observed data.

where ¢g = (g, E(lb/ 2) and E}b/ ? denote the Cholesky decomposition of the variance matrix
Y. We operate on the Cholesky scale because a general variance matrix is symmetric and
thus overparameterized. To ensure that the diagonal entries of the lower triangular matrix
remain positive, we apply the softplus function, defined as softplus(z) = log(1 + e*). We
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choose the softplus function over alternatives such as the exponentiation due to its superior
numerical stability in our experiments.

Figure 4.4 presents the parameter posterior distributions estimated using the variational
distributions of IEVI and the method of Ryder et al. (2018). The two non-variational
methods estimate their posteriors via the Bayesian normal approximation. Among the
four methods, only IEVI and the Laplace approximation produce posterior distributions
that cover all three true parameter values, with the mode of the posterior from IEVI being
closer to the true value of a. In contrast, the posteriors from particle filtering and the
method of Ryder et al. (2018) fail to cover the true value of 7.

a B

1.0 0.002 0.003

— PF —— Ryder --- True®6
—— Laplace — |EVI

Figure 4.4: Parameter posteriors for the Lotka-Volterra model using various methods.

We further investigate the accuracy and reliability of each method across 100 different
datasets. Table 4.1 displays the RMSE of the mode of each method’s posterior relative
to the true parameter values. The number in brackets indicates how many times the true
parameter value was contained within the 95% credible interval across the 100 simulations.
IEVI achieves the lowest RMSE for two out of the three parameters and demonstrates the
highest coverage among all methods.
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Table 4.1: The RMSE for each parameter of the Lotka-Volterra model across 100 simula-
tions, using various inference methods. The number in brackets indicates how many times
the true parameter value was contained within the 95% credible interval.

Method ! 6] 0
Particle Filtering 0.246 (29) 0.0015 (28) 0.0700 (42)
Laplace Approximation 0.179 (73)  0.00091 (91)  0.109 (91)
(Ryder et al., 2018)  0.140 (21)  0.00042 (42)  0.058 (11)
IEVI 0.049 (95) 0.00040 (88) 0.015 (100)

4.5.2 Stochastic Volatility

The exponential Ornstein-Uhlenbeck model developed by Fouque and Sircar (2000), used
to describe the behaviour of log price X; and log volatility Z; of a financial asset, is given
by
dX, = (a — 0.5e*#") dt + e d B}
dZ, = —y(Z, — p) dt + o dB?,

where cor(dB;X dBZ) = p, and the latent state is defined as X; = (X}, Z;). The parameters
of interest are @ = («, log v, i, log o, log pH) for which we assume a flat prior on 7(0) o 1.

(4.40)

In this example, only the log price is observed according to the model
Y; % Normal(X (t;), €2) (4.41)

where ¢ = 0.001 and ¢; = 0, 21502, cee 1;1230 for a total of 1500 observations. For this experi—

ment, we use a discretization resolution of r = 2, corresponding to a step size of At = 55
The data is simulated using a = 0.04,v = 3.0,u = —1.3,0 = 1.0, and p = —0.7.

52

Due to the long observation sequence, training a RNN can result in high memory usage
and long training times. To address this issue, Sutskever (2013) suggests splitting the
sequence into shorter segments during training and updating the neural network parameters
after each segment rather than after processing the entire sequence. This approach, known
as truncated backpropagation through time (Sutskever, 2013), reduces total training time
by performing more frequent parameter updates (Goodfellow et al., 2016). These updates
are particularly beneficial in the early stages of training, when the parameters are randomly
initialized, and even noisy gradient estimates can help the model begin moving toward the
optimal solution.
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To support this training technique, we adopt a different parameterization of the varia-
tional distribution than the one used in (4.39). In the earlier formulation, the variational
parameters (g, X¢) are learned globally using the entire observation sequence, which must
be processed end-to-end. To address this limitation, we instead use a RNN, parameterized
by ¢g, that can take any subsequence Y, ., as input where 0 < m; < mo < M and
output the mean and variance of the variational distribution,

(,Ll,o, Eé/z) = RNN(le:m2§ ¢0) (442)
We define the variational distribution as a multivariate normal with these outputs,

q(0 | Yo, .my; o) = Normal(pg, X9). (4.43)

On the latent side, the variational distribution introduced in Section 4.3.1 already uses
a RNN that can take subsequences of any length as input. Together with the RNN-
based variational distribution for the SDE parameters, IEVI can be trained using batches
extracted from the observation sequence. However, because these subsequences do not
cover the entire observation sequence, the resulting variational distribution no longer ap-
proximates the smoothing distribution. To recover the smoothing behaviour, we adopt a
two-phase training strategy: we first train using batched subsequences until convergence,
and then fine-tune the model on the full observation sequence. This second phase typically
requires only a few additional iterations. In this way, the fully trained variational distribu-
tion approximates the smoothing distribution while benefiting from a training procedure
that scales efficiently with sequence length.

Figure 4.5 displays the convergence curves for maximizing the ELBO across several
batch sizes of the observation sequence. Training the variational distribution using the
full sequence (i.e., batch size of 1500) requires significantly more epochs to converge com-
pared to smaller batch sizes. This difference is particularly pronounced at the beginning
of training, where the more frequent parameter updates from smaller batches accelerate
convergence. However, when the batch size is too small, ELBO maximization becomes un-
stable, reflecting well-documented challenges in neural network training (Goodfellow et al.,
2016, Chapter 8).
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Figure 4.5: ELBO convergence curves for training IEVI using various batch sizes of the
observation sequence.

Figure 4.6 displays S = 1000 samples of the latent variables Xj.,; from the variational
distributions produced by IEVI and the method of Ryder et al. (2018), together with
samples obtained via MCMC approximating the joint posterior p(8, Xo.ns | Yo.u) after
burn-in. For the MCMC algorithm, we use the No-U-Turn Sampler (Hoffman and Gelman,
2014) as implemented in BlackJAX. MCMC parameters are tuned using the standard
window adaptation algorithm. For the unobserved component Z(t), the posterior of Ryder
et al. (2018) fails to capture the ground truth trajectory. In contrast, the IEVI posterior
closely matches that of MCMC and covers the true latent path.
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Figure 4.6: S = 1000 samples of the latent trajectories from the variational distributions
produced by IEVI and the method of Ryder et al. (2018), as well as from MCMC post
burn-in, shown alongside the ground truth latent trajectory and observed data.
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Figure 4.7 presents the parameter posterior distributions estimated using the varia-
tional distributions of IEVI and the method of Ryder et al. (2018). For comparison, we
also include results from two non-variational methods: particle filtering and the Laplace
approximation. Additionally, we plot posterior samples of @ from the MCMC approxi-
mation of p(@, Xo.,s | Yo.ur) after burn-in. Comparing only the variational methods, the
posterior obtained by IEVI shows significantly better coverage of the true @ than that
of Ryder et al. (2018). However, both particle filtering and MCMC provide more accurate
posteriors overall. This may be due in part to the long sequence length, which is known
to pose challenges for variational methods (Turner and Sahani, 2011).

a Y U o 0

A\

o

0 0.2 2 5 -16 -1.3 0510 -0.8 0.5
—— PF —— |EVI -—- True 6
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Figure 4.7: Parameter posteriors for the stochastic volatility model using various meth-
ods. Some of the Ryder et al. (2018) posteriors have been clipped for visual clarity. The
corresponding mean (standard deviation) estimates for the missing Ryder et al. (2018)
posteriors are: & = 1.97(0.03),4 = 0.17(0.04), and i = 3.43(0.05).

We further assess the accuracy and reliability of each method across 100 different
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datasets. Table 4.2 reports the RMSE of the posterior mode for each method relative
to the true parameter values. The number in brackets indicates how often the true param-
eter value was contained within the 95% credible interval across the 100 simulations. The
results in Table 4.2 are consistent with those in Figure 4.7: MCMC and particle filtering
give the lowest RMSE and the highest coverage.

Table 4.2: The RMSE for each parameter of the stochastic volatility model across 100
simulations, using various inference methods. The number in brackets indicates how many
times the true parameter value was contained within the 95% credible interval.

Method o ¥ 1 o p
MCMC 0.039 (90) 0.644 (86) 0.046 (96) 0.125 (86) 0.067 (88)
Particle Filtering  0.039 (91) 0.577 (91) 0.046 (97) 0.106 (93) 0.060 (94)
Laplace 0.038 (67) 0.952 (54) 0.087 (23) 0.552 (0) 0.299 (29)
(Ryder et al., 2018) 0.608 (22) 2.062 (1) 1.242 (1) 0.588 (0) 0.679 (0)
IEVI 0.308 (53)  1.441 (51) 0.571 (28) 0.441 (9) 0.212 (4)

4.5.3 Orange Tree Growth Model

The stochastic model proposed by Picchini and Ditlevsen (2011) and used by Whitaker
et al. (2017), known as a stochastic differential mixed-effects model, describes the growth
of individual orange trees in terms of their circumference (mm). It is given by

1

P

dxY =

P09 - XY dt+ o /xPaBY, j=1...D (444

where the random effects are distributed according to

nﬁj) ~ Normal(n, gl) 77(]) ad ~ Normal(ns, o 772) (4.45)

In this model, nt) (ngj ), 775 )) vary across trees, while the diffusion coefficient o is a fixed
effect shared among all trees. The parameters of interest are @ = (1, log oy, , 12, log 0,,,log 0),
defined on the unconstrained scale. Following Whitaker et al. (2017), we use independent
prior distributions as follows: 7, and 7, follow Normal(0,100%) priors, while 1/07 ,1/07,

n’
and 1/0? follow Gamma(1,0.01) priors.
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The observation model is specified by

Y9 2 Normal(X (¢)9,€?),  j=1,...,D (4.46)
where € = 1 and t; = 0,200,400, ...,3000. For this experiment, we use a discretization

resolution of r = 2, corresponding to a step size of At = 100.

We first examine a simple setting where D = 1 (i.e., a single tree) and evaluate the
quality of the approximation to p(Xo.as | Yo.ar, 1, @) assuming that both 7 and 6 are known.
Specifically, we compare the effectiveness of our IEVI method against that of the method
of Ryder et al. (2018) and particle filtering. These approximations are evaluated relative to
the true latent process, simulated using (m1, 0y, 72, 04y, 0) = (195,25,350,52.5,0.08) and
initial value X, = 30.

Figure 4.8 displays S = 1000 sample drawn from the variational distributions pro-
duced by IEVI and the method of Ryder et al. (2018). For particle filtering, we use
P = 10,000 particles with a multinomial resampler, combined with the standard particle
smoother (Kitagawa, 1996; Doucet and Johansen, 2009) which produces an accurate esti-
mate of the true posterior p(Xo.ar | Yo.r,m,0). Also shown are the ground truth latent
trajectory, the observed data, and 1000 MCMC samples post burn-in. For the MCMC
algorithm, we use HMC (Duane et al., 1987) with 10 leapfrog steps, with the remain-
ing parameters tuned using the window adaptation algorithm (Stan Development Team,
2023). MCMC, particle filtering, and IEVI produce posterior distributions that provide
good coverage of the true latent trajectory. Moreover, all three methods yield highly sim-
ilar posteriors. In contrast, the variational distribution produced by the method of Ryder
et al. (2018) fails to capture the true trajectory at several time points.

We now assume there are D = 100 trees, each with independent random effects
(n§ ,ng)) for j = 1,...,D. In this setting, we must approximate three distributions:
the latent distribution, the random effects distribution, and the parameter distribution.
As such, we cannot directly use the variational model from (4.24). Instead, we adopt a
similar model,

D

00,07 XG5 1 Yo 0) = a0 | Yol bo) [ [atn | Yo, 03 ba)a(Xelys | Yo n™), 6: )
(4.47)

where n(t:P) = (7751), 7751), o ,n%D)), néD) denotes the collection of random effects across all

trees, YE](:}QD) = (YE)(}&, e %(1]\)4)) are the corresponding observations, and Xélﬂf ) are the
latent trajectories.

78



250
£
§200
3 150
[
g
L2100
£
O 50
S
0
0 500 1000 1500 2000 2500 3000
Time
—— PF — |EVI True
—— Ryder — MCMC e O0bs

Figure 4.8: S = 1000 sample draws from the variational distributions of IEVI and the
method of Ryder et al. (2018), and P = 10,000 particles from particle filtering, shown
alongside the ground truth latent trajectory and observed data for the orange tree growth
model. Also included are 1000 MCMC samples post burn-in.

For the parameter distribution, we use the simple multivariate formulation of (4.39)
and the standard variational distributions for the latent variables described in Section 4.3.
Note that the same RNN, parameterized by ¢x, is shared across all trees, and is trained
jointly over the entire dataset. That is, we model a single variational distribution ¢(Xo.s |
Yo.n,m, 0; ¢x) conditioned on the observations and random effects of each tree, rather
than learning separate distributions for each tree.

For the variational distribution over random effects, we use a conditional multivariate
normal, where the mean and variance are parameterized by a RNN,

Fns 2717/2 = RNN(Yo.1, 6; 9,). (4.48)

A single RNN with parameters ¢, is trained across all trees. For each tree j, the RNN

is evaluated on the tree-specific observation sequence Yo(g& to produce the corresponding
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parameters ug,j) and (21/ )) for the variational distribution. To sample from g(n@ |
Yo(j\zj, 0; ¢,,), we apply the reparameterization trick,
(1)

= p) 4 (Sl (4.49)

n 7

where e%’i) S Normal(0, I) for ¢« = 1,...,S and 7 = 1,...,D. Formulating the two
RNNs in this way allows batching over the number of trees during training, enabling the
method to scale efficiently to large D. This is because RNN parameter updates can be
performed more frequently, as reliable gradient estimates can be obtained without using
the full dataset (Goodfellow et al., 2016).

While the variational distribution ¢(0 | Yo(j\:/[D); ¢e) can serve as a reasonable approx-
imation to the parameter posterior, it tends to undercover the true parameters in the
95% credible interval, which is a well-known limitation of variational inference (Blei et al.,
2017). On the other hand, MCMC methods provide better coverage of the true parame-
ters, but are computationally expensive, particularly when sampling over high dimensional
latent variables. As shown previously in Figure 4.8, the variational distribution over the
latent states, q(Xo.v | Yo, m, 0; ¢x), provides a good approximation to the true poste-
rior p(Xo.ar | Yo.mr,m,0). This motivates a hybrid approach that combines MCMC with
variational inference.

We start with the identity:

p(8, n“ D, x5 V)

p(X5D YT D), 6)

(O)p(n™P) | 0)p(Xh | n P, 0)p(YV s | X5 . n™P).6)
p(X57) | Yo .m0, 6)

p(8, 7P | Y5 o

™

Y

(4.50)
where the numerator can be computed directly from the generative model, but the denom-
inator is intractable. To approximate the posterior in (4. 50) we replace the denominator
with the variational distribution ¢(X, \ Y (L:D) n(l D) 9: px), where ¢x is the optimal
variational parameter learned during tramlng of (4 47). We then perform MCMC on this
approximate posterior. During MCMC, the variational parameters are held fixed and do
not need to be updated. Thus, both sampling and log-density evaluation of the variational
distribution are computationally efficient.

Normallgl MCMC would require sampling over all variables, including the latent vari-
ables X0 A - By approximating the conditional distribution with the variational distri-
bution, we avoid explicitly sampling the latent variables. This substantially reduces the
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computational burden, as MCMC now operates only on the lower dimensional space of 6
and ). For the MCMC algorithm, we use HMC with 10 leapfrog steps, implemented
via the BlackJAX library (Lao and Louf, 2020). The remaining HMC parameters are
tuned using the window adaptation algorithm.

Although particle filtering is one of the baseline methods considered, directly applying
it to estimate the likelihood function £(8, n™P) | YO(:}\}D)) yields degenerate results, where
the marginal posteriors of o, and o, are sharply peaked near zero. This behaviour is
likely due to identifiability issues in the model (Whitaker et al., 2017), exacerbated by
inaccuracies in the particle filtering estimate of the likelihood. To address this, we apply
the Max-and-Smooth approach proposed by Hrafnkelsson et al. (2021) to construct an
approximate likelihood £(6 | Y()E}f)).

Max-and-Smooth mitigates this issue by first approximating the per-tree likelihood
L(n',0 | Y¢,,) independently for each tree i = 1,..., D, before combining them in the
Smooth step. Since the true per-tree likelihood, £(n',0 | Y{,,), is intractable, we use
particle filtering to obtain an approximation. Max-and-Smooth then fits a multivariate
normal distribution to this particle filtering—based approximation. This localized estima-
tion avoids the identifiability issues that arise when estimating all parameters jointly, and
helps prevent the marginal posterior of o,, and o,, from collapsing to zero. We refer to
this approach as the Max-and-Smooth particle filter.

Table 4.3 displays the RMSE of the posterior mode for each method relative to the
true parameter values across 100 simulated datasets. The number in brackets indicates
how many times the true parameter value was contained within the 95% credible interval
across the 100 simulations. On its own, IEVI achieves low RMSE for many of the pa-
rameters compared to the Max-and-Smooth particle filter and the Laplace approximation.
However, its coverage is poor, providing empirical evidence that variational inference tends
to underestimate posterior variance (Blei et al., 2017). In contrast, the hybrid approach
that combines IEVI with MCMC achieves substantially better coverage while maintaining
low RMSE.
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Table 4.3: The RMSE for each parameter of the orange tree growth model across 100
simulations, using various inference methods. The number in brackets indicates how many
times the true parameter value was contained within the 95% credible interval.

Method 1 o 05 T, o
Max-Smooth PF  3.269 (85) 3.179 (73) 50.51 (0)  5.817 (95) 0.005 (39)
Laplace 3.464 (92) 3.682 (84) 17.47 (93) 43.31(28) 0.014 (43)
IEVI 3.627 (7)  5.614 (73) 6.792 (66) 19.67 (77) 0.042 (8)
IEVI MCMC  2.996 (90) 2.199 (95) 5.732 (92) 8.870 (79) 0.002 (79)

We now scale the problem from N = 100 to N = 1000 trees, at which point MCMC over
all variables, (X(():lj\? ), n:P), 0), becomes computationally infeasible. In contrast, the train-
ing time of IEVI increases only slightly. Moreover, sampling from the MCMC-enhanced
IEVI remains efficient, as the dimension of i is only 2 per tree. Figure 4.9 displays the
parameter posteriors for the Max-and-Smooth particle filter, the Laplace approximation
and three variants of IEVI. These include the base method, the MCMC-enhanced version,
and the Max-and-Smooth version.

To apply Max-and-Smooth with IEVI, we approximate the intractable per-tree likeli-

hood , : .
P( X Your | M5 0)
P(Xar | Yo, m's0)
_ (X | M) p(Yons | Xoarsm's 0)
P(Xbar | Younm's o) .
We approximate this likelihood by drawing samples from the trained IEVI variational
distribution ¢(Xo.as | Younr, M, 0; dx ), evaluating the numerator of (4.51) at these samples,
and approximating the intractable denominator with the corresponding variational density.
Max-and-Smooth is then applied in the usual way. The only difference from the particle
filtering version of Max-and-Smooth lies in how the per-tree likelihood is approximated:
here, IEVI is used in place of particle filtering.

(4.51)

The posteriors obtained from the Laplace approximation fail to cover any of the true
parameters, potentially due to the difficulty of integrating out a large number of latent
variables. The two Max-and-Smooth methods show similar behaviour, producing posteriors
with very low variance and failing to capture the true value of . Among all methods, the
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hybrid IEVI MCMC approach achieves the highest coverage. In particular, compared to
pure IEVI, it produces posteriors with higher variance.
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Figure 4.9: Parameter posteriors for the orange tree growth model using various methods.
Some of the Laplace approximation posteriors have been clipped for visual clarity. The
corresponding mean (standard deviation) estimates for the missing Laplace posteriors are:
Gy, = 144(4.31), and ¢ = 0.18(0.0012).

4.6 Discussion

This chapter introduced IEVI, a scalable and flexible variational inference framework for
parameter inference in SDE models. It transforms the intractable integration over high-
dimensional latent variables into a tractable optimization problem. By combining modern
advances in optimizing RNNs with the Kalman recursions, IEVI approximates the latent
smoothing distribution in linear time with respect to the number of discretization steps.
Owing to its flexibility, the framework supports training regimes that scale efficiently with
both the number of SDE processes and the number of time steps per process, as well as a
variety of parameter posterior approximation strategies.
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Although TEVI outperforms existing variational methods in several experiments, it
performs worse than particle filtering in the stochastic volatility problem, which involves
a very long observation sequence. This is partly due to the inherent bias in variational
approximations, which can accumulate over time (Turner and Sahani, 2011). Addressing
this limitation remains an open area for future research.

Currently, IEVI assumes that the latent posteriors can be well approximated by a Gaus-
sian distribution. While this allows for efficient inference, it may be a poor approximation
in problems where the true posterior is multi-modal. A promising direction for future work
is to explore richer variational families, such as mixtures of Gaussians, which may better
capture complex posterior structures.
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Chapter 5

Conclusion

The purpose of this thesis was to develop several methods for parameter inference in models
that use ordinary and stochastic differential equations. The main focus was on designing
efficient approximate inference algorithms that are more practical than traditional MCMC
methods, especially for large-scale problems. For ODE models, we proposed novel ap-
proaches in probabilistic numerics that can approximate the ODE likelihood function at
low computational cost. For SDE models, we introduced a flexible variational inference
framework that efficiently approximates the parameter posterior under Bayesian inference.

In Chapter 2, we investigated probabilistic ODE solvers based on the Bayesian filter-
ing paradigm. We proved that solvers that use the RTS smoother converge to the true
solution at the same rate as those using the Kalman filter. These theoretical guarantees
ensure that such solvers can approximate the true solution arbitrarily well as more com-
putational resources are used. Our experiments further demonstrated that, although the
convergence rates are the same, the RTS smoother produces more accurate estimates than
the Kalman filter alone. We also compared several parameter inference methods for ODE
models using probabilistic solvers, including a novel and efficient variant of MAGI. The
results showed that, at sufficiently small step sizes, the parameter posteriors from each
probabilistic method successfully covered the true parameter values.

Chapter 3 introduced DALTON, a data-adaptive probabilistic ODE likelihood approxi-
mation that uses the Bayesian filtering model. DALTON leverages information from noisy
observations to directly guide the ODE solution process, which reduces parameter sensi-
tivity in the likelihood. It is also highly flexible, supporting ODE systems with partially
unobserved components and accommodating observation noise models with arbitrary dis-
tributions. Finally, DALTON is computationally efficient, scaling linearly with both the
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number of ODE variables and the number of discretization time steps. Our results showed
that DALTON is particularly effective in a chaotic system with high parameter sensitivity,
where it produced more robust parameter estimates than even those obtained using the
true ODE likelihood.

In Chapter 4, we introduced IEVI, a variational inference method for estimating pa-
rameters in SDE models using Bayesian inference. TEVI effectively captures information
propagation in SSMs by approximating the smoothing distribution using a RNN that mim-
ics the forward-backward algorithm. Through several experiments, we demonstrated that
IEVI achieves sublinear training complexity with respect to both the length of observa-
tion sequences and the number of datasets. Notably, in a mixed-effects setting involving
thousands of SDE processes, where traditional MCMC methods were computationally in-
feasible, IEVI produced more reliable parameter posteriors than existing variational and
non-variational methods.
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Appendix A

Additional Material for Chapter 2

A.1 Proofs for Lemmas and Theorems

We first show that the mean of the RTS smoother converges to the true ODE solution.
Since the RTS smoothed mean (2.18) involves both the predicted and updated mean, we
need to first establish the convergence of the predicted mean. For that purpose, we borrow
the following lemmas from (Kersting et al., 2020b).

Lemma A.1. Under Assumptions 2.2 and for all sufficiently small step size At > 0,
max |8("] = O((At)'™) (A1)

1<n<N
where By, is the Kalman gain (2.16) fori =0, 1.

Lemma A.2. Under Assumptions 2.1 and 2.3 and for all sufficiently small step size At >
0,
max |r,| = O(At) (A.2)

1<n<N
where 1, is the Kalman innovation (2.17).
Equipped with these lemmas, we are ready to prove the following.

Lemma A.3. Under Assumptions 2.1 to 2.3 and for all sufficiently small step size At > 0,
max |u), — ul), | = O((A)*) (A3)

1<n<N njn—1

where ), 18 the Kalman updated mean and pn),—1 s the Kalman predicted mean.
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Proof. A direct substitution of the Kalman update equation (2.14) with Lemma A.1
and A.2 gives

(4)

8 i, = | = e 1807
= O((At)*7).

[]

The only quantity in the smoothing mean equation (2.18) remaining with unknown
convergence is the matrix A,,, which involve both the predicted and updated variances.
Therefore, we need to borrow the results of the following lemmas (Kersting et al., 2020b).

Lemma A.4. Under Assumptions 2.1 to 2.3, for all sufficiently small step size At > 0
and at least one of i,j 1s not equal to 0,

max |E | = 0. (A.4)

0<n<N

Remarkably, Lemma A .4 states that all values, except for the 0, 0-th element in the up-
dated covariance matrix, are 0. This is due to Assumption 2.3, where we assume measure-
ments of the first derivative have zero variance. This lemma, together with Theorem 2.2,
establishes the order of convergence for the entire updated variance. Similarly, we have
the following results for the predicted variance.

Lemma A.5. Under Assumptions 2.1 to 2.3 and for all sufficiently small step size At > 0,

max S50, = O((At)?)

Jnax |30 = O(A8) (A.5)
max 2(| = O(At)

1<n<N

where X, 1,1 is the Kalman predicted variance.

Lemma A.5 is a direct result of applying the Kalman predict equations to Lemma A.4
and Theorem 2.2, assuming the IBM prior (2.7). With the help of these lemmas and
Theorem 2.2, we can establish the following orders of convergence for the smoothing ma-
trix (2.19).
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Lemma A.6. Under Assumptions 2.1 to 2.3, for all sufficiently small step size At > 0,

max |A%Y| =0(1)

1<n<N-1

max |AQD| = O(A?)

1<n<N-1 "

max |ALO| =0
1<n<N-1

max |ALY| =0
1<n<N-1

(A.6)

where A,, is the smoothing matriz in (2.19).

1 O(At)] '

Proof. First we note that the IBM prior (2.7) gives the convergence rate for Q = [() 1

Using Theorem 2.2, Lemmas A.4 and A.5 we have

An = En|nQT2_1

n+1|n

_ [o(an?) oH 1 o] [O«At)?) O<<At>2>}‘1
| 0 0| |O(At) 1| |O((A1)?)  O(AL)
O((At)?) 0 1 0] [O((1/At)?2) O(1/At)

1o o} [O(At) 1} [ O(1/At) 0(1/&)}

o) O(At)}

Lo 0

where we used the standard formula to find the inverse of a 2 x 2 matrix on line 3 and
noting that O((At)? + (At)*) = O((At)?) in the determinant. O

With Lemma A.6, we can now compare the difference between the RTS smoothed mean
and the Kalman updated mean, leading us to the following lemma.

Lemma A.7. Under Assumptions 2.1 to 2.3 and for all sufficiently small step size At > 0,

0 0
Jmax iy — mil] = O(A)
== (A7)
max |'u(1) _ “(1) =0

0<n<N n|N n|n

where pp N s the RTS smoothed mean and puy, is the Kalman updated mean.
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Proof. Recall that the RTS smoother operates backward in time, starting at time point
tn. We will first prove the following statement using induction

abs(py—iin — MN—iN-i) = FO((ﬁt)z))] ’

where abs(p) denotes element-wise absolute value. Here, we keep track of the constant
i due to the fact that this constant depends on N and At = T/N. For i = 0, we have
the updated mean equal to the smoothed mean, which trivially satisfies the induction
statement. For the induction hypothesis, we assume this holds for ¢ = k and prove that it
holds for i = k + 1. By the RTS smoother equation (2.18),

abs(UN_p—1|N — UN—k—1|N—k—1)
=abs(AN_r-1(BN-KN — BN-kIN—k-1))
<abs(AN k— ([,LN KN — MN—kIN— k))—FabS(AN_k_l(,U'Nfldek_H’ka|ka*1))

L(l) ;(((EA)}) g)HkO((OAt) )} + {O(()((AA?;)D
(k41 t)?
- 0

Y

where we used the triangle inequality on line 3 and Lemma A.3, Lemma A.6 and the
induction hypothesis on line 4. Thus, this holds true for ¢ = k + 1, establishing the
inductive step. Note that 0 < ¢ < N implies that 0 <n < N as n = N — i, and therefore
we have

max |y — po) | < NO((At)?)

0<n<N ”|”

= O(At).
A direct application of the above result gives

(1)
max = 0.
0<n<N |ll’n|N n|n|

[
Lemma A.7 provides the bound on how far apart the RT'S smoothed mean is compared
to the Kalman updated mean. Notably, the first derivative of both means are exactly

equal, which is due to Assumption 2.3. This lemma allows for a short-and-sweet proof of
the Theorem 2.3.
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Proof. A direct application of Lemma A.7, Theorem 2.1 and the triangle inequality gives
(0)

B 0 . (0 0 _
orgl}zaﬁjﬁvmnlN Tnl < orgnnag}%\fmnll\f ””W| + W"‘” Tl
— O(At) + O(At)

= O(At).

]

Next, we prove the same level of convergence for the RTS smoother variance. Re-
markably, we have the following stronger result due to our choice of the IBM prior in
Section 2.2.1. The following is a proof for Theorem 2.4.

Proof. We prove this using induction starting at ¢,. For the base case i = 0, this is clearly
satisfied since the smoothed variance is equal to the updated variance at ty. Suppose, for
the inductive hypothesis, this holds for ¢ = n, such that Xy_, v = Xn_nn—n. We prove
this holds true for ¢ = n + 1. For ease of notation, let & = N — n, then the smoother
equation (2.18) gives
Shoy — Shoape1 = Ap1 (Zgn — Sgppo1) Ay
= A1 (Shp — Shpp-1) A},
where we used the inductive hypothesis Xy = Xj;. Substituting the Kalman update
equation (2.14) to the right-hand side of the above equation gives
A1 (Sip — Zhpp-1) Ay
:Ek71|k71QTE];|i,1(IBkWEk\kfl)E;‘i,lQEkakfl (A.8)
:Ek—1|k—1QTWT(WEk\k—1WT)71WQ2k—1\k—17
where we used Assumption 2.3 and the Kalman gain equation (2.16). Note that the first

three terms of (A.8) are exactly the transpose of the last three terms. So, consider the
first three terms, then by Theorem 2.2 and Lemma A.4 we have

EkfukleTWT - {8 8} E ﬂ {ﬂ

Lo

for some a,b > 0 which means that ¥;_; 5 — 3;_i—1 = 0. Thus, we have proven the
inductive step implying X,y = X, for all 0 <n < N. O]
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A.2 Kalman recursions

The Kalman recursions used in Algorithms 2.1, 2.4, 2.2, 3.1 and B.1 are formulated in
terms of the general Gaussian state space model

Xn = Qan—l +c, + qu—/Qen

ind
€n, My, ~ Normal(0, I). (A.9)
Z,=W,X, +a,+V}!'?n,

)

Throughout, we use the notation pi,, = E[X, | Z.,] and X,,,, = var(X,, | Zo.m)-
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Algorithm A.1 Standard Kalman filtering and smoothing recursions.

10:
11:
12:
13:
14:

15:
16:
17:
18:
19:

20:
21:
22:
23:

24:
25:
26:
27:
28:

1
2
3
4
5:
6
7
8
9

: procedure kalman_predict(fn_1jn—1, Xn—1jn—1, Cns @n, Ry)
Hpjn—1 < Qn#’n—l\n—l +c,
Y1 annf”nleTn + R,
return g, —1, Xppn-1
procedure kalman update(fnjn—1, Xnjn—1, Zn, Gn, Wy, V,,)
A, S WL W, W+ V]
Honjn < Mnn—1 + An(Zp — Wiptypn-1 — ay,)
En‘n — En|n,1 — Aanznm,l
return g, ),
procedure kalman smooth(ft, 1|5, Lnt1|Ns Bnjns Znjns Bntijns Zntijns @ni1)
An En‘nQ—|;L+1E7:—&1—1|n
Hn|N < Hnjn + An(.u‘n+1\N - .u‘n+1\n)
En\N — 2n|n + An(2n+1|N — En-i-l\n)A—l;l
return p, n, X, N

procedure kalman_sample(ZTyn1, lnjn, Znjns Bntijn> Dntijn, @nt1)
A Sn @,
l:l’nlN < Hapn + An(anrl - N’n-&-lln) '>~ﬂNIN = E[Xn | Xnt1:N, ZO:N]
En‘]\[ — an — AnQn+1Zn|n > En|N = V&I‘[Xn | Xn+1:N7 Z();N]
return p, v, Z~In|N

procedure kalman forecast(fnjn—1, Xnjn—1, @ns Wy, V,)
)\n — Wny,n‘n,l +a, > An|n,1 = E[Zn | ZO:n—l]
Qn\nfl — Wnunm,lWZ +V, > Qn\nfl = Val“[Zn | ZO:n—l]

return Ay, Qpjn—1
procedure kalman_cond(fnjn; Xnjn; Mntijn: Zntijn, @ni1)
A e Bn @Sy,
b, Hnln — An”’n+1|n
Cn — En|n — Anann\n
return A,.,b,,C, > X, | Xpy1 ~ Normal(A, X, 11 + b, C,)
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Appendix B

Additional Material for Chapter 3

B.1 DALTON for Non-Gaussian Observations

Recall in Section 3.2.2 that we denote s,; and u,;) to be the observed and unobserved
components of x(t) at time ¢t = ;. In order to present Algorithm B.1, we introduce the
notation s, = D;X,;), where D; is a mask matrix of zeros and ones, so as to more
naturally relate to the Gaussian version of DALTON in Algorithm 3.1.
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Algorithm B.1 DALTON probabilistic ODE likelihood approximation for non-Gaussian
observations.
1: procedure daltonng(f(x,t,0),ve, Qu, Ry, Yo.rr, gom (Y, X, @))

2 WW« [0 1], WO« 1 0]
3: Hojo; 20‘0, leN, —,0,0 > Initialization
4: lyzylyyzy by <= 0,0,0
5: 1+ 0 > Used to map ¢, to ¢
6: > Lines 7-22 approximate log p(Xo.n | Yo, Z1.v = 0,0O)
7 forn=1:N do
8: Hnjn—1, Znjn—1 < kalman_predict(fy—1jn—1, Xn—1jn—1, @n, Ry)
9: a,, Bn, Vn < interrogate(lyjn—1, Xnjn—1, f(x,1,0))
10: if £, =1, then
11: g <— 9i(Yi, Diptnjn—1, @)
12: g) — Wgz(YmD Hnjn—1, @)
13: Y, Dipyjp—1 — g(Q) go) > Compute pseudo-observations
Z, w B,W©
14: Zﬂ—[YJ, W<—{Di , B, 0
V, 0
15: a, < Qn , V, ~1
0 0 =9
16: 14— 1+1
17: Honjns njn < kalman_update(tppn—1, Xpjn—1, Zn; @n, W + B, V)
18: forn=N—-1:1do
19: Hn|N, 2n\N — kalmanfsmoo-th(”n—i-HN; 2n+1\N7 Honjn, En\na Hntin, En—i-l\n; Qn)
20: Hn, Y, kalmanfsample(/l'n-i-l\Na Hon|n, En\na Hnt1in, En—l—l\n? Qn)
21: oy < Ly +normal _1ogpdf (pn|n; n, Xn)

22: g:cyz — exyz + normalflogpdf(“N\N; HKN|N, EN|N)
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Algorithm B.2 Non-Gaussian DALTON (continued)

23:
24:
25:
26:
27:
28:
29:

30:
31:
32:

33:
34:
35:
36:

37:
38:

> Lines 24-33 approximate logp(Xo.n | Z1.v = 0,0)

Zin 0 > Reset Z.y =0
P/o;N|N < Mo:N|N > Store po.niv = E[Xo.n | Zi.n, Yo.n] for later

forn=1:N do
Mnjn—1; Znjn—1 < kalman_predict(tn_1pn-1, Xn_1jn—1, Qn, Ry)
a,,B,,V, < interrogate(fyjn_1, Xnjn-1, f(x,t,0))
Honjn, X < kalman_update(fnpn—1, Xnjn—1, Zn, @n, Wi + B, Wy, V,,)
forn=N—-1:1do
P, 2y — kalman,sample(p,;wrlw, Honjns Bnjns Bntijns Sntijn, Qn)
R normal,logpdf(y,;w; Py 20)

lyz < {3z + normal logpdf (Wiy i BN N, EN|N)
> Lines 35-36 approximate log p(Yo.s | Xo.v, @)
fori=0: M do
by Ly + (Y5, Di’-";(m]\m ®)

return (,, — {, — lyy, > Estimate of log p(Yo.ir | Z1.8v = 0,0)
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B.2 Parameter estimation experiment details

In the experiments of Section 3.3, we take the observation model parameter ¢ to be known,
such that parameter estimation is only conducted on the parameter n to tune the IBM
prior in Section 2.2.1 and the ODE model parameters 8. For the former we assume a flat
prior and for the latter we assume independent Normal(0, 10?) priors on either 6, or log,,
r =1,...,D, depending on whether 6, is unbounded or #, > 0. We choose these priors
largely to allow for parameter priors to be uninformative. As such, the Bayesian normal
approximation is

0 | Yo.; ~ Normal(6, Vy), (B.1)

where (8,7) = arg max g ) log p(6, 1 | Yo.ar) is computed using the Newton-CG optimiza-
tion algorithm (Nocedal and Wright, 2006) as implemented in the JAXopt library (Blondel
et al., 2021). However, the Hessian is taken only with respect to € and not n, namely,

Vo = — [ag_;ef log p(@ | YE):M)] ! which has been previously advocated by Tronarp et al.
(2022). We find this produced slightly better results for the posteriors of 8 compared to

propagating the uncertainty of 1 in the Hessian calculation.

B.3 Lorenz63 Model Extra Figures
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Figure B.1:  The full latent variables for the Lorenz63 model calculated using various
solvers.
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Figure B.2:  ODE posteriors for the Lorenz63 model using DALTO

N. Extended version
of Figure 3.5.
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