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Abstract

This thesis presents a comprehensive study on vibration-based bearing fault type and
severity-level detection, this process plays a critical role in predictive maintenance for
industrial systems. The proposed framework combines signal processing and image-based
representations derived from short-time Fourier transform (STFT) spectrograms to classify
ten fault classes encompassing various fault types and severities. Among the evaluated ar-
chitectures, the pretrained ImageNet model XceptionNet-71, when fine-tuned on grayscale
STFTs, achieved the best overall performance, attaining a macro F1-score of 0.9979 and
a mean ROC–AUC of 0.99 across all classes. This single-channel model demonstrated su-
perior class separability compared to both flattened 1D STFT inputs and three-channel
spectrograms. Which confirms that spectrogram-based representations combined with pre-
trained convolutional backbones are well-suited for bearing fault diagnosis and real-time
deployment.

While prior studies on the CWRU dataset have improved bearing fault classification
through handcrafted features, lightweight CNNs, and transformer-based models, they often
suffer from dataset leakage and lack systematic benchmarking. This work addresses these
gaps through a unified and reproducible framework that compares 1D and 2D CNNs,
extends Delta-STFT into a cross-resolution multi-channel representation, and conducts a
comprehensive evaluation to classify safe versus unsafe misclassifications, bridging the gap
between high accuracy and practical deployability.
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Chapter 1

Introduction

1.1 Motivation

Rotating machinery forms the backbone of modern industry, powering applications from
manufacturing plants and wind farms to railway traction and nuclear power stations.
Among their components, rolling element bearings are especially critical: they support
radial and axial loads, minimize friction, and enable smooth motion. Yet, despite their
simple structure, bearings are highly susceptible to progressive degradation. Industry re-
ports suggest that bearing faults account for 40{50% of all rotating machinery failures [1].
In safety-critical sectors such as aerospace, energy, and transportation, undetected bearing
faults can escalate into catastrophic breakdowns, safety hazards, and costly downtime.

With the rise of Industry 4.0, which integrates the Industrial Internet of Things (IIoT)
platforms, cyber-physical systems, and advanced analytics [2], there is a growing demand
for automated, real-time, and reliable fault diagnosis systems [3].

Vibration analysis is one of the most e�ective bearing monitoring techniques, as it
captures transient and localized fault behavior [4]. However, practical deployment faces
challenges such as:

(a) Non-stationary signals under varying speeds and loads

(b) Weak signatures from early-stage defects

(c) Class imbalance in real-world datasets
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(d) Large-scale, high-frequency vibration data requiring e�cient processing.

Traditional methods relying on hand-crafted statistical features (RMS, kurtosis, en-
velope spectra) and classi�ers such as SVMs or decision trees [5] lack scalability and
robustness. Deep learning approaches, particularly CNNs operating on time{frequency
representations like STFT spectrograms [6], have shown promise on benchmark datasets
such as CWRU. Yet, most studies remain restricted to controlled laboratory settings with
�xed motor speeds, balanced data, and shared components between train and test sets,
leading to optimistic but non-generalizable performance [7].

This work is motivated by the need to design deep learning-based bearing fault diagnosis
systems that are accurate, generalizable, and computationally e�cient. The goals of this
study are to:

(a) Enable classi�cation under variable operating conditions

(b) Mitigate data imbalance with augmentation and weighted loss functions and diverse
sampling strategies

(c) Assess models on based on algorithmic complexity for real-time deployment

1.2 Problem Formulation

Reliable operation of rotating machinery is critical in modern industrial systems, where
failures of rolling element bearings are among the leading causes of downtime. With the
rise of Industry 4.0 and the Industrial Internet of Things (IIoT), vibration-based fault
diagnosis has become a central challenge, requiring automated, real-time, and data-driven
methods.

In this thesis, the bearing fault classi�cation problem is formulated as a supervised
multi-class classi�cation task, where the objective is to identify both the (i ) type and
(ii ) severity of faults from vibration signal. Each class corresponds to a speci�c fault
type{severity combination, including the healthy state.

To e�ectively train a learning model `M' for this classi�cation task, it is essential to
represent the of the bearing system through measurable signals obtained from sensors in
the physical domain.

The sensor data from the physical domain of the system is initially collected in the
time-series domain. Let the healthy signal be denoted bysm , and the corresponding faulty
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signal, representing a deviation or distortion from the healthy state, be denoted by�s m .
The complete set of signals acquired from the sensors can thus be expressed as

S = sm + �s m ; (1.1)

where �s m represents the faulty signal collected from the system. In this study,�s m

corresponds to 10 distinct fault conditions (Table 3.2), including the healthy state, for
which �s m = 0. The class labels are indexed ask 2 f 0; : : : ; K clsg.

This information from the physical systemS is transformed by applying STFT (Eq. 4.7),
resulting in X ij . When this feature is passed into the machine learning modelM , the pre-
dicted output is obtained as shown in Eq. (1.2):

ŷ = M (X ij ); (1.2)

whereŷ denotes the model's predicted class.

Now this framework is used for predictive maintainence of the early fault detection
using the CNN based approach to detect the fault type and the severity level.

1.3 Research Contributions

The key contributions of the thesis are summarized as follows:

ˆ Handling class imbalance in realistic datasets C 1: Mitigated the issue of data
imbalance by incorporating a augmentation methods, weighted loss function and
assigning higher penalties to underrepresented fault classes and considering metrics
like F1 score and ROC-AUC metrics. This improved sensitivity to minority fault
patterns and ensured balanced classi�cation performance under diverse load and
fault scenarios.

ˆ E�ciency-oriented preprocessing and scalability considerations C 2: Instead
of passing long raw vibration signals directly into the network, the data has been seg-
mented into smaller windows and transformed into compact 2D STFT spectrograms.
This design reduces input dimensionality, improves learning e�ciency, and enables
e�ective use of modern CNN architectures. Although detailed benchmarking of com-
putational speed, memory footprint, and hardware e�ciency was not conducted in
this study, these aspects can be addressed in future work to further assess the frame-
work's real-time deployment potential.

3



ˆ Time{frequency feature extraction using spectrograms C 3: Developed a ro-
bust time{frequency feature extraction pipeline based on the Short-Time Fourier
Transform (STFT) and its di�erential variants to capture localized fault patterns
from vibration signals. Both high-resolution spectrograms and 
attened vector rep-
resentations are explored, enabling a trade-o� analysis between feature richness and
computational e�ciency.

Together, these contributions advance the state of vibration-based fault diagnosis by
addressing fundamental challenges bridging the gap between controlled benchmark per-
formance and practical industrial deployment. While prior studies on the CWRU dataset
have advanced bearing fault diagnosis through envelope analysis, handcrafted features,
lightweight CNNs, physics-guided kernel design, multi-label formulations, and transformer-
based models, they remain limited by issues such as dataset leakage, the fact that faults
are arti�cially induced in laboratory settings (rather than naturally evolved in real ma-
chinery), and the absence of deployment-oriented evaluation. Our work establishes a new
benchmark by introducing a uni�ed STFT pipeline that systematically compares 1D and
2D CNNs, extends Delta-STFT into a cross-resolution multi-channel representation, and
applies ImageNet transfer learning on grayscale and RGB STFTs. Furthermore, we haved
evaluated safe vs. unsafe misclassi�cations, bridging the gap between high accuracy and
real-world deployability.

1.4 Outline of Thesis

The remaining chapters of the thesis are structured as follows:

Chapter 2 : This chapter provides a comprehensive review of the existing literature on
traditional and machine learning-based bearing fault diagnosis, including time{frequency
analysis, classical signal processing, and deep learning models. It highlights key develop-
ments and applications relevant to the proposed research.

Chapter 3 : This chapter de�nes the research problem and introduces the experimen-
tal setup used for vibration data acquisition. It describes the physical system, bearing
con�gurations, and underlying fault mechanisms, explaining how various fault types are
re
ected in vibration responses. The chapter concludes by outlining the key objectives
that guide the development of the proposed bearing fault diagnosis framework.

Chapter 4 : This chapter presents the overall methodology and proposed framework
for bearing fault diagnosis. It describes the data preprocessing pipeline, feature extraction
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using time{frequency representations, and the deep learning models developed to perform
fault classi�cation. The design rationale, input representation strategy, and integration of
the models within the end-to-end diagnostic work
ow are discussed in detail.

Chapter 5 : This chapter discusses the experimental evaluation and performance anal-
ysis of the proposed models. It outlines the experimental design, datasets, and evaluation
metrics used to assess model performance. The comparative study among the implemented
architectures highlights their strengths, limitations, and generalization capabilities. The
chapter concludes with a summary of key observations and insights derived from the results.

Chapter 6 : The �nal chapter summarizes the conclusions, limitations, and future
work.
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Chapter 2

Background and Related Work

This chapter presents a comprehensive review of the literature on bearing fault detection
and classi�cation, with a particular emphasis on the growing role of machine learning ap-
proaches in this domain. Bearings are critical components in rotating machinery, and their
unexpected failures can result in costly downtime, safety hazards, and signi�cant main-
tenance expenses. Traditional condition monitoring methods, while e�ective to a degree,
often rely on handcrafted features and domain-speci�c heuristics, which may not gener-
alize well across varying operating conditions. In contrast, data-driven machine learning
techniques o�er the promise of scalable, automated, and adaptive solutions capable of han-
dling the complex and non-stationary nature of vibration signals. This chapter aims to
contextualize the motivations for machine learning{based bearing fault diagnosis, outline
the challenges inherent in industrial applications, and systematically survey the relevant
literature. Section 2.1 introduces benchmark datasets widely adopted for fault detection
research. Section 2.2 highlights machine learning techniques applied to rotating machin-
ery condition monitoring. Section 2.3 highlights machine learning paradigms for bearing
fault diagnosis, while Section 2.4 discusses time{frequency and spectrogram-based fea-
ture extraction strategies. Finally, Section 2.5 reviews deep learning architectures and
their e�ectiveness under diverse operational scenarios, setting the stage for the proposed
methodology in the following chapters.

2.1 Benchmark Datasets for Bearing Fault Diagnosis

The e�ectiveness of advanced machine learning models for bearing fault diagnosis depends
on the availability of reliable benchmark datasets. Over the past decades, researchers have
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relied on publicly available vibration datasets to evaluate and compare the performance
of their methods. These datasets provide controlled test environments with known fault
classes, well-de�ned operating conditions, and documented sensor setups, thus enabling re-
producibility and fair comparisons across studies. However, while laboratory datasets are
indispensable for benchmarking, they often re
ect simpli�ed conditions and idealized faults
created through controlled experiments, which may not fully represent the complexity of
faults encountered in industrial �eld operations. For example, laboratory datasets gener-
ally involve seeded faults with consistent dimensions, speeds, and loads, whereas real-world
scenarios exhibit variable fault severities, compound fault types, changing load conditions,
and signi�cant environmental noise. Consequently, there is a growing emphasis on under-
standing the scope and limitations of these benchmark datasets, as well as encouraging
complementary use of synthetic data, domain adaptation techniques, and �eld-collected
signals for broader generalizability. The following paragraphs summarize some of the most
widely used bearing fault datasets that have formed the backbone of data-driven fault
diagnosis research, outlining their structure, acquisition rigs, sampling characteristics, and
common adoption in the literature.

ˆ Case Western Reserve University (CWRU) Dataset: The CWRU bearing
dataset [8, 9, 10] is among the most prominent in the literature. It was collected
on a 2-horsepower, three-phase induction motor operating under four discrete load
conditions (0, 1, 2, and 3 HP) with speeds ranging from 1730 to 1797 RPM. Arti�cial
faults were introduced via Electrical Discharge Machining (EDM) on the inner race,
outer race, and rolling elements, with fault diameters of 0.007"inch, 0.014"inch, and
0.021"inch. Vibration signals were recorded using accelerometers mounted on the
drive end and fan end of the motor, with sampling rates of 12,000 samples/s and
48,000 samples/s. Due to its standardized setup and availability of a wide range of
fault conditions, the CWRU dataset has become a de facto benchmark for validating
fault diagnosis algorithms.

ˆ Paderborn University (PU) Dataset: The Paderborn dataset [11, 12] was cre-
ated on a test rig consisting of a 4-kW electric motor with belt drives, covering 14
faulty classes and 6 healthy classes, including both real and arti�cial defects. It pro-
vides vibration signals sampled at 64 kHz, measured under varying radial loads, with
bearing damages induced via electrical discharge and accelerated aging. Its inclusion
of naturally degraded bearings and a broader fault diversity make it an important
resource for studying domain adaptation and cross-condition generalization.

ˆ Intelligent Maintenance Systems (IMS) Bearing Dataset: Collected at the
University of Cincinnati's Intelligent Maintenance Systems IMS Center, this dataset [13]
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captures run-to-failure experiments on Rexnord bearings under constant load and
speed. Vibration data were acquired at 20 kHz while the machine ran continuously
until bearing failure, providing a rich degradation progression from healthy to com-
pletely failed states. This enables the development of models for predictive mainte-
nance and Remaining Useful Life (RUL) estimation, rather than only classi�cation
of �xed faults.

ˆ Xi'an Jiaotong University and Shenyang Aerospace University (XJTU-
SY) Dataset: The XJTU-SY bearing dataset [14] was recorded on a 6 kW motor
under multiple speed and load conditions, with faults seeded in the inner race, outer
race, and bearing cage. It uses a 25.6 kHz sampling rate, and provides time series
data under realistic compound fault scenarios and variable operating conditions, ex-
panding the possibilities for studying multi-fault and variable-load diagnostic tasks.

ˆ Jiangnan University (JNU) and Northeast Forestry University (NEFU)
Datasets: These more recent datasets [15] provide vibration signals from di�erent
test rigs with varying loads and rotational speeds, covering health states including
normal, rolling element faults, cage faults, and complex compound faults. Their
primary purpose is to support transfer learning and domain adaptation experiments,
since they represent a wider cross-domain distribution.

ˆ Custom and Synthetic Datasets: Several recent studies have developed their
own laboratory-scale datasets using 
exible rotor-bearing rigs [12] or created fully
synthetic datasets with dynamic simulation models [16, 13]. These synthetic ap-
proaches simulate faults under varied bearing designs, speeds, and loads, and then
validate them on public datasets such as CWRU or even aerospace bearing datasets,
demonstrating promising cross-domain generalization.

These benchmark datasets: CWRU, PU, IMS, XJTU-SY, JNU, NEFU, and synthetic
datasets provide a reliable foundation for reproducible bearing fault diagnosis research.
They enable the development and comparison of advanced machine learning approaches,
although their laboratory settings motivate future expansion toward �eld-acquired and
industrial datasets.
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2.2 Machine Learning in Rotating Machinery Condi-
tion Monitoring

Recent years have witnessed an extensive application of machine learning (ML) techniques
in the condition monitoring and fault diagnosis of rotating machinery systems. Unlike
conventional signal-processing or threshold-based rule systems, ML models can learn from
historical data and extract discriminative patterns to identify or predict incipient failures
under varying operating conditions. This data-driven paradigm supports more adaptive,
scalable, and responsive maintenance practices, essential for modern industrial environ-
ments. The surge in ML adoption is largely motivated by the need to achieve higher
reliability, reduced maintenance costs, and improved safety across diverse sectors, ranging
from manufacturing to energy production [11, 8, 9, 14].

Early e�orts in this area primarily relied on traditional statistical and machine learning
techniques. These approaches often used handcrafted time-domain features such as RMS,
kurtosis, and crest factor, which are computationally simple but struggle to capture the
complex, multi-scale patterns typically seen in bearing fault signals. As highlighted in
recent reviews [17], such metrics tend to be less e�ective for identifying early-stage faults,
where timely detection is critical for preventing failures. Given the critical role bearings
play in motors, turbines, pumps, and other machinery, timely fault detection is essential
to enable e�ective condition-based maintenance and predictive diagnostics [15].

Many of these early methods were evaluated on benchmark datasets, most notably
the Case Western Reserve University (CWRU) bearing dataset [8, 9, 10], which has be-
come a standard due to its controlled operating conditions, clearly labeled fault types, and
widespread adoption in comparative studies. To push beyond the limitations of CWRU's
simpli�ed test environment, other datasets have been introduced. The Paderborn Univer-
sity (PU) dataset [11] incorporates both real-world and arti�cial faults at varying loads and
speeds, while the IMS dataset [13] captures full lifetime degradation, enabling long-term
progression analysis. Similarly, the XJTU-SY dataset [14] and the QPZZ-II testbed [15]
introduce compound faults and variable speeds, providing more realistic diagnostic chal-
lenges as dicussed in the previous Section 2.1

Classical machine learning models such as Support Vector Machines (SVM), Decision
Trees (DT), and k-nearest neighbors (k-NN) were widely used with these datasets as base-
lines. However, by manual feature engineering limited robustness under sensor noise and
non-stationary operating conditions. For example, Ni et al. [11] observed that SVM and DT
performance deteriorated sharply under low signal-to-noise ratios when compared against a
wavelet-integrated CNN. Similarly, Shao et al. [14] reported much lower accuracy for SVM
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and DT compared to optimized hybrid deep learning models on the XJTU-SY dataset.
These results underscore the limited generalizability of traditional ML methods under re-
alistic industrial fault complexities.

The performance limitations of classical approaches, combined with the growing avail-
ability of diverse high-resolution datasets, have catalyzed a shift toward more adaptive,
data-driven techniques. This shift is re
ected in the dominance of supervised deep learn-
ing methods, which reduce dependence on manual feature engineering and show robustness
to noise, class imbalance, and variable operating conditions.

Traditionally, supervised learning approaches have dominated this domain, requiring
labeled fault data to train classi�ers that distinguish healthy states from faulty conditions
or categorize speci�c fault types and severities. In these tasks, deep learning architectures
such as Convolutional Neural Networks (CNNs). The performance limitations of classical
approaches, combined with the growing availability of diverse high-resolution datasets, have
catalyzed a shift toward more adaptive, data-driven techniques. This shift is re
ected in
the dominance of supervised deep learning methods, which reduce dependence on manual
feature engineering and demonstrate greater robustness to noise, class imbalance, and
variable operating conditions.

Traditionally, supervised learning approaches have dominated this domain, requiring
labeled fault data to train classi�ers that distinguish healthy states from faulty conditions
or categorize speci�c fault types and severities. In these tasks, deep learning architectures
such as Convolutional Neural Networks (CNNs) [8, 9, 18, 11], spiking neural networks [19],
autoencoders, transformers [20, 21], and hybrid models combining temporal and spatial
feature extraction [22, 23] have achieved impressive results on benchmark datasets, often
surpassing classical machine learning or rule-based techniques.

2.3 Machine Learning Paradigms for Bearing Fault
Diagnosis

Traditionally, supervised learning has served as the dominant framework for bearing fault
diagnosis, leveraging labeled datasets to develop robust classi�ers capable of distinguish-
ing between healthy states and a variety of fault conditions. These supervised paradigms
generally involve manually labeled datasets with discrete fault categories, enabling the
training of models to recognize and di�erentiate speci�c types of damage, their severities,
or their locations within the bearing assembly. Within this context, deep learning meth-
ods, particularly Convolutional Neural Networks (CNNs) [8, 9, 18, 11], have demonstrated
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strong performance by automatically extracting hierarchical and spatial features from raw
vibration or current signals, outperforming traditional feature-engineering pipelines. In ad-
dition to CNNs, emerging architectures such as spiking neural networks [19], autoencoders,
transformers [20, 21], and hybrid models that fuse temporal and spatial feature extraction
capabilities [22, 23] have further expanded the capabilities of supervised fault classi�cation
systems, achieving state-of-the-art results across diverse benchmark datasets.

Despite their successes, supervised models face inherent challenges in real-world de-
ployment, primarily due to their reliance on accurately labeled training data. In industrial
settings, collecting high-quality labeled data is costly, time-consuming, and often impracti-
cal, since bearing faults are rare, unpredictable, and may develop over extended equipment
lifespans. These constraints have fueled considerable interest in unsupervised and semi-
supervised approaches, which seek to minimize or eliminate the need for labeled data while
still delivering high diagnostic accuracy. Among these, autoencoder-based anomaly detec-
tion frameworks, domain adaptation methods [13, 24], and simulated-data-driven transfer
learning strategies [16, 13] have emerged as promising alternatives, aiming to leverage pat-
terns in normal operating data or synthetic data to detect and characterize faults without
requiring exhaustive labeled datasets.

Furthermore, beyond discrete fault classi�cation, there has been a growing push toward
regression-based models that estimate continuous degradation indicators, such as remain-
ing useful life (RUL) or progressive damage indices, to enable more proactive and predictive
maintenance strategies. However, the adoption of these regression-based prognostic frame-
works remains relatively sparse within vibration-based bearing monitoring applications,
largely due to the absence of reliable long-term datasets capturing gradual degradation
under realistic operating scenarios. Several recent survey studies have highlighted this
limitation and emphasized the need for new data collection e�orts to better support prog-
nostics research in rotating machinery [10, 15].

Another critical barrier to industrial adoption concerns the transferability and gener-
alization of ML models trained on public laboratory datasets, which frequently rely on
faults introduced in controlled experimental rigs. These arti�cially induced fault condi-
tions often fail to re
ect the diversity, stochasticity, and complexity of faults encountered
in actual industrial equipment. As a result, models trained exclusively on laboratory data
may exhibit signi�cant performance degradation when faced with variable loads, speeds,
compound faults, or evolving operating environments in practice. Addressing this so-called
domain shift problem has become a central focus of recent research, with transfer learn-
ing and domain adaptation frameworks showing encouraging results in bridging the gap
between laboratory and industrial domains [20, 13, 24, 15].
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In summary, while supervised learning continues to drive signi�cant progress in bear-
ing fault diagnosis, there is a clear and growing need to develop methods that are more
data-e�cient, generalizable, and robust to real-world variability. Unsupervised anomaly
detection, transfer learning, domain adaptation, and hybrid models integrating physical
knowledge with data-driven techniques represent promising avenues to address these gaps.
The remainder of this review explores these methodological advances in more detail, high-
lighting key research directions, experimental benchmarks, and emerging opportunities to
achieve practical, scalable, and explainable bearing fault diagnosis solutions in the indus-
trial landscape.

2.4 Time{Frequency Analysis and Spectrogram-Based
Features

Vibration signals originating from rotating machinery, such as rolling element bearings, are
inherently non-stationary, with their statistical properties varying over time due to chang-
ing loads, speeds, and the development of faults. Traditional time-domain or frequency-
domain analyses alone are often insu�cient to capture these evolving and transient char-
acteristics. As a result, time{frequency analysis has emerged as a critical tool, providing
a joint representation of how signal energy is distributed across both time and frequency
domains, which is especially valuable for machine learning applications in fault diagnosis .

Among these methods, the Short-Time Fourier Transform (STFT) is widely adopted
due to its simplicity and interpretability. STFT works by segmenting a signal into overlap-
ping windows and applying a local Fourier transform within each segment, resulting in a
two-dimensional time{frequency representation known as a spectrogram. This spectrogram
reveals how the frequency content of the vibration signal changes over time, highlighting
transient impulses and sudden shifts that may indicate early-stage faults such as bearing
spalls or cracks [8]. For example, Pavithra and Ramachandran (2025) showed how STFT-
based spectrograms, combined with empirical mode decomposition, could e�ectively train
deep convolutional neural networks to classify bearing faults even under noisy conditions.

However, a limitation of STFT is its �xed time{frequency resolution, which is governed
by the window size and may not adapt well to signal components occurring across mul-
tiple scales. Wavelet-based methods, such as the discrete wavelet transform (DWT) or
continuous wavelet transform (CWT), address this challenge by providing multi-resolution
analysis. Wavelets use scalable basis functions that allow �ne time resolution for high-
frequency features and better frequency resolution for low-frequency components. These

12



advantages have led to wavelet transforms being incorporated into deep learning architec-
tures for fault diagnosis, as demonstrated by Ni et al. (2025), who integrated wavelet-based
downsampling into a CNN{ResNet framework to improve robustness against noise [11], and
by Shao et al. (2025), who combined variational mode decomposition with DWT to build
a hybrid CNN{BiLSTM model for enhanced fault recognition [14].

While wavelet-based approaches o�er signi�cant bene�ts, this study focuses on STFT-
derived spectrograms as the primary feature representation. Spectrograms provide a con-
sistent and interpretable format, are well established in the literature, and are directly
compatible with standard convolutional and transformer-based neural network architec-
tures. These deep learning models can leverage the two-dimensional spatial structure of
spectrogram images to learn discriminative features associated with di�erent fault types
and operating conditions [22, 21, 23]. This compatibility, along with their proven per-
formance on benchmark datasets, makes spectrograms a practical and e�ective choice for
scalable bearing fault diagnosis.

In summary, time{frequency analysis methods play a foundational role in transforming
complex, non-stationary vibration signals into forms suitable for modern machine learning
pipelines. By highlighting transient and evolving patterns, particularly through STFT-
based spectrograms, these representations enable deep models to achieve more reliable,
interpretable, and robust fault detection and prognosis, while leaving open opportunities
to explore wavelet-based enhancements in future research.

2.5 Deep Learning Architectures for Bearing Fault
Diagnosis

Deep learning (DL) has become a transformative technology in the �eld of bearing fault
diagnosis, enabling data-driven models to learn complex patterns directly from raw or
minimally preprocessed vibration signals. Unlike classical machine learning pipelines that
rely on manual feature engineering and domain-speci�c signal processing, deep learning
architectures can automatically discover hierarchical features relevant to fault classi�ca-
tion, severity estimation, or prognostics. This capability is especially useful for dealing
with non-stationary, high-dimensional, and noisy data that are common in rotating ma-
chinery systems. As industrial datasets grow in size and diversity, deep learning provides a
scalable framework to generalize across variable loads, speeds, and compound fault modes,
potentially improving diagnostic accuracy and reducing the dependency on expert-crafted
features. Nevertheless, challenges remain, including high data requirements, explainability,
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and robustness to domain shifts between laboratory and real-world environments [10, 24].

2.5.1 Convolutional Neural Networks for Vibration Signals

Convolutional Neural Networks (CNNs) have become a cornerstone of bearing fault diag-
nosis due to their strong capacity to learn local and hierarchical features from vibration
signals. Typically, vibration signals are transformed into time{frequency images (e.g., spec-
trograms) that serve as inputs to 2D CNNs. For example, Pavithra and Ramachandran
(2025) employed STFT-based spectrograms of noisy vibration data and trained a deep
CNN, achieving robust performance even in low-SNR conditions [8]. Other researchers,
such as Sonmez et al. (2023), explored wide-kernel CNN architectures to improve the re-
ceptive �eld and capture more global information from 1D vibration sequences [18, 25].

In addition, CNNs have been enhanced with domain adaptation and denoising strate-
gies to handle the limitations of laboratory-based datasets. [11] has proposed replacing
standard pooling operations with discrete wavelet downsampling layers within a CNN-
residual network to preserve low-frequency fault features and improve generalization under
noisy and variable-load conditions. CNNs are also frequently integrated with empirical
mode decomposition (EMD), variational mode decomposition (VMD), and blind deconvo-
lution to remove noise and boost discriminative features before feeding signals into CNN
architectures [14, 12]. Overall, CNNs provide a powerful baseline for vibration-based fault
diagnosis but may struggle to fully exploit temporal dependencies in sequential data with-
out hybridization.

2.5.2 Hybrid Architectures (CNN{LSTM, Transformer-based Mod-
els, etc.)

Hybrid deep learning models aim to capture both spatial patterns in time{frequency rep-
resentations and temporal dependencies in vibration signals. These frameworks typically
combine CNNs with sequential modules such as LSTMs, GRUs, or Transformer-based neu-
ral networks. Here,Transformer refers to self-attention architectures originally
introduced in natural language processing, which are now adapted to vibration
analysis for their ability to capture long-range dependencies [20, 21].

Wang and Zhao (2025) proposed a CNN{LSTM{attention ensemble that outperformed
conventional CNNs under varying loads and fault types [22]. Liu et al. (2025) developed
an interpretable domain adaptation Transformer that achieved strong cross-domain accu-
racy while highlighting informative signal segments [20]. Snyder et al. (2025) integrated
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Transformers with CNNs to enhance spectrotemporal modeling [21]. Beyond sequential hy-
brids, Chennana et al. (2025) fused CNN features with handcrafted descriptors, achieving
robustness to noise and load variation [23].

While these hybrid frameworks generally surpass CNN-only baselines by leveraging both
spatial and sequential information, they increase computational cost and demand larger,
more diverse datasets. Addressing challenges of e�ciency, interpretability, and deployment
feasibility remains essential for real-world adoption.

2.6 Research Gaps

Based on the existing literature, a thorough examination reveals that there are signi�cant
gaps that need to be addressed to enhance the robustness and industrial applicability of
machine learning approaches for bearing fault diagnosis. While recent years have seen
rapid progress in supervised and deep learning methods, several limitations persist that
restrict their direct deployment in real-world scenarios.

Although CNN-based models have demonstrated strong performance in bearing fault
classi�cation, particularly on benchmark datasets such as the Case Western Reserve Uni-
versity (CWRU) dataset, a number of research gaps remain unaddressed:

ˆ Idealized evaluation settings: Many studies conduct experiments under con-
trolled laboratory conditions with �xed motor speeds, low noise levels, and balanced
class distributions. These conditions fail to capture the variability, noise, and oper-
ating uncertainties of industrial environments.

ˆ Data leakage and limited generalization: It is observed that the same bearings
are used for both training and testing. While this may in
ate reported accuracy, it
limits the model's ability to generalize to unseen bearings or fault conditions.

ˆ Underreporting of deployment-critical metrics: Key indicators such as false
alarm rate, inference latency, and computational e�ciency are frequently omitted,
making it di�cult to assess practical feasibility for real-time deployment.

ˆ Limited exploration of multi-resolution and multi-channel spectrogram
analysis: Most prior studies rely on time{frequency representation as the model in-
put, this restricts the ability to capture complementary patterns that exist across dif-
ferent time{frequency resolutions. In particular, the combined use of multi-resolution

15



STFTs and their di�erential representations (Delta-STFTs) as stacked input channels
remains underexplored in the bearing fault diagnosis literature, despite its potential
to enrich spatiotemporal feature extraction.

ˆ Underutilization of transfer learning with large-scale pretrained CNNs:
Although CNNs have been widely applied to spectrograms, most studies train these
models from scratch using only vibration datasets. The potential of transfer learning
from large-scale image classi�cation networks (e.g., ImageNet-pretrained models such
as XceptionNet or E�cientNet) has not been systematically examined. Demonstrat-
ing that such models can be e�ectively �ne-tuned for fault spectrograms provides
a strong approach to reduce training cost, mitigate data scarcity, and accelerate
convergence yet this remains largely absent from existing research.

Table 2.1 provides a comparative summary of representative studies, highlighting the
strengths and weaknesses of current machine learning approaches for bearing fault diagno-
sis. The table illustrates that although reported accuracies are above 95%, the limitations
outlined above remain prevalent and e�ect negatively industrial adoption. While the 2.2
provides a compartitive summary of the studies speci�c to the Case Western Reserve Uni-
versity's Bearing Fault Diagnosis Data.
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Table 2.1: Comparative Summary of Machine Learning Approaches for Bearing Fault
Diagnosis

Study Year Method Key Contribution Accuracy Limitation
Fan et al. 2024 MPEG + SVM Graph-based

entropy features
improve robustness.

98.3%
(CWRU),
96.7% (Lab)

High computation;
parameter
sensitivity.

Ni et al. 2025 Baseline ML vs.
DWCResNet

Wavelet-enhanced
CNN outperforms
ML under noise.

SVM: � 88%,
DWCResNet:
> 99%

Baselines degrade
under noise.

Shao et al. 2025 ML vs. CNN-
BiLSTM

Hybrid model
improves accuracy
with temporal
features.

SVM/DT:
� 90%, CNN-
BiLSTM:
> 99%

ML struggles with
temporal features.

Zhang & Liu 2025 MSLSTM + TL Transfer learning
e�ective with low
labels.

> 93% Baseline results not
reported.

Wang et al. 2025 CNN + IATL Synthetic data
reduces domain gap.

99.89%
(CWRU ! IMS)

Complex, limited
real-time use.

Neupane & Seok 2020 CNN, DBN, AE,
GAN

Review of DL
models on CWRU.

CNN: 99.9%,
DBN: 98.5%

Large data needs,
imbalance issues.

Ruan et al. 2023 Physics-Guided CNN Incorporates physics
into CNN.

99.95%
(CWRU),
99.79% (PU)

Limited to modeled
faults.

Pavithra & Ra-
machandran

2025 DCNN + STFT +
HHT

EMD/HHT
spectrograms for
noise-robust
classi�cation.

100% (CWRU
up to 10 dB)

Requires
EMD/HHT;
sensitive to impulse
noise.

Wang & Zhao 2025 1D2D-EDL CNN+LSTM+attention
ensemble.

99.47% (UOt-
tawa)

High complexity,
tuning-sensitive.

Liu et al. 2025 IDAT (Transformer) Interpretable
domain adaptation
via attention.

96.9% (cross-
cond.), 93.3%
(cross-mach.)

Needs labels, high
cost.

Kiakojouri & Wang 2025 CNN + Hybrid Fea-
tures

Synthetic training
for domain
generalization.

99.09%
(CWRU),
86.03%
(Safran)

Weak on real-world
faults.

Li et al. 2025 MKWJDAN (1D
CNN + MKMMD)

Adaptive transfer
with
pseudo-labeling.

98.96%
(H2! H1)

Needs careful
pseudo-label tuning.

Chennana et al. 2025 CNN + MBH-LPQ Combines
deep+shallow
features for load
invariance.

98.87% (PU) Limited to
spectrogram-based
inputs.

Liao et al. 2025 ClassBD + WDCNN Joint denoising-
classi�cation robust
to noise.

99.7% (PU) Complex
optimization.
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Table 2.2: Comparison of Representative Studies on Bearing Fault Diagnosis Using the
CWRU Dataset

Study Year Method Key Contribution Performance
(CWRU)

Limitation

Zhang & Zhou [26] 2021 DCNN + TL (Ima-
geNet) on grayscale
STFT

1D ! 2D grayscale
transformation;
ImageNet-
pretrained CNNs
validated on
CWRU, SPCP, and
Paderborn datasets.

Up to 100%
(DenseNet121,
MobileNet)

Only grayscale
mapping; no
multi-channel
features; limited
interpretability.

Balamurugan et
al. [27]

2024 CNN + BiLSTM
(RUL Estimation)

Hybrid
CNN{BiLSTM for
Remaining Useful
Life (RUL)
prediction using
CWRU signals;
focused on
prognostics rather
than classi�cation.

Improved RUL
prediction vs.
baselines

Limited to
prognostics; not
evaluated for
classi�cation or
domain
generalization.

Yoo et al. [28] 2023 Lite CNN + Down-
sampled STFT

Lightweight CNN
architecture using
downsampled STFT
representations for
reduced
computational
complexity.

99.96{100% Tailored to CWRU;
lacks transfer
learning or
cross-dataset
validation.

Alonso-Gonz�alez et
al. [29]

2023 Envelope Analysis +
ML (KNN, DT, NB)

Traditional envelope
features combined
with ML classi�ers
demonstrated strong
accuracy on CWRU.

KNN/DT:
100%; NB:
94.4%

Relies on
handcrafted
features; limited
robustness and
deployment
validation.

Ruan et al. [30] 2023 Physics-Guided CNN
(PGCNN)

CNN input and
kernel design
derived from
bearing physics;
validated on CWRU
and Paderborn
datasets.

99.95% Physics-speci�c
tuning; limited
generalization
beyond lab
conditions.

Raj et al. [31] 2024 MLP, LSTM, CNNs
on Raw Signals

End-to-end training
on raw
accelerometer
signals; separability
explored via
PCA/t-SNE
visualization.

2D-CNN:
99.32% (0 hp),
91.16% (1 hp),
94.97% (2 hp)

Accuracy drops
with load variation;
lacks spectrogram or
transfer validation.
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Comparison of representative studies on bearing fault diagnosis using the CWRU dataset
(cont.)

Rosa et al. [32] 2024 Multi-label
DL (ResNet18,
WDCNN, Ef-
�cientNet,
Transformers)

Proposed multi-label +
leakage-free split;
benchmarked
CNNs/Transformers

AUROC: 0.911
(ResNet18
spectrogram);
up to 0.99 for
some

Limited to CWRU;
arti�cially induced EDM
faults; inner/outer fault
confusion

Jang et al. [33] 2024 DAE + Vision
Transformer
(ViT)

Denoising autoencoder
preprocessing; ViT
classi�cation robust to
noise

Raw ViT:
99.46%;
DAE+ViT:
100%

Focused on noise;
Transformers
compute-heavy

 Luczak et
al. [34]

2024 IMU6DoF-
SST-CNN
(FSST/WSST)

Synchrosqueezed
features sharper than
STFT; IMU data fusion;
tested on fan + CWRU

� 90% test; up
to 100% train/-
val (13-class)

Relies on IMU; costly
fusion; risk of over�tting

Mohammad-
Alikhani et
al. [35]

2025 Di�erential
STFT +
Channel-
Regulated CNN

Multi-resolution
di�erential STFT +
channel regulation;
noise-robust

� 30% noise
MSE reduc-
tion; strong
accuracy

Needs tuning; focus on
noise suppression; not a
full benchmark

Huang et al. [36] 2025 STFT + Multi-
Scale Chan-
nel Attention
(MsCCA)

STFT + multi-scale
convs with channel
attention; outperformed
CNN-
LSTM/GRU/ResNet

Best: 99.87%;
Avg: 99.35%

Only CWRU; single
faults; added complexity;
no deployment metrics

van den Hoogen
et al. [25]

2020 Wide-
Kernel CNN
(WDTCNN,
WDMTCNN)

Extended WDCNN with
wide/multi-channel
kernels; robust to noise

Up to 99.9% Tailored to CWRU; no
cross-domain validation;
higher cost

Han &
Jeong [37]

2020 Weighted CNN
Ensemble

CNN ensemble with
weighted fusion; e�ective
with small training sets

� 99% Inference cost higher; no
deployment validation

Hendriks et
al. [10]

2022 Benchmark cri-
tique of CWRU

Exposed 
aws in
cross-load evaluation;
proposed independent
bearing splits; tested
CNNs

Accuracy
dropped � 45%
under stricter
split

Many CWRU studies
overestimate
generalization; still no
�eld data

Proposed Ap-
proach

2025 1D-CNN +
Xception-
Net71 +
E�cientNetV2-
M

Uni�ed framework with
multiple input reps (1D
STFT, spectrograms,
Delta-STFT) and
tailored deep
architectures.

99.76%
(CWRU)

Cross-domain validation
pending.
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By systematically identifying these gaps, the present work addresses them through the
design of strati�ed cross-fold validation protocols, comparative evaluation of both 1D and
2D CNN-based models, and explicit consideration of model complexity alongside classi�ca-
tion accuracy. While prior studies on the CWRU dataset have advanced bearing fault di-
agnosis through envelope analysis, handcrafted features, lightweight CNNs, physics-guided
kernel design, multi-label formulations, and transformer-based models, they remain limited
by issues such as dataset leakage, the fact that faults are arti�cially induced in laboratory
settings (rather than naturally evolved in real machinery), and the absence of deployment-
oriented evaluation. Our work establishes a new benchmark by introducing a uni�ed STFT
pipeline that systematically compares 1D and 2D CNNs, extends Delta-STFT into a cross-
resolution multi-channel representation, and applies ImageNet transfer learning for the �rst
time on grayscale and RGB-like STFTs. Furthermore, we uniquely evaluate safe vs. unsafe
misclassi�cations, bridging the gap between high accuracy and real-world deployability.
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Chapter 3

Problem Description

This chapter is organized as follows: Section 3.1 describes the layout of the physical system
model and the data acquisition setup. Section 3.2 explains the manifestation of fault types
and severities over time. Section 3.2.1 presents representative vibration signals illustrating
these fault types and severity levels and Section 3.3 describes the objective of the thesis.

This chapter addresses the core problem of this thesis|the robust detection and classi�-
cation of bearing faults from vibration signals collected under varying operating conditions.
To achieve this, it is essential to �rst understand the physical setup of the machinery from
which these signals originate. As illustrated in Fig. 3.1, the system under study consists
of a rotating machinery test rig that includes an induction motor, a shaft, and a bearing
assembly operating under controlled load and speed conditions. This con�guration closely
replicates a typical industrial drivetrain, enabling the acquisition of vibration signals from
the bearing housings during both healthy and faulty states. These signals form the foun-
dation for the AI-based fault detection model discussed in the subsequent sections.

Over time, the mechanical integrity of the bearing components deteriorates due to con-
tinuous operation, misalignment, or material fatigue, and sometimes due to environmental
factors such as corrosion, contamination, or temperature variations. As a result, micro-
scopic cracks or pits begin to form on the raceways or rolling elements, which grow with
repeated stress cycles. These localized defects disrupt the uniform transmission of forces
within the rotating system, causing periodic impacts whenever a rolling element passes
over the damaged region. The repeated impacts modulate the vibration response of the
machine, gradually altering its characteristic waveform as the fault progresses. As the
damage worsens, the deviations from the nominal healthy signature become increasingly
evident|manifesting as amplitude 
uctuations, sideband frequencies, and broadband noise
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components in the frequency spectrum.

Such progressive degradation in bearing health has a direct impact on industrial pro-
ductivity and operational safety. Even minor defects can lead to increased vibration, heat
generation, and energy losses, reducing the overall e�ciency of rotating equipment. If left
undetected, these faults may propagate to adjacent components such as shafts, gears, or
motors, resulting in unplanned downtime, costly repairs, and production delays. In critical
applications, catastrophic bearing failure can cause complete machine shutdowns or safety
hazards, emphasizing the need for timely fault detection and condition-based maintenance
strategies.

The data used to study this problem are obtained from controlled laboratory experi-
ments using the Case Western Reserve University (CWRU) Bearing Data Center test rig.
The physical setup, shown in Fig. 3.1, and its instrumentation are described in detail in
the following section. The dataset includes vibration signals measured under various load
and fault conditions, providing a standardized benchmark for developing and evaluating
machine learning models for bearing fault diagnosis.

By continuously monitoring the performance of the motor through vibration-based
sensing and predictive analytics, it becomes possible to detect early signs of degradation
before they escalate into major faults. Predictive maintenance strategies, supported by AI-
driven fault diagnosis models, enable data-driven assessment of bearing health and facilitate
timely intervention. By accurately identifying anomalies in motor behavior and forecasting
potential failures, industries can minimize unplanned downtime, extend equipment lifespan,
and ensure safer, more reliable operation of rotating machinery|e�ectively preventing
catastrophic bearing failures.
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3.1 System Model

Figure 3.1: System Model Diagram
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Table 3.1: Motor Speci�cations Used in the Case Western Reserve University (CWRU)
Test Setup

Parameter Value

Motor Type 3-phase AC induction mo-
tor

Manufacturer Reliance Electric
Rated Power 2 horsepower (HP), ap-

proximately 1.5 kW
Rated Voltage 208{230 V / 460 V (dual-

voltage con�guration)
Rated Current 6.4 A at 230 V, 3.2 A at

460 V
Motor Frequency 60 Hz (nominal line fre-

quency)
Synchronous Speed 1800 RPM (4-pole motor

at 60 Hz)
Operating Speeds in
CWRU

1797, 1772, 1750, 1730
RPM (measured under
experimental loads)

Number of Poles 4
Rated E�ciency 85{87% (typical for 2 HP

motors)

The physical model diagram Figure 3.1 illustrates the test setup designed to evaluate the
vibration response of a 3-phase AC induction motor mounted on a test bench rated at
2 horsepower and operating at 60 Hz. The motor speci�cations used in this setup are
summarized in Table 3.1. It was tested under controlled mechanical conditions, with vari-
ations in operating conditions and achieved by mechanically loading the shaft through
a controllable dynamometer. The mechanical output of the motor is transmitted to a
torque transducer and encoder mounted directly in line along the motor shaft. The torque
transducer measures real-time torque output, while the encoder provides accurate readings
of rotational speed (RPM) and angular position (� ). Here, � refers to the instantaneous
rotational displacement of the shaft relative to a �xed reference point. Measurement of
angular position enables the synchronization of vibration signals with shaft rotation, which
is essential for accurate bearing fault analysis. Although the test setup includes this in-
strumentation, the publicly available CWRU dataset does not include these torque and
speed measurements instead, estimates are inferred from test con�guration �les, load la-
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bels, and metadata. Therefore, the present analysis relies primarily on vibration signals
collected from accelerometers placed at the drive end, fan end, and base of the motor. The
mechanical output of the motor, characterized by torque and rotational speed, is delivered
to the digital dynamometer, which acts as a controllable load by applying variable resistive
torque to simulate di�erent operating conditions during the experiments.

To monitor the health of the system, three accelerometers are installed on the mo-
tor. The drive-end (DE) accelerometer captures vibrations near the output shaft bearing,
where load-transmitting components are located. The fan-end (FE) accelerometer mea-
sures vibrations at the non-drive side, often associated with imbalance or cooling-related
issues. The base (BA) accelerometer, mounted on the motor's foot or base structure, de-
tects structure-borne vibrations and resonance, giving insight into mounting stability and
system-level behavior.

All sensor outputs, including vibration signals, as well as torque and speed measure-
ments from the bench instrumentation, are routed to a dedicated data acquisition (DAQ)
system. This DAQ platform performs synchronized, timestamped signal sampling and or-
ganizes the measurements for subsequent computational processing. These data streams
are used to train and validate machine learning models for bearing fault detection.

We will discuss about the fault model and signal representation in the next section 3.2.

3.2 Fault Model and Signal Representation

The rolling elements called bearings, are critical components in rotating machinery, de-
signed to support shafts and reduce friction between moving parts. A typical bearing in
this study refers to a single-row, deep-groove ball bearing, which consists of an inner race,
an outer race, a cage, and rolling elements (balls), as illustrated in Figure 3.2. Faults can
develop in any of these regions: rolling elements may su�er surface pitting or spalling, the
inner ring can experience localized damage along its rotating surface in contact with the
balls, and the outer race may develop defects on its �xed track that produce repetitive
impacts as the balls pass over them. Such structural faults alter the dynamic behavior of
the bearing, leading to vibration anomalies and potentially resulting in mechanical failure.
The \normal" bearing condition refers to a healthy bearing without any arti�cially induced
damage.

Figure 3.2 illustrates the main components and geometric parameters of a typical ball
bearing. The bearing assembly consists of an inner race, an outer race, and rolling elements
(balls). In practice, these balls are held in place and evenly spaced by a cage (also called
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a retainer or separator). It is important to note that the cage refers only to this guiding
component, not to the entire bearing assembly. The outer diameter of the bearing is
denoted by D, while the bore diameter of the inner race isd. The pitch diameter, dm ,
represents the diameter of the circle passing through the centers of the rolling elements.
Each rolling element has a ball diameterdb, and the angular position of a ball relative to
the bearing axis is de�ned by the contact angle� . The raceway has a �nite width w, while
the defect slot (when present) is characterized by its lengthL and depth h. In addition to
the geometric dimensions of the bearing, the CWRU dataset introduces controlled arti�cial
defects with prede�ned sizes, referred to as thefault diameter. Its role in de�ning severity
levels can be summarized as follows:

ˆ De�nition : The fault diameter speci�es the size of the machined pit or spall intro-
duced on a bearing component.

ˆ Fault Severity : Three levels of severity levels are used in the dataset with 0.00700

(� 0.18 mm, small/low severity), 0.01400 (� 0.36 mm, medium/moderate severity),
0.02100(� 0.53 mm,large/high severity).

ˆ Fault Locations : These defects, machined using Electrical Discharge Machining
(EDM) are introduced on the ball, inner raceway, or outer raceway.

ˆ Healthy Baseline : A bearing without any machined defect corresponds to the
healthy class, serving as the reference for severity comparison.
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Figure 3.2: Illustration of a typical ball bearing showing the inner race, outer race, rolling
elements (balls), cage, and shaft.

In the CWRU dataset, bearing faults are classi�ed based on their position within the
bearing structure and their failure mode:

ˆ Ball Fault : As shown in Figure 3.3b ball fault refers to a localized defect such as a
pit, spall, or crack on the surface of a rolling element (ball). The ball bearing remains
in continuous rolling contact with both the inner and outer raceways, the defect
repeatedly strikes or slides against these surfaces during rotation. This interaction
generates periodic impact forces that give rise to distinctive vibration signatures.It
typically produces vibrations at a moderate frequency range of about 150{250 Hz.

ˆ Outer Race Fault : As illustrated in Figure 3.3c, an outer race fault refers to a
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localized defect such as a pit, spall, or crack on the raceway surface of the stationary
outer ring. Since the outer race does not rotate, the defect remains �xed in position
while the rolling elements pass over it. Each time a ball traverses the defect, a
periodic impact is generated at the ball-pass frequency of the outer race, giving rise
to a characteristic vibration pattern. Unlike inner race faults, the resulting impacts
are not directly modulated by shaft speed but are instead governed by the relative
motion of the rolling elements across the stationary defect. An outer race fault forms
on the stationary outer ring, producing vibrations at a lower frequency range of about
100{200 Hz, as the defect remains �xed while the rolling elements pass over it.

ˆ Inner Race Fault : Figure 3.3d illustrates an inner race fault, which corresponds to
a localized defect such as a pit, spall, or crack on the raceway surface of the rotating
inner ring. Because the inner ring spins in direct synchrony with the shaft, the
defect repeatedly interacts with the rolling elements at a relatively high frequency.
Each rolling element striking the defect produces sharp impacts whose repetition
rate is strongly governed by the shaft speed. Consequently, inner race faults are
characterized by well-de�ned fault frequencies that are directly modulated by the
rotational speed of the shaft. An inner race fault develops on the rotating inner ring,
generating vibrations at a higher frequency range of about 250{400 Hz, since the
defect moves with the shaft rotation.
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Figure 3.3: Defects are marked with small notches on the ball : (a) Electrical Discharge
Machining (EDM) (b) Ball fault, (c) Outer race fault, (d) Inner race fault

Each of the fault types shown in Figure 3.3 is represented in the CWRU dataset with
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three prede�ned defect sizes created using Electrical Discharge Machining (EDM), a pre-
cision process that removes material with controlled electrical sparks to produce small,
accurately placed pits or spalls on the bearing surface. In addition to the healthy (fault-
free) condition, defects of diameter 0.00700, 0.01400, and 0.02100which are basically the level
of fault severity being introduced, corresponding tosmall, medium, and large fault severi-
ties, respectively, relative to the normal bearing.

Table 3.21 lists the mapping between each fault type{severity combination and its
unique class ID, along with an additional class representing healthy bearings.

Table 3.2: Fault type and corresponding fault severity levels.

Fault Type Fault Diameter (in)
Ball Fault 0.00700

Ball Fault 0.01400

Ball Fault 0.02100

Inner Race Fault 0.00700

Inner Race Fault 0.01400

Inner Race Fault 0.02100

Outer Race Fault 0.00700

Outer Race Fault 0.01400

Outer Race Fault 0.02100

Normal (Healthy) {

1Fault diameters indicate the sizes of EDM-induced defects on the speci�ed bearing component (ball,
inner race, or outer race) to represent di�erent damage severities. These values are not to be confused
with the rolling element (ball) diameter or the pitch diameter of the bearing.

30



3.2.1 Representative Signal Characteristics

This section illustrates representative examples of vibration measurements for healthy and
faulty bearings in both the time and frequency domains.

Figure 3.4 presents raw time-domain signals for a healthy bearing and three ball fault
severities (0.00700, 0.01400, and 0.02100). As defect size increases, the signals exhibit stronger
periodic impulses with higher amplitudes, corresponding to repeated impacts of the dam-
aged ball on the raceways.

Complementarily, Figure 3.5 shows the corresponding Fast Fourier Transform (FFT)
spectra. Here, the presence of harmonics and sidebands around the ball-pass frequency
becomes more evident with increasing defect size, distinguishing faulty conditions from the
healthy baseline.

Together, these visualizations highlight the discriminative fault signatures that are
exploited by time{frequency domain analysis in subsequent feature extraction steps.

ˆ Time domain: As defect size increases, the signals exhibit more pronounced peri-
odic impulses with higher amplitudes. These impacts re
ect repetitive mechanical
shocks caused by the defect striking the raceways.

ˆ Frequency domain: The FFT spectra reveal fault-speci�c harmonics and sidebands
emerging around the ball-pass frequency. With increasing severity, these spectral
features become stronger and more distinct, distinguishing faulty states from the
healthy baseline.

Together, these visualizations highlight the discriminative fault signatures captured in
the CWRU dataset, reinforcing the importance of time{frequency analysis for bearing fault
diagnosis.

31



Figure 3.4: Time-domain representations of ball faults compared with a healthy condition.
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Figure 3.5: Frequency-domain representations of ball faults compared with a healthy con-
dition.

Similar illustrations can be constructed for inner-race and outer-race faults, highlighting
di�erences in how each defect type excites the bearing structure. For example, inner-race
faults are strongly modulated by shaft speed, producing distinct high-frequency harmonics,
whereas outer-race faults exhibit repeated impacts tied to the ball-pass frequency of the
outer race. These qualitative di�erences form the physical basis for subsequent feature
extraction using time{frequency analysis (see Section 4.3).
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Figure 3.6: Time-domain representations of inner-race faults compared with a healthy
condition.
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Figure 3.7: Frequency-domain representations of inner-race faults compared with a healthy
condition.
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Figure 3.8: Time-domain representations of outer-race faults compared with a healthy
condition.
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Figure 3.9: Frequency-domain representations of outer-race faults compared with a healthy
condition.

While the time- and frequency-domain views provide complementary insights, they do
not fully capture how spectral content evolves over time. To address this, Short-Time
Fourier Transform (STFT) spectrograms are used to generate time{frequency represen-
tations of vibration signals. These spectrograms highlight how transient fault signatures
distribute energy across both time and frequency, enabling better discrimination between
healthy and faulty conditions.

The healthy condition exhibits relatively low and di�use spectral energy, with no dom-
inant fault-related bands. In contrast, faulty signals show distinct localized energy concen-
trations near the ball-pass frequency (approximately 236 Hz), whose intensity and spread
increase with defect size. This progressive ampli�cation provides strong evidence of fault
severity, and highlights the discriminative power of time{frequency analysis for bearing
fault detection.
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Figure 3.10: STFT spectrograms of ball faults at di�erent severities compared with a
healthy baseline. Fault conditions show localized energy concentrations near the ball-pass
frequency (236 Hz), absent in the healthy case.
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Figure 3.11: STFT spectrograms of inner-race faults compared with a healthy baseline.
Inner-race defects produce strong, shaft-speed-modulated harmonics, resulting in sharper
spectral bands than those observed in ball faults.
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Figure 3.12: STFT spectrograms of outer-race faults compared with a healthy baseline.
Outer-race defects exhibit periodic bursts of energy at the outer race ball-pass frequency,
distinct from the modulation patterns of inner-race faults.

The representative spectrograms reveal distinct excitation patterns for each fault type:
ball faults show localized energy near the ball-pass frequency, inner-race faults display
shaft-speed{modulated harmonics, and outer-race faults exhibit periodic energy bursts at
the outer-race frequency, while the healthy condition shows di�use, uniform energy. These
distinctions highlight the discriminative nature of vibration signatures and justify using
STFT-based time{frequency representations for feature extraction and subsequent deep
learning analysis (Section 4.3).

3.3 Objective:
The objective is to develop and analyse an e�cient method for early fault detection using
feature extraction technique(s) and transfer learning of CNN model(s).

40



Chapter 4

Methodology

The chapter is organized as follows. Section 4.1 outlines the data preparation steps ap-
plied to vibration signals obtained from the physical setup. Section 4.2 describes the
overall methodology, while Section 4.3 explains the feature extraction process and the con-
struction of input representations, including the single-channel spectrogram described in
Section 4.3.1. Finally, Section 4.4 presents the classi�cation model architecture based on
the proposed single-channel spectrogram. Together, these sections provide a comprehensive
overview of the methodology employed in this study.

4.1 Dataset Preparation

The dataset used in this study is the benchmark Case Western Reserve University (CWRU)
bearing fault dataset. It was collected by the CWRU Bearing Data Center using a con-
trolled test rig comprising a 2 hp induction motor, torque transducer, and dynamometer,
where faults were arti�cially introduced on the bearing components through electrical dis-
charge machining (EDM). Vibration signals were recorded from accelerometers mounted
on the drive end, fan end, and base housing under various motor loads and speeds (0{3 hp,
1797{1730 rpm) at two di�erent sampling rates of 12 kHz and 48 kHz.

The downloaded dataset is organized as a collection of MATLAB.mat �les, each contain-
ing time-series recordings from three locations: the drive end (DE), fan end (FE), and
base acceleration (BA) points of the motor housing. Every �le corresponds to a speci�c
combination of operating load, fault type, and fault severity. Each vibration recording has
an approximate duration of two minutes and the structure of the data is as shown in the
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4.1. Each variable name adopts the formatX DEtime , X FEtime , or X BAtime , whereX
denotes the �le index corresponding to a particular experimental con�guration.

Table 4.1: Sample metadata from the CWRU bearing dataset showing vibration signal
arrays for Bearing X282 (Drive End, Fan End, and Base Acceleration sensors).

X282 DE time X282 FE time X282 BA time
-0.16812035928143700 0.31966649350649400 0.017306330365974300
0.18127760479041900 0.32617038961039000 -0.0037027497527200800
0.04434479041916170 -0.26048103896103900 -0.16911907022749800
-0.2704544910179640 0.031056103896103900 -0.06946680514342240

Note: Although the dataset stores high-precision 
oating-point samples, the training pipeline operates with
32-bit (FP32) or mixed-precision (FP16) formats.

The collected vibration signals are represented as

S = f s1; s2; : : : ; sM g; (4.1)

where eachsi denotes thei -th recorded signal instance.

Since the collected dataS consists of signals sampled at two di�erent frequencies 12 kHz
and 48 kHz all signals were uniformly resampled to a common target frequency off target

s =
12 kHz in this study to ensure consistency across all operating conditions. This process is
referred to as resampling.

Resampling is one of the most important preprocessing steps. In practice, signals
being initally collected from the systems is considered as are often recorded at di�erent
sampling frequencies. This inconsistency makes it challenging to compare or combine
signals collected under varying conditions. To ensure uniformity, eachsi is resampled to a
common target sampling frequencyf target

s .

If si (t) denotes the continuous-time version of the discrete signalsi , the uniformly
resampled sequence is expressed as

si;r [n] = si

�
n

f target
s

�
; n = 0; 1; 2; : : : (4.2)

wheren denotes the discrete-time sample index of the resampled signalsi;r [n], correspond-
ing to time instants spaced at intervals of 1=f target

s seconds. Wheresi;r [n] represents the re-
sampled discrete-time sequence indexed byn. Here,f orig

s;i is the original sampling frequency
at which si was acquired, andf target

s is the common target sampling frequency to which all
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signals are resampled. This process yields a consistent datasetSr = f s1;r ; s2;r ; : : : ; sM;r g,
where eachsi;r has a uniform sampling rate and can be directly compared or used in
subsequent feature extraction and learning stages.

Sr = f s1;r ; s2;r ; : : : ; sM;r g; (4.3)

where eachsi;r is obtained through the resampling operation de�ned in Eq. (4.2).

Resampling provides two main bene�ts:

ˆ Standardization : ensures that all signalssi share the same temporal resolution,
enabling consistent segmentation and feature extraction across the dataset.

ˆ E�ciency : avoids redundant information from overly high sampling rates while still
preserving the essential fault-related dynamics.

Each recording was associated with metadata describing its fault type, severity, load con-
dition, and sensor position, enabling systematic class labeling. In this work, all vibration
recordings were grouped into ten distinct fault classes, corresponding to the combinations
of fault type (ball, inner race, outer race) and severity levels (0.00700, 0.01400, 0.02100)/(low,
medium, high), along with the healthy condition. A detailed taxonomy of these classes is
presented in Section 3.2 (see Table 4.2).

Table 4.2: Mapping of fault types and severities in the CWRU dataset.

Class ID Fault Type Fault Diameter (in)
0 Ball Fault 0.00700

1 Ball Fault 0.01400

2 Ball Fault 0.02100

3 Inner Race Fault 0.00700

4 Inner Race Fault 0.01400

5 Inner Race Fault 0.02100

6 Outer Race Fault 0.00700

7 Outer Race Fault 0.01400

8 Outer Race Fault 0.02100

9 Normal (Healthy) {

As discussed earlier in Section 3, Figures 3.4{3.9 and Figures 3.10{3.12 illustrate rep-
resentative time-, frequency-, and time{frequency-domain signatures for various fault lo-
cations and severities in the CWRU dataset. These plots highlight how vibration energy
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varies over characteristic fault cycles, typically spanning a few seconds of recording. Ac-
cordingly, each signal in this study was divided into 5-second segments i.e., 60,000 samples
per window, as the total duration of the start- steady and o� state this segment length
is su�ciently long to capture at least one full vibration cycle and with a 1-second hop
with 12,000-sample stride between consecutive windows, ensuring dense temporal coverage
and preventing any portion of the signal from being missed this chosen hop size preserves
temporal continuity addressing theC2

Overall, this con�guration balances temporal context with computational e�ciency,
ensuring that localized spectral patterns associated with speci�c fault types are retained
within each analysis window.

Segmentation: In the multi-sensor con�guration used in this study, vibration signals were
simultaneously collected from three accelerometers mounted along single axes at thedrive
end (DE), fan end (FE), and base (BA) locations of the motor housing. Each resampled
signal corresponding to a given sensor is denoted bys(c)

i;r , wherec 2 f DE; FE; BAg identi�es
the accelerometer channel. Following the segmentation process, the resulting 5-second
segmentsx(c)

ij from each channel are temporally aligned such that thej -th segment from
every sensor corresponds to the same time interval. When data from all three sensors are
employed, these aligned segments are stacked along a new channel dimension to form a
three-channel tensor:

x ij = [ x(DE)
ij ; x(FE)

ij ; x(BA)
ij ]> 2 R3� N seg ; (4.4)

which serves as the synchronized input structure for the machine learning models. This
tensor formulation ensures that each training sample contains temporally aligned 5-second
vibration information from all three sensor locations, allowing the network to jointly learn
cross-sensor dependencies and spatial relationships among sensors.

Note. The superscriptc denotes thephysical accelerometer channel(DE, FE, BA) used
during data acquisition. This is distinct from later CNN-level notations, whered refers
to the input-channel index in convolutional layers, andCf denotes thenumber of learned
feature channelsproduced by the �nal convolutional block.

To capture localized temporal variations within each synchronized signal, the resampled
signals from the setsi;r [n] are divided into overlapping windows. Building on the 5-second
segment and 1-second hop con�guration described earlier, each signal is segmented into
smaller windows to preserve both short-term and long-term temporal patterns. Each win-
dow has a �xed length ofNseg samples and a hop size ofHhop samples, whereHhop < N seg.
Here, x0

ij denotes the windowed signal segment itself, whileNseg speci�es the segment
length in samples.
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This segmentation process arises from the multi-sensor representation in Eq. 4.4, where
each channel-speci�c signal contributes to the �nal synchronized tensor. Thej -th segment
extracted from si;r [n] is mathematically de�ned as

x0
ij [n] = si;r [n + jH hop]; 0 � n < N seg; (4.5)

wherex0
ij [n] represents thej -th segment of lengthNseg extracted from the i -th resampled

signal si;r [n], with n indexing the samples within the segment. This segmentation step
increases the number of training samples and preserves temporal continuity, which is par-
ticularly useful in fault diagnosis since fault signatures may appear intermittently within
long vibration recordings.

This segmentation step increases the number of training samples and preserves temporal
continuity, which is particularly useful in fault diagnosis since fault signatures may appear
intermittently within long vibration recordings.

Table 4.3: Original distribution of samples across fault types and diameters in the CWRU
dataset.

Class ID Count
0 182
1 182
2 182
3 182
4 174
5 182
6 470
7 90
8 398
9 38

Total 2,080

As seen in Table 4.3, the dataset is not uniformly distributed across fault categories, which
has implications for the design and evaluation of classi�cation models. To provide a clearer
visual understanding of this imbalance, Figure 4.1 illustrates the relative proportion of
samples corresponding to each fault type and severity level, including the healthy condition.
The dominance of outer race faults|particularly those with smaller defect diameters| is
evident from the pie chart, whereas the normal condition constitutes only a small fraction
of the total dataset.
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Figure 4.1: Relative class distribution across all fault types and the healthy condition.

To further improve model robustness, data augmentation is applied as the data is
not su�cient enough for the model training. This step also simulates variations that
commonly occur in real-world operating environments, such as environmental noise, sensor
misalignment, or 
uctuations in load and speed conditions. Moreover, as evident from the
original class distribution (Table 4.3), the dataset contains a relatively small number of
samples with noticeable imbalance across di�erent fault classes|particularly between outer
race faults of varying severities and the healthy condition. To mitigate these limitations
and enhance the generalization capability of the model, data augmentation is employed to
synthetically expand the dataset and achieve a more balanced representation of all fault
categories.

Following segmentation, data augmentation was applied to the vibration signal seg-
ments to mitigate over�tting and improve generalization, especially given the limited sam-
ple count for certain fault classes such as the healthy (class 9) and medium-severity outer
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race faults (class 7). This process enriches the training set by simulating realistic variations
in amplitude, timing, and noise conditions that commonly occur in industrial machinery.

A generalized augmentation process can be expressed as:

~x0
ij [n] = � � x0

ij [n � � ] + � [n]; (4.6)

where ~x0
ij [n] represents the augmented version of the multi-sensor segmentx0

ij [n] derived
from the j -th window of the i -th resampled signalsi;r [n]. Here, � is an amplitude-scaling
factor, � is a temporal shift, and� [n] denotes additive noise. These operators collectively
de�ne the augmentation framework applied to the synchronized multi-sensor segments.

Implemented Augmentation Methods. Five complementary techniques were em-
ployed to generate realistic signal variations:

ˆ Gaussian noise injection: The additive noise term� [n] in Eq. 4.6 was modeled as
white Gaussian noise with zero mean and a standard deviation of 0:01. This simulates
electrical and mechanical interference often present in real vibration measurements,
forcing the model to extract features robust to ambient or sensor-induced noise.

ˆ Random masking: Approximately 10% of samples within each segment ~x0
ij [n] were

randomly zeroed out to emulate sensor disconnections, loose wiring, or transient mea-
surement dropouts. This encourages the network to learn invariant representations
even when partial data are missing.

ˆ Time translation: To simulate asynchronous sampling or phase shifts in vibration
signals, each segment was circularly shifted by a random temporal o�set� . This pre-
serves the periodic structure of fault-induced impacts while reducing over-dependence
on precise temporal alignment.

ˆ Amplitude scaling: Each segment ~x0
ij [n] was multiplied by a random scaling factor

� 2 [0:9; 1:1] to simulate variations in sensor gain or amplitude drift that commonly
occur across di�erent operating conditions. This transformation ensures that the
classi�er remains insensitive to absolute signal magnitudes and focuses instead on
relative spectral features.

ˆ Temporal shifting: Segments were circularly shifted in time according to the o�set
parameter � de�ned in Eq. 4.6. This simulates small temporal misalignments due to
asynchronous sampling or mechanical phase di�erences, while preserving the overall
periodic structure of the fault impacts. By incorporating such shifts, the model learns
to recognize fault patterns independent of their temporal position within the signal.
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Collectively, these augmentation techniques introduce stochastic variations in ampli-
tude, phase, and frequency content, thereby enhancing the network's ability to generalize
across unseen operating conditions and preventing over�tting to speci�c experimental noise
characteristics.

Global Augmentation Strategy: In standard deep learning pipelines, augmentation is typ-
ically applied only to the training set. However, for small-scale vibration datasets, such a
restriction may not provide enough diversity for meaningful model training and evaluation.
To overcome this, a global augmentation strategy was adopted|applying all augmentation
operators to the entire dataset prior to the train{test split|to achieve a larger and more
representative sample distribution across all classes.

This approach aligns with prior work in fault diagnosis. Afrasiabiet al. [38] injected
Gaussian noise into both training and testing data to evaluate model robustness under real-
time variations, while Leeet al. [39] introduced synthetic variability during preprocessing
to improve fault severity estimation, e�ectively augmenting both training and evaluation
sets. Such methods prioritize robustness and reliability over strict benchmarking and are
well-suited to constrained-data scenarios like the CWRU dataset.

Each augmented segment ~x ij retained its corresponding class labelyij , and the process
resulted in a signi�cantly expanded dataset.

Class Distribution After Augmentation. After applying all augmentation methods
globally, the dataset expanded to 12,480 labeled segments across 10 fault classes, as sum-
marized in Table 4.4.
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Table 4.4: Final class distribution after applying all augmentation methods.

Fault Class ID Segment Count
0 1,092
1 1,092
2 1,092
3 1,092
4 1,044
5 1,092
6 2,820
7 540
8 2,388
9 228

Total 12,480

This global augmentation approach alleviated class imbalance, diversi�ed the feature
space, and provided a robust foundation for supervised model training.

The complete preprocessing pipeline adopted in this work (as illustrated in Fig. 5.1) is
summarized in Fig. 4.2. Starting from the raw vibration recordings, the following sequential
steps were performed:

Figure 4.2: Overview of the data preparation pipeline.
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4.2 Proposed Methodology

The �rst stage in the proposed approach is signal preprocessing, which prepares raw vi-
bration data for subsequent analysis. Since vibration recordings can vary depending on
acquisition systems, sensor placement, and operating conditions, preprocessing ensures
that the input signals are consistent, comparable, and suitable for feature extraction.

The proposed approach leverages time{frequency domain representations of raw vibra-
tion signals, enabling the extraction of discriminative features that characterize both sta-
tionary and transient fault patterns. The time-domain vibrational signal one-dimensional
are transformed into spectrograms using the Short-Time Fourier Transform (STFT), which
provides a study of spatio-temporal aspects. These spectrograms are then used feature rep-
resentations: single-channel image features which is futher described in Section 4.3.1. A
transfer-learning approach with the XceptionNet-71 is adopted to study 4.4.1

4.3 Feature Extraction

Vibration signals collected from rotating machinery are inherently non-stationary, with
their spectral properties changing over time due to varying load conditions, mechanical
wear, or the presence of faults. Analyzing these signals purely in the time domain can
obscure critical fault-related features. Therefore, a time{frequency representation using the
Short-Time Fourier Transform (STFT) is adopted to preserve both temporal and spectral
characteristics.

To better understand the limitations of time-domain analysis, Figure 4.3 shows a vi-
bration signal from a bearing fault recorded over 10 seconds. The waveform appears noisy
and stochastic, making it di�cult to visually identify patterns or anomalies. Although
some irregularities might be present, they are not easily distinguishable without further
processing.
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Figure 4.3: Time-domain vibration signal

To uncover the underlying frequency components, the Fast Fourier Transform (FFT)
is applied to the same signal. As shown in Figure 4.4, several dominant spectral peaks
become visible, particularly around 3700{4200 Hz. However, the FFT only provides a
global frequency summary and does not indicate when these frequencies occur. This lack
of temporal localization limits its e�ectiveness for analyzing transient or evolving fault
signatures in rotating machinery.

Figure 4.4: Frequency-domain signal (FFT)

These limitations motivate the use of time{frequency methods. The segmented and
augmented vibration signals are therefore transformed into the time{frequency domain to
capture both spectral and temporal characteristics. This transformation follows the overall
data-processing pipeline:

To overcome this limitation, the Short-Time Fourier Transform (STFT) [35] is em-
ployed. The STFT applies the Fourier Transform within short, overlapping windows,
thereby producing a two-dimensional representation that captures both temporal and spec-
tral characteristics. This makes it particularly suitable for vibration-based fault diagnosis,
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where localized defects manifest as non-stationary events. Formally, for a discrete-time
segment ~x0

ij , the STFT is de�ned as

X ij (`; ! ) =
1X

n= �1

~x0
ij [n] w[n � `] e� j!n ; (4.7)

Each augmented multi-sensor segment ~x0
ij corresponds to a �nite-length discrete-time

signal, i.e.,
~x0

ij = [~x0
ij [0]; ~x0

ij [1]; : : : ; ~x0
ij [Nseg � 1]]:

The key components involved in the STFT operation are summarized as follows:

ˆ n: discrete-time sample index within the segment ~x0
ij . It iterates over all time samples

within the 5-second window.

ˆ `: frame index corresponding to the sliding window position. Shifting̀ slides the
analysis window along the signal, enabling localized spectral analysis at successive
time instants.

ˆ w[�]: analysis window function (e.g., Hamming or Hann) that selects a localized
subset of samples around the current frame positioǹ.

ˆ ! : normalized angular frequency (in radians per sample) representing the frequency
axis in the time{frequency plane.

The window function w[n � `] therefore extracts a local segment centered around`, and
the resulting X ij (`; ! ) is a complex-valued function representing the joint time{frequency
distribution of the segment ~x0

ij .

The time{frequency representation obtained from the STFT in Eq. 4.7 is converted into
a feature map by taking the magnitude (or power) of the complex-valued coe�cients:

X ij (`; ! ) =
�
�X ij (`; ! )

�
�2

; (4.8)

yielding a two-dimensional time{frequency energy map in which each coordinate (`; ! )
encodes the signal energy at a speci�c time frame and frequency bin.

To enhance visual contrast and emphasize low-energy components, a logarithmic com-
pression is applied:

X ij (`; ! )  log
�
1 + X ij (`; ! )

�
; (4.9)
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