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Abstract

The rapid advancement of information access technologies, including neural retrieval mod-
els and generative information-seeking systems, has outpaced traditional evaluation method-
ologies, exposing fundamental gaps in assessing their effectiveness. Existing evaluation
frameworks struggle to adapt, particularly in the presence of sparse relevance labels, lim-
iting their ability to fairly and comprehensively compare retrieval and generation-based
systems. The emergence of large language models (LLMs) further complicates evaluation,
as they challenge conventional assessment paradigms while offering new opportunities for
automated evaluation. To address these issues, it is crucial to first identify flaws in current
evaluation methodologies and then develop more robust, efficient, and adaptable assess-
ment strategies.

This thesis begins by demonstrating that evaluation based on sparse labeling intro-
duces substantial biases and inconsistencies in system rankings, often failing to recognize
genuine improvements in retrieval effectiveness. We show that in traditional IR bench-
marks,stronger models may retrieve highly relevant but unjudged documents, leading to
underestimation of their performance. To mitigate this, we propose an alternative evalu-
ation approach based on distribution of retrieved results and labeled data using Fréchet
Distance. This method not only improves robustness in the presence of sparse labels but
also facilitates direct comparison between retrieval-based and generative models on a com-
mon evaluation scale.

We then investigate how LLMs can be leveraged to evaluate IR systems, distinguishing
between their use for evaluating retrieval-based methods and generative IR systems. A key
focus of this work is the role of LLMs in automated relevance judgments. We systematically
compare different LLM-based relevance assessment methodologies, highlighting the lack of
standardization in evaluating these approaches. To address this gap, we propose a struc-
tured framework that evaluates relevance judgment methods based on their alignment with
human labels and their impact on system rankings. Furthermore, we examine the effect of
prompt formulation on LLM-based evaluation, demonstrating how prompt variations can
significantly influence the consistency and reliability of assessment outcomes.

Finally, we extend our study beyond retrieval-based evaluation to assessing generated
content across multiple applications. We explore retrieval-assisted methods for evaluating
generative textual content, IR-inspired approaches for assessing text-to-image generation
models, and a broader framework for evaluating LLM-powered applications. These contri-
butions lay the foundation for a new generation of evaluation methodologies that keep pace
with evolving information access technologies, ensuring that improvements in retrieval and
generative AI systems can be accurately and meaningfully assessed.
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Chapter 1

Introduction

Information access stands as one of the most important pillars of modern society's digital
infrastructure. Every day, billions of users rely on search engines and information retrieval
(IR) systems to satisfy curiosity, make decisions, and acquire knowledge [418]. From stu-
dents seeking educational resources to doctors consulting medical literature, e�cient access
to relevant information is a critical enabler across domains. In fact, people depend heavily
on systems that support information seeking and comprehension [150, 422], whether for
staying informed about global events or making critical decisions in health, education, pol-
itics, and daily life [166, 156]. Ensuring that people can swiftly �nd accurate and useful
information is not only a technical endeavor|it is also a societal imperative [353, 271]. As
the volume of digital content continues to grow and global connectivity expands, the chal-
lenge of connecting users with the information they need has become increasingly complex.
Consequently, the need for robust evaluation of information access systems has never been
more urgent [462, 16].

Information retrieval (IR) and broader information-seeking systems play a central role
in this landscape, acting as the bridge between users' questions and relevant knowledge. At
their best, these systems empower individuals by enabling access to diverse perspectives,
up-to-date facts, and new discoveries. In an increasingly complex and dynamic world, the
ability to �nd the right information at the right time is not just a matter of convenience|it
is essential for informed decision-making and meaningful democratic participation [356,
274, 261].

However, simply accessing information is not enough. The quality and accuracy of that
information matter deeply. If people are exposed to incorrect, misleading, or incomplete
information, the consequences can be serious. Misinformation can erode trust, polarize
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societies, and lead to harmful decisions [296, 218, 370]. Worse, when information-seeking
systems amplify only certain viewpoints or reinforce preexisting biases|creating so-called
�lter bubbles or echo chambers|users may never encounter alternative perspectives or
challenge their assumptions [137, 209]. In this sense, the e�ectiveness of information-
seeking systems is not only a technical issue but also a societal one. Ensuring that these
systems return relevant, diverse, accurate, and trustworthy results is critical for individual
agency and collective well-being.

Therefore, it is vital to rigorously evaluate the accuracy and quality of the information
presented to users. As Lord Kelvin famously said,\If you cannot measure it, you cannot
improve it" . Evaluation lies at the heart of progress: without it, we cannot determine
whether one system is better than another, whether a new technique improves search re-
sults, or whether a generative model provides more useful answers. Evaluation frameworks
guide innovation, inform deployment, and establish trust in the systems we use every day.

Yet in recent years, the landscape of information access has changed dramatically
[34, 238]. Modern information access systems { ranging from search engines to conver-
sational agents { are undergoing a paradigm shift driven by advances in neural retrieval
and generative Arti�cial Intelligence (AI) [224]. Over the past decade, information retrieval
(IR) has evolved from traditional term-based methods to sophisticated neural ranking mod-
els that have dramatically improved the core retrieval task. Unlike earlier \bag-of-words"
approaches, neural models (such as deep learning to rank frameworks and transformer-
based re-rankers) can capture semantic meaning and context, allowing users to �nd relevant
information even when query wording and document language di�er [272, 144, 273]. With
the rise of neural retrieval models, information-seeking systems have made tremendous
strides in performance, often surpassing previous benchmarks by large margins [157, 386].
However, this rapid progress has exposed cracks in our long-standing evaluation methodolo-
gies. These neural approaches while signi�cantly reshaping the Information Retrieval (IR)
landscape, they introduced new challenges such as reliance on large training data and a
tendency to produce answers. For instance, traditional evaluations that rely on sparse
relevance labeling|where only a small subset of documents is judged for relevance|often
fail to accurately re
ect the e�ectiveness of modern neural systems [23, 320]. These models
frequently retrieve relevant documents that were never judged, leading to underestimation
of their true performance and inconsistencies in system rankings. As a result, our current
evaluation tools may no longer be able to distinguish between meaningful improvements
and mere artifacts of incomplete labels.

The rise of Large Language Model (LLM)s has signi�cantly reshaped not only the re-
trieval component of information access systems but the entire user interaction paradigm
[9]. With their impressive capabilities in language understanding, generation, and reason-
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ing, LLMs have prompted researchers to integrate them into various stages of information
pipelines [146, 134, 470]. These models can generate 
uent and seemingly plausible an-
swers, though they are not always accurate [180]. A pivotal moment in this transformation
came with the public release of ChatGPT in late 2022|a true \game-changer" that drew
global attention and accelerated the shift toward generative AI applications. In this new
era, the boundaries between information retrieval and generation have become increas-
ingly blurred [224]. Users now engage with conversational agents that not only retrieve
documents but also synthesize answers, generate summaries, and provide real-time recom-
mendations [430, 460]. This has led to the growing adoption of the conversational search
paradigm, o�ering more natural and interactive information-seeking experiences [266].

Major search engines have begun to embrace this shift by incorporating LLM-driven fea-
tures|for instance, generating synthesized answers from web results or enabling multi-turn
dialogues with users. Yet, despite these advancements, traditional retrieval technologies
remain foundational. Generative systems often rely on retrieved evidence (e.g., in retrieval-
augmented generation) to ground their responses and enhance factuality [220, 170]. For
users, the promise of Generative Information Retrieval (GenIR) is a more natural and
e�cient search experience { instead of sifting through documents, one can get concise an-
swers or have a conversation to re�ne needs [423]. For the IR research community, however,
GenIR raises new evaluation questions [9]. What does it mean for an answer to be relevant
and useful in this context? A generated answer might combine information from multiple
sources, present it with novel wording, or include the system's own reasoning. Tradi-
tional evaluation, which would check if the top documents contain the answer to the query,
no longer su�ces. We must assess the quality of the AI's output itself. This paradigm
shift forces us to rethink long-standing de�nitions and metrics: relevance now intersects
with notions of correctness, completeness, and usability of the answer provided. Evalu-
ating generative outputs requires new criteria, shifting the focus from document ranking
performance to the utility of the information experience provided to the user. As sys-
tem capabilities, result formats, and user expectations evolve, so too must our evaluation
methodologies|otherwise, we risk misjudging what constitutes real progress.

We are living in an incredibly exciting era for arti�cial intelligence. The rise of gen-
erative models, while opens up powerful new possibilities, it also introduces signi�cant
challenges for evaluation. As systems become more 
exible and open-ended, our evalu-
ation frameworks must evolve to match. We must now grapple with questions such as:
How do we measure the quality of a generated response? How do we assess factuality,
completeness, or diversity? And how can we fairly compare fundamentally di�erent sys-
tems|retrievers, generators, and hybrids|on a uni�ed basis? These challenges are central
to this thesis, which seeks to develop evaluation strategies that re
ect the true utility of
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modern information access systems for real users. As such, in this thesis, I focus on eval-
uating information-seeking systems through the lens of quality, accuracy, and utility. As
these systems become increasingly intelligent and dynamic, it is critical to ensure that they
reliably surface correct, relevant, and useful information to end users. Beyond traditional
notions of retrieval e�ectiveness, I am particularly concerned with whether accurate infor-
mation is truly accessible, available, and|perhaps most importantly|detectable. In other
words, does the system make trustworthy information easy to �nd and discover when users
need it most?

With this broader vision in mind, this series of research explores how well modern
information access systems align with real user needs. Speci�cally, I aim to evaluate the
true utility of these systems|how e�ectively they serve their purpose in helping users
�nd meaningful answers. As our tools grow more complex, we must be equally rigorous
in measuring whether they are actually helpful, not just technically impressive. It is not
enough to generate text or retrieve documents|we must be able to evaluate whether these
outputs satisfy the user's intent, re
ect accurate knowledge, and foster trust in the system.
These challenges are at the heart of this thesis. Rather than treating them as obstacles, I
view them as opportunities to rethink how we measure progress. If we can develop robust,
adaptive, and meaningful evaluation strategies for the generative era, we not only keep
our research accountable|we also help shape more reliable, responsible, and user-centered
information access systems for the future.

1.1 Challenges and opportunities

From an evaluation standpoint, the rapid evolvement of GenIR systems introduces a mix
of concrete and speculative challenges and opportunities.

ˆ Challenges arise primarily from evaluating theform and quality of GenIR outputs,
which are often synthesized textual responses rather than ranked lists of documents.
These outputs may exhibit issues such as hallucinations, lack of factual grounding,
or incomplete answers, complicating traditional evaluation based on document rele-
vance.

ˆ Opportunities emerge from the ability of generative models to simulate human
behavior and judgment. This opens the door for automating components of the
evaluation pipeline, such as estimating relevance, simulating user satisfaction, or
conducting rapid feasibility assessments prior to costly user studies.
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The rapid development of neural and generative information-seeking systems has out-
paced the evaluation methodologies that information retrieval IR researchers have relied
on for decades [136, 307]. Traditional IR evaluation is rooted in the Cran�eld paradigm,
which uses static test collections consisting of queries, documents, and human relevance
judgments [408, 407]. Typically, systems are compared using metrics such as Mean Average
Precision (MAP) or Normalized Discounted Cumulative Gain (NDCG) over these bench-
mark datasets. While this paradigm has been the backbone of reproducible IR research, it
faces well-documented challenges when applied to modern systems [341, 406].

A major issue is the sparseness of relevance labels in most test collections: only a subset
of documents (typically those retrieved by top systems) are judged for relevance, while the
rest remain unjudged [372]. It is commonly assumed during evaluation that unjudged
documents can be treated as non-relevant. In practice, this assumption often does not
hold|many unjudged documents may in fact be relevant [341]. As a result, evaluation
metrics may systematically underestimate the performance of strong retrieval models that
surface relevant documents outside the judgment pool [23]. This bias can distort system
rankings and lead to incorrect conclusions about which system performs better. Ultimately,
when relevance judgments are sparse, evaluation becomes noisy and unreliable, sometimes
failing to capture genuine improvements in retrieval e�ectiveness. In this thesis, we begin
by identifying such 
aws and use these observations to design evaluation methodologies
that are more robust to label sparsity and better aligned with the capabilities of modern
retrieval systems.

Addressing the limitations of current evaluation requires innovative strategies that align
with the nature of today's systems. One direction is to mitigate the problem of sparse
labels by generating additional relevance judgments automatically. Large Language Models
themselves o�er a promising tool for this. Recent work suggests that LLMs can be used as
surrogate assessors, labeling the relevance of documents to a given query in lieu of human
judges . By carefully prompting an LLM with guidelines and examples, it can assign
�ne-grained relevance scores that correlate well with human judgments. Such an approach
could \patch up" missing relevance judgments in test collections by �lling in the gaps for
unjudged documents. If successful, this would greatly reduce evaluation bias: systems
retrieving genuinely relevant information would no longer be penalized simply due to lack
of human labels. However, employing LLMs for evaluation is not straightforward { there is
variability in how di�erent LLMs and prompting techniques perform, and no standardized
protocol yet exists for their use in IR evaluation. This motivates a systematic study of LLM-
based relevance judgment methods (explored in this thesis), to compare their reliability
and to develop best practices for automated, LLM-assisted evaluation. Therefore, we
investigate how LLMs can be used to have more accurate evaluation of IR systems.
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Another challenge is that traditional ad hoc retrieval benchmarks were designed to
evaluate ranked lists of documents. But how should we evaluate a system that directly
generates an answer or summary, possibly drawing from multiple documents? If an LLM-
based system provides a 
uent answer, using standard metrics is not straightforward {
one cannot simply mark the answer as \relevant" or \not relevant" in the same way as a
retrieved document. Generative models can produce content that is partially correct and
partially incorrect, or omit key details, challenging the binary or graded relevance criteria
that classic evaluations use. Evaluating the quality of generated text (e.g., for accuracy,
completeness, or coherence) usually requires intensive human assessment or specialized
metrics, and these may not align neatly with traditional IR measures. The result is a
growing mismatch between what we want to measure and what our tools can capture.
Current evaluation frameworks, built around static relevance labels and predetermined
answers, often fail to fairly compare a search engine that retrieves documents against an
AI agent that writes an answer. In summary, existing methods struggle to comprehensively
assess modern retrieval and generative systems: they neither account for the incomplete
ground-truth in large collections nor capture the nuanced success criteria of generative
outputs. This gap in evaluation methodology forms the core problem that this thesis
tackles. To ensure that real improvements are recognized and that di�erent classes of
systems can be compared on equal footing, we must rethink and extend our evaluation
strategies.

We interpret evaluation in the generative era along three complementary directions:

1. Identifying limitations of traditional evaluation approaches :Existing evalua-
tion frameworks for information retrieval often depend on manually curated relevance
judgments, which are costly to obtain, inherently sparse, and frequently incomplete.
These limitations can result in unreliable or biased assessments. Recognizing these
challenges is a critical �rst step toward e�ectively leveraging large language models
to address and overcome them.

2. LLM-assisted evaluation of IR systems : Large language models o�er new oppor-
tunities to enhance traditional IR evaluation|for instance, by generating relevance
judgments, simulating annotator behavior, or enabling scalable, low-cost assessments.
These methods help bridge gaps caused by sparse or incomplete ground truth.

3. Evaluation of generative systems and their utility : As generative information-
seeking systems (e.g., Retrieval Augmented Retrieval (RAG)-based systems) become
prevalent, we must also evaluate the quality and utility of their outputs. This in-
volves assessing dimensions such as 
uency, factuality, completeness, and useful-
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ness|particularly in open-domain scenarios where ground truth is ambiguous and/or
success is not well de�ned.

1.2 Contributions

Building on the above motivations and approaches, this dissertation makes the following
key contributions:

ˆ Empirical diagnosis of sparse-label bias. We present the �rst large-scale study
quantifying how incomplete relevance pools distort system rankings, showing that
state-of-the-art neural retrievers are systematically undervalued when they surface
unjudged|but truly relevant|documents.

ˆ Frechet-Distance evaluation for retrieval and generation. Adapting distri-
butional comparison techniques from generative-model research, we introduce an
FD-based metric that (i) remains stable under severe label sparsity and (ii) places
retrieval systems and answer-generating systems on a common scale.

ˆ Standardised LLM-assisted judging toolkit. We design a reproducible pipeline
that prompts LLMs to deliver graded, TREC-style relevance labels, release a bench-
mark comparing models & prompting patterns, and provide calibration guidelines to
align LLM scores with human assessments.

ˆ Prompt-robustness analysis for automated judging. Using our toolkit, we
systematically characterise how wording, example ordering, and instruction granu-
larity in
uence LLM judgments and downstream leaderboard stability|establishing
best practices for practitioners replacing or augmenting human judges.

ˆ Uni�ed evaluation for generative information-access tasks. Beyond doc-
ument retrieval, we extend IR-inspired metrics to (i) retrieval-augmented answer
generation, (ii) o�ine set-based text-to-image evaluation, and (iii) AgentEval, a
task-utility framework for complex LLM applications. These studies demonstrate
how user-oriented criteria (factuality, diversity, task success) can be operationalised
without exhaustive human annotation.

Through the above contributions, this thesis signi�cantly advances the state of the art
in evaluation methodology for information retrieval and access systems. The outcomes
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help ensure that as our systems become more powerful and complex { combining retrieval
with generation { our evaluation techniques remain rigorous and meaningful. Ultimately,
the new evaluation tools and insights presented here aim to keep evaluation in lockstep
with innovation, so that we can accurately measure improvements and drive progress in
the �eld.

1.3 Thesis Organization

The remainder of this thesis is organized as follows. Chapter 2 reviews relevant litera-
ture and background, covering both traditional information retrieval evaluation method-
ologies and recent e�orts to evaluate neural and generative systems. Chapter 3 intro-
duces the problem of sparse relevance labels by analyzing biases in conventional evalua-
tion approaches and proposes a Fr�echet Distance-based method designed to mitigate these
challenges. Chapter 4 explores the use of large language models (LLMs) for evaluation,
presenting the design of an LLM-based relevance assessment framework, comparing its vari-
ants, and examining how prompt sensitivity a�ects judgment quality. Chapter 5 extends
evaluation beyond document retrieval to generative applications, demonstrating how IR
techniques can be adapted to assess answers generated by LLMs. Further, we broaden the
scope of evaluation to more complex systems such as text-to-image generation, proposing a
general framework for evaluating LLM-powered applications. Finally, Chapter 6 concludes
the thesis by summarizing the main �ndings, discussing their implications, and outlining
promising directions for future research.
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Chapter 2

Background

2.1 Evaluation of Information Retrieval Systems

The evaluation of Information Retrieval (IR) systems has traditionally followed the Cran-
�eld paradigm, which employs standardized test collections to ensure reproducible and
fair comparisons. A typical test collection consists of a document corpus, a set of user
queries (or topics), and relevance judgments that indicate which documents are relevant to
each query. When given a user query, an IR system produces a ranked list of documents,
and its e�ectiveness is assessed by comparing its rankings against human relevance judg-
ments. Standard evaluation metrics|such as Precision, Recall, Mean Average Precision
(MAP), and Normalized Discounted Cumulative Gain (NDCG)|quantify how well the
system ranks relevant documents toward the top of the list.

O�ine evaluation using test collections has been the predominant approach for assessing
IR system performance due to its reproducibility and relatively low cost once the judgments
are in place. This methodology has underpinned IR research for decades, enabling consis-
tent benchmarking across systems. However, constructing these collections|particularly
obtaining reliable relevance judgments|has historically been labor-intensive with lots of
challenges.

2.1.1 Historical Evolution of IR Outputs

Early IR systems primarily returned a ranked list of documents, as reviewed by Harman
in pre-web retrieval systems [160]. Over time, the presentation of search results evolved
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to enhance user experience and retrieval e�ectiveness. The introduction of query-sensitive
snippets [390]|summaries extracted from the body of the document that highlight relevant
content|marked a signi�cant advancement in search result presentation [99].

Commercial search engines further extended result pages beyond ranked lists, incor-
porating direct answers [432], quick links [73, 155], entity cards [54, 286], and query sug-
gestions [64]. These additions transformed search results into richer, more interactive
experiences, shifting the focus from ranking individual documents to optimizing the entire
search results page.

This evolution led to research on whole-page relevance [36], which considers the collec-
tive e�ectiveness of various components on a results page. However, despite its potential,
this approach did not gain widespread adoption in academic IR research, likely due to the
high costs associated with implementing and evaluating it.

In this thesis, we explore a broad spectrum of output formats produced by modern
information retrieval systems , ranging from traditional ranked lists of documents (Sections
?? to more conversational single response format of generative models (Section 5.1).

2.1.2 Test Collection Topics and Queries

A standard test collection consists of a set of search topics (expressed as queries), a corpus
of documents, and relevance judgments, often referred to asqrels, that indicate which
documents are relevant to which topics. To evaluate an IR system, queries from the
collection are processed through the system, and its e�ectiveness in retrieving relevant
documents is assessed. This automated evaluation approach enables cost-e�ective system
optimization. However, creating high-quality test collections remains an expensive and
labor-intensive process.

Several simplifying assumptions in o�ine evaluation practices are highlighted in [408]:

ˆ Relevance is approximated by topical similarity, implying that all relevant documents
are equally desirable, the relevance of one document is independent of another, and
the user's information need is static.

ˆ A single set of judgments per topic is representative of the user population.

ˆ (Essentially) all relevant documents for a topic are known.

ˆ Each information need is represented by a single query.
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These assumptions help manage the cost of constructing test collections, but the
process remains prohibitively expensive for individual researchers. Consequently, large-
scale initiatives such as Text Retrieval Conference (TREC) [403], Cross Language Eval-
uation Forum (CLEF) [312], and NII Testbeds and Community for Information Access
Research (NTCIR) [294] were established to distribute the workload and share resources.

Early test collections contained only a few hundred to a few thousand documents1. In
these early e�orts, human assessors manually reviewed documents for relevance, as seen in
Cran�eld II and LISA [347]. However, the cost of manual relevance assessment constrained
the scalability of test collections. To address this, Sp•arck Jones and Van Rijsbergen [373]
introduced document pooling, where documents retrieved by multiple participating sys-
tems (runs) are sampled for relevance judgments. While this approach facilitates large-
scale evaluation, it risks omitting relevant documents [473], which raises concerns about
the reusability of collections [409, 58]. Nonetheless, it enabled the creation of test collec-
tions using collections such as ClueWeb092, ClueWeb123, ClueWeb22 [299], which contain
millions of documents.

In traditional test collections, each search topic is typically represented by asingle
query. Queries are either manually generated based on information need statements or
extracted from query logs. Expanding beyond one query per topic to represent a diverse
range of user expressions has historically been considered unnecessary and costly. How-
ever, studies have shown that users formulate many variations of queries to express the
same information need, with over �fty variants observed per topic [37, 255]. Factors such
as device type [95, 163], domain expertise [282, 424], age [392, 48], and language pro�-
ciency [94] in
uence query formulation, impacting retrieval e�ectiveness. Culpepper et al.
[119] found that query variation has a greater impact on system e�ectiveness than topic
selection or ranking models. Despite this, test collections still predominantly rely on single-
query evaluations, leaving a signi�cant gap in assessing system robustness across diverse
user formulations.

LLMS for Test Collections

Recent research explores LLMs to address this challenge. Unlike relevance judgments,
where LLMs have been validated as a substitute for human labels, their application for

1Historical test collections are archived by the University of Glasgow: https://ir.dcs.gla.ac.uk/
resources/test_collections/

2https://lemurproject.org/clueweb09.php/
3https://lemurproject.org/clueweb12.php/
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query variant generation is in its infancy. Penha et al. [310] demonstrated that arti�cially
generated query variants can signi�cantly degrade neural and transformer-based retrieval
models. Similarly, Alao� et al. [8] found inconsistencies in retrieval results across query
variants in commercial search engines and inverted indexes, highlighting the need for robust
evaluations. Other studies explore using LLMs to simulate query variants interactively [130]
or to generate queries for training better rankers [50], query expansions [256], and document
retrievability improvements [311]. A critical open question is whether LLMs can align
query generation with real-world user behaviors, re
ecting the diverse properties identi�ed
in query formulation studies.

In this thesis, in Chapter 4, we investigate how LLMS can be leveraged to automate
the construction of test collections, reducing the cost, time, and labor involved in creating
high-quality relevance judgments.

MS MARCO

The MS MARCO4 benchmark focuses on deep learning for search, comprising a corpus
of over 8.8 million passages in V1 and over 138 million passages in MS MARCO V2 col-
lection [287]. It includes training, development (validation), and evaluation (test) query
sets, with most queries associated with a single known relevant document (qrel). Training
and development qrels are publicly available, while evaluation qrels remain private. To
participate in the leaderboard, research teams train and validate rankers on the public
data, generate ranked lists for evaluation queries, and submit results to the MS MARCO
team. In this thesis, most of the experiments are done on this collection.

The passage retrieval leaderboard, which is the focus here, is based on queries sampled
from the Bing search engine. The training set for MS MARCO V1 contains over 500K
queries, the development set 6,980 queries, and the evaluation set 6,837 queries. In the
development set, 94% of queries have a single qrel, and no query has more than four
qrels. While both development and evaluation sets track retrieval improvements, Mean
Reciprocal Rank (MRR) among top-10 retrieved documents on the evaluation set serves
as the o�cial measure.

TREC Data

The TREC Deep Learning (Deep Learning (DL)) Tracks [112, 113, 117, 116] examined
the impact of extended relevance judgments on evaluation. Unlike MS MARCO's dev

4https://microsoft.github.io/msmarco/
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set, which contains thousands of queries with mostly single qrels, TREC DL focuses on a
smaller set (around 50 queries) with multi-level judgments (graded 0-4) as follows:

3 Perfectly relevant: Dedicated to the query, worthy of being a top search result.

2 Highly relevant: Provides substantial information on the query.

1 Relevant: Contains some useful information, albeit minimal.

0 Non-relevant: Provides no useful information on the query.

The DL-19 and DL-20 tracks used the MS MARCO v1 corpus (8.8 million passages),
while DL-21, DL-22 and DL-23 employed MS MARCO v2 (138 million passages). The
o�cial evaluation metric for these datasets is nDCG@10, re
ecting the richer judgment
granularity.

2.2 Relevance Judgments

Relevance judgments serve as the foundation of Information Retrieval (IR) evaluation,
providing the ground truth for determining which documents satisfy a given information
need. Traditionally, these judgments are obtained from human assessors who examine
query-document pairs and assign relevance labels, either as binary relevance (relevant or
not) or on a graded scale. Early IR experiments could a�ord to exhaustively judge all
documents for a query when collections were small. However, as document collections
expanded, it became impractical to judge every document for every query.

To address this scalability issue, the community adopted pooling, introduced by Sp•arck
Jones and van Rijsbergen [190, 371], as a strategy to select a subset of documents for
assessment. In pooling, the top-ranked results from multiple retrieval systems are merged
into a pool, and only these documents are judged by humans. This approach became
the standard in large-scale evaluations like TREC and remains widely used today. While
pooling signi�cantly reduces the annotation burden, it introduces the issue of label sparsity:
many relevant documents outside the pooled set remain unjudged. By design, unjudged
documents are treated as non-relevant in evaluation, which can unfairly penalize systems
that retrieve truly relevant documents that were not included in the pool. As ranking
technology has advanced|particularly with neural rankers|systems now retrieve relevant
documents beyond those originally judged. If these newly surfaced documents remain
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unjudged, evaluation metrics may underestimate the true performance of modern ranking
models.

Another challenge with human relevance judgments is their consistency and cost. Hu-
man assessors may disagree on what is relevant, especially on graded scales or nuanced
information needs, leading to variability. Traditional labeling is also expensive and time-
consuming, particularly when expert assessors are needed. These issues have motivated
researchers to explore alternative judgment approaches, including pairwise (or preference-
based) judgments.

2.2.1 Pointwise vs. Pairwise Relevance Judgments

The two primary approaches to collecting relevance judgments|pointwise and pairwise|di�er
in how they elicit assessments and their implications for evaluation.

Pointwise judgments are the conventional method in IR evaluation. In this approach,
assessors independently label each document in isolation, assigning it a relevance score
(e.g., binary relevance or graded scales such as 0{4). This method is widely used due to
its straightforwardness and alignment with traditional evaluation metrics like MAP and
NDCG. While pointwise judgments enable e�cient pooling-based evaluation, they can be
inconsistent due to assessor subjectivity and fail to capture the relative preference between
documents, which is crucial in ranking tasks.

Pairwise (or preference-based) judgments o�er an alternative approach where asses-
sors compare two or more documents and indicate which is more relevant to the query.
Instead of assigning absolute scores, assessors express relative preferences between docu-
ments. This approach is motivated by the idea that ranking e�ectiveness depends more on
relative ordering rather than absolute relevance levels. Pairwise judgments can be more
intuitive for assessors and may mitigate some inconsistencies in pointwise ratings. How-
ever, they require a greater number of comparisons. While pointwise judgments require
only N assessments forN documents, pairwise comparisons theoretically require up toN 2

comparisons. Assuming transitivity (ifA is preferred toB and B is preferred toC, then A
is preferred toC) can reduce the number of required judgments to approximatelyN logN ,
but in practice, transitivity does not always hold due to assessor disagreements.

Despite the potential bene�ts of pairwise judgments, their adoption has been limited.
Studies have produced mixed �ndings: for example, Sakai and Zeng [342] crowdsourced
over 100,000 pairwise judgments for an NTCIR evaluation but found no clear advantage
over traditional pointwise judgments. Conversely, Yang et al. [446] showed that pairwise
preference judgments can be cheap, e�ective, and as reliable as pointwise judgments. Work
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by Carterette and colleagues [70, 469, 67, 69] suggests that pairwise judgments can improve
assessment speed and accuracy.

One notable concern preventing widespread adoption is the computational overhead.
While pointwise judgments require onlyN judgments for N documents, pairwise com-
parisons theoretically require a quadratic number of judgments. However, alternative de-
signs|such as tournament-based comparisons or selecting the single best document|can
reduce this burden. Recent work from our group [102] has explored tournament-style pair-
wise evaluations to e�ciently identify top- k documents while minimizing required compar-
isons.

Pairwise approaches are particularly useful in ongoing leaderboard-based evaluations,
such as MS MARCO. The qrels in MS MARCO implicitly de�ne certain passages as the
\right answer" and evaluate ranking models based on their ability to place these answers
at the top. As retrieval models improve, better answers may emerge, requiring qrels to be
updated. This motivates the need for a dynamic, comparative assessment approach: when
a previously unjudged document is surfaced at rank 1, it should be compared against the
current best-known answer, updating the qrels if it proves superior.

This best-known answer evaluation aligns naturally with comparative assessments rather
than traditional pointwise judgments. Comparative methods have been explored in other
domains, such as image search, where Shao et al. [360] demonstrated that side-by-side
comparisons led to judgments that better re
ected user satisfaction than pointwise ratings.
Similarly, Xie et al. [434] and Maddalena et al. [257] explored multi-document comparisons
to re�ne assessments in �ne-grained ranking tasks.

Both pointwise and pairwise judgments aim to provide relevance labels that enable
fair and accurate evaluation of IR systems. While pointwise judgments remain the dom-
inant approach due to their e�ciency and established metrics, pairwise judgments o�er
potential bene�ts by focusing on relative ordering and mitigating annotation inconsis-
tencies. However, concerns regarding judgment scalability and metric validation have
slowed their adoption. In cases where rankings are continuously updated|such as leader-
boards|comparative assessments can provide a more dynamic and e�cient evaluation
framework.

In this thesis, we address how do point-wise and pair-wise relevance judgment formats
compare when used with large language models? While both formats are commonly em-
ployed, a systematic comparison of their behavior and agreement has been lacking. In
Chapter 4, we propose a framework for directly comparing these two types of LLM-based
relevance judgments, examining not only how closely they align with human annotations,
but also how sensitive each is to prompt variations.
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2.2.2 LLM-Based Relevance Judgments

The automation of relevance judgments has a long history in Information Retrieval. Long
before the emergence of large language models, researchers explored ways to replace or
augment human assessments using traditional machine learning techniques. For example,
in early work by B•uttcher et al. [61], the authors proposed training classi�ers such as
Support Vector Machines and Kullback-Leibler divergence-based models to predict the
relevance of unjudged documents using existing judged documents as training data. Their
study showed that with a su�ciently rich pool, these simple models could extend relevance
judgments to unjudged documents and mitigate evaluation bias, particularly in settings
with incomplete or system-biased pools. Similar attempts using pseudo-relevance feedback
and regression-based models also appear in foundational IR work [450, 31, 384]. These
early experiments laid the groundwork for today's LLM-based approaches.

Recent studies have demonstrated that LLMs can be used to generate relevance judg-
ments, o�ering an alternative to human assessors. In May 2023, researchers at Microsoft
Bing announced the use of GPT-4 to produce relevance labels, later detailed in [388].
The LLM-generated labels were found to be as accurate as those created by crowdsourced
workers and were integrated into the training process of Bing's production system. Around
the same time, Faggioli et al. [131] reported promising results using LLMs for relevance
labeling. Although these �ndings require further validation and may have limitations, they
suggest a potential shift away from document pooling, which was originally introduced to
mitigate the costs of human annotation. With LLMs, it may now be feasible to generate
comprehensive relevance judgments at scale or at least create deeper pools at a signi�cantly
lower cost.

The use of LLMs to reduce the cost of relevance judgments parallels a historical shift
in the value of aluminum. When the Washington Monument's aluminum cap was placed
in 1884, aluminum was as rare and valuable as silver. However, within two years, Paul
H�eroult and Charles Hall independently developed an electrolysis-based extraction process
that made aluminum inexpensive and widely available. Similarly, IR evaluation may be
experiencing its own Hall-H�eroult moment: once a scarce and costly resource, human
relevance judgments can now be produced on demand by LLMs at a fraction of the cost,
opening new possibilities for evaluation.

One such opportunity is the ability to re�ne the de�nition of relevance by incorporating
additional dimensions of information utility tailored to di�erent users. Voorhees et al.
[409] highlighted the issue of score saturation in the TREC Deep Learning Track (2021),
where many systems could retrieve ten relevant documents per query from large corpora,
necessitating\di�erent metrics or a more focused de�nition of relevance". Traditionally,
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relevance has been assessed based primarily on topicality; however, other dimensions of
relevance have also been explored [351]. The use of LLMs presents an opportunity to
create richer, more speci�c relevance labels that better re
ect real-world information needs,
leading to more meaningful system evaluations.

Another advantage of LLMs is their consistency in generating relevance labels. Un-
like human assessors, LLMs do not experience fatigue, nor are they in
uenced by prior
judgments. Studies have shown that human relevance assessments exhibit signi�cant in-
consistency [352, 348], whether due to forgetting earlier decisions, recalibrating relevance
criteria based on previously seen documents, or making errors, sometimes leading to con-
tradicting assessments for similar documents [45, 352]. By leveraging deterministic LLMs
with controlled parameters, evaluations could achieve greater reproducibility and standard-
ization.

While dynamic, on-demand relevance labeling using LLMs may reduce the need for
static test collections, it also challenges the principle of shared, reusable resources in IR
evaluation. Test collections provide a common benchmarking foundation, enabling fair and
repeatable comparisons across systems. Without such standardized resources, dynamic
evaluation may introduce inconsistencies in how di�erent models are assessed. Thus, while
LLMs present exciting new opportunities, their role in IR evaluation should be carefully
integrated to balance cost-e�ectiveness with the reliability and stability of traditional test
collections.

While there have been several recent attempts to use LLMs for automated relevance
judgment, this thesis makes two key contributions that, to our knowledge, have not been
explored before. First, in Section 4.2 we systematically benchmark di�erent approaches
to LLM-based relevance judgment and introduce a uni�ed methodology to compare their
e�ectiveness, agreement with human annotations, and consistency across tasks. Second,
we study the prompt sensitivity of each method in Section 4.3, analyzing how variations
in prompt phrasing a�ect judgment quality.

Grounding Simulations: Gold is Still Precious

Evaluation outcomes of systems using test collections re
ect `anticipated' real-world per-
formance. Although these test collections appear concrete, featuring human queries and
relevance judgments, they are fundamentally abstract and considerably simpli�edsimula-
tions of real-world search scenarios. Use of so-calledo�ine evaluation imagines a simpli�ed
process of a searcher browsing the sorted list, top to bottom, identifying relevant pages and
at some point stopping[279, 277, 25, 367, 414]. The extent to which evaluation outcomes
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re
ect actual user satisfaction is crucial. Turpin and Scholer [394] �rst demonstrated that
test collections may poorly re
ect reality and then this observation was further investigated
by Al-Maskari and Sanderson [7].

The use of LLMs to simulate users in creating test collections raises questions about
the validity of this simulation and necessitates further exploration of how well LLMs are
aligned with real users. Before going further in simulation and drawing conclusions about
how well systems perform, we need to �rst substantiate the validity of our user simulations.
This requires datasets, tools, metrics, and procedures.

User relevance judgments and queries are abundantly available through numerous it-
erations of shared tasks. Consequently, the approximation of queries and relevance labels
to human generated ones can be examined. However, if personalized relevance labels are
to be simulated, for example, taking into account other dimensions of information utility,
then we have almost no way to validate their performance since such ground truth data
is not widely available. For instance, in a context where we would like to evaluate how
well a system performs in response to an expert user as opposed to a non-expert, such
data is not readily available. Similarly, when simulating query variants issued by multiple
users, very few sources of data are available for validation, and demographic data is often
missing. Real human data that �ts the de�nition of gold [35], where both the query and
relevance assessments are produced by a diverse set of humans operating in di�erent con-
texts and demographic data is collected are highly needed in order to facilitate the research
of simulation validation.

In terms of measuring the accuracy of simulations, that is how closely the LLM aligns
with human searchers, one can consider if the simulated data exhibits similar properties to
human-generated data or leads to comparable conclusions [39], as exact matches may not
be feasible in tasks involving language, where queries can be formulated in various ways.
Statistical properties of queries, such as length and complexity, can serve as indicators.
Other metrics may assess the impact of simulated data compared to human-generated
data. For instance, do the generated queries demonstrate similar e�ectiveness to human
queries and/or produce similar pools of documents? Do the relevance labels result in the
same system rankings as if those produced by humans are used?

Slow Search for Evaluation

In 2023, researchers proposed replacing human relevance assessments with LLM assess-
ments [388, 131]. A common objection to these proposals recognizes their circularity.
Using automated methods to assess other automated methods is not without its dangers.
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If, as is common in this chapter, one looks at historical precedence for current events. One
could look at the way in which automated relevance assessments were attempted earlier in
the history of IR. A classic example is pseudo relevance feedback [118]. This is a technique
that assumes a query from a user will be su�ciently accurate that one can make the as-
sumption that top ranked documents returned by that initial query are themselves likely
to be relevant. The text of those documents can then be used in an internal reformulation
of the query to produce better results e.g., using pseudo relevance feedback [440].

If LLM assessment is su�cient to replace a human assessment, then why not treat the
LLM as a ranker, ranking items according to their LLM assessed relevance? If an LLM-
based evaluation is generating the labels for evaluation, ranking by those labels always
produces an ideal result.

One way to avoid this circularity is to consider the di�erence in time and resources
needed by a production GenIR system vs. the time and resources required for LLM-based
evaluation. For evaluation purposes, we can take all the time we need to �nd the best
response, and then use that response to evaluate the e�ciency vs. e�ectiveness trade-o�
between, for example, a production system that responds in 100ms and one that responds
in 500ms. From the standpoint of an e�ciency vs. e�ectiveness trade-o�, for the purposes
of evaluation we can essentially ignore e�ciency.

The trade-o� between retrieval e�ciency and e�ectiveness has long been a subject of
academic research [60, 100, 29, 463, 21] and a key consideration for commercial search
engines, which aim for an average query latency in the hundreds of milliseconds [264, 29].
However, in the past we have had relatively few methods for tuning the trade-o� between
e�ciency and e�ectiveness beyond a narrow range. E�ciency vs. e�ectiveness trade-o�s
might be measured in terms of tiny percentages of e�ectiveness improvements at the cost
of milliseconds of query latency, but we could never improve e�ectiveness enough to justify
a latency of seconds or longer

Teevan et al. [385] in advocating for \Slow Search" write, \With even just a little
extra time to invest, search engines can relax existing restrictions to improve search result
quality. For example, complex query processing can be done to identify key concepts in the
query, and multiple queries derived from the initial query can be issued to broaden the set
of candidate documents to cover di�erent aspects of the query."

Unfortunately, it was never fully demonstrated that investing more time would ever
achieve these goals. We had no way to operationalize the proposal of Teevan et al. [385].
If a search engine is fast, the searcher can quickly see if the results are not relevant and
immediately reformulate their query [335]. If a query is missing a key concept, the searcher
can add it. Low latency is an important feature of search engines, since it facilitates rapid
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interaction. We can only justify higher latency if rapid interaction is not required.

We have now entered an era where deriving multiple queries and other complex query
processing might genuinely improve the results in more than a trivial way. With more
time, our GenIR system might prompt an LLM to make relevance judgments, determine
what aspects of a document make it relevant, and automatically re�ne queries in light of
these determinations. A Gen-IR system might compare one item against another, until it
identi�es the best overall result. In some cases, it might be worth the time of the searcher
to wait for this result, but if not, it can still be used to evaluate the faster result actually
returned to the searcher.

In some sense, evaluation has always been slow search with a human in the loop. In
a traditional TREC ad hoc task, we build a pool and humans assess items in the pool,
creating an ideal response. Now we can use an LLM to replace these humans. However,
unless we determine that taking all the time we need always produces the best possible
response, we still need a way to evaluate the results of slow search. If the quality of LLM
assessment can reach the level of traditional human assessment, do we consider this as
our peak achievement? Or do we recognize that there is still room for improvement by
involving humans to perhaps monitor LLMs or revisit our ideal de�nition of relevance.

We might ask what replaces these principles in a GenIR system. One idea is provided
by the work of Rajput et al. [325]. They proposenuggetsas a basis for evaluation, where
we might think of nuggets as an atomic unit of relevance, e.g., some fact, relationship, or
concept that a perfectly relevant document would contain [343, 103]. Rajput et al. [325]
propose to build a reusable test collection in a two-phase process. In the �rst phase, human
assessors would identify and extract nuggets from relevant documents. In the second phase,
these nuggets would be automatically matched against unjudged documents to measure
relevance, providing a reusable test collection that does not depend on a �xed corpus with
relevance labels for individual items.

While they provide experimental support demonstrating both the feasibility and bene-
�ts of this approach, it was not widely adopted for either academic or industry assessment.
Possible reasons include the need for reliable and trained assessors to identify nuggets, as
well as the need to automatically match the nuggets against documents. In 2012, they
could only suggest a surface-level, lexical approach to matching, and of course humans are
expensive. Crowdsourcing might reduce the cost, but might increase noise and decrease
reliability.

In 2024, an LLM might be expected to reliably and cheaply extract nuggets and match
them against documents. All it takes is a few calls to an API, costing fractions of a cent
per call. It's now almost trivial to realize the vision of Rajput et al. [325], and this proposal
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is just one of many such proposals in the literature. All the proposals for IR evaluation in
terms of diversity, novelty, fairness, completeness, conciseness, e�ort, or whatever are now
both cheap and straightforward to implement.

We can already see nugget-based evaluation emerging as a basis for GenIR evaluation.
For example, the new TREC 2024 RAG track5 takes a nugget-based approach. To for-
mulate a general principle we turn to Zhai et al. [454]. They proposesubtopic evaluation,
which is closely related to nugget-based evaluation. Evaluation with subtopics is \based
on dependent relevance, instead of independent relevance, as has been assumed in most
traditional retrieval methods. The subtopic retrieval problem has to do with �nding doc-
uments that cover as many di�erent subtopics as possible". To extend this idea to GenIR,
we might articulate a principle that the system's response should cover as many nuggets
or subtopics as possible.

A competing de�nition of \Generative Information Retrieval" systems describes a
GenIR system as one that does not generate the answer to the searchers query, instead it
replaces a traditional search engine by using a neural model to directly generate the iden-
ti�ers of documents that answer the query [445, 83, 317, 377, 84]. While these systems are
\generative" in the sense that a neural model is directly generating document identi�ers,
from an evaluation perspective they are no di�erent from any other retrieval component
that returns document identi�ers, except in one respect. Since the document identi�ers
are generated, it is conceivable for such systems to \hallucinate" document identi�ers that
do not exist. Nonetheless, for the purpose of our discussion, we view them as a type of
retrieval component.

2.3 LLM as a Judge

Users interacting with various systems often operate under speci�c utility functions [226,
33, 6]. Traditionally, user satisfaction metrics were derived from large-scale behavioral
signals [204], tailored to applications such as intelligent assistants [205, 206], web search
engines [427, 428, 426, 24], dialogue systems [355], multi-turn conversations [227, 280], and
personal assistants [203]. Recent work highlights the need for multiple evaluation metrics
to accurately assess user satisfaction [28].

A growing body of research explores the role of LLMs as evaluators [88, 142, 9, 19, 181],
including in qualitative research [42] and summarization tasks. Jain et al. [182] examined

5trec-rag.github.io
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the e�ectiveness of few-shot prompted LLM evaluators in assessing LLM-generated sum-
maries. Similarly, Wang et al. [411] investigated whether ChatGPT could be directly used
as an evaluator by prompting it to score texts. Other studies explore how LLMs serve as
proxies for human behavior [389, 241, 88, 267], or assist human evaluators, as demonstrated
by CoEval [223]. Pan et al. [303] further illustrate how LLM-based evaluations can improve
downstream task performance. However, concerns regarding the reliability of single-LLM
evaluations have led to approaches such as multi-step calibration [415].

Recent research investigates multi-agent LLM evaluation frameworks to address single-
agent limitations. Chan et al. [75] introduced ChatEval, where multiple LLM agents engage
in discussions to evaluate responses, improving alignment with human preferences. Simi-
larly, Chern et al. [87] proposed a debate-assisted meta-evaluation framework for enhancing
evaluation consistency.

Building on this, we propose an automated multi-agent assessment framework that
evaluates the utility of LLM-powered applications. Our approach provides in-depth insights
for developers, identifying 
aws in applications and facilitating iterative improvements as
the application 
ow evolves.

LLMs are increasingly utilized for evaluation, particularly in assessing open-ended gen-
eration tasks. Chan et al. [75] developed ChatEval, a multi-agent referee team that debates
and evaluates responses. Similarly, Chern et al. [87] proposed a meta-evaluation frame-
work leveraging multiple debating agents to enhance annotation consistency. Wang et al.
[411] explored ChatGPT's capability as an evaluator by prompting it to score texts, while
Chiang and Lee [88] analyzed LLM-based text assessment against human ratings. Other
studies have identi�ed weaknesses in LLM-based evaluation and proposed enhancements,
such as multi-step calibration [415]. In contrast, we advocate for a structured multi-agent
evaluation framework where each LLM assumes a de�ned role, improving assessment qual-
ity.

Despite advancements in Natural Language Generation (NLG), accurately evaluating
generated content remains an ongoing challenge [340, 44, 176, 246]. Prior work [154, 472, 78,
229, 26] has examined various evaluation dimensions, including ethical considerations [374],
alignment with human preferences [168, 213], robustness [412, 357], and reasoning capabil-
ities [46]. LLM evaluation has also extended to specialized domains such as medicine [187],
multi-modal tasks [269, 41], and interactive agent-based environments [244].

In the �eld of Information Retrieval (IR), LLMs have enabled signi�cant advancements
in document ranking [461, 378, 319], query generation [413, 375], and system evaluation [9,
323, 344]. Their ability to generate relevance judgments that closely align with human
assessments has enhanced IR evaluation methodologies [388, 221, 471].
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Traditional IR evaluation relies on ranking e�ectiveness metrics based on human-
annotated query-document relevance labels [302, 301]. While initiatives such as TREC,
NTCIR, CLEF, and FIRE have established reusable test collections [4, 194, 161], human
annotation remains resource-intensive, costly, and susceptible to inconsistencies [396].

The rapid evolution of AI demands continuous updates to evaluation benchmarks [466,
154]. As models achieve near-ceiling performance on existing benchmarks [265], the emer-
gence of novel tasks necessitates automated evaluation to complement human e�orts [78].
Automated evaluation methods accelerate benchmarking processes and enable more e�-
cient system development [87, 27].

While the use of LLMs as relevance judges has been widely explored, prior work has
mainly treated them as static evaluators|given a �xed prompt and set of criteria|without
considering how evaluation itself can be adapted or veri�ed. What remains underexplored
is the idea of a closed-loop evaluation process, where an LLM not only performs judgments
but also dynamically proposes the criteria, quanti�es system performance based on those
criteria, and veri�es the soundness of its own evaluation. This kind of feedback-driven
evaluation is essential for building practical LLM-based applications, where developers
need reliable and adaptive tools to assess system behavior as they iterate. In this the-
sis, we address this gap in Section 5.3.1 by introducing a framework that operationalizes
this closed-loop evaluation process|automatically generating evaluation criteria, applying
them, and verifying the resulting assessments.
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Chapter 3

Evaluation of Information Retrieval
Systems with Sparse Labels

The evaluation of IR systems fundamentally relies on gold standard labels e.g., relevance
judgments, which serve as the ground truth against which system performance is assessed.
These labels, typically obtained through human annotation, playing as an anchor in de-
termining the quality and reliability of retrieval models. The higher a retrieval system
ranks the relevant judged items, the more e�ective the system is [278, 276]. However,
acquiring such labels is resource-intensive, expensive, and inherently limited, leading to a
persistent challenge: label sparsity. In large-scale retrieval tasks, only a fraction of the
retrieved documents can be judged, resulting in an incomplete ground truth that a�ects
system evaluation [106].

Evaluation with incomplete labels presents certain challenges and limitations. First, it
introduces biases in system comparisons|a model that retrieves an unjudged relevant doc-
ument may be penalized unfairly, while another model that retrieves a known judged docu-
ment may appear superior despite comparable retrieval e�ectiveness [61, 57]. The presence
of unjudged relevant documents means that systems may be optimizing for known relevance
rather than actual relevance, leading to a false ceiling e�ect where further improvements in
retrieval e�ectiveness are not captured due to missing ground truth labels. Second, label
sparsity reduces the reliability of traditional evaluation metrics such as nDCG, as they
assume a relatively complete set of relevance judgments [341].

In this chapter, two core challenges associated with sparse labeling in evaluation are
addressed. First, the e�ect of sparsity in relevance labels in evaluating retrieval systems
is examined. We highlight how modern neural rankers can surpass the performance of

24



documents labeled as relevant within evaluation with sparse annotation, raising concerns
that traditional sparse relevance labels are insu�cient for assessing the performance of
more advanced retrieval models [275]. As retrieval systems advance and retrieve relevant
documents beyond traditional pools, the inability to identify truly superior results due
to incomplete judgments distorts performance comparisons. In this chapter, this issue is
analyzed in depth by investigating the limitations of current pooling strategies and their
implications for evaluation.

Second, we propose an alternative evaluation strategy that is relatively more robust to
label sparsity. Inspired by Fr�echet Inception Distance (FID) in computer vision [380], we
explore the application of Fr�echet Distance as a means to evaluate IR systems in settings
where labeled data is scarce. Unlike conventional evaluation metrics that rely heavily on
complete ground truth annotations, this approach measures the distributional similarity
between retrieved and judged documents, o�ering a more resilient framework for assessing
retrieval e�ectiveness in sparse-label environments.

By addressing these two aspects, this chapter provides a comprehensive examination
of the impact of sparse labels on evaluation of IR systems when relevance judgments are
sparse.

3.1 Shallow Pooling for Sparse Labels

For well over a decade, non-neural learning-to-rank methods have become �rmly established
in contexts where many non-content features are available, such as web search [59, 188].
Unfortunately, attempts to extend these methods to content-based ranking have had a
mixed record unless substantial volumes of data training are available [379, 79]. However,
the advent of transformer-based rankers has markedly advanced the state-of-the-art in
many core information retrieval tasks [402]. Prior to 2018, a state-of-the-art ranker for
these core document and passage ranking tasks might employ BM25 followed by a pseudo-
relevance feedback method such as RM3, as typi�ed by the open-source Anserini system1

from the University of Waterloo [444]. By 2020, a state-of-the-art ranker might employ a
dense retriever [437, 174, 201] followed by one or more transformer-based re-rankers [288,
290, 158, 320]2.

1https://github.com/castorini/anserini
2At the time of these experiments, LLM-based re-rankers were not yet available. Therefore, the following

experiments are done with the state-of-the-art neural-based rankers of 2021.
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Over this period, the IR community has tracked this progress on a number of leader-
boards, most notably the MS MARCO3 leaderboards [236, 114]. Each test collection is
based on a corpus of passages or documents, and comprises a set of training queries, a set
of development (i.e., validation) queries, and a set of evaluation (i.e., test) queries. It is
common among these test collections that with a few exceptions, each query has one known
relevant item in the associated corpus. We call these labeled relevant items \qrels" for sim-
plicity 4. For the training and development sets these qrels are public. For the evaluation
sets, the qrels are private. To establish a place on a leaderboard, research groups train
and validate rankers with the training and development sets, run the evaluation queries to
produce a ranked list for each query, and submit this run to the MS MARCO team.

Since there is often only one qrel per query, these leaderboards use mean reciprocal
rank (MRR) as their tracking measure. In e�ect, a qrel represents the \right answer",
and rankers are evaluated on their ability to place this answer as close to the top as
possible. This approach stands in contrast to the approach used for many traditional
information retrieval evaluations, such as those conducted as part of the long running
TREC evaluation exercise5. In a typical TREC experiment, top-ranked items from each
submission are pooled for relevance judgments, so that measures such as NDCG may be
applied. Unfortunately, even relatively shallow pooling (e.g., the top three items from each
submission to compute NDCG@3) often requires dozens of judgments per query, limiting
the number of queries for each experiment. In this section, we will discuss further that
the method used to identify MS MARCO qrels supports our view that these qrels do not
re
ect relevance in the traditional sense, but instead only represent an attempt to identify
an answer, and not necessarily the best answer.

Whithin our designed experiments, we observed that the top passages returned by
neural rankers in the passage retrieval leaderboard of MS MARCO often appeared as good
as, or even superior to, the qrels. We are not the only researchers to make this observation.
The creators of RocketQA [320] write:

\...we manually examine the top-ranked passages (retrieved by our retriever)
that were not labeled as positives in the original MS MARCO dataset, and we
�nd that 70% of them are actually positives or highly relevant."

3https://microsoft.github.io/msmarco/
4In established jargon, the word \qrel" describes any judgment, which could be relevant or non-relevant,

graded or binary, multi-faceted, etc. Here, we use the term exclusively to mean an item judgedrelevant on
a binary scale. MS MARCO collections do not contain explicitly non-relevant items, so that MS MARCO
qrels always indicate a relevant item

5https://trec.nist.gov
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Based on this observation, they trained a model with a dual encoder architecture that
is able to perform cross-batch negative sampling, consequently decreasing the probability
of selecting false negatives in the training step. Compared to other state-of-the-art dense
retrievers, their proposed approach focuses on the importance of selecting negative samples
in the training step. In part, their success depends on explicitly recognizing that an o�cial
\right answer" may not be the best answer.

3.1.1 Challenges in MS MARCO Relevance Labeling

Craswell et al. [114] provides a complete exposition on the background and status of the MS
MARCO project addressing many common concerns regarding the MS MARCO datasets,
including questions of internal validity, robust usefulness, and the reliability of statistical
tests. In particular, Craswell et al. [114] address concerns raised by Ferrante et al. [135]
who apply measurement theory to draw attention to important shortcomings of established
evaluation measures, such as MRR. Many of these measures are not interval scaled, and
therefore many common statistical tests are not permissible, and properly these measures
should not even be averaged. These concerns are further addressed in a related paper by
the same authors [236]. Here, we focus solely on the process employed to select the qrel
for each topic. Craswell et al. [114] address this external validity concern as well, writing:

\...there could be quirks of the MS MARCO sparse labeling that pretrained
transformer models can learn, giving good performance on MS MARCO sparse
labels in the test set, but the improvements would vanish if we relabeled the
data with slightly di�erent judging scheme. In that case, the results would be
speci�c to the setup of our study, lacking external validity. We could only claim
a real improvement if we think real users have exactly the same quirks as the
MS MARCO labels"

They argue that this concern is addressed by experiments conducted for the TREC
Deep Learning Track [112, 111], which follows the typical methodology of a TREC eval-
uation exercise. In a traditional TREC-style evaluation exercise, the top items from each
submission are pooled to a �xed depth, perhaps ten or more, and these items are individ-
ually judged by assessors with respect to a de�ned relevance scale. On the other hand,
in MS MARCO queries for the collection were extracted from the logs of the Bing search
engine. Top documents were retrieved by Bing and 10 candidate passages were automati-
cally extracted from these documents. These passages were shown to an assessor as a set
and the assessor identi�ed a passage containing an answer. In some cases, two or more
passages were selected. These passages became the qrels.
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While nothing indicates that these assessors made comparisons between passages when
selecting answers, nothing prevented these comparisons. Moreover, assessors were not
required or encouraged to identify all passages containing an answer, nor does it appear
that they were encouraged to identify the passage containing the best answer. As the
authors indicate:

\there are likely passages in the collection that contain the answer to a question
but have not been annotated as [such]."

As a result, the labels for MS MARCO datasets can not be treated as traditional relevance
labels, which are assessed independently, nor are they complete.

Since it does not appear that the assessors were encouraged to identify the best answer,
an important implication for MRR is left unrecognized. Rankers are rewarded for placing
qrels as high as possible in the ranking, but if there are better answers in the collection,
it becomes possible for a ranker to outperform the qrels by placing better passages above
the qrels. In Section 3.1.2, we experimentally test this possibility. As the state-of-the-art
improves and better answers are surfaced, we wish to �rst investigate the quality of these
retrieved answers compared to the annotated qrels. Further, we tend to identify these
improved answers and replace the qrels with them. At any point in time, a leaderboard
should re
ect the ability of rankers to place the best known answer at the top of the ranking.
Apart from some evaluation exercises on named item �nding and similar tasks (e.g., Metzler
et al. [268]) evaluation by the best known answer is relatively rare. Navigational queries
provide a major exception, where returning the desired URL in response to a navigational
query remains a core function of Web search engines [55]. We note that since we are treating
a qrel as a best known answer, we can employ MRR as our evaluation measure. Recent work
from our research group has proposed other measures for preference judgments [104, 251]
but for a single best answer, MRR remains appropriate [114].

3.1.2 Better Than Perfect

For each query, MS MARCO measures the performance of a ranker according to the rank
at which it places a single known answer, or qrel, or one of small set of them. The higher
the better. MRR@10 is then used to average over a set of queries.

In our experiments, we make side-by-side comparison between the top passages returned
by a representative neural ranker and the qrels used to evaluate experimental runs. If the
qrels were the best answers, we would expect a preference for qrels over other passages.
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Number of queries % queries
Category A : qrel at �rst rank 1868 26.76%
Category B : non-qrel at �rst rank 5112 73.24%
Total 6980 100.00%

Table 3.1: Agreement between qrels and top results from our neural ranker. A hypothetical
perfect ranker would always place the qrel �rst.

Category A Category B
qrel preferred 1,228 2,116
comparison passage preferred 640 2,996
Total 1,868 5,112

Table 3.2: Results of passage comparison. For Category A queries, the comparison
passage is the second passage returned by the neural ranker. For Category B queries, the
comparison passage is the top passage returned by the neural ranker.

Since both the qrels and our subsequent preference judgments depend on error-prone hu-
man assessments, this preference will not be universal, but we would certainly expect qrels
to be preferred the majority of the time.

As a representative neural ranker, we employ the ranking stack described by Nogueira
et al. [290] as provided by their GitHub repository. This ranking stack utilizes Anserini as
a sparse �rst-stage retriever, which is followed by two BERT-based re-rankers, which they
call MonoBERT and DuoBERT. The former was introduced by Nogueira and Cho [288]
as a pointwise, second-stage re-ranker. The re-ranked list produced by MonoBERT feeds
the third-stage DuoBERT pairwise re-ranker to generate the �nal ranking. We choose this
ranking stack for our experiments for no other reason that we happened to be working
with it when we observed the apparent superiority of the top passages it returned.

For our experiments, we split the queries in the development set as follows:

1. Category A : Queries for which the top passage and the qrel are the same.

2. Category B : Queries for which the top passage and the qrel are di�erent.

While 94% of the queries in the development set have a single qrel, some have up to
four. For these queries, we arbitrarily selected the �rst qrel in the �le as the qrel used for
this comparison. Alternatively, for these queries we could have selected the highest ranked
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qrel returned by the ranker or conducted multiple comparisons. Our approach keeps the
selection of the qrel independent of the ranker and avoids multiple comparisons on the
same query.

Table 3.1 shows the split between the categories for the 6,980 queries in the development
set. For the Category A queries, where the ranker and qrels agree, we would expect this
passage to be generally preferred over other passages. For comparison purposes, we choose
the second passage returned by our ranker. Even though this passage is highly ranked, we
would still expect the top passage to be preferred when the two passages are placed side-
by-side. For the Category B queries, we compare the top passage with the qrel. Altogether
we have a pair for each query, which can be compared side-by-side by a human assessor to
determine which represents the better result.

For assessment, we crowdsourced comparisons on the Amazon Mechanical Turk plat-
form. To build tasks for crowdsourced workers, we grouped comparisons into sets of ten,
which were combined with three manually constructed test comparisons, which helped to
assure quality. These test comparisons were always between a known relevant passage (i.e.,
a qrel) and an obviously o�-topic and non-relevant passage. Data from workers failing one
or more of these test comparisons was excluded from our experiment and the task was
repeated by a di�erent worker. For each task we randomized the ordering of the pairs,
as well as the right-to-left ordering of passages in the pairs. A full task comprises these
thirteen pairs, which are presented one at a time to a worker along with the associated
query. For each pair, the worker was asked to indicate the passage that \best answers
the question." Figure 3.1 illustrate a screenshot of the data annotation process for this
experiment.

Method

The Mechanical Turk platform allows tasks to be restricted to workers that satisfy speci�ed
criteria. Since the MS MARCO passages and queries are taken from an EN-US environ-
ment, we restricted tasks to workers who were located in the US, with more than ten
thousand approved tasks and an approval rate of at least 97%. In addition, we excluded
workers who had previously failed the test comparisons for one our tasks. For each task
containing 13 pairs, we paid$2.00, plus a fee of$0.40 to Amazon. Total cost was$1,720,
include pilot tests, debugging, and other minor costs.
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Figure 3.1: Screenshot of the data annotation process.

This data labeling process was reviewed and approved by our institutional review board.
After accepting a task, workers were shown a consent form and were required to provide
consent before undertaking the task. Workers were given an option to exit the task at
any point. Workers exiting before completing the task were paid a prorated amount.
As required by our review board, the rate of pay for a task was estimated to provide
compensation consistent with our local minimum wage. As part of the ethics review process
we provided an example task. This example task was completed by the reviewer, who
speci�ed a minimum amount we could pay for the task. Assessed pairs (without identifying
information) were approved for release after completion of the experiment. Examples of
questions, qrels, passages, and preferences are provided in Figure 3.2.

Results

Figure 3.3 and Table 3.2 show the results of the crowdsourced passage comparison. For
Category A queries, where the neural ranker returns the qrel as the top passage, the
assessors agreed that this passage was preferable to the passage ranked second by the
neural ranker roughly two-thirds of the time (18% vs. 9%). Given that this second-place
passage is itself not unlikely to provide a reasonable response to the query, this outcome
provides some assurance regarding both the crowdsourcing process and the quality of the
ranker. If we assume that the qrel/top passage is in fact the best passage in the collection
overall, this result also provides a rough estimate of crowdsourcing error at 33%.
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i) query 423878 : is skin cancer genetic

preferred qrel passage 7590792 : This was a genetic study looking to
identify new genetic origins of melanoma. Melanoma is the most serious type
of skin cancer. Some of the risk of developing it may be in
uenced by the
genes that you inherit, or your family history. The researchers estimate that
around 10% of people with melanoma have one �rst-degree relative previously
diagnosed.

non-qrel passage 7590794 : New genetic clues about skin cancer. Skin
cancer: Genetic mutations 'warn of risk'.

ii) query 573954 : what are the steps to a waltz dance

preferred non-qrel passage 7403850 : The basic step for waltz is a box
step. It's named after a pattern it creates on the 
oor (box or square) and
forms the foundation of the dance. A box step can be divided into two parts
- a forward half box and a backward half box. Each half box has three steps
- a step forward or backward, a step to the side, and a step to close the feet
together.

qrel passage 7403851 : Here is the basic waltz steps diagram for the
leader. 1 Step forward with the left foot. 2 Right foot step sideways to the
right. 3 Bring your left foot next to your right foot. Step back with the right
1 foot. Step back sideways with the left foot. Bring your right foot next to
your left foot.

Figure 3.2: Two arbitrarily selected examples of preference judgments for the experiment
reported in Section 3.1.2. These examples were selected from our logs without prior knowl-
edge of the questions, passages, or outcome. In each case, we list the preferred passage
�rst. In the top example, the preferred passage appears more complete than the other
passage. In the bottom example, the preferred passage stands on its own, while the alter-
native refers to an unseen diagram and also only provides steps for the dance leader. All
four passages could reasonably be judged relevant under traditional pointwise assessment.
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Figure 3.3: Results of passage comparison. When the neural ranker and the qrels agree
on the top passage, crowdsourced assessors prefer it over the second passage from the
neural ranker nearly 65.7% of the time. When the neural ranker and the qrels disagree,
the crowdsourced assessors prefer the top passage from the neural ranker over the qrel for
58.6% of the pairs.

For the Category B queries, the top passage from the neural ranker was preferred over
the qrel for nearly 59% of the queries (43% vs. 30%). Since the result on the Category A
queries provides us with some con�dence in the crowdsourcing process, this result suggests
that the neural ranker is out-performing a hypothetical perfect ranker that always returned
the qrel in the top rank. It is in this sense we claim that current neural rankers may already
be \better than perfect" on the MS MARCO leaderboards. In the following sections we
consider the potential impact of this result on our understanding of the the state-of-the-art.
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3.1.3 Shallow pooling

In the previous section, we compared the top documents returned by a single neural ranker
to the qrels. When they disagreed, the top passage from the neural ranker was preferred
more often. In this section we extend this comparison to encompass a set of top submissions
from the leaderboard. For each query, we create a pool of candidate best answers by taking
the top passage from each submission, plus the qrel. The passages in each pool are paired
and judged by crowdsourced workers. We then directly compare runs in terms of their top
documents.

Method

We base our experiments on the runs listed in Table 3.3. Like the previous experiment, this
experiment uses the development set because qrels for evaluation queries are not publicly
released. The leaderboard rank indicates position of a run as is was in 2021, when the
research e�ort reported in this paper was �rst undertaken. The table lists o�cial MRR@10
scores on both the development queries and evaluation queries, and the table is ordered by
MRR@10 on evaluation set. The table also includes a preference MRR@10 using the qrels
created by the process described in Section 3.1.4.

Since runs are not provided through the MS MARCO leaderboard, we created or ob-
tained these runs from a variety of sources. In some cases, as referenced, the runs could
be re-generated from code in github repositories and checked against the leaderboard. In
other cases, the runs were provided by to us by the MS MARCO team for the purposes
of this paper. We sincerely thank the MS MARCO team for responding positively to our
\cold call" and providing those runs on the development set that were easily available to
them. We focused our e�orts to recover runs on the top of the leaderboard, and were able
to recover four of the top ten and eight of the top 20.

We pooled the top passage from each run, plus the qrel if it did not appear among these
top passages. For this experiment, we continue to use a single qrel per query, as described
in the previous section. Figure 3.4 shows the size of these pools. For 117 queries the pool
size is one, i.e., all rankers returned the qrel as the top document. The average pool size
is 6.23 passages, with a median pool size of 6 passages. If we paired the documents in
these pools and judged each pair once, it would require 141,887 comparisons and cost over
$34,000. Since this experiment is exploratory, rather than a complete evaluation of the
runs themselves, we reduced our costs in two ways. First, we judged a random subset of
500 queries, rather than the full set of queries, as explained below. Second, we restricted
judging to the available runs at the top of the leaderboard, i.e, runs A to K, which are more
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likely to surface documents that outperform the qrels. These runs all have an evaluation
MRR@10 between 0.367 and 0.419, while the next-highest run has an MRR@10 of 0.309.
In addition, we included run L, which exhibited an interesting property on the pairs from
the previous experiment. For this run, when both passages in a judged pair appeared in its
top-10 ranking, they were ordered consistently with the preferences more often than any
other run, with 63.07% agreement.

Figure 3.4: Sizes of preference judgment pools for all 6,980 queries in the MS MARCO
passage retrieval development set pooled over all 16 available runs.

Figure 3.5: Sizes of preference judgment pools for 500 selected queries pooled over 12
selected runs.

We build new pools for this restricted set of runs, and then selected 500 queries at
random for which the pool size was at least two. Figure 3.5 shows the size of these pools.
The average pool size is 6.32 passages, with a median pool size of 4 passages. Sampling
down to these 500 queries from the development set has no impact on the leaderboard
ranking, as shown in Figure 3.6. This �gure plots the MRR@10 on the evaluation set,
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as shown on the leaderboard, against the MRR@10 on the 500 sampled queries from the
development set. The values are shown in Table 3.3 in columns 3 and 5. The rankings are
identical.

Judging each pair once requires 4,210 comparisons. We crowdsourced these compar-
isons on Mechanical Turk following the procedure described in the previous section, for
an actual cost of$1,022, including pilot tests, debugging, and other minor costs. Assessed
pairs (without identifying information) were approved by our institutional review board
for release after completion of the experiment. However, since these pairs include passages
surfaced by runs provided to us by the MS MARCO team strictly for this experiment,
their general release is not possible.

Results

Just as we did in Section 3.1.2, we directly compare pairs of runs with the preference
judgments. For each pair of runs, we compute awin ratio for the top passages from each
run. When the top documents di�er, the win ratios indicates how often one run is preferred
over another.

The results are shown in Table 3.4. Win ratios compare the columns to the rows,
so that a value above 50% indicates that the run in column beats the run in row more
often that not. Bolded numbers indicate signi�cant di�erences under a binomial test with
� = 0:05, after a Bonferroni correction. Even under the conservative Bonferroni correction
three runs signi�cantly outperform a perfect ranking under the o�cial qrels. The last row
indicates the number of wins for the run in that column. Run H is particularly interesting
since it wins against all other runs. Unfortunately, we know little about this run, since
there is no associated reference.
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Figure 3.6: MRR@10 on Evaluation set vs Development set with O�cial qrels on 500
sampled queries. The rankings are identical suggesting that results on the 500-query sample
can be generalized to the development set leaderboard.

3.1.4 Leaderboard impact

MS MARCO queries can have as little as one qrel, i.e., only one known relevant item. We
hypothesize that the MS MARCO evaluation methodology, and its associated leaderboards,
depend on this item being the best item, rather than just any relevant item. Employing
MRR as the primary evaluation measure makes the implicit assumption that placing this
item above all other items is always the correct thing to do. The experiments in previous
sections contradict this assumption, demonstrating that some runs on the leaderboard can
be considered \better than perfect" according to the existing qrels. In this section, we
explore the possibility that these experimental results raise practical concerns, with the
potential for impacting leaderboards and our notion of the state-of-the-art.

In this section, we derive new preference-based qrels from the preference judgments
described in the previous section. Using these preference qrels, we compute new MRR@10
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values for the 16 available runs. We compare the results with MRR@10 values computed
using the original qrels.

Method

We convert preference judgments to qrels by treating the preference judgments as a tour-
nament. If a single passage wins the most pairings, we designate that passage to be the
\preference qrel" for that query. For queries where multiple passages were tied for �rst
place, we eliminate the losing passages and repeat the process with the �rst-place passages,
until we have a single \preference qrel". For 46 of the 500 selected queries, it was not pos-
sible to designate a single \preference qrel" due to a cycle between three passages. Overall
we have 592 qrels in the preference qrel set for the 500 selected queries. The preference
qrels win 1598 or 91.8% of their pairings, while the original qrels win 809 or 46.6% of their
pairings. For the remainder of the experimental results in this section, we use all of the
original qrels, not just one for each query. For the 500 selected queries, there are 528 qrels
in this original qrel set.

Results

The results are given in Figure 3.7. For these results, we use all 16 runs available, including
runs K and M-P, which were not included in the pools for the previous experiment. These
runs all placed below the top 80 on the leaderboard at the time our experiments were
completed in May 2021.

The �rst graph in Figure 3.7 plots MRR@10 with the preference qrels vs. MRR@10
with the original qrels. Although there is a correlation between the two measures over the
plot as a whole, with Kendall's� = 0:65, at the top rungs of the leaderboard, the relative
order of the runs changes dramatically. The green dashed line indicates the MRR@10 of the
perfect ranking under the o�cial qrels, which scores MRR@10 = 0.3320 on the preference
qrels.

The bottom plots order the runs according to the o�cial leaderboard ranks, and show
95% con�dence intervals. On the o�cial qrels (second plot) the runs adhere closely to the
leaderboard ranking. On the preference qrels, there are noticeable changes in the ranking.
In particular, run A drops below runs B and C, while runs D and E drop below F.

Run C is the best performing run on the preference qrels, but third on the original
qrels. This run is described by Han et al. [158] who argue that �netuning a classi�cation
model with the aim of deciding whether a document is relevant to a query or not, is not a
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suitable approach for a ranking task. Instead, they employed a learning-to-rank algorithm
on a pair-wise and list-wise basis which learns to di�erentiate relevance for document
pairs or optimize the list as a whole, respectively. Unlike most BERT-based methods, this
framework builds a LTR model through �ne-tuning representation of query-document pairs
and demonstrates the potential of combining ranking losses with BERT representations,
especially for passage ranking. Since this run takes a very di�erent approach than most
runs at the top of the leaderboard, we hope that a promising direction for future progress
has not been missed.

On the preference qrels, run L (Zhan et al. [455]) noticeably improves against runs with
a similar MRR@10 on the original qrels. As mentioned previously, this run exhibited an
interesting property on the pairs from the previous experiment. When both passages in a
judged pair appeared in its top-10 ranking, they were ordered more consistently with the
preferences more frequently than any other run. To check that this relative improvement
was not an artifact of the run's inclusion in the pool, we re-calculated the preference qrels
without the passages it contributed. While the exact numbers, changed, run L continued
to show this relative improvement.
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Figure 3.7: Shallow pooling of top documents from available MS MARCO passage retrieval
runs followed by crowdsourced preference judgments to create new qrels for a sample of
500 queries. A perfect ranking under the o�cial qrels, with an MRR@10 of 1, performs
poorly under these new preference qrels. Changes in the order of top runs raise concerns
about the ability of the o�cial qrels to recognize improvement in the state of the art. The
bottom plots show 95% con�dence intervals. Runs are ordered according to the o�cial
leaderboard.
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3.1.5 Takeaway

The �ndings in this section highlight a crucial challenge in retrieval evaluation with sparse
labels: state-of-the-art rankers may retrieve passages that are superior to sparsely judged
relevant items, yet their performance can be underestimated due to the limitations of
traditional evaluation metrics like MRR. As retrieval models continue to improve, they
surface increasingly high-quality answers, potentially displacing existing relevant judged in
rankings and leading to paradoxical results where better models appear to perform worse
under the o�cial evaluation framework. This issue underscores a broader limitation of
evaluation methodologies that rely on �xed, sparse labels.

We provide evidence that the performance of modern neural rankers may already exceed
the performance of a hypothetical perfect ranker on the MS MARCO passage ranking
leaderboard under the o�cial qrels. If we imagine a hypothetical perfect ranker that
always returned a judged relevant passage at rank 1, achieving an MRR@10 of 1, the top
passage from the neural ranker would be preferred more often, making the neural ranker
in this sense \better than perfect". This outcome has implications for measuring further
improvements to the state-of-the-art. To provide some sense of these implications, we
pooled the top passage from available experimental runs employed crowdsourced workers
to make pairwise preference judgments between them. Again, we see that the results of
neural rankers can be \better than perfect". When we construct a new set of qrels from
these judgments, we see shifts in the leaderboard which raise concerns about its ability to
continue tracking improvements.

To address these concerns, we advocate for an adaptive evaluation framework that
continuously updates relevance labels using comparative preference judgments rather than
relying solely on static pointwise judgments. Comparative judgments allow �ner-grained
distinctions between highly relevant passages and have been shown to improve assessor
agreement while reducing judgment overhead. Our experiments suggest that modern
rankers may already outperform an idealized \perfect" ranking based on existing qrels,
further reinforcing the need for a dynamic evaluation paradigm.

Looking forward, maintaining the relevance and reliability of leaderboards such as
MS MARCO will require regular updates to the judgment set. This can be achieved
through continuous pooling and reassessment of top-ranked passages, ensuring that eval-
uations remain aligned with the evolving state of retrieval technology. By adopting more

exible and adaptive assessment strategies, we can better ensure that future improve-
ments in ranking models are accurately measured and recognized. The data collected
for our experiments is available for research purposes athttps://github.com/Narabzad/
Shallow-Pooling-for-Sparse-labels .
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3.2 Fr�echet Distance for Evaluation of IR systems
with Sparse Labels

In the previous section, we showed that with the rapid advancement of technologies in �elds
such as IR and natural language processing, evaluating the performance of these systems
is becoming increasingly challenging [147, 165, 72, 442]. We highlighted that new metrics,
benchmarks, and evaluation protocols must be developed that are speci�cally tailored to
the unique characteristics of the systems considering the rapid changes in system archi-
tecture, training data, and model con�gurations [387]. However, as mentioned earlier, in
many cases, obtaining high-quality labeled data that accurately represents the complex-
ity of real-world scenarios can be expensive, time-consuming, or even impractical. This
scarcity of labeled data adds to the limitations of conducting extensive evaluations and
may lead to biased or incomplete assessments [23].

Given the sparsity of ground truth labels, it is crucial to recognize the challenges in-
volved in distinguishing between rankers when the di�erences in performance are small
[441]. The limited labeled data for retrieved documents introduces noise, making it chal-
lenging to de�nitively determine which ranker is performing better [63]. The incomplete
judgments can introduce problems in evaluations, as they do not capture the full range of
relevant documents [32, 68]. This issue becomes even more pronounced in generative-based
tasks. It is impractical to reassess the generated results, such as images or text, with each
system run due to their non-deterministic nature [387, 162].

Evaluating a generative system's performance based on the similarity of generated
content to sparsely labeled data remains one of the most e�ective approaches in many
generative-based NLP and computer vision benchmarks and tasks [369, 171, 295, 126,
459]. Particularly in the evaluation of text-to-image generation task, the Fr�echet Inception
Distance (FID), has gained recognition for showing high robustness and correlation with
human judgments [171, 339, 452]. FID compares the distribution of generated images
across a set of prompts to the distribution of target images across the same set of prompts.
To compute FID, features of ground truth images and generated images are extracted from
both sets, and multivariate Gaussian distributions are �tted to these features. The Fr�echet
Distance (FD), which quanti�es the similarity between two probability distributions, is
then computed based on the �tted Gaussian distributions. A lower FID score indicates a
higher similarity between the distributions, indicating that the generated images closely
match the real images in terms of their visual features.

In this section, we shed light on how evaluating generated results is similar to assessing
the quality of retrieved results with sparse labels in an ad hoc retrieval setting. Most
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benchmarks for both tasks have quite sparse labels i.e., there can be other unjudged relevant
items available. While labeling more data is expensive for both tasks, there could be more
than one correct answer in both tasks. In this work, we mimic an IR system with sparse
relevance judgments as a generation task where the ground truth targets are sparse. Due to
the success of FID in evaluating the quality of generated images, especially for generative
adversarial networks [143, 339, 452, 200, 11], we explore if we can quantify the quality
of retrieved documents in an ad hoc retrieval system throughFr�echet Distance. In the
context of IR evaluation, we can analogously consider the relevant judged items as the
ground truth set and the retrieved items as the set of generated items. Our objective is to
extract features from both sets, the relevant judged items and the retrieved results, and
investigate whether metrics such as the Fr�echet Distance can e�ectively capture the quality
of the retrieved results with respect to the ground truth labels in IR systems.

In this study, we investigate the following Research Questions:

ˆ RQ1. Can the Fr�echet Distance e�ectively evaluate IR systems with sparse labels?

ˆ RQ2. Can the Fr�echet Distance e�ectively evaluate IR systems with comprehensive
labels?

ˆ RQ3. Can the Fr�echet Distance e�ectively evaluate the quality of IR systems when
the retrieved results are not labelled?

ˆ RQ4. How well correlated are the performance of IR systems, as measured by the
Fr�echet Distance vs. and traditional IR metrics?

ˆ RQ5. How robust is the Fr�echet Distance for evaluating IR systems with respect to
the feature extraction methods used to represent both the ground truth and retrieved
items?

Our experiments in this section demonstrate the e�ectiveness of the Fr�echet Distance
as a metric for quantifying the performance of IR systems especially when the ground truth
labels are sparse.

3.2.1 Fr�echet Distance

The Fr�echet distance is a measure of dissimilarity between two curves or trajectories and has
shown to be useful in numerous applications including computational geometry, computer
graphics, bioinformatics and robotics [12, 14, 15, 185, 148]. To understand the Fr�echet
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distance, let us consider two curves (or trajectories or paths):A and B. The Fr�echet
distance betweenA and B could be exempli�ed as measuring the minimum leash length
required by a dog walking along a pathA while its owner walks along pathB, with both
the dog and owner potentially traversing their respective paths at di�erent speeds [13, 129].
The leash cannot be shortened or lengthened during the walk. The de�nition is symmetric
i.e., the Fr�echet distance would be the same if the dog were walking its owner. Given two
curves,A and B, represented as sequences of points in a metric space, the Fr�echet distance,
denoted asF (A; B ) is computed as:

F (A; B ) = inf �;� max t2 [0;1]d(A(� (t)) ; B (� (t))) (3.1)

whereA and B are continues maps from [0; 1] to metric space and� and � are reparam-
eterizations of the unit interval [0; 1] i.e. they are continuous, non-decreasing, surjection
functions. The requirement of non-decreasing reparameterizations,� and � , ensures that
neither the dog nor its owner can backtrack along their respective curves. The parametert
as represents the progression of time, consecutivelyA(� (t)) and and B(� (t)) represent the
position of the dog and the dog's owner at timet (or vice versa). The distanced between
A(� (t)) and B(� (t)) corresponds to the length of the leash between them at timet. By
considering thein�mum over all potential reparameterizations of the unit interval [0; 1],
we select the speci�c paths where the maximum leash length is minimized.

Apart from quantifying the dissimilarity between curves, the Fr�echet distance can also
serve as a measure to assess the disparity between probability distributions [171].Given we
have two normal univariate distributions, X and Y, Fr�echet Distance (FD) is given as:

FD(X; Y ) = ( � X � � Y )2 + ( � X � � Y )2 (3.2)

Where � and � are the mean and standard deviation of the normal distributions, respec-
tively.

Fr�echet Inception Distance

In computer vision, the Inception V3 model pre-trained on the Imagenet dataset is em-
ployed to generate feature vectors to be approximated by multivariate normal distribution
[380]. As such, the Fr�echet Inception Distance (FID) for a multivariate normal distribution
is computed as:

FID (X; Y ) = jj � X � � Y jj2 � T r (� X + � Y � 2
p

� X � Y ) (3.3)

In this equation, X and Y represent two distributions derived from two sets of embed-
dings. These embeddings correspond to real images and generated images, respectively,
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and are obtained from the Inception model. It is assumed that both distributions follow
a multivariate normal distribution. The vectors X and Y have magnitudes� X and � Y ,
respectively. The trace of the matrix is denoted asT r, while � X and � Y represent the
covariance matrices of the vectors.

Adopting Fr�echet Distance for IR Evaluation

Let us assumeC is a collection of items andQ = f q1; q2; : : : ; qng is a set ofn queries, where
each queryqi has a set of relevant judged itemsRqi . We de�ne RQ as a set of relevance
judged items for queries inQ, where RQ = f djd 2 Rqi ; qi 2 Qg. Furthermore, we can
obtain the top-k retrieved items by a retrieval systemM from C for a given queryq as
M k(q; C) = D k

q , where D k
q is a set of the top-k most relevant retrieved items for query

q, i.e., D k
q = f dq

1; dq
2; : : : ; dk

1g. Given V as a function that maps any retrieved item to a
p-dimensional embedding space, wherep is usually in the order of a few hundred, we can
embed all the retrieved items and relevant judged items throughV. For instance, V(d1)
returns a p-dimensional vector embedding for documentd1. To apply Fr�echet Distance for
assessing the quality of the IR systemM , we measureFDM

Q as follows on query setQ:

FDM k
Q = FD

�
f V(RQ)g; f V(M k (Q; C))g

�
(3.4)

Here,FD is the Fr�echet Distance (Eq. 3.3) measures the distance between the distribution
of the set embeddings of the relevant judged itemsf V(RQ)g and those of the retrieved items
f V(M k(Q; C))g. The lower FDM k

Q represents the retrieved items to have higher similarity
with the relevant judged items and thus the better performance of the retrieval systemM
on the query setQ.

3.2.2 Experimental Setup

Dataset and Query sets

We perform experiments on the MS MARCO passage retrieval collection V1 and the 6980
queries in MS MARCO small dev set, which are sparsely labelled. Second, in Section 3.2.4,
we experiment on the TREC Deep Learning (DL) track 2019 [112] and 2020 [113] to study
how varying and extending the relevance judgments would a�ect the evaluation process.
We compare the results of theFD score with the o�cial traditional IR evaluation metrics of
each benchmark, i.e., MRR@10 for MS MARCO and nDCG@10 for TREC Deep Learning
tracks.
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Retrieval models

To conduct experiments on MS MARCO dev set, we consider a set of 12 retrieval methods
that are well-distinguished for their e�ciency or e�ectiveness, ranging from traditional
high-dimensional bag-of-word sparse retrievers to more recent dense retrievers well as
trained high-dimensional sparse models, which are representative of novel retrieval methods
developed over the past �ve years. Speci�cally, we consider BM25 as the representative of
the sparse retrievers standalone as well as applying BM25 to expanded documents through
DeepCT and DocT5Query document expansion methods [336, 289, 291, 120]. We include
a set of dense retrievers including RepBERT [455], ANCE [435], Sentence-BERT (SBERT)
[331], COLBERT [201] and COLBERT-V2 [350]. We also employ the more recently pro-
posed high dimensional learnt sparse retrievers, UniCOIL and SPLADE [138, 234]. Fur-
thermore, we consider hybrid retrievers [239] that fuse the retrieved items from BM25 and
dense retrievers, to cover a variety of retrievers and assess the ability ofFD to quantify
the quality of retrieval fairly. We note that we employ some of the retrieval models from
Pyserini6 [237] and some of the others from the paper's original GitHub repository. For
more information about each of the retrieval models, we kindly refer to the original papers
of each method.

For our experiments with the TREC DL19 and DL20 query sets [112, 113], we took the
submitted runs for each track from the TREC NIST website. Our experiments compare
the results when assessing with Fr�echet distance as well as nDCG@10 for 37 submitted
runs to TREC DL2019 and 59 submitted runs to TREC DL 2020. These runs cover a
comprehensive set of retrieval pipelines, typically with from sparse and/or dense retrieval
as a retrieval �rst stage followed by one or more neural re-ranking stages.

Embeddings

To examine the robustness ofFD on IR systems, we perform experiments using two di�er-
ent types of transformer-based contextualized models to embed the documents and extract
their features. We employ a general-purpose DistilBERT [349] to obtain the documents
embeddings7 as well as �ne-tuned pre-trained language models on MS MARCO8 [331].
Both models were adapted from hugging face. We note that unless we explicitly mention
(Section 3.2.7) all the results are reported with the �rst model, i.e., the DistilBERT model

6https://github.com/castorini/pyserini
7https://huggingface.co/distilbert/distilbert-base-uncased
8https://huggingface.co/sentence-transformers/msmarco-distilbert-base-v2
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Table 3.5: Performance of di�erent retrievers in terms of MRR@10 as well as Fr�echet
distanceFD on MS MARCO dev set. A smallest Fr�echet distance corresponds to better
performance.

Category Method MRR@10 FD@1 FD@10

Sparse
BM25 0.187 7.446 4.410
DeepCT 0.242 1.453 2.354
DocT5 0.276 3.047 2.050

Dense

RepBERT 0.297 1.881 1.223
ANCE 0.330 1.529 0.995
SBERT 0.333 1.387 1.008
ColBERT 0.335 1.456 0.980
ColBERT V2 0.344 1.453 0.982

Trained
Sparse

UniCOIL 0.351 1.387 0.980
SPLADE 0.368 1.328 0.964

Hybrid
(BM25)

ColBERT-H 0.353 1.494 0.973
ColBERT V2 -H 0.368 1.464 0.998

that was �ne-tuned on MS MARCO. We believe that by exploring di�erent document rep-
resentations, we may better understand the in
uence of document quality on the utilization
of FD for evaluating IR systems.

3.2.3 Assessment with Sparse labels

We are interested in investigating howFD can assess the performance of di�erent retrievers
when there are only sparse labels available i.e., on 6980 queries from MS MARCO small
dev set. We present the performance of the 12 retrieval methods in terms of MRR@10 as
well as measuring the Fr�echet Distance between two sets of retrieved items and relevant
judged items on the cut-o�s of 1 and 10 in Table 3.5.

The results forFD@1 andFD@10 demonstrate the ability ofFD to quantify the perfor-
mance of retrievers. For example, for the BM25 retriever,FD@1 is measured as 7.446 and
FD@10 as 4.410. However, for a neural retriever like ColBERT, which has shown superior
performance to BM25 on various benchmarks [350, 201, 386], theFD values are reported as
1.456 and 0.980 forFD@1 andFD@10, respectively. This indicates thatFD can e�ectively
pickout the better retriever, particularly when there is a signi�cant di�erence between their
performances. On the other hand, when the performance of two retrievers is quite similar,
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such as in the case of ColBERT vs. ColBERT V2, it becomes more challenging for evalu-
ation metrics to assess their performance . For instance, while MRR@10 for ColBERT vs.
ColBERT V2 is reported as 0.334 vs. 0.343,FD@10 for the two retrievers is reported as
0.980 and 0.982. Therefore, as expected, the discriminative power ofFD decreases when
it becomes harder to distinguish between retrievers. However, It is important to acknowl-
edge that due to the sparsity of ground truth labels, previous research has indicated that
distinguishing between rankers becomes challenging when the di�erences are small. In
such cases, the noise introduced by limited labeled data for retrieved documents makes it
di�cult to de�nitively determine which ranker is performing better [320]. In fact strong
rankers might have surfaced otherunjudged relevant items. Based on the results in Table
3.5 and their comparison with MRR@10, we can conclude that in response toRQ1 , we
observe that Fr�echet Distance can e�ectively evaluate IR systems.

To examine the robustness of theFD in the context of IR assessment, and to evaluate
the generalizability of the method across di�erent subsets of queries, we employ a bootstrap
sampling [189, 128] from the MS MARCO dev set forN = 1000 times. This would allows
us to investigate whether the results obtained in the previous section were in
uenced by
the data or if they can be reliable. The results are visualized in Figure 3.8, in which we
present the mean and empirical 0.95% con�dence interval for each retriever across the 1000
query sets in terms of MRR@10 andFD@10. It is important to note that for the MRR
plot, a higher position on the plot indicates better performance, while for theFD plot, a
lower position indicates better performance. The �ndings con�rm that despite considering
di�erent sample sets, we observe a consistent pattern and similarity in the performance
trends.

3.2.4 Assessing with Comprehensive labels

In this section, we investigate the performance of the Fr�echet Distance in evaluating IR
systems when the labels are not sparse and we have more complete labels. We conduct
experiments using the runs submitted to TREC DL 2019 (37 runs) and TREC DL 2020
(59 runs). The queries in TREC DL tracks on average have over 210 judged documents per
query assessed with four di�erent levels of relevance including \not relevant", \related",
\highly relevant", and \perfectly relevant" [112]. We notice that the number of judged
relevant items per query in these benchmarks varies a lot. Due to the TREC-style judgment
criteria, only the top few retrieved items from all submitted runs were judged. Depending
on the overlap between the top retrieved items from di�erent runs, the number of relevant
judged items per query may vary. When applyingFD with an imbalanced number of
relevant judged items per query, it can introduce biases in the ground truth distribution
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Figure 3.8: Performance of bootstrap sampling (N=1000) of queries in MS MARCO dev
set in terms of MRR@10 andFD@10 for the 12 di�erent retrieval methods.

and potentially lead to problems in evaluation. To address this issue, we balanced the
number of relevant judged items per query by limiting them to a maximum of 1, 5, and 10
relevant judged items per query i.e., we randomly selectK relevant items from the pool
of relevant judged documents for the query of interest. We �rst randomly select from the
most relevant level i.e., level 3 which are perfectly relevant documents and then when there
is not a su�cient number of perfectly relevant documents, we move on to highly relevant
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Figure 3.9: Performance of all the submitted runs to TREC DL 2019 (�rst row) and
TREC DL 2020 (second row). In each sub-�gure, X-axis and Y-axis indicate nDCG@10
and FD@10 respectively.FD@10 was measured with 1,5 and 10 relevant items per query
in the sub-�gures in the �rst, second and third columns respectively.
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Dataset 10 qrels 5 qrels 1 qrel
Trec-DL-2019 0.796 0.784 0.594
Trec-DL-2020 0.918 0.891 0.863

Table 3.6: Kendall Tau correlation between nDCG measured with full relevance judgements
and sparsi�ed relevance judgements.

level and randomly choose from that grade. This experiment also allows us to examine
how the sparsi�cation of judgments a�ects the performance of evaluation metrics. We note
that these modi�cations in relevance judgments are only applied for measuringFD and
nDCG@10 is measured with all the judged documents without any modi�cation.

We plotted the nDCG@10 on the x-axis and theFD with balanced and sparsi�ed
judgments on the y-axis of each sub-�gure in Figure 3.9, for all the runs submitted to
TREC DL19 (�rst row) and TREC DL20 (second row). Consistent with our previous
experiments, we observe a highly linear relationship between the two metrics. We also
provide the Kendall � correlation under each sub-�gure. For instance, when sparsifying
the labels and considering only one relevant judged item per query, we obtain a Kendall�
correlation of -0.836 for TREC DL2019 and -0.867 for TREC DL2020, between nDCG@10
and FD@10 of each dataset. We note that the correlation here is negative because, in
MRR, higher values indicate better performance, whereas in FD, lower values indicate
better performance.

In addition, we present the Kendall Tau correlation between nDCG when using full rel-
evance judgments versus randomly selecting a maximum ofN relevant judgments, where
N could be 1, 5, or 10, as illustrated in Figure 3.9. It is worth noting that while FD (as
demonstrated in Figure 3.8) exhibits a higher degree of robustness when evaluated with
sparse labels, nDCG is not as resilient concerning the chosen relevant judged document
(qrel). This is because FD computes its metrics over the distribution of all queries, con-
tributing to a more stable evaluation performance. On the contrary, NDCG with sparse
labels tends to be considerably noisy and heavily dependent on which document is selected
as the \one relevant document" per query, leading to signi�cant variations in the results.
In the Table 3.6 , we present the Kendall Tau correlation between nDCG with full rele-
vance judgments and nDCG when choosing 1, 5, or 10 random relevant documents. These
results highlight the sensitivity of nDCG to the choice of relevant documents, especially
when only a limited number of relevant documents are considered.

These experiments highlight two key points. First, unlike using the Fr�echet Inception
Distance to evaluate the quality of generated images in text-to-image generation tasks,
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where a large number of data points (in the order of thousands) are required for the
evaluation to be valid, we demonstrated that even with a smaller number of queries (around
40-50), FD is capable of distinguishing the performance of di�erent rankers [215, 171].
Second,FD is not sensitive to the sparsity of the ground truth labels and it performs well
with both sparse and more complete labels. It is not a�ected by the number of judgments,
as evidenced by the fact that the performance did not di�er greatly when increasing the
number of relevant judged items. However, for TREC DL2019, we observed a small drop in
correlation by increasing the number of relevant judgments. Further exploration revealed
that a higher number of relevant judgments in TREC 2019 resulted in a higher usage of level
2 relevance judgments (highlight relevant) instead of level 3 judgments (perfectly relevant).
Consequently, we suggest thatFD may be more sensitive to the quality of relevant judged
items rather than the quantity. Overall, in response toRQ2 , we �nd that FD works
well when using comprehensive labels, and consistent with the �ndings in Section 3.2.3,
sparsifying the labels does not compromise the quality of assessment.

3.2.5 Assessing Unlabeled Retrieved Results

Here, we undertake an evaluation of di�erent IR systems under an extremely challenging
case of assessing unlabeled retrieved results. This scenario presents a situation where each
query is assumed to have mostly only one relevant item, and therelevant judged items
are not included in the top-k results. Our objective is to investigate the e�ectiveness of
the Fr�echet Distance in assessing the top-k Unlabeled Retrieved Results (URR) when no
judgments are available for any of the top-k retrieved items. This is particularly valuable
considering the high cost and limited availability of labeled data, which often exhibit
sparsity. Previous research has demonstrated that as rankers improve in performance,
they tend to retrieve previously unseen content that may be highly relevant to the original
query [23]. If Fr�echet Distance is capable of evaluating the retrieved results in such cases,
it would be a valuable tool for assessing the relevance of unlabeled data and even beyond
that, for evaluating generative-based responses.

We measure theFD between one set consisting of the relevant judged items per query
and the other set consisting of the top-k unjudgedretrieved item for each query. In other
words, we scan down the ranked list and retain the �rstk unjudged document to assess.
This is an interesting aspect to study because traditional IR metrics such as MRR, nDCG,
and MAP rely on the presence of relevant items in the retrieved list and would assign
a performance score of zero in cases where no relevant items are retrieved. They do not
account for unjudged documents. We argue that by utilizing theFD metric, we can capture
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Table 3.7: Performance of di�erent retrievers in terms of MRR@10 as well as Fr�echet
distance FD assuming under Unlabeled Retrieved Results (URR) setting. We note that
the MRR@10 is measured on the original ranked list since with URR setting, all the
retrievers would obtain MRR@10 equals to zero. A smallest Fr�echet distance corresponds
to better performance.

URR
Category Method MRR@10 FD@1 FD@10

Sparse
BM25 0.187 8.634 4.705
DeepCT 0.242 4.183 2.591
DocT5 0.276 4.066 2.290

Dense

RepBERT 0.297 2.701 1.364
ANCE 0.330 2.353 1.126
SBERT 0.333 2.266 1.156
ColBERT 0.335 2.308 1.115
ColBERT V2 0.344 2.352 1.121

Trained
Sparse

UniCOIL 0.351 2.302 1.128
SPLADE 0.368 2.300 1.117

Hybrid
(BM25)

ColBERT-H 0.353 2.399 1.115
ColBERT V2 -H 0.368 2.365 1.142

the similarity between unjudged retrieved items and the limited set of judged examples
and measure the performance of the retriever based on this value.

The results of this experiment are reported in Table 3.7 with two cut-o�s of \FD@10"
and \FD@1". Even when no judged documents appear in the top-k, FD is still able to
quantify the performance of the retriever. This capability is not present in traditional
metrics. For instance, when there are no relevant judged items retrieved in the ranked
list, FD@1 quanti�es the performance of BM25 as 8.634, whereas the performance for
ColBERT is measured as 2.308. This indicates that even without relevant judged items,
FD is capable of determining that ColBERT performs better than BM25.

This experiment demonstrates that, unlike traditional IR metrics,FD is not sensitive
to the labeled documents themselves. Indeed, the Fr�echet Distance is not reliant on the
exact positioning of the relevant judged document in the ranking. Instead, it focuses on
measuring the similarity between the retrieved items and the relevant judged documents.
This characteristic makes it particularly valuable for evaluating scenarios with extremely
sparse labels, even in cases where the rankers do not retrieve the labeled data. In response
to RQ3 , the Fr�echet Distance enables assessment of the remaining unlabeled data, o�ering
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Table 3.8: Kendall � correlation between di�erent evaluation metrics over the 12 retrieval
methods. URR stands for \Unlabeled Retrieved Results" and refers to experimental results
from section 3.2.5. All the correlations are statistically signi�cant with p-value< 0.05

MRR@10 FD@1
FD@1
URR

FD@10
FD@10
URR

MRR@10 1 -0.473 -0.545 -0.788 -0.636
FD@1 -0.473 1 0.687 0.443 0.290
FD@1-URR -0.545 0.687 1 0.636 0.485
FD@10 -0.788 0.443 0.636 1 0.848
FD@10-
URR

-0.636 0.29 0.485 0.848 1

valuable insights into their relevance.In contrast, traditional IR metrics would be unable
to provide any insights without retrieving the labeled documents.

3.2.6 FID Correlation with IR Evaluation Metrics

We aim to examine the correlation between theFD measure and traditional IR evaluation
metrics. To achieve this, we calculate the ranked-based Kendall� correlation, for each pair
of metrics in Table 3.5 and Table 3.7 on the performance of the 12 retrievers introduced
earlier and report the results in Table 3.8. This set of evaluation metrics includes MRR@10,
FD at cut-o�s 1 and 10 (Section 3.2.3) andFD at cut-o�s 1 and 10 under URR setting
when no labeled data is retrieved (Section 3.2.5). As anticipated and illustrated in Figure
3.9, FD exhibits a negative correlation with MRR, as a lowerFD value indicates better
performance. Among these correlations,FD@10 shows the highest absolute correlation
with MRR@10 i.e., a correlation of -0.788. We suggest that this is becauseFD operates
based on the distribution of embedded representations of documents, which has shown to
work most stably when the number of samples increases [92, 49]. More interestingly,FD@1
and FD@1 with Unlabeled Retrieved Results (URR), obtain a correlation coe�cient of
0.687. Similarly, the correlation betweenFD@10 (Fr�echet Distance at 10) andFD@10 with
unlabeled retrieved items was found to be 0.848. The high correlation between evaluating
the original retrieved results vs without having any judged retrieved results further validates
the �ndings presented in sections 3.2.3 and 3.2.5.The Fr�echet Distance not only exhibits a
high correlation with traditional IR metrics but also demonstrates its capability in assessing
unlabeled retrieved items. These experiments let us answerRQ4 that FD shows a notable
correlation with traditional IR metrics. These properties increase the reliability of using
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FD for assessing IR systems.

3.2.7 Impact of Document Representation

Here, we examine the robustness of the Fr�echet Distance metric for assessing IR systems
with respect to the underlying language model to embed the retrieved documents and
relevance judgments. We aim to investigate how the choice of language model impacts
the quality of evaluating IR systems using the Fr�echet Distance measure considering this
change would vary the document feature vectors. For previous experiments, we utilized
a language model that was �ne-tuned on the MS MARCO dataset for ranking tasks.
However, now we study how the results would be impacted if we were to embed the retrieved
documents and ground truth in a di�erent space. As such, we present the same results
as in Table 3.5, using DistilBERT embeddings �ne-tuned on the MS MARCO training
set as well as the same results with a DistilBERT without any �ne-tuning. This analysis
aims to investigate whether a general-purpose language model can capture the necessary
information for accurate assessment, or if a language model speci�cally �ne-tuned for
ranking tasks in retrieval is required. Table 3.9 displays the obtained results. Surprisingly,
we observe that changing the language model from a �ne-tuned ranking model to a raw,
un�ne-tuned BERT model does not substantially impact the assessment outcomes. The
FD metric remains capable of e�ectively evaluating the performance of various retrieval
methods. For example, from Table 3.9, and under \DistilBERT No �ne-tuning" column,
we observe that BM25 achieves anFD@10 score of 4:410, whereas COLBERT, which is
expected to be a better model, achieves a score of 0:980.

The correlation betweenFD@10 and MRR@10 when using DistilBERT without any
�ne-tuning, is -0.739. Comparatively, when using �ne-tuned DistilBERT (as shown in Table
3.8), the correlation IS -0.788. As such, having a �ne-tuned language model speci�cally
for ranking task can improve the correlation with traditional IR metrics. However, even
without �ne-tuning, FD still demonstrates promising performance. Overall, the results
indicate that FD remains e�ective in evaluating the quality of retrieved results, even when
employing a general-purpose language model without �ne-tuning. Lastly, with respect
to RQ5 , we note that FD shows promising robustness w.r.t the document embedding
representation.
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Table 3.9: Comparison of the performance of di�erent retrievers when assessing with
MRR@10 andFD@10 on MS MARCO dev set With DistilBERT �ne-tuned on MS MARCO
as well as DistilBERT without any �ne-tuning. DistilBERT �ne-tuned on MS MARCO
shows� 0:788 Kendall� correlation with MRR@10 and DistilBERT without any �ne-tuning
shows� 0:739 Kendall � correlation with MRR@10.

FD@10

Category Method MRR@10
DistilBERT
MS MARCO

DistilBERT
No Fine-tuning

BM25 0.187 0.590 4.410
DeepCT 0.242 0.412 2.354Sparse
DocT5 0.276 0.331 2.050
RepBERT 0.297 0.159 1.223
ANCE 0.330 0.121 0.995
SBERT 0.333 0.132 1.008
ColBERT 0.335 0.117 0.980

Dense

ColBERT V2 0.344 0.118 0.982
UniCOIL 0.351 0.123 0.980Trained

Sparse SPLADE 0.368 0.120 0.964
ColBERT-H 0.353 0.116 0.973Hybrid

(BM25) ColBERT V2 -H 0.368 0.126 0.998
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3.2.8 Takeaway

In this section, we leveraged Fr�echet Distance to address the challenges of evaluating IR
systems with sparse labels. We measure the similarities between the embedded represen-
tation of retrieved results as well as the limited available relevant judged documents using
Fr�echet Distance. Through experiments conducted on datasets with sparse and more com-
plete ground truth labels, we demonstrated the e�ectiveness of the Fr�echet Distance in
evaluating IR systems. Our �ndings suggest that the Fr�echet Distance has signi�cant im-
plications for evaluating IR systems in real-world settings where obtaining comprehensive
ground truth labels can be challenging and expensive. Since FD does not speci�cally re-
ward having the exact gold answer as the output, it can also be used to evaluate di�erent
generative models, broadening the scope of evaluation in IR systems. This enables a direct
comparison between generated and retrieved results within the same evaluation framework.

Limitations

Finally, while this study provides valuable insights into the e�ectiveness of the Fr�echet
Distance in evaluating IR systems with sparse labels, there are a few limitations that should
be acknowledged. First, unlike traditional IR evaluation metrics, the Fr�echet Distance is
not applicable to individual queries and can only be used with sets of queries. Further
exploration is needed to understand how the sample size of the queries a�ects the quality
of the assessment. Second, the Fr�echet Distance assumes that the two distributions follow a
multivariate normal distribution. Lastly, it is important to note that the Fr�echet Distance
is an unbounded metric, and its range varies depending on the dataset's characteristics
and the number of samples under investigation.
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Chapter 4

Evaluation of Information Retrieval
Systems with Large Language Models

Large Language Models (LLMs) are increasingly being used for evaluation across a wide
range of domains, including natural language processing and automated content assess-
ment [151, 88]. The information retrieval community also has been an early adopter of
LLMs for relevance assessment [388, 221, 471, 344]. In this chapter, we begin by providing
an overview of how LLMs are reshaping evaluation paradigms in IR in Section 4.1. We
further explore how the evaluation of generative information retrieval systems di�ers from
that of traditional retrieval systems.

A growing body of work has demonstrated that LLM-generated relevance labels can
closely align with human judgments under various agreement metrics [398, 397, 254]. Moti-
vated by this, in Section 4.2 we systematically explore di�erent approaches to using LLMs
for generating relevance judgments for evaluating IR systems. We analyze their alignment
with human labels, as well as their agreement with system rankings. Finally, in Section 4.3,
we dive deeper into the role of prompting in LLM-based relevance assessments and how
prompt variations can in
uence evaluation outcomes.

4.1 Generative Information Retrieval Evaluation

The current and potential capabilities of GenIR systems were engendered by the increasing
capabilities of LLMs especially their ability to conduct zero-shot natural language tasks,
including summarization, query understanding, and query expansion. Most GenIR systems

60



Figure 4.1: A GenIR system as a synthetical search engine

replace the query and ranked list with a conversation and a written synthesis of information.
The searcher poses a question in potentially a longer, more natural and conversational
form. The system responds with a single coherent answer, which may be supported by
links to sources. Gienapp et al. [149] view a GenIR system as a \synthetical" search engine
that searches for sources, \compiles them, synthesizes missing information, presents it
coherently, and grounds its claims in the retrieved sources." The system provides searchers
with a single uni�ed answer \that covers a complex topic with in-depth analysis from varied
perspectives". Such interactions and outputs as shown in Figure 4.1 will require us to seek
a new evaluation model.

For evaluation purposes, we need not make any assumptions about the internal archi-
tecture of a GenIR system, which may simply be a single large neural model. In this case,
our evaluation must focus on the end-to-end interaction. A query or question is entered by
the searcher and the system responds with an answer, which may re
ect a larger conversa-
tional context, including personalization. Under this view, our core search metric becomes:
How good is this overall response? In traditional IR evaluation, the focus was often on the
output of a ranker. While whole-page relevance was a factor in evaluation, especially in
industry contexts [36], it was one of many factors. If we view a GenIR system as a black
box, whole-page relevance becomes a central factor.

While we can view a GenIR system as a black box for evaluation purposes, a RAG
architecture [146] often underlies a GenIR system. In Figure 4.2, we have simpli�ed the
architecture of a RAG system to its key components. At the front end, a searcher interacts
with a generative component, which in turn interacts with both an LLM and a retrieval
component. The retrieval component is used to search a corpus, which is assumed as
a source of ground truth { although, like any IR system, the corpus itself may contain
spam and documents of varying quality. Information provided by the RAG system to the
searcher requires support from the corpus. The generative component interacts with the
LLM for purposes of query understanding, query expansion, summarization, and similar
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Figure 4.2: RAG Architecture overview

tasks, while it interacts with the retrieval component through keyword or other queries
to �nd sources for its response. The system may interact with both the LLM and the
retrieval component multiple times before responding to a user's query, where the overall
approach may be retrieve-then-generate, generate-then-retrieve [1] , or a combination of
multiple generation and retrieval steps.

As shown in Figure 4.2, a RAG system may be evaluated at three points: (1) at the
front end, where we are evaluating the end-to-end performance of the system; (2) at the
top of the retrieval component, where we are evaluating the retrieval component in the
context of the overall GenIR system; and (3) at the point of interaction with the LLM. In
the context of the overall system, the retrieval component (#2) is essentially a subordinate
system returning a ranked list of items for the generative component. While a human
searcher may eventually be given links to items in the corpus, but these will be selected
by the generative component. Evaluating interactions with the LLM (#3) falls slightly
outside our scope into the broader topic of NLP evaluation, including the evaluation of
summarization and information extraction.

Evaluation of an end-to-end GenIR system (#1) introduces challenges beyond those
of traditional IR evaluation. Gienapp et al. [149] argue that the key di�erence between
a traditional search engine and a GenIR system is that the GenIR system is essentially
searching an in�nite corpus of all possible responses that could be synthesized by the
system [123]. Traditional IR test collections, such as those created by the TREC, try to
be reusable, with a nearly complete set of relevance judgments. With a �nite corpus, this
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approach is conceptually possible, with an in�nite corpus it is not.

One approach to evaluating the retrieval component (#2) would be to evaluate it as a
traditional search engine. Its role is to execute a query over a corpus of items and return
a ranked list of those items. To evaluate the retrieval component of a RAG system we
may be able to adapt existing o�ine evaluation methods. Even if the interface seen by
the searcher is no longer \ten blue links", internally we can imagine a similar interface
between the generative component and the retrieval component, although the browsing
models assumed by o�ine evaluation metrics no longer apply. These browsing models
often assume that the searcher has limited patience [277] or that the searcher will stop
scanning the ranked list after a relevant item is found [81]. A generative component might
be assumed to dig deeper into the ranked list and seek information from more multiple
sources.

RAG systems include a retrieval component (Figure 4.2), which supports retrieval over
a corpus that provides ground truth for our GenIR system. For evaluation purposes, we
might treat the retrieval component as an old-fashioned search engine, even if it itself
includes generative components. A query goes into the retrieval component and a ranked
list comes out. However, since this response is entirely internal to the GenIR system, it
need not only be a ranked list. It could be richer and more complex. The output of the
retrieval component must be tailored to the needs of the overall system, and not to the
needs of a human searcher.

If we view the retrieval component as an old-fashioned search engine, returning a ranked
list, we might employ traditional evaluation methods. If we think about the GenIR system
as internally browsing down the output of the retrieval component, we could use NDCG@10
as our metric. However, the GenIR has more \patience" than a human searcher, so the
NDCG discount function might not be the right one to use. The purpose of the retrieval
component is to return the items that the overall GenIR system needs to craft its response.

Even when supported by a retrieval component, GenIR systems might generate factu-
ally inaccurate or misleading responses. In traditional IR evaluation we assume that the
corpus is curated and can be trusted. If we can not trust it, then we �lter it for spam and
other misinformation. While in traditional web search some pages are higher quality than
others, the output of the search engine is a list of pages, which the searcher can ultimately
inspect for themselves. They are not depending on the search engine to summarize the
information for them. Since GenIR systems can hallucinate [391], it is not su�cient to
�lter the corpus for spam and misinformation. We must also evaluate the accuracy of
the end-to-end response. The �nal generated response can be false, or contain falsehoods,
even if the retrieved material is true. Fact checking must become a standard component
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of GenIR evaluation.

The accuracy of a traditional search engine depends on the accuracy of the information
in its corpus. The search engine may not be able to �nd relevant information, but when
it does, it does not alter or interfere with it. If the corpus contains misinformation, we
attempt to �lter it. For evaluation purposes, we measure the quality of the �lter. Since
a GenIR system can hallucinate misinformation, we must now evaluate accuracy of its
output, along with relevance and other traditional considerations.

In the case of GenIR, the entirety of the system's end-to-end response should be rel-
evant and nothing should be redundant, the boundaries between documents hold far less
importance. Everything in the response should be there for a reason, and in many cases
the response should include more than just the bare answer. The response might link to
background articles that support the response. It might provide opposing perspectives.
It might suggest cheaper or higher quality alternatives to a product. It might synthesis
similar responses from multiple sources into a single sentence. It might ask for clari�cation
or disambiguation.

In general, despite the challenges introduced by GenIR systems, we can still build
upon traditional evaluation strategies by considering both their similarities and di�erences
with earlier information retrieval systems. However, they must be carefully adapted to
capture the end-to-end behavior of GenIR systems. Tailoring evaluation to these new
characteristics is essential for producing meaningful and reliable assessments of GenIR
performance.

4.2 LLM-based Relevance Judgment for IR Evalua-
tion

In this section, we speci�cally focus on how generative models reshape perspectives in eval-
uating information retrieval systems through LLM-based relevance judgments. There have
long been attempts to automate the process of relevance judgment [260, 259, 328, 368].
However, with the emergence of LLMs, automated relevance judgment has gained signi�-
cant attention[397, 318]. If we can automate relevance judgments, we can automate eval-
uation itself|reducing human labor, scaling evaluations, and making the process faster
and more cost-e�ective. While automated evaluation metrics o�er scalability, human judg-
ment remains essential for capturing subjective quality measures and ensuring alignment
with human labels [419, 17]. To enable e�ective hybrid evaluations, automated methods,
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particularly those based on LLMs, must be aligned with human judgment [191]. Further-
more, conclusions drawn from annotations should be interpretable for system comparison.
For instance, in LLM-based relevance judgments for information retrieval evaluation, it is
crucial to understand how these judgments in
uence system rankings and measure system
e�ectiveness. LLM-based relevance assessment is not only valuable for assessing IR sys-
tems but may also play a crucial role in evaluating RAG systems, where answers are not
necessarily derived from a �xed collection [458].

The authors of [131] pioneered LLM-based relevance judgments by discussing the po-
tential for various levels of collaboration between humans and machines in evaluating
IR systems. Thomas et al. [388] illustrate that LLM-based relevance judgments have
on-par quality as human annotators and they could even be deployed at an industrial
scale, as implemented at Microsoft Bing. While these studies reported a high rank-
based Kendall's � correlation (typically above 0.85) between human and LLM-graded
judgments [2, 131, 254, 388], they also highlight a lack of calibration between automated
relevance judgments and human assessments, with LLM-based assessment often assigning
higher grades on average [398].

Studies have shown that LLM-based relevance assessments can achieve accuracy com-
parable to, or even exceeding, that of human annotators, as demonstrated in real-world
systems like Bing [388]. These models not only reduce labeling costs but also address "as-
sessment holes" where unjudged results in traditional test collections lead to performance
underestimation of newer models [23]. However, the growing reliance on LLMs for evalu-
ation introduces challenges of consistency, alignment, and transparency. As Faggioli et al.
[131] note, evaluations in IR must remain grounded in human judgment to maintain trust
and reliability.

In fact, despite the success of LLM relevance assessments, several papers have raised
concerns about their robustness and their alignment with human preferences. Alao� et al.
[10] report a \tendency for many LLMs to label passages that include the original query
terms as relevant." They demonstrate that merely injecting query terms into a document
or even adding an explicit statement that the document is relevant can in
uence an LLM to
label the document as relevant. Clarke and Dietz [98] report an experiment demonstrating
that LLM assessment can be biased toward LLM-based re-ranking methods. The authors of
the UMBRELAassessment tool [398, 397]{which was used for automated evaluation of TREC
RAG 2024{ found that when asking LLMs and humans to rate relevance using graded
values, humans tend to apply stricter criteria. For instance, when analyzing three years of
TREC Deep Learning track data (2019{2021) usingUMBRELAand comparing it to human
judgments, it was observed that on average humans labeled over 13% more documents as
non-relevant (14,961 vs. 17,376). Conversely, LLMs were more lenient in judging relevance,
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labeling over 26% more documents as perfectly relevant (3,063 vs. 2,429). This observation
suggests that LLMs may interpret relevance more liberally than humans. Di�erences be-
tween human and LLM-based relevance judgments are also re
ected in statistical measures
of alignment with human labels and agreement with system rankings [108, 398, 324, 131].
To the best of our knowledge, the extent to which these discrepancies impact the interpre-
tation of evaluation results across di�erent LLM-based evaluation methods has not been
extensively studied. This gap may be due to the lack of available data and the limited
diversity of LLM-based relevance judgments for a given dataset.

Given the 
exibility of LLMs in language processing tasks, we are no longer constrained
to standard methods for relevance assessment. Methods that once required substantial
human labor | which may have impeded their adoption { now become feasible due to
the reduced costs associated with LLM-based assessment. However, there has been limited
exploration of alternative methods or a comprehensive comparative studies of methods
beyond graded relevance assessment.

With the goal of placing di�erent relevance judgments on a \level playing �eld" in this
section, we compares various LLM-based relevance assessment methods, including:

1. Traditional relevance judgments in bothBinary [131] and graded forms (UMBRELA) [398]

2. Two nugget-based methods { one document-agnostic (Exam) [132, 346] and one
document-dependent (AutoNuggetizer ) [318]

3. A pairwise preference-based relevance judgment method.

To minimize the in
uence of prompt engineering and enhance reproducibility, as much
as possible we rely on established tools and prompts.

Our of our objectives here is to help comparing di�erent LLM-based relevance judgment
systems on a level playing �eld by considering two factors:

1. Alignment with human labels : The degree to which LLM-generated relevance
judgments re
ect the document ordering imputed by human labels.

2. Agreement with system rankings : The consistency between system rankings
produced using LLM-generated labels and those derived from human labels.

As observed earlier, LLMs can be more lenient in judging relevance. The �rst factor
(\alignment") allows us to side-step this issue by focusing on the order in which documents
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are placed by the various assessment methods. For example, if human assessment assigns
a higher grade to one document vs. another, we expect LLM-based assessment to provide
a consistent ordering, even if the LLM assigns di�erent grades. Although the various
assessment methods express relevance in di�erent ways, e.g., grades vs. nuggets, alignment
with human labels allows us to make a direct comparison between di�erent relevance
judgment methods. Full details are provided in Section 4.2.3. For similar reasons, for
the second factor we employ an 
exible evaluation measure \compatibility" that naturally
adapts to any relevance assessment method [101]. Compatibility essentially compares a
given ranking to the ideal permutation of judgments. Since it operates on relative relevance
rather than absolute values, it enables meaningful comparisons between di�erent relevance
judgment approaches. Further details on how compatibility is computed and how we apply
it in our study are provided in Section 4.2.4.

In this section, we �rst curate a comprehensive resource of relevance judgments gener-
ated using �ve distinct methods|binary relevance, graded relevance, pairwise preference,
document-agnostic nugget-based evaluation, and document-dependent nugget-based eval-
uation with GPT-4o and four benchmark datasets (TREC DL 2019, TREC DL 2020,
TREC DL 2021, and ANTIQUE). All relevance judgments, along with code and experi-
mental results, are publicly available on our GitHub repository1. We systematically com-
pare LLM-generated relevance judgments with human labels, ensuring a fair and consistent
evaluation by placing them on the same playing �eld. As new large language models appear
and assessment methods are proposed, these judgments provide a baseline for evaluation.
Further, we introduce a method for assessing how well di�erent relevance judgment ap-
proaches align with system rankings, providing a standardized framework for cross-method
comparison.

4.2.1 Assessment of Relevance Judgment

Alignment with Human labels.

Discrepancies exist between human and LLM-based relevance judgments. For instance,
humans are found to be generally more strict in de�ning relevance compared to LLMs
[397, 398, 267]. These di�erences are also re
ected in statistical agreement measures, such
as Cohen's Kappa (� ). When comparing human and LLM assessments, Faggioli et al.
[131] report binary � values between 0.07 and 0.49 (slight to moderate). Upadhyay et al.
[398] report � agreement for binary and graded relevance judgment between LLM and

1https://github.com/Narabzad/llm-relevance-judgement-comparison
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human annotations. For binary, they report � between 0.4 and 0.5 (moderate) and for
four-point values between 0.3 and 0.4. Rahmani et al. [324] report an experiment in which
seven independent research groups applied their prompts and LLM-based assessment tools
to label a common set of query/document pairs on a four-point graded relevance scale.
No group achieved a� over 0.45, when compared with human labels, with all but one
submission having� values below 0.4. As a basis for comparison, human-human� values
can be above 0.5 on binary assessment [108].

Agreement with System Rankings.

In addition to a direct comparison of relevance labels, information retrieval researchers
often evaluate relevance grading methods and evaluation metrics by computing Kendall's
Tau (� ) correlation between system rankings [404]. Kendall's� measures the rank corre-
lation between two ordered lists, accounting for concordant and discordant pairs. In the
context of evaluation experiments, such as TREC tasks, Kendall's� quanti�es the consis-
tency between the rank orderings induced by two di�erent evaluation metrics across a set
of submissions (i.e., \runs" or \systems"). In comparing o�cial TREC binary relevance
labels with an independently created set of labels on runs submitted to the TREC-6 ad-
hoc retrieval task, Voorhees [404] report a Kendall's� = 0:8956, where the corresponding
Kappa is 0.52 [108]. Thus, if we are replacing human labels with LLM-generated labels, a
Kendall's � of 0:9 could serve as a minimum benchmark for acceptability.

LLM-generated labels approach or exceed this standard when compared to human
labels. Faggioli et al. [131] report� = 0:86 on TREC 2021 Deep Learning runs when
comparing human labels with labels generated by GPT-3.5. Similarly, Upadhyay et al.
[398] report � values between 0:87 and 0:94 on TREC 2019 to 2023 Deep Learning runs
when comparing human labels with labels generated by theirUMBRELAassessment tool.
Furthermore, Upadhyay et al. [397] report� = 0:89 on TREC 2024 runs using the same
tool.

Alignment vs. Agreement. While previous studies have compared prompts for LLM-
based graded assessment [324], to our knowledge, no prior work has systematically com-
pared di�erent LLM-based relevance assessment methods. Various research teams have
reported results on di�erent datasets, but due to the lack of comprehensive experiments,
there has been no uni�ed comparative analysis. This gap arises not only because relevant
datasets and judgments are sometimes computationally/�nancially expensive to generate
but also due to the absence of a clear and standardized methodology for making such
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comparisons. Here, we address these challenges by: (1) providing comprehensive LLM-
based relevance judgments using �ve di�erent methods and two di�erent LLMs across
four datasets, and (2) introducing two methodologies for comparing LLM-based relevance
judgments|one based on alignment with human labels and the other on agreement with
system rankings. By standardizing the evaluation process, we enable a more rigorous and
reproducible comparison of di�erent LLM-based assessment approaches.

4.2.2 Relevance Judgment Methods

In this section, we present a detailed explanation of the LLM-based relevance assessment
methods. To ensure replicability and to minimize potential bias introduced by prompt
engineering, we have relied as much as possible on the tools and prompts developed by
prior work. We note that all the experiments have been conducted with a temperature of
0.

Binary Relevance Assessment

Binary relevance assessment is a straightforward approach assessing relevance, which has
been widely employed within the information retrieval community for much of its his-
tory [105]. Its simplicity makes it a popular choice and a strong foundation for evaluation
metrics like precision, recall and so on. A documentd is evaluated to determine whether
it satis�es the information need underlying a queryq. Given a queryq and a documentd,
a Binary relevance functionB(q; d) maps the query-document pair to a labelr :

B(q; d) = r; where r 2 f 0; 1g (4.1)

Here, r = 1 indicates relevance, whiler = 0 signi�es non-relevance.

Binary judgments, while easy to understand and interpret with assessors less likely to
disagree on labels compared to graded scales [262, 197, 198], can oversimplify the relevance
spectrum, failing to capture more nuanced degrees of relevance. Moreover, de�ning con-
sistent boundaries between relevance grades is di�cult. Faggioli et al. [131] were among
the �rst to leverage LLMs for binary relevance judgments. Forbinary assessment we re-
produce their prompt, which explicitly instructs the LLM to act as a TREC assessor when
determining if a document is relevant to a query. Their prompt has previously shown high
agreement with human judgments on datasets including REC-DL 2021 [115] and TREC-8
[167].
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Graded Relevance Assessment

Early e�orts in IR, highlighted the need for richer annotations to better evaluate retrieval
systems [57, 167, 405]. As such, graded relevance judgment extend binary relevance by
assigning a relevance grader from a prede�ned set of levels, typically ranging from 0 (non-
relevant) to rh (highest relevance). For a given queryq and documentd, a graded relevance
function G(q; d) maps the query-document pair to an integerr , where:

G(q; d) = r; where r 2 f 0; 1; : : : ; rhg: (4.2)

The number of levels (h + 1) is often 4 or 5 in standard test collections. For instance,
the TREC datasets use scales ranging from 0 (not relevant) to 3 (perfectly relevant) [112].
Graded relevance judgments enables �ner-grained evaluation metrics such as nDCG, with
the goal of making evaluation better aligned with real-world user satisfaction, where not all
relevant documents are equally useful. However, graded relevance su�ers from problems of
subjectivity, where assessors may disagree on the label to assign to a particular document.
As a result, graded relevance requires more detailed guidelines and training for assessors.

As LLMs became prominent, several researchers explored their use in generating graded
relevance judgments [26, 9, 2, 267, 388]. Notably, Bing researchers announced that they
had replaced human annotators with LLMs for some production-level relevance judgments,
demonstrating the potential of LLMs to replace or augment human assessment [388]. The
UMBRELAmethod [397], provides open-sourced prompts replicating Bing's LLM-based rele-
vance judgment system, demonstrating high agreement with system rankings, particularly
in the TREC RAG 2024 evaluation. For this study, we adoptedUMBRELA2 prompts and
implementation with a zero-shot setting.

Nugget-based Relevance Assessment

To facilitate the assessment process, some evaluation methods decompose the information
need underlying a query. Di�erent papers give di�erent names to the products of this
decomposition, including \facets", \subtopics", \rubrics", and \nuggets". To maintain
consistent terminology throughout this thesis, we will refer to them as \nuggets". Nuggets
facilitate a more granular and detailed assessment of a document's relevance. By consid-
ering relevance of the nuggets that a document satis�es, we can determine not only if a
document is relevant to a query but also to what extent, and from which perspective, it
ful�lls it. This approach enhances the explainability of relevance judgments compared to

2https://github.com/castorini/umbrela/tree/main
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coarse-grained methods. Prior studies [309, 309, 263] have shown that nugget-based frame-
works improve the interpretability of relevance judgments in information retrieval systems.
For this study, we adopt two distinct LLM-based relevance assessment approaches within
the larger nugget-based framework:

1. A Document-agnosticapproach calledExam[133, 346] where nuggets are extracted
solely based on the main query ADocument-dependentmethod calledAutoNuggetizer
[318], which extracts nuggets from documents which are known to be relevant to the
query.

Document Agnostic ( Exam) Older TREC tracks employed subtopics manually ex-
tracted from queries to facilitate relevance judgment tasks [97, 454]. Under theExam3

method [133, 346], an LLM is prompted to generate nuggets based on the query alone |
independent of any retrieved documents. This document agnostic approach avoids biases
potentially introduced by using relevant documents as the source of nuggets but also limits
nuggets to those that can be generated by the LLM without any additional context. This
document-agnostic approach ensures that the rubric generation is purely query-driven.

ExamNugget Generation: For a given queryq, Examderives 10 nuggets, denoted as
NE(q) = f N q

1 ; N q
2 ; : : : ; N q

10g. The prompts used byExamrequire the extracted nuggets to be
concise and insightful questions, which together are intended to provide complete coverage
for the query.

Nugget-Based Assessment After the nuggets are generated,Examdetermines the ex-
tent to which a given document satis�es each nugget. Both binary and graded judgments
may be employed at the per-nugget level.

ˆ Exam-Binary: For documentd, an LLM is prompted to make a binary judgment with
respect to each nuggetN q

i , where B(N q
i ; d) is 1 if the document is relevant toN q

i ,
and 0 otherwise. These binary judgments are then aggregated to give a score for the
document as follows:

Eb(q; d) =
1

jN E(q)j

jN E (q)jX

i =1

B(N q
i ; d) (4.3)

3https://github.com/laura-dietz/flan-t5-exam-appendix
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ˆ Exam-Graded: As proposed by Farzi and Dietz [133], an LLM is prompted to assign
an integer relevance grader 2 [1; 5] to each nuggetN q

i indicating the degree to which
the documentd satis�es it. Further,we aggregate these per-nugget relevance grades
in two ways, which are discussed separately below. The grades are de�ned as follows:

{ 1: The document minimally addresses the rubric.

{ 2: It partially satis�es the rubric with limited relevance.

{ 3: It provides substantial relevance but lacks completeness.

{ 4: The rubric is well-covered with minor omissions.

{ 5: The document fully satis�es the rubric, o�ering comprehensive relevance.

Graded Nugget Aggregation After Exam-Graded assigns a per-nugget relevance grade,
these grades can be aggregated in two way to produce an overall score for a document:

ˆ Exam-Graded Max: This is the original aggregation proposed by Farzi and Dietz [133]
which selects the maximum score across all nuggets:

Egmax (q; d) =
jN E (q)j
max
i =1

Eg(N q
i ; d) (4.4)

ˆ Exam-Graded Mean: In addition, we explore a second aggregation function that com-
putes an average score across nuggets:

Egmean (q; d) =
1

jN E(q)j

jN E (q)jX

i =1

Eg(N q
i ; d) (4.5)

Document Dependent ( AutoNuggetizer )

This method generates nuggets based on both a query and relevant documents. Unlike the
query-only approach inExam, AutoNuggetizer [318] anchors nugget generation to docu-
ments that were judged as relevant. This coupling provides richer contextual grounding
for the nuggets but may also introduce potential biases toward the source documents. The
overall approach is similar to that of Pavlu et al. [309], who proposed a nugget-based test
collection created through human assessment. We note that for implementing all of the
following steps, we used prompts provided byAutoNuggetizer [318].
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Nugget Generation.Given a queryq , the nugget generation process inAutoNuggetizer
considers a set of documentsDq that have been judged relevant to the query. We denote
the set of nuggets generated by an LLM withAutoNuggetizer as

NA (q; Dq) = f N q
1 ; N q

2 ; : : : ; N q
ng;

wheren < 30 and each documentd 2 Dq satis�es B(d; q) > 0 or G(d; q) > 0. This ensures
that nuggets are derived exclusively from documents deemed relevant to the queryq .

The nugget generation process is an iterative process that analyzes all relevant docu-
ments d 2 Dq. This process is intended to ensure that the generated initial nuggets are
neither too broad nor overly speci�c. Nuggets capturing similar concepts are recursively
merged to maintain clarity and reduce redundancy. If the total number of nuggets exceed
the limit (30) , the process involves merging redundant nuggets or removing less important
ones.

Nugget Importance.After nugget generation, each nugget is categorized based on their
importance into one of two groups: (1)Vital nuggets, which are essential for a good
response, and (2)Okay nuggets, which are useful but not critical for completeness. Further,
all nuggets are sorted by their importance, and the top 20 most important nuggets are
selected. Some queries may result in fewer than 20 nuggets, and in certain cases, nuggets
may be truncated during this process. The �nal nugget set for queryq is denoted as:

NAsorted (q; Dq) = f (N q
1 ; I 1); (N q

2 ; I 2); : : : ; (N q
n ; I n )g;

where N q
i represents a nugget, andI i is its importance, either vital or okay. N i is as

important as or more important than N j if i < j:

Nugget Assignment. Once the nugget list is �nalized, the LLM assesses documents
based on how well they support each nugget. Each documentd and nuggetN i is assigned
SP(N q

i ; q) with one of the labels: f support , partial support , not support g.

Aggregation. The relevance of a documentd for a queryq is computed based on nugget
assignments with two di�erent scoring functions.Si is score of nuggetN q

i for query q and
a more strict version of scoringSSi focuses only on nuggets that are eithersupport ed or
not support ed, omitting the partial support ed of as follows:
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Table 4.1: Scoring Metrics for Nugget Evaluation.nv and no stands for vital nuggets and
okay nuggets respectively.s

v
i and so

i indicates the scoring only on vital nuggets and okay
nuggets respectively.na, nv and no represents number of all nuggets, vital nuggets and
okay nuggets respectively.

Metric De�nition Metric De�nition
All ( A) =

P
i

Si
na

All Strict ( Astrict ) =
P

i SSi

na

Vital ( V) =
P

i
sv

i
nv

Vital Strict ( Vstrict ) =
P

i ssv
i

nv

Weighted (W) =
P

i sv
i +0 :5�

P
i so

i
nv +0 :5�no

Weighted Strict (Wstrict ) =
P

i ssv
i +0 :5�

P
i sso

i
nv +0 :5�no

Si =

8
><

>:

1; SP(N q
i ; d) = support

0:5; SP(N q
i ; d) = partial support

0; SP(N q
i ; d) = not support

(4.6)

SSi =

(
1; SP(N q

i ; d) = support

0; SP(N q
i ; d) = not support

(4.7)

Upadhyay et al. [397] propose six di�erent aggregation functions, varying the focus between
vital nuggets only or all nuggets, and distinguishing between stricter scoring (SS) and more

exible scoring (S). These aggregation functions are summarized in Table 4.1, where three core
scoring functions are de�ned, and by replacingSi with SSi , the total expands to six scoring
functions: Here, we refer to them asNuggets All (A) and Nuggets All (A) Strict , which
assign weights to all nuggets;Nuggets Vital (V) and Nuggets Vital (V) Strict , which focus
exclusively on vital nuggets and disregard the okay nuggets; and a weighted summation of vital
and okay nuggets,Nuggets Weighted (W) and Nuggets Weighted (W) Strict , where greater
weight is assigned to vital nuggets compared to less important ones.

Pairwise Relevance Judgments

Pairwise preferences judgments provide a simple way to capture human feedback that ensures
better inter-assessor agreement [196, 102, 70, 342, 434]. Human preference labels are also central
to the reinforcement learning from human feedback (RLHF) process used to tune LLMs and
other models [93]. Pairwise judgments are less sensitive to subjective biases and focus on ordinal
relationships, which are often more consistent across assessors [102, 441]. Pairwise relevance
judgment evaluates the relative relevance of two documents with respect to a given query. Instead
of assigning absolute relevance scores or grades, this method asks the question \Which document
is more relevant to the query?"
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Formally, given a query q and two documents da and db, a pairwise function P(q; da; db)
determines the relative preference between the documents. To avoid positional biases, for LLM-
generated preference judgments we repeat the assessment by swappingda and db. In case both
P(q; da; db) and P(q; db; da) agreed on the output, we consider the output document to be more
relevant than the other one. Otherwise, we consider outcome to be atie i.e., both document
enjoy the same level of relevance. In other words:

P(q;[da; db]) =

8
><

>:

da if P(q;[db; da]) = P(q;[da; db]) = da

db if P(q;[db; da]) = P(q;[da; db]) = db

tie if P(q;[db; da]) != P(q;[da; db])

(4.8)

Since there are no established LLM-based relevance assessment tools for pairwise preference
judgment, we developed our own prompt based on the instructions given to human preference
judges by Clarke et al. [102]. As discussed above, the LLM is prompted twice, with the passages
reversed, to minimize positional bias. While complete judgments forn documents would require
O(n2) preference judgments, we follow the sampling process of Clarke et al. [102] which reduces
the total number of judgments to O(n), or more speci�cally to less than P � n judgments, where
P = 7, the default in their code release. For aggregation, we assign an overall score to a document
by counting the number of pairings it wins, ignoring ties, similar to a Borda score.

4.2.3 Alignment with Human Labels

In this section, we detail methodologies for determining the degree to which LLM-generated
relevance judgments re
ect preferences imputed by human labels. For each of the methods
described in Section 4.2.2, we measure alignment with human labels by asking the following
question:

When human assessment determines that one response to a query is better than
another, how often does LLM-based assessment agree?

This approach allows us to compare methods that are based on di�erent approaches to relevance
judgment. Since some test collections use di�erent relevance grades, and since some queries do
not have documents at each relevance level, for each query we group the relevance judgments into
three categories as follows, simplifying and unifying our analysis:

ˆ Best known: For each query, these are the relevant judged documents at the highest grade
of relevance for that query. Given a 4 scale level of relevance (0-3) Some queries may have
no relevant document with grade 3, or even grade 2, although we assume all queries have
at least one judged non-relevant document.
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ˆ Acceptable: For each query, these are the relevant documents that fall between the grade
of the best knownanswer and the judged non-relevant ones (grade 0).

ˆ UnAcceptable: For each query, these are the documents judged as not relevant to the query
(grade 0).

Each method is measured in terms of its ability to make assessments that are consistent with
the order imputed by these categories. If an LLM-based relevance assessment method orders
documents consistently with these categories, it is said to \Agree" with human labels. If an
LLM-based relevance assessment method orders documents inconsistently with these categories,
it is said to \Disagree" with human labels. If an LLM-based relevance assessment method assigns
the same score to documents from di�erent categories, it is considered a \Tie".

To study the alignment of relevance judgments with human labels, we assess the performance
of a relevance judgment method� on document pairs drawn from three categories: \Best",
\Acceptable" and \UnAcceptable". For a given query q, let Dq = f Dbest; Dacc; Dunaccg represent
the sets of judged documents in these categories. If documents in categoryc0 has a higher level
of relevance compared toc then for every pair hdq

c; dq
c0i where dq

c 2 D q
c and dq

c0 2 D q
c0, dq

c0 has a
higher relevance level thandq

c (e.g., D q
c0 = Dbest and D q

c = Dacc). We measure the following as
the Human alignment of � between two pairs of document:

H � (dq
c; dq

c0) =

8
><

>:

Tie if � (dq
c0) = � (dq

c);

Agree if � (dq
c0) > � (dq

c);

Disagree if � (dq
c0) < � (dq

c):

(4.9)

Finally, we compute the average ofH � (dq
c; dq

c0) across all pairs of documents in the two cate-
goriesD q

c and D q
c0, which represents the human alignment of� between two levels of relevancec

and c0:

H � (c; c0jA ) =
1

jD q
c j � j D q

c0j

X

dq
c 2 D q

c

X

dq
c02 D q

c0

1
�
H � (dq

c; dq
c0) = A

�
; (4.10)

where 1(�) is an indicator function that evaluates to 1 if the condition inside holds true,
and 0 otherwise. For instance, if we are computing alignment with agreement,A = Agree,
H � (c; c0jA ) counts only the cases where the outcome of equation 4.9 is "Agree", normalizing it
over the total number of comparisons. The relative di�culty of these comparisons depends on the
gap between relevance level of documents inDc and Dc0. For instance, distinguishing between
"Best" and "UnAcceptable" documents is generally easier than distinguishing between "Best"
and "Acceptable" as the latter two categories might both enjoy some level of relevance.
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We make comparisons between documents in the three categories as follows: 1) Best vs.
Acceptable, 2) Acceptable vs. UnAcceptable, and 3) Best vs. UnAcceptable. We do not make
comparisons between document in the same category (e.g., Best vs. Best). Even if an LLM-based
method would indicate a di�erence between two documents in the same category, we do not know
if this di�erence is due to the LLM recognizing a �ner distinction in relevance or due an error
on the part of the LLM. Given the limited number of relevance labels, we do not expect that
documents assigned the same label are truly \tied" in relevance, and we do not demand that an
LLM-based relevance assessment method assign them the same score. In measuring alignment,
we focus on comparison where the human labels indicate a clear di�erence in relevance. Like
Kendall's � , this approach to measuring alignment with human labels focuses on the ordering of
paired items (concordant vs. discordant) but with ties handled in an application speci�c way.

4.2.4 Agreement with System Rankings

In addition to ensuring relevance judgments are aligned with human labels, relevance judgments
must also enable e�ective system ranking. Di�erent relevance judgment methods | such as
binary, graded, and nugget-based | produce outputs on varying scales depending on their ag-
gregation strategies. For instance,Examcan yield di�erent ranges of outputs depending on the
aggregation strategy used.AutoNuggetizer provides six distinct aggregation methods, each with
its own range of values and scale. To apply traditional IR evaluation metrics like nDCG, it is
necessary to map these outputs to proper integer grades. However, the diverse scales and range
and 
oating-point outputs make this mapping ambiguous. Therefore, it is not possible to easily
calculate traditional IR evaluation metrics with di�erent relevance judgment methods.

To allow a direct comparison between relevance assessment methods, despite their varying
scales, we adopt thecompatibility evaluation metric introduced in Clarke et al. [104]. Com-
patibility o�ers a robust framework for comparisons between relevance judgment methods by
focusing solely on the relative ordering of query-document pairs rather than their absolute scores.
Compatibility is agnostic to the numerical scale used to express relevance assessments, enabling
comparisons across diverse methods. Further, it allows direct comparisons between di�erent
relevance judgment methods without requiring normalization or recalibration of scores.

Let us consider an ideal rankingset I , which represents the preferred ordering of documents
for a query. It is constructed from a set of e�ectiveness levels f L 1; L 2; : : : ; L T g, where L T �
L T � 1 � : : : � L 1 and L T contains the most relevant documents. Documents within the same
level L i are considered equivalent and can appear in any order. Non-relevant documents belong
to L 0 are excluded from the ideal ranking. As such, we can obtain an ideal set of rankingI � for
any given relevance judgment method� by sorting the documents of a given query based on their
di�erent levels of relevance. The number of levels inI � may vary across methods, as� might
produce di�erent ranges of relevance.
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Given an actual ranking R, the ideal ranking set I � represents the set of ranking permutations
created by ordering documents within each relevance levelL i according to their positions in R.
By aligning the document order within each level to various permutations consistent with R,
I � ensures the ideal ranking is both closely aligned withR and robust to ties within R. I 0 is
a permutation in I � where the relevance levels are correctly ordered, but documents within the
same level may appear di�erently in di�erent permutations.

We can measure the similarity betweenR and any I 0 2 I with any appropriate rank simi-
larity measure. Following Clarke et al. [101], we use Rank Biased Overlap (RBO) [421], a rank
similarity measure that emphasizes agreement at higher ranks. RBO is 
exible in controlling the
weight assigned to deeper ranks, with largerp values placing greater emphasis on lower-ranked
documents. As suggested in [102], we setp = 0 :9. Finally the compatibility score is de�ned as
the maximum RBO value betweenR and any ranking permutation I 0 in the set of ideal rankings
I � :

Compatibility( R; I � ) = max
I 02I �

RBO(R; I 0) (4.11)

In summary, compatibility measures the similarity of a ranking to the most similar ideal permu-
tation of relevance judgments.

This process entails the following:

1. Sorting the documents based on their relevance levelsL T ; L T � 1; : : : ; L 1, ensuring that
higher relevance levels appear at the top of the ideal ranking and

2. Within each level L i , arranging the documents to match the order ofR as closely as possible.

This approach ensures a fair comparison by preserving the relative ordering within equivalence
levels while accommodating variability in relevance levels across di�erent relevance judgment
methods and it is de�ned as:

RBO(R; I 0) = (1 � p)
1X

i =1

pi � 1 jR1:i \ I 0
1:i j

i
; (4.12)

where R1:i and I 0
1:i denote the top i items in R and I 0, respectively.

4.2.5 Experiments and Results

We conduct experiments on three passage ranking datasets from the TREC Deep Learning (DL)
Tracks i.e., TREC DL 2019 [112], TREC DL 2020 [113], and TREC DL 2021 [115], along with
the ANTIQUE dataset [164], a benchmark for non-factoid question answering.
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Table 4.2: Statistics of datasets used in our experiments.
Dataset Queries Non-relevant Related Relevant Perfectly Relevant
DL 2019 43 5,158 1,601 1,804 597
DL 2020 45 7,780 1,940 1,020 646
DL 2021 57 4,338 3,063 2,341 1,086
ANTIQUE 200 1,642 2,417 1,196 1,334

For all TREC DL datasets, human annotators from the National Institute of Standards and
Technology (NIST) conducted relevance assessments using a four-point graded scale including
Perfectly relevant (3), Highly relevant (2), Related (1) and Irrelevant(0). More information
about these datasets can be found in Chapter 2.

We extend our experiments beyond just TREC-style relevance judgment assessment by con-
ducting experiments on a non-factoid question answering benchmark, ANTIQUE dataset [164].
ANTIQUE consists of 2,626 non-factoid questions sourced from Yahoo! Answers, accompanied
by 34,011 manually annotated relevance judgments. The test set includes 200 queries, judged by
multiple annotators using a four-level relevance scale. To ensure annotation quality, each answer
in ANTIQUE dataset was evaluated by three annotators, with disagreements resolved through
additional annotation rounds or expert adjudication.

Table 4.2 summarizes the datasets used in our experiments, detailing the number of queries
and the distribution of relevance judgments across di�erent graded levels. Evaluating both the
TREC Deep Learning datasets and the ANTIQUE dataset allows us to assess the generalizability
of our approach across diverse retrieval tasks.

Alignment with Human Labels

In this section, we present the results of the experiments described in Section 4.2.3, where we
measure the average alignment of each relevance judgment method with human labels across
various levels of relevance. The results are based on the methods described in Section 4.2.2 and
are evaluated on four datasets. Each bar in Figure 4.3 is stacked to show the percentage of pairs
for which the method agrees with human judgment (green), results in a tie (gray), or disagrees
(red). The \Agree" category indicates that the method ranks a document from a higher relevance
category above a document from a lower relevance category, matching human the order imputed
by human labels. The \Tie" category represents cases where the method assigns the same score to
both documents { even though they were from di�erent levels of relevance as annotated by human
{ indicating uncertainty or indistinguishability for the relevance judgment method. Finally, the
\Disagree" category represents cases where the method assigns a higher score to a document from
a lower relevance category. Higher agreement percentages indicate better alignment with human
labels.

79



Figure 4.3: Human alignment results for di�erent LLM-based Relevance Judgment meth-
ods on DL-19, DL-20, DL-21, and ANTIQUE (top to bottom rows). Within each dataset,
comparisons are shown across di�erent relevance categories: Best vs. UnAcceptable, Ac-
ceptable vs. UnAcceptable, and Best vs. Acceptable (leftmost to rightmost columns).
Darker colors re
ect greater ease in distinguishing between the two categories of relevance.
The agreement values are calculated using Equation 4.10.
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Figure 4.4: Compatibility (LLM assessment) vs nDCG@10 (human assessment) for the
relevance assessment methods with the highest Kendall correlation (see Table 5.5) on runs
submitted to TREC DL-20 and DL-21. Plots for all assessment methods and datasets are
included in the github repo.

The columns in Figure 4.3, moving from left to right, correspond to comparisons with de-
creasing relevance distinctions (e.g., Best vs. UnAcceptable, to Best vs. Acceptable). Methods
generally achieve higher agreement rates when the relevance distinction between categories is
more pronounced (the leftmost column). As expected, alignment is signi�cantly higher for Best
vs. UnAcceptable comparisons compared to the other two columns. As we move to �ner distinc-
tions, such as Best vs. Acceptable, the agreement rate decreases, while ties and disagreements
increase.

The preferences method consistently achieves the highest agreement rates across all datasets,
indicating strong alignment with human labels. For example, in the Best vs. UnAcceptable com-
parison, preferences achieve average agreement of 91% across all datasets. Even in more chal-
lenging scenarios e.g., as Best vs. Acceptable,preferences still maintain an average agreement
of 71%, outperforming other methods. UMBRELAand Nuggets All are the next best-performing
methods, with average agreement rates of 79% and 77% for Best vs. UnAcceptable across all
four datasets.

Nugget-based methods such asNuggets A and Nuggets Wexhibit acceptable alignment on
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Table 4.3: Kendall � correlations for di�erent relevance judgments with against compati-
bility (p = 0.9). As a basis for comparison, the \original human" values show the extent to
which compatibility correlates with nDCG@10 under the original human labels. Highest
correlation is bolded; second-highest is underlined.

Metric DL-19 DL-20 DL-21

Original human 0.953 0.956 0.916

Binary 0.869 0.922 0.904
UMBRELA 0.920 0.894 0.890
Exam-Binary 0.794 0.881 0.711
Exam-Gradedmax 0.881 0.890 0.863
Exam Gradedmean 0.863 0.890 0.832
Nuggets A 0.863 0.866 0.769
Nuggets A strict 0.857 0.791 0.810
Nuggets V 0.839 0.747 0.712
Nuggets V strict 0.836 0.685 0.712
Nuggets W 0.860 0.829 0.760
Nuggets W strict 0.824 0.767 0.794
Preferences 0.911 0.852 0.816

the TREC DL datasets but struggle on the ANTIQUE dataset. This performance drop on
ANTIQUE may be attributed to its non-factoid nature, where broader and more diverse nuggets
are possible. In fact, nugget-based methods display high variability, often excelling on one dataset
while underperforming on another, suggesting a lack of consistency.

The ANTIQUE dataset also exhibits a higher proportion of ties across most methods. This
may be due to the non-factoid nature of the dataset, where answers can be valid from multiple
perspectives.

While Binary relevance judgments are simple and interpretable, they fail to capture �ne-
grained distinctions, resulting in high percentage of ties and lower alignment in challenging com-
parisons. Binary relevance, especially in Best vs. Acceptable comparisons, shows the highest
average tie rate (77%), likely because both answers meet a broad relevance threshold. In con-
trast, graded and nugget-based methods provide more nuanced assessments, but their perfor-
mance varies signi�cantly depending on the dataset and category distinction. These observations
underscore the importance of selecting the appropriate relevance judgment method based on the
dataset and task requirements. Methods such aspreferences demonstrate superior consistency
and alignment with human judgment across datasets, making them a robust choice for automated
relevance evaluation.
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Agreement with System Rankings

We analyze the agreement of di�erent relevance judgment methods using the compatibility metric
introduced in Section 4.2.4. This analysis is conducted with respect to the o�cial evaluation
metric of the TREC DL datasets, nDCG@10, calculated based on the original human-annotated
relevance judgments (original qrels). We treat the system ranking under nDCG@10 as the \gold
standard" comparing the system rankings under other methods to its ranking.

Table 5.5 presents Kendall � correlations between nDCG@10 and the compatibility metric
across all submitted runs for the TREC Deep Learning Passage Ranking tasks. The runs were
obtained from the https://trec.nist.gov/ website. For this section, we conduct experiments
exclusively on the TREC DL datasets, as they provide su�cient runs for comparing di�erent sys-
tems and performing system rankings. In contrast, the ANTIQUE dataset had limited available
runs, and we could not study system ranking on it.

To help validate the use of compatibility, the �rst line of the table compares compatibility
measured with human labels to nDCG@10 measured with human labels. This line indicates the
extent to which compatibility can replace nDCG@10 for relevance assessment methods for which
nDCG is not suited. The original human labels demonstrated consistently high compatibility,
with Kendall's tau values exceeding 0.9 across all three datasets (DL-19, DL-20, and DL-21).
This level of correlation validates compatibility for comparing relevance judgment methods.

Among all methods, pointwise approaches such asBinary and UMBRELAachieve the high-
est agreement with human-based system rankings.Binary relevance judgments exhibited the
strongest correlations on DL-20 and DL-21, whileUMBRELAwas the leader for DL-19. These re-
sults emphasize the reliability of traditional binary and graded methods in capturing system-level
agreement, even when the assessment is performed by an LLM, but may also re
ect the fact that
the gold standard is also based on traditional relevance grades. Despite the inherent challenges
in comparing pairwise preferences with system rankings, due to their lack of absolute values
for traditional metrics like nDCG, our systematic evaluation framework allowed these judgments
to be integrated and compared e�ectively. Remarkably, pairwisepreferences showed high cor-
relations, emerging as the runner-up on DL-19 and maintaining competitive performance on the
other two datasets.

Nugget-based methods exhibited variability across datasets. Document-agnostic approaches,
such asExam-Binary, tended to have higher correlations on DL-20, while document-dependent
approaches showed slightly better alignment on DL-19. However, their performance was generally
less consistent than that of pointwise and pairwise methods. As a further illustration, we present
scatter plots for Binary , UMBRELA, Exam-Gradedmax, Nuggets Aand Pairwise Preferences , iden-
ti�ed as the top three best-performing methods in Table 4.1. Figure 4.4 presents scatter plots of
all submitted runs from DL-20 and DL-21 for these three methods. Due to space constraints, we
only showcase these scatter plots; however, scatter plots for the remaining methods and datasets
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Figure 4.5: Comparing average alignment with human preferences from Figure 4.3 with
system ranking agreement from Table 5.5 on di�erent relevance judgment methods across
three TREC DL datasets.

are available on our GitHub repository. The results underline the e�ectiveness of compatibil-
ity as a robust metric for comparing diverse relevance judgment strategies, enabling meaningful
comparisons across methods with varying output scales.

Alignment vs. Agreement

In this section, we integrate the �ndings from Sections 5.2 and 5.3 to examine how human align-
ment and system ranking agreement interact and correlate. Speci�cally, we aim to understand
the relationship between the degree to which relevance judgment methods align with human pref-
erences and their ability to agree with system rankings. Figure 4.5 illustrates this relationship
by plotting agreement with system ranking (y-axis) vs. average alignment with human labels (y-
axis). Average alignment is computed by (macro-)averaging the \Agree" values across the three
relevance comparisons in Figure 4.3 | Best vs. UnAcceptable, Acceptable vs. UnAcceptable,
and Best vs. Acceptable. The agreement with system rankings is measured by the Kendall's Tau
correlation between compatibility and nDCG@10, as reported in Table 5.5.

From this Figure, we observe that Pairwise Preferences consistently achieve the highest
human alignment across datasets but shows comparatively lower agreement with system rank-
ings. On the other hand, Binary relevance judgments andUMBRELAmethods demonstrate strong
system ranking agreement but do not always achieve equally high alignment with human labels.
These results suggest that methods prioritizing alignment with human labels may not inherently
optimize for agreement with system rankings, and vice versa.

We also note that the aggregation strategies in nugget-based approaches play a signi�cant role.

84



AutoNuggetizer (Nuggets) and Exam-based approaches show varying degrees of alignment and
agreement depending on the dataset and variations. For example, among the six variations of
nugget-based relevance judgments, we observe substantial di�erences in their alignment with hu-
man preferences and system rankings. This variability may be driven by the choice of aggregation
strategy and the weighting of nuggets based on their importance.

Overall, these �ndings highlight the need to carefully select relevance judgment methods based
on the speci�c objectives of the evaluation. If the goal is to maximize alignment with human
labels, Pairwise Preferences may be the optimal choice. However, if agreement with system
rankings is more critical, methods such asUMBRELAor Binary relevance judgments may be more
suitable.

While our experiments indicate a high correlation between LLM-based relevance judgments
and human annotations at the query-document level, the correlation is notably weaker at the
level of system rankings. This discrepancy arises because system rankings aggregate individ-
ual relevance judgments in a manner sensitive to the speci�c positioning of relevant documents.
Consider, for instance, two systems that di�er minimally|perhaps only in their top-ranked doc-
uments. Even if LLM-based judgments closely match human judgments overall, a single misjudg-
ment at the top rank (where di�erences in scoring metrics like MRR are most pronounced) can
substantially impact system ranking correlations. Consequently, system-level metrics are inher-
ently sensitive to small inaccuracies at high ranks, whereas query-document agreement measures
aggregate performance across all ranks equally. Thus, while LLM judgments align well with
human labels broadly, subtle inaccuracies at critical positions can signi�cantly reduce system
ranking correlation, as evident in Figure 4.5.

4.2.6 Takeaway

We compared methods for LLM-based relevance assessment. We base our comparison on two
factors: 1) alignment with human labels and 2) agreement with system rankings. For alignment
with human labels, we adopt a novel approach of comparing pairwise agreement between LLM-
generated assessment and human labels. This approach focuses on determining whether LLMs
correctly preserve the relative order of relevance between documents as inferred from human la-
bels, even when the absolute scores may di�er. This approach enables �ne-grained evaluation of
how closely LLM judgments align with human labels, independent of scale or scoring di�erences.
For agreement with system rankings, we employ Kendall's� , a standard metric for measuring
rank correlation. To ensure a fair comparison across all relevance assessment methods, we intro-
duce compatibility as a uni�ed evaluation scoring function. This function facilitates consistent
comparisons across di�erent relevance judgment methods, placing them on a level playing �eld.

Perhaps because they directly compare two documents, preference labels consistently provide
the best alignment with human labels. Perhaps because they mimic the graded assessment pro-
cess, UMBRELA relevance labels consistently provide the best or second-best agreement with
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system rankings verses human labels. To operationalize these observations, we might imagine a
human auditing or con�rming those UMBRELA labels that are inconsistent under LLM-generated
preference labels. We leave the exploration of this idea to future work. Also, we hope to compare
LLM-generated preferences judgments with human preference judgments. While, we study spe-
ci�c relevance assessment approaches and test collection, our overall methodology can be applied
to any assessment approach or test collection.

4.3 Prompt Sensitivity in LLM-Based Relevance Judg-
ment

In the previous section, we examined various LLM-based relevance judgments and evaluated their
alignment with human labels and agreement with system rankings. However, in all experiments,
the prompts were borrowed from prior works, and we have not yet investigated the impact of
prompting on these LLM-based relevance judgments. In this section, we focus on how di�erent
prompting strategies and the choice of language model in
uence the outcomes of LLM-based
relevance assessments.

It has been evident that, despite the widespread adoption of LLMs for relevance assessment,
prompting strategies vary signi�cantly across studies [133, 346, 26, 19]. An experiment reported at
the LLM4Eval Workshop in SIGIR 2024 on Large Language Models for Evaluation in Information
Retrieval [322], analyzed how di�erent prompts in
uence agreement with human judgments and
system rankings [323]. While multiple studies have examined how LLMs respond to di�erent
prompting strategies [354, 82, 250, 30, 217], these studies have generally been conducted with
prompts tuned to speci�c LLMs and collections, or where prompt variants are constrained by
templates. As a complement to these studies, we report on a study of prompts from a variety
of independent sources that have not been tuned to LLMs or collections, allowing us to examine
the robustness of LLM-based relevance assessment under di�erent prompting strategies. This
investigation also allows us to compare di�erent LLMs as judges to determine the degree to
which di�erent LLMs are sensitive to prompt modi�cations.

We collected and analyzed prompts generated by both human experts and LLMs themselves.
We designed a guideline for prompting LLMs to perform relevance assessment following three
di�erent approaches: binary, graded, and pairwise. While most previous studies have focused on
graded relevance, we believe it is crucial to explore a wider range of relevance assessment methods,
as they have proven e�ective in assessing di�erent scenarios in the evaluation of information-
seeking systems [105, 102, 441, 196, 70, 342, 434, 57, 167, 405]. As a bene�t to employing LLMs
for relevance assessment, it becomes easier to explore di�erent approaches to relevance assessment
since human judges do not need to be recruited and trained separately for each approach.

We recruited 15 human participants to create prompts for each of the three assessment ap-
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proaches. As part of the recruitment process, we ensured that the participants were familiar
with prompt engineering and relevance assessment principles, as detailed in Section 4.3.1. As a
result of this inclusion criteria for recruitment, most participants were drawn from three academia
NLP/IR labs. We also collected prompts from 15 di�erent open source and commercial LLMs.
Our primary goal is to understand prompt sensitivity in LLM-based relevance judgment, includ-
ing its impact, robustness, and variation across di�erent LLMs. Additionally, we explore the
e�ectiveness of LLM as prompt generators.

We performed relevance judgment experiments using data from two years of the TREC Deep
Learning Track: DL 2020 [113], and DL 2021 [115]. Using the prompts created by both hu-
man participants and LLMs, we conducted relevance assessments on query-document pairs from
these datasets using two open-source LLMs | LLaMA 3.2-3band Mistral 7b v0.3 | and one
commercial LLM GPT-4o-2024-11-20. Our experiment incorporates the three approaches to
relevance assessment (binary, graded, and pairwise) with prompts from both humans and LLMs
using three di�erent LLMs as judges. Through our experiments, we address the following research
questions:

ˆ RQ1. Impact of Prompts on LLM-based Relevance Judgment Approaches:
Given a clear task objective, how do di�erent prompts in
uence the e�ectiveness of each
approach to LLM-based relevance judgment?

ˆ RQ2. LLMs as Prompt Generators: How e�ective are LLM-generated prompts for
relevance judgment, and how do they compare to human-crafted prompts?

ˆ RQ3. Prompt Robustness Across LLMs: Are there prompts that consistently perform
well across di�erent LLMs, regardless of the model used as a judge?

ˆ RQ4. Model-Speci�c Sensitivity to Prompts: Is prompt sensitivity consistent across
all models, or do some LLMs show greater variability in performance?

To ensure reproducibility, we have made all data and experimental artifacts publicly available
at https://github.com/Narabzad/prompt-sensitivity-relevance-judgements . Our study,
and its associated data release, has received ethics clearance as human subjects research from our
institution.

4.3.1 Prompt Creation

Here, we describe the process of collecting prompts, along with the steps taken for post-processing
and cleaning. Additionally, we provide insights into the diversity of the collected prompts, both
from human annotators and LLMs.
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Prompt generation

To investigate the impact of prompting on LLM-based relevance judgment, we collected data
from both human participants and LLMs, ensuring that the task objective remained clear and
consistent (sharing the same intent) across all participants. We prepared guidelines for prompt
writing, which provides detailed explanations of the three relevance judgment tasks:

1. Binary relevance | a passage is either relevant (1) or not relevant (0) to a query.

2. Graded relevance | a passage is rated on a 0-3 scale, where 3 indicates perfect relevance
to the query.

3. Pairwise relevance | given two passages, chose the passage more relevant to the query.

In the guideline, each task is illustrated with examples from the TREC Deep Learning 2019
[112], helping to ensure that both humans and LLMs had a well-de�ned understanding of the
task. These examples could also be used as (few shot) examples if desired. The guidelines specify
a Python-based format, where participants (both human and LLMs) were required to �ll in
structured Python dictionaries. More speci�cally, participants had to provide both the "system
message" and "user message" �elds for the prompts, following the format commonly used in
LLM-based prompting (e.g., OpenAI models and open-source alternatives such as those from
Ollama). This structured approach ensures compatibility across di�erent LLM implementations.

We recruited 15 human participants, each of whom had at least a Master's degree in computer
science, were 
uent in English, and had prior experience working with LLMs via API usage or
coding. Additionally, these participants had previously published at least one paper in an IR-
focused conference. Each participant received a$10 gift card as a token of appreciation for their
time and e�ort.

For prompt creation, we also used 15 di�erent LLMs from the ChatBotArena4 platform [89],
which enables the execution of various LLMs online. We provided the same data collection guide-
line to the LMMs, including the task description and examples, ensuring that the LLMs received
identical instructions to those given to human participants. Similar to human participants, each
LLM was asked to complete the"system message" and "user message" �elds in our Python
function for relevance judgment. This setup allow us to systematically compare the impact of
prompting across both groups. Table 4.4 provides the list of LLMs we used in this experiment for
generating prompts for relevance judgments. Below, we provide some examples of the generated
prompts collected from human and LLMs.

4https://lmarena.ai/
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Binary Judgment Prompt (Human 1)

System: You are a highly experienced and accurate assessor for TREC.
User: Does the passage provide information that would be useful in
answering the query? Just answer 1 for yes and 0 for no, without any
explanation or extra verbiage.
Query: f queryg
Passage: f documentg

Binary Judgment Prompt (Human 2)

System: Your task is to find whether the given passage is relevant to the
given query or not. A passage is relevant if it satisfies the information
need of the query. The output must be 0 or 1.
User: Determine whether this query is relevant to the passage.
Query: f queryg
Passage: f documentg

Binary Judgment Prompt (LLM: DeepSeek-v3)

System: You are an expert at evaluating the relevance of a passage to
a given query. Respond with 1 if the passage is relevant and 0 if it is
not.
User: Query: f queryg
Passage: f documentg
Is the passage relevant to the query? Respond with 1 or 0.

Binary Judgment Prompt (LLM: GPT-0.1)

System: You are an AI assistant trained to judge relevance. A passage is
relevant if it satisfies the user's information need. Respond with 1 if
relevant, 0 if not.
User: Query: f queryg
Passage: f documentg
Respond with either 1 or 0.
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Graded Judgment Prompt (Human 0)

System: You are a highly experienced and accurate assessor for TREC.
User: For the given query, assign a 4-point TREC-style relevance grade to
the passage. Just answer with a number indicating the relevance grade (0,
1, 2, or 3), without any explanation.
Query: f queryg
Passage: f documentg

Graded Judgment Prompt (Human 2)

System: Your task is to determine how much the given passage is relevant
to the given query. Use a number from 0 to 3.
User: Determine how much the passage is related to the query.
Query: f queryg
Passage: f documentg

Graded Judgment Prompt (LLM: DeepSeek-v3)

System: You are an expert at evaluating the relevance of a passage to a
given query. Score the relevance on a scale from 0 to 3:

Perfectly relevant: exact answer
Highly relevant: partial or unclear answer
Related: topically related but no answer
Irrelevant
Respond with a single integer.
User: Query: f queryg
Passage: f documentg
Score the relevance.

90



Graded Judgment Prompt (LLM: GPT-0.1)

System: You are an AI assistant trained to measure how relevant a passage
is to a user's query. Use the following integer scale:
3: Perfect
2: Partial answer
1: Related only
0: Irrelevant
Respond with one number (0 - 3).
User: Query: f queryg
Passage: f documentg
On a scale of 0 � 3, how relevant is the passage?

Pairwise Judgment Prompt (Human 0)

System: You are a highly experienced and accurate assessor for TREC.
User: Select the passage that best answers the query. Just answer 1 or
2, no explanation. If both are similar, choose the clearer one.
Question: f queryg
Passage 1: f documentAg
Passage 2: f documentBg

Pairwise Judgment Prompt (Human 2)

System: Your task is to find the passage which is more relevant to the
given query among the given passages.
User: Determine which passage is more relevant to the query.
Query: f queryg
Passage A: f documentAg
Passage B: f documentBg
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Pairwise Judgment Prompt (LLM: DeepSeek-v3)

System: You are an expert at comparing the relevance of two passages to a
given query. Choose the passage that better satisfies the query. No ties
allowed.
User: Query: f queryg
Passage A: f documentAg
Passage B: f documentBg
Which is more relevant? Respond with Passage A or Passage B.

Pairwise Judgment Prompt (LLM: GPT-0.1)

System: You are an AI assistant trained to compare two passages for their
relevance to a specific query. Decide which is more relevant. No ties
allowed.
User: Query: f queryg
Passage A: f documentAg
Passage B: f documentBg
Which passage is more relevant? Answer with Passage A or Passage B.

Filtering and cleaning

To maintain consistency, we did not modify or provide additional instructions for any LLMs or
human participants. Among the LLMs, two failed to complete the task because they deemed
the task to be inappropriate, or repeatedly asked about examples. Among human participants,
only one used a few-shot approach with examples. The rest did not provide any examples in
their prompts. When testing the outputs of the collected prompts, not all of them were able to
generate the expected format cleanly. Some prompts produced responses that required additional
cleaning, such as verbose outputs like"The passage is relevant, so the answer is: 1"instead of
simply returning 1. To ensure consistency, we examined the all generated output and applied
necessary cleaning. After �ltering and cleaning, we �nalized 12 human-generated prompts and
12 LLM-generated prompts for use in our experiments.

Prompt Diversity

To better understand the variation in prompts, we examined the diversity of both human-
generated and LLM-generated prompts. Speci�cally, we analyzed bothuser prompts and system
prompts separately, as they serve distinct roles in guiding the LLM's response. In a prompt the
user message provides the direct instructions given to the model, specifying what information is
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Table 4.4: List of LLMs used for prompt generation.

GPT-4o-2024-08-06 GPT-4o Mini-2024-07-18 Claude-3.5-sonnet-20241022
LLaMA-3.2-3b-instruct Phi-4 Mistral-large-2407
DeepSeek-v3-0324 Amazon-Nova-Pro-v1.0 Gemma-2-9b-it
Grok-2-2024-08-13 Gemini-2.0-flash-001 Jamba-1.5-large
Athene-v2-chat GPTO1-2024-12-17 GPTO1-Mini

Figure 4.6: Diversity of words across human and LLM-generated prompts.

needed. In contrast, the system message provides context for the task, de�ning the LLM's role and
expected behavior (e.g., \You are an expert relevance judgment assessor"). Figure 4.6 illustrates
the distribution of unique terms used across all human-generated (in green) and LLM-generated
(in red) prompts. As shown in this Figure, human-generated prompts exhibit greater diversity
in wording when compared to LLM-generated ones. This suggests that humans introduce more
nuanced descriptions and varied phrasing when de�ning the task, while LLM-generated system
prompts tend to rely on more standardized language. Additionally, system messages exhibit
greater lexical diversity compared to user messages.

4.3.2 Experimental Methodology

Data. We utilize the TREC Deep Learning Track datasets from 2020 and 2021. The DL-
20 dataset contains 54 judged queries with 11,386 relevance assessments from MS MARCO V1
collection, while the DL-21 dataset includes 53 judged queries and 10,828 assessments from MS
MARCO V2. Both datasets have been manually annotated by NIST assessors following the
TREC relevance judgment guidelines. The assessors evaluate each document-query pair based
on a graded relevance scale, ranging from not relevant (0) to highly relevant (3). The assessment
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process involves pooling top-ranked documents from multiple retrieval systems, which were then
judged by human annotators. Using this data allows us to compare the three di�erent variations
of LLM-based judgments i.e., binary, graded, and pairwise. For graded relevance, we compare
against the actual graded labels. For binary judgments, following prior work [398, 131], we classify
levels 2 and 3 as relevant and levels 0 and 1 as non-relevant. For pairwise judgments, we compare
documents with di�erent relevance levels, assuming that a document with a higher relevance level
should be ranked as more relevant than one with a lower relevance level.

LLMs for Relevance Judgments. To perform relevance assessment, we employed three
di�erent LLMs: one commercial model, GPT-4o-2024-11-20, and two open-source models,LLaMA
3.2-3B and Mistral-7B . We implemented our experiments using OpenAI and Ollama, running
all prompts with a temperature setting of 0.

Data Sampling. We conducted experiments on all query-document pairs for binary and
graded relevance judgments using the open-source models. However, due to computational con-
straints, we were unable to run all 24 valid prompts across all query-document pairs forGPT-4o.
Instead, we randomly sampled up to 10 documents per query for each of the four relevance lev-
els (0-3). If fewer than 10 documents were available for a given relevance level, we included all
available documents. For pairwise judgments, evaluating all possible pairs was not feasible due
to their quadratic growth. Instead, based on our previous work [26], we categorized documents
for each query into three groups: \highly relevant", \relevant", and \non-relevant". The \highly
relevant" category corresponds to the highest available relevance level for that query, which in
TREC-style annotations could be level 3 or level 2, depending on availability. The \non-relevant"
category includes all level 0 documents, while any intermediate relevance level (typically level 1,
or levels 1 and 2 if level 3 exists) was classi�ed as \relevant".

From these three categories, we constructed document pairs for pairwise judgments. Specif-
ically, we sampled 10 pairs per query from each of the following comparisons: \highly relevant
vs. non-relevant", \relevant vs. non-relevant", and \highly relevant vs. relevant" (up to 30 pairs
in total). If fewer than 10 pairs were available for a given comparison, we included as many
as possible. Additionally, for the pairwise setting, we minimized positional bias by evaluating
each document pair twice, swapping the order of the documents in the second run. The result is
counted as \agree" if the LLM favors the more relevant passage in both comparisons, \tie" if the
LLM's decisions are inconsistent when the passage order is swapped, and \disagree" if the LLM
consistently selects the passage with a lower relevance level assigned by human annotators.
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Table 4.5: Mean and variance of agreement between LLM-based and human relevance
judgments across di�erent settings.

Model crafted by
Binary Graded Pairwise

Mean Variance Mean Variance Mean Variance

GPT-4o
LLM 0.434 0.003 0.215 0.001 0.849 0.000
Human 0.270 0.098 0.215 0.001 0.578 0.139

LLaMA 3.2
LLM 0.303 0.010 0.033 0.002 0.439 0.066
Human 0.167 0.041 0.102 0.003 0.330 0.073

Mistral
LLM 0.405 0.001 0.008 0.004 0.574 0.014
Human 0.243 0.051 0.004 0.005 0.442 0.073

4.3.3 Results and Findings

In order to explore the research questions raised in the introduction, we investigated the agreement
of LLM-based relevance judgments from di�erent prompts with human annotations on TREC
2020 and 2021 using three di�erent LLMs, as shown in Figure 4.7. For binary and graded relevance
judgments, agreement is measured using Cohen's Kappa (� ). For pairwise judgments, since the
task involves assessing agreement with the actual ranking of pairs, we report the percentage of
cases where the LLM's preference agrees with the expected order. In this Figure, the leftmost
two columns represent the results for binary, the middle two columns correspond to graded, and
the rightmost two columns display the results from pairwise relevance judgment. The green,
blue, and red bars indicate agreement forGPT-4o, LLAMA 3.2, and Mistral , respectively. In
each pair of plots, the left plot presents results for DL-20, while the right plot corresponds to
DL-21. The bottom 12 bars represent prompts crafted by LLMs; on top of them there are 12
bars corresponding to prompts created by humans.

In addition to results from the human- and LLM-written prompts, we also report the results
of UMBRELA assessments at the top of the graded relevance sub-Figure (middle). UMBRELA is
an open-source reproduction of Microsoft's Bing LLM-based relevance assessor [388], designed to
automate relevance judgments e�ectively [398, 397]. It follows a structured prompting approach
and has demonstrated high correlation with both human annotations and system rankings across
multiple TREC Deep Learning Tracks (2019{2023). Notably, UMBRELA has been integrated
into TREC 2024 RAG for automated evaluation, which further validated its reliability as an
alternative to human assessors. We consider UMBRELA a reliable and e�ective prompt and we
believe comparing its performance against human-crafted and LLM-generated prompts in graded
relevance judgments would bring interesting insights. Additionally, Table 4.5 summarizes Figure
4.7 by providing the mean and variance of agreement scores across the two datasets and di�erent
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relevance judgments.

Figure 4.7: Agreement of LLM-based relevance judgments with human annotations across
di�erent prompts and relevance judgment tasks. UMBRELA represents the reproduction
of Bing's LLM assessor introduced in [398]. Otherwise, the top 12 bars (H-*) represent
human-crafted prompts, while the bottom 12 correspond to LLM-generated prompts. The
dashed lines show the mean of agreement in LLM -crafted prompts and human-crafted
prompts separately.

We now consider investigating each of our research questions in light of these agreement
results.

RQ1. Impact of Prompts on LLM-based Relevance Judgment Approaches: Fig-
ure 4.7 and Table 4.5 reveal signi�cant variance across di�erent LLM-based relevance judgment
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approaches. Binary and pairwise methods exhibit the least sensitivity to input prompts, main-
taining more consistent agreement. In contrast, graded relevance judgments are highly sensitive
to prompt variations. We note that while binary and pairwise methods operate with only two
choices, graded relevance introduces greater variability. Particularly on graded judgments,GPT-4o
demonstrates relatively stable performance butLLaMA 3.2and Mistral show considerable 
uc-
tuations across di�erent prompts.

RQ2. LLMs as Prompt Generators: Table 4.5 shows that LLM-generated prompts
generally yield higher average agreement with human annotations. However, for graded relevance
judgments, the di�erence is minimal. This may be due to (i) participants' greater familiarity with
graded assessments or (ii) the inherently subjective nature of assigning relevance levels, which may
require more calibration with human annotators. Additionally, LLM-generated prompts exhibit
lower variance in agreement compared to human-crafted prompts, indicating less sensitivity to
prompt variations.

RQ3. Prompt Robustness Across LLMs: Figure 4.8 analyzes inter-agreement rates
among di�erent prompt groups using Krippendor�'s alpha. Here we measure agreement between
di�erent prompt's output, regardless of their alignment with human judgments. The results show
that LLM-generated prompts exhibit higher inter-agreement than human-crafted ones, likely due
to the greater linguistic diversity in human-generated prompts, as seen in Figure 4.6. This
suggests that LLM-generated prompts are more robust than human-crafted ones. While some
human-crafted prompts performed well across all models, prompt e�ectiveness varies signi�cantly
between LLMs, with no single prompt consistently excelling across all models. However, for
graded assessments, UMBRELA consistently demonstrated high performance across di�erent
LLMs and it emerged as one of the most e�ective prompts across all models. UMBRELLA
had previously shown strong correlation with human judgments on TREC DL tracks [398]. We
hypothesize that UMBRELA's strong and consistent performance may stem from how its prompt
deconstructs the concept of relevance into �ner-grained aspects, such as trustworthiness and
alignment with intent. This structured approach likely prevents the LLM from relying on its own
interpretation of relevance.

RQ4. Model-Speci�c Sensitivity to Prompts: From Figure 4.7, we observe thatGPT-4o
demonstrates high consistency across most prompts and all relevance assessment approaches. In
contrast, the performance ofLLaMA 3.2and Mistral varies signi�cantly depending on the prompt
and assessment method. This variability is further con�rmed by the variance of agreement re-
ported in Table 4.5. Notably, GPT-4oexhibits consistently low variance in agreement, particularly
when prompted with LLM-crafted prompts.

4.3.4 Takeaway

We explored the sensitivity of LLM-based relevance judgments to variations in prompting, fo-
cusing on binary, graded, and pairwise assessment tasks. The results indicate that binary and
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Figure 4.8: Kripendor�'s inter-agreement rate between all the prompts on two datasets.

pairwise relevance assessments tend to be more stable across di�erent prompts, while graded rel-
evance is highly sensitive to prompt modi�cations. This sensitivity suggests that minor changes
in prompt wording can signi�cantly impact an LLM's judgment, making graded assessments less
reliable without careful prompt design.

A comparison between human-crafted and LLM-generated prompts reveals that LLMs can
produce e�ective prompts that lead to high agreement with human relevance judgments. In many
cases, LLM-generated prompts outperform human-written ones in terms of consistency. Human-
crafted prompts exhibit greater linguistic diversity, which can introduce more variability across
di�erent models. This diversity may lead to less predictable performance, but it also re
ects the
nuanced ways in which humans interpret relevance.

Across di�erent LLMs, certain prompts perform well regardless of the model used, but no
single prompt is universally optimal. The UMBRELA prompt, an open-source reproduction of
Bing's relevance assessor [398], consistently achieves strong agreement with human annotations
across models. This suggests that structured prompts, which decompose relevance into �ner-
grained aspects such as trustworthiness and intent alignment, may mitigate sensitivity issues and
improve judgment consistency.

The study also highlights di�erences in model-speci�c sensitivity to prompts. GPT-4omain-
tains relatively stable agreement across various prompting strategies, whereasLLaMA 3.2and
Mistral exhibit greater variability, particularly in graded assessments.

These �ndings underscore the importance of carefully designing prompts for LLM-based eval-
uation. While LLMs can serve as e�ective relevance assessors, their reliability depends on struc-
tured and well-tested prompting strategies. Future research should explore adaptive prompts
that dynamically adjust based on model-speci�c biases, as well as broader evaluations across dif-
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ferent LLM architectures. By re�ning our understanding of prompt sensitivity, we can enhance
the robustness of LLM-based evaluation methods and improve their applicability in real-world
information retrieval tasks.
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Chapter 5

Evaluation of Generative Models
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5.1 Adapting Retrieval Benchmarks for Generative
Information Evaluation

Large Language Models models have empowered numerous applications, o�ering capabilities that
span from conversational systems to complex textual generation tasks [140, 186, 431]. As the race
to develop even more powerful LLMs intensi�es, the focus predominantly lies on their architecture,
scale, and application diversity [122, 71, 178, 47]. In applying LLMs in practical settings a
critical component sometimes gets overlooked: a systematic evaluation of these models in these
settings [465, 244]. In this study, we focus on the evaluation of LLMs for question answering in
settings where retrieval-based approaches has historically been employed, particularly approaches
based on retrieving short passages intended to answer a question [192, 378, 253, 181]. The
ability to generate answers directly without referencing external sources represents a signi�cant
milestone [451, 219, 449, 383]. However, key questions persist: How can we measure the quality
and accuracy of these generated answers? How can we quantitatively compare the output of one
LLM with another? Traditional metrics are not always able to re
ect the nuanced capabilities
of these models [3, 246]. Consequently, we require an evaluation approach that can robustly
compare the outputs of di�erent LLMs and di�erent prompts [467, 465, 78, 438].

To the best of our knowledge, upon running these experiments (October 2023), no previous
studies have sought to contrast LLM-generated answers with answers retrieved through traditional
or neural-based rankers. We believe that a fair comparison between retrieved and generated
results will o�er valuable insights. For example, given the complexity of LLMs, we could weigh the
trade-o�s between system e�ectiveness and e�ciency, utilizing LLMs only when necessary or when
query latency permits. Furthermore, pinpointing the strengths and weaknesses of both retrieval
and generative models could help in identifying areas of improvement, where one approach might
bolster the other.

In this study, our principal objective is to construct an evaluation approach in which potential
improvements to generative models can be measured, and which allows generated and retrieved
answers to be assessed under a common framework. We draw inspiration from BERTScore [459],
which has been shown to e�ectively assess various NLP tasks, including but not limited to sum-
marization and machine translation [159, 76, 395]. We build our approach on the foundational
concept of similarity between generated answers under evaluation and the ground truth derived
from existing retrieval benchmarks, with the aim of quantitatively assessing the quality of gener-
ated answers. We measure similarity through a variety of embedding methods and compare the
similarity of generated answers to judged relevant, or assumed relevant, passages from a retrieval
benchmark.

Our primary objective in this section is to bridge the gap between traditional retrieval-based
evaluation methods and contemporary generative approaches, leveraging retrieval benchmarks
as anchors for systematic and meaningful assessment of generative answers. To achieve this, we
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investigate the following research questions:

ˆ How well do similarity-based evaluations align with established information retrieval metrics
(e.g., NDCG)?

ˆ Can similarity-based metrics e�ectively capture the quality of LLM-generated answers rel-
ative to human relevance judgments?

ˆ In scenarios lacking explicit relevance judgments, how reliably can retrieval methods them-
selves be employed as benchmarks for assessing the quality of generative answers?

Our experiments on MS MARCO V1 collection and TREC Deep Learning 2019 and 2020
query sets show that the IR benchmark could be used as a suitable anchor for evaluating gener-
ated answers. In addition, such benchmarks allow for having fair comparison between generated
and retrieved answers in the same space. More interestingly, we show that even without having
annotated labels, a reliable retrieval pipeline is able to assess the quality of generated answers
in response to information-seeking-based queries. We believe that this work aspires to the ini-
tial steps for building a bridge to the divide between generative and retrieval-centric evaluation
methods.

5.1.1 Similarity to Labels: An Anchor for Evaluation

The foundation of most NLG evaluations revolves around assessing the similarity between the
generated text and a given reference text [232, 304, 459, 40]. The two main types of similarity-
based metrics are: 1) lexical overlap-based metrics, and 2) embedding-based evaluators. Lexical
overlap-based metrics include the widely used BLEU [304], ROUGE [232], and METEOR [40]
metrics. Despite their widespread use in evaluation of tasks such as summarization [332], these
metrics do not directly measure content quality and syntactic correctness, limiting their appli-
cability to generative tasks. Embedding-based evaluators based on word embeddings [270], i.e.,
dense representations of tokens, have been utilized to evaluate generated content. Techniques like
Word Mover's Distance (WMD) [214] deploy word embeddings to compute lexical and structural
similarity, providing a more nuanced evaluation than traditional n-gram-based methods. The
use of contextual embeddings, which capture the speci�c usage of a token within a sentence,
represents a promising avenue to achieving more accurate evaluations. Methods such as those
proposed in [249, 248, 96] fall under this category. These methods consider the context of words
or sentences, providing a more extensive similarity assessment than mere lexical overlap.

We designed our empirical experiments inspired by BERTScore [459], which is an auto-
matic evaluation metric for text generation aimed at assessing the quality of generated content.
BERTScore computes similarity using contextual embeddings from pre-trained BERT models by
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measuring token-level similarity between the candidates and the reference sentence. The contex-
tualized representation of the text captures the contextual information of words, allowing for a
more nuanced similarity measurement. BERTScore has shown a relatively higher correlation with
human evaluations, making it a reliable metric for assessing the quality of the generated text.
While BERTScore has been widely adapted to downstream NLP tasks such as summarization,
it has rarely been used in measuring the performance of IR systems. Inspired by this metric, in
this study, we measure the cosine similarity between the embedded representations of generated
and retrieved answers to the references (which could originate from either relevance judgments
or top-retrieved answers).

Recent work generates relevance labels with LLMs [131, 388], allowing us to apply traditional
search metrics, such as NDCG, without human judgments. In some ways, by using LLMs to
measure the quality of retrieved results, that work represents the mirror image of our work,
since we use retrieved results to evaluate LLMs. In addition, we consider a uni�ed evaluative
framework where both LLM-generated answers and retrieved answers can be compared, with an
emphasis on answer similarity as a key feature. In [228], the authors conducted a comprehensive
study on the holistic evaluation of LLMs across various scenarios. We complement the vast
scope of that e�ort by focusing narrowing on improving evaluation methods for the speci�c task
of answer generation. We underscore the importance of a comprehensive evaluative framework
for generative question answering, spotlighting the potential of retrieval benchmarks as tools for
assessing LLM performance.

5.1.2 Experimental Setup

Collection and Query sets

for this study, we conduct our experiments on the MS MARCO V1 passage retrieval collection
[287] on the MS MARCO small dev set. This subset encompasses a total of 6980 real-world search
queries, We conduct additional experiments on the TREC Deep Learning (DL) track datasets
from 2019 and 2020. More information about this collection and query sets can be found in
Chapter 2.

Retrieval and Generative Models

We have compiled a varied ensemble of retrieval and generative models. For retrieval, we consider
a comprehensive set of 12 di�erent methods, each falling within a distinct category of retrieval
e�ciency and e�ectiveness. The models are named and described in Table 1. These categories
encompass traditional high-dimensional bag-of-words sparse retrievers, contemporary dense re-
trievers, and hybrid models that amalgamate elements of both. This comprehensive selection of
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Table 5.1: Details of the retrieval models used for experiments. MRR@10 for these models
are reported on MS MARCO small development set.

Category Model Name MRR@10 Description

Sparse
BM25 [337] 0.187 BM25 as an archetype and DeepCT and

DocT5Query exemplifying sparse retrievers
applied to expanded document collections.

DeepCT [120] 0.242
DocT5 [289] 0.276

Hybrid ColBERT-H [201] 0.353 Fuse elements of traditional sparse retrieval
methods like BM25 with the advanced
capabilities of dense retrievers.

ColBERT-V2-H [350] 0.368

Dense

RepBERT 0.297
These models represent modern dense
retrievers known for their pro�ciency in
capturing context and going beyond lexical
matching.

ANCE [436] 0.330
S-BERT [331] 0.333
ColBERT [201] 0.335
ColBERT V2 [350] 0.344

Learnt Sparse
UniCOIL [234] 0.351 Enjoys the e�ciency of sparse retrievers and

e�ectiveness of dense retrievers.SPLADE [139] 0.368

retrieval methods ensures that we cover a wide spectrum of current techniques, allowing us to
more rigorously evaluate performance. In addition to these retrieval models, for the TREC DL19
and DL20 query sets, we leverage submitted runs from the NIST website1, which cover a broad
range of retrieval approaches, including sparse and dense initial retrieval stages, often followed
by one or more neural re-ranking stages [292, 235, 293].

For the generative models, we utilized both private API-based and open-source large language
models, as detailed in Table 5.2 in which we harnessed chat-based models, prompting them in
various ways. An unusual aspect of our study involved prompting the Language Models (LLMs)
in a manner that leads them to deliberately generate incorrect answers. These models, which we
dubbed \Liar-LLMs", serve a dual purpose. First, they allow us to conduct a sanity check on the
evaluated results, where we hypothesized that they should perform measurably worse than the
corresponding models with prompts designed to generate correct answers. Second, they provide
insight into the models' creative abilities when generating seemingly correct yet erroneous answers.
Table 5.3 exempli�es how di�erent models generate both accurate and Liar-LLM answers. For
instance, for the given query ``do goldfish grow'' , all gpt -based andLLaMA-based models
collectively answersyes while the liar version of them which are prompted to generate incorrect
answers agreed on the wrong answer e.g.,\No, gold�sh do not grow at all. They remain the same
size from the moment they are born until they die." We note that our empirical studies that
Prompt (3) works better for making LLaAMA-based models to lie and Prompt(2) works better for
liar-gpt -based models.

1https://trec.nist.gov/
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Figure 5.1: Prompts used in di�erent settings for generating the answers.

Table 5.2: Details of generative models used in the experiments. The prompts are shown
in Figure 5.1.

Base Model Name used in the study Prompt Base Model Name used in the study Prompt

Gpt3.5-turbo
gpt-3.5 (1)

LLaMA2-7b-chat
LLaMA2-7b-chat (1)

liar-gpt 3.5 (2) liar-LLaMA2-7b-chat (3)

Gpt4-turbo
gpt-4 (1) LLaMA2-13b-chat (1)
liar-gpt-4 (2) LLaMA2-13b-chat liar-LLaMA2-13b-chat (3)

Embeddings

We conduct our experiments using three distinct sets of embeddings, from two di�erent sources:

1. Vanilla DistilBERT 2, with no �netuning, which provides a general-purpose pre-trained
language model, based on the BERT architecture,

2. A �ne-tuned pre-trained version of DistilBERT that was speci�cally trained on the MS
MARCO dataset3 [330]. This �ne-tuning process ensures that the model is well-aligned with
the characteristics of our evaluation data. Fine-tuning o�ers an added layer of alignment
with our experimental context, potentially yielding embeddings that are more tailored to
our speci�c information retrieval tasks. This choice to explore embeddings generated by
di�erent models allows us to gain a deeper understanding of how the choice of the embedding
model may in
uence evaluating information retrieval systems.

3. Embeddings from the OpenAI model text-embedding-ada-0024, which has been shown to
outperform the older embedding models on a variety of tasks including text search, sentence
similarity and other downstream NLP tasks [417, 464, 107].

2https://huggingface.co/distilbert-base-uncased
3https://huggingface.co/sentence-transformers/msmarco-distilbert-base-v3
4https://platform.openai.com/docs/api-reference/embeddings/
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Table 5.3: Example of generated results with di�erent LLMs for the querỳ`do goldfish
grow'' .

Model Answer
gpt-3.5 Yes, gold�sh do grow. They start o� as small fry and can grow to be several

inches or even a foot long, depending on the species and their living conditions.
gpt-4 Yes, gold�sh do grow. Their growth rate and �nal size depend on factors like

genetics, diet, and environment. In optimal conditions, they can grow up to
12-14 inches.

LLaMA2-7b-chat Yes, gold�sh can grow to be quite large. On average, they can reach a length
of 10-15 inches (25-38 cm) and weigh around 1-2 pounds (0.5-1 kg). However,
some gold�sh breeds can grow much larger, with some reaching lengths of over
20 inches (51 cm) and weights of up to 10 pounds (4.5 kg). The size of a
gold�sh depends on various factors, including genetics, nutrition, and living
conditions.

LLaMA2-13b-chat Yes, gold�sh do grow, but their growth is limited by the size of their tank or
pond. Gold�sh can grow up to 4-6 inches in length and live for 5-10 years with
proper care.

liar-gpt-3.5 No, gold�sh do not grow. They remain the same size throughout their entire
lives.

liar-gpt-4 No, gold�sh do not grow at all. They remain the same size from the moment
they are born until they die.

liar-LLaMA2-7b-chat No, gold�sh do not grow. They are actually tiny, immortal humans who have
been cursed to live in tiny tanks. They spend their days plotting their revenge
against the humans who keep them captive.

liar-LLaMA2-13b-chat I'm not sure if gold�sh grow, but I think they might shrink in the winter.

Answer Similarity

Consider a collection of documents or passages, denoted asC, and a set ofn queries, represented
as Q = f q1; q2; q3; : : : ; qng. Each query, qi , is associated with a set of relevant judged documents,
denoted asRqi . Consequently, we formRQ by aggregating all relevant items across all queries,
expressed asRQ = f djd 2 Rqi ; qi 2 Qg.

A retrieval system M , retrieves the top-k items from the collection C for a given query q.
This retrieval process is denoted asM k (q; C) = D k

q , where D k
q is a set comprising the top-k

most relevant retrieved items for query q, expressed asD k
q = f d1

q; d2
q; : : : ; dk

qg. Now, if we employ
generative systems, we assume the generative modelG produces an output text dg

q given query
q, denoted asG(q) = dg

q, which represents the generated response for queryq.

To facilitate our analysis, we introduce a function � that maps any retrieved item or gen-
erated content to a d-dimensional embedding space, withd typically falling within the order of
a few hundred dimensions. For example,� (d) yields a v-dimensional vector embedding for the
document d. This embedding process enables us to represent all retrieved items, relevant items,
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Figure 5.2: Distribution of similarities between qrels in di�erent levels of relevance on DL
2019 and DL 2020. The mean and median of each distribution are shown with a� and a
horizontal line in the boxes.

and generated contents in thisd-dimensional space using the function� .

We investigate whether measuring the similarity between the embedded representations of
retrieved documents or generated content and the ground truth can serve as an indicator of
response quality. Speci�cally, we aim to understand the extent to which the similarity metric,
denoted asSim < G (q); Rq > , can be utilized for evaluation purposes. We explore whether it
can help assess the quality of either the generated contentdg

q produced by G(q) or the retrieved
documents D k

q . Furthermore, we condition this metric based on the retrieved results. In other
words, we examine whetherSim < G (q); D k

q > ( i.e., Sim < G (q); M (q) > ) can provide any
insights into the quality of the generated content by model G, speci�cally evaluating if dg

q can
be assessed using the retrieved documentsD k

q . We note that without loss of generalizability,
throughout our experiments, we leveraged the cosine similarity as a probe to measureSim.
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5.1.3 Validation through Cross-Grade Relevance Similarities

Our overall approach depends an assumption about the embeddings of relevant (or assumed
relevant) passages and other passages, included generated answers. We assume that greater
similarity corresponds to a greater likelihood of relevance, i.e., a better answer to the query. In this
section we investigate the extent to which the assumption holds for retrieved passages only, leaving
generated answers to later sections. We measure similarities between query relevance judgments
(qrels) across di�erent relevance grades in the TREC DL 2019 and 2020 query sets. For each
query, we select one \target qrel" from the relevant passages in levels 2 and 3. Subsequently, we
calculate the similarity between the representations of each of these target qrels and the remaining
qrels assigned to di�erent relevance grades. We visualize the distribution of the distribution of
similarities for each relevance grade in Figure 5.2.

This experiment also provides insights into the internal consistency of the assigned relevance
grades for queries, helping us assess the robustness of our evaluation strategy. As expected, our
�ndings reveal distinct patterns in the similarities between qrels at di�erent relevance levels. We
notice that qrels at level 3 display higher degrees of similarity compared to level 2 qrels. This
trend may stem from higher relevance levels aligning more closely with the information need
expressed in the query. i.e., providing a better answer to the query. As we anticipated, passages
associated with lower relevance levels demonstrate lower similarity scores, re
ecting their lessor
relevance to the information need of the query. This pattern holds consistently across both the DL
2019 and DL 2020 query sets. We also examine the impact of di�erent embeddings on quantifying
passage similarity. In Figure 5.2, each column represents results with di�erent embeddings (e.g.,
Vanilla DistilBERT, �ne-tuned DistilBERT, text-embedding-ada), we observe variations in the
range of similarity scores. However, the overall pattern remains consistent: relevant passages tend
to exhibit greater similarity with other relevant passages, increasing with relevance grade. The
extent of di�erentiation varies among embeddings, with text-embedding-ada being more adept
at distinguishing between di�erent relevance levels compared to BERT-based representations.
Nevertheless, the experiment results appear robust across di�erent embedding types, enhancing
our con�dence in the reliability of our overall approach.

5.1.4 Assessing Generated Responses with Relevance Judgments

In this section, we assess the responses generated by various Large Language Models (LLMs) as
outlined in Table 5.2. We evaluate them by comparing the similarity of their answers to judged
relevant passages. In Figure 5.3, we present the results of measuring the average similarity be-
tween each generated answers and the judged relevant passages, categorized by di�erent levels
of relevance, employing three distinct embeddings. From this �gure, we make several observa-
tions: 1) As expected, the average similarity between generated answers and passages decreases
with passage relevance level. 2) For the DL 2019 collection, theLLaMA2-13b-chat[393] model
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Figure 5.3: The similarity of the responses of the generated models on TREC2019 and
2020 w.r.t the similarity with judged passages in di�erent levels.

demonstrates the highest similarity to the judged relevant passages, followed closely bygpt-4 .
However, for DL 2020,gpt3.5-turbo has greatest similarity to the judge relevant passages. 3)
When analyzing the \liar" versions of the runs, where we deliberately prompt the LLMs to pro-
vide incorrect responses, we observe thatgpt-4 appears to be a better low baseline compared to
gpt-3.5-turbo , since it consistently yields lower similarity scores to the relevant judged passages.
This underscoresgpt-4 's ability to generate convincing but incorrect responses, when appropri-
ately prompted. A consistent pattern appears across all sub�gures in Figure 5.3 regardless of the
embedding and query set used. This pattern supports our proposal to measure the performance
of LLMS be measuring the similarity between generated answers and judged-relevant passages in
existing retrieval benchmark collections.

We extend our experiments by evaluating all submitted runs to the TREC DL 2019 and 2020,
comparing the retrieved results of those runs to LMM-generated answers. A signi�cant challenge
in measuring the performance of both retrieved and generated models lies in the comparison
metrics. When examining the similarity between a selected relevant passage (the \target qrel")
and retrieved passages, instances arise where the target qrel is returned at the top rank, giving a
similarity score of one. For generated models, achieving a perfect score is only possible if the LLM
somehow generates exactly the text of the target qrel, which is possible but unlikely. As a result,
direct comparisons might misleadingly indicate that retrieved results have superior performance.

To avoid this problem, we have modi�ed our evaluation strategy by prioritizing top-tier
relevance-judged passages for each query i.e., leveraging the annotated documents with the high-
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est relevance grade for evaluation of each query. In other words, For each query and for each
target qrel in the highest grade of relevance level, we identify the �rst retrieved passage in the
results list that is not a direct match to the target qrel. We then report the average similarity of
every target qrel and their accompanies �rst non-identical retrieved passage. We note that it is
possible each retrieved passage is already annotated as a relevant one, but our focus is strictly
on non-identical retrieved passages. This approach ensures a more equitable comparison, as we
determine a retrieved passage's similarity to the target qrel in the same manner we do with gener-
ated model answers. By employing this method, we can e�ectively assess the performance of both
generated and retrieved models in a uniform context. It is also worth mentioning that within the
TREC DL dataset, level 3 denotes perfect relevance. However, there are occasions where top-tier
annotations are absent, and in such situations, level 2 emerges as the most relevant tier.

In Figure 5.4, we plot the performance of all runs submitted to TREC, in addition to gen-
erative models. In this �gure, while the submitted retrieval-based runs (represented by black
points) display both their similarity to relevance judgments on the y-axis and ndcg@10 on the
x-axis, the generative models (depicted in colored circles and triangles) are only evaluated based
on their similarity to relevance judgments, as indicated by the gray boxes, since ndcg@10 can
not be computed for generated answers. This analysis illuminates the e�cacy of generative
models, particularly for TREC DL 2019 and TREC DL 2020. As depicted, models likegpt-4 ,
gpt-3.5-turbo , LLaMA2-7b-chat, and LLaMA2-13b-chat perform comparably to the best sub-
missions for these TREC evaluations. Depending on the embeddings used, these models may
slightly outperform or underperform the best runs, but their performance is generally on par.
Similar to the observation made from Figure 5.3, we note thatgpt-4 appears to be a \better
liar" than gpt-3.5-turbo , with lower scores. In addition, from this Figure, we observe that
our strategy for measuring the similarity of retrieved answers and the highest level of relevant
judgments shows statistically signi�cant Kendall's � correlation with the o�cial metrics on this
dataset i.e., ndcg@10. The high correlation between this similarity and traditional evaluation
metrics intensi�es our assurance of this evaluation methodology.

5.1.5 Assessing Generated Responses without Relevance Judg-
ments

In the previous sections, we assume we have at least one judged relevant passage available.
However, human judgments are expensive to obtain. Moreover, recent experiments suggest that
LLM generated labels be competitive with, or even exceed the quality of, human labels [131, 388].
In this section, we assume that no human judgments are available. Instead, we directly compare
the top-passage returned by a variety of retrieval methods with the generated answers. While we
do not directly employ LLM-generated relevance labels in place of human labels, our approach
is similar and we plan to employ these labels in future work. Our experiments employ twelve
diverse retrieval pipelines, which are detailed in Table 5.1. Initially, we present an analysis of the
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Figure 5.4: The performance of all the runs submitted to TREC DL in 2019 and 2020, as
well as the performance of our generated models on these datasets. While the submitted
runs are depicted using both ndcg@10 and the similarity score, the gray area shows only the
similarity score for the generated runs. The ndcg@10 metric is not applicable to the colored
points. Kendal � correlation between ndcg@10 and the similarity of retrieved results with
the qrels as explained in section 5.1.4 are mentioned above each sub-�gure.

similarity between the generated answers and the top-retrieved passages obtained through each
individual retrieval pipeline. Additionally, we provide insights into the average similarity between
the generated responses and the best-retrieved passage across all twelve pipelines. We believe
that this approach can o�er a more robust indication of relevance signals, especially considering
that a single query can be answered by multiple passages.

The results of these experiments are presented in Figure 5.5. Regardless of whether one
chooses a basic method like BM25 or a more recent neural model like SPLADE, the top retrieved
passage consistently emerges as a strong indicator of relevance. Notably, we observe that the
relative performance of the generated models remains nearly unchanged when using di�erent
retrieval methods as the anchor for evaluation. For instance, when employing �ne-tuned Distil-
BERT for embeddings (as shown in the middle sub�gure of Figure 5.5), we consistently observe
that gpt-4 outperforms gpt-3.5-turbo , regardless of whether we measure the similarity of the
generated content with the top retrieved results from BM25, ColBERT, or SPLADE. This pattern
holds true across all the retrieval methods, as well as when considering the average similarity to
all the retrieved passages from each of the methods. It is worth noting thatLLaMA2-13b-chat
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Figure 5.5: The performance of the generated models on MS MARCO dev set based on
the similarity with top retrieved documents from di�erent retrieval methods.

consistently outperforms LLaMA2-7b-chat, which aligns with the observations made in previous
sections. Additionally, the larger models tend to exhibit lower similarity to the retrieved passages
when they are required to generate incorrect answers, indicating their ability to be better at pro-
viding deceptive responses. In general, our �ndings suggest that even without explicit relevance
judgments, information retrieval benchmarks serve as a reliable anchor for assessing the quality
of generated answers.
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5.1.6 Takeaway

This study addresses the challenge of evaluating the quality of answers generated by large language
models, speci�cally for question-answering tasks and in the absence of established evaluation
methods. We propose and empirically validate an evaluation framework that leverages existing
retrieval benchmarks to assess the generated answers. This framework allows for the comparison
of di�erent LLMs and prompts, providing a structured approach to evaluating generative question
answering.

Our experiments explore two evaluation strategies: (1) measuring the similarity between
generated answers and relevance-judged passages from retrieval benchmarks, and (2) measuring
similarity between generated answers and top-ranked retrieved passages in the absence of human
judgments. We �nd that the similarity between generated answers and relevance-judged passages
correlates well with traditional IR metrics such as nDCG@10. This correlation suggests that our
similarity-based approach can serve as a useful proxy for evaluating LLM outputs, especially in
contexts where labeled data is scarce or unavailable. Additionally, comparing generated answers
to top retrieved passages appears to provide a reasonable signal of answer quality, indicating that
retrieval systems themselves may serve as viable anchors for generative evaluation. In fact, in the
absence of any annotated data, a reliable IR pipeline could be leveraged as a reliable probe for
assessing LLMs at least for information-seeking tasks such as question answering. Our experi-
ments reveal that generative models, such asgpt-4 and gpt-3.5-turbo , perform comparably to
the best retrieval-based runs in TREC DL 2019 and TREC DL 2020 when measured by similarity
to relevance-judged documents.

Overall, while our approach is able to distinguish between some generative models, the sepa-
ration is not always sharp|especially between models of substantially di�erent capacities. T
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5.2 O�ine Set-based Evaluation of Text-to-image Gen-
eration

In this section, we extend the previously borrowed IR evaluation strategies beyond text, exploring
how they might inform the assessment of text-to-image (TTI) generation models. Speci�cally,
our aim is to propose set-based evaluation metrics tailored to these models. In the subsequent
section, we broaden our scope further, outlining a framework that can be used to assess any
LLM-powered applications.

Generative models and speci�cally text-to-image models are being increasingly used in creative
tasks, especially through ideation, the process of generating a list of design candidates in the
beginning of a creative design task [211, 195, 442, 121, 183]. In this study, we study TTI systems,
a class of models particularly well-suited for ideation in the visual arts [210], architecture [300],
and crafting [401]. In order to robustly benchmark TTI systems, researchers need to develop both
datasets (i.e., prompts and relevance information such as a target image) [313, 452, 339] as well
as evaluation metrics [141, 298]. These metrics can either be based on human rater preferences
between a pair of system outputs (e.g., through a side-by-side comparison for a �xed prompt)
or on o�ine metrics based on the automatic comparison of model output to an example system
target.

While there have been advances in the critique and mitigation of datasets involved in bench-
marking TTI systems [334, 366], evaluation metrics remain relatively immature and deserving of
more attention [298]. Evaluation methods based on manual side-by-side comparisons of system
output [19, 20, 9, 23], although e�ective at detecting di�erences between systems, su�er from
multiple ine�ciencies. On the one hand, this method incurs time costs arising from recruiting
and training participants as well as conducting the assessment alone; when operating in rapidly
advancing environments, these time costs can limit the space of models evaluated (and devel-
oped). On the other hand, because each pair of systems needs to be manually compared, the
evaluation scales quadratically in the number of systems [123]; as a result, the �nancial cost
of model evaluation may be prohibitive. O�ine or automated evaluation metrics address these
scalability issues by using information such as target image data to algorithmically score and
compare systems [171, 345].

The most popular approach is to use the Fr�echet Inception Distance (FID) [171] (as ex-
plained in section 3.2.1), a method that compares the distribution of generated images over a
workload of prompts to the distribution of example or target images over the same workload
of prompts. FID, while mathematically convenient, is de�cient in several ways [92, 52]. First,
FID compares population-level statistics and, therefore, a system can generate a set of images
comparable to the target set while individually being poor responses to the prompt. Second,
because FID is a population-level metric, the bene�ts of per-prompt error analysis disappear.
This includes evaluating for sub-population metrics such as fairness. Moreover, when comparing

114



a pair of systems, because FID measures population level di�erences, evaluation cannot leverage
matched statistical tests, known to improve sensitivity. Finally, FID may inaccurately measure
TTI e�ectiveness because it is computed using a collection of generated images within and across
prompts without paying attention to how they may be used or interacted with by users. This
risks metric divergence [283], when there is a disconnection between an evaluation metric and the
construct we are interested in measuring, a more general version of the value alignment problem
[425]. FID does not explicitly model user behavior or task, even though we know users engage
with TTI systems in the context of ideation through a grid interface. As a result, evaluation
may be brittle, especially as systems become e�ective enough to be operating in a region of the
performance landscape where FID cannot e�ectively detect di�erences (cf. similar phenomenon
in search evaluation [409]).

Seeing the need for reusable o�ine evaluation as a necessary benchmarking tool, we develop
novel TTI evaluation metrics based on explicit models of how users engage with system decisions.
This responds to a recent call to abandon metrics like FID that do not model human behavior
and perception [298]. We leverage theories from the ideation literature to understand what people
need during ideation [152, 359, 199, 297] and techniques from IR to formally model these concepts
[77]. In particular, we adapt two well-studied IR metrics, expected reciprocal rank [81] and rank-
biased precision [278], to account for grid layouts, generated images, and ideation intent. We note
that to leverage the soft relevance labels based on similarities to example images, in this study,
we assume that there is always one or more ground truth example images known to be relevant
to the given prompt.

The goal of this section is to evaluate text-to-image generation systems through the lens
of information retrieval-inspired metrics. We aim to develop metrics that capture key aspects
of ideation e�ectiveness, including 
uency, quality, novelty, and diversity, while modeling user
behavior realistically. Speci�cally, we explore the following research questions:

ˆ How e�ective are traditional IR metrics (e.g., RBP, ERR) adapted for TTI evaluation,
particularly in aligning with human judgments?

ˆ To what extent does incorporating user modeling and diversity into evaluation metrics
improve their agreement with human preferences?

ˆ How robust are the proposed TTI evaluation metrics across di�erent datasets with varying
prompt complexity?

We conduct experiments on comparing our proposed set of metrics with traditional ones,
demonstrating that

ˆ modeling sequential user browsing increases consistency with human preferences,
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ˆ modeling novelty and variety increases consistency with human preferences, and

ˆ modeling image visual saliency increases consistency with human preferences.

We observe this behavior on three di�erent datasets including MS-COCO captions [86], the
localized narratives [315] and a set of aggregated prompts generated by humans. We release our
code at https://github.com/Narabzad/Set-Based-Text-to-ImageGeneration .

5.2.1 Text to Image Generation Evaluation

Despite the recent advances in text guided image generation models [327, 321, 338, 452, 339, 326,
127, 143, 212, 231, 225, 416], evaluating such systems have not been studied extensively. The lack
of evaluation tools for such systems has been identi�ed as a serious issue within the community
[308, 298, 91, 252, 298]. The Inception Score (IS) measures properties ofunconditional generated
images for 1) low-entropy across image classes, and 2) high entropy across image classes over
a population of generated images [345]. However, the Inception Score is susceptible to gaming
a perfect score by creating one image for each of the base embedding classes. Therefore, while
better performance is possible, the metric does not fully capture the potential for improvement.
Additionally, IS is appropriate for assessing only certain properties of a general, unconditional
image generation model and is not suitable for TTI evaluation.

As a mathematical re�nement of IS, the Fr�echet Inception Distance compares the distribution
of Inception embeddings of real and generated examples [171, 92]. A lower FID indicates a higher
similarity between the real and generated distributions, and thus more realistic images. However,
like IS, FID was designed for unconditional image generation, making its use for TTI evaluation
somewhat contrived [20]. Although other methods, like Kernel Inception Distance (KID) [49],
have proposed further mathematical improvements, FID remains the dominant evaluation metric
[298]. Multiple studies have demonstrated that population-level metrics like FID are not corre-
lated with human preferences [243, 306]. In particular, Otani et al. [298] rigorously analyzed TTI
evaluation, �nding weak alignment with human behavior and perception as a primary cause of
this inconsistency.

A second group of metrics evaluates the alignment between generated images and the user
prompt. Some metrics achieve this by algorithmically captioning the generated image and then
computing text similarity to the user prompt [420]. Other metrics measure semantic object
accuracy, which assesses how well objects in the generated image match terms in the caption
[172, 448, 177]. This group of evaluation metrics is limited by the performance of a second
model (e.g., caption generation, object detection model, or visual question answering models) and
usually does not show a high correlation with human-generated prompts, as reported in previous
works [339, 452, 305]. In addition, they lack the 
exibility to be applied to set-basedevaluation
of TTI systems, which is the focus of our work. Even state-of-the-art caption generation models
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struggle to produce distinct captions for images generated from the same TTI system for a given
prompt [376, 193, 145]. Our experiments demonstrate that even with a SOTA pretrained image
captioner model such as VL-T5[90], there are signi�cant overlaps between the generated captions
for images generated from an individual TTI system for a single prompts. Consequently, the
evaluation metric would yield the same relevance score for all generated images within the set.
As a result, these metrics are not e�ective in evaluating TTI systems on set-based instances,
which is the focus of our work.

In a recent study [439], the authors introduced a method to score and evaluate human prefer-
ences. Similarly, in [202] the authors collected a preference-based dataset to train a CLIP-based
scoring function so called as PickScore to predict human preferences on individual pair of gen-
erated images for a given prompt. However, their focus was on individual generated images
rather than considering set-level evaluation, which crucially incorporates diversity alongside rel-
evance. In our work, we only focus on TTI evaluation metrics that are applicable to set-based
TTI generation evaluation.

There have been also attempts to develop evaluation pipelines for TTI models [38, 179, 202,
177]. For instance, Petsiuk et al. [313] created a set of �fty challenging tasks and applications for
state-of-the-art TTI models. The authors classi�ed the challenging tasks into those that require
human evaluation procedures and those that can be automatically evaluated. They argued that
these situations are di�cult to de�ne, such as when common sense is required or when objects that
do not often co-occur in the real world must be combined. As a result, several curated benchmarks
for TTI evaluation have been developed. Moreover Yu et al. [452] introduced PartiPrompts,
a comprehensive benchmark of 1,600 English prompts covering 12 di�erent categories and 11
challenge aspects. In PartiPrompts, similar to Xu et al. [439] human annotators were asked
to select the better generated image from two models (one image per model). Although the
majority of preference-based TTI evaluation focuses on pairs of single images, Saharia et al. [339]
conducted preference-based evaluations between sets of images generated by two models. To the
best of our knowledge, their collected dataset is the only work that conducted evaluation on set
of images. In our work, we follow the same concept and aim to conduct experiments comparing
sets of generated images, albeit on a larger scale.

Finally, some work also proposed strategies to bridge the gap between expert annotation and
automated metrics in generation tasks. Laban et al. [216] proposed a methodology to extend
the use of existing annotations into a series of automatic tests. They argue that it is necessary
to do so since human evaluation is usually expensive, hard to reproduce, and not easy to reuse.
They also show that their proposed approach called Near-Negative Distinction achieves a higher
correlation with human judgments than standard natural language generation evaluation metrics.

Diversity Measuring the diversity of image sets has a long history in multimedia retrieval
[400, 258, 5]. For example, the MediaEval 2017 benchmark introduced image search result diver-
si�cation in the context of photo retrieval [453], arguing that diversity within image search results

117



is crucial because it 1) addresses the needs of di�erent users, 2) tackles requests with unclear in-
formation needs, 3) widens the pool of possible results for increasing the performance, and 4)
reduces redundancy in the results. We adopt similar desiderata motivated from the the precise
ideation context in which TTI is often used. The best-performing models in this benchmark
mostly leveraged visual similarities between images and Maximum Marginal Relevance (MMR)
[153]. Inspired by the successful runs in this competition, we also leverage the idea of MMR for
measuring diversity in our evaluation metric. We note that while MediaEval could use relevance
and diversity unmodi�ed IR metrics because images were explicitly rated, TTI needs to impute
these ratings because images are generated.

5.2.2 Problem De�nition

We cast text{to{image generation (TTI) as the task of supporting a user who is searching for
visual ideas in an early-stageideation context. Treating the activity as an information-seeking
task lets us borrow the formal machinery of information-retrieval evaluation.

TTI task. Modern TTI interfaces (e.g., Midjourney, StableDi�usion Web, DALL ·E 3) present
their outputs in exactly this two-dimensional format: designers skim across rows and columns,
making comparative judgements at a glance. Given a prompt or queryq, a TTI system s,
generates anw � h matrix X where each element is an image. If the TTI interface returns a
ranked list of length k, we generate a 1� k matrix and similarly when a grid is required, the TTI
system presents the generated images in a grid view ofm � n images.

Why a grid matters. Modelling the output as a matrix lets us both simulate realistic scan
trajectories|by sampling browsing paths � through the grid and computing the expected user
utility across all plausible visual scans|and reward simultaneous quality and diversity, since
early-stage ideation favours a \mood-board" of diverse, high-quality images rather than a single
best item; treating X as a spatially structured set enables the metric to penalise redundancy
while still crediting �delity to the prompt.

TTI evaluation task. An evaluation metric � is a function that, given an arrangement of
generated imagesX , a prompt q, and side information uq about the image utility (e.g. an example
target image), computes a scalar value where a higher value indicates better performance of
system. We summarize the performance of systems over a space of promptsQ with the expected
value of � over the distribution of queries in Q, Eq� Q [� (s(q); uq)].
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5.2.3 Method

Designing a Metric for TTI

In the context of creative design, users leverage TTI systems to generate design candidates to
support ideation. Dominant theories for measuring the quality of an ideation process focus on
four criteria [152, 359, 199]. Fluency refers to the total number of relevant items generated.
Variety refers to the number of unique types of relevant items generated.Novelty refers to
how di�erent relevant items are from all previously generated items. Finally, quality refers to
the degree of relevance of generated items. We are interested in designing metrics that capture
these di�erent dimensions of ideation e�ectiveness.Here, we will review relevant concepts from
information retrieval evaluation as they pertain to TTI evaluation.

A General Model of User Behavior

Let X be the matrix of k = wh images generated for a speci�c prompt, where we index each
generated image from 1 tok. When inspecting a grid, we de�ne the trajectory � as be the speci�c
sequence of inspected images represented as a permutation of [1; k], where � i refers to the i th
examined image index. We begin our metric development in the context of classic IR evaluation
where users inspect a one-dimensional ranked list in a serial, deterministic order. We will return
to grid-based interfaces at the end of this section.

We also have available information about therelevanceof an image to the user for a prompt
q. Let f � (x) 2 [0; 1] represent the relevance of an imagex to the user.

Given a trajectory � , we de�ne a family of metrics based on how the user might engage with
the images in linear order. Theposition-based modelmodels the probability of a user inspecting
the image at rank position i in the trajectory as 
 i � 1, where 
 2 [0; 1] is a free parameter
controlling the depth the user is likely to reach [110, 333]. Thecascade modelmodels a user who,
after inspecting a relevant image, might be satis�ed and terminate their scan [80, 110, 81]. Let
the probability that a user is satis�ed by an image be a monotonically increasing function of its
relevance,g� (f � (x)), which we represent as shorthand usingg� (x) for clarity. In this case, the
probability that they reach rank position i is 
 j � 1 Q i � 1

j =1 (1 � g� (� j )). In the remainder of this
section, we will demonstrate how to use these models to design metrics capturing 
uency, quality,
novelty, and variety.
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Fluency

To measure 
uency, we de�ne a metric based on the expected number of relevant images the user
will see. For the position-based model, rank-biased precision or RBP [278], is de�ned as,

RBP( � ) =
kX

i =1

f � (� i )
 i � 1 (5.1)

Under the cascade model, extended expected reciprocal rank (ERR) metric [81], is de�ned as,

ERR(� ) =
kX

i =1

f � (� i )
 i � 1
i � 1Y

j =1

(1 � g� (� j )) (5.2)

Quality

Unlike classic IR evaluation, we cannota priori judge the relevance of all possible images, we
leverage a wide variety of side information to estimate the relevance of generated images. In
general, this could include information about user preferences, image attributes, or anything else
helpful to estimate relevance. In our study, we assume that we have access to one or more example
images known to be relevant to the prompt. Given a generated imagex and a relevant image
x̂, we estimate the relevance ofx as the following where� is an image embedding function, for
example based on the activation of an interior layer of a neural network:

f � (x) = h� (x̂); � (x)i (5.3)

Carterette and Allan [66] uses a similar approach to label unlabeled documents in classic IR
evaluation.

Variety and Novelty

In TTI evaluation, for a given prompt, we only have a few example images and therefore do not
have information to measure novelty of a generated image to the user or in general. However,
we can measure the novelty of an image to the userwhile they scan the list. Given the similarity
of novelty within a list to variety within a list, we consider both of these criteria together. In
situations where we have additional information about the novelty of an image to a user or in
general, we suggest these criteria be decoupled. In order to measure novelty within a list, we
leverage existing methods designed to measure diversity. Similar to Maximum Marginal Relevance
[153], we model novelty by discounting the relevance of an image based on previously seen images.
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Figure 5.6: Overview of our proposed approach

The discount factor for the i th image in � is de�ned as the following where� (i; � ) can be used
to discount f � (� i ) which we can then use in either RBP or ERR.

� (i; � ) = 1 � max
j 2 [1;i � 1]

h� (� i ); � (� j )i (5.4)

Expected Metrics over Trajectories

In more general grid-based interfaces, we cannot assume that users will all follow a deterministic
trajectory when presented with an arrangement of images [124]. Users may inspect images in
arbitrary trajectories based on their position and attractiveness. As such, we can compute the
expected metric value over all possible trajectories. Let Pr(� ) be the probability that the user
scans the images in the order represented by� ; in other words, Pr(� ) is a multinomial distribution
over all permutations in Sk . Although a na•�ve model might consider a uniform distribution over
trajectories, we know that users tend to be more attracted to certain images based on their
position and visual features [124]. Inspired by the observation that users tend to look at the most
salient images �rst [285, 365], we model Pr(� ) using a Plackett-Luce model based on predicted
image salience [314]. Let� (x) be the visual salience ofx represented as a positive scalar value.
After normalizing this value over all images to sum to one, we iteratively sample an image from
this multinomial without replacement, generating a sequence of images (i.e.� ). This process can
be executed e�ciently by using the Gumbel-softmax method [56].Figure 5.6 displays a general
overview of our proposed approach for evaluating TTI systems.
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Table 5.4: Examples of prompts fromMS-COCO,LN-COCOand Prompts dataset as well as
average and standard deviation� of length of prompts in each dataset.

Dataset# #Words � Example Prompt
MS-COCO500 10.3 2.2 A herd of cows standing on a grass covered hillside.
LN-COCO500 42.8 19.2 In this picture we can see three cows standing on

the grass. There is a tree and few mountains are
visible in the background.

Prompts500 11.6 9.4 Origami cow 
ying over the moon.

5.2.4 Experimental Setup

TTI Systems

To run experiments and validate how our proposed evaluation metrics can distinguish between
the two sets of generated images, we took three state-of-the-art TTI systems [339, 452].

To comply with intellectual-property agreements signed with our industrial partner, we may
not reveal the commercial identities of the underlying models. We therefore anonymise them as
as systemsA, Band B' . B' is the smaller version of systemB, with fewer number of parameters. In
prior work, systems A and B have shown competitive performance and consequently, the smaller
version of systemB, system B' , has shown relatively worse performance compared to systemA.
The assumption that a model with fewer parameters has worse performance compared to a larger
model of the same class has previously been used for evaluation purposes [308].

Datasets

To conduct our analysis, we require sets of prompts with associated prior information. As dis-
cussed in Section 5.2.3, each prompt is linked to at least one relevant target image. We utilized
the COCO dataset [240], which provides two distinct representations of information needs: 1)
COCO captions (MS-COCO) [86] and 2) Localized Narratives (LN-COCO) [315]. Additionally, we
collected a third dataset, Prompts, comprising of prompts entered by users of a TTI demo.

The examples in Table 5.4 highlight the di�erence between prompts used for these experiments
for the same image. As shown in the �rst two rows of this Table, the same image was described
with 10 words when using MS-COCOcaptions and 24 words when usingLN-COCOas prompts.
We demonstrate how a same image was described with 10 words when usingMS-COCOcaptions
and 24 words when usingLN-COCOas prompts. We are interested in investigating whether our
proposed metrics and baselines are robust with respect to the lengths of the prompts for the same
prior information. While the average number of words in Prompts and MS-COCOseem close (11.6
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vs. 10.3), the standard deviation of the number of words in the prompts of these two datasets
di�ers signi�cantly. The standard deviation of the number of terms in Prompts is 9.41, while
this number for MS-COCOis only 2.21. From Table 5.4, we can see that prompts in theMS-COCO
dataset are consistently short, while in the Prompts dataset, the length of the prompts varies
more. We conclude that prompts in the MS-COCOdataset are consistently short, while in the
Prompts dataset, the length of the prompts varies more.

COCO Captions The COCO dataset is widely used to evaluate various deep learning and
computer vision tasks, including TTI systems [452, 339, 127, 361, 85, 468, 240]. It is a large-scale
dataset for object detection, segmentation, and captioning [240]. The MS-COCO captions dataset
contains over 200K images, each annotated with �ve captions. Here, we randomly sampled 500
images from the MS COCO 2017 validation set. For each image, we randomly selected one of the
captions as the input prompt for experiments and used the associated image as the target image.

Localized Narratives Recent work has raised concerns that COCO captions might not be
realistic surrogates for human prompts and that they lack su�cient detail for TTI task evaluation
[452]. Therefore, to evaluate TTI systems, we move beyond the simple COCO captions benchmark
and use more detailed text found in the Localized Narratives (LN) dataset [315]. Localized
Narratives dataset which are a subset of the MS-COCO dataset, and their associated text is four
times longer than COCO captions on average [315]. Inspired by previous work [212, 468, 457],
we also conducted experiments with generated images from more detailed descriptions of images
(localized narrations) and examined how the longer version of prompts a�ects the performance
of TTI systems.

Prompts Describing an image through captions or detailed narrations is di�erent from issuing
a prompt to address an information need in various contexts. To ensure that our evaluation
metric is representative of prompts that appear in practice, we also analyzed performance on
human-generated prompts. We collected a third dataset including 1,500 prompts from real users,
referred to as Prompts, consisting of prompts entered by users of a TTI demo. This dataset is
more representative of the types of prompts that TTI systems will encounter in practice, and
they cover a wide range of topics and styles. Some examples of prompts inPrompts are "A
futuristic city with lots of greenery", "A small cabin in the woods" , and "A cozy reading nook in a
library". The TTI demo was used for generating images for various purposes, including research,
design, and presentations. We also recorded the generated grids from two TTI systems,A and
B, and collected feedback on individual images, including positive and negative signals, such as
thumbs up and down, as well as implicit signals, such as downloads, copies, or shares. We used
both implicit and explicit positive feedback to create a set of target images for each prompt,
selecting only those prompts that were tried on both TTI systems and received positive feedback
on both. This resulted in a set of target images, consisting of at least one image from each of the
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Table 5.5: Di�erent variations of our proposed metrics
Metric User Model Relevance Pr(� ) Metric User Model Relevance Pr(� )
RBP Position-based f � (x) Saliency ERR Cascade-based f � (x) Saliency
RBPu

� Position-based f � (x) � � (i; � ) Uniform ERRu
� Cascade-based f � (x) � � (i; � ) Uniform

RBP� Position-based f � (x) � � (i; � ) Saliency ERR� Cascade-based f � (x) � � (i; � ) Saliency

two TTI systems, for each prompt. We randomly sampled 500 such prompts that satis�ed these
requirements.

Metric Variations

We present our six di�erent metric variations in Table 5.5. RBP and ERR metrics are de�ned in
Equation 5.1 and 5.2 respectively. The subscripts� discounts the relevance function as explained
in Equation 5.4. When � is sampled based on uniform distribution the metric has a superscript
u otherwise the � is sampled using the normalized image saliency and unless speci�ed, we adopt
a value of 
 equal to 0.9, as suggested in the literature [65]. We compute the average of the
metric over 100 sample trajectories for each prompt. The similarity between generated images
and target images is calculated using the cosine similarity of the embedded vectors of images
obtained from Inception V3 which has been widely used in downstream vision tasks and evaluation
methodologies [381, 327, 433, 410, 233, 43, 295].

Baseline TTI Evaluation Metrics

In addition to FID, we develop a simple diversity-based metric, Diversity , to assess the set-
based diversity of TTI output. Diversity measures the average pairwise similarity between all
generated images. A higher pairwise similarity rate within a grid indicates lower diversity. We
compute pairwise similarity using cosine similarity of the embedded vectors of images obtained
from Inception V3.

Modeling Salience

Although there are no existing saliency models or gaze data available for a grid of images, we
can use models trained on webpages, which usually contain multiple images (or even a grid of
images sometimes). There are several existing free viewing gaze data on webpages [74, 362], and
among them, [74] is the latest and largest, with gaze data on 450 webpage screenshots, collected
from 41 people with eye trackers. 450 webpages are a relatively small data set, and insu�cient to
train the webpage saliency model. We follow the typical training paradigm in saliency modeling
area: �rst train the model with Salicon data [184], a large scale saliency data set on 10K natural
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images, then �ne-tune it with webpage gaze data. The loss functions we use is a combination of
KLD and NSS [62], both of which are popular loss function for saliency models.

Our webpage saliency architecture essentially follows the SimpleNet idea in [329] with some
modi�cation and simpli�cation. More speci�cally it takes a MobileNet V3 (pretrained on Ima-
geNet classi�cation data) as backbone, and extracts embeddings from 4 layers of conv 2, 4, 6, 8.
On each embedding, we apply two conv layers, where the �rst layer has a kernel 3� 3, number of
channels matching the input embedding, max pooling 3 and relu operator and the second layer
has a kernel 1� 1, 1 channel and relu operator. Then the output of each branch is converted
back to the resolution of the input with a bilinear resize operator. The outputs of the 4 branches
are then summed to 1 channel, followed up by a sigmoid function to generate the output saliency
map. Finally, we average the predicted saliency of individual images within the grid and use it
as initial distribution to sample � 5.

Figure 5.7 represents 4 grids of generated images for the prompt `a cute puppy is painting'
with di�erent levels of saliency and diversity.

Data Annotation Process

We curated a dataset of human preferences over sets of generated images for prompts from the
three above-mentioned datasets. An annotation study was conducted using an internal platform,
where annotators selected their preferred set of images for each prompt. Based on prior work
in task-based evaluation of information retrieval systems [53], we grounded the annotation in a
simulated work task provided to annotators as,

\ You and your coworkers are trying to come up with an image for a project presentation.
Together, you all have come up with a description of the image, which we will refer to as a
`prompt' (shown in blue below). Two designers, X and Y, have sketched possible images for the
group to decide on the images to use. Which designer's sketches would you prefer to present to
the group to decide on the presentation image?"

The instructions, along with a prompt, were displayed at the top of the assessment interface.
Two sets of eight images were presented in a 2� 4 grid view, one from TTI system X on the
left and one from another TTI system Y on the right, immediately below the guidelines and the
prompt. Annotators rated which of the grids they preferred on a �ve-point Likert scale:

1. X is much better than Y,

2. X is somewhat better than Y,

3. X and Y are the same,

5We release our code athttps://github.com/Narabzad/Set-Based-Text-to-ImageGeneration
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Figure 5.7: Four image grids and associated salience maps for the prompt `a cute puppy
is painting'. Images grids in the left column have lower diversity than those in the right
column as re
ected by the di�erent positions and breeds on puppies. In image grids in the
top row, images tend decrease in salience from left to right; in the bottom row, there is
less of a relationship between position and salience.

4. Y is somewhat better than X, and

5. Y is much better than X.

To ensure the quality of the collected annotations, each pair of sets of generated images was
annotated three times with di�erent annotators. We used the consensus agreement among all
three judgments to generate the �nal annotation results. We ran preference-based annotation
between each pair of systems, i.e.,A vs. B, A vs. B' , and B vs. B' , on 500 prompts from each of
the MS-COCO, LN-COCO, and Prompts datasets.

In total, we collected 13,500 annotations for our dataset. Additionally, we conducted 100
quality check tests in which we presented a generated set of images for a given prompt and
a random set of generated images from a di�erent prompt. We assumed that the randomly
generated set of images would always be less relevant. We are pleased to report that all of the
quality tests were passed with the consensus results. Furthermore, the crowd sourcing platform
we utilized had their own internal quality checks and quali�cation tests which were passed at the
most satisfactory level. On average, each annotation took 106 seconds to complete and although
we paid the raters hourly, on average we paid 0.50 USD per annotation.
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