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Abstract

After a user submits a query and receives a list of search results, the user may abandon
their query without clicking on any of the search results. A bad query abandonment is when
a searcher abandons the Search Engine Result Page (SERP) because they were dissatisfied
with the quality of the search results, often making the user reformulate their query in
the hope of receiving better search results. As we move closer to understanding when and
what causes a user to abandon their query under different qualities of search results, we
move forward in an overall understanding of user behavior with search engines. In this
thesis, we describe three user studies to investigate bad query abandonment.

First, we report on a study to investigate the rate and time at which users abandon
their queries at different levels of search quality. We had users search for answers to
questions, but showed users manipulated SERPs that contain one relevant document placed
at different ranks. We show that as the quality of search results decreases, the probability
of abandonment increases, and that users quickly decide to abandon their queries. Users
make their decisions fast, but not all users are the same. We show that there appear to
be two types of users that behave differently, with one group more likely to abandon their
query and are quicker in finding answers than the group less likely to abandon their query.

Second, we describe an eye-tracking experiment that focuses on understanding possible
causes of users’ willingness to examine SERPs and what motivates users to continue or
discontinue their examination. Using eye-tracking data, we found that a user deciding
to abandon a query is best understood by the user’s examination pattern not including
a relevant search result. If a user sees a relevant result, they are very likely to click
it. However, users’ examination of results are different and may be influenced by other
factors. The key factors we found are the rank of search results, the user type, and the
query quality. For example, we show that regardless of where the relevant document is
placed in the SERP, the type of query submitted affects examination, and if a user enters
an ambiguous query, they are likely to examine fewer results.

Third, we show how the nature of non-relevant material affects users’ willingness to
further explore a ranked list of search results. We constructed and showed participants
manipulated SERPs with different types of non-relevant documents. We found that user
examination of search results and time to query abandonment is influenced by the coherence
and type of non-relevant documents included in the SERP. For SERPs coherent on off-topic
results, users spend the least amount of time before abandoning and are less likely to request
to view more results. The time they spend increases as the SERP quality improves, and
users are more likely to request to view more results when the SERP contains diversified
non-relevant results on multiple subtopics.
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Chapter 1

Introduction

This thesis investigates a speci�c type of query abandonment in web search. In particular,
we studybad query abandonment as being when a user does not click on any search results
and instead decides to reformulate their query to continue their search.

1.1 Preamble

Understanding the nature of people's search tasks and the behavior of people's search,
comprehension, and interaction with information can o�er important implications on both
the design and evaluation of search systems. In turn, it can help designers of search engines
build better algorithms and interfaces that deliver successful searches to users.

Search engine algorithms and interfaces have progressed signi�cantly over the years.
Hearst (2009, Chapter 1) showed a screenshot of Google's search interface in 2007 for the
query \darter habitat". A user seeking more information about darter habitats (e.g., where
do darter habitat live?) may be presented with an ordered list of search results summerized
by a title and a short snippet (Figure 1.1 in Hearst (2009, Chapter 1)). To �nd an answer
to their information need, the user would need to examine the search results and click on
the document(s) they believe contain the answer. Such a decision would require the user
to determine which document(s) to click, e.g., the �rst document, the second document, a
document on the next page of results, or even reformulate the search query to �nd other
and possibly better search results. White (2016, Chapter 1) notes that fact-�nding in the
web, as in the mentioned example, \may require only a single resource or direct answer,
and strong system performance may be evidenced by low searcher engagement and short
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Figure 1.1: Google search results in 2020. Screenshot taken on June 26th, 2020. Google
has added direct answers into the search result page, shortening task completion time for
users trying to �nd answers about a certain topic.

task completion times". Knowing such information, whether by experiments, analysis of
search logs, or other methods, would bene�t Information Retrieval (IR) system designers
in designing targeted search support tools that address what users and their behavior
indicate (e.g., shortening task completion times for fact-�nding tasks). Searching for the
same query today returns targeted search support, such as the direct answer box shown
in Figure 1.1, that users can use to achieve the same goal without leaving the search page
and with a shorter amount of time.

The implications of understanding search behavior can help in many aspects of the
search process beyond the mentioned example. In return, it can help build better search
systems that signi�cantly improve search satisfaction of the millions of users that use it.

User-centered aspects in IR

Dedicated academic venues exist to discuss research on the many user-centered aspects
of information interaction and IR. We brie
y explain some aspects while describing a
traditional search process.

Searchers often use web search engines to seek information regarding a particular task
in mind, whether exploratory in nature, �nding facts, or learning a new topic of interest.
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As users are typically responsible for creating their search queries, they start by formu-
lating a query they believe is relevant to their information need. For example, a user
interested in knowing the height of Mount Everest may choose to enter the query \mount
everest",\mount everest height", or any other query the user believes relevant. This pro-
cess of formulating a query can be straightforward to a user familiar with the topic of their
information need and who knows the right terms to include in their search query. The
terms \mount everest" and \height" combined, for example, seem as a well-formed query
for someone looking to �nd the height of Mount Everest, as it includes important terms
relevant to what the user is trying to learn. Query formulation can be more di�cult when
users are less familiar with their search topic and unaware of the correct vocabulary to
use. Supporting the searcher in formulating their queries opens up a whole user-centered
aspect of IR identi�ed asquery suggestionsthat focuses mainly on ways to help searchers
come up with more relevant and better queries.

Another user-centered aspect of IR, identi�ed asquery reformulation, starts right after
a user submits a query and is presented with search results. For example, following a
user's initial query, the user may be presented with search results considered irrelevant to
what they are looking for and not worthy of further exploration. In other words, the search
results do not satisfy the task the user is trying to achieve. In today's search engines, when
this occurs, users are faced with the following choices: examine more search results on the
next search page(s), submit a reformulated query to the search engine, or quit the search
process. Reformulating and submitting a new query can be seen as a partial failure by
the search engine. It is partial because the user has not yet reached the point of quitting
the search process, but is considered a failure because the search engine failed to deliver
satisfying information in their initial query. When a user decides to submit a reformulated
query and not click on any search results, their action is considered an abandonment of the
search results. This behavior is commonly known asquery abandonment. The other option
of quitting the search process is obviously undesirable, as it would indicate complete failure
of the search system to satisfy the user. If a user quits, their action is also considered an
abandonment of the query, except this time, the user has completely given up on the search
engine.

In the two examples of abandonment mentioned above, we assumed the user action
is driven by dissatisfaction with the search results. An abandonment that is driven by
dissatisfaction is commonly known asbad query abandonment. This type of abandonment
is undesirable because it is associated with user dissatisfaction, and search engines have
dedicated e�orts to reduce it (Das Sarma et al., 2008). Query abandonment, however, can
also be driven by users' satisfaction with the search results, e.g., when direct answers are
presented in the SERP like in Figure 1.1. When a user abandons search results because they
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have found what they are looking for directly in the SERP, their behavior can be considered
a desirable and positive signal by the search engine. In other words, the search engine
successfully returned the information the user is looking for without requiring the user to
click on any search result. This behavior is commonly known asgood query abandonment.

1.2 Query Abandonment

A deeper look into query abandonment

As search results are presented to the users, it has been recognized that some search users
will decide to reformulate their query without clicking on any search results, therefore
abandoning the query's search results. While the terminology describing this behavior
varies, it is commonly referred to asquery abandonment. Joachims and Radlinski (2007)
termed \abandonment" to be \the user's decision to not click on any of the results."
Likewise, Radlinski et al. (2008) de�nedabandonment rateto be \the fraction of queries
for which no results were clicked on." White (2016) de�nes it assearch abandonmentand
describes it as \abandonment [that] occurs when searchers do not click on any of the results
returned by the search engine". Unfortunately, \query abandonment" also sounds similar
to what a user does after clicking on a result and deciding to reformulate a query. Indeed,
Wu and Kelly (2014) de�ned query abandonment as \the point at which a person decides to
stop his/her current query and enter a new one." As White (2016) explains, it is di�cult
to de�ne abandonment because there are many ways in which searchers can abandon a
SERP, e.g., closing the browser window, clicking on a query suggestion, or others.

There is a host of reasons why people may abandon their queries. For example, a
search query on the current local weather temperature in Google returned answers pre-
sented directly in the search result (e.g., Figure 1.2a). If an answer addressing the user's
information need is presented directly in the SERP, it is not uncommon for users to aban-
don the search result. Their information need has been satis�ed without the need to open
any of the search results. This behavior is considered a positive and desirable interaction,
and is commonly known as \good query abandonment" (Li et al., 2009a).

Abandonment can also be due to dissatisfaction with the search results. To illustrate
this with an example, let us picture the following imaginary, yet possibly common scenario.
A user might be interested in learning more about the Y combinator function1,2 and decides

1In programming languages, the Y combinator is a higher-order function that allows us to do recursion
in a programming language that does not have any recursion mechanisms implemented.

2Credit to Prof. Gordon Cormack for showing this query example during a lecture on web search.
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(a) \weather temprature" search results. (b) \y combinator" search results.

Figure 1.2: Screenshots of search results from Google, a commercial search engine. Search
results captured on March 27th, 2020.

to use a search engine to �nd more information about the topic. The user enters the query
\y combinator" in the search engine and examines the search results shown in Figure 1.2b,
which are all related to the Y Combinator startup accelerator. Unsatis�ed with every
search result because of their irrelevance to the user's information need, the user abandons
the SERP without clicking at any search results and decides to reformulate their query.
This behavior of abandoning search results due to unsatisfactory results is common and
accounts for 41% of all query abandonment (Diriye et al., 2012). Obviously, this behavior
is considered negative and undesirable, because the search engine has failed to return
information that would help the user satisfy their information need. This behavior is
commonly known as \bad query abandonment", and is the focus of this dissertation.
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1.3 Research Purpose

In addressing and learning more about bad query abandonment, we can reveal insight on
user behavior during the search process in which IR designers can use to build a better and
successful search experience. For example, with measurements such as how much time and
how far people examine before deciding to abandon their query, we can produce insight into
users' willingness to continue or discontinue examination of search results and understand
what search results people examine before making their decision to reformulate. In this
dissertation, we conducted three user studies to investigate the following:

Search result quality and query abandonment

� To investigate the rate of abandonment when users are presented with search results
of various levels of quality.

� To determine how much time users spend before making their decisions to abandon
search results.

Search results examination prior to query abandonment

� To determine the number and the order of search results people examine before
abandoning their query.

� To test whether di�erent types of searchers exhibit di�erent examination patterns of
search results.

� To investigate other factors that can in
uence search result examination and user's
decision to abandon search results.

� To visualize users' gazing patterns under di�erent types of SERPs.

The e�ect of non-relevance to query abandonment

� To observe the e�ect of di�erent low quality search results on search interactions.

� To investigate the need for a broader de�nition of non-relevance.
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1.4 Contributions

In this dissertation, we make the following contributions:

� By conducting a carefully controlled user study to investigate query abandonment,
we found that users make quick decisions to click on a search result or abandon their
query. We also found that the probability of query abandonment increases as the user
has to search further down the ranked list to �nd a relevant document. (Chapter 3)

� Further analysis of the data indicates the possibility of two classes of users that
behave di�erently. One group, which contains most users, seems to be focusing on
the top of the ranked list to decide whether to abandon or not. The other group
appears to be more likely to examine the whole ranked list. The group more likely
to abandon their query is able to �nd answers quicker than the group less likely to
abandon their query. (Chapter 3)

� Using eye-tracking, we conducted another experiment to determine what users exam-
ine prior to making their action to either click or abandon the results. We found that
a user deciding to reformulate a query rather than click on a result is best understood
as being caused by the user's examination pattern not including a relevant search
result. If a user sees a relevant result, they are very likely to click it. However, users
do not look at all search results, and their examination may be in
uenced by other
factors. (Chapter 4)

� Besides search result quality and user type, we investigate how query quality (am-
biguous and non-ambiguous) can play a role in in
uencing examination and users'
decision to whether or not to abandon the search results. We found that type of
query can be a factor in whether or not a user will abandon their query, and it in-

uences di�erent types of users di�erently. For example, if the query is considered
somewhat ambiguous, some type of users stop their examination after determining
the top three search results to be non-relevant. (Chapter 4)

� In mobile search, users are likely to scroll to view the �rst �ve results, but if a relevant
result is not seen, they are more likely abandon their query. (Chapter 4)

� With data representing the rank of the top-most relevant result, user type, and query
type, we build a decision tree model to interpret the search process. The decision
tree provides a holistic view of the search process and abandonment, encompassing
three important parts, users, queries, and search results, and shows the in
uence
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of users and queries to each other at speci�c ranks in the search result. This has
important implications on designing more comprehensive e�ectiveness measures that
also include users and queries into the evaluation. (Chapter 4)

� Using the collected eye-tracking data, we demonstrate how time-series heat maps can
help understand multiple searchers' behaviors over time. We show how the visual-
ization can be useful in communicating di�erences between searchers' gaze patterns
and complement traditional eye-tracking heatmaps. (Chapter 5)

� In a separate user study, we turn our attention to understanding user behavior when
the search result page has no relevant documents. We show that users' interactions
are in
uenced di�erently by the type and quality of the SERP presented to them.
While every SERP shown to the user contained only non-relevant documents, the
coherence and the nature of the non-relevant document in the SERP can in
uence
how far down the ranked list users are willing to examine. (Chapter 6)
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1.5 Thesis Overview

This thesis is organized as follows:

� Chapter 2 { Background and Related Work: This chapter comprises back-
ground in information retrieval and some of the related work in search behavior and
query abandonment that our work is situated within or builds on.

� Chapter 3 { Search Results Quality and Query Abandonment: In this
chapter, we explain our �rst experiment on studying query abandonment, where we
looked into the e�ect of various degrees ofSERP quality on the rate and time on
people's decision to abandon queries in fact-�nding tasks.

� Chapter 4 { Patterns of Search Result Examination: Our �rst experiment
also left us with some unanswered questions, particularly what search results people
examine, why people decide to examine more results, and what could in
uence their
decision to process more search results or abandon the query. This chapter describes
our second experiment where we used an eye-tracker to understand the examination
behavior before users abandon their search queries.

� Chapter 5 { Visualizing Searcher Gaze Patterns: Eye-tracking can generate
large amounts of data points. This chapter extends our previous work by proposing a
visualization technique that incorporates timing information to quickly visualize and
better understand what search results users examine at di�erent time periods. Using
the collected eye-tracking data, we show how the visualization can help communicate
search examination behavior for di�erent types of users and queries.

� Chapter 6 { The E�ect of Non-Relevant Results on Search Behavior: In
this chapter, we describe our third experiment. Instead of presenting users with
either relevant or non-relevant search results, as in our two previous experiments,
we broaden our notion of what it means for a document to be non-relevant. In
particular, we investigated how SERPs with di�erent types of non-relevant results
a�ect examination, the rate of abandonment, and the time users spend to make their
�rst action.

� Chapter 7 { Conclusion and Future Work: We conclude by summarizing the
�ndings of our research and discussing possible future work.
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Chapter 2

Background and Related Work

This chapters reviews the background and related work this dissertation is situated within
or builds on. The review includes an examination of previous research in measuring and
understanding user search behavior (Section 2.1), and previous work that speci�cally ad-
dresses query abandonment (Section 2.2).

2.1 Studying User Search Behavior

In this section, we review some of the methods used to study search behavior and provide
a brief summary of their �ndings.

2.1.1 Mining Search Logs for Studying Search Behavior

Search engines are used by million of users, and have become a valuable tool for users
to search for information. As such, search engine logs contain large amounts of data
representing di�erent types of user interactions. Analyzing these logs can provide useful
information into the ways people interact with search systems to �nd information. An-
alyzing query logs is not uncommon, and have been used to understand search behavior
in web search (Silverstein et al., 1999; Jansen and Pooch, 2001; Broder, 2002; White and
Morris, 2007; Buscher et al., 2012), email search (Ai et al., 2017), job search (Spina et al.,
2017) and other domains.

One of the earlier works in analyzing web search logs is the work of Silverstein et al.
(1999). In their work published in 1999, Silverstein et al. used query logs of the 90's era
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web search engine, AltaVista. The authors analyzed approximately 1 billion entries of
search requests representing 285 million user sessions. With these query logs, the authors
reported many descriptive statistics about users search behavior, e.g., the topics and queries
the majority of people search for, the number of queries per session, the number of terms
and operators in a query, etc. Some of the main �ndings of Silverstein et al.'s work is
that web users typically use short queries when searching, mostly examine the �rst page
of search results that contain 10 items, and rarely modify their initial query.

Like Silverstein et al. (1999), Broder (2002) also used AltaVista query logs for analysis
on user search behavior, particularly in the type of searches people submit to search engines.
Broder de�ned a taxonomy of queries based on users' intent that included three types called
navigational, informational, and transactional. Navigational queries are associated with
the intent of reaching a particular website, informational queries are to acquire information
that the user feels is present on a particular page, and transactional queries involve an
intent to complete a transaction, such as making a purchase or �nding a map. Broder
selected 1000 random queries from AltaVista's daily log, and after further post-processing
and removal of non-English queries, 400 queries remained. These queries were manually
inspected to determine the type of query. From this subset of queries, they found that
navigational, informational, and transactional queries account for 20%, 48% and 30% of
the queries, respectively. The three types of queries have become widely used as part of
various user studies investigating user search behavior.

White and Morris (2007) used interaction log data from consenting users to understand
search behavior of di�erent types of users. In particular, the author examined di�erences
in behavior between advanced and non-advanced searchers. The interaction logs consisted
of 586,029 unique users who submitted millions of queries to three search engines { Google,
Yahoo!, and MSN Search. In their work, advanced and non-advanced users were identi�ed
by their usage of search engines advance searching operators. An example of these operators
are query modi�ers such as `+' (plus), �̀ ' (minus), and ` \" ' (double quotes) that are
used to emphasize, deemphasize, and group query terms. The authors found signi�cant
di�erences in the behavior of advance and non-advanced users. For example, advanced
users are more successful in their search and consistently visit more relevant pages than
non-advanced users.

Buscher et al. (2012) used interaction log data from the Bing search engine to investigate
how user and task di�erences impact users' examination behavior of the search result page.
This data is more extensive than Silverstein et al.'s and includes more interaction types
such as mouse movements, scroll, text-selections, mouse clicks, and others. With this
data, clustering algorithms were used to identify groups of users who shared similar search
interaction behaviors. Buscher et al. identi�ed three meta-clusters centered on the amount

11



of time users spend inspecting the search result page: long, medium, and short. Interactions
under the long cluster included detailed examinations of the results, high number of hovers
and clicks on search items, lots of scrolling, and signs of reading behavior using the mouse
cursor. Interactions in the medium cluster mainly di�er from the other cluster in the
number of abandonment. In the short cluster, the interactions include a shorter time
on the search results page, quick mouse movements in a focused way, and inspection of
few search results. Buscher et al. also looked into user clustering speci�cally under non-
navigational search tasks, and found three distinct clusters of users. These were named
economic, exhaustive-active, and exhaustive-passive users. Overall, economic users spend
less time on the search page than exhaustive users. They also click quickly, and on average,
click on less than one result per query. On the other hand, exhaustive users examine the
search page in detail, exhibit more clicking behavior (both on hyperlinks and other areas of
the page), and have a lower rate of abandonment. The di�erence between exhaustive-active
and passive is that exhaustive-passive users spend even more time on the search result page,
have longer cursor idle time, and abandon more often than the exhaustive-active users. The
percentage of users in the economic, exhaustive-active, and exhaustive-passive clusters were
75%, 16% and 9%, respectively. These behavioral di�erences in user searching behavior,
particularly the notion of economic and exhaustive users, were also identi�ed by Aula et al.
(2005), which we describe in details in Section 2.1.3.

One common theme in the research described above is that the researchers used logs of
users interacting with real search engines. AltaVista, Bing, and the other search systems
that were used were not intentionally modi�ed to investigate speci�c search behaviors.
Instead, the researchers used the interaction data of real searchers using real search engines.
Access to these interaction data is often restricted and not publicly available for many
reasons, e.g., user privacy concerns. While large-scale search log data can reveal a lot of
useful knowledge, smaller scale search interaction data collected in user studies can also be
used. We describe some of these user studies in the next section.

2.1.2 Manipulated SERPs for Studying Search Behavior

Collecting user search interaction with manipulated search results can be a useful method
for understanding how users interact with di�erent search results. This method was pre-
viously used by many researchers. Brie
y, these manipulation methods work by changing
certain aspect(s) of the search system that the researcher wants to investigate. In the con-
text of search, this can be the number of relevant documents in the SERP, the length of
search result snippets, the order of relevant search results, and so on. These manipulations
are often unknown to the user while conducting their search. While users interact with
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the search system and is shown the manipulated results, user data is being recorded for
further analysis. We discuss some of the prior work that is relevant to this thesis below.

Many researchers have suggested usingInformation Scent (IS) (Pirolli and Card, 1999)
to understand how users seek information on the web. Information scent is part of
Information Foraging Theory (IFT) (Pirolli and Card, 1999). IFT implies humans' information-
seeking behavior is similar to how animals use environmental cues to identify the most
useful places to forage for food. In this theory, humans during information seeking \look
for information from sources they believe are the most cost-e�ective by making predictive
judgments using proximal cues" (Wu et al., 2014). Wu et al. (2014) used IS to study search
behavior. In particular, the authors manipulated the number of the relevant documents in
the search results of users �rst three queries', and asked users to search for relevant docu-
ments to open-ended question. They manipulated SERPs according to two within-subject
variables: Information Scent Level (ISL) and Information Scent Pattern (ISP). ISL was
de�ned as the number of relevant documents appearing in the �rst SERP of the task, and
ISP as the distribution of four relevant documents in the SERP. For example, users are
sometime shown a single relevant document positioned at the top of the SERP. In other
cases, the user might be shown multiple relevant search results placed at di�erent ranks.
Both ISL and ISP included three categories. Low, medium, and high for ISL and persis-
tent, disrupted, and bursting for ISP. These categories addressed di�erent qualities of the
SERPs. The authors found that around 42% of users abandoned their queries without
any click on low ISL SERPs (where only the �rst document is relevant), and 13% of users
requery on medium ISL SERPs (where only the top 3 documents are relevant). Only 1.6%
of users requery on high ISL SERP (where only the top 5 documents are relevant). For
tasks under ISP, they found no big di�erence in SERP abandonment between persistent
ISP (relevant documents at rank 1, 2, 5, and 8) and disrupted ISP (relevant documents
at rank 1, 2, 3, and 4). Persistent ISP and disrupted ISP had 10% and 12% SERP aban-
donment rate, respectively. Bursting ISP (relevant documents at rank 4, 5, 6, and 7) had
20% rate of SERP abandonment. Wu et al. (2014) found some factors that may in
uence
query abandonment. The �rst factor was the properties of search results. The proportion
and relative location of relevant results determines the quality of SERPs and further a�ect
query abandonment. The second factor was the properties of the query. Users can learn
new vocabulary from the current query result, and as a result, they issue a new query.

Ong et al. (2017) conducted a similar experiment to Wu et al. (2014) that primarily
focuses on understanding di�erences in web search behavior for mobile and desktop users.
In their experiment, users were shown SERPs with the same type of manipulation as in Wu
et al. (2014). The authors found that certain search behaviours, such as query reformulation
or number of document clicks, are less on mobile than on desktop environment, and desktop
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users submitted more queries and saved fewer documents in lower positions. The authors
attributed the di�erences in search behavior to the search environment in desktop and
mobile. For example, because of di�erent screen sizes in both desktop and mobile, search
results visibility was a�ected. In their experiment, the mobile search interface allows three
search results to be visible above the fold (i.e., visible without scrolling), whereas the
desktop allows eight results. The authors also noted that mobile users may have a lower
information need threshold, e.g., the number of relevant documents is restricted by the
environment. While Ong et al. (2017)'s work is focused on comparing di�erences between
search environments, their work emphasizes the importance of visibility of search results
and its e�ect on search behavior, including query abandonment.

Joachims et al. (2005) conducted a user study where users were provided Google results
to answer informational and navigational questions. Two examples of each type of question
are \Find the homepage of Michael Jordan, the statistician" and \ Where is the tallest
mountain in New York located?". In their study, subjects were instructed to start their
search with any query they would like and search as they would normally do while using
Google or other commercial web search engines. The search result presented to the subjects
was based on one of three experimental conditions. Either the results were not manipulated,
manipulated by swapping the �rst two results, or by reversing the results order. They
found that users are likely to click on higher ranking items irrespective of relevance and
the performance of the search engine. The number of relevant results in the search list,
however, is not controlled and could contain multiple relevant documents, which could be
a possible in
uence to which document a user clicks.

Cutrell and Guan (2007) looked at how varying the amount of information in the search
snippet a�ects user examination. They used both informational and navigational tasks
similar to Joachims et al.'s work. In Cutrell and Guan's work, the authors manipulated
the snippet length of search results to either be short, medium, and long. Short snippets
contained about one single line of words, medium snippets about two to three lines, and long
snippets typically six to seven lines of words. In their user study, participants were asked
to use a custom search engine to �nd answers to navigational and informational questions.
For each search task, an initial query was launched, and the manipulated search results for
the query was presented to the participants. After launching the initial query, participants
were free to use the search engine in any way they like. Cutrell and Guan (2007) found that
increasing the amount of information in the snippets helps with informational queries but
can hurt performance for navigational tasks. In another related work (Guan and Cutrell,
2007), the same authors conducted a study where they manipulated the search results
to include what the authors described as \best" search result item and investigated the
fraction of times participants looked at it. The placement of the \best" search result was
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either at the top, middle, or bottom of the list. They report that as the rank of the \best"
search result decreases from the top to the bottom of the list, the chances of users clicking
at it decreases and may be related to their probability of examining it.

In mobile, Kim et al. (2017) conducted a user study where they manipulated snippet
size to determine the appropriate size of snippets for mobile. Like Cutrell and Guan
(2007), they had three types of snippets sizes (short, medium, and long) and two types of
tasks (informational and navigational). Unlike Cutrell and Guan (2007), Kim et al. (2017)
focused on mobile devices instead of desktop. The authors found that longer snippets
resulted in longer search times with no better search accuracy for informational tasks.
This was due to multiple reasons, including longer reading time to read longer snippets
and more frequent scrolling. Overall, they suggest that it is best to serve snippets of two
to three lines of text for mobile devices.

Other researchers have also manipulated SERP results to study user behavior with
search entity cards (Bota et al., 2016) and images in aggregated search (Arguello and
Capra, 2012). Somewhat relevant to our work in Chapter 6 is the work of Arguello and
Capra (2012). Arguello and Capra looked into diversi�cation in aggregated search (i.e.,
the task of combining search results from multiple search services such as images, news,
and web documents in a single SERP). In particular, the authors focused on the coherence
between two search components: images and web results. They conducted a crowd-sourcing
experiment where participants accessed a custom search engine and were instructed to �nd
answers to simple questions (e.g.,What is the latest album released by Seal?). There were
two layouts of the search engine they designed. One layout contained no images (i.e., no
image-based search results), and the other layout contained images that were either all
relevant to the search task, non-relevant, or mixed. The authors called these target and
o�-target results. For the example question above, the target sense is about the musician,
whereas the non-target sense is about the animal. With these representations, the author
looked into how the senses represented in the web results a�ect user interaction. They
indeed found that senses represented in the web results a�ect user interaction. They also
found that when web results are diversi�ed, image results in the SERP has a signi�cant
e�ect on user interaction with the web results.

2.1.3 Eye-tracking and User Search Behavior

Studying where users look at provides insights into user attention and the information they
process, which can help understand what a�ects user behavior and decision-making. Eye-
tracking is a sensor technology that enables a computer to know where a person is looking
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(a) Screen-based eye-tracker on desktop. (b) Eye-tracker mobile device stand.

Figure 2.1: Example of screen-based eye-tracker

at a certain point in time. While many types of eye-trackers exist, we focus on video-based
eye-trackers, which is the type most suited for online and usability experiments.

Eye-tracking Hardware

Video-based eye-trackers work by capturing images of the subject's eye. The sampling rate
of eye-trackers, often between 50-250 Hz, indicates the number of images the eye-tracker
can register per second. The larger the sampling rate, the more accurate the eye-tracker
is in its ability to estimate the true location of where the subject is looking.

Two di�erent types of video-based eye-tracker exists: wearable and screen-based. Wear-
able eye-trackers are suitable for experiments where the researcher tries to understand how
subjects view and interact in the real world. Screen-based eye-trackers are mounted on
a computer screen, and are commonly used for online experiments or usability testing to
understand how subjects interact with interfaces.

Screen-based eye-trackers like the one shown in Figure 2.1a integrate with monitors and
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laptop screens. The eye-tracker can also be mounted on tripods or mobile stands coupled
with a scene camera for user studies involving tablets or mobile devices. Figure 2.1b shows
an example of an eye-tracker used in a mobile stand.

For eye-trackers to work as accurately as possible, the user must �rst go through a
calibration procedure. The purpose of the calibration procedure is to collect characteristics
of the user's eyes and use them with calibration algorithms to calculate gaze data. This step
is usually done by asking the subject to look at di�erent gaze points placed at di�erent
locations within the screen. Recent eye-trackers are usually occupied with automated
calibration that makes it easier for practitioners and researchers to quickly set-up and use.
On recent eye-trackers, this process usually takes 3-5 minutes. It is important to note that
the calibration process may not always be successful. In certain situations, the eye-tracker
may not be able to capture the user's eyes. This can be due to various reasons such as
the lighting environment, subject's height, wearing eyeglasses, having long eye-lashes, or
wearing mascara.

The two basic elements of eye movement are called �xations and saccades. Fixations
are the most common eye movements that researchers analyze to make inferences about
the subject's cognitive process. In short, �xations are when a user's gaze stops scanning
and focuses in a certain area, typically for 200-300 milliseconds, to process what is being
seen. Saccades, on the other hand, are the movement of the subject's eyes between �xation
points, and can be used for visualizing the eye's scanning path.

When using an eye-tracker, the eye-tracker generates a dataset of coordinates that can
be visualized and interpreted to expose user behavior. The dataset typically includes:

� An order list of eye movements and their coordinates. This can be useful to determine
the subject's sequence of examination.

� The type of eye movement and a timestamp of when a particular eye movement
occurred. This data can be helpful to determine the time to the �rst examination of
a particular area in the screen.

� The time length of a particular �xation. Timing information can be useful to deter-
mine how long people read or examine particular elements.

� Total �xations per element or area of interest (AOI). The number of �xation can be
useful to determine engagement or distractions.
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Figure 2.2: Heatmaps of user eye-tracking study on search engines.

Eye-tracking in Web Search User Studies

One of the bene�ts of using an eye-tracker in information retrieval is the ability to know
what the user is looking at before performing an action. Eye-tracking enables us to deter-
mine what the user has examined or skipped in the order of occurrence. This data can be
useful for understanding the process in which people reach their decisions while searching,
e.g., to either click on a document, examine more documents, reformulate their query, or
quit the search process. Several researchers have used eye-tracking as part of their studies
on how users interact with search results (Joachims et al., 2005; Guan and Cutrell, 2007;
Cutrell and Guan, 2007; Liu et al., 2014; Eickho� et al., 2015; Aula et al., 2005; Dumais
et al., 2010; Kl•ockner et al., 2004a; Granka et al., 2004; Hofmann et al., 2014). Granka et al.
(2008) reports that two of the main research �ndings in the eye-tracking and information
retrieval literature falls under two categories: overall viewing pattern and individual user
di�erences. We review these �ndings next.
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Overall Viewing Pattern

In an eye-tracking user study done by the usability consulting company Nielsen Norman
Group, researchers found that the majority of people read web pages in an F-shape manner.
The F-shape consists of three components: reading the information on the top of the page
in a horizontal manner, then reading horizontally in a slightly lower position on the page,
and lastly scanning the left side of the page's content vertically. This F-shape pattern is
also sometimes called the Golden Triangle. Figure 2.2 shows an example of this viewing
pattern.

This viewing pattern shows that the majority of people do not read the information on
a web page word-by-word, and instead focus their attention on information positioned at
the top of the webpage. In the context of search engines, the results show the importance
of placing relevant information in the top search results. For example, Granka et al. (2004)
used eye-tracking and showed that users spend more time and attention to top-ranked
results and that they generally work top to bottom when looking for relevant documents.
In addition to spending more time on top-ranked results, researchers have also found that
users are biased towards clicking on top results (Joachims et al., 2005, 2007; Lorigo et al.,
2008).

While the F-shape viewing pattern can be considered a generalization of how people
view SERPs, other research indicates that users' viewing pattern on SERP is actually
more complex and is in
uenced by the type of user and search task. For example, internal
research by Google suggests that tasks and users can impact the way in which a results page
is viewed. In their work (summarized in Granka et al. (2008)), 32 users were provided with
a SERP for the query \tallest active player NBA", and were instructed to �nd the answer
to the question. The �gures in Granka et al. (2008) show a heatmap of the aggregated
users reading pattern, and two di�erent styles of examining SERPs. The heatmap �gure
in Granka et al. (2008) shows a slight resemblance to the F-shape. The two scan path
�gures show the scanning path of two di�erent users on the same SERP, clearly indicating
di�erent searching styles. One scan path shows a searching style of a user examining less
than two results and the other scan path is of a user examining the SERP more exhaustively
and spending time viewing more than three results.

Di�erences in Users Viewing Pattern

Using scan patterns visualization, Granka et al. (2008) show show how di�erent users have
di�erent examination patterns, even when users are presented with the same page. The
�gures suggest that users may employ di�erent searching strategies while processing the
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SERP. For example, one user in Granka et al. (2008) is quickly scanning the results before
making their decision, whereas another user in processes the SERP more exhaustively and
carefully. These user di�erences have been noticed by other researchers as well.

Using eye-tracking, Kl•ockner et al. (2004a) classi�ed users into two groups based on how
they processed search results. One group followed a \strictly depth-�rst" strategy where
they work down the ranked list one result at a time. The remaining participants followed
either \partially breadth-�rst" or \extreme breadth-�rst" strategies. A partial breadth-
�rst strategy is re
ected by looking ahead at a few results and making comparisons between
the results to determine what result to click. The extreme breadth-�rst approach involves
studying all of the search results before deciding which result to click.

Aula et al. (2005) conducted an eye-tracking experiment to study how people evaluate
search result pages. Aula et al. selected 10 query results such that three of them had no
relevant documents, three had more than �ve relevant documents, and the remaining four
were mixed. They recruited 42 students to participate in the study. To analyze how people
examine the SERP, they developed a unique static visualization that presents the order
in which each search result was visited. Aula et al. printed out the visualizations and
manually inspected them to determine any patterns in how people evaluate SERPs, and
to group the visualizations accordingly. The visualization show the order in which search
results were examined, with circles that corresponds to the time a has user has spent on
each search result. Examples of these static visualization are shown in Aula et al. (2005).
Like Kl•ockner et al. (2004a), Aula et al. (2005) found users to follow either an \economic"
or \exhaustive" strategy for processing search results. In Aula et al. (2005)'s study, about
6-7 summaries were visible at a time on the computer screen, andeconomic users would
scan at most the �rst three results before acting. Theexhaustiveusers would examine
more than half of the visible summaries and sometimes even scroll to see the remaining
summaries before acting. Aula et al. (2005) found that theeconomicsearchers had more
computer experience and would �xate for shorter periods on each result.

Similarly, Dumais et al. (2010) found three groups of users, and following the con-
vention of Aula et al. (2005), named the groups: \economic-results", \economic-ads", and
\exhaustive". Dumais et al.'s study involved a commercial search engine and two economic
groups that di�ered in how they examined advertisements. A signi�cant di�erence between
the economic and exhaustive groups was the amount of time spent examining result sum-
maries. The economic users spent between 8.7 and 9.9 seconds while the exhaustive users
spent 14.6 seconds on average.

Some users may display exhaustive behavior as a result of being dyslexic, for MacFarlane
et al. (2017) have found that dyslexic users are more likely to backtrack and reread the
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Figure 2.3: Example of two users
AOIs examination behaviors. Y-
axis indicates time. Based on
Raschke et al. (2012)

Figure 2.4: An example visualization of sin-
gle user examining behaviour on a SERP. X-
axis indicates time. Based on R•aih•a et al.
(2005)

material. Palani et al. (2020) conducted an eye-tracking study of web search by people with
and without dyslexia. Palani et al. con�rm that searchers with dyslexia have di�erent gaze
patterns and search behavior that re
ects their struggle during at di�erent stages during
the searching process.

Visualizing User Search Behavior

Many of the work using eye-tracking include some visualization of �xations data (Dumais
et al., 2010; Wang et al., 2016; Balatsoukas and Ruthven, 2012; Hofmann et al., 2014). Eye-
tracking heat maps overlaid on thumbnail images of SERPS are widely used to visualize
searcher gaze patterns and understand search behavior. Often these heat maps only show
�xations for individual searchers and do not provide timing information (e.g., Figure 2.2).
For example, Dumais et al. (2010) use heat maps to illustrate individual di�erences in gaze
patterns. Both Liu et al. (2015) and Wang et al. (2016) use heat maps to provide examples
of individual searchers interacting with search verticals, such as images, news, shopping,
and maps. Similarly, the heat maps in Wang et al. (2016) illustrate whole-page interactions
of individual searchers, including verticals and other elements. Balatsoukas and Ruthven
(2012) overlay SERPs with �xations and other information, similar to heat maps.
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In addition to providing speci�c examples of searcher behavior for illustrative purposes,
heatmaps can be used to summarize outcomes from an experiment by overlaying �xations
from multiple searchers. For example, Buscher et al. (2009) used a heatmap to display
�xations from 20 participants in their experiments. Papoutsaki et al. (2017) used heat
maps both to provide examples of individual interactions and to summarize the interactions
of many searchers. Although heat maps provide an overall understanding of gaze patterns,
they do not provide timing information.

Besides heatmaps, eye-tracking scan paths consist of an arbitrary number of �xations
overlaid on top of the interface. Each �xation point is depicted by a circle, connected by
saccades, which are depicted by lines. These �xations points are numbered and described
by their coordinates on the screen. The number on each �xation point indicates the order
in which the �xation occurred. Scanpaths are useful to visualize a single user's eye-tracking
data, but can be hard to visualize when adding multiple users' data on top of each other.
Nonetheless, scan paths are widely used as a method for visualizing and analyzing eye-
tracking data and have been used as part of di�erent IR research (Clark et al., 2012;
Bhattacharya et al., 2020).

There exist other methods of visualizing eye-tracking data besides heatmaps (R•aih•a
et al., 2005; Raschke et al., 2012). Raschke et al. (2012)'s visualization technique can
be used to display a visual scan path of multiple users while incorporating time into the
visualization. The y-axis indicates time, and the x-axis indicates the list of areas of interest
(AOIs) being investigated. The color of the line indicates users. The scan path of the user
changes as time passes and the duration of the �xation at each AOI is indicated by the
vertical length of the line. While the visualization is useful for visualizing a few users' scan
paths, a larger number of searchers increases the number of scan paths and could introduce
visual clutter. Figure 2.3 shows an example of the visualization technique.

R•aih•a et al. (2005) proposed a static technique for visualizing gaze data from single
users while incorporating some aspect of time. With the AOIs displayed on the left as
the y-coordinate, and the x-coordinate denoting a relative point in time, the points in the
plot indicate the �xation length and the visiting order of the AOIs. R•aih•a et al. (2005)'s
technique works when AOIs are built in linear order. This technique is useful for visualizing
a single user data, but will clearly result in a visual clutter as more users are added to the
plot. As described earlier, this visualization technique was used in Aula et al. (2005) to
uncover the di�erent examination behavior of di�erent users. Figure 2.4 shows an example
of the visualization technique.
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2.2 Query Abandonment

2.2.1 Types of Query Abandonment

Although the word \abandonment" has negative connotations, query abandonment can
sometimes be a desirable user action. As Li et al. (2009b) highlights, good query aban-
donment occurs when users, for example, �nd the answer they were looking for in the
search results summaries or located somewhere on the SERP. Good query abandonment
can, therefore, be considered a signal of success. In other words, the search engine has suc-
ceeded in �nding and presenting the relevant information directly in the SERP, without
requiring the user to click at any of the search results. Good query abandonment is espe-
cially common in mobile search and on queries potentially indicating good abandonment,
such as queries seeking a weather report or a listing of local address (Li et al., 2009b).
As a proxy for increasing user satisfaction, commercial search engines aim to increase the
rate of good abandonment (Williams et al., 2016), with some e�orts to incorporate this
behavior as part of search metrics to indicate success (Khabsa et al., 2016).

The other type of query abandonment is termed \bad query abandonment", and is
associated with the user being dissatis�ed with the search results and therefore abandoning
the SERP. After the user submits a query and the SERP is displayed, the user begins
processing the search results. In
uenced by the irrelevance of the examined search results,
the user may abandon the search result without further examining any search results and
decide to reformulate their query in the hopes of receiving a better SERP. This behavior
of abandonment resembles user dissatisfaction (i.e., dissatis�ed for not �nding the relevant
documents), and is the most common scenario behind all query abandonment (Diriye
et al., 2012). Stamou and Efthimiadis (2010) show that approximately 50% of abandoned
queries are queries with non-relevant results that have negatively in
uenced users. In this
dissertation, we focus on bad query abandonment.

2.2.2 Query Abandonment Rationales and Prediction

To understand why people abandon their queries, Stamou and Efthimiadis (2009) employed
a survey to study search tasks with query abandonment. The authors categorized the causes
of abandonment asintentional and unintentional. Intentional causes are encountered with
a deliberate intention to look for answers in the search results' snippets, and unintentional
causes can be due to irrelevant results, already seen results, or interrupted search. Diriye
et al. (2012) extended Stamou and Efthimiadis (2009) work by conducting a much larger
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user study that collected abandonment rationals at abandonment time using a browser
plugin that prompts participants with survey questions right after a query is abandoned.
Participants in the survey included 186 people from within the Microsoft Corporation's
campus. Diriye et al. (2012) found that the majority of abandonment were caused by
dissatisfaction of the search results (41%), followed by satisfactory reasons to abandon,
e.g., relevant information presented directly in the search result (31%). The authors also
found 27% of abandonment is not due to satisfaction nor dissatisfaction with results. The
reasons of abandonment were: users came up with a better query before they viewed the
SERP (13%), users found search results not su�ciently important (3%), and the user got
interrupted by some factor (1%) (e.g., network failed and tab closed). Some 10% of the
reasons fell into a catch-all \other" category. Both Diriye et al. (2012)'s and Stamou
and Efthimiadis (2010)' employed survey questionnaires as their methodology to uncover
reasons why people abandon their queries.

Diriye et al. (2012); Song et al. (2014); Br•uckner et al. (2020) investigated methods for
predicting abandonment rationales. Being capable of accurately predicting abandonment
rationales has implications for the design and evaluation of search engines. For example, the
rate of query abandonment and its predicted rationale can be used as a supplement metric
to evaluate the performance of the search engines, along side other existing metrics. Diriye
et al. (2012) generated multiple features set that are then used to build di�erent binary
classi�ers to predict whether an abandonment falls under satisfactory (SAT), dissatisfaction
(DSAT), unintentional, and other. Around 2,000 features were generated and were divided
into �ve categories: (1) session, (2) query, (3) search result, (4) hyperlink-click and dwell,
and (5) cursor. The authors showed a breakdown of the impact of each feature category on
the classi�er performance. For example, using cursor-based features, which capture aspects
of how people examine the SERP, yield reasonable prediction performance, especially for
DSAT abandonments. The authors also show that accurate prediction of SAT and DSAT
abandonments is achievable with only session, query, and search result-based features and
excluding post-query features such as clicks, dwell time and cursor features.

Using the same data collected by Diriye et al. (2012), Song et al. (2014) used contextual
information from user search sessions to build an Support Vector Machines (SVM) based
classi�er. The information include query features (i.e., the length of the query), SERP
features (i.e., the total number of answers shown in the SERP) and session features (i.e.,
the total session length in terms of queries or query dwell time). Unlike Diriye et al. (2012),
the authors do not include historical features such as overall query frequency, which can
be obtained by having search logs with a longer-period. The results show that their SVM
models substantially outperformed the boosted decision tree classi�er which Diriye et al.
(2012) reported as the best of all classi�ers they tried.
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More recently, Br•uckner et al. (2020) used mouse movement data to train recurrent
neural networks for predicting good and bad abandonment. The author used data from a
previous crowdsourcing experiment where participants where asked to search for answers
to simple questions (e.g., \How old is Brad Pitt?") and were shown knowledge graph1

(Navalpakkam et al., 2013) in the SERP. Knowledge graphs are often presented on the
right side of the SERP and help users discover new information quickly and easily.2 To
distinguish between good and bad abandonment, the authors considered a query to be good
abandonment if the user noticed the knowledge graph and marked it as useful, otherwise it
is considered as a bad abandonment. Using mouse coordinates collected while participants
interact with the SERP, the author show that predicting the type of abandonment can
be e�ciently done using recurrent neural networks that take mouse coordinates as input.
Their experiment illustrate that distinguishing between the type of abandonment can be
done with good accuracy without engineering many or sophisticated features.

2.2.3 Studying Query Abandonment

One of the di�culties in studying bad query abandonment arises from the nature of this
behavior. Users initially start their search process with the intention to succeed in their
search rather than fail or quit. As a result, users may be driven to click on a search result
that appear somewhat promising, even when it is ultimately considered not helpful. Bad
query abandonment, therefore, may be considered less common than other types of search
behaviors. While it may be di�cult to drive users to naturally make this type of behavior,
it can still be studied in di�erent ways. We list and brie
y explain some of the existing
approaches to study query abandonment in previous literature.

� Surveys: Survey questions can be designed to study query abandonment in particu-
lar. Stamou and Efthimiadis (2009) employed a survey to study query abandonment,
with a questionnaire to understand the causes of query abandonment and when it
happens. While surveys can be an excellent method to get responses quickly and
easily, it can have few drawbacks. First, it depends on users' memory to remember
when and how their query abandonment has occurred, and second, it lacks important
data on user behavior while interacting with the search engine.

� In-situ questionnaires: An alternative method to surveys is to develop an in-situ
questionnaire, i.e., questionnaires that are asked right after a user abandons their

1Knowledge graph are also called by other researchers as entity cards or knowledge module.
2https://blog.google/products/search/introducing-knowledge-graph-things-not/
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query while using a search engine. Diriye et al. (2012) employed this method using a
browser extension that tracks search behavior and pops up with questions once the
user abandons a query. This method allows for collecting user behavior data and
search interactions before the user abandons their queries. In Diriye et al. (2012)
work, participants were told to install the browser extension and perform search
tasks as they would normally every day. Participants search tasks and search results
were not controlled. While their method is useful, it does not allow a more re�ned
understanding of abandonment under certain types of search tasks or quality of search
results, e.g., users' actions under a certain level of search results quality.

� Controlled experiments: Rather then employing questionnaires to study aban-
donment, some researchers conducted controlled experiments to study user search
behavior, including query abandonment. For example, Wu et al. (2014) conducted
controlled user study in which participants had to complete several search tasks. In
their experiment, search results of users queries were intentionally manipulated to
show controlled types of search results predetermined before the study. The manipu-
lation technique Wu et al. (2014) used was designed to understand how participants
interact with search results with varying amount of relevant items. Similarly, in
Joachims et al. (2005) study, search results were manipulated such that each partic-
ipant would be shown search results in reverse order, or in the standard order but
with the �rst two ranks swapped.

2.3 Summary

In this chapter, we provided relevant background on conducting research on user search
behavior. We described some of the work related to query abandonment and the research
methods used to study this behavior. Prior work studied query abandonment using surveys,
in-situ questionnaires, and controlled experiments. The controlled experiments, such as Wu
et al. (2014); Joachims et al. (2005); Guan and Cutrell (2007) and other, looked into query
abandonment as part of their work. However, to the best of our knowledge, there are not
any work that solely focused on studying query abandonment under SERPs of varying
qualities. Unlike Joachims et al. (2005); Wu et al. (2014) and others, where many of the
search tasks in their user studies include multiple relevant documents in the SERP, our
work in this thesis is focused on understanding possible causes to how far users are willing
to examine SERPs with either no relevant documents or one relevant document placed at
di�erent ranks.
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Chapter 3

Search Results Quality and Query
Abandonment

Our �rst study investigates the e�ect of SERPs of di�erent quality on the rate and time to
abandon search results. In this work, we look into answering the following questions: When
a user enters a query and is presented with a SERP that contains a relevant search result
placed at the top of the list, what action would they make? Would the user click on the
relevant search result or abandon the results? What if the top most relevant search result is
placed at a lower rank? How much time does it take for people to make a decision to either
click on a search result or abandon their queries? We set up a user study to understand
the behavior of query abandonment under controlled SERPs of di�erent qualities.

3.1 Introduction

Today's search engines are typi�ed by interfaces that allow a search user to issue a text
query and then receive a list of search results. The moment the search engine results page
(SERP) is displayed, the user begins processing that page with a goal of making one of
three decisions:

1. Click a search result to navigate to its page for viewing.

2. Abandon the query, but continue the search by reformulating the query to produce
a new search results page.
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3. Abandon not only the query but also the search. The next interaction with the search
engine will not be a continuation of the current search.

Modern web search engines not only return organic search results, but also advertisements
and other possible interaction mechanisms, for example, other suggested queries. In this
work, we limit our discussion to an abstract search engine that only returns organic search
results in a ranked list, and where each search result is displayed with a summary to aid
the user in deciding on the result's relevance.

While both choice 2 and 3 can be considered an abandonment of search results, our
work in this chapter focuses on choice 2, i.e. a query reformulation without any clicks on
search results. While a user performing a query abandonment does not click on any search
results, the user will spend some time to view the search results and reformulate the query.

Query abandonment means that the user e�ectively places zero value on the search
results. Even if the search results may contain relevant results, the query abandonment
means that the user has spent time on the page but remains unsatis�ed. If a user found
signi�cant value in the search result summaries, we assume the user would either click on
a search result or abandon the query satis�ed. Given the apparent loss in value to the user
that results from a query abandonment, it is important to understand what conditions
make abandonment likely. In particular, how good do search results need to be to have at
least one click and avoid being treated as worthless with a query abandonment?

We conducted a controlled user study to investigate the relationship between search
results quality and the behaviour of query abandonment. In our study, we asked partici-
pants to �nd the answers to a set of questions. The questions were selected to be simple
to answer given a good search engine, but unlikely for our study participants to already
know the answers. For example, one question was\How long is the Las Vegas monorail in
miles?" We varied the quality of the search results by placing one relevant document at
varying ranks. We selected the non-relevant search results to appear somewhat plausible
as search results for the given question, but to also be clearly non-relevant on inspection.

3.2 User Study

In this section, we describe details of our user study. That includes: the search tasks
used in our user study, how we control the quality of search results, the study design and
procedure, the search interface, and information about our participants.
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3.2.1 Search Tasks

We asked each participant in our user study to search for answers to 12 factoid questions.
The list of questions used in the study are shown in Table 3.1. For each search task, we
provided participants with a single question and asked them to use our search engine to
�nd an answer to the question using our custom search engine. Participants could enter as
many queries as they wanted and spend as much time as needed to �nd the correct answer
using our search engine.

We designed the questions to meet the following requirements:

� Most participants should not already know the answer, and thus, participants would
be forced to search to �nd an answer. While it is di�cult to determine which questions
might be known to participants, we choose the question based on what we believe is
uncommon to most people. We also included a pre-questionnaire to ask participants
if they knew the answer to a particular question before conducting their search.

� The question should be straightforward and answered easily with the help of a modern
search engine. Complex question are known to have di�erent search behaviors, but
in this work, we focus on factoid questions.

� Each question should only have one standard correct answer. The reason for this is
to not confuse people of di�erent possible answers while they are searching, which
could be a confounding variable.

� The question should allow easy retrieval of plausible non-relevant search results and
a relevant web page containing the answer. The reason for this point is to be able to
construct SERPs of di�erent qualities. How these di�erent qualities are constructed
is mentioned in the next section.

3.2.2 Controlling Search Results Quality

Manipulating SERPs can be a useful method to study search behavior. Figure 3.1 illus-
trates some of the possible ways SERP can be manipulated. In this work, we manipulated
the number and the order of relevant documents in the SERP.

For each search task a participant performed, we returned a manipulated SERP, i.e.,
treatment. Each treatment consists of a di�erent manipulation of SERP quality:
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Table 3.1: The 12 search task questions and their corresponding answers and trigger query
terms. The �rst query for the task that contains any of these terms will elicit the ma-
nipulated SERP to be presented to the participant. Question with ID \P" is used as the
practice question shown to participants in the practice interface of the user study.

ID Question Answer Triggered Query Words

P What is the weight of Hope Diamond in carats? 45.52 N/A (practice question)
1 How long is the Las Vegas monorail in miles? 3.9/4 miles. Las, Vegas, monorail
2 Find out the name of the album that the Mountain

Goats band released in 2004.
We Shall All
Be Healed

Mountain, Mountian,
Goats, Goat, album

3 Which year was the �rst Earth Day held? 1970 Earth, Day
4 Which year was the Holes (novel) written by Louis

Sachar �rst published?
1998 Holes, hole, louis, sachar,

Novel
5 Find the phone number of Rocky Mountain Chocolate

Factory located in Ottawa, ON?
(613) 241-
1091

Rocky, Mountain, Choco-
late, Factory, Ottawa

6 What is the name of opening theme song for Mister
Rogers' Neighbourhood?

Won't You
Be My
Neighbor?

Mister, Rogers, Roger,
Roger's, Neighbourhood,
opening, theme, song

7 Which album is the song Rain Man by Eminem from? Encore Rain, Man, Eminem
8 How many chapters are in The Art of War book written

by Sun Tzu?
13 Art, War, Sun, Tzu

9 What is the scienti�c name of Mad cow disease? Bovine
Spongiform..

Mad, Cow, Disease

10 How many campuses does the University of North Car-
olina have?

17 University, North, Car-
olina, Campus, campuses,
UNC

11 Which Canadian site was selected as one of United Na-
tions World Heritage Sites in 1999?

Miguasha
National
Park

United, Nations, World,
Heritage, UN

12 How many times did Michael Jordan play the NBA All-
Star Games?

13 Michael, Jordan, NBA,
All-Star, Star
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Figure 3.1: Possible manipulation techniques to search results after a user submits a query.
In this work, we focus on the �rst two types: controlling the number of relevant documents
shown to the user, e.g., 1 relevant document is placed at the top of the SERP, and con-
trolling the rank of relevant documents, e.g., placing relevant documents at the bottom of
the SERP.

� For ten of the treatments, the SERP contained 1 relevant result and 9 non-relevant
results. A relevant result contains the correct answer on the corresponding web page.
We placed the relevant results at ranks 1-10 and denoted these tasks asCorrect@1,
... Correct@10 .

� For one treatment, the SERP contained 10 non-relevant results and we denote this
task asNoCorrect (NCfor short).

� For one treatment, the SERP result contained results returned by the Bing API1

without any manipulation, denoted asBing .
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Figure 3.2: An overview of how the manipulated SERP are constructed and shown to
participants in our user studies.
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3.2.3 When are Manipulated SERPs Shown?

We wanted to only show the study participant the manipulated SERP if the participant
entered a query that could reasonably be an attempt to use a search engine to �nd an
answer to the given question. For each search task question, we constructed a list of terms
that if any of them were entered by the participant as part of their query, the interface
would trigger the manipulated SERP. If the participant entered a query lacking all of the
selected keywords, we would use the query to request original search results from the Bing
search API and present them to the user.

For each search task, the participant can only trigger the manipulated SERP once,
and only after the participant submits a query with any terms that we deemed to be
relevant to the current search task's question. All further queries will not trigger the
manipulated SERP to show, regardless of the query terms. All queries following the display
of a manipulated SERP produce live, original results from the Bing search API. Figure 3.2
shows an overview of how the manipulated SERP are constructed and shown to participants
in our user studies.

For example, question #8 which asks for the number of chapters in the Art of War book
by Sun Tzu has the following relevant query terms:Art , War, Sun, Tzu. We constructed
relevant terms for each question prior to the study. If the participant entered a query
lacking all of the selected keywords, we would send the query to the Bing search API and
return original results. The list of trigger terms for each question is shown in Table 3.1.

For each search task, the participant can only prompt the manipulated SERP once. All
further queries will not prompt the manipulated SERP, regardless of the query terms. All
queries following the display of a manipulated SERP produce results from the Bing search
API.

For the control search task, all queries are sent to the Bing search API, and the results
are then shown to the participant.

3.2.4 How are Manipulated SERPs Constructed?

Our search engine only provided 10 search results in response to a query. With 10 search
results and simple binary relevance, there are 1024 (210) possible ways to construct search
results to vary their quality. In this work, a relevant document contains the answer to the
user's question and a non-relevant document does not contain the answer. To simplify our

1http://www.azure.microsoft.com/services/cognitive-services/bing-web-search-api/
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study, we decided to focus on the placement of a single relevant document in a ranked list
of 10 search results. Placing the single relevant document at ranks 1 through 10 yields
10 di�erent rankings, assuming that the relevant document placed in lower ranking would
results in a lower search quality for the user. We also produced a ranking where all 10
documents were non-relevant. Finally, we also had a control condition where the search
results were the original results produced by the Bing search API in response to the user's
query.

With our single relevant document and our set of non-relevant documents, we con-
structed manipulated SERPs as follows:

� For treatments Correct@1, ..., and Correct@10 , we placed the relevant document
at the corresponding rank and randomly �lled the rest of the results with our non-
relevant documents.

� For the NoCorrect treatment, we randomly positioned the 10 non-relevant docu-
ments in the SERP.

In order to reduce the chances of participants noticing the manipulations as they are
completing their tasks, we included search tasks (denoted asBing treatment) that have
no search result manipulation. In these tasks, we use the Bing API to return results to the
queries submitted by the user. The purpose of these tasks is to have the participants feel
like the search engine being used in the experiment is reasonable, and to have it used as
a comparison with other experimental conditions. Throughout this work, we use the term
relevant and correct SERP result interchangeably to indicate the relevant document with
the correct answer.

All search results shown in manipulated SERPs contained at least one keyword from
the task's question. Relevant, orcorrect, documents provided a straightforward answer to
the user's question that should be easy for the user to �nd. Non-relevant, orincorrect,
documents contain keywords from the question, and may be related to the question in
some way, but their overall topic is clearly non-relevant. A non-relevant document does
not contain the answer.

We found all documents and their snippets by manually issuing queries to the Bing
search API. For documents with the correct answer in their snippets, we manually removed
the answer from the snippets to in
uence the user to click on the document and �nd the
answer from its content. If the snippet contained the answer, the user might abandon the
query because they have already found the answer (e.g., good abandonment). We only
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Figure 3.3: Example of search results in our manipulated SERPs for three search tasks.

controlled the snippet content for the manipulated SERPs. The control SERP (Bing) used
snippets directly from the Bing API, and can contain direct answers in the search results
snippets.

In order to make the manipulated SERPs look realistic and reasonable, and to prevent
participants from having any suspicion or confusion regarding the SERP, the incorrect
documents were selected from queries with terms in the corresponding factoid question,
for example, the \Las Vegas Monorail" question shown in Figure 3.6 (ID1 in Table 3.1).
For this question, a somewhat realistic but unrelated query would be \Las Vegas Casino"
or \Las Vegas Hotel". Both queries have the phrases \Las Vegas" but are not relevant
to Las Vegas's monorail. For the question on the the Art of War chapters, non-relevant
documents can be about books with similar titles and di�erent authors. Such documents
contain relevant words but their content is not relevant to the question. Figure 3.3 shows
examples of search results in our manipulated SERPs for both the correct and incorrect
documents. We used such queries to retrieve incorrect documents for all 12 questions.
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Figure 3.4: User study design.

3.2.5 Balanced Design

Figure 3.4 shows an overview of the study design. In total, there are 12 di�erent treatments
and 12 di�erent topics. We used a 12� 12 Graeco-Latin square to balance search topics and
treatments across task order. The 12� 12 Graeco-Latin square forms a single block where
each row represents the order of tasks a participant undergoes, as shown in Figure 3.4.
Each block contains all possible treatment-topic pairs. In other words, after recruiting 12
participants, our data will include interaction behavior of each topic under each treatment.
Each participant saw each search topic and treatment once. We created 6 di�erent blocks
to account for the number of participants we were planning to recruit.

3.2.6 Procedure

Figure 3.5 shows an overview of the study procedure. The study was run in a closed
computer laboratory using desktop machines with the same monitor size and speci�cations.
The computer monitors had a screen resolution of 1680� 1050 pixels. Google Chrome
browser was used to access the website where the study is hosted.

After receiving participants' informed consent (more details in Appendix B), we col-
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Figure 3.5: User study procedure.

lected participants' demographics and information on their search engine usage and ex-
perience before starting the study. A tutorial on the study tasks and expectations were
provided before the study. To make sure participants read the tutorial, we included a short
multiple-choice quiz after the tutorial page. Participants needed to answer the questions
correctly to proceed to the next part of the study. The purpose of this quiz is to make sure
people have read the tutorial and understand the study requirements.

We provided a practice page of the search interface and asked all participants to famil-
iarize themselves with the interface by searching for an answer to a practice question. All
search results returned by the system during the practice were Bing results. Participants
proceeded to their �rst task after completing the practice task. Completion of the practice
task and all further tasks were done by providing a written answer to the task's question.

Each search task included a pre-task and a post-task questionnaire. During the pre-
task, we showed the current question and asked participants about their prior knowledge of
the current question topic. The post-task questionnaire asks the participants about their
con�dence in their answers. We asked participants on their feedback and overall experience
with an end-of-study questionnaire.
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3.2.7 Tutorial

In our study, we explained that users will be asked to complete several brief questionnaires
and to search for and save answers towards given search questions for 12 topics using a
search engine. Our tutorial included screenshots of the search interface, with annotations
to indicate where and how people can submit their queries. Users were told that they can
submit as many queries as they would like to complete the search task. Quiz questions
and answers are shown Appendix B.1.

3.2.8 Search Interface

We designed an interface similar to that of common commercial search engines (Figure 3.6),
except our interface only permitted ten results per query. Participants could enter their
search queries using the search bar and trigger the query by either clicking on the \Search"
button or pressing \Enter" keystroke. The search box does not provide query suggestions.
The question of the current task that participants need to search for was always visible and
shown next to the search bar. The question was also shown during the pre-task. Clicking
on the help button would trigger a pop-up showing the help information on how to use the
interface. Clicking on the answer button will redirect the user to a page with a text box
where users can submit their answers.

Participants were asked to use this search interface to �nd an answer for each question
and were allowed to submit multiple queries and click on multiple documents if they wished.

To accurately measure clicks and time spent in the SERP and reading the documents,
we disabled right-clicks and opening documents in new tabs. Participants needed to use the
back button on the browser to return to the SERP after clicking and viewing a document.

The web application that displays the search engine interface was implemented in
Python and JavaScript. JavaScript was used to record various user behavior such as clicks
and mouse moves. The web server was hosted locally and accessed with a web browser.

3.2.9 Participants

After receiving ethics approval from University of Waterloo's o�ce of research ethics, we
recruited participants through posters placed in di�erent departments of the university.
The study took place in a computer lab with more than 20 computers. The study involved
73 participants in total, but only 60 participants' data was used for our analysis. We
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Figure 3.6: The search interface for all tasks. The interface has a search bar, help button
and answer button. The SERP shows a maximum of 10 documents with no further results
available. Here, a manipulated SERP is presented and the correct document is placed at
the rank 9. In general, the results at ranks 8-10 were not visible without scrolling.
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