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Abstract

Causal mediation analysis decomposes the effect of an exposure on an outcome into a
component operating directly and a component operating through an intermediate vari-
able. In many biomedical and behavioural studies, the mediator evolves over time and is
naturally represented as a function, while the outcome is a count with excess zeros. These
features create methodological challenges for identification, estimation, and robustness as-
sessment, particularly when mediator processes are sparsely and irregularly observed, and
the outcome model is nonlinear due to zero inflation. This thesis develops a functional
causal mediation framework for zero-inflated count outcomes, together with estimation
procedures and robustness tools tailored to the functional setting.

Chapter 2 lays the conceptual and methodological foundations for functional media-
tion with zero-inflated counts. Within the potential outcomes framework, it defines the
total effect, natural direct and indirect effects when the mediator is a time-varying pro-
cess observed sparsely and irregularly, and clarifies the identifying assumptions required
for natural-effect decompositions. The chapter develops a simulation-based implementa-
tion of the mediation formula under function-on-scalar regression models for the mediator
and functional zero-inflated count models for the outcome. The proposed framework is
illustrated in a MIMIC-IV application among patients undergoing coronary artery bypass
grafting, where the use of sex as a non-manipulable treatment is discussed, and a principal
stratification framework is adopted to handle post-treatment selection into the surgical
cohort. Postoperative processes of physiological measurements are studied as candidate
mechanisms relating sex to subsequent rehospitalisation outcomes within the always-CABG
principal stratum.

Chapter 3 addresses computational and inferential limitations of simulation-based me-
diation implementations by developing a marginal functional mediation approach built on
the functional marginalised zero-inflated Poisson model. By modelling the marginal mean
of the zero-inflated count outcome directly, the resulting framework yields closed-form ex-
pressions for total, natural direct, and natural indirect effects on both incidence-rate-ratio
and risk-difference scales. This analytic structure supports fast computation, transpar-
ent decomposition of time-local contributions through inner-product representations, and
delta-method standard error estimation. Extensive simulation studies across multiple sam-
ple sizes and mediator complexities demonstrate that the proposed estimators exhibit good
performance in moderate to large samples. The methodology is applied to the Wisconsin
Smokers’ Health Study 2, evaluating whether time-varying craving during the first two
weeks after cessation mediates the effect of varenicline versus nicotine patch on subsequent
cigarette use, which is highly concentrated at zero.
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Chapter 4 revisits causal interpretation and robustness when natural-effect identifi-
cation assumptions are vulnerable in realistic observational settings. In particular, it ad-
dresses concerns about unmeasured baseline mediator–outcome confounding, and exposure-
induced mediator–outcome confounding. To assess the robustness of natural effect esti-
mates under potential unmeasured baseline mediator–outcome confounding, we explore
both a simulation-based Gaussian copula approach and a closed-form characterisation ap-
proach to sensitivity analysis. As natural effects are generally unidentifiable in the presence
of post-treatment confounding, the chapter further develops interventional estimands that
avoid cross-world potential outcomes and are more directly connected to policy-relevant
mediator-distribution interventions. These ideas are illustrated through the MIMIC-IV
CABG analysis, providing a robustness-oriented perspective on conclusions drawn from
functional mediators and zero-inflated rehospitalisation outcomes.

Collectively, the thesis contributes a set of causal estimands, modelling tools, and in-
ferential procedures for mediation problems in which mediators evolve over time and out-
comes display zero inflation, and it demonstrates their practical value through simulation
evidence and applications to large-scale electronic health records and intensive longitudinal
trial data.
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Chapter 1

Introduction

1.1 Traditional mediation analysis

The interest of many social, behavioural, and epidemiological studies, in addition to exam-
ining the effectiveness of the treatment, lies in determining the extent to which the effect
of the treatment on the outcome is mediated through one or more intermediate variables.
This intermediate variable is often termed a mediator. The effect of the treatment chan-
nelled via this mediator is known as the indirect or mediation effect. Conversely, the effect
that does not go through the mediator is referred to as the direct effect. By conducting
a mediation analysis, one can decompose the total causal treatment-outcome effect into a
direct effect and an indirect effect through the mediator. With its applications to various
fields of study, mediation analysis helps understand the mechanisms of treatment-outcome
effects and therefore provides an anchor for future studies (Wang and Albert, 2012).

Mediation analysis has gained enormous popularity since the introduction of the causal
steps method by Judd and Kenny (1981), who further developed the path analysis ap-
proach demonstrated by Wright (1920, 1921). The most renowned approach to mediation
analysis is Baron and Kenny (1986)’s later adaptation of the causal steps method via lin-
ear structural equation modelling (LSEM). The Baron-Kenny method involves assessing a
series of linear regression models. Specifically, the causal steps method determines the pres-
ence of the indirect effect by four significance tests. The direct, indirect, and total effects
are defined and estimated in terms of the coefficients from the linear regression models.
The first approach to this is the difference-in-coefficients method, in which the indirect
effect is defined and estimated by the difference in linear regression coefficients (MacKin-
non and Dwyer, 1993). The second approach is the product-of-coefficients method based
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on the product of coefficients representing paths effects (MacKinnon and Dwyer, 1993).
These two measures of the indirect effect are mathematically equivalent if the linear regres-
sion models have no missing data and are estimated using ordinary least squares (OLS)
(MacKinnon et al., 1995). The causal step method, difference-in-coefficients method, and
product-of-coefficients method are built on path analysis and linear structural equation
modelling and are usually recognised to be traditional mediation analysis.

Treatment Outcome
τ

Figure 1.1: Total Effect in a Single Mediator Model

Treatment Outcome

Mediator

τ ′

α
β

Figure 1.2: Direct and Indirect Effects in a Single Mediator Model

The concept of traditional mediation analysis (Rijnhart et al., 2021) primarily encom-
passes the causal steps method, the difference-in-coefficients method, and the product-of-
coefficients method. We illustrate by considering a single mediator model with a treatment,
a mediator, and an outcome in Figure 1.1 and Figure 1.2 using the language of path anal-
ysis (Wright, 1920, 1921). The τ path in Figure 1.1 represents the total effect of the
treatment on the outcome. In Figure 1.2, with the consideration of the mediator, the τ ′

path now represents the direct effect of the treatment on the outcome, which does not work
through the mediator. The α path in Figure 1.2 represents the effect of the treatment on
the mediator, while the β path represents the effect of the mediator on the outcome.

In traditional mediation analysis, the direct, indirect, and total effects are defined in
terms of the coefficients of the linear structural equation models (SEM) when both the
mediator and the outcome are continuous. If we denote the treatment as A, the mediator
as M , and the outcome as Y , the linear SEM can be written as the following,

Y = γ1 + τA+ ε1,

Y = γ2 + τ ′A+ βM + ε2,

M = γ3 + αA+ ε3,
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where γ1 and γ2 and γ3 are intercepts, ε1 and ε2 and ε3 are random errors, τ is the
coefficient that relates the outcome to the treatment, τ ′ is the coefficient that relates the
outcome to the treatment adjusting for the mediator, β is the coefficient that relates the
outcome to the mediator adjusting for the treatment, and α is the coefficient that relates
the mediator to the treatment. The difference-in-coefficients method defines the indirect
effect as τ − τ ′ (MacKinnon and Dwyer, 1993), the reduction in the effect of the treatment
on the outcome after adjusting for the mediator. For estimation, the first and second
equations are estimated, and the indirect effect is estimated as τ̂ − τ̂ ′. The significance
of the indirect effect is established by comparing the difference over its standard error to
a standard normal distribution. According to MacKinnon and Dwyer (1993), the indirect
effect is defined as αβ by the product-of-coefficients method, which is a product of the
effect of the treatment on the mediator and the effect of the mediator on the outcome. To
obtain the indirect effect estimate α̂β̂, α̂ and β̂ are estimated from the second and third
equations. Similar to the difference-in-coefficients method, the ratio of the product to its
standard error is compared to a standard normal distribution to test for the significance
of the indirect effect.

While MacKinnon et al. (1995) demonstrated the equivalence of the difference-in-
coefficients and product-of-coefficients estimates under ordinary least squares and max-
imum likelihood estimation of the three linear regressions, limitations of traditional media-
tion analysis approaches arise when the models deviate from linear regressions. Specifically,
the equivalence fails for models with non-continuous mediators and/or outcomes, such as
multilevel models (Krull and MacKinnon, 1999), logistic and probit regressions (MacKin-
non and Dwyer, 1993), and survival analysis (Tein and MacKinnon, 2003).

1.2 Causal mediation analysis

Another significant limitation of traditional mediation analysis is that it fails to gener-
ally define causal effects without specific statistical models (Rijnhart et al., 2021). Since
observed treatment and mediator values are modelled by linear structural equation mod-
els, the effect estimators are not generalisable to scenarios with non-continuous mediator
and outcome variables. Binary outcomes and binary mediators, which are often modelled
by logistic regressions, are common examples of scenarios where the product-of-coefficient
and the difference-in-coefficients method yield different indirect effect estimates (MacK-
innon and Dwyer, 1993; MacKinnon et al., 2007; Rijnhart et al., 2019). Unlike tradi-
tional mediation analysis, which relies on specific model parameters for defining the effects,
causal mediation analysis defines the causal effects under the potential outcomes frame-
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work nonparametrically (Pearl, 2022), which facilitates further applications of any model,
such as models with a mediator-outcome interaction, non-continuous mediators and/or
non-continuous outcomes (VanderWeele and Vansteelandt, 2009). Another advantage is
that the causal framework clarifies the assumptions for drawing causal conclusions. An
illustrative example of such criticisms would be that it would be impossible to distinguish
the causal relationships of the three variables (which one is the treatment, mediator or
outcome) if they were observed simultaneously (Spirtes et al., 2000).

1.2.1 Defining the causal effects

The causal effects, on the additive scale, are defined as the difference between two potential
outcomes under the potential outcomes framework (Rubin, 1974). Consider a simple causal
model without mediation, where the treatment of an individual is denoted as Ai, and the
outcome as Yi. Suppose the treatment is binary, with the possible values of a and a′.
An individual’s potential outcome under treatment a, denoted as Yi(a), is defined as the
counterfactual value of the outcome that would have been observed if the treatment were
set to a. Similarly, the potential outcome under treatment a′ is denoted as Yi(a

′). The
individual causal effect of the treatment on the outcome is then defined as the difference
between the two potential outcomes for the individual over the same time period: Yi(a)−
Yi(a

′). The average treatment effect (ATE) of the treatment on the outcome is then
E
{
Y (a)

}
− E

{
Y (a′)

}
, the difference between the population mean of Y (a) and that of

Y (a′).

In the following discussions, we consider, in addition to the simple causal model above,
a single mediator M which mediates the causal effect of A on Y . In the context of media-
tion analysis (Pearl, 2022), an individual’s potential outcomes are determined not only by
the value of the treatment but also by the value of the mediator. One form of potential
outcomes of interest when studying mediation is the potential outcome of an individual
under treatment level a and mediator level m, denoted as Yi(a,m). This is the counter-
factual value of the outcome that would have been observed if the treatment were set to a
and the mediator to m. Likewise, the potential outcome under treatment a′ and mediator
m is denoted as Yi(a

′,m). Another group of potential outcomes, referred to as nested
potential outcomes (Pearl, 2022) or cross-world potential outcomes (Nguyen et al., 2022),
involves the concept of potential mediators. The mediator is allowed to take the natural
value that would have been observed under treatments a and a′, rather than controlled
at a specific value m. The potential mediator Mi(a) is the value of the mediator for indi-
vidual i that would have been observed if the treatment for the individual were set to a,
i.e. Ai = a. Conversely, the potential mediator for the individual under treatment a′ is
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denoted as Mi(a
′). Combined with two possible values of the treatment, we have four pos-

sible cross-world counterfactuals for individual i: Yi(a,Mi(a)), Yi(a,Mi(a
′)), Yi(a

′,Mi(a)),
and Yi(a

′,Mi(a
′)).

The direct, indirect, and total effects are then defined using the potential outcomes in
the context of mediation analysis (Robins and Greenland, 1992; Pearl, 2022). Here, we
continue using the additive scale to define the effects. With the first form of potential
outcomes, we obtain the controlled direct effect (CDE) of the individual by taking the
difference between the two: Yi(a,m) − Yi(a

′,m). Namely, the CDE is defined as the
difference in potential outcomes by holding the mediator at a specific value and altering
the treatment. Another line of effects studied in causal mediation analysis is the natural
effects defined with nested potential outcomes. For direct effects, the pure natural direct
effect (PNDE) and the total natural direct effect (TNDE) can be calculated. The PNDE,
also commonly denoted as NDE(0) if the treatment is binary and takes values 0 or 1, is the
natural direct effect of altering the treatment of the individual from a to a′, while holding
the mediator at the value that would have naturally been observed under treatment a′,
i.e. Yi(a,Mi(a

′))− Yi(a′,Mi(a
′)). The TNDE, also commonly denoted as NDE(1), is the

natural direct effect of altering the treatment of the individual from a to a′, while holding
the mediator at the value that would have naturally been observed under treatment a, i.e.
Yi(a,Mi(a)) − Yi(a′,Mi(a)). For indirect effects, the pure natural indirect effect (PNIE)
and the total natural indirect effect (TNIE) can be calculated. The PNIE, also commonly
denoted as NIE(0), is the natural indirect effect of altering the mediator of the individual
from Mi(a) to Mi(a

′), while holding the treatment at a′, i.e. Yi(a
′,Mi(a))− Yi(a′,Mi(a

′)).
The TNIE, also commonly denoted as NIE(1), is the natural indirect effect of altering
the mediator of the individual from Mi(a) to Mi(a

′), while holding the treatment at a, i.e.
Yi(a,Mi(a)) − Yi(a,Mi(a

′)). Lastly, the individual total effect (TE) is calculated by the
difference in potential outcomes if the treatment is changed from a to a′, i.e. Yi(a,Mi(a))−
Yi(a

′,Mi(a
′)). Similar to the calculation of ATE, the population-average PNDE, TNDE,

PNIE, TNIE, and TE are obtained by taking the expectation of the potential outcomes
over the population. Note that the TE can be decomposed into two pairs of natural direct
and indirect effects:

TE = E
[
Y (a,M(a))

]
− E

[
Y (a,M(a′))

]︸ ︷︷ ︸
TNIE

+E
[
Y (a,M(a′))

]
− E

[
Y (a′,M(a′))

]︸ ︷︷ ︸
PNDE

,

TE = E
[
Y (a,M(a))

]
− E

[
Y (a′,M(a))

]︸ ︷︷ ︸
TNDE

+E
[
Y (a′,M(a))

]
− E

[
Y (a′,M(a′))

]︸ ︷︷ ︸
PNIE

.
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1.2.2 Identifying the causal effects

Due to the “fundamental problem of causal inference” (Holland, 1986), which reflects that
we cannot observe multiple potential outcomes for the same individual over the same time
period, individual-level causal effects are not identifiable from observed data. Accordingly,
applications typically target population-average causal effects.

Identification concerns whether a causal estimand, defined as a function of potential out-
comes, can be expressed uniquely as a function of the observed-data distribution (Nguyen
et al., 2023). Such identification generally requires assumptions linking the counterfac-
tual world to the data-generating process. Identifying natural effects in causal mediation
analysis have been discussed extensively in the literature (Pearl, 2022; VanderWeele and
Vansteelandt, 2009; Imai et al., 2010b; Pearl, 2012; Nguyen et al., 2022). In observational
studies, some of these assumptions are particularly threatened by confounding, common
causes of treatment, mediator, and outcome, so covariate adjustment is often used to ren-
der them more plausible (Hernán, 2008). When pre-treatment covariates X are available,
they may be incorporated to formulate conditional versions of these assumptions, thereby
relaxing the need to posit them unconditionally. Following Nguyen et al. (2022), we out-
line the identifying assumptions for the natural effects, allowing for adjustment by a set of
pre-treatment covariates X.

Consistency. Let M denote the support of the mediator M . For any a, a′ ∈ {0, 1} and
any m ∈ M, we assume that (i) if A = a and M = m, then Y = Y (a,m); (ii) if A = a′,
then M =M(a′); and (iii) if M(a′) = m, then Y (a,m) = Y

(
a,M(a′)

)
.

Conditional independence. For any a, a′ ∈ {0, 1} and any m ∈M,{
Y (a,m),M(a′)

}
⊥⊥ A | X,

Y (a,m) ⊥⊥M | X, A = a,

Y (a,m) ⊥⊥M(a′) | X.

Positivity. For any a, a′ ∈ {0, 1} and any m ∈ M, P (A = a | X) > 0 and P (M = m |
X, A = a) > 0.

The assumptions connect mediation counterfactuals to features of the observed-data
distribution. The consistency assumption collects the standard link between observed
variables and their potential counterparts. Conditional independence imposes the “no
unmeasured confounding” restrictions required for identification. The first independence
statement formalises exchangeability of treatment assignment given baseline covariates,
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so that X suffices to control confounding of both the treatment–outcome and treatment–
mediator relations. The second statement rules out unmeasured mediator–outcome con-
founding, i.e. after conditioning on X, there are no unmeasured common causes of M and
Y . Finally, the third statement is the strong cross-world independence condition, which
generally fails in the presence of treatment-induced mediator–outcome confounders. Pos-
itivity is an overlap requirement ensuring that the relevant counterfactual contrasts are
supported by the observed data. It requires that each treatment level occurs with positive
probability across values of X, and that, within each treatment arm, mediator values in
the support of interest can occur with positive probability. Together, these assumptions
justify expressing the cross-world mean E{Y (a,M(a′))} as a function of the observed-data
law via iterated expectation,

E
{
Y
(
a,M(a′)

)}
= EX

[
EM |A=a′,X

{
E
(
Y | A = a,M,X

)}]
.

1.2.3 Estimating the causal effects

The literature has thoroughly explored and advanced the estimation of causal effects in
mediation analysis. Generally, methods for estimation can be listed as numerical integra-
tion, multiple regression analysis, natural effect models, and simulation-based approaches
(Rijnhart et al., 2021).

Conventionally, numerical integration, multiple regression analysis, and natural effect
models all analyse mediation based on the linear SEM. Approaches involving numerical
integration to identify potential outcomes have been demonstrated in various studies (Pearl,
2022; Muthén et al., 2017). Numerical integration weights the expected outcomes by the
mediator distributions under both treatment values to estimate the population means of
potential outcomes. The expected outcomes are computed by numerical integration of
the linear SEM conditional on both treatment values and all possible mediator values.
Population means of potential outcomes are estimated using the regression coefficients
from the linear SEM by multiple regression analysis (VanderWeele and Vansteelandt, 2009,
2010; VanderWeele, 2015). The causal effects are then computed as the differences between
the estimated potential outcomes. Steen et al. (2017) developed natural effect models
which only estimate the natural effect model and one of the linear regressions in the
linear SEM. The essential idea of natural effect models is to impute the dataset, viewing
causal inference as a missing data problem. Either weighting or imputation expands the
dataset. For the weighting approach, the natural effect model is basically a weighted
regression where the weights for individuals are calculated from one of the regressions in
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the linear SEM. Information from the linear SEM is otherwise used to impute the missing
potential outcomes to obtain a complete dataset on which the natural effect model is a
linear regression.

Imai et al. (2010a) proposed two simulation algorithms based on the quasi-Bayesian
Monte Carlo approximation (King et al., 2000) for parametric and nonparametric estima-
tion and inference of the effects. The algorithm for parametric models estimates derives
the sampling distributions of the estimated parameters to impute the potential media-
tors and outcomes for each individual, which enables the computation of individual direct,
indirect, and total effects. Population-average effects are then calculated by taking the
averages of individual effects. On the other hand, the algorithm for nonparametric mod-
els follows a similar path of imputing individual potential mediators and outcomes. The
difference is that, instead of using the sampling distributions of the estimated parameters,
the nonparametric algorithm re-estimates models with bootstrapped samples.

1.3 Zero-inflated count outcomes in causal mediation

analysis

Causal mediation analysis provides a principled way to decompose a total effect into
pathway-specific components operating through an intermediate variable (Imai et al.,
2010b; VanderWeele, 2015). While the potential outcomes framework places few restric-
tions on the form of the mediator or outcome, practical implementation requires specifying
estimable models for the observed data distribution under identifying assumptions. In
many applications, the outcome is a count with an excess of zeros, so that standard Pois-
son or negative binomial models understate the probability of observing zero. Such zero-
inflated counts arise in diverse settings, including dental health outcomes (Wang and Al-
bert, 2012; Cheng et al., 2018), addictive behaviour and substance-use outcomes (O’Rourke
and Vazquez, 2019; Coffman et al., 2023), and health utilisation outcomes such as rehos-
pitalisations. In these contexts, mediation methods must accommodate both discreteness
and zero inflation while retaining interpretable causal estimands.

1.3.1 Zero-inflated count models

A canonical approach to zero inflation is the zero-inflated Poisson (ZIP) model (Lambert,
1992), which represents the outcome as arising from a mixture of a point mass at zero and
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a Poisson count component. Specifically, for an individual with covariates (A,M,X),

P (Y = y | A,M,X) =


p+ (1− p) exp(−θ), y = 0,

(1− p)exp(−θ)θ
y

y!
, y > 0,

where p ∈ (0, 1) is the probability of belonging to the extra-zero component and θ > 0 is
the Poisson mean in the count component. A common parameterisation uses a logit link
for p and a log link for θ. For example,

logit(p) = γ0 + γMM + γAA+ γ⊤
XX,

log(θ) = δ0 + δMM + δAA+ δ⊤XX.

Under the ZIP model, zeros may arise from either component: with probability p one
observes a so-called excess zero, whereas with probability 1 − p one observes a Poisson
realisation that may also equal zero. The interpretation of excess zeros can be scientifically
meaningful in some settings, such as individuals not at risk for dental caries (Preisser et al.,
2012), but it should mostly be viewed as a modelling device rather than a literal latent
class unless justified by subject-matter considerations.

Several extensions are widely used. The zero-inflated negative binomial (ZINB) model
replaces the Poisson component with a negative binomial distribution to accommodate
overdispersion beyond zero inflation (Scott Long, 1997). The hurdle model (Cragg, 1971)
instead separates the zero-generating process from the distribution of positive counts, so
that all zeros arise from a binary “hurdle” mechanism and positive counts are modelled
conditional on having crossed the hurdle. These models often fit similarly in practice
but carry different assumptions regarding how zeros are generated, which can influence
interpretation and, in downstream causal analyses, the scale on which effects are most
naturally summarised.

1.3.2 Model-based approach for causal mediation

Causal mediation analysis with a zero-inflated count outcome typically proceeds by spec-
ifying: (i) a model for the mediator given treatment and baseline covariates, and (ii) a
zero-inflated model for the outcome given treatment, mediator, and covariates (Wang and
Albert, 2012; Cheng et al., 2018; O’Rourke and Vazquez, 2019). For example, with a
continuous mediator one may posit a model of the form

M = α0 + αAA+α⊤
XX+ ε, ε ∼ N(0, σ2),
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together with a zero-inflation model, such as a ZIP, for Y given (A,M,X) as above. Under
standard identifying assumptions, natural direct and indirect effects can then be expressed
through the mediation formula as functions of the fitted models. Because the outcome
model is non-linear and contains two linked components, these causal estimands rarely
simplify to a single closed form on common effect scales. Consequently, estimation is
often carried out using Monte Carlo implementations of the mediation formula, such as
the parametric simulation approach of Imai et al. (2010a), which draws model parameters
from their sampling distributions and averages the imputed counterfactual contrasts.

While simulation-based implementations are flexible and can handle complex out-
come models, they introduce two practical issues in such settings. First, under standard
covariate-conditional ZIP parameterisations, regression coefficients are not directly inter-
pretable as effects on the marginal mean of Y . Indeed, the conditional mean under the
ZIP model is

E(Y | A,M,X) = (1− p)θ,
so the parameters in the log-linear model for θ do not, in general, correspond to log-linear
effects on E(Y | A,M,X) because p also depends on covariates. Second, pathway-specific
effects are typically covariate-dependent, which means population-average causal effects
require averaging over the distribution of X, which further motivates simulation-based
computation and can complicate inference.

1.3.3 Population-average effects via marginalised zero-inflated
models

A notable recent advance is the use of marginalised zero-inflated models, which parame-
terise covariate effects directly through the marginal mean (Long et al., 2014; Sims et al.,
2024). In the marginalised zero-inflated Poisson (MZIP) model, one specifies a regression
model for the marginal mean ν = E(Y | A,M,X), for instance,

log(ν) = β0 + βMM + βAA+ β⊤
XX,

alongside a model for the excess-zero probability p, such as

logit(p) = γ0 + γMM + γAA+ γ⊤
XX.

The Poisson mean in the count component is then implied by the identity ν = (1 − p)θ,
i.e.,

θ =
ν

1− p
.
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This reparameterisation yields regression coefficients with a transparent population-mean
interpretation and can simplify the evaluation of causal estimands. In particular, when
causal effects are defined on scales tied to the marginal mean, the marginalised formulation
can lead to analytical expressions for population-average direct and indirect effects under
compatible mediator models (Sims et al., 2024). Beyond interpretability, marginalised mod-
els can reduce the computational burden relative to fully simulation-based g-computation,
although Monte Carlo methods remain useful for complex effect scales and for uncertainty
quantification.

Overall, the mediation literature for zero-inflated outcomes highlights a trade-off be-
tween modelling flexibility and interpretability. Conventional simulation-based approaches
accommodate a wide range of data structures but often lack in terms of interpretabil-
ity and computational demand. Marginalised zero-inflated models offer a direct route to
marginal interpretations and, in favourable cases, closed-form causal estimands, making
them particularly attractive for causal mediation questions where a popular scientific target
is marginal mean comparisons.

1.4 Functional causal mediation analysis

Methodological work extending causal mediation analysis to time-varying mediators and
outcomes has expanded alongside developments in longitudinal and functional data analy-
sis. A primary line of research formulates mediation in terms of longitudinal counterfactuals
indexed by discrete follow-up times, emphasising sequential ignorability, time-dependent
confounding, and estimands defined through time-ordered interventions (Avin et al., 2005;
van der Laan and Petersen, 2008; VanderWeele, 2009; Bind et al., 2015; VanderWeele and
Tchetgen Tchetgen, 2016; Goldsmith et al., 2018). These perspectives are particularly
natural when the mediator and outcome are observed at planned visits.

Functional data analysis (FDA) adopts a complementary viewpoint in which the scien-
tific object of interest is an entire process on a continuum. Rather than treating repeated
measurements as a finite-dimensional vector, FDA sees subject-specific measurements as
realisations of an underlying smooth random function, potentially observed densely on a
fine grid or intermittently at irregular time points (Ramsay and Silverman, 2005; Yao et al.,
2005). This representation enables borrowing strength across time for smoothing and di-
mension reduction, and it is especially suited to modern biomedical and behavioural data
sources where time-varying signals are collected at high frequency or with subject-specific
sampling patterns.
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M (t)

Figure 1.3: Functional Mediation Framework in Lindquist (2012)

The adaptation of FDA methods to causal mediation analysis began in neuroimaging
studies that aim to quantify how brain function mediates the effect of an exposure on
cognitive or behavioural outcomes. In a seminal contribution, Lindquist (2012) introduced
functional mediation analysis by treating the mediator as a continuous function of time.
Their framework considers a scalar binary treatment A, a functional mediator M(t) ob-
served over t ∈ [0, 1], and a scalar continuous outcome Y . As illustrated in Figure 1.3, the
pathway from A to M(·) is represented by a time-varying coefficient function αA(t), the
pathway from M(·) to Y is represented by a time-varying coefficient function βM(t), and
the direct pathway from A to Y is represented by a scalar coefficient.

Denote the mediator process over its entire domain by M = {M(t) : t ∈ [0, 1]}. Natural
direct and indirect effects can be defined analogously to the scalar mediation setting, except
that the mediator is function-valued:

TE = E
{
Y
(
1,M(1)

)}
− E

{
Y
(
1,M(0)

)}︸ ︷︷ ︸
TNIE

+E
{
Y
(
1,M(0)

)}
− E

{
Y
(
0,M(0)

)}︸ ︷︷ ︸
PNDE

,

TE = E
{
Y
(
1,M(1)

)}
− E

{
Y
(
0,M(1)

)}︸ ︷︷ ︸
TNDE

+E
{
Y
(
0,M(1)

)}
− E

{
Y
(
0,M(0)

)}︸ ︷︷ ︸
PNIE

.

As in the scalar case, these natural effects involve cross-world potential outcomes such as
Y (a,M(a′)) and hence require identifying assumptions that connect counterfactual trajec-
tories to the observed-data distribution. In particular, functional mediation inherits the
same conceptual issues as scalar natural-effects mediation, including reliance on strong
cross-world independence conditions that are not empirically testable and may fail in the
presence of treatment-induced mediator–outcome confounding.

To perform estimation in the dense functional setting, Lindquist (2012) proposed a
linear functional structural equation model (lfSEM), which can be viewed as a functional
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analogue of a linear SEM:

Mi(t) = α0(t) + αA(t)Ai + εi(t),

Yi = β0 + βAAi +

∫ 1

0

βM(t)Mi(t)dt+ ηi,

where t ∈ [0, 1], εi(t) is a subject-specific error process and ηi is a scalar error term.
Although εi(t) may exhibit complex covariance structure including temporal dependence,
it is assumed to satisfy E{εi(t)} = 0 for all t; similarly, E(ηi) = 0 (Lindquist, 2012). Under
correct model specification, the coefficient functions and scalars in the lfSEM are estimable
from observed data using functional regression techniques, and Lindquist (2012) discussed
identifying assumptions under which these model components correspond to causal effects
in the functional setting.

Following Lindquist (2012), functional mediation methodology has expanded along sev-
eral dimensions. In neuroimaging and related time series settings, Zhao and Luo (2019)
incorporated Granger causality to capture spatio-temporal dependence and to articulate
dynamic mediation mechanisms. Beyond the scalar-outcome framework, Zhao et al. (2025)
considered settings in which treatment, mediator, and outcome may all be functional ob-
jects of time, developing functional mediation models that yield time-indexed direct and
indirect effect curves and accommodate both concurrent and historical formulations. Com-
plementing these dense functional developments, Zeng et al. (2021) addressed sparse and
irregular longitudinal measurements by viewing observed mediator data as noisy reali-
sations of latent smooth stochastic processes, enabling effect estimation when observation
times vary substantially across individuals. Related ideas have been applied in behavioural
studies, including smoking cessation, where intermittently collected craving measurements
can be interpreted as samples from an underlying trajectory and treated as a functional
mediator for distal outcomes (Cai et al., 2022; Coffman et al., 2023). Taken together, the
literature indicates that functional mediation analysis has evolved from dense-grid neu-
roimaging settings towards broader designs and data types, while largely retaining linear
modelling as the dominant starting point for defining and estimating pathway-specific ef-
fects.

1.5 Sensitivity analysis for unmeasured confounding

Even when treatment assignment is randomised, causal mediation analyses typically remain
vulnerable to unmeasured mediator–outcome confounding because the mediator is not
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randomised. In the standard identification conditions for natural effects, this issue appears
through the requirement that there be no unmeasured common causes of the mediator
and the outcome after conditioning on X. When this assumption is questionable, point
identification of natural direct and indirect effects generally fails, and sensitivity analysis
becomes a natural complement to the primary analysis. Rather than asserting the absence
of unmeasured confounding, one examines how results change as departures from mediator–
outcome ignorability are allowed.

A common strategy is to augment the mediator and outcome models with a low-
dimensional sensitivity parameter that captures the residual dependence betweenM and Y
attributable to unmeasured confounding. In their influential framework, Imai et al. (2010b)
proposed sensitivity analysis for natural effects by parameterising the correlation between
the mediator and outcome error terms after adjusting for A and X, and then tracing the
implied natural direct and indirect effects as this correlation varies over a plausible range.
Related model-based sensitivity approaches have been developed for parametric mediation
estimators, including extensions that are convenient when the outcome model is non-linear
or otherwise departs from the classical linear-Gaussian setting (Albert and Wang, 2015).
These approaches are attractive in practice because they preserve the familiar two-model
structure of mediation analysis while providing an interpretable “knob” for residual con-
founding. However, the sensitivity parameter is not identified from the data and must be
calibrated from substantive knowledge or external evidence.

A second family of methods proceeds by deriving bias formulas that quantify how un-
measured mediator–outcome confounding distorts natural effects on a specific effect scale.
VanderWeele (2010) provided general bias expressions for natural direct and indirect ef-
fects, clarifying how associations between an unmeasured confounder and (M,Y ) translate
into bias. These formulas enable researchers to perform sensitivity analysis by positing
plausible magnitudes for the unmeasured confounder associations and translating them
into bias-corrected effects. Closely related work has developed sensitivity analyses that ex-
plore the range of bias in indirect effects induced by a common cause of the mediator and
outcome (Hafeman, 2011). When one prefers to avoid committing to a particular paramet-
ric mechanism for the unmeasured confounder, partial-identification approaches instead
provide bounds on natural effects under bounded departures from mediator–outcome ig-
norability. For example, Ding and Vanderweele (2016) derived sharp sensitivity bounds
for mediation effects under unmeasured mediator–outcome confounding, yielding identified
sets that transparently reflect the degree of permitted confounding.

More recently, there has been interest in providing compact robustness summaries that
are easy to communicate. The E-value, introduced by VanderWeele and Ding (2017), quan-
tifies the minimum strength of association on a risk-ratio scale that an unmeasured con-
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founder would need to have with both treatment and outcome to explain away an observed
association. This idea has been adapted to mediation settings by defining mediational E-
values that summarise the confounding strength required through the mediator–outcome
relation to shift a natural direct or indirect effect to the null (Smith and VanderWeele,
2019). Such summaries complement model-based sensitivity analyses, particularly when
the scientific aim is to understand how pathway-specific conclusions degrade as confounding
increases.

The sensitivity-analysis literature provides a range of tools with various degrees of
modelling commitment, interpretability, and computational complexity. Model-based sen-
sitivity parameters preserve familiar mediation estimators while exploring their dependence
on untestable residual confounding assumptions. Bias-formula and bounding approaches
offer interpretable links between unmeasured confounding strength and bias on target ef-
fect scales. These ideas motivate the sensitivity analysis developed later in this thesis,
which targets baseline unmeasured mediator–outcome confounding under the modelling
framework introduced for our primary estimands.

1.6 Interventional effects and alternatives to natural

effects

Natural direct and indirect effects are commonly defined via cross-world potential outcomes
such as Y (a,M(a′)), which combine the outcome under one treatment level with the me-
diator value that would have arisen under another. While these definitions provide an
appealing decomposition of the total effect, their identification generally relies on a strong
cross-world independence assumption that cannot be verified even in a randomised trial
and may fail in the presence of exposure-induced mediator–outcome confounding (Vander-
Weele et al., 2014; Vansteelandt and Daniel, 2017; Hejazi et al., 2023). This limitation
has motivated a class of alternative estimands, often termed interventional, randomised,
or stochastic direct and indirect effects, that preserve the goal of pathway decomposition
while replacing the cross-world mediator M(a′) by a mediator value drawn from an in-
tervene distribution (VanderWeele et al., 2014; Vansteelandt and Daniel, 2017; Dı́az and
Hejazi, 2020; Hejazi et al., 2023).

Notationally, let G(a) denote a random draw from the distribution of the mediator
under treatment a conditional on baseline covariates X. That is, for each x, G(a) | X =
x ∼ L

(
M(a) | X = x

)
. Interventional effects are then defined using potential outcomes

of the form Y (a,G(a′)), which correspond to setting A = a while shifting the mediator

15



distribution to what it would be under A = a′, instead of setting the mediator to an
individual-specific cross-world value. A common decomposition of the total effect compares

E
{
Y (1, G(1))

}
− E

{
Y (0, G(0))

}
into an interventional indirect effect and an interventional direct effect, such as

IIE = E
{
Y (1, G(1))

}
− E

{
Y (1, G(0))

}
,

IDE = E
{
Y (1, G(0))

}
− E

{
Y (0, G(0))

}
.

As G(a) is defined through an intervention on a distribution, these estimands avoid cross-
world counterfactuals and remain meaningful even when a mediator–outcome confounder is
affected by treatment, a setting in which natural effects are typically not identified without
further conditions (VanderWeele et al., 2014; Vansteelandt and Daniel, 2017; Dı́az and He-
jazi, 2020; Hejazi et al., 2023). Specifically, G(a) is not the subject-specific counterfactual
mediator M(a), but a stochastic draw from the mediator distribution under A = a. This
replacement avoids the unit-level cross-world potential outcome required by natural effects,
so identification can be achieved via observed-data g-formula components by conditioning
on and integrating over exposure-induced mediator–outcome confounders L.

There are generally two motivations for researchers to adopt the interventional frame-
work as opposed to a natural one. First, the distribution-shift interpretation aligns with
policy or programme interventions that aim to move the mediator distribution, such as
reducing craving or lowering blood pressure, rather than deterministically setting each
individual’s mediator to a specific value. Second, interventional effects can be identified
under weaker conditions than natural effects in settings with exposure-induced mediator–
outcome confounding, since they do not require the cross-world independence condition.

In a simple single-mediator setting, identification of interventional effects typically pro-
ceeds by combining: (i) standard consistency and positivity conditions and (ii) no un-
measured confounding assumptions sufficient to identify the conditional mediator and out-
come distributions required by a mediation g-formula. Concretely, one aims to identify
(i) the conditional mediator distribution L(M | A = a,X) and (ii) the outcome regres-
sion E(Y | A = a,M,X), and then average the latter over the mediator law under a′,
rather than substituting the individual-level cross-world quantity M(a′) directly. Vander-
Weele et al. (2014) showed how such “randomised intervention analogues” yield a valid
effect decomposition in the presence of exposure-induced mediator–outcome confounding.
Vansteelandt and Daniel (2017) developed interventional effects for multiple mediators,
clarifying which components are identified under which causal structures. In longitudi-
nal settings, closely related identification arguments appear via mediation versions of the
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g-formula and stochastic intervention frameworks (Dı́az and Hejazi, 2020; Hejazi et al.,
2023).

A baseline approach to estimate interventional effects is model-based g-computation,
which estimates the mediator, outcome, and exposure-induced confounder regressions, then
evaluates the interventional counterfactual means by Monte Carlo integration. More re-
cent work develops estimators with improved robustness and flexibility. Dı́az and Hejazi
(2020) formalised stochastic interventional effects in a population intervention framework
and derived identification results under weaker conditions than those used for natural ef-
fects. Hejazi et al. (2023) further developed nonparametric efficiency theory for stochastic
interventional effects and proposed multiply robust estimators, including targeted learning
implementations, to accommodate flexible machine-learning estimation of nuisance func-
tions.

Interventional effects sit within a broader landscape of alternatives to natural effects
that aim to relax the unverifiable cross-world independence assumption. For example, Lok
and Bosch (2019) proposes organic direct and indirect effects, defined via an intervention on
the mediator that induces a specified shift in its distribution, offering another route to es-
timands that better reflect plausible interventions. Separately, a “target trial” perspective
has been advocated to improve the clarity and policy relevance of mediation estimands by
explicitly linking them to hypothetical interventions and trial protocols (Moreno-Betancur
and Carlin, 2018; Moreno-Betancur et al., 2021). Recent work by Didden (2025) further
stresses the conceptual focus on aligning mediation estimands with well-defined interven-
tion targets and interpretable causal questions. Together, this literature provides both
methodological and conceptual tools for addressing two key limitations of natural effects:
lack of policy-related interest and reliance on strong cross-world independence assumptions.

1.7 Outline of the Thesis

The outline of this thesis is as follows.

Chapter 2 sets up the foundational mediation framework with a binary exposure, a
functional mediator observed sparsely and irregularly, and a zero-inflated count outcome.
It defines total, natural direct, and natural indirect effects for function-valued media-
tors, states identifying assumptions adapted to infinite-dimensional mediator processes,
and introduces a parameter-simulating algorithm based on the mediation formula under
a function-on-scalar mediator model and functional zero-inflated outcome models. The
framework is illustrated using the cohort with coronary artery bypass grafting (CABG) in
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the MIMIC-IV database to investigate postoperative central venous pressure processes as
a candidate mechanism linking sex to rehospitalisation counts. The chapter also addresses
the conceptual debate surrounding the use of sex as a non-manipulable treatment in a
causal framework and adopts a principal stratification approach to ensure that causal es-
timands are well-defined within the subpopulation of patients who would undergo CABG
regardless of sex.

A key limitation of simulation-based approaches to mediation is computational cost
and the practical difficulty of transparent inference. Chapter 3 addresses this challenge by
developing a marginal functional mediation approach based on the functional marginalised
zero-inflated Poisson model, which models the marginal mean of the outcome directly.
This leads to closed-form expressions for total, natural direct, and natural indirect effects
on incidence–rate–ratio and risk–difference scales, enabling fast computation and delta-
method standard errors. Simulation studies evaluate finite-sample performance, and an
application to WSHS2 examines whether craving trajectories mediate the effect of vareni-
cline versus nicotine patch on subsequent cigarette counts.

Even with careful modelling, natural direct and indirect effects rely on identifying
assumptions that are difficult to defend in observational studies, particularly when pre-
treatment or post-treatment mediator–outcome confounding is a concern. Chapter 4
therefore focuses on robustness: it develops sensitivity analysis for unmeasured baseline
mediator–outcome confounding and presents interventional direct and indirect effects as
alternative estimands under within-world assumptions. These tools are illustrated in the
MIMIC-IV CABG setting.

Finally, Chapter 5 summarises the main contributions and outlines directions for future
research.
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Chapter 2

Functional causal mediation analysis
with zero-inflated count outcomes:
sex disparities in coronary artery
bypass grafting rehospitalisation

2.1 Introduction

Chapter 1 reviews causal mediation analysis and recent developments in functional me-
diation, where the mediator is viewed as a process on a continuum rather than a finite-
dimensional vector. Existing functional causal mediation methodology largely focuses on
linear modelling with continuous outcomes, beginning with the framework of Lindquist
(2012) and extending to settings with alternative data structures and measurement de-
signs (Cai et al., 2022; Coffman et al., 2023; Zeng et al., 2021; Zhao and Luo, 2019; Zhao
et al., 2025).

In many biomedical and behavioural applications, however, the outcome is a count with
an excess of zeros, so that standard Poisson or negative binomial models understate the
probability of observing zero. Such zero-inflated counts arise in settings including hospital
readmissions, dental caries, substance use relapses, and insurance claims. While causal
mediation methods for zero-inflated count outcomes have been studied in scalar-mediator
settings (Wang and Albert, 2012; Cheng et al., 2018), comparable methodology remains
underdeveloped when the mediator is functional, where the outcome model is inherently
non-linear and the mediator enters through a time-indexed effect. A further practical
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challenge is that in many applications, individual mediator trajectories are observed only
at a sparse and irregular set of time points, rendering standard functional data analysis
techniques inadequate without additional recovery procedures.

Motivated by this gap, we develop a causal mediation framework for a binary treat-
ment, a sparse functional mediator, and a zero-inflated count outcome. Our approach
combines a model for the mediator process that accommodates infrequent and irregular
observations with a zero-inflated count model that accepts functional predictors, building
on recent work in functional regression for zero-inflated outcomes (Şentürk et al., 2014)
and developments in FDA (Yao et al., 2005). Within the potential outcomes framework
(Rubin, 1974), we define natural direct and indirect effects for function-valued mediators,
state identification conditions, and estimate the causal effects via a parameter-simulating
quasi-Bayesian Monte Carlo implementation of the mediation formula (Pearl, 2012). Sim-
ulation studies assess finite-sample performance across varying sample sizes and degrees of
mediator complexity.

We illustrate the methodology using data from the Medical Information Mart for Inten-
sive Care IV (MIMIC-IV) database (Johnson et al., 2023). Specifically, we study the causal
effect of sex on the number of hospital readmissions within 60 days of discharge among
patients who underwent coronary artery bypass graft (CABG) surgery, and we evaluate
whether time-varying central venous pressure (CVP) during the post-surgical ICU stay
mediates this effect. This yields a functional mediation problem in which sex is a binary
treatment, CVP is a functional mediator observed sparsely and irregularly over ICU time,
and the readmission count is zero-inflated. Since sex is a non-manipulable characteristic
and CABG receipt is plausibly influenced by sex, the application addresses the conceptual
debate surrounding non-manipulable treatments in causal inference and adopts a principal
stratification framework to restrict causal estimands to the subpopulation of patients who
would undergo CABG regardless of sex. Applying the proposed method suggests that,
within this always-CABG stratum, sex has a statistically significant total effect on rehos-
pitalisation counts and that part of this effect is mediated through post-operative CVP
levels.

Section 2.2 defines causal effects and identification assumptions for functional medi-
ators and zero-inflated count outcomes. Section 2.3 presents the mediator and outcome
models and the estimation and inference procedure. Section 2.4 reports simulation results.
Section 2.5 addresses the role of sex as a non-manipulable treatment, implements principal
stratification for the MIMIC-IV CABG cohort, and presents findings from the application.
Section 2.6 concludes with a discussion.
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Treatment A Functional Mediator M(t) Outcome Y

Covariates X

Figure 2.1: A causal diagram for a causal mediation analysis with a functional mediator.

2.2 Sparse functional causal mediation analysis with

a zero-inflated outcome

As illustrated in Figure 2.1, the causal mediation analysis of interest involves a binary
treatment A, a zero-inflated count outcome Y , a px-dimensional vector of baseline covari-
ates X, and a time-varying mediatorM(t) as a function of time. Without loss of generality,
we rescale the time t so that t ∈ [0, 1]. We explore a study with a sample of n individu-
als, where each pertains to either the treatment group with Ai = 1, or the control group
with Ai = 0, for i = 1, . . . , n. The functional mediator M(t) is a function of time and is
therefore a smooth stochastic process. For each individual i, discrete observations M̃i(tij)
of the mediator occur at Ti irregularly spaced time points tij with j = 1, . . . , Ti, and are
regarded as realisations, potentially contaminated with measurement errors, of the under-
lying smooth process. We assume that the end-point outcome Yi is measured at the end of
the study. The baseline covariates X include variables that confound the relation between
A and Y , the relation between M(t) and Y , or the relation between A and M(t), and are
not affected by A. Both the treatment assignment and baseline covariate measurement
take place at the beginning of the study.

The causal estimands are defined in Section 2.2.1 followed by a discussion on the relevant
identifying assumptions in Section 2.2.2. In 2.2.3, we present nonparametric identification
results of the causal effects.

2.2.1 Definition of causal effects

In defining the causal effects of interest, we introduce the potential outcomes framework
in the context of mediation analysis with a functional mediator. To accommodate the
functional mediator, the bold font notation M = {M(t) | t ∈ [0, 1]} is used to denote
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the mediator process over the entire time range. We can consequently write Mi(a), for
a = 0, 1, as the potential values of the underlying mediator process over the entire time
range for individual i under treatment level a. Yi(a,Mi(a

′)) then refers to the potential
value of the outcome Y for individual i if, potentially counterfactually, the individual
received treatment a and had values of the mediator process at the level that would have
been observed under treatment a′.

We can then define the total effect (TE) of the treatment A on the outcome Y as

τ
TE
≡ E

{
Y
(
1,M(1)

)
− Y

(
0,M(0)

)}
. (2.1)

The total effect is defined as the mean difference in potential outcomes under treatment
levels 1 and 0. Imai et al. (2010b) proposes a framework for decomposing the total effect
(TE) into direct and indirect effects in the presence of a mediator. We build upon this
framework by extending it to accommodate a functional mediator, allowing for definitions
of the natural direct and indirect effects in our settings. In particular, the natural indirect
effect (NIE) is defined as the mean difference in the potential outcomes under a fixed treat-
ment level but varied potential values of the mediator process under different treatment
levels,

τ
NIE

(a) ≡ E
{
Y
(
a,M(1)

)
− Y

(
a,M(0)

)}
, a = 0, 1. (2.2)

The NIE measures the component of the treatment’s causal effect on the outcome chan-
nelled through the mediator. Similarly, the natural direct effect (NDE) is the effect that
does not go through the mediator and is defined as the mean difference in the potential
outcomes under different treatment values and the potential values of the mediator process
at a fixed treatment level,

τ
NDE

(a) ≡ E
{
Y
(
1,M(a)

)
− Y

(
0,M(a)

)}
, a = 0, 1. (2.3)

The TE can be decomposed as the sum of NIE and NDE,

τ
TE

= τ
NIE

(a) + τ
NDE

(1− a), a = 0, 1.

The definitions of the causal estimands of interest require comparing four potential
outcomes: Y

(
1,M(1)

)
, Y
(
1,M(0)

)
, Y
(
0,M(1)

)
, and Y

(
0,M(0)

)
. However, in practice,

only one of these potential outcomes can be observed, which is also known as the funda-
mental problem of causal inference (Holland, 1986). As a result, certain assumptions are
needed in order to identify the potential outcomes from the observed data.
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2.2.2 Identifying assumptions

The assumptions of identification for causal mediation analysis have been intensively dis-
cussed (Petersen et al., 2006; Imai et al., 2010a; VanderWeele et al., 2014; Pearl, 2022;
Nguyen et al., 2022). However, such assumptions involving a functional mediator need fur-
ther clarification. Following the guidance of Nguyen et al. (2022) and Zhao et al. (2025),
we examine and outline the identifying assumptions for causal mediation analysis with a
functional mediator.

The identification assumptions listed below are analogous to those commonly used
in causal mediation analysis with scalar mediators. However, when the mediator takes
the form of a continuous-time stochastic process, these assumptions need adaptations to
account for the functional nature of the data.

Assumption 2.1 (Consistency). LetM denote the collection of underlying mediator pro-
cesses of interest given X. For any a, a′ ∈ {0, 1} and any m ∈ M, we assume that (i)
if A = a and M = m, then Y = Y (a,m); (ii) if A = a′, then M = M(a′); and (iii) if
M(a′) = m, then Y (a,m) = Y

(
a,M(a′)

)
.

Assumption 2.2 (Conditional independence). For any a, a′ ∈ {0, 1} and any m ∈M,{
Y (a,m),M(a′)

}
⊥⊥ A | X,

Y (a,m) ⊥⊥M | X, A = a,

Y (a,m) ⊥⊥M(a′) | X.

Assumption 2.3 (Positivity). For a ∈ {0, 1}, P (A = a | X) > 0. For any measurable set
B ⊆M and any a ∈ {0, 1} with a′ = 1− a,

P (M ∈ B | A = a,X) > 0 =⇒ P (M ∈ B | A = a′,X) > 0.

It is worth pointing out that Assumption 2.2 is a strong and generally untestable as-
sumption. Particularly, the second clause rules out unmeasured baseline mediator–outcome
confounding. Although it cannot be tested directly, one can assess the robustness of the
estimated effects to violations of this condition via sensitivity analysis. The third clause is
a cross-world independence requirement, which effectively excludes exposure-induced com-
mon causes of M and Y . When this condition fails, the natural direct and indirect effects
are generally not identified, motivating practical alternatives (Vansteelandt and Daniel,
2017; Didden, 2025).
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2.2.3 Nonparametric identification of the causal effects

Under the previously discussed identifying assumptions, the causal effects in a causal me-
diation analysis involving a functional mediator can be nonparametrically identified from
the observed data distribution. Specifically,

τ
NIE

(a) = EX

{
E
(
Y | A = a,X

)}
− EX

[
EM|A=a′,X

{
E
(
Y | A = a,M,X

)}]
,

τ
NDE

(a′) = EX

[
EM|A=a′,X

{
E
(
Y | A = a,M,X

)}]
− EX

{
E
(
Y | A = a′,X

)}
,

τ
TE

= EX

{
E
(
Y | A = a,X

)}
− EX

{
E
(
Y | A = a′,X

)}
.

Consequently, to estimate the causal effects, the nonparametric identification results re-
quire modelling: (a) the observed outcome Y conditional on the observed treatment A,
mediator process M and baseline covariates X; and (b) the observed mediator process M
conditional on the observed treatment A and baseline covariates X.

2.3 Methods proposed

Without the presence of functional data and nonlinearity, the models mentioned in Section
2.2.3 correspond to the linear structural equation models (SEM) used in traditional medi-
ation analysis (Baron and Kenny, 1986). Causal mediation analysis, by defining the causal
effects using the potential outcomes framework, enables the use of more complex statistical
models to accommodate a functional mediator and a zero-inflated count outcome. We de-
scribe a function-on-scalar regression for the sparse functional mediator and its estimation
via a mixed model representation in Section 2.3.1. Section 2.3.2 presents a functional zero-
inflated Poisson (ZIP) model for the outcome. Finally, we propose a parameter-simulating
quasi-Bayesian Monte Carlo approximation method to perform estimation and inference
for the causal effects in Section 2.3.3.

2.3.1 A function-on-scalar regression mediator model

Model formulation

We propose to model the smooth mediator process underlying the infrequent and irregu-
lar mediator measurements with a function-on-scalar regression (Ramsay and Silverman,
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2005). Specifically, it is assumed that the functional mediator M(t) follows a function-on-
scalar regression on both the treatment A and the baseline covariates X,

Mi(t) = α0(t) + αA(t)Ai +

px∑
d=1

αXd
(t)Xid + εi(t), for t ∈ [0, 1]. (2.4)

The intercept function is α0(t), the functional coefficients αA(t) and αXd
(t) represent the

partial effects of treatment A and covariate Xd on the mediator process M(t) at time t,
and εi(t) is a Gaussian random error process with mean zero.

Estimation via mixed model representation

One important caveat with estimating Model (2.4) is the fact that the mediator process
is infrequently and irregularly observed with potential measurement errors. Practically,
everything related to the underlying mediator process Mi(t) is unknown. Instead, discrete
observations M̃i(tij) are assumed to happen at Ti observation times, denoted as ti1, . . . , tiTi

,
for the i-th individual. We also assume the underlying mediator process is observed with

measurement errors ϵij where ϵij
iid∼ N(0, σ2

M). This means the discrete observations M̃i(tij)
from the data can be represented as

M̃i(tij) =Mi(tij) + ϵij. (2.5)

Scheipl et al. (2015) presents a flexible functional additive mixed model framework that
accommodates a potentially sparsely measured functional response and scalar or functional
covariates. Coefficient functions are represented using a set of pre-determined cubic spline
bases, which facilitates estimating model parameters via penalised maximum likelihood
under a linear mixed model framework.

Specifically, each coefficient function is expanded using Kb cubic spline basis functions{
ϕ1(t), · · · , ϕKb

(t)
}
, where a relatively large Kb is chosen to provide sufficient modelling

flexibility. Specifically,

α0(t) =

Kb∑
kb=1

a0kbϕkb(t) = ϕ(t)
⊤a0,

αA(t) =

Kb∑
kb=1

aAkbϕkb(t) = ϕ(t)
⊤aA,

αXd
(t) =

Kb∑
kb=1

aXdkbϕkb(t) = ϕ(t)
⊤aXd

,
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for d = 1, . . . , px, where ϕ(t) is a vector of functions containing the Kb cubic spline basis
functions and a0, aA, aXd

are vectors of Kb basis coefficients corresponding to each of the
coefficient functions. Model (2.4) can thus be written as

Mi(t) = ϕ(t)
⊤a0 + Aiϕ(t)

⊤aA +

px∑
d=1

Xidϕ(t)
⊤aXd

+ εi(t). (2.6)

Combined with (2.5), the raw observations of the mediator process admit the form

M̃i(tij) = ϕ(tij)
⊤a0 + Aiϕ(tij)

⊤aA +

px∑
d=1

Xidϕ(tij)
⊤aXd

+ Eij, (2.7)

where Eij = εi(tij) + ϵij. Now, let Mobs ∈ RN denote a vector of length N =
∑n

i=1 Ti,
containing all observed mediator values M̃i(tij) stacked across individuals and time points.
We construct a design matrix Φ ∈ RN×O, with O = Kb(px+2), where each row corresponds
to one observation M̃i(tij) and takes the form[

ϕ(tij)
⊤, Aiϕ(tij)

⊤, Xi1ϕ(tij)
⊤, . . . , Xipxϕ(tij)

⊤
]

Let a = [a⊤
0 , a

⊤
A, a

⊤
X1
, . . . , a⊤

Xpx
]⊤ denote the stacked vector of all basis coefficients and E

denote the stacked vector containing the errors Eij, Model (2.7) can be written in matrix
form as

Mobs = Φa+E.

To prevent overfitting due to the high flexibility of the selected spline basis system,
a roughness penalty is imposed on the coefficient functions. This leads to a penalised
likelihood estimation problem, where the objective function to be minimised is

Lpen(a) =
1

σ2
E

∥Mobs −Φa∥2 + δ0
σ2
E

a⊤
0 Pa0 +

δ1
σ2
E

a⊤
APaA +

px∑
d=1

δ2d
σ2
E

a⊤
Xd
PaXd

, (2.8)

where σ2
E is the variance of the errors Eij, δ0, δ1 and δ2d are smoothing parameters that

control the balance between goodness of fit and roughness of the estimated coefficient func-
tions, and P =

∫ 1

0
ϕ(2)(t)ϕ(2)(t)⊤ is a Kb ×Kb the penalty matrix constructed to penalise

the integrated squared second derivative of each coefficient function. This penalised spline
formulation is equivalent to a linear mixed effects model in which the spline basis coeffi-
cients a0, aA, aXd

are treated as random effects (Ruppert et al., 2003). Each penalty term
in (2.8), such as δ0

σ2
E
a⊤
0 Pa0, is equivalent to assuming a Gaussian prior a0 ∼ N(0, ζ0P

−1),
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where ζ0 = σ2
E/δ0. Similarly, aA and each of aXd

are treated as random effects with vari-
ances ζ1 = σ2

E/δ1 and ζ2d = σ2
E/δ2d, respectively. Then, the solution â to (2.8) is the best

linear unbiased predictor (BLUP). The smoothing parameters are consequently estimated
through restricted maximum likelihood (REML) under the additive model framework us-
ing the pffr function in the R package refund (Goldsmith et al., 2024). According to Reiss
and Ogden (2009) and Wood (2011), REML typically produces more stable estimates than
methods based on generalised cross-validation (GCV). It is also more robust to misspecifi-
cation of the error correlation structure and performs reliably in a broad range of practical
settings (Krivobokova and Kauermann, 2007).

2.3.2 A functional zero-inflated Poisson outcome model

Model formulation

While most existing literature on rehospitalisation focuses on the rate of hospital readmis-
sions, our study examines the number of readmissions within 60 days following discharge
from the primary CABG hospital stay. This outcome provides deeper insights, albeit pos-
ing greater modelling challenges due to zero-inflation. The zero-inflated Poisson (ZIP)
model, proposed by Lambert (1992), models count data with excessive zero-valued obser-
vations by considering a mixture of a binary model for generating zeros and a standard
Poisson model for generating non-zero counts, as well as some zeros. Zeros produced by the
former are often referred to as “structural zeros” or “excess zeros” since the process cannot
generate any counts other than zero. Şentürk et al. (2014) later extended it to a functional
version, with which we can parameterise the ZIP model with functional covariates. We
assume that the end-point outcome Y follows a functional ZIP model on the underlying
mediator process, treatment and baseline covariates,

P (Yi = yi|Mi, Ai,Xi) =

pi + (1− pi)e−θi , if yi = 0

(1− pi) e
−θiθ

yi
i

yi!
, if yi > 0

, (2.9)

where pi and θi are related to the functional mediator, the treatment, and the baseline
covariates through some link functions. Here we consider a logit link function for pi and a
log link function for θi where

log
pi

1− pi
= γ0 +

∫ 1

0

γM(t)Mi(t) dt+ γAAi +X⊤
i γX , (2.10)

log θi = δ0 +

∫ 1

0

δM(t)Mi(t) dt+ δAAi +X⊤
i δX . (2.11)
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The individual end-point outcome Yi is either an excess zero, which takes the value of zero
from a Bernoulli distribution with probability pi, or a zero from a Poisson distribution that
has mean θi with probability 1− pi.

Estimation via principal component analysis through conditional expectation

Estimation of Model (2.9) requires jointly estimating the parameters in the log-linear model
for θi and the logistic model for pi. The problem is thus to estimate the scalar-on-function
models for log( pi

1−pi
) and log θi. To transform the scalar-on-function models into their scalar

analogues, we use PACE to recover the mean function, eigenfunctions and scores of the
underlying mediator process Mi(t) (Yao et al., 2005). This procedure serves two primary
purposes: (a) recovering the underlying mediator process by pooled local linear smoothing
and best linear unbiased prediction; and (b) decomposing the estimated mediator process
into a finite number of FPCs for subsequent maximum likelihood estimation of the finite-
dimensional ZIP model.

The proposed functional ZIP model concerns the unobservable mediator processMi(t), t ∈
[0, 1] underlying the discrete infrequently and irregularly observed mediator M̃i(tij) for
individual i at observation times tij, where i = 1, . . . , n and j = 1, . . . , Ti. For each un-
derlying process Mi(t), we define a bivariate function C (s, t) = Cov

[
Mi(s),Mi (t)

]
that

quantifies the covariance between its values at two time points, known as its covariance
operator. The positive definite function C (s, t) admits a sequence of positive eigenval-
ues denoted by λ1 > λ2 > · · · > 0, and a set of orthonormal eigenfunctions denoted by
ψ1, ψ2, . . ., such that C (s, t) =

∑∞
k=1 λkψk(s)ψk(t). With the above spectral decomposition,

the Karhunen–Loéve expansion states that Mi(t) can be represented as

Mi(t) = µ(t) +
∞∑
k=1

ξikψk(t),

where µ(t) = E
[
M(t)

]
is the mean function, ξik =

∫ 1

0

{
Mi(t)− µ(t)

}
ψk(t)dt, called the

functional principal component (FPC) scores, are uncorrelated random variables with mean
0 and variance λk. The FPC scores ξik quantify the extent to which individual trajectories
deviate from the mean function µ(t) along the direction of the corresponding eigenfunctions
ψk(t), providing an interpretable summary of the underlying functional variability. Discrete
observations M̃i(tij) are assumed to be measured potentially with errors as in (2.5) and so
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can be written as

M̃i(tij) =Mi(tij)+ϵij = µ(tij)+
∞∑
k=1

ξikψk(tij)+ϵij, tij ∈ [0, 1], i = 1, . . . , n, j = 1, . . . , Ti.

(2.12)

PACE estimates the mean function µ(t) and covariance function C(s, t) of the under-
lying mediator process Mi(t) by pooled local linear smoothing. The estimated eigenvalues
λ̂k and orthonormal eigenfunctions ψ̂k(t) are obtained by eigenanalysis of the estimated
covariance surface. Another decision is to choose a finite number of FPCs, K, to truncate
(2.12). Again, different approaches exist for an estimate K̂ from the data (Yao et al., 2005),
we choose K̂ based on the fraction of variance explained and set the threshold to 90%. The
measurement error variance σ2

M is estimated by taking a fraction of the difference between
the diagonal elements of the discretised estimated covariance matrix and a transformed
version of it by rotating the coordinates in local linear smoothing. Technical details are
omitted as they closely follow Yao et al. (2005).

The key novelty of Yao et al. (2005) is to estimate the FPC scores from a linear mixed
model based on the K-truncated Karhunen–Loéve expansion

M̃i(tij) = µ
(
tij
)
+

K∑
k=1

ξikψk

(
tij
)
+ ϵij, ξi

iid∼ N(0,Λ), ϵij
iid∼ N(0, σ2

M), (2.13)

where ξi = (ξi1, . . . , ξik)
⊤ is a vector of length K and is assumed to be independent of

the measurement errors. Notationally, we represent the collection of FPC decomposition
objects with φ =

{
µ,ψ,Λ, K, σ2

M

}
, where µ is the mean function evaluated over [0, 1],

ψ are the K eigenfunctions evaluated over [0, 1], and Λ = diag {λ1, . . . λK} is a diagonal

matrix of eigenvalues. Let ti =
{
tij
}Ti

j=1
be the observation grid for individual i, and

M̃i(ti) =
(
M̃i(ti1), . . . , M̃i(tij)

)⊤
be a vector of discrete observations of the mediator for

individual i, plugging in the estimates φ̂ =
{
µ̂, ψ̂, Λ̂, K̂, σ̂2

M

}
into Model (2.13) yields the

estimated BLUPs for the FPC scores

ξ̂i = E
[
ξi | M̃i(ti), φ̂

]
=
(
ψ̂ (ti)

⊤ ψ̂ (ti) + σ̂2
MΛ̂−1

)−1

ψ̂ (ti)
⊤
(
M̃i(ti)− µ̂ (ti)

)
, (2.14)

where ψ̂ (ti) is a Ti × K̂ matrix consisting of the estimated eigenfunctions evaluated over
the grid ti, and µ̂ (ti) is a vector of length Ti containing the estimated mean function
evaluated over the grid ti. Now consider tg as the union of ti of all individuals, which is
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usually a dense grid on the interval [0, 1]. Using the estimated FPC scores from (2.14), the
estimated underlying mediator process evaluated on tg is given by

M̂i

(
tg
)
= E

[
M̃i(tg) | ξ̂i, φ̂

]
= µ̂

(
tg
)
+

K̂∑
k=1

ξ̂ikψ̂k

(
tg
)
= µ̂

(
tg
)
+ ψ̂

(
tg
)
ξ̂i. (2.15)

We carry out the PACE procedures using the FPCA function in the R package fdapace. The
end product, Equation (2.15), achieves the two goals of an FPCA for the sparse longitudinal
mediator: (a) M̂i

(
tg
)
on a dense grid tg, as an estimate of the smooth mediator process

underlying the error-contaminated sparse observations; (b) µ̂
(
tg
)
and ψ̂

(
tg
)
ξ̂i for a finite

K̂-truncated Karhunen–Loéve decomposition.

Consequently, with the estimated mean function, eigenfunctions and scores from PACE,
Models (2.10) and (2.11) can be written as

log
pi

1− pi
≈ γ∗0 +

K̂∑
k=1

ξ̂ikγ
∗
k + γAAi +X⊤

i γX (2.16)

log θi ≈ δ∗0 +
K̂∑
k=1

ξ̂ikδ
∗
k + δAAi +X⊤

i δX , (2.17)

where

γ∗0 = γ0 +

∫ 1

0

γM(t)µ̂(t)dt, γ∗k =

∫ 1

0

γM(t)ψ̂k(t)dt and

δ∗0 = δ0 +

∫ 1

0

δM(t)µ̂(t)dt, δ∗k =

∫ 1

0

δM(t)ψ̂k(t)dt,

The parameters γ = (γ∗0 , γ
∗
1 , . . . , γ

∗
K̂
, γA,γ

⊤
X)

⊤ and δ = (δ∗0, δ
∗
1, . . . , δ

∗
K̂
, δA, δ

⊤
X)

⊤ from Mod-
els (2.16) and (2.17) can then be estimated by maximising the log-likelihood

ℓ (γ, δ) =
∑
Yi=0

log
[
pi (γ) +

{
1− pi (γ)

}
e−θi(δ)

]
+
∑
Yi>0

[
log
{
1− pi (γ)

}
− θi (δ) + Yi log

{
θi (δ)

}
− log (Yi!)

]
. (2.18)
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2.3.3 A parameter-simulating quasi-Bayesian Monte Carlo ap-
proximation method

Having obtained the estimated parameters and estimated variance-covariance matrix of
the mediator and outcome models, we propose a parameter-simulating quasi-Bayesian
Monte Carlo approximation method to estimate and make inference on the causal ef-
fects. The Monte Carlo algorithm by Imai et al. (2010a) is extended to incorporate a
functional mediator. Denote the estimated basis coefficients from the mediator model as
θ̂M = (â0k, âAk, âXk)

⊤
k=1,...,K , and the estimated variance-covariance matrix for the esti-

mated basis coefficients as Σ̂M. Likewise, the estimated parameters of the outcome model

are denoted as θ̂Y =
(
γ̂⊤, δ̂⊤

)⊤
, and the estimated variance-covariance matrix for the

estimated parameters is denoted as Σ̂Y . Specifically, we repeatedly simulate J sets of
model parameters from the respective asymptotic sampling distributions of the mediator
and outcome models, impute the potential outcomes to calculate the causal effects in each
of the J simulated samples, and take the sample medians of the J copies of causal effects
as point estimates. Algorithm 1 outlines the detailed procedures.
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Algorithm 1: Parameter-based Monte Carlo Simulation of the Causal Effects

Input: θ̂M, Σ̂M, θ̂Y , Σ̂Y , J , n
Output: τ̂

TE
, τ̂

NIE
(a), τ̂

NDE
(1− a), σ̂

TE
, σ̂

NIE(a)
, σ̂

NDE(1− a)
, CI95%(τTE

),

CI95%(τNIE
(a)), CI95%(τNDE

(1− a))
1 j ← 1
2 while j ≤ J do

3 θjM ← N (θ̂M, Σ̂M)

4 θjY ← N (θ̂Y , Σ̂Y )
5 i← 1
6 while i ≤ n do
7 for a ∈ {0, 1} do
8 Mi(a)← Mediator Model(θjM) | Ai = a

Yi(a,Mi(a))← Outcome Model(θjY ) | Ai = a,Mi = Mi(a)
Yi(a,Mi(1− a))← Outcome Model(θjY ) | Ai = a,Mi = Mi(1− a)

9 end
10 i← i+ 1

11 end
12 τ̂ j

TE
← mean(Yi(1,Mi(1))− Yi(0,Mi(0)))

13 for a ∈ {0, 1} do
14 τ̂ j

NIE
(a)← mean(Yi(a,Mi(1))− Yi(a,Mi(0)))

15 τ̂ j
NDE

(1− a)← mean(Yi(1,Mi(1− a))− Yi(0,Mi(1− a)))
16 end
17 j ← j + 1

18 end
19 τ̂

TE
← median(τ̂ j

TE
)

20 τ̂
NIE

(a)← median(τ̂ j
NIE

(a))

21 τ̂
NDE

(1− a)← median(τ̂ j
NDE

(1− a))
22 σ̂

TE
← sd(τ̂ j

TE
)

23 σ̂
NIE(a)

← sd(τ̂ j
NIE

(a))

24 σ̂
NDE(1− a)

← sd(τ̂ j
NDE

(1− a))
25 CI95%(τTE

)← (quantile(τ̂ j
TE
, 0.025), quantile(τ̂ j

TE
, 0.975))

26 CI95%(τNIE
(a))← (quantile(τ̂ j

NIE
(a), 0.025), quantile(τ̂ j

NIE
(a), 0.975))

27 CI95%(τNDE
(1− a))← (quantile(τ̂ j

NDE
(1− a), 0.025), quantile(τ̂ j

NDE
(1− a), 0.975))
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Figure 2.2: Mean functions of the functional mediator from a n = 1000 generated sample:
a simple functional mediator (left panel), a complex functional mediator (right panel).

2.4 Simulation study

In this section, we assess the performance of the proposed approach on simulated datasets.
Procedures for generating data are presented in Section 2.4.1, followed by a discussion of
empirical results from the simulation study, as well as comparisons of the proposed methods
to an existing one in Section 2.4.2.

2.4.1 Data generation

We consider the time interval T = [0, 1] and evaluate two sample sizes, n = 100 and
n = 1000. To evaluate the performance of the proposed methods in handling infrequent

and irregular mediator observations, we generate Ti
iid∼ Poisson(25) as the number of ob-

servations per subject to reflect the level of sparsity observed in our MIMIC-IV dataset.
The discrete observations M̃(tij) are assumed to randomly happen at Ti time points on
[0, 1] and may be contaminated by measurement errors. Additionally, we explore two dif-
ferent forms of the underlying mediator process M(t) as shown in Figure 2.2, resulting
in a total of four scenarios. For each scenario, we generate R = 1000 replicated datasets
corresponding to the specified sample size (n = 100 or n = 1000).

In each replication dataset, the binary treatment Ai is assigned randomly with a prob-
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ability of 0.5 to either the treatment or control group. The baseline covariate Xi is drawn
fromN(1, 3). The underlying mediator process is generated over the time interval T = [0, 1]
as

Mi(t) = α0(t) + αA(t)Ai + αX(t)Xi + εi(t), i = 1, . . . , n.

For scenarios with a simple functional mediator, α0(t) = 0, αA(t) = 1.5 sin(0.5πt), αX(t) =
0.5. The error term εi(t) is generated from a multivariate normal distribution with mean
zero and covariance Σ(s, t), where Σ(s, t) = exp(−3|s− t|). For scenarios with a complex
functional mediator, α0(t) = 0, αA(t) = sin(3πt) + 1, αX(t) = 0.5. The error term εi(t) is
generated from a multivariate normal distribution with mean zero and covariance Σ(s, t),
where Σ(s, t) = 2 exp(−3|s − t|). The parameter values are chosen so that the true effect
sizes are close among scenarios. Figure 2.2 illustrates the shapes of a simple functional me-
diator and a complex one, where the simple mediator function is monotonically increasing
on the time interval and the complex mediator function fluctuates as time progresses. The
error-contaminated observations M̃(tij) are then obtained by

M̃(tij) =Mi(tij) + ϵij, i = 1, . . . , n, j = 1, . . . , Ti, ϵij
iid∼ N(0, 0.1).

The end-point zero-inflated count outcome Yi is generated as in (2.9), (2.10) and (2.11).
For scenarios with a simple functional mediator, γ0 = −3, γM(t) = −4(t − 0.5)2 + 1,
γA = 0.5, γX = 0.5, and δ0 = 1, δM(t) = 0.5, δA = 1, δX = −0.1. For scenarios with a
complex functional mediator, γ0 = −3.5, γM(t) = 0.07 sin(3πt) + 1, γA = 0.5, γX = 0.5,
and δ0 = 1, δM(t) = 0.5, δA = 1, δX = −0.1. The parameter values are chosen so that
there are approximately 35% of the count outcomes in each dataset are zero and the true
effect sizes are close among scenarios.

The true causal direct, indirect and total effects for each scenario are empirically com-
puted by generating a dataset containing 100, 000 subjects.

2.4.2 Empirical results

For implementation, we specify Kb = 20 cubic spline basis functions for the mediator
model to provide a flexible representation of the coefficient functions prior to penalisation.
In the outcome model, we incorporate the first K̂ FPCs of the mediator process, where
K̂ is data-driven and determined to ensure at least 90% of the total variance is accounted
for. Consequently, the PACE procedure selects K̂ = 2 for both the simple and complex
mediator processes. Subsequently, from the Monte Carlo approximation algorithm, we
obtain a point estimate, a sample standard deviation and a 95% confidence interval for each
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Table 2.1: Comparison of performance under different sample sizes n with a simple func-

tional mediator: error-contaminated observations happen randomly at Ti
iid∼ Poisson(25)

time points on [0, 1], the number of replication datasets R = 1000, the basis system used for
the mediator model is cubic splines with nbasis = 20, the number of functional principal
components used for the outcome model K̂ = 2, the number of simulated sets of model
parameters in Algorithm 1 J = 1000.

Estimand True Value BIAS (%) ASE ESE ECP (%)

n = 1000

τ
TE

5.28 1.54 0.410 0.396 94.4
τ
NIE

(1) 2.02 2.13 0.275 0.278 93.3
τ
NDE

(0) 3.26 1.44 0.327 0.335 93.5
τ
NIE

(0) 0.90 0.31 0.132 0.138 93.3
τ
NDE

(1) 4.38 2.07 0.425 0.414 94.0

n = 100

τ
TE

5.28 11.64 2.006 1.347 95.6
τ
NIE

(1) 2.02 23.26 1.497 1.031 93.2
τ
NDE

(0) 3.26 5.54 1.127 1.037 95.5
τ
NIE

(0) 0.90 15.31 0.636 0.479 95.5
τ
NDE

(1) 4.38 11.73 1.772 1.301 96.0

of the causal direct, indirect and total effects for each of the R = 1000 replication datasets.
We use the total effect as an example to illustrate the calculation of the percent absolute
bias (BIAS), empirical coverage probability (ECP), average standard errors (ASE), and
empirical standard errors (ESE). For the r-th replication dataset, where r = 1, . . . , R, we
denote the point estimate as τ̂ r

TE
, the sample standard deviation as σ̂r

TE
, and the 95%

confidence interval as CIr95%(τTE
).

Tables 2.1 and 2.2 summarise the empirical results from the simulation studies. It can be
observed that the proposed method performs well for large samples. This is consistent with
established findings in the literature, which emphasise that for infrequently and irregularly
observed functional data, reliable estimation requires a sufficiently large sample size so
that the pooled observation times across subjects approximate a dense coverage of the
domain (Yao et al., 2005; Zhang and Wang, 2016; Nie et al., 2022). With a large sample
size, the method yields little bias when estimating the causal effects. As expected, small
sample sizes are associated with increased variability in effect estimates. The empirical
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Table 2.2: Comparison of performance under different sample sizes n with a complex func-

tional mediator: error-contaminated observations happen randomly at Ti
iid∼ Poisson(25)

time points on [0, 1], the number of replication datasets R = 1000, the basis system used for
the mediator model is cubic splines with nbasis = 20, the number of functional principal
components used for the outcome model K̂ = 2, the number of simulated sets of model
parameters in Algorithm 1 J = 1000.

Estimand True value BIAS (%) ASE ESE ECP (%)

n = 1000

τ
TE

5.20 2.57 0.338 0.349 90.9
τ
NIE

(1) 1.93 8.82 0.240 0.262 85.4
τ
NDE

(0) 3.27 1.14 0.269 0.268 94.3
τ
NIE

(0) 0.88 7.46 0.131 0.135 91.3
τ
NDE

(1) 4.32 1.61 0.365 0.364 94.5

n = 100

τ
TE

5.20 12.79 1.628 1.35 92.7
τ
NIE

(1) 1.93 30.89 1.260 1.005 91.1
τ
NDE

(0) 3.27 2.11 0.937 0.929 94.6
τ
NIE

(0) 0.88 25.12 0.579 0.493 94.2
τ
NDE

(1) 4.32 10.86 1.499 1.326 94.4

coverage probabilities are close to the nominal 95%. The lack of aggregated coverage of
the domain as a result of small samples presents itself as the most important factor affecting
the performance of the proposed method in estimating the causal effects. We observe a
general pattern of dramatically increased bias and variability in scenarios with a small
sample compared to a large one. Despite not having as notable impacts on the variability
of the effect estimates, a more complex functional form of the mediator results in larger
bias, as expected.

Overall, the proposed method shows solid performance across the scenarios with a
large sample size. This suggests that the method is particularly well suited to large-scale
observational studies, where the sample size is sufficient to support reliable estimation and
inference for infrequently and irregularly observed functional data. An example of such a
setting is our application to the MIMIC-IV dataset, which includes nearly 5000 individuals.

Although our proposed methods are designed to accommodate sparse functional media-
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tors, they can also be applied in settings where the mediator is densely observed. We note,
however, that when the functional mediator is dense, more efficient estimation strategies
are available in the functional data analysis literature and could be considered. To bench-
mark performance, we conduct additional simulation studies where the functional mediator
is densely observed without measurement error, and compare the proposed methods to an
existing R package funmediation (Dziak et al., 2023), which also performs functional causal
mediation analysis for an end-point outcome (see Appendix A for full details). Specifically,
methods in funmediation assume confounding variables and a binary treatment at base-
line, a functional mediator, and an end-point continuous or binary outcome, by adopting
linear functional structural equation models similar to those in Lindquist (2012). Obvi-
ously, funmediation is not intended for our settings where the outcome is a zero-inflated
count. First, the outcome scalar-on-function regression models used by funmediation

assume either a Gaussian distribution or a Bernoulli distribution for the outcome, which
is inadequate for count data, especially one with excess zeros. Second, the linear func-
tional structural equation models imply the equivalence between τ

NIE
(1) and τ

NIE
(0), and

thus also between τ
NDE

(0) and τ
NDE

(1). However, this is not the case when nonlinear-
ity is present between the treatment, mediator, and outcome, which means the use of
linear models cannot capture this in our settings. Consequently, while funmediation

performs reasonably close to the proposed methods when estimating the total effect, it
fails to reliably estimate the natural direct and indirect effects across all data-generating
mechanisms. Therefore, the proposed methods offer a more suitable approach for reliably
estimating causal effects in the context of a functional mediator and a zero-inflated count
outcome. By addressing the limitations of linear models and capturing the nonlinearity
between treatment, mediator, and outcome, the methods provide an effective framework
for distinguishing between natural direct and indirect effects across different treatment
statuses in causal mediation analysis.

2.5 Sex, central venous pressure, and rehospitalisa-

tions after CABG in MIMIC-IV

Recall that our goal is to estimate the causal effect of sex on 60-day rehospitalisation counts
following CABG, and to assess whether the time-varying postoperative CVP trajectory
mediates this pathway. This amounts to a functional causal mediation analysis with sex as
a binary treatment, time-varying CVP during the postoperative ICU stay as a functional
mediator, and the 60-day readmission count as a zero-inflated count outcome.

Admittedly, the use of non-manipulable characteristics, such as sex or race, as treatment
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Sex CABG Time-varying CVP Rehospitalisations

Baseline Covariates

Figure 2.3: A causal diagram for conceptualising the assumed causal structure for a broader
population.

variables in causal inference has generated considerable debate. We provide a discussion
and justification of the choices made in this chapter in Section 2.5.1, and in Section 2.5.2
we outline methods and additional assumptions for handling post-treatment selection on
CABG. The procedures for extracting data fromMIMIC-IV, as well as the research question
in the context of the final study data, are introduced in Section 2.5.3. Section 2.5.4 provides
a discussion of the findings and insights.

2.5.1 Sex as a treatment in a causal framework to study rehos-
pitalisations after CABG

Before presenting the data structure and empirical results, we begin by addressing a key
conceptual consideration in our study: the treatment of sex as a causal exposure. The
inclusion of non-manipulable characteristics, such as sex or race, as treatment variables in
causal inference has prompted considerable philosophical and methodological debate.

One influential line of critique argues that causal effects should be tied to well-defined
hypothetical interventions, as reflected in the doctrine of “no causation without manip-
ulation” (Holland, 1986). From this perspective, causal questions may become ill-posed
when the exposure cannot be clearly manipulated or when multiple distinct interventions
could correspond to the same exposure level (Hernán, 2004; Hernán and Taubman, 2008;
Kaufman, 2008). Related concerns have also been raised in mediation settings involving
non-manipulable exposures, where attention has shifted towards interventional effects de-
fined through hypothetical interventions on the mediator distribution rather than on the
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exposure itself (Didden, 2025). Focusing on mediator interventions allows one to avoid
conceptualising treatment manipulation while still quantifying how much of the disparity
would remain under shifts of the mediator. This approach circumvents the conceptual
dilemma of defining causal effects while preserving the policy relevance of mediation anal-
ysis.

At the same time, others have argued that causal reasoning about variables such as sex
or race may still be meaningful, even in the absence of literal manipulability, provided that
the estimands and assumptions are interpreted with care. For example, VanderWeele and
Hernán (2012) suggest that counterfactual reasoning may still be coherent if one views the
outcome as arising from an underlying causal system, even when direct intervention on the
exposure is not conceivable. Likewise, VanderWeele and Robinson (2014) and Glymour and
Glymour (2014) argue that non-manipulable characteristics may still be studied causally
when the goal is to understand disparities and the pathways through which they arise.

In light of this ongoing debate, we adopt a cautious perspective and treat sex as a causal
exposure for the purpose of studying whether systematic differences in physiology, clinical
management, or aftercare may contribute to variation in rehospitalisation after CABG.
Specifically, we posit a causal paradigm for a broader population, not restricted to those
who have undergone the surgery, in Figure 2.3. The natural direct and indirect effects
defined in Section 2.2.1 are the primary causal estimands. These effects decompose the
total effect of sex on 60-day rehospitalisation counts into a component operating through
the postoperative CVP trajectory and a component not mediated by CVP. For this broader
population, one important nuance is that CABG effectively truncates the mediator and
outcome of interest in the study and is plausibly a causal descendant of sex. This issue
calls for a more careful formulation of the causal estimands for this application.

2.5.2 Post-treatment selection on CABG and principal stratifi-
cation

As illustrated in Figure 2.4, in the MIMIC-IV CABG study, both the postoperative CVP
trajectory and the rehospitalisation outcome are defined only for patients who actually
undergo CABG. This creates an additional complication beyond the general framework in
Sections 2.2 and 2.3, because sex may affect the receipt of CABG. Restricting the analysis
to the observed CABG cohort, therefore, conditions on a post-treatment event. As a
result, for some patients, the postoperative mediator and outcome may be well-defined
under the observed sex assignment but not under the counterfactual one. In such cases,
causal mediation effects are not well-defined in the full CABG-eligible population without
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Sex

CABG cohort (S = 1)

Not in cohort (S = 0)

Time-varying CVP Rehospitalisations

Figure 2.4: An illustration of post-treatment selection into the postoperative CABG cohort.
The post-surgical CVP process and 60-day rehospitalisations are only well-defined for the
S = 1 branch.

further restriction.

Principal stratification and the always-CABG stratum

To address this issue, we adopt a principal stratification perspective (Frangakis and Ru-
bin, 2002) and restrict attention to the subgroup of patients who would belong to the
postoperative CABG cohort regardless of sex. Let S denote the indicator that a patient
undergoes CABG and enters the postoperative CABG cohort, so that S = 1 identifies
patients for whom the postoperative CVP trajectory and subsequent rehospitalisation out-
come are well-defined. Define the principal stratum U = {S(0), S(1)} ∈ {00, 01, 10, 11},
where S(a) is the potential value of S under sex a, with a = 0 corresponding to male and
a = 1 corresponding to female. We focus on the always-CABG stratum U = 11, consisting
of patients who would enter the postoperative CABG cohort under either sex assignment.
Within this stratum, the postoperative CVP process and the rehospitalisation outcome are
both available in principle for mediation analysis under A = 0 and A = 1. We therefore
restrict all causal estimands to this stratum:

τ 11
TE

= E{Y (1,M(1))− Y (0,M(0)) | U = 11},
τ 11
NIE

(a) = E{Y (a,M(1))− Y (a,M(0)) | U = 11},
τ 11
NDE

(a) = E{Y (1,M(a))− Y (0,M(a)) | U = 11}.

The decomposition τ 11
TE

= τ 11
NIE

(a) + τ 11
NDE

(1 − a) continues to hold within the stratum.
The identification results and proposed methods carry over to these stratum-specific ef-
fects, provided the analysis is appropriately adjusted to target the always-CABG principal
stratum, as described below.
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Additional identifying assumptions

Two assumptions beyond those stated in Section 2.2.2 are required to identify the stratum-
specific estimands from the observed data (Ding and Lu, 2017; Cheng and Li, 2025).

Assumption 2.4 (Monotonicity). For all i, Si(0) ≥ Si(1).

Monotonicity rules out female “switchers”, by requiring that no patient would enter
the postoperative CABG cohort if female but not if male. Under monotonicity, three
principal strata remain: the male “switchers” (U = 10), the never-CABG (U = 00), and
the always-CABG (U = 11). Consequently, any female patient in the study data, who thus
has A = 1 and S = 1, must belong to the always-CABG stratum, whereas a male patient
in the cohort, with A = 0 and S = 1, may either be a male “switcher” or belong to the
always-CABG stratum.

In the present context, this direction of monotonicity is plausible because men are more
likely than women to receive CABG in both the cardiovascular literature (see, for example,
Wagner and Ibrahim (2024)) and in the patients considered for the mediation analysis, in
which 3846 of the 4961 patients (77.5%) were men. We nevertheless concede that this is a
strong assumption and examine the impact of potential violations in Appendix C.

Assumption 2.5 (Principal ignorability). LetM denote the collection of underlying me-
diator processes of interest given X. For any a, a′ ∈ {0, 1} and any m ∈M,

{Y (a′,m),M(a) } ⊥⊥ U | X.

Principal ignorability requires that, conditional on observed baseline covariates, princi-
pal stratum membership does not carry additional information about the potential media-
tor process and outcome. In our application, this assumption is plausible to the extent that
patients who would enter the CABG cohort regardless of sex and those who would only if
male do not differ systematically in their postoperative CVP or readmission outcome, once
age and race are accounted for. This assumption is not empirically verifiable and may be
threatened by unmeasured factors that commonly influence entry into the postoperative
CABG cohort and postoperative variables. We therefore also assess the robustness of our
findings to departures from this assumption in Appendix C.

Principal score weighting

To target the always-CABG stratum, we construct weights based on principal scores (Ding
and Lu, 2017). Define the principal scores eu(X) = P (U = u | X) and let pa(X) = P (S =
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1 | A = a,X) for a ∈ {0, 1}. Under monotonicity,

e11(X) = p1(X), e10(X) = p0(X)− p1(X), e00(X) = 1− p0(X),

so that the principal scores are identified from a model for S given (A,X).

Among all hospitalised patients in the MIMIC-IV database, we estimate the principal
scores from a logistic regression for S given sex, age and race. See Appendix C for detailed
procedures for fitting and diagnosing the principal score model. For each patient, the
probability of belonging to the always-CABG stratum is

wi = P{U = 11 | Ai, Si = 1,Xi} =

{
1, if Ai = 1,

p̂1(Xi)/p̂0(Xi), if Ai = 0.

Thus, female patients in the study data contribute fully to the always-CABG stratum,
whereas male patients are weighted by their estimated probability of belonging to that
stratum.

These weights are incorporated into the proposed functional causal mediation analysis
at two stages. First, the mediator and outcome models described in Section 2.3 are fitted
using the principal score weights wi, yielding weighted parameter estimates and associated
variance–covariance matrices. Second, the Monte Carlo approximation in Algorithm 1 is
modified so that the imputed potential outcomes are aggregated via weighted rather than
unweighted averages, with each subject’s contribution scaled by wi.

2.5.3 Study data from MIMIC-IV

For this study, all data were retrieved from version 2.2 of the Medical Information Mart for
Intensive Care IV (MIMIC-IV) database. MIMIC-IV is a large publicly available electronic
health record database containing 299,712 patients, 431,231 hospital admissions, and 73,181
ICU stays. The database includes deidentified medical records for patients admitted to the
emergency department or an intensive care unit at the Beth Israel Deaconess Medical
Center between 2008 and 2019.

We began with 180,733 hospitalised patients from MIMIC-IV. Among them, 5,655 were
observed to have undergone CABG, identified using ICD-9 code 361 and ICD-10 code 021.
A full list of collected variables, including general demographics, clinical characteristics,
and time-varying measurements, is provided in Appendix B. We further excluded 643
patients who died during the primary CABG admission or were never transferred to the
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Patients hospi-
talised in MIMIC IV

n=180,733

5,655 patients included

5,012 patients included

Selected cohort
n=4,961

Patients without coronary
artery bypass grafting

n=175,078

Patients died at primary
hospital admission or

never transferred to ICU
n=643

Patients without first-
24-hour CVP data

n=51

Figure 2.5: A flow chart of cohort selection procedures from MIMIC-IV.

ICU, yielding 5,012 patients in the postoperative CABG cohort that corresponds to S = 1.
As shown in Figure 2.5, excluding a further 51 patients without first-24-hour CVP data
yields 4,961 complete cases on whom the weighted mediation analysis is conducted. The
full set of 180,733 hospitalised patients is also used to fit the principal score model described
in Section 2.5.2.

The left panel of Figure 2.6 reveals pronounced concentration at zero in the distribution
of 60-day hospital readmissions following CABG surgery. Remarkably, 4,170 out of 4,961
patients, approximately 84%, did not require any readmission during this period, under-
scoring the importance of employing modelling approaches that appropriately account for
zero-inflation in the outcome. The disparity between sexes is notable, with 87% of male
patients experiencing no readmissions within 60 days, compared to only 74% of female pa-
tients. This motivates a causal analysis of whether there is a causal effect of sex on 60-day
rehospitalisation counts. We use curves in the right panel of Figure 2.6 to reveal the differ-
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Figure 2.6: Left panel: a comparison of distributions of 60-day rehospitalisations after
CABG between sexes. Right panel: a comparison of estimated mean CVP functions during
the first 24 hours of post-surgical ICU stay between sexes.

Figure 2.7: Distribution of discrete CVP measurement times in the study data: the x-axis
represents the rescaled time.
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ence in the estimated mean CVP functions during the first 24 hours of postoperative ICU
stay between male and female patients. While women have a nearly consistently higher
CVP than men on average, the shapes of the trajectories are intriguing. The mean CVP
functions for males and females exhibit a characteristic pattern: an initial surge, followed
by a gradual decline, and a subsequent secondary increase. Along with evidence of CVP’s
prognostic role for post-CABG complications, we aim to examine the mediating effect of
not only the baseline CVP measurement but also the entire CVP process. As shown in
Figure 2.7, the CVP measurements are infrequently and irregularly distributed over the
24-hour window, with the mean number of observations per patient being around 25. This
confirms the need for the proposed methods for a sparse longitudinal mediator.

For subsequent analysis, our primary adjustment set consists of baseline age and race,
which we treat as baseline covariates not plausibly downstream of sex in our conceptu-
alisation. By contrast, comorbidities and postoperative physiological measurements, such
as severity scores, are plausibly downstream consequences of sex and may influence both
postoperative CVP and rehospitalisation. Conceptually, these variables sit in a grey zone.
If they mainly transmit the effect of sex to rehospitalisation, they function as additional
mediators. Conditioning on them as if they were baseline covariates would then block
part of the disparity we seek to describe and change the estimand, a concern emphasised
in the disparities literature. For example, VanderWeele and Robinson (2014) notes that
adjusting for adult socioeconomic status in race–effect analyses partitions the total effect
and distorts the estimated disparity attributable to race, and Knox et al. (2020) shows how
conditioning on variables affected by race, such as arrest rates, can induce post–treatment
bias and lead to invalid causal conclusions. If, in addition, such variables also affect both
CVP and rehospitalisation, they act as exposure–induced mediator–outcome confounders,
in which case the natural direct and indirect effects for CVP alone are not identified from
the observed data under any adjustment set. As we cannot rule out this latter possibility a
priori, we refrain from treating these post–treatment variables as baseline covariates in our
main analysis targeted at natural effects and return to their potential role in Chapter 4.

2.5.4 Findings and insights

We posit the causal framework in Section 2.2 and apply the proposed methods from Sec-
tion 2.3, combined with the principal score weighting described in Section 2.5.2, to target
the always-CABG principal stratum and investigate the causal relationship between sex,
time-varying CVP and 60-day hospital readmissions after CABG.
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Figure 2.8: Left panel: the overall mean function of the mediator, that is, the CVP function
during the first 24 hours of the post-surgical ICU stay. Right panel: the first three FPCs
of the CVP function.

Figure 2.9: Estimated coefficient functions from the weighted mediator and outcome mod-
els: the estimated coefficient function for sex in the mediator model α̂A(t) (left panel); the
estimated coefficient function for the mediator CVP function in the outcome model count
component δ̂M(t) (middle panel); the estimated coefficient function for the mediator CVP
function in the outcome model zero component γ̂M(t).

Results from functional data analysis

We use PACE to run FPCA using the irregularly and sparsely observed CVP data, yield-
ing the mean function estimate in the left panel of Figure 2.8. Three FPCs of the CVP

46



function, which explain over 90% of total variance, are used to estimate the functional ZIP
outcome model. The right panel of Figure 2.8 displays the first three FPCs of the CVP
function, explaining approximately 75%, 11% and 8% of the total variation, respectively.
The first principal component gradually increases until around the 12-hour mark and then
remains relatively flat, reflecting a general shift in the overall CVP level during the obser-
vation period. The second component captures a steady decline across time, highlighting
a contrast between earlier and later phases of the trajectory. The third component shows
a distinct sinusoidal pattern, decreasing in the first half before rising again, suggesting a
transient dip followed by recovery in the CVP pattern.

The estimated coefficient functions from the weighted mediator and outcome models
are shown in Figure 2.9. These estimates are obtained from the principal-score-weighted
analysis, which targets the always-CABG principal stratum. The left panel displays α̂A(t),
the estimated coefficient function for sex in the weighted function-on-scalar regression
model for the CVP process. This function may be interpreted as the estimated partial
effect of sex on the CVP trajectory at time t within the target stratum. An overall upward
trend is evident across the observation window, corroborating the widening gap between
the mean CVP functions by sex seen in Figure 2.6. In the weighted functional ZIP model
for 60-day rehospitalisations, δM(t) and γM(t) are the coefficient functions for the CVP
process. These functions represent the contribution of the CVP level at time t to the
Poisson mean in the count component and to the probability of belonging to the excess-
zero component, respectively. The middle and right panels show their estimates, which
exhibit a similar pattern of mild curvature over time.

Results from causal mediation analysis

Table 2.3 summarises the point estimates, standard errors, and 95% confidence intervals
for the estimated always-CABG total effect and natural direct and indirect effects from the
weighted sparse functional causal mediation analysis with a zero-inflated count outcome.
These estimands pertain to the always-CABG principal stratum, that is, the subgroup of
patients who would undergo CABG under either sex. After adjusting for baseline age and
race and applying the principal score weights, we observe a statistically significant total
effect of sex on the number of hospital readmissions within 60 days of discharge.

Specifically, the estimated total effect is τ 11
TE

= 0.155, indicating that within the always-
CABG principal stratum, the expected number of rehospitalisations within 60 days would
be, on average, 0.155 higher in the counterfactual world where sex is female than in the
counterfactual world where sex is male.
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Table 2.3: Summary of the estimated always-CABG total effect, natural direct effects, and
natural indirect effects from the proposed weighted functional causal mediation analysis
applied to the MIMIC-IV study data. Here n = 4961 denotes the size of the observed
postoperative CABG cohort, the basis system used for the mediator model is cubic splines
with nbasis = 20, the number of functional principal components used for the outcome
model is K̂ = 3, and the number of simulated sets of model parameters in Algorithm 1 is
Q = 1000.

Estimand Point Estimate SE 95% CI

τ 11
TE

0.155 0.016 (0.124, 0.185)

τ 11
NIE

(1) 0.013 0.002 (0.009, 0.018)

τ 11
NDE

(0) 0.142 0.016 (0.111, 0.172)

τ 11
NIE

(0) 0.007 0.001 (0.005, 0.010)

τ 11
NDE

(1) 0.147 0.016 (0.116, 0.178)

The total effect is also found to be partially mediated by the smooth function underly-
ing CVP levels measured during the first 24 hours of post-surgical ICU stay. For example,
we estimate τ 11

NIE
(1) to be approximately 0.013, which represents the component of the sex

disparity in 60-day rehospitalisations that is attributed, under our model and identifying
assumptions, to differences in postoperative CVP trajectories within the always-CABG
stratum. Among patients who would undergo CABG regardless of sex, replacing each
female patient’s postoperative CVP trajectory by the trajectory she would have had if
her sex were male would reduce the sex gap in readmission counts by about 0.013 rehos-
pitalisations on average. This corresponds to approximately 8.4% of the estimated total
effect, suggesting that a modest but non-negligible part of the disparity can be explained
by differences in early time-varying postoperative CVP level.

The above findings on the causal relationships between sex, CVP, and rehospitalisations
after CABG align with existing studies on cardiac surgery, offering insights into the sex
disparities in postoperative complications. Among patients who would undergo CABG
regardless of sex, female sex is found to cause more post-surgical hospital readmissions. We
further demonstrate that CVP levels during the first 24 hours of the post-surgical ICU stay
partially explain this adverse effect. These results shed light on the underlying biological
factors contributing to sex disparities in postoperative outcomes, with the statistically
significant mediating effect of CVP possibly linked to differences like the thinner vessels
observed in females.
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2.6 Discussion

To investigate the causal pathway from sex to 60-day rehospitalisation counts in the
MIMIC-IV application, we propose a causal mediation framework involving a sparse func-
tional mediator and a zero-inflated count outcome, along with estimation procedures for
the causal effects. Specifically, with a functional mediator, we formalise the potential
outcomes framework and discuss the definition of causal effects and the identifying as-
sumptions for the effects. A function-on-scalar regression is used to model the underly-
ing smooth mediator process from infrequent and irregular discrete observations, and a
functional zero-inflated Poisson model is used to address the previously understudied rela-
tionship between a zero-inflated count outcome and a functional mediator. Nonparametric
identification results are adapted to our setting with a functional mediator to facilitate the
parameter-based Monte Carlo approximation algorithm for the estimation and inference of
causal effects. Simulation studies validate the performance of the proposed methods under
different sample sizes and levels of complexity of the functional mediator.

In the MIMIC-IV application, because the postoperative mediator and outcome are
only defined for patients who undergo CABG, the causal estimands are defined within
the always-CABG principal stratum and the analysis is implemented using principal score
weighting to account for post-treatment selection on CABG. Under this formulation, we
find a statistically significant total effect of sex on the number of readmissions, together
with evidence that this pathway is partially mediated by the time-varying CVP level dur-
ing the first 24 hours of post-surgical ICU stay. It has long been acknowledged in the
literature (see, for example, Jaglal et al. (1995) and Edwards et al. (1998)) that outcomes
for women following CABG differ from those for men. In this context, our findings not
only corroborate earlier descriptive evidence of poorer outcomes for women after CABG
but also provide a causal interpretation of this disparity within the always-CABG principal
stratum and help uncover a possible mechanism underlying it. This causal interpretation,
however, is tied to the principal-stratification framework (Ding and Lu, 2017; Cheng and
Li, 2025), and therefore relies on additional assumptions that are not empirically verifiable.
In particular, unmeasured illness severity, frailty, or other aspects of clinical status (Shi
et al., 2022) may affect both entry into the postoperative CABG cohort and subsequent
postoperative outcomes, potentially compromising the identification of stratum-specific
causal effects. The main analysis is therefore complemented with sensitivity analyses to
assess the robustness of the findings to such departures.

It should be noted that the proposed parameter-based Monte Carlo approximation
algorithm can accommodate different models for the mediator and outcome. Therefore,
an immediate future direction of methodological development is to incorporate different
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models for the zero-inflated count outcome, such as the functional hurdle model and the
functional negative binomial model. Furthermore, the algorithm may even be employed
to study other types of outcomes, for example, binary outcomes, that invoke nonlinearity
and call for the use of other generalised functional linear models. Another area for future
research arises from an important limitation of the proposed method, which is its computa-
tional complexity. Several articles (Wang and Albert, 2012; Cheng et al., 2018; Guo et al.,
2018; O’Rourke and Vazquez, 2019) have demonstrated the use of similar simulation-based
approaches for causal mediation analysis with a zero-inflated count outcome in a non-
functional setting, where computational intensity is already a problem. As a result of
involving functional linear and nonlinear models, the use of the proposed method can be
even more computationally intensive, especially for large datasets. Naturally, deriving a
theoretically sound analytical solution to the causal effects with a functional mediator and
a zero-inflated count outcome is an important future direction. One possible route is to
adapt the marginalised ZIP model (Long et al., 2014) to involve a functional predictor to
facilitate closed-form expressions of the causal estimands. In addition, we acknowledge the
conceptual challenges associated with applying the natural effects mediation framework to
non-manipulable treatments such as sex. As discussed by Didden (2025), interventional
analogues of mediation effects require substantially weaker identifying assumptions and
offer a more interpretable and policy-relevant alternative in settings with non-manipulable
treatments. While the natural effects remain a valuable conceptual tool, their identifica-
tion relies on stronger assumptions that may be more difficult to justify in certain contexts.
Developing methodologies in settings with functional mediators and zero-inflated outcomes
under the interventional paradigm represents a natural and promising avenue for future
methodological development.
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Chapter 3

Marginal functional mediation
analysis with zero-inflated counts

3.1 Introduction

Chapter 2 studies causal mediation with a functional mediator and a zero-inflated count
outcome under covariate-conditional modelling, with effect evaluation via simulation-based
implementations of the mediation formula. In many applications, however, the mediator
is a latent time-varying process observed sparsely and irregularly, and the outcome is a
zero-inflated count with an excess of zeros. These features create two practical obstacles for
mediation analysis: sparse observation schemes complicate representation and estimation
of subject-specific mediator trajectories, and standard zero-inflated count models typi-
cally yield covariate-conditional effects that are difficult to summarise at the population
level. Methods that directly target marginal mean contrasts can offer more transparent
population-average interpretations, but remain limited when the mediator is a sparsely
observed function.

Smoking cessation research provides a concrete motivating example. During the early
post-quit period, withdrawal symptoms such as craving fluctuate markedly over time, so
ecological momentary assessment (EMA) is commonly used to collect longitudinal measure-
ments that are irregular and intermittently missing. We focus on the Wisconsin Smokers’
Health Study 2 (WSHS2), a randomised comparative efficacy trial that enrolled 1086 adult
daily smokers from Madison and Milwaukee and compared varenicline and combination
nicotine replacement therapy (C-NRT) against an active comparator nicotine patch (Baker
et al., 2016; Coffman et al., 2023). In WSHS2, craving is measured intensively over the
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first two weeks after the target quit day using repeated EMA prompts, producing sparse
and unequally spaced observations. In our mediation question, the treatment contrasts
varenicline versus nicotine patch, the mediator is the underlying craving trajectory over
the first two weeks, and the outcome is cigarette use during the subsequent two weeks, a
count with a substantial proportion of zeros.

Methodological work on time-varying mediators develops alongside functional and lon-
gitudinal data analysis. Functional mediation models are often formulated through linear
structural equation modelling when trajectories are densely observed (Lindquist, 2012;
Zhao et al., 2025), whereas sparse and irregular designs motivate approaches that treat
the mediator as a latent smooth stochastic process (Zeng et al., 2021). Chapter 2 extends
this line of work to zero-inflated count outcomes using simulation-based g-computation
(Xu et al., 2024), but covariate-conditional parameterisations typically yield covariate-
dependent causal effects and do not lead to closed-form population-average estimands.

In parallel, mediation methods for zero-inflated count outcomes are studied largely in
cross-sectional settings, often relying on Monte Carlo evaluation of the mediation formula
under a mediator model and a zero-inflated outcome model (Wang and Albert, 2012; Cheng
et al., 2018; O’Rourke and Vazquez, 2019). Such computation can be demanding even in
non-functional settings (Sims et al., 2024), and the burden increases when sparse func-
tional mediators require trajectory reconstruction. Moreover, under standard covariate-
conditional zero-inflated Poisson (ZIP) formulations, regression coefficients do not directly
parameterise the marginal mean, which complicates population-level interpretation and in-
ference. To address interpretability, Sims et al. (2024) used the marginalised zero-inflated
Poisson (MZIP) model (Long et al., 2014), which parameterises covariate effects through
the marginal mean directly. A corresponding marginal functional mediation framework for
sparsely observed trajectories that supports asymptotic theory is still lacking.

In this chapter, we develop a marginal functional mediation framework for a binary
treatment, a sparsely observed functional mediator, and a zero-inflated count outcome.
We combine a functional regression model for the mediator process with a functional
marginalised zero-inflated Poisson (FMZIP) model that targets the outcome marginal
mean, and we define natural direct and indirect effects on both incidence-rate-ratio (IRR)
and risk-difference (RD) scales. Under the proposed model, the causal estimands admit
closed-form expressions. We propose estimators and inference procedures tailored to sparse
observation schedules and establish large-sample properties. Asymptotic inference is de-
veloped for IRR-scale effects, while uncertainty for RD-scale effects is quantified using a
nonparametric bootstrap due to the additional non-linearity. We apply the methods to
WSHS2 to assess whether post-quit craving trajectories mediate the effect of varenicline
versus nicotine patch on subsequent cigarette use.
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The remainder of this chapter is organised as follows. Section 3.2 introduces notation,
causal estimands, and identifying assumptions, specifies the mediator and outcome models,
and derives closed-form natural direct and indirect effects. Section 3.3 develops estimation
and large-sample theory. Section 3.4 reports simulation studies, Section 3.5 applies the
methods to WSHS2, and Section 3.6 concludes with a discussion.

3.2 Causal estimands, identification, and models

3.2.1 Definition and identification of causal effects

As shown in Figure 2.1, the causal structure of interest consists of a binary treatment A,
a time-varying mediator process M(t), and an endpoint zero-inflated count outcome Y .
Throughout, we rescale time so that t ∈ [0, 1], and consider n independent individuals
indexed by i = 1, . . . , n, with Ai = 1 for the treatment group and Ai = 0 for the control
group. The baseline covariate vector X represents pre-treatment common causes of one
or more of the relations A → Y , A → M(t), and M(t) → Y , and is assumed not to be
affected by A. While the mediator is conceptualised as a smooth stochastic process, only
sparse and irregular measurements M̃i(tij), which may be contaminated by measurement
error and are viewed as noisy realisations of the underlying smooth process Mi(t), happen
at subject-specific time points tij ∈ [0, 1], j = 1, . . . , Ti.

We work within the potential outcomes framework for mediation, allowing the mediator
to be a function of time. Let M = {M(t) : t ∈ [0, 1]} denote the mediator process over the
full time domain. For individual i, let Mi(a) be the mediator trajectory that would arise
were treatment set to a ∈ {0, 1}. For a, a′ ∈ {0, 1}, the notation Yi

(
a,Mi(a

′)
)
represents

the outcome that would be observed if treatment were fixed at a while the mediator tra-
jectory were set to the value it would have taken under a′. The causal estimands on the
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IRR scale are defined through ratios of expected potential outcomes. Specifically,

τ IRR

TE
=
E
{
Y
(
1,M(1)

)}
E
{
Y
(
0,M(0)

)} ;
τ IRR

NIE
(a) =

E
{
Y
(
a,M(1)

)}
E
{
Y
(
a,M(0)

)} , a = 0, 1;

τ IRR

NDE
(a) =

E
{
Y
(
1,M(a)

)}
E
{
Y
(
0,M(a)

)} , a = 0, 1.

These definitions imply the multiplicative decomposition on the IRR scale,

τ IRR

TE
= τ IRR

NIE
(a)× τ IRR

NDE
(1− a), a = 0, 1.

Throughout, we take the IRR-scale estimands as the primary targets for estimation and
large-sample inference. For completeness, we also consider the corresponding RD-scale
estimands as discussed in Section 3.2.3.

Notably, these estimands involve four potential outcomes: Y
(
1,M(1)

)
, Y

(
1,M(0)

)
,

Y
(
0,M(1)

)
, and Y

(
0,M(0)

)
. In observed data, at most one of these quantities is realised

for any individual, reflecting the fundamental problem of causal inference (Holland, 1986).
Identification therefore relies on assumptions linking the potential outcomes to the observed
data distribution.

Assumptions 2.1–2.3 connect the mediation counterfactuals to quantities estimable from
the observed data. Assumption 2.1 collects standard consistency conditions, ensuring that
the underlying mediator process and outcome coincide with their potential counterparts
under the realised treatment level. It also includes a composition condition that connects
cross-world counterfactuals to within-world ones. Assumption 2.2 imposes the conditional
independence restrictions needed for identification. In words, it requires that baseline co-
variates X are sufficient to control confounding of the treatment-mediator and treatment-
outcome relations, and that there is no unmeasured mediator–outcome confounding given
(A,X); equivalently, there are no unmeasured common causes of these relations after con-
ditioning on X. In addition, it entails the strong cross-world independence condition:
conditional on X, the potential outcome under treatment a is independent of the mediator
trajectory that would have been observed under a′. This assumption is not empirically
testable and would generally fail in the presence of treatment-induced mediator–outcome
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confounders. Assumption 2.3 is a functional analogue of overlap. It requires that both
treatment levels occur across values of X and that, within each treatment arm, the media-
tor processes of interest are supported by the data (i.e., trajectories arbitrarily close to any
m ∈ M can occur with positive probability). Together, these conditions ensure that the
counterfactual contrasts defining the effects are supported by the observed data. In partic-
ular, they justify replacing the unobservable cross-world quantity by a triple-expectation:

E
{
Y
(
a,M(a′)

)}
= EX

[
EM|A=a′,X

{
E
(
Y | A = a,M,X

)}]
.

3.2.2 Marginal functional mediation models

We propose a semiparametric functional mediation framework that generalises to settings
with a sparse functional mediator and a zero-inflated count outcome. The mediator process
is modelled through a function-on-scalar regression, while the outcome is modelled using
a functional marginalised zero-inflated Poisson (FMZIP) mean model that parameterises
covariate effects through the marginal mean. This parameterisation leads to interpretable
population-level causal effects and enables closed-form expressions for the natural direct
and indirect effects on the RD and IRR scales.

Specifically, the smooth mediator process underlying discrete observations is assumed
to follow a function-on-scalar regression as in Chapter 2:

M(t) = α0(t) + αA(t)A+X⊤αX(t) + ε(t), t ∈ [0, 1], (3.2.1)

where α0(t) is an intercept function, αA(t) is the treatment coefficient function, αX(t) is
a vector of coefficient functions corresponding to components of X, and ε(t) is a Gaussian
error process with mean zero.

Let Y denote the endpoint count outcome. Under a conventional ZIP model, the dis-
tribution of Y is governed by an excess-zero probability and a Poisson mean for the non-
excess-zero component. Functional extensions typically model p(A,M,X) and θ(A,M,X)
via link functions of scalar and functional covariates (Şentürk et al., 2014; Xu et al., 2024).
In mediation settings, this parameterisation can yield effect expressions that depend on
covariate values through both mixture components and can be cumbersome to simplify, mo-
tivating alternative parameterisations that target population-level contrasts more directly
(Sims et al., 2024; Long et al., 2014).

Extending the MZIP approach to incorporate a functional mediator, we retain the
excess-zero probability p(A,M,X) but, instead of the Poisson mean, model the marginal
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mean ν(A,M,X) = E(Y | A,M,X) directly. We specify

logit{p(A,M,X)} = γ0 + γAA+X⊤γX +

∫ 1

0

γM(t)M(t)dt, (3.2.2)

log{ν(A,M,X)} = β0 + βAA+X⊤βX +

∫ 1

0

βM(t)M(t)dt, (3.2.3)

where γM(t) and βM(t) are coefficient functions governing how the mediator process relates
to the excess-zero generation and to the marginal mean, respectively. It is worth noting
that this marginalised parameterisation of FMZIP is equivalent to a FZIP model with
Poisson mean θ(A,M,X) for the non-excess-zero component, as the marginal mean can
be written as

ν(A,M,X) = {1− p(A,M,X)}θ(A,M,X),

and so

θ(A,M,X) =
ν(A,M,X)

1− p(A,M,X)
.

The following result gives closed-form expressions for the natural direct and indirect
effects on the IRR scale. Proofs are deferred to Appendix D.

Theorem 3.1. Under Assumptions 2.1–2.3, suppose that the mediator model (3.2.1) and
the outcome model (3.2.3) are correctly specified. Then, for a ∈ {0, 1}, the natural direct
and indirect effects on the IRR scale admit the form

τ IRR

NDE
(1− a) = exp(βA),

τ IRR

NIE
(a) = exp

{∫ 1

0

αA(t)βM(t)dt

}
.

3.2.3 Causal effects on the risk-difference scale

In addition to IRR-scale effects, we study risk-difference (RD) effects as complementary
estimands. Specifically,

τRD

TE
= E

{
Y
(
1,M(1)

)
− Y

(
0,M(0)

)}
;

τRD

NIE
(a) = E

{
Y
(
a,M(1)

)
− Y

(
a,M(0)

)}
, a = 0, 1;

τRD

NDE
(a) = E

{
Y
(
1,M(a)

)
− Y

(
0,M(a)

)}
, a = 0, 1.
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The natural direct and indirect effects on the RD scale also admit analytical solutions
under the proposed mediator and outcome models. The results below are conditional on
the baseline covariates X. The unconditional effects can obtained by averaging over X,
and this outer expectation generally does not admit a closed form unless a distribution of
X is imposed. See Appendix D for proof.

Theorem 3.2. Under Assumptions 2.1–2.3, suppose that the mediator model (3.2.1) and
the outcome model (3.2.3) are correctly specified. Then, for a ∈ {0, 1}, the natural direct
and indirect effects on the RD scale, conditional on X = x, can be written as

τRD

NDE
(1− a | x) = exp

(
β0 + x⊤βX + µ1−a,x +

1
2
V
)
{exp(βA)− 1},

τRD

NIE
(a | x) = exp

(
β0 + βAa+ x⊤βX + 1

2
V
){

exp
(
µ1,x

)
− exp

(
µ0,x

)}
,

where µa,x = E
{∫ 1

0
βM(t)M(t)dt|A = a,X = x

}
and V = Var

{∫ 1

0
βM(t)M(t)dt

}
.

3.3 Methods

For i = 1, . . . , n, we observe (Ai,Xi, Yi) and sparse mediator measurements {M̃i(tij)}Ti
j=1

that happen irregularly at subject-specific times tij ∈ [0, 1]. Using the observed data, this
section presents estimation and inference for the proposed framework. Sections 3.3.1 and
3.3.2 estimate the mediator and outcome models, respectively. Large-sample properties of
the causal estimators are established in Section 3.3.3.

3.3.1 Estimation of the mediator model

Estimation follows the penalised spline approach described in Chapter 2. Here, we sum-
marise the procedure using compact notation that will be needed for the asymptotic de-
velopment later in Section 3.3.3. We write the scalar covariates as Zi = (1, Ai, X

⊤
i )

⊤ and

α(t) =
(
α0(t), αA(t), αX(t)

⊤)⊤ so that

Mi(t) = Z⊤
i α(t) + εi(t). (3.3.1)

A practical challenge in estimating (3.3.1) is that the mediator process is observed sparsely
and irregularly and may be contaminated by measurement error. For subject i, we observe
noisy measurements {M̃i(tij)}Ti

j=1 at subject-specific time points tij ∈ [0, 1] satisfying

M̃i(tij) =Mi(tij) + ϵij, ϵij
iid∼ N(0, σ2

M). (3.3.2)
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Following Scheipl et al. (2015), we represent each component of α(·) using a rich cubic
spline basis ϕ(t) = (ϕ1(t), . . . , ϕKa(t))

⊤ such that

αr(t) = ϕ(t)
⊤ar, r = 1, . . . , R,

where R is the length of Zi and ar ∈ RKa is the vector of basis coefficients for the r-th coef-
ficient function. Combined with (3.3.2) and (3.3.1), the observed mediator measurements
satisfy, for each (i, j),

M̃i(tij) =
R∑

r=1

Zirϕ(tij)
⊤ar + Eij, Eij = εi(tij) + ϵij.

Let N =
∑n

i=1 Ti be the total number of mediator observations. Stack all M̃i(tij) into
M ∈ RN , the coefficient vectors as a = (a⊤

1 , . . . , a
⊤
R)

⊤ ∈ RRKa , and all Eij into E ∈ RN .
Define the design matrix Φ ∈ RN×(RKa) so that the row corresponding to observation (i, j)
is

Φij =
[
Zi1ϕ(tij)

⊤, Zi2ϕ(tij)
⊤, . . . , ZiRϕ(tij)

⊤].
Then the stacked observation model can be written compactly as

M = Φa+ E.

To avoid overfitting, we impose a roughness penalty on each coefficient function via the
integrated squared second derivative. Specifically, let δ1, . . . , δR be smoothing parameters
and define the block-diagonal penalty matrix

P = blockdiag
(
δ1P , δ2P , . . . , δRP

)
, P =

∫ 1

0

ϕ(2)(t)ϕ(2)(t)⊤dt,

so that
∑R

r=1 δra
⊤
r Par = a⊤Pa. The penalised criterion is therefore

Lpen(a) =
1

σ2
E

∥M−Φa∥2 + 1

σ2
E

a⊤Pa, (3.3.3)

where σ2
E = Var(Eij), and the smoothing parameters δr are estimated by restricted maxi-

mum likelihood (Ruppert et al., 2003).
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3.3.2 Estimation of the outcome model

Similar to the estimation strategy for the covariate-condition FZIP model in Chapter 2,
to estimate the outcome model (3.2.2)–(3.2.3), we first obtain a finite-dimensional rep-
resentation of the mediator trajectories using functional principal component analysis
via conditional expectation (PACE) (Yao et al., 2005). The underlying smooth process
Mi(t) is square-integrable on [0, 1] with mean function µ(t) = E{Mi(t)}, admitting the
Karhunen–Loève expansion

Mi(t) = µ(t) +
∞∑
k=1

ξikψk(t),

where {ψk}k≥1 are orthonormal eigenfunctions with corresponding eigenvalues {λk}k≥1,
and the scores ξik are uncorrelated with mean 0 and variance λk.

The PACE procedure by Yao et al. (2005) obtains estimates µ̂, λ̂k and ψ̂k via local
linear smoothing. We retain the first K components such that the fraction of variance
explained exceeds 99%. The subject-specific scores are then estimated by their best linear
unbiased predictors under a mixed model as

ξ̂i = E
{
ξi | M̃i(ti), ψ̂

}
=
{
ψ̂⊤(ti)ψ̂(ti) + σ̂2

MΛ̂−1
}−1

ψ̂⊤(ti)
{
M̃i(ti)− µ̂(ti)

}
, (3.3.4)

where ξi = (ξi1, . . . , ξiK)
⊤, Λ = diag(λ1, . . . , λK), ti = (ti1, . . . , tiTi

)⊤ is the observation

grid, M̃i(ti) stacks the observed mediator values, ψ̂(ti) is the Ti ×K matrix of estimated
eigenfunctions evaluated at ti, and µ̂(ti) is the vector of estimated mean values.

We then approximate the mediator process by

Mi(t) ≈ µ̂(t) +
K∑
k=1

ξ̂ikψ̂k(t),

which reduces (3.2.2)–(3.2.3) to finite-dimensional regression models. Writing

β∗
0 = β0 +

∫ 1

0

βM(t)µ̂(t)dt, β∗
k =

∫ 1

0

βM(t)ψ̂k(t)dt, k = 1, . . . , K,

and defining analogous quantities γ∗0 , γ
∗
k for the logistic component, we obtain

log
pi

1− pi
≈ γ∗0 +

K∑
k=1

ξ̂ikγ
∗
k + γAAi +X⊤

i γX = W⊤
i γ,

log νi ≈ β∗
0 +

K∑
k=1

ξ̂ikβ
∗
k + βAAi +X⊤

i βX = W⊤
i β,
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where Wi combines the covariates, and the parameters are summarised into vectors γ
and β. In this reduced form, both components of the FMZIP model depend only on
finite-dimensional parameters. γ and β can then be estimated by maximising

ℓ (γ,β) =−
∑
i

log

{
1 + exp

(
W⊤

i γ
)}

+
∑
Yi=0

log

[
exp

(
W⊤

i γ
)
+ exp

{
−eW⊤

i β
(
1 + eW

⊤
i γ
)}]

−
∑
Yi>0

exp
(
W⊤

i β
){

1 + exp
(
W⊤

i γ
)}

+
∑
Yi>0

Yi{W⊤
i β + log

(
1 + exp

(
W⊤

i γ
))}

− log (Yi!)

 .
3.3.3 Asymptotic properties

We now study the large-sample behaviour of the IRR-scale natural direct and indirect
effect estimators obtained by plugging the estimated parameters into the expressions in
Theorem 3.1. In particular, we establish consistency and show that the logarithms of
the IRR-scale estimators are asymptotically normal, from which closed-form variance for-
mulas follow via the functional delta method. For estimators of the RD-scale effects in
Section 3.2.3, we instead quantify their uncertainty using a nonparametric bootstrap.

Specifically, we consider plug-in estimators on the IRR scale

τ̂ IRR

NDE
(1− a) = exp(β̂A), τ̂ IRR

NIE
(a) = exp

{∫ 1

0

α̂A(t)β̂M(t)dt

}
,

as well as the total effect estimator

τ̂ IRR

TE
= τ̂ IRR

NDE
(1− a)× τ̂ IRR

NIE
(a) = exp

{
β̂A +

∫ 1

0

α̂A(t)β̂M(t)dt

}
.

Throughout, we assume standard regularity conditions for (i) functional principal com-
ponent analysis with sparse longitudinal data (Yao et al., 2005), (ii) function-on-scalar
regression for the mediator (Ruppert et al., 2003), and (iii) maximum likelihood estima-
tion with generated regressors for the outcome model (Newey and McFadden, 1994). Also,
we let functions be square-integrable on [0, 1] and write ∥ · ∥2 for the L2 norm.
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The following result collects the consistency of the plug-in estimators, the proof of
which is given in Appendix E.

Theorem 3.3. Under correct model specification and standard regularity conditions,

log τ̂ IRR

NDE
(1− a) = β̂A

p→ βA, log τ̂ IRR

NIE
(a) =

∫ 1

0

α̂A(t)β̂M(t)dt
p→
∫ 1

0

αA(t)βM(t)dt.

Consequently, by the continuous mapping theorem,

τ̂ IRR

NDE
(1− a) p→ τ IRR

NDE
(1− a), τ̂ IRR

NIE
(a)

p→ τ IRR

NIE
(a).

An immediate result is that

log τ̂ IRR

TE
= log τ̂ IRR

NDE
(1− a) + log τ̂ IRR

NIE
(a)

p→ log τ IRR

TE
,

so τ̂ IRR

TE

p→ τ IRR

TE
by continuity of the exponential map.

To describe the asymptotic distributions, we write the treatment–mediator coefficient
function in a spline basis,

αA(t) = ϕ(t)
⊤aA,

where ϕ(t) collects the spline basis functions and aA ∈ RKa collects the basis coefficients
corresponding to αA(t). Also, we write the mediator–outcome coefficient in the leading
eigenfunctions of the mediator process,

βM(t) = ψ(t)⊤bM ,

where ψ(t) collects the first K eigenfunctions and bM ∈ RK collects the principal compo-
nent basis coefficients corresponding to βM(t). Let H be the K×Ka inner-product matrix

with entries Hkka =
∫ 1

0
ψk(t)ϕka(t)dt. Then

log τ IRR

NIE
(1) =

∫ 1

0

αA(t)βM(t)dt = b⊤
MHaA.

Denote by ΣaA
the asymptotic covariance matrix of âA from the mediator model, and by

ΣbM
the asymptotic covariance matrix of b̂M from the outcome model. In addition, let

ΣβA,bM
represent the 1 × K off-diagonal block of the outcome-model covariance matrix

between β̂A and b̂M .
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Theorem 3.4. Under correct model specification and standard regularity conditions, we
have √

n
{
log τ̂ IRR

NDE
(1− a)− log τ IRR

NDE
(1− a)

}
d→ N

(
0, V

NDE

)
,

where V
NDE

= Var(β̂A) is the diagonal element of the outcome model covariance matrix
corresponding to the treatment parameter βA. Moreover,

√
n
{
log τ̂ IRR

NIE
(a)− log τ IRR

NIE
(a)
}

d→ N
(
0, V

NIE

)
,

with variance derived by the delta method

V
NIE

= g⊤
bM

ΣbM
gbM

+ g⊤
aA
ΣaA

gaA
, gbM

= HaA, gaA
= H⊤bM .

Finally, the logarithm of the IRR-scale total effect satisfies

√
n
{
log τ̂ IRR

TE
− log τ IRR

TE

}
d→ N

(
0, V

TE

)
,

where
V
TE

= V
NDE

+ V
NIE

+ 2ΣβA,bM
gbM

.

See Appendix F for proof and details of inference. In practice, the estimate of ΣaA

is the corrected covariance matrix for the mediator functional additive model fit, which
accounts for variability associated with smoothing parameters, while ΣbM

, ΣβA,bM
, and

V
NDE

are obtained from the two-stage FMZIP covariance in Proposition F.1. Wald-type
confidence intervals for the log-IRR effects follow directly from Theorem 3.4, and intervals
on the IRR scale are obtained by exponentiation.

3.4 Simulation studies

In this section, we assess the performance of the proposed approach on simulated datasets.
Procedures for generating data are presented, followed by a discussion of empirical results
from the simulation study.

3.4.1 Data generation

We consider the time interval T = [0, 1] and evaluate three sample sizes, n = 100, 500,
and 1000. The discrete observations of the underlying mediator process for each individual
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Figure 3.1: Mean functions of the functional mediator from a n = 1000 generated sample:
a simple functional mediator (left panel), a complex functional mediator (right panel).

happen at Ti
iid∼ Poisson(20) random time points within [0, 1]. Additionally, we explore two

different forms of the functional mediator M(t) as shown in Figure 3.1, resulting in a total
of six scenarios. For each scenario, we generate Q = 1000 replicated datasets.

In each replication dataset, the binary treatment Ai is assigned randomly with a prob-
ability of 0.5 to either the treatment or control group. The baseline covariate Xi is drawn
from N(1, 3). The underlying mediator process is generated as in (3.2.1). For scenarios
with a simple functional mediator, α0(t) = 0, αA(t) = 1.5 sin(0.5πt), αX(t) = 0.5. The
error term εi(t) is generated from a multivariate normal distribution with mean zero and
covariance Σ(s, t), where Σ(s, t) = exp(−3|s− t|). For scenarios with a complex functional
mediator, α0(t) = 0, αA(t) = sin(3πt) + 1, αX(t) = 0.5. The error term εi(t) is gener-
ated from a multivariate normal distribution with mean zero and covariance Σ(s, t), where
Σ(s, t) = 2 exp(−3|s− t|). The parameter values are chosen so that the true effect sizes are
close among scenarios. Figure 3.1 illustrates the shapes of a simple functional mediator
and a complex one, where the simple mediator function is monotonically increasing on
the time interval and the complex mediator function fluctuates as time progresses. The
error-contaminated observations M̃(tij) are then obtained as in (3.3.2) with σ2

M = 0.1.
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The endpoint zero-inflated count outcome Yi is generated as

P (Yi = yi|Mi, Ai,Xi) =

pi + (1− pi)e−θi , if yi = 0

(1− pi) e
−θiθ

yi
i

yi!
, if yi > 0

,

with
θi =

νi
1− pi

,

where pi and νi are generated as in (3.2.2) and (3.2.3). For scenarios with a simple func-
tional mediator, γ0 = −3, γM(t) = −4(t − 0.5)2 + 1, γA = 0.5, γX = 0.5, and β0 = 0.95,
βM(t) = 0.31, βA = 0.84, βX = −0.249. For scenarios with a complex functional mediator,
γ0 = −3.5, γM(t) = 0.07 sin(3πt) + 1, γA = 0.5, γX = 0.5, and β0 = 0.93, βM(t) = 0.25,
βA = 0.84, βX = −0.249. The parameter values are chosen so that approximately 35% of
the count outcomes in each dataset are zero and the true effect sizes are close to simulation
studies of Xu et al. (2024).

3.4.2 Empirical results

For implementation, we specify Ka = 20 cubic spline basis functions for the mediator
model to provide a flexible representation of the coefficient functions prior to penalisation.
In the outcome model, we incorporate the first K FPCs of the mediator process, where K
is data-driven and determined to ensure at least 99% of the total variance is accounted for.
Consequently, the PACE procedure selectsK = 4 for both the simple and complex mediator
processes. For each of the Q = 1000 replication datasets, we obtain point estimates
followed by a nonparametric bootstrap with 200 resamples, yielding bootstrap standard
errors and bootstrap 95% confidence intervals on both the log-IRR scale and RD scale for
the causal direct and indirect effects. Additionally, we compute a delta method standard
error and a corresponding confidence interval for the causal effects on the log-IRR scale. As
performance measures, we report the percent absolute bias (BIAS), delta method standard
error (DSE), bootstrap standard error (BSE), empirical standard error (ESE), delta method
empirical coverage probability (DCP), and bootstrap empirical coverage probability (BCP).

Tables 3.1 and 3.2 summarise the empirical results. The proposed method performs well
in large samples, with negligible bias for both the causal natural direct and indirect effects
across mediator complexities and effect scales. This accords with established findings that,
for sparsely and irregularly observed functional data, reliable estimation benefits from a
sufficiently large sample so that pooled observation times approximate dense coverage of
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the domain (Yao et al., 2005; Zhang and Wang, 2016; Nie et al., 2022). As the sample size
increases, empirical standard errors contract and the agreement between model-based and
resampling-based uncertainty quantification strengthens. On the IRR scale, DSE, BSE,
and ESE align closely at n = 500 and at n = 1000, while agreement is slightly weaker when
n = 100. In particular, DSE is generally smaller than BSE in the smaller-sample settings,
which is consistent with the mediation literature showing that delta method approximations
may underestimate uncertainty for non-linear estimands (MacKinnon et al., 2004; Preacher
and Hayes, 2008). On the risk-difference scale, bootstrap variability is larger because the
effect is obtained through a non-linear transformation of the estimated FMZIP components
and functional terms, yet the bootstrap still tracks the empirical dispersion well once the
sample size is moderate to large.

Coverage is close to nominal overall. On the IRR scale, delta-method intervals show
mild under-coverage in the largest samples, with DCP between 92% and 95%, while boot-
strap coverage is of similar magnitude or slightly higher. At n = 100 the bootstrap per-
centile intervals for the IRR effects tend to be conservative, with BCP around 95% to
97%. On the risk-difference scale, intervals are generally adequate and can be conservative
when the sample is small. The effect arises because the risk difference is computed from
linear predictors via non-linear links within the FMZIP structure, which induces additional
small-sample asymmetry; coverage improves as the sample size grows. Across scenarios,
the mediator’s functional complexity has a modest influence relative to sample size. More
complex trajectories increase variability slightly but do not materially affect bias or cover-
age.

Overall, the method shows solid performance in settings with moderate to large sam-
ples and irregular mediator measurements. It yields near-unbiased effect estimates and
confidence intervals with coverage close to 95%, indicating good suitability for large-scale
observational studies in which pooling irregular observation times affords effective domain
coverage, as in the real-world data application that follows.
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Estimand True Value BIAS % DSE BSE ESE DCP % BCP %

Simple mediator, n = 1000

log τ IRR

NIE
(1) 0.294 0.90 0.033 0.035 0.035 92.3 93.4

log τ IRR

NDE
(0) 0.840 1.09 0.051 0.051 0.053 94.4 93.5

log τ IRR

TE
1.134 0.57 0.041 0.044 0.044 92.3 92.9

Simple mediator, n = 500

log τ IRR

NIE
(1) 0.294 0.63 0.046 0.052 0.050 92.9 94.8

log τ IRR

NDE
(0) 0.840 0.82 0.072 0.074 0.071 94.4 94.8

log τ IRR

TE
1.134 0.49 0.058 0.063 0.060 94.8 94.9

Simple mediator, n = 100

log τ IRR

NIE
(1) 0.294 0.41 0.113 0.156 0.126 90.0 97.5

log τ IRR

NDE
(0) 0.840 1.92 0.162 0.188 0.174 92.3 95.1

log τ IRR

TE
1.134 1.43 0.135 0.170 0.144 92.5 96.8

Complex mediator, n = 1000

log τ IRR

NIE
(1) 0.303 1.07 0.044 0.044 0.043 94.7 94.7

log τ IRR

NDE
(0) 0.840 0.57 0.057 0.054 0.054 95.6 93.3

log τ IRR

TE
1.143 0.23 0.044 0.045 0.046 93.4 93.6

Complex mediator, n = 500

log τ IRR

NIE
(1) 0.303 0.26 0.064 0.068 0.066 95.0 96.2

log τ IRR

NDE
(0) 0.840 1.13 0.081 0.079 0.078 94.7 94.0

log τ IRR

TE
1.143 0.16 0.063 0.067 0.064 94.4 95.6

Complex mediator, n = 100

log τ IRR

NIE
(1) 0.303 1.04 0.165 0.204 0.165 92.6 97.8

log τ IRR

NDE
(0) 0.840 1.83 0.192 0.209 0.191 94.0 96.6

log τ IRR

TE
1.143 1.62 0.144 0.176 0.160 92.5 95.2

* DCP = coverage probability of the CI built by the point estimate and delta method
standard error.

* BCP = coverage probability of the CI formed by quantiles of 200 bootstrap estimates.
* Results for estimating log τ IRR

NIE
(1) and log τ IRR

NDE
(0) are reported as the effects for a = 1

and a = 0 coincide on the IRR scale.

Table 3.1: Comparison of performance under different sample sizes and mediator
function forms on the log-IRR scale.
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Estimand True Value BIAS % BSE ESE BCP %

Simple mediator, n = 1000

τRD

NIE
(1) 2.025 0.34 0.297 0.245 97.9

τRD

NDE
(0) 3.298 3.73 0.248 0.250 91.9

τRD

TE
5.322 2.18 0.341 0.274 97.1

Simple mediator, n = 500

τRD

NIE
(1) 2.025 0.17 0.438 0.356 98.5

τRD

NDE
(0) 3.298 3.63 0.360 0.337 95.1

τRD

TE
5.322 2.18 0.495 0.380 98.5

Simple mediator, n = 100

τRD

NIE
(1) 2.025 2.12 2.173 0.891 98.9

τRD

NDE
(0) 3.298 6.46 1.483 0.864 97.4

τRD

TE
5.322 4.81 1.805 0.941 99.0

Complex mediator, n = 1000

τRD

NIE
(1) 2.026 0.89 0.330 0.273 97.1

τRD

NDE
(0) 3.252 0.49 0.274 0.265 95.8

τRD

TE
5.278 0.04 0.333 0.288 97.4

Complex mediator, n = 500

τRD

NIE
(1) 2.026 1.62 0.499 0.412 97.4

τRD

NDE
(0) 3.252 1.01 0.407 0.384 95.7

τRD

TE
5.278 0.00 0.488 0.385 98.1

Complex mediator, n = 100

τRD

NIE
(1) 2.026 1.19 1.736 1.099 99.3

τRD

NDE
(0) 3.252 3.43 1.275 0.947 98.4

τRD

TE
5.278 2.57 1.449 1.007 97.9

* BCP = coverage probability of the CI formed by quantiles of 200
bootstrap estimates.

* Results for estimating τRD
NIE

(1) and τRD
NDE

(0) are reported; results for
the complementary pair are analogous and omitted for brevity.

Table 3.2: Comparison of performance under different sample
sizes and mediator function forms on the risk difference scale.
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Patients in WSHS2
n=1,086

1,041 patients included

858 patients included

Selected cohort
n=505

Selected cohort
n=504

Patients without
any EMA data

n=45

Patients without any
cigarette use data in
the last two weeks

n=183

Patients assigned to C-
NRT or without baseline
nicotine dependence data

n=353

Influential observation
n=1

Figure 3.2: A flow chart of cohort selection procedures from WSHS2.

3.5 The Wisconsin Smokers’ Health Study 2

The Wisconsin Smokers’ Health Study 2 (WSHS2) is a randomised comparative efficacy
trial that directly compared varenicline and combination nicotine replacement therapy (C-
NRT; nicotine patch + nicotine mini lozenge) with an active comparator nicotine patch
(Baker et al., 2016; Coffman et al., 2023). The study enrolled 1086 adult daily smokers from
Madison and Milwaukee and randomly assigned them to one of three pharmacotherapies.
A variety of constructs were tracked by ecological momentary assessment (EMA) during
the first month post-quit (e.g., craving, negative affect). Participants received one morning,
one random daytime, and one evening prompt each day for the first two weeks, starting
on the quit day, followed by every-other-day prompting for the next two weeks.

For the current research, the treatment of interest is varenicline versus the nicotine
patch active comparator. We take the mediator to be the underlying craving trajectory
over the first two weeks post-quit, and the outcome of interest is the number of cigarettes
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Figure 3.3: Left panel: distribution of average number of cigarettes used per day during
the last two weeks of EMA prompts. Right panel: a comparison of estimated mean craving
functions during the first two weeks of EMA prompts post-quit by treatment.

Figure 3.4: Estimated coefficient functions from the mediator and outcome models: the
estimated coefficient function for the treatment in the mediator model α̂A(t) (left panel);
the estimated coefficient function for the mediator craving function in the outcome model
marginal mean component β̂M(t) (middle panel); and their pointwise product α̂A(t)β̂M(t)
(right panel).

used during the two subsequent weeks. As not all participants recorded their cigarette use
on every reporting day of the final two weeks, the number of observed reporting days varies
across individuals. Consequently, we model cigarette use as a per-day rate, instead of the
total number over two weeks, by including a log-exposure offset in the FMZIP outcome
model, with the offset equal to the log of the number of observed days in the final two
weeks. This is analogous to the standard Poisson rate specification and allows individuals

69



with partial reporting to contribute information. This framing yields a causal mediation
problem with a baseline binary treatment, a sparsely and irregularly observed functional
mediator, and an endpoint zero-inflated count outcome. Figure 3.2 presents the cohort
selection criteria for the sample used for analysis in this chapter. Specifically, we excluded
patients who: (a) did not have any EMA data; (b) did not have any report of cigarette use
during the last two weeks of the EMA period; (c) were assigned to C-NRT; and (d) had
missing baseline covariates. We also discarded data of an extremely influential individual.
Additional details regarding the dataset and preprocessing are given in Appendix G. After
preprocessing, the final study sample consisted of 504 individuals with a minimum of one
and a maximum of seven cigarette use assessments completed during the last two weeks
of the EMA period. The sample comprised approximately 54% women, aged between 18
to 90 years (mean 48), with a mean of 28 years of smoking experience and a mean of 17
cigarettes per day at baseline. As shown in the left panel of Figure 3.3, daily cigarette use
during the final two weeks of EMA prompts is highly concentrated at zero. In total, 231 of
the 504 participants (approximately 46%) reported no cigarette use over this period. This
substantial mass at zero motivates the use of outcome models that accommodate excess
zeros. The right panel of Figure 3.3 displays the estimated mean craving trajectories over
the first two weeks for participants randomised to varenicline and to the nicotine patch.
Those allocated to varenicline show consistently lower average craving across time. This
pattern naturally prompts an investigation into whether reduced craving acts as a mediator
of the varenicline effect on subsequent cigarette use.

In this setting, the identification assumptions introduced in Chapter 2 have a natural
interpretation. Assumption 2.1 requires that for each participant, the potential craving
processes and cigarette use rates under each treatment level are well-defined, there is no
interference between individuals, and the observed mediator and outcome coincide with the
corresponding potential quantities under the treatment actually received. Assumption 2.2
is most plausible for the treatment assignment as varenicline and nicotine patch were
randomised. However, randomisation does not automatically remove mediator–outcome
confounding. Here we control for a set of baseline variables in X, including age, sex, race,
and Fagerstrom Test for Nicotine Dependence (FTND) score at the beginning of the study.
Finally, Assumption 2.3 holds by design for the treatment, and in practice requires suf-
ficient overlap of craving patterns across treatment arms. We examined this empirically
by comparing the distributions of the leading functional principal component scores of the
mediator process by treatment group in Appendix G, which indicated substantial overlap.
Additionally, by modelling a per-day rate with a reporting days offset, we implicitly as-
sume that incomplete cigarette-use reporting in weeks three and four is non-informative
conditional on the covariates in the outcome model.
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The estimated time–varying coefficients from the mediator and outcome models are
displayed in Figure 3.4. The left panel shows α̂A(t) from the function-on-scalar regression
in (3.2.1). The uniformly negative curve indicates that, at every time during the first
two weeks post–quit, varenicline is associated with lower craving than patch, with only
modest change in magnitude over time and a pointwise confidence band that remains
well below zero. The middle panel presents β̂M(t), the coefficient function for craving
in the FMZIP marginal mean model (3.2.3). This summarises how craving at a specific
time point contributes to the log rate of cigarette use in weeks three and four. The
estimate suggests that craving towards the end of the second week increases the subsequent
smoking rate, whereas craving in the early and middle portions of the window has a mild
or near–null association. The right panel plots the pointwise product α̂A(t)β̂M(t), which
can be interpreted as the time-local contribution of the craving process to the overall log
natural indirect effect on the IRR scale. Negative values indicate time intervals where the
effect of varenicline on craving combines with the effect of craving on smoking to reduce
the log smoking rate via this pathway, whereas positive values correspond to time intervals
where this pathway instead increases the log smoking rate and partially offsets the overall
beneficial effect.

Table 3.3 summarises the estimated total, natural direct, and natural indirect effects.
On the log-IRR scale, the estimated total effect is −0.145, corresponding to an incidence
rate ratio of 0.87 with a 95% confidence interval of approximately (0.38, 1.95). Thus, if the
participants had been assigned varenicline rather than nicotine patch, their expected rate
of cigarette use during the last two weeks of EMA prompts would be about 13% lower.
However, the wide confidence interval means the data do not provide strong evidence for
a non-zero total effect. Again, exponentiating gives 0.99 as the estimated natural indirect
effect through time-varying craving on the IRR scale, with a 95% confidence interval of
(0.82, 1.19). The corresponding natural direct effect is 0.87 with a 95% confidence inter-
val of (0.57, 1.33). Taken together, the IRR–scale estimates uniformly favour varenicline,
suggesting that, if all participants had received varenicline instead of nicotine patch, their
subsequent cigarette use rates would on average be lower, and that early craving appears
to explain some of this contrast. Nonetheless, the corresponding confidence intervals are
wide and all include 1, indicating that this advantage is estimated imprecisely and may
simply reflect limited power in an active comparator trial.

On the risk–difference scale, the estimated total effect is −0.368 cigarettes per day (95%
CI: −1.552, 1.371), indicating that, over the last two weeks of EMA prompts, varenicline
recipients are estimated to smoke on average about 0.368 fewer cigarettes per day than
nicotine patch recipients, though again with considerable uncertainty. The estimated nat-
ural indirect effect via craving is −0.021 (95% CI: −0.207, 0.286), and the corresponding
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natural direct effect is −0.347 (95% CI: −1.580, 1.354). On the RD scale, the pattern is
similar. All point estimates are negative, suggesting that assigning varenicline would on
average reduce the subsequent daily rate of cigarette use, with a small proportion of this
contrast operating through differences in early craving. However, the associated confidence
intervals are wide and all include 0, which is again plausible given that the comparison is
between two active treatments rather than against a no-treatment control.

Table 3.3: Estimated total, natural direct, and natural indirect effects of varenicline versus
nicotine patch on cigarette use in WSHS2. Results are shown on the incidence–rate–ratio
(IRR) and risk–difference (RD) scales. The analysis uses n = 504 participants, a cubic-
spline basis with nbasis = 20 for the mediator model, and the first K = 4 functional
principal components for the outcome model.

IRR scale

Estimand Point estimate SE 95% CI

log τ IRR

TE
-0.145 0.414 (-0.956, 0.666)

log τ IRR

NIE
(1) -0.008 0.095 (-0.194, 0.178)

log τ IRR

NDE
(0) -0.137 0.216 (-0.560, 0.287)

RD scale

Estimand Point estimate SE 95% CI

τRD

TE
-0.368 0.722 (-1.552, 1.371)

τRD

NIE
(1) -0.021 0.135 (-0.207, 0.286)

τRD

NDE
(0) -0.347 0.740 (-1.580, 1.354)

3.6 Discussion

This chapter develops a marginal functional mediation framework for a binary treatment, a
sparsely observed functional mediator, and a zero-inflated count outcome. By combining a
function-on-scalar regression for the mediator process with a functional marginalised zero-
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inflated Poisson model for the outcome, we obtain pathway-specific effects that are directly
linked to the overall mean of the count outcome. Within the potential outcomes framework,
we define total, natural direct, and natural indirect effects on both the incidence-rate-
ratio and risk-difference scales and show that, under the proposed models, these causal
estimands admit closed-form expressions. In particular, the natural indirect effect on the
log-IRR scale can be expressed as an inner product between the treatment-induced shift
in the mediator process and a coefficient function of the mediator process in the outcome
model. In contrast to simulation-based implementations of the mediation formula for such
settings, the proposed analytic approach enables delta-method variance calculations and
the avoidance of repeated Monte Carlo computation. The resulting framework extends
existing work on functional causal mediation and on marginalised zero-inflated mediation
with cross-sectional mediators to a scenario in which both sparsely observed processes and
excess zeros must be handled simultaneously.

The simulation studies indicate that the proposed estimators perform well across a range
of sample sizes and mediator complexities. In all scenarios considered, the estimators of
the natural direct and indirect effects on the log-IRR scale exhibit negligible bias, and
the empirical standard errors align closely with both delta-method and bootstrap-based
uncertainty quantification once the sample size is moderate. On the risk-difference scale,
the bootstrap captures the sampling variability satisfactorily, albeit with greater variability
in small samples, which is to be expected given the non-linear link functions and the sparsity
of mediator measurements. Overall, the findings suggest that, when pooled observation
times provide reasonable coverage of the mediator domain, the proposed methods yield
reliable estimation and inference for marginal causal effects in samples of the size commonly
encountered in large cohort studies.

In the application to the Wisconsin Smokers’ Health Study 2, we consider varenicline
versus nicotine patch, craving during the first two weeks post-quit as the functional medi-
ator, and zero-inflated cigarette use during the subsequent two weeks as the outcome. The
estimated treatment–mediator coefficient function suggests that varenicline reduces crav-
ing across the entire two-week window, whereas the mediator–outcome coefficient function
in the marginal mean component indicates that craving towards the end of this two-week
window is most strongly associated with subsequent cigarette use. Nevertheless, the es-
timated total effect of varenicline versus patch on the cigarette-use rate is modest and
subject to uncertainty, and the estimated natural indirect effect through craving is small
on both scales. This is consistent with the clinical context as the comparison is between
two active treatments rather than against a no-treatment control, with only a moderately
sized sample.

Several limitations of the proposed approach merit discussion. Identification of natural
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direct and indirect effects relies on standard but strong conditions: consistency, the ab-
sence of unmeasured confounding, as well as a cross-world independence condition. Most of
these assumptions cannot be verified empirically and may be difficult to justify in settings
with complex time-varying causal structures. From a modelling perspective, the FMZIP
outcome model imposes log-linear and logistic relationships between the functional medi-
ator and the two components of the outcome distribution. In the meantime, the mediator
process is reconstructed from sparse and irregular observations under a FPCA framework,
which implicitly assumes random missingness. However, participants with particularly high
or low craving may be systematically less likely to report on certain days. The outcome
analysis also treats incomplete cigarette-use reporting as non-informative after adjusting
for covariates. Violations of these assumptions could induce bias in the estimated effects.

The framework developed here also suggests several avenues for future research. On the
outcome side, it would be natural to extend the FMZIP formulation to functional hurdle
models or to marginalised zero-inflated negative binomial models, thereby accommodat-
ing over-dispersion and alternative mechanisms generating excess zeros whilst retaining
marginal effect interpretation. On the mediator side, extensions to multiple mediators,
scalar or functional, would allow investigators to examine parallel or sequential pathways,
though identification and computation may become more challenging. From a causal per-
spective, the reliance on natural direct and indirect effects is conceptually awkward when
the treatment variable is a non-manipulable baseline characteristic. Interventional medi-
ation effects, which require weaker identifying assumptions and are more closely aligned
with policy-relevant hypothetical mediator interventions, provide an attractive alterna-
tive target in such settings, and developing functional mediation methods for zero-inflated
outcomes under these estimands is an important direction.
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Chapter 4

Robustness in functional mediation
with zero-inflated counts: sensitivity
analysis and interventional effects

4.1 Introduction

Chapters 2 and 3 develop causal mediation methodology for a binary treatment, a func-
tional mediator, and a zero-inflated count outcome, motivated by biomedical and be-
havioural applications. Both chapters focus on natural direct and indirect effects, which
provide a desirable decomposition of a total effect into pathway-specific components but
rely on assumptions that are strong in practice. Two concerns are particularly salient.
First, because the mediator is not randomised, identification typically requires ruling out
unmeasured baseline mediator–outcome confounding, even after conditioning on treatment
and observed covariates (Imai et al., 2010a; VanderWeele, 2010; Albert and Nelson, 2011;
Tchetgen and Shpitser, 2012). Second, exposure-induced mediator–outcome confounders
may arise when the exposure affects post-treatment variables that in turn influence both
the mediator and the outcome. In such settings, identification of natural direct and indi-
rect effects hinges on cross-world restrictions that can fail even when the exposure is as-if
random conditional on baseline covariates. This concern is particularly salient for non-
manipulable exposures such as sex (VanderWeele et al., 2014; Vansteelandt and Daniel,
2017; Dı́az and Hejazi, 2020; Hejazi et al., 2023). These issues motivate tools that assess
robustness of natural-effect conclusions and, when appropriate, replace natural effects by
alternative estimands with weaker identifying requirements.
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This chapter develops such tools in a unified manner for functional mediators and zero-
inflated count outcomes, drawing on and extending methods proposed in Chapters 2 and
3. We address robustness to unmeasured baseline mediator–outcome confounding through
two sensitivity frameworks. The first is a simulation-based approach, suited to covariate-
conditional mediation analyses, that couples counterfactual mediator and outcome distri-
butions using a Gaussian copula with a latent correlation parameter representing residual
mediator–outcome dependence (Albert and Nelson, 2011; Wang and Albert, 2012). The
second exploits the closed-form natural effects derived under the functional marginalised
zero-inflated Poisson (FMZIP) model in Chapter 3, yielding an explicit bias formula on the
log-IRR scale that links biases of the naive natural direct and indirect effect estimators to
low-dimensional sensitivity parameters indexing the strength and direction of unmeasured
confounding.

In addition, this chapter develops interventional direct and indirect effects as an alter-
native decomposition when exposure-induced mediator–outcome confounding is plausible
(VanderWeele et al., 2014; Vansteelandt and Daniel, 2017; Dı́az and Hejazi, 2020; Hejazi
et al., 2023). In the CABG rehospitalisation analysis from MIMIC-IV, where sex is the
exposure and prior health status may influence both postoperative CVP and rehospitali-
sation, interventional effects provide an alternative identifiable decomposition of the total
effect. We present a parametric Monte Carlo algorithm, with bootstrap-based uncertainty
quantification, that accommodates a functional mediator and a zero-inflated count out-
come within the interventional framework (Vansteelandt and Daniel, 2017; Didden, 2025).
Finally, leveraging the analytic structure of the marginal framework, we outline analogous
interventional effects that admit closed-form expressions.

The remainder of this chapter is organised as follows. Section 4.2.1 introduces a Gaus-
sian copula sensitivity analysis for baseline unmeasured mediator–outcome confounding
in functional mediation with a zero-inflated count outcome. Section 4.2.2 derives a bias-
formula sensitivity analysis under the FMZIP model. Section 4.3 discusses interventional
direct and indirect effects as alternatives to natural effects. Simulation studies in Section 4.4
validate the proposed methods. Robustness in the application to study sex disparities in
postoperative rehospitalisation in MIMIC-IV is assessed in Section 4.5. Finally, Section 4.6
concludes with practical guidance on choosing between natural and interventional targets
and on interpreting sensitivity analyses in functional mediation studies with zero-inflated
outcomes.
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A M(t) Y

X U

Figure 4.1: A causal diagram for a causal mediation analysis with a functional mediator
with unmeasured baseline mediator–outcome confounding.

4.2 Sensitivity analysis for unmeasured baseline con-

founding

Identification of the natural direct and indirect effects relies on the assumptions in Sec-
tions 2.2 and 3.2. The second clause of the conditional independence assumption, in
particular, excludes unmeasured pre-treatment confounders of the mediator–outcome re-
lationship, represented by U in Figure 4.1. As well perceived among researchers, Imai
et al. (2010a) warns that such an assumption is “strong”, “nonrefutable” and “must be
made with care”, since unmeasured mediator–outcome confounding may persist despite
treatment being conditionally randomised given observed covariates. A widely accepted ap-
proach to address this concern is to conduct a sensitivity analysis, which assesses how effect
estimates would change under varying degrees of unmeasured baseline mediator–outcome
confounding (Imai et al., 2010a; VanderWeele, 2010; Albert and Nelson, 2011; Tchetgen
and Shpitser, 2012).

In this section, we examine a Gaussian copula approach to such sensitivity analysis
under the framework outlined by Chapter 2 in Section 4.2.1. An analytical perspective
based on a bias formula derived under the marginal structure of Chapter 3 is provided in
Section 4.2.2.

4.2.1 A simulation-based Gaussian copula approach

Recall from Chapters 2 and 3 that the functional mediator follows a function-on-scalar
model:

Mi(t) = α0(t) + αA(t)Ai +X⊤
i αX(t) + εi(t), t ∈ [0, 1],
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where α0(t) is an intercept function, αA(t) is the treatment coefficient function, αX(t) is
a vector of coefficient functions corresponding to components of X, and ε(t) is a Gaussian
error process with mean zero. The outcome follows a FZIP model in Chapter 2 with

log
pi

1− pi
= γ0 +

∫ 1

0

γM(t)Mi(t)dt+ γAAi +X⊤
i γX ,

log θi = δ0 +

∫ 1

0

δM(t)Mi(t)dt+ δAAi +X⊤
i δX .

We propose a sensitivity analysis that involves a functional mediator and a zero-inflated
count outcome. To assess the potential impact of unmeasured mediator–outcome confound-
ing, we introduce a latent sensitivity parameter ρ that captures the residual dependence
between the mediator and the outcome not explained by observed covariates. The central
idea is to couple the counterfactual distributions of the mediator and outcome through
a Gaussian copula framework, allowing us to flexibly model their joint distribution while
varying the degree of latent correlation. By systematically varying this sensitivity param-
eter, we can evaluate how robust the estimated causal effects are to potential violations of
the no-unmeasured-M–Y-confounding assumption.

The Gaussian copula method by Albert and Nelson (2011) and Wang and Albert (2012)
is adopted to facilitate a joint distribution between continuous and discrete variables. More-
over, since the Gaussian copula method requires scalar inputs for constructing empirical
cumulative distribution functions (CDFs), we summarise the functional mediator with
a scalar quantity by computing its area under the curve (AUC). The AUC provides a
meaningful summary of the mediator trajectory and facilitates the empirical estimation
of its distribution, thereby enabling the transformation of the mediator to a latent nor-
mal scale. We use the area under the curve M̄ =

∫ 1

0
M(t)dt as a scalar summary of the

mediator process. For each exposure level a, let PM̄(a)(m̄) = P{M̄(a) ≤ m̄} denote the
empirical CDF of the mediator AUC obtained from the fitted mediator model, and let
PY (a′,m)(y) = P{Y (a′,m) ≤ y} denote the CDF of the zero–inflated Poisson outcome im-
plied by the fitted outcome model. The Gaussian copula method then posits two marginally

standard normally distributed latent variables U1 and U2 that admit U1 = Φ−1
{
PM̄(a) (m̄)

}
and U2 = Φ−1

{
PY (a′,m) (y)

}
, where Φ is the standard normal CDF. U1 and U2 are addition-

ally assumed to jointly follow a bivariate normal distribution with correlation coefficient
ρ, for all a, a′ and m. The correlation coefficient ρ reflects the strength of unmeasured
confounding between the mediator and the outcome. Namely, when ρ = 0, the assumption
of no unmeasured mediator–outcome confounding holds, while deviations from zero indi-
cate increasing levels of such confounding. In implementation, given a draw of U1 and a
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specified value of ρ, we generate U2 | U1 ∼ N(ρU1, 1 − ρ2), set u2 = Φ(U2), and obtain a
draw of Y (a′,m) by inverting the corresponding zero–inflated Poisson CDF at u2.

Algorithm 2: Sensitivity analysis via Gaussian copula

Input: Ω̂M, Σ̂M, Ω̂Y , Σ̂Y , Qs, ρ, n
Output: τ̂ ρ

NIE
(a), τ̂ ρ

NDE
(1− a) for a ∈ {0, 1}

1 for i← 1 to n do
2 for a ∈ {0, 1} do
3 mi(a)← Mediator Model(Ω̂M, Σ̂M) | Ai = a

4 m̄i(a)←
∫ 1

0
mi(a, t)dt

5 U1,i(a)← Φ−1
{
PM̄(a)

(
m̄i(a); Ω̂M, Σ̂M

)}
6 for q ← 1 to Qs do
7 U q,a

2,i ∼ N (ρU1,i(a), 1− ρ2)
8 uq,a2,i ← Φ

(
U q,a
2,i

)
9 Y q

i (a,mi(a))← P−1
Y (a,mi(a))

(
uq,a2,i ; Ω̂Y , Σ̂Y

)
10 U q,1−a

2,i ∼ N (ρU1,i(a), 1− ρ2)
11 uq,1−a

2,i ← Φ
(
U q,1−a
2,i

)
12 Y q

i (1− a,mi(a))← P−1
Y (1−a,mi(a))

(
uq,1−a
2,i ; Ω̂Y , Σ̂Y

)
13 end

14 Êρ
i,a|a ← Q−1

s

∑Qs

q=1 Y
q
i (a,mi(a))

15 Êρ
i,1−a|a ← Q−1

s

∑Qs

q=1 Y
q
i (1− a,mi(a))

16 end

17 end
18 for a ∈ {0, 1} do
19 Êρ

a|a ← n−1
∑n

i=1 Ê
ρ
i,a|a

20 Êρ
1−a|a ← n−1

∑n
i=1 Ê

ρ
i,1−a|a

21 end
22 for a ∈ {0, 1} do
23 τ̂ ρ

NIE
(a)← Êρ

a|1 − Ê
ρ
a|0

24 τ̂ ρ
NDE

(1− a)← Êρ
1|1−a − Ê

ρ
0|1−a

25 end
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Similar to Wang and Albert (2012), a Monte Carlo procedure is nested into the sensi-
tivity analysis to approximate the mean potential outcomes for each value of ρ. For each
subject and exposure level a, we first draw mediator trajectories from the fitted functional
model, construct the empirical CDF of AUCs, and obtain a latent U1 for the drawn media-
tor path. Conditional on this U1 and a given ρ, we then generate Qs draws of U2, transform
them to uniforms u2, map each u2 to a count via the inverse zero–inflated Poisson CDF,
and average these draws to estimate E{Y (a′,M(a))} for a′ ∈ {0, 1}. Aggregating over sub-
jects yields estimates of E{Y (1,M(1))}, E{Y (1,M(0))} and E{Y (0,M(0))} as functions
of ρ, from which τ ρ

NIE
(1) and τ ρ

NDE
(0) are obtained. The detailed steps, conditional on a

fixed set of model parameters and a given value of ρ, are summarised in Algorithm 2, and
the procedure can be iterated over a grid of ρ values. One can also embed the sensitivity
analysis into the parameter-simulating quasi-Bayesian Monte Carlo method described in
Section 2.3.3 to obtain confidence intervals.

4.2.2 A bias-formula approach

Chapter 3 assumes a FMZIP model for the zero-inflated count outcome with ν = E(Y |
A,M,X). Specifically,

logit{p(A,M,X)} = γ0 + γAA+X⊤γX +

∫ 1

0

γM(t)M(t)dt,

log{ν(A,M,X)} = β0 + βAA+X⊤βX +

∫ 1

0

βM(t)M(t)dt.

To assess the robustness of the effect estimates to potential unmeasured baseline mediator–
outcome confounding, we introduce a baseline mediator–outcome confounder U . We first
allow the marginal mean outcome to depend on U through

log{ν(A,M,X, U)} = β0 + βAA+X⊤βX +

∫ 1

0

βM(t)M(t)dt+ ζU, (4.2.1)

where ζ is a sensitivity parameter that quantifies the effect of U on the logarithm of the
expected outcome.

Next, we specify how U is associated with the mediator process. Let

M c(t) =M(t)− E{M(t) | A,X}

denote the centred mediator. We posit that the baseline unmeasured confounder is related
to parts of the mediator process that remain unexplained after conditioning on (A,X). To
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write this dependence in an interpretable way, let

Sη ≡
∫ 1

0

η(t)M c(t)dt

denote a one-dimensional residual mediator score obtained by effectively projecting the
centred mediator process onto a weighting function η(·). Consequently, η(·) specifies which
components of the residual mediator process are associated with U , whilst the magnitude
and sign of the association can be controlled by scaling Sη.

Rather than modelling the causal effect of U on M(·), we use a reverse regression as a
convenient parameterisation of residual dependence between U and the mediator trajectory.
Specifically, we assume

U | A,M,X ∼ N

(∫ 1

0

η(t)M c(t)dt, σ2
U

)
, (4.2.2)

so that E(U | A,M,X) = Sη. In this representation, η(·) determines the direction in the
mediator space that is most informative about U , and σ2

U captures the remaining variation
in U unrelated to the mediator process.

The following theorem gives the bias of the natural direct and indirect effect estimators
on the log–IRR scale induced by unmeasured baseline mediator–outcome confounding.
Proofs can be found in Appendix H of the Supplementary Materials.

Theorem 4.1. Under (4.2.1) and (4.2.2), for a ∈ {0, 1}, let τ̃ IRR

NDE
(1 − a) and τ̃ IRR

NIE
(a)

denote the naive estimators of the natural direct and indirect effects on the IRR scale
obtained by fitting the model that omits U . Then

E
{
log τ̃ IRR

NDE
(1− a)

}
= log τ IRR

NDE
(1− a)− ζ

∫ 1

0

αA(t)η(t)dt,

E
{
log τ̃ IRR

NIE
(a)
}
= log τ IRR

NIE
(a) + ζ

∫ 1

0

αA(t)η(t)dt.

Consequently,

Bias
{
log τ̃ IRR

NDE
(1− a)

}
= −ζ

∫ 1

0

αA(t)η(t)dt, Bias
{
log τ̃ IRR

NIE
(a)
}
= ζ

∫ 1

0

αA(t)η(t)dt.

For sensitivity analysis, it is helpful to reparameterise η(·) so that the unknown associ-
ation between U and the mediator process is governed by a single scalar. Let

∥f∥L2 =

{∫ 1

0

f 2(t)dt

}1/2
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denote the L2-norm on [0, 1]. We choose a unit-norm direction function ηdir(·) and write

η(t) = κηdir(t), ∥ηdir∥L2 = 1,

where κ ∈ R is a sensitivity parameter controlling the strength and sign of residual depen-
dence between U and the centred mediator process along the direction ηdir. Equivalently,
ηdir defines a residual mediator score

Sdir ≡
∫ 1

0

ηdir(t)M
c(t)dt,

and the conditional mean in (4.2.2) becomes E(U | A,M,X) = κSdir. Thus, larger |κ|
corresponds to stronger association between U and the component of the mediator process
summarised by Sdir. Substituting this parameterisation into Theorem 4.1 yields

Bias
{
log τ̃ IRR

NDE
(1− a)

}
= −ζκ

∫ 1

0

αA(t)ηdir(t)dt, Bias
{
log τ̃ IRR

NIE
(a)
}
= ζκ

∫ 1

0

αA(t)ηdir(t)dt.

The integral
∫ 1

0
αA(t)ηdir(t)dt is the L2 inner product between αA(·) and ηdir(·) on [0, 1].

It is large in magnitude when the two functions tend to have the same sign and similar
shape so that their product is mostly positive, and it is close to zero when positive and
negative contributions cancel. Since the bias is proportional to this inner product, stronger
similarity between αA(·) and ηdir(·) leads to larger bias in magnitude. Because ∥ηdir∥L2 = 1,
the Cauchy–Schwarz inequality implies∣∣∣∣∣

∫ 1

0

αA(t)ηdir(t)dt

∣∣∣∣∣ ≤ ∥αA∥L2 .

Thus, if one would like to test the worst-case scenario and specify that the confounding
direction follows the treatment–mediator effect such that

ηdir(t) =
αA(t)

∥αA∥L2

,

then ∫ 1

0

αA(t)ηdir(t)dt = ∥αA∥L2 ,

and the log–scale biases simplify to

Bias
{
log τ̃ IRR

NDE
(1− a)

}
= −ζκ∥αA∥L2 , Bias

{
log τ̃ IRR

NIE
(a)
}
= ζκ∥αA∥L2 .

82



A M(t) Y

X

L

Figure 4.2: A causal diagram for a causal mediation analysis with a functional mediator
with exposure-induced mediator–outcome confounding.

4.3 Interventional analogues of natural effects

Sections 4.2.1 and 4.2.2 study settings in which natural direct and indirect effects re-
main the target estimands, and robustness is assessed with respect to unmeasured base-
line mediator–outcome confounding. These sensitivity analyses are useful when the main
identifying structure for natural effects is otherwise plausible. However, in many applica-
tions, such as the causal question regarding sex as the exposure variable in our MIMIC-IV
CABG setting, this is not the only threat. Post-treatment variables affected by exposure
may also influence both the mediator process and the outcome. Such exposure-induced
mediator–outcome confounding undermines the cross-world assumptions required for iden-
tifying natural effects and cannot, by itself, be resolved by baseline confounding sensitivity
analyses.

This motivates a shift in estimand. We therefore consider interventional analogues of
direct and indirect effects, which replace unit-level cross-world mediator counterfactuals
with interventions on the mediator distribution. This formulation avoids cross-world in-
dependence requirements and remains identifiable under within-world assumptions that
permit adjustment for post-treatment mediator–outcome confounders.

4.3.1 Setup and notation

As illustrated in Figure 4.2, we study a causal structure involving a binary treatment A, a
time-varying mediator process M(t), and an endpoint zero-inflated count outcome Y . We
rescale time to t ∈ [0, 1] and consider n independent individuals indexed by i = 1, . . . , n,
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with Ai = 1 for the treatment group and Ai = 0 for the control group. The baseline
covariate vector X collects pre-treatment common causes of one or more of the relations
A → Y , A → M(t), and M(t) → Y , and is assumed not to be affected by A. In addition
to X, we include an exposure-induced mediator–outcome confounder L, which is a causal
descendant of the treatment and a common cause of both the mediator and the outcome.
Although the mediator is conceptualised as a smooth stochastic process, it is observed only
through sparse and irregular measurements M̃i(tij) recorded at subject-specific time points
tij ∈ [0, 1], j = 1, . . . , Ti. These measurements may be contaminated by measurement error
and are therefore treated as noisy realisations of the underlying smooth process Mi(t).
Again, we use M = {M(t) : t ∈ [0, 1]} to represent the mediator process over the full time
domain.

4.3.2 Interventional direct and indirect effects

Interventional direct and indirect effects provide causal mediation estimands that remain
well-defined in the presence of exposure-induced mediator–outcome confounding. The key
idea is to replace the unit-level cross-world mediator M(a′) by a stochastic intervention
that draws a mediator trajectory from its counterfactual distribution under a specified
exposure level.

Let H denote a separable Hilbert space of square-integrable functions on [0, 1], for
example, H = L2[0, 1], with Borel σ-field B(H). Then, let G(a) be a random element in
H such that, conditional on baseline covariates X,

G(a) | X ∼ L
(
M(a) | X

)
,

where L(· | X) denotes a conditional law on (H,B(H)). Conceptually, G(a) represents a
policy that assigns a mediator process by sampling from the distribution of processes that
would arise under A = a rather than setting the mediator to each individual’s cross-world
value. We can then define the interventional potential outcome under exposure level a and
mediator intervention G(a′) as Y

(
a,G(a′)

)
, where A is set to a, and the mediator process

is drawn from its counterfactual distribution under a′. On the risk-difference (RD) scale,
the interventional direct effect (IDE) is defined by

τRD

IDE
(a′) = E

{
Y
(
1,G(a′)

)}
− E

{
Y
(
0,G(a′)

)}
,

which compares mean potential outcomes under A = 1 versus A = 0 while keeping the
mediator distribution fixed to that under A = a′. The interventional indirect effect (IIE)
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is defined by

τRD

IIE
(a) = E

{
Y
(
a,G(1)

)}
− E

{
Y
(
a,G(0)

)}
,

which compares mean potential outcomes when the mediator distribution is shifted from
the A = 1 regime to the A = 0 regime while holding the exposure at a. The total effect
on the RD scale satisfies

τRD

TE
= E

{
Y (1)− Y (0)

}
= τRD

IIE
(a) + τRD

IDE
(1− a), a ∈ {0, 1}.

In addition to RD effects, we also consider multiplicative scales for count outcomes. For
example, on a log-incidence-rate-ratio (log-IRR) scale,

log τ IRR

IDE
(a′) = logE

{
Y
(
1,G(a′)

)}
− logE

{
Y
(
0,G(a′)

)}
,

log τ IRR

IIE
(a) = logE

{
Y
(
a,G(1)

)}
− logE

{
Y
(
a,G(0)

)}
.

4.3.3 Identifying interventional potential outcomes

The interventional causal estimands avoid cross-world independence restrictions by inter-
vening on the distribution of the mediator process (VanderWeele et al., 2014; Vansteelandt
and Daniel, 2017; Dı́az and Hejazi, 2020; Hejazi et al., 2023). Interventional effects are iden-
tified under within-world assumptions. Suppose X is sufficient to adjust for pre-treatment
confounding. We assume

Assumption 4.1 (Consistency). LetM⊆ H denote the collection of underlying mediator
processes of interest given X. For any a, a′ ∈ {0, 1} and any m ∈ M, we assume that (i)
if A = a and M = m, then Y = Y (a,m); (ii) if A = a′, then M = M(a′); and (iii) if
M(a′) = m, then Y (a,m) = Y

(
a,M(a′)

)
.

Assumption 4.2 (Conditional independence). For any a, a′ ∈ {0, 1} and any m ∈M,{
Y (a,m),M(a′)

}
⊥⊥ A | X,

Y (a,m) ⊥⊥M | X,L, A = a.

Assumption 4.3 (Positivity). For a ∈ {0, 1}, P (A = a | X) > 0. For any measurable set
B ⊆M and any a ∈ {0, 1} with a′ = 1− a,

P (M ∈ B | A = a,X) > 0 =⇒ P (M ∈ B | A = a′,X) > 0.
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Assumptions 4.1–4.3 provide the link between the interventional counterfactuals and
the observed data distribution. In particular, Assumption 4.2 imposes within-world con-
ditional independence restrictions suitable for settings with exposure-induced mediator–
outcome confounding. The first clause requires that baseline covariates X suffice to control
confounding of the treatment–mediator and treatment–outcome relations, so that treat-
ment is as-if random conditional on X. The second clause addresses mediator–outcome
confounding by permitting adjustment for the post-treatment variable L: conditional on
(A,X,L), there is no remaining unmeasured confounding of the mediator–outcome rela-
tionship. Crucially, unlike natural effects, no cross-world restriction involving M(a′) is
required. This is the key relaxation that allows identification even when L is a causal
descendant of A and a common cause of both M and Y .

Under these conditions, the interventional counterfactual mean can be expressed as a
nested expectation. In particular,

E
{
Y
(
a,G(a′)

)}
= EX

[
EL

{
EM|A=a′,X,L

(
E
(
Y | A = a,X,L,M

) )}]
.
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Algorithm 3: Parameter-based Monte Carlo Estimation of Interventional Effects

Input: Ω̂L, Σ̂L, Ω̂M, Σ̂M, Ω̂Y , Σ̂Y , Q, B, n
Output: τ̂

TE
, τ̂

IIE
(1), τ̂

IIE
(0), τ̂

IDE
(1), τ̂

IDE
(0), their standard errors, and 95% CIs

1 for q ← 1 to Q do

2 Ωq
M ∼ N (Ω̂M, Σ̂M)

3 Ωq
Y ∼ N (Ω̂Y , Σ̂Y )

4 Ωq
L ∼ N (Ω̂L, Σ̂L)

5 for (a, a⋆) ∈ {0, 1} × {0, 1} do
6 for i← 1 to n do
7 for b← 1 to B do

8 Lq,b
i (a)← L-model(Ωq

L) | Ai = a,Xi

9 Mq,b
i (a⋆)← Mediator Model(Ωq

M) | Ai = a⋆,Xi

10 µq,b
i (a, a⋆)← Outcome Model(Ωq

Y ) | Ai = a, Li = Lq,b
i (a),Mi =

Mq,b
i (a⋆),Xi

11 end

12 Ŷ q
i (a, a

⋆)← B−1
∑B

b=1 µ
q,b
i (a, a⋆)

13 end

14 Êq{Y (a,M(a⋆))} ← n−1
∑n

i=1 Ŷ
q
i (a, a

⋆)

15 end

16 τ̂ q
TE
← Êq{Y (1,M(1))} − Êq{Y (0,M(0))}

17 τ̂ q
IIE

(1)← Êq{Y (1,M(1))} − Êq{Y (1,M(0))}
18 τ̂ q

IIE
(0)← Êq{Y (0,M(1))} − Êq{Y (0,M(0))}

19 τ̂ q
IDE

(1)← Êq{Y (1,M(1))} − Êq{Y (0,M(1))}
20 τ̂ q

IDE
(0)← Êq{Y (1,M(0))} − Êq{Y (0,M(0))}

21 end
22 τ̂RD

TE
← median(τ̂ q

TE
)

23 τ̂RD

IIE
(1)← median(τ̂ q

IIE
(1)), τ̂RD

IIE
(0)← median(τ̂ q

IIE
(0))

24 τ̂RD

IDE
(1)← median(τ̂ q

IDE
(1)), τ̂RD

IDE
(0)← median(τ̂ q

IDE
(0))

25 Compute standard errors
26 Define 95% intervals by empirical quantiles
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4.3.4 A simulation-based Monte Carlo approach for estimation

With the standard FZIP modelling of the functional mediation framework described in
Chapter 2, we propose to estimate these interventional effects by a parametric Monte
Carlo algorithm (Vansteelandt and Daniel, 2017; Didden, 2025) based on the regression
model for L | (A,X), function-on-scalar regression for M(t) | (A,X), and FZIP model for
Y | (A,X, L,M). Algorithm 3 describes the implementation. Specifically, we use a para-
metric bootstrap to propagate uncertainty from the fitted models for the exposure-induced
mediator–outcome confounder, the functional mediator, and the zero-inflated count out-
come. In each of the outer bootstrap replicates, we draw a set of model parameters for
the L-regression, the function-on-scalar mediator model, and the ZIP outcome model from
their respective approximate sampling distributions. For every subject, we repeatedly take
random draws from the L-model and mediator model, and compute the model-based out-
come using the zero-inflated Poisson outcome model. Finally, we approximate the mean
counterfactual outcomes by averaging over the inner draws and over subjects. Across the
outer bootstrap replicates, we summarise these by their medians as point estimates and
by the empirical 2.5-th and 97.5-th percentiles as 95% confidence intervals.

4.3.5 Analytical solutions in marginal functional mediation anal-
ysis

Similar to Chapters 2 and 3, we assume that the functional mediator follows a function-
on-scalar model:

M(t) = α0(t) + αA(t)A+X⊤αX(t) + ε(t), t ∈ [0, 1]. (4.3.1)

As in Chapter 3, we assume a FMZIP model for the zero-inflated count outcome with L
included. Specifically,

logit{p(A,M,X)} = γ0 + γAA+X⊤γX + γLL+

∫ 1

0

γM(t)M(t)dt, (4.3.2)

log{ν(A,M,X)} = β0 + βAA+X⊤βX + βLL+

∫ 1

0

βM(t)M(t)dt. (4.3.3)

The following result gives closed-form expressions for the interventional direct and
indirect effects on the IRR scale.
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Theorem 4.2. Under Assumptions 4.1–4.3, suppose that the mediator model (4.3.1) and
the outcome model (4.3.3) are correctly specified. Then, for a ∈ {0, 1}, the interventional
direct and indirect effects on the IRR scale admit the form

τ IRR

IDE
(1− a) = exp(βA)

Λ1(x)

Λ0(x)
,

τ IRR

IIE
(a) = exp

{∫ 1

0

αA(t)βM(t)dt

}
,

where Λa(x) = E
{
exp(βLL) | A = a,X = x

}
,

4.4 Simulation studies

In this section, we validate and evaluate the performance of the proposed robustness meth-
ods for functional causal mediation analysis with zero-inflated count outcomes. To validate
the proposed approaches to sensitivity analysis in case of unmeasured baseline mediator–
outcome confounding, Section 4.4.1 adopts a data-generating mechanism that introduces
residual confounding conditional on measured baseline covariates and assesses whether the
methods recover corrected effects. Section 4.4.2 reports the performance of the proposed
methods in estimating interventional effects with the presence of an exposure-induced
mediator–outcome confounder.

4.4.1 Sensitivity analysis

Validating the Gaussian copula approach

In order to verify that the proposed Gaussian-copula approach to sensitivity analysis un-
der various degrees of assumed unmeasured baseline mediator–outcome confounding, we
conduct a simulation study where we assess if Algorithm 2 reliably recovers true causal
effects for different values of the sensitivity parameter ρ.

We adopt the data-generating mechanism in Section 2.4.1 for the functional mediator
and the zero-inflated count outcome, and augment it with a Gaussian-copula construction
to produce a pre-specified residual correlation between the mediator and the outcome,
controlled by ρ ∈ (−1, 1). Specifically, we first generate a large population of size N = 105

under the mediator model, obtaining potential mediator processes M(0) and M(1) on a
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dense grid over [0, 1]. For each treatment level a ∈ {0, 1}, we compute the AUC M̄(a) as
the scalar summary of the mediator. Let PM̄(a) denote the empirical distribution function

of the AUC, we set U1a = Φ−1
{
PM̄(a)(M̄(a))

}
and then U2a(ρ) = ρU1a +

√
1− ρ2Z

with Z ∼ N(0, 1). The outcome is then generated by applying the inverse ZIP CDF to
Φ{U2a(ρ)}. For ρ ∈ {−0.8, 0.4, 0, 0.4, 0.8} , we approximate E{Y (a,M(a′))} by Monte
Carlo integration and compute the corresponding causal effects, producing points from
the“truth curve” used to benchmark estimators from the sensitivity analysis.

For both the simple and complex functional mediators, we generate R = 1000 replica-
tion datasets of sample size n = 1000, and apply Algorithm 2 nested inside a parametric
bootstrap which draws 200 sets of mediator and outcome model parameters. Inside Algo-
rithm 2, we take Qs = 400 draws per person to average the ZIP outcome.

Table 4.1 indicates that, for both functional complexities of the mediator, across the
range of ρ values considered, the median Monte Carlo estimates for both the natural direct
and indirect effects remain close to their corresponding true values. Finite-sample biases are
small throughout, suggesting that the estimators track the target effects well throughout
this sensitivity grid. Overall, these results provide numerical validation that the proposed
Gaussian-copula sensitivity analysis procedures yield stable and accurate recovery of the
natural indirect and direct effects.
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ρ True value Estimated value BIAS(%)

τRD

NIE
(1), Simple Mediator

−0.8 1.96 2.03 3.76

−0.4 1.99 2.04 2.12

0.0 2.04 2.04 0.03

0.4 2.05 2.02 1.58

0.8 2.02 1.94 3.85

τRD

NDE
(0), Simple Mediator

−0.8 2.94 2.96 0.60

−0.4 3.08 3.06 0.60

0.0 3.27 3.20 2.02

0.4 3.56 3.42 3.81

0.8 4.15 3.91 5.76

τRD

NIE
(1), Complex Mediator

−0.8 2.05 2.17 5.81

−0.4 2.02 2.09 3.37

0.0 1.96 2.05 5.23

0.4 1.77 1.81 2.53

0.8 1.20 1.17 2.74

τRD

NDE
(0), Complex Mediator

−0.8 2.97 3.03 2.16

−0.4 3.10 3.11 0.31

0.0 3.29 3.23 1.80

0.4 3.54 3.40 4.11

0.8 4.00 3.74 6.39
* For each ρ, the estimated value is the median across
R = 1000 replication datasets.

* BIAS(%) = 100×|τ̂ − τ | / |τ |, where τ is the true value
and τ̂ is the reported estimate.

Table 4.1: True values, estimates, and percent ab-
solute biases for the risk-difference natural indirect
and direct effects under varying ρ.
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Assessing the bias formula

We now present results from a separate simulation study to assess the accuracy of the
bias expressions in Theorem 4.1. In this experiment, data are generated under a data-
generating mechanism that explicitly includes an unmeasured baseline confounder U for
the mediator–outcome relationship.

We retain the existing parameters used for data generation in the case of a simple
functional mediator, as in Section 3.4.1, but augment the mediator and outcome models
as follows. For each individual, we generate a baseline variable

Ui ∼ N(0, 1),

and the underlying mediator process is generated from

Mi(t) = α0(t) + αA(t)Ai + αX(t)Xi + η̃(t)Ui + εi(t),

where the coefficient function η̃(·) controls the strength and sign of the effect of U on the
mediator and is taken to be proportional to the treatment–mediator effect,

η̃(t) = cαA(t),

for a scalar c. Conditional on (Ai,Mi, Xi, Ui), the outcome Yi is generated from the FMZIP
model with the marginal mean exponentiated from

log{νi(Ai,Mi, Xi, Ui)} = β0 + βAAi +X⊤
i βX +

∫ 1

0

βM(t)Mi(t)dt+ ζUi,

so that Ui acts as a baseline mediator–outcome confounder with log-IRR effect ζ.

Note that under the above data-generating mechanism, we have

E{U | A,M,X} =
∫ 1

0

η(t)M c(t)dt,

for some function η(·) determined by η̃(·) and Σ(s, t). For each choice of c, we compute
the implied η(·) and decompose it as

η(t) = κηdir(t), ∥ηdir∥L2 = 1,

obtaining the sensitivity parameter κ which measures the strength of the U–mediator
association.
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In each simulated dataset, we generate noisy, sparse observations of the mediator pro-
cess as in Section 3.4.1, and fit two sets of mediator and outcome models: a correct set
that includes U in both the mediator and outcome models, and a naive set that omits
U and therefore suffers from bias induced by unmeasured mediator–outcome confounding.
We vary the confounding strength over a grid of values for (ζ, c) with ζ ∈ {0, 0.5, 1} and
c ∈ {−1,−0.15, 0, 0.15, 1}. For each (ζ, c) combination, we simulate 1000 datasets and
compute the mean difference between the naive log-IRR estimates and the correct ones.
The mean difference is then compared with the analytic bias calculated using Theorem 4.1.

Table 4.2 presents the results. Across all scenarios considered, the empirical mean of
the difference between the correct and naive log-IRR natural indirect effect estimates is
very close to the theoretical bias, and the empirical mean of the difference between the
correct and naive log-IRR natural direct effect estimates was of similar magnitude with
opposite sign, as implied by Theorem 4.1. These findings provide a numerical check on the
bias formulas and show that they accurately describe how unmeasured mediator–outcome
confounding biases the causal effects on the log-IRR scale.
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c κ Blog NIE B̂log NIE Blog NDE B̂log NDE B̂log NIE + B̂log NDE

ζ = 0

−1 -0.2 0 0.006 0 -0.005 0.001

−0.15 -0.1 0 0.000 0 0.000 0.000

0 0 0 0.000 0 0.000 0.000

0.15 0.1 0 0.001 0 -0.001 0.000

1 0.2 0 0.005 0 -0.006 -0.001

ζ = 0.5

−1 -0.2 -0.383 -0.357 0.383 0.366 0.009

−0.15 -0.1 -0.229 -0.213 0.229 0.209 -0.004

0 0 0 -0.005 0 -0.013 -0.018

0.15 0.1 0.229 0.210 -0.229 -0.220 -0.010

1 0.2 0.383 0.362 -0.383 -0.377 -0.015

ζ = 1

−1 -0.2 -0.766 -0.719 0.766 0.727 0.008

−0.15 -0.1 -0.458 -0.421 0.458 0.431 0.010

0 0 0 -0.036 0 -0.020 -0.056

0.15 0.1 0.458 0.434 -0.458 -0.447 -0.013

1 0.2 0.766 0.758 -0.766 -0.734 0.024
* Blog NIE and Blog NDE denote the theoretical biases for the log-IRR natural indirect
and direct effect estimators by Theorem 4.1 for a given pair (ζ, κ).

* B̂log NIE and B̂log NDE are the empirical mean biases from the Monte Carlo study,
based on the differences between the naive estimates and true effects.

* The final column reports the empirical mean of the sum B̂log NIE + B̂log NDE, which
should be close to zero.

Table 4.2: Comparison of theoretical and empirical biases for the log-IRR
natural indirect and direct effects under unmeasured mediator–outcome
confounding.
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4.4.2 Interventional effects

To assess the performance of Algorithm 3 in estimating the interventional effects, we con-
sider the time interval T = [0, 1] and evaluate two sample sizes, n = 100 and 1000. The
discrete observations of the underlying mediator process for each individual happen at

Ti
iid∼ Poisson(20) random time points within [0, 1]. Again, we explore two different forms

of the functional mediator as in Chapters 2 and 3, resulting in a total of four scenarios. For
each scenario, we generate R = 1000 replicated datasets. In implementing Algorithm 3,
we set Q = 200 and B = 100.

In each replication dataset, the binary treatment Ai is generated from a Bernoulli
distribution with a probability of 0.5. The baseline covariate Xi is drawn from N(1, 3).
The underlying mediator process follows (4.3.1). For scenarios with a simple functional
mediator, α0(t) = 0, αA(t) = 1.5 sin(0.5πt), αX(t) = 0.5, and αL(t) = 1. The error term
εi(t) is generated from a multivariate normal distribution with mean zero and covariance
Σ(s, t), where Σ(s, t) = exp(−3|s− t|). For scenarios with a complex functional mediator,
α0(t) = 0, αA(t) = sin(3πt) + 1, αX(t) = 0.5, and αL(t) = 1. The error term εi(t) is
generated from a multivariate normal distribution with mean zero and covariance Σ(s, t),
where Σ(s, t) = 2 exp(−3|s− t|). The error-contaminated sparse observations are obtained
by adding measurement error terms with mean zero and σ2

M = 0.1.

The endpoint zero-inflated count outcome Yi is generated as

P (Yi = yi|Mi, Ai,Xi) =

pi + (1− pi)e−θi , if yi = 0

(1− pi) e
−θiθ

yi
i

yi!
, if yi > 0

,

where pi and θi are generated using

logit(p) = γ0 + γAA+ γXX + γLL+

∫ 1

0

γM(t)M(t)dt,

log(θ) = δ0 + δAA+ δXX + δLL+

∫ 1

0

δM(t)M(t)dt.

For scenarios with a simple functional mediator, γ0 = −3, γM(t) = −4(t − 0.5)2 + 1,
γA = 0.5, γX = 0.5, γL = 0.15 and δ0 = 1, δM(t) = 0.5, δA = 1, δX = −0.1, δL = 0.12.
For scenarios with a complex functional mediator, γ0 = −3.5, γM(t) = 0.07 sin(3πt) + 1,
γA = 0.5, γX = 0.5, γL = 0.15 and δ0 = 1, δM(t) = 0.5, δA = 1, δX = −0.1, δL = 0.12.
The parameter values are chosen so that approximately 35% of the count outcomes in each
dataset are zero.

95



Table 4.3 summarises simulation results for estimating interventional total, indirect,
and direct effects. Across all scenarios, the proposed Monte Carlo procedure yields small
finite-sample bias for all the estimands, with absolute biases generally below about 4% and
no systematic distortion of the decomposition. The empirical standard errors (ESE) track
the average model-based standard errors (ASE) closely, indicating that the uncertainty
quantification is well calibrated in these settings. Empirical coverage probabilities (ECP)
are uniformly close to the nominal 95%, ranging from 92.2% to 94.6%, suggesting that the
resulting intervals achieve near-nominal performance.

As expected, reducing the sample size from n = 1000 to n = 100 substantially increases
variability for all estimands, with ASE and ESE increasing by roughly a factor of three,
whilst having a comparatively modest impact on bias. This pattern is consistent with
standard large-sample behaviour, where point estimation remains stable, but finite-sample
uncertainty grows when information is limited. Comparing mediator forms, scenarios with
a complex mediator exhibit slightly larger biases and, in several cases, somewhat lower
coverage than their simple counterparts, particularly for the interventional indirect effect,
which depends most directly on accurate recovery of the mediator distribution. Nonethe-
less, even under the complex mediator and small sample size, bias remains limited, and
coverage remains close to 95%, indicating that the proposed estimation procedure is rea-
sonably robust to increased functional complexity.

Overall, the results support solid performance of the interventional effect estimators
across the scenarios considered, with sample size primarily governing precision and medi-
ator complexity exerting a secondary influence on bias and coverage.
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Table 4.3: Comparison of performance under different sample sizes and mediator function
forms.

Estimand True Value BIAS (%) ASE ESE ECP (%)

Simple mediator, n = 1000

τRD

TE
6.32 1.93 0.468 0.516 93.1

τRD

IIE
(1) 2.51 2.96 0.383 0.437 92.6

τRD

IDE
(0) 3.81 1.25 0.439 0.496 93.6

Simple mediator, n = 100

τRD

TE
6.32 0.39 1.421 1.436 94.2

τRD

IIE
(1) 2.51 4.21 1.291 1.447 92.2

τRD

IDE
(0) 3.81 2.13 1.401 1.469 93.0

Complex mediator, n = 1000

τRD

TE
5.67 2.09 0.497 0.504 94.6

τRD

IIE
(1) 2.00 3.28 0.311 0.348 93.2

τRD

IDE
(0) 3.67 2.39 0.360 0.396 93.4

Complex mediator, n = 100

τRD

TE
5.67 0.72 1.328 1.489 92.4

τRD

IIE
(1) 2.00 2.73 1.103 1.134 93.6

τRD

IDE
(0) 3.67 0.38 1.201 1.319 92.6

4.5 Sex, central venous pressure, and rehospitalisa-

tions after CABG in MIMIC-IV

Chapter 2 uses the MIMIC-IV CABG cohort as a substantive case study to illustrate
our functional causal mediation framework. In the analysis, two linked questions are
addressed: first, the causal effect of sex on the number of hospital readmissions within
60 days of discharge from the index hospitalisation among patients who underwent CABG;
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Figure 4.3: Estimated always-CABG natural direct and indirect effects (solid lines) and
95% confidence intervals (dotted lines) corresponding to varying values of ρ in the sensi-
tivity analysis for unmeasured mediator–outcome confounding: τ̂ 11,ρ

NIE
(1) in the left panel

and τ̂ 11,ρ
NDE

(0) in the right panel.

and second, whether the postoperative CVP trajectory over the ICU stay mediates part of
this association.

Here, we implement the robustness methods proposed in this Chapter. Section 4.5.1
presents and discusses results from sensitivity analyses proposed, which assess the ro-
bustness of the estimated natural effects under various degrees of unmeasured baseline
mediator–outcome confounding. Confronted by high risk of exposure-induced mediator–
outcome confounding, estimated interventional effects are reported and discussed in Sec-
tion 4.5.2.

4.5.1 Sensitivity analyses under unmeasured baseline confound-
ing

Figures 4.3–4.5 report two sensitivity analyses for potential violations of the no unmea-
sured baseline mediator–outcome confounding assumption in the MIMIC-IV CABG study.
The Gaussian-copula approach in Section 4.2.1 creates residual correlation between the
mediator and the outcome through a latent correlation parameter ρ, capturing residual
dependence not explained by X. In Figure 4.3, both the natural direct and indirect effects
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Figure 4.4: Estimated natural direct effect (solid line) and 95% confidence intervals (dotted
lines) corresponding to varying values of ζ and κ from the bias-formula sensitivity analysis.

Figure 4.5: Estimated natural indirect effect (solid line) and 95% confidence intervals
(dotted lines) corresponding to varying values of ζ and κ from the bias-formula sensitivity
analysis.

tend to increase as ρ increases. The estimated natural indirect effect increases slightly as
ρ increases. Its 95% confidence interval includes zero for sufficiently negative values of ρ,
remains above zero over a broad intermediate range, and approaches zero again near the
upper end of the range. By contrast, the estimated natural direct effect remains positive
across the entire range of ρ, and its confidence interval stays above zero throughout. Its
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magnitude also increases gradually with ρ. These results indicate that the conclusion of a
positive natural direct effect is relatively robust to unmeasured baseline mediator–outcome
confounding, whereas the evidence for a non-zero natural indirect effect depends on the
direction and magnitude of such confounding.

We also conduct a model-based sensitivity analysis using the bias-formula approach
in Section 4.2.2, which posits an explicit baseline confounder U entering the log mean
model and is linked to residual mediator variation. Figures 4.4 and 4.5 display sensitivity-
adjusted estimates over a grid of ζ ∈ {0, 0.25, 0.5, 1} and κ ∈ {−1,−0.5, 0, 0.5, 1}, taking
ηdir(t) = αA(t)/∥αA∥L2 . As expected, when ζ = 0 the curves are flat and reproduce
the primary estimates. For ζ > 0, the estimated natural direct effect increases with κ,
while the estimated natural indirect effect decreases with κ. This behaviour accords with
Theorem 4.1 in that unmeasured baseline mediator–outcome confounding induces biases
of equal magnitude and opposite signs. Under moderate values of (ζ, κ), both effects
remain away from the null, whilst only relatively strong unmeasured confounding results
in attenuation towards the null.

The two analyses explore different notions of departure from mediator–outcome ignora-
bility. The copula-based analysis is distributional and rank-based. It couples the mediator
and outcome through a latent correlation parameter and, in this application, shifts both
estimated components in the same direction as ρ varies. The bias-formula analysis is struc-
tural and model-based, introducing an explicit confounder and, by construction, inducing
a trade-off between the direct and indirect components. Both sensitivity analyses deliver
a consistent qualitative message for the MIMIC-IV analysis: the conclusion of a positive
natural direct effect is robust across a broad range of sensitivity scenarios, whereas con-
clusions about the natural indirect effect depend more strongly on the assumed direction
and magnitude of unmeasured baseline mediator–outcome confounding.

4.5.2 Interventional effects under exposure-induced confounding

Figure 4.6 illustrates the complication that is suppressed when one invokes cross-world
independence for natural effects: post-treatment variables L that are influenced by sex and
that in turn affect both postoperative CVP and rehospitalisation. In the terminology of
VanderWeele (2015), such L constitute exposure-induced mediator–outcome confounding.
When L exists, the natural direct and indirect effects are generally not identified from
observed data without additional structure or alternative estimands.

In Chapter 2, the primary analysis assumes a working causal model in which all com-
ponents of X are not affected by sex, and there are no unmeasured exposure-induced
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Sex Time-varying CVP Rehospitalisations

Baseline Covariates X Post-treatment Confounders L

Figure 4.6: The causal diagram conditioning on CABG with potential post-treatment
confounders.

confounders of the mediator–outcome relation. Effectively, we assumed that L does not
exist or is irrelevant for estimating natural effects involving post-surgical CVP processes in
MIMIC-IV. This is a strong assumption in the CABG setting, where long-term comorbidi-
ties, perioperative management, and early postoperative complications may plausibly differ
by sex and may affect both CVP and rehospitalisation. While the proposed sensitivity anal-
ysis approaches can be used to assess robustness to unmeasured baseline mediator–outcome
confounding, it does not, by itself, repair non-identification arising from exposure-induced
mediator–outcome confounding.

Therefore, in Section 4.5.2, we revisit the adjustment strategy in Chapter 2, examine
candidate post-treatment variables that could plausibly play the role of L, report estimated
interventional effects in the presence of exposure-induced mediator–outcome confounding,
and compare causal conclusions under different estimands.

Before presenting interventional mediation results, we briefly motivate the inclusion
of an exposure-induced mediator–outcome confounder in the MIMIC-IV CABG analysis.
In this setting, where sex is a fixed characteristic of patients, several clinically meaningful
post-treatment quantities, including comorbidity burden and severity scores derived during
the ICU stay, may plausibly be influenced by sex over the course of life and may also affect
both postoperative CVP and subsequent rehospitalisation. Such variables can therefore
act as exposure-induced mediator–outcome confounders, violating the cross-world indepen-
dence assumption required for identifying natural direct and indirect effects and rendering
standard natural-effect decompositions difficult to justify.

To assess such a possibility empirically and to identify candidates for adjustment to esti-
mate interventional effects, we conduct a structured screening of post-treatment variables
extracted from MIMIC-IV, examining sex differences conditional on baseline covariates,
their contribution to explaining CVP processes, and their contribution to explaining re-
hospitalisation counts. Details are reported in Appendix I. This screening indicates that
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the Charlson Comorbidity Index (CCI) captures substantial sex-associated variation and
materially contributes to both the mediator and outcome models. We therefore treat CCI
as the L in Figure 4.2.

Table 4.4 summarises the total effect, interventional indirect effect, and interventional
direct effect of sex on 60-day rehospitalisation counts after CABG, with the postoperative
CVP process treated as a functional mediator. We estimate these effects using Algorithm 3,
setting Q = 1000 and B = 200. On the risk-difference scale, the estimated total effect is
0.156 (95% CI: 0.1165, 0.1990), indicating that females are expected to experience, on av-
erage, about 0.156 more rehospitalisations within 60 days than males in this CABG cohort.
Decomposing this contrast using interventional effects suggests that most of the dispar-
ity operates through pathways not captured by shifting the distribution of postoperative
CVP. The estimated interventional direct effect is 0.149 (95% CI: 0.1097, 0.1907), whilst
the interventional indirect effect through CVP is comparatively small but positive, 0.007
(95% CI: 0.0004, 0.0135). Thus, on the RD scale, the CVP-mediated component accounts
for only a modest amount of the difference in expected rehospitalisation counts.

The corresponding multiplicative decomposition on the IRR scale conveys the same
message. The estimated total effect is 2.016 (95% CI: 1.7404, 2.3391), implying that
the expected 60-day rehospitalisation rate is approximately doubled for females relative
to males. The interventional direct effect remains large, 1.968 (95% CI: 1.6944, 2.2796),
whereas the interventional indirect effect through postoperative CVP is close to the null
but still positive, 1.025 (95% CI: 1.0007, 1.0461). In summary, these results indicate a clear
and clinically meaningful causal sex disparity in short-term rehospitalisation after CABG,
whilst suggesting that postoperative CVP explains only a small portion of this disparity
when mediation is formalised through interventional analogues that remain valid under
exposure-induced mediator–outcome confounding.
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Table 4.4: Estimated total, interventional direct, and interventional indirect effects of sex
on 60-day number of hospital readmissions after CABG.

RD scale

Estimand Point estimate SE 95% CI

τRD

TE
0.156 0.021 (0.1165, 0.1990)

τRD

IIE
(1) 0.007 0.003 (0.0004, 0.0135)

τRD

IDE
(0) 0.149 0.021 (0.1097, 0.1907)

IRR scale

Estimand Point estimate SE 95% CI

τ IRR

TE
2.016 0.150 (1.7404, 2.3391)

τ IRR

IIE
(1) 1.025 0.012 (1.0007, 1.0461)

τ IRR

IDE
(0) 1.968 0.148 (1.6944, 2.2796)

4.6 Discussion

This chapter develops robustness methods for functional mediation analyses with zero-
inflated count outcomes. Building on the natural-effect framework in Chapters 2 and
3, we address two practical fragilities that often arise in applications: unmeasured base-
line mediator–outcome confounding, and exposure-induced mediator–outcome confound-
ing. The combined aim is to make the identifying assumptions behind natural effects
explicit, to quantify how conclusions may alter when those conditions are not met, and to
provide an alternative when cross-world independence is difficult to defend.

For the former, we present two approaches to sensitivity analysis. The Gaussian-copula
approach extends existing rank-based constructions to the setting of a functional mediator
and a zero-inflated count outcome, providing a flexible sensitivity analysis controlled by
a single latent correlation parameter. The bias-formula approach exploits the analytic
structure of the marginal mediation framework to yield a closed-form relationship between
naive and confounding-adjusted effects, thereby offering a transparent, low-dimensional
quantification of the biases in natural direct and indirect effect estimators.
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Beyond baseline confounding, this chapter also addresses the vulnerable identification
of natural effects towards exposure-induced mediator–outcome confounding. Interventional
effects replace the cross-world potential mediator with a stochastic intervention that draws
mediator trajectories from their counterfactual distribution under a reference exposure
level. This reframing avoids the cross-world independence assumption and yields estimands
that remain meaningful.

Several limitations should be kept in mind when interpreting these robustness analy-
ses. First, the copula procedure summarises the mediator trajectory via the AUC, which
inevitably discards time-local information. For example, alternative summaries may be
more appropriate when the relationship is concentrated in specific sub-intervals. Second,
the sensitivity analyses and interventional estimators inherit modelling assumptions from
the mediator and outcome models, and the mediator reconstruction relies on assumptions
about the observation process for sparse functional data. If measurement times are infor-
mative, additional bias can arise that is not addressed. Finally, the interventional analysis
requires that the chosen post-treatment adjustment set captures the relevant mediator–
outcome confounding in the post-treatment period. The presented screening procedures
can guide this choice, but they cannot guarantee that all such confounders have been
measured.

These considerations point to several extensions. On the sensitivity-analysis side, it
would be valuable to move beyond scalar summaries and develop copula constructions
that operate on low-dimensional functional representations, such as FPC scores, or that
directly couple functional and count outcomes. On the interventional-effect side, incor-
porating more flexible nuisance models and semiparametric estimators could improve ro-
bustness to model misspecification, particularly when the post-treatment confounder is
high-dimensional. Finally, from a data perspective, jointly modelling the mediator pro-
cess and its observation process would allow the proposed methods to address informative
measurement times alongside mediator–outcome confounding.

In practice, the choice between natural and interventional effects should be guided by
the plausibility of exposure-induced mediator–outcome confounding and by the scientific
question. When a natural-effect decomposition is defensible, sensitivity analyses for base-
line unmeasured mediator–outcome confounding provide a transparent way to quantify how
strong residual confounding would need to be to alter causal conclusions. When exposure-
induced confounding is difficult to rule out, as is often the case when the exposure variable
is sex or other fixed characteristics, interventional effects provide an alternative decom-
position. The analyses in this chapter illustrate how these tools can be used together to
support cautious interpretation of functional mediation findings in the presence of excess
zeros.
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Chapter 5

Discussion and future work

This chapter concludes the thesis by reviewing the problems and methods developed in
Chapters 2–4, and by outlining several promising directions for future investigation.

5.1 Summary of the thesis

In Chapter 2, we introduce a functional causal mediation framework for a baseline exposure,
a time-varying mediator process, and an endpoint zero-inflated count outcome. Within the
potential outcomes framework, we define total, natural direct, and natural indirect effects
and clarify the assumptions required to identify these effects. We also address the fact
that, in the motivating MIMIC-IV application, the mediator and outcome are only de-
fined for patients who undergo coronary artery bypass grafting, and formulate the causal
estimands within an appropriate principal stratum. From a modelling perspective, we
combine a function-on-scalar model for the mediator with a zero-inflated count model for
the outcome, and develop a simulation-based implementation of the mediation formula to
obtain point and interval estimates of causal effects. Simulation studies are used to assess
finite-sample performance under representative data-generating mechanisms, demonstrat-
ing that the proposed procedure can recover pathway-specific effects in settings where both
temporal structure and excess zeros are present. We illustrate the framework in an appli-
cation to a cohort of patients in MIMIC-IV, where the scientific goal is to understand how
patient sex operates through time-varying central venous pressure to influence subsequent
rehospitalisation counts.

In Chapter 3, we develop a marginal functional mediation framework based on a func-
tional marginalised zero-inflated Poisson model. By modelling the marginal mean of the
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zero-inflated outcome directly, the proposed formulation yields closed-form expressions for
natural direct and indirect effects on both incidence-rate-ratio and risk-difference scales.
These analytic expressions enable fast computation and support model-based inference via
delta-method standard errors, while bootstrap procedures provide complementary uncer-
tainty quantification on both scales. A comprehensive simulation study, spanning multiple
sample sizes and mediator shapes, demonstrates negligible bias in moderate to large sam-
ples and close agreement among empirical, delta-method, and bootstrap variability once
the sample size is sufficiently large. We then apply the proposed method to the Wisconsin
Smokers’ Health Study 2, taking varenicline versus nicotine patch as the treatment, the
craving trajectory during the first two weeks post-quit as the mediator, and subsequent
cigarette use as a zero-inflated endpoint.

In Chapter 4, we revisit causal interpretation and robustness when the identifying
assumptions underpinning natural effects are difficult to defend in practice. In partic-
ular, we address concerns that arise when baseline mediator–outcome confounding may
be incompletely measured and when exposure-induced mediator–outcome confounding is
plausible, circumstances that are especially salient when the exposure is not readily ma-
nipulable. We develop sensitivity analyses aimed at quantifying the impact of residual
baseline confounding for natural effects. To mitigate reliance on cross-world counterfac-
tual assumptions and to provide an alternative decomposition of the total effect in the
presence of post-treatment confounding, we formulate interventional estimands that target
contrasts induced by shifting the mediator distribution. These robustness-focused tools
are illustrated using the MIMIC-IV CABG application, providing a practical demonstra-
tion of how sensitivity analysis and interventional estimands can complement conventional
natural-effect analysis in functional mediation problems with excess-zero count outcomes.

Taken together, Chapters 2–4 develop a set of causal estimands, identifying assump-
tions, estimation procedures, and inferential tools for mediation analyses involving time-
varying mediators and zero-inflated count outcomes, whilst emphasising robustness con-
siderations to support credible conclusions in realistic observational applications.

5.2 Future work

The framework developed by this thesis opens several promising research directions that
can further extend and enrich causal mediation analysis, especially in challenging settings
like functional data. We outline three key avenues below, discussing both general devel-
opments and how they might be adapted to mediators that are time-varying or function-
valued.
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5.2.1 Proximal causal inference for mediation

One important direction is proximal causal inference for mediation analysis, which aims
to identify mediated effects even when some confounders are unobserved by leveraging ob-
served proxy variables. Recent work by Dukes et al. (2023) established proximal mediation
analysis and showed that, under suitable conditions, natural direct and indirect effects can
be identified using proxies in place of unmeasured confounders. Let X denote measured
covariates, and let Z andW be proxy variables informative about latent mediator–outcome
confounding. Identification is based on solving confounding bridge equations in observed
variables, for example

E
(
Y | Z,A = 1,M,X

)
= E

{
h1(W,M,X) | Z,A = 1,M,X

}
,

E
{
h1(W,M,X) | Z,A = 0, X

}
= E

{
h0(W,X) | Z,A = 0, X

}
.

Under completeness-type conditions, these bridge functions identify

ψ = E
{
Y
(
1,M(0)

)}
= E

{
h0(W,X)

}
.

Thus, proximal mediation replaces a strict no-unmeasured-confounding requirement with
proxy-based bridge conditions plus completeness assumptions.

Adapting proximal mediation methods to functional mediators poses new challenges.
In functional data settings, both the mediator and potentially some confounders may be
sparsely or irregularly observed over time. A key question is what kind of proxy infor-
mation is sufficient to recover the latent confounding structure when the mediator M(t)
is a continuous-time process. One practical strategy would be to represent the functional
mediator in a reduced-dimensional form, such as a basis expansion or functional princi-
pal component expansion, and then formulate proximal identification conditions on that
representation. By working with a basis representation, one could attempt to find bridge
functions in terms of the basis coefficients and proxy variables. This approach would allow
leveraging proxy confounders for each mode of variation in the mediator curves. However,
open questions remain about the validity and robustness of such an approach. For in-
stance, truncating the functional expansion to a certain number of components introduces
approximation error, where one must carefully assess how such truncation affects the iden-
tification of mediation effects and whether any bias is introduced in inference. Moreover,
if the mediator is only observed at irregular discrete time points, the design of bridge func-
tions must account for the resulting measurement error or sparsity. Developing a rigorous
proximal framework for functional mediators may require theory to ensure that, say, an
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indirect effect through a curve can be recovered from proxies of latent factors influenc-
ing that curve. Despite these challenges, establishing proximal mediation in a functional
data context would substantially broaden the applicability of causal mediation analysis.
It would enable analysts to handle scenarios where the mediator is high-dimensional, and
confounding cannot be fully observed, by trading off stronger modelling assumptions on
proxies for the benefit of unconfoundedness.

5.2.2 Instrumental mediation methods

Another strategy to handle unmeasured confounding in mediation is to use instrumental
variables (IVs). IV methods relax the usual conditional independence assumptions by in-
troducing external randomness carried by instruments that influence the mediator and/or
exposure but are assumed unrelated to the hidden confounders. In the context of medi-
ation, approaches have been developed using two instruments: one for the treatment A
and a separate one for the mediator M . Frölich and Huber (2017) showed that with two
valid IVs, one can identify a form of mediated effect even when unmeasured confounding
between A and M exists. In particular, under standard IV conditions, such as instrument
exogeneity and monotonicity of compliance, the natural direct and natural indirect effects
along the causal chain A → M → Y can be disentangled for the subpopulation of com-
pliers who respond to both instruments. This yields a decomposition of the local average
treatment effect (LATE) into a direct effect and an indirect effect among individuals who
comply with the encouragements. However, this “two-IV” approach comes with important
caveats, which are that the effects identified pertain only to a restricted subpopulation,
the double compliers, and rely on strong structural assumptions, such as no instrument
affecting outcome except through the designated variable, and no interactions, for a causal
interpretation. These assumptions can be hard to justify in practice, especially if un-
measured mediator–outcome confounding is a central concern and if instrument response
behaviours are complex.

Recognising these limitations, recent research has proposed alternative IV-based es-
timands that avoid reliance on cross-world counterfactuals inherent in natural effects.
Rudolph et al. (2024) introduced the two-instrument interventional effects, specifically
defining double-complier interventional direct and indirect effects. Instead of attempting
to identify the natural effects, these estimands focus on interventions that mimic the IV
manipulations. For example, a two-instrument interventional indirect effect might compare
outcomes when the mediator is allowed to change in response to its own instrument versus
when the mediator is intervened upon to break the link, among those encouraged by the
instruments. Crucially, these effects are defined within a single world, making them more
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robust to untestable cross-world assumptions. Under certain conditions, Rudolph et al.
(2024) proved that these interventional mediation effects are nonparametrically identifi-
able.

Extending IV-based mediation methods to functional mediators raises additional con-
siderations. Instruments in practice often shift a process in specific ways. For instance,
an encouragement design might result in early changes in a longitudinal mediator with-
out affecting its later trajectory. In such cases, an instrument might identify only certain
aspects of the effect of a functional mediator on the outcome. Therefore, a critical open
question concerns the interpretations of the causal mediation effects when the instrument-
induced change in the mediator is localised in time or space. For example, if ZM is an
instrument that changes the mediator M(t) upward only during a particular time window,
then the estimated indirect effect will pertain to that localised change in M(t). This sug-
gests that with functional mediators, IV estimands might inherently be window-specific
or tied to particular features of the mediator path that the instrument influences. Fu-
ture work should formalise this notion by characterising which dimensions or features of
the functional mediator are actually manipulated by a given instrument and ensure that
the mediator’s response to the instrument is well understood. Moreover, the usual IV
assumptions, such as exclusion restriction and monotonicity, might need to be refined in
the functional context. For instance, an exclusion restriction would imply the instrument
has no direct effect on Y outside of its effect on the entire mediator function M(t), which
is a strong claim if M(t) is a function. Developing functional IV mediation models could
involve techniques like instrument-based functional principal component analysis, where
one examines how the instrument shifts the FPC scores of the mediator. Ultimately, the
goal is to understand mediation in settings where instruments change not a single mediator
value, but an entire trajectory.

5.2.3 Novel estimands for functional mediation

Even if standard mediation effects, such as natural effects, can be identified, they may
not fully capture the complexity of mediation with functional data. Conventional natural
effects summarise mediation as a single number, which can be too coarse when the me-
diator is high-dimensional or evolving over time. We foresee several novel types of causal
estimands that could be more informative in such scenarios.

In many scientific contexts, mediation may vary over time. For instance, an early
change in the mediator might carry the treatment’s effect, whereas later fluctuations have
no impact, or vice versa. A promising direction is to define localised, time-specific indirect
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effects. An illustration can be found in recent advances in mediation in the context of
survival analysis. Aalen et al. (2020) developed a decomposition of direct and indirect
effects that evolve over time by using additive hazards models. In their approach, one
separates the treatment into components that influence the mediator versus the outcome,
enabling the estimation of how mediation operates at each moment in the study timeline.
Analogously, for functional mediators under general outcomes, one could define an indirect
effect up to time t, or within a specific time window [t1, t2]. Such an estimand would
answer questions like: “How much of the treatment’s effect on Y is mediated through
M(t) during the first t time units?” or “within the critical window from t1 to t2?” Defining
these quantities requires careful formulation of counterfactuals and likely new identification
results. Nonetheless, they would provide invaluable insight when mediation is believed to
occur only during particular phases of the mediator process.

Rather than considering the entire functional mediator, one may be interested in causal
effects mediated through specific features of that function. For example, in an experiment
where M(t) is a physiological response curve, scientists might hypothesise that the peak
value of M(t) or the time-to-peak is the primary driver of the outcome, rather than other
aspects of the curve. In such cases, it could be more interpretable to define mediation
effects with respect to those features. For example, the indirect effect of A on Y oper-
ating through the maximum level of the mediator function reached, or through the area
under the mediator function curve over a certain period. By formalising the mediator as
M(t) 7→ F (M) where F (·) extracts a feature, one essentially reduces the problem to a
scalar mediator mediation analysis on F (M). This can simplify analysis and interpreta-
tion, and it aligns with subject-matter understanding by focusing on a clinically relevant
aspect of the mediator. The challenge, however, is that by concentrating on a few features,
we risk missing important variation. If other features of the mediator process also carry
part of the effect, summarising everything into one feature could understate the true me-
diated effect. Moreover, if the chosen feature is itself affected by time-varying confounders
or mediates only under certain conditions, interpretation of the feature-specific indirect
effect can be tricky. A robust approach might be to treat feature selection as part of the
causal question, by explicitly asking “what if we intervene on this feature of M(t)?”, and
possibly conduct sensitivity analyses to see how conclusions change if the feature is defined
differently or if other features of the mediator function are also considered.

Many applications involve multiple mediators or complex mediator-outcome feedback
mechanisms, especially with longitudinal data. In these cases, one might seek path-specific
effects, which isolate the causal effect transmitted through a particular pathway in a
causal graph. For example, if the treatment A influences two correlated mediator pro-
cesses M1(t) and M2(t), one could ask how much of the effect on Y is specifically through
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the A → M1 → Y path versus the A → M2 → Y path. Graphical criteria developed
by Avin et al. (2005) give conditions under which such path-specific effects are identifi-
able. Extending these ideas to functional mediators is challenging but rewarding. One
may need to consider separable effects, where the treatment is conceptualised as having
multiple components, each affecting different mediators or different temporal parts of a
mediator. By designing hypothetical interventions that affect one pathway at a time, one
can define effects for, say, the early versus late mediator pathways within a unified causal
framework. Implementing this requires rich methodological development. For example,
one could combine proximal or IV strategies with path-specific analysis to handle unmea-
sured confounding in a multi-mediator setting. If successful, this line of work would allow
researchers to formally distinguish complex mechanisms and could lead to more targeted
interventions. While existing identification results for path-specific effects provide a start-
ing point, new extensions will be needed to accommodate continuous-time mediators and
the potential for time-varying confounding and mediator–mediator interactions along the
paths.
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Appendix A

Additional simulation studies for
densely observed functional mediator

We conduct an additional simulation study to investigate the performance of the proposed
methods with a densely observed functional mediator without measurement errors, and
to compare with the existing R package funmediation, which also performs functional
causal mediation analysis for an end-point outcome (Coffman et al., 2023). Again, we note
that when the functional mediator is densely observed, alternative estimation strategies
with improved efficiency are available in the functional data analysis literature and may
be considered. This additional simulation study serves the purpose of demonstrating the
versatility of our proposed methods, which can be applied to both sparsely and densely
observed functional mediators.

Similar to the main paper, we consider the time interval T = [0, 1] and evaluate two
sample sizes, n = 100 and n = 1000. We generate T = 100 equally spaced discrete
observations for all individuals without measurement errors as the dense realisations of the
underlying mediator process. We explore only the simple mediator process M(t), resulting
in a total of two scenarios. For each scenario, we generate R = 1000 replicated datasets
corresponding to the specified sample size (n = 100 or n = 1000).

Figure A.1 presents the percent absolute bias of the effect estimates across R = 1000
replications, comparing the proposed method with funmediation. In this comparison,
funmediation is applied under the simplifying assumption that the outcome is continuous,
thereby ignoring its zero-inflated count nature. The estimands under consideration are τ

TE
,

τ
NIE

(1), and τ
NDE

(0). The results indicate that while funmediation yields comparable
performance to the proposed method in estimating the total effect, it fails to provide
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Figure A.1: A comparison of percent absolute bias in R = 1000 simulation replications
between the proposed method and funmediation under a simple functional mediator.

reliable estimates for the natural direct and indirect effects. In contrast, the proposed
method is more appropriate for settings involving functional mediators and zero-inflated
count outcomes, as it accounts for nonlinear relationships among treatment, mediator,
and outcome, and enables accurate decomposition of effects under different treatment
conditions.
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Appendix B

Additional details of the MIMIC-IV
study data

As Table B.1 displays, demographics, hospital admission and ICU stay records, comorbidi-
ties, vital signs, laboratory test results, and ICU electronic charts were collected during
the data processing stage. Demographic data include gender, age at admission, race, and
date of death, where date of death is used for cohort selection alone. Records of hospital
admission and ICU stay include times of admission and discharge. Comorbidities used to
calculate the Charlson Comorbidity Index (CCI) score were obtained, including myocar-
dial infarction (MI), congestive heart failure (CHF), peripheral vascular disease (PVD),
cerebrovascular disease, chronic obstructive pulmonary disease (COPD), diabetes, liver
diseases, renal failure and others (Charlson et al., 1987). During the ICU stay, informa-
tion from postoperative vital signs, laboratory results and electronic charts includes heart
rate, various blood pressure measurements, body temperature, albumin, white blood cells
(WBC), neutrophils, blood urea nitrogen (BUN), and so on. These measurements are
summarised into scores, including the Logistic Organ Dysfunction System (LODS) score,
the Oxford Acute Severity of Illness Score (OASIS), Simplified Acute Physiology Score
II (SAPS II), Systemic Inflammatory Response Syndrome (SIRS) criteria, and Glasgow
Coma Scale (GCS) (Fan and Ma, 2024).
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Table B.1: Summary of baseline covariates in the study data: the mean and standard
deviation are reported for continuous and discrete variables, frequency and percentage are
provided for categorical variables; p-values of each variable are from a univariate logistic
regression on gender, a univariate linear regression on mean CVP level, and a univariate
ZIP model on 60-day rehospitalisation counts.

Variable Summary (n = 4962)

Age (years) 68.20± 10.20

Ethnicity, n(%)
Black 183 (3.7)
Others 4778 (96.3)

Comorbidities, n(%)
Myocardial infarction 1880 (37.9)
Congestive heart failure 1175 (23.7)
Peripheral vascular disease 638 (12.9)
Cerebrovascular disease 503 (10.1)
Dementia 25 (0.50)
Chronic pulmonary disease 940 (18.9)
Rheumatic disease 145 (2.9)
Peptic ulcer disease 37 (0.75)

Liver disease 7 (0.14)
Diabetes 156 (3.1)
Paraplegia 38 (0.77)
Renal disease 877 (17.7)
Malignant cancer 137 (2.8)
Metastatic solid tumor 12 (0.24)
AIDS/HIV 5 (0.10)

Scores, mean ± standard deviation
CCI 4.38± 2.23
LODS 4.78± 2.44
OASIS 33.27± 6.84
SAPSII 39.01± 11.41
SIRS 2.77± 0.82
GCS 13.18± 3.75

Note: CCI = Charlson Comorbidity Index; LODS = Logistic Organ
Dysfunction System; OASIS = Oxford Acute Severity of Illness Score;
SAPSII = Simplified Acute Physiology Score II; SIRS = Systemic In-
flammatory Response Syndrome; GCS = Glasgow Coma Scale.
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Appendix C

Additional details for principal
stratification in the MIMIC-IV
CABG study

C.1 Principal score model

Among the 180,733 hospitalised patients in the MIMIC-IV database, we defined S = 1
for patients who entered the observed postoperative CABG cohort and S = 0 otherwise.
Under this definition, 5,012 patients had S = 1. The principal score model was fitted
on the hospitalised sample. Separately, among the 5,012 patients with S = 1, 51 had no
CVP measurements and were excluded as a complete-case restriction for the final weighted
mediation analysis, leaving 4,961 patients.

Ding and Lu (2017) recommends specifying the principal score model flexibly and as-
sessing its adequacy through covariate balance diagnostics. Following this guidance, to
estimate pa(X) = P (S = 1 | A = a,X), we fit a logistic regression model for S given
gender, race, and age, with age modelled using a natural cubic spline with df = 5 and
allowing the full interaction among gender, race, and the spline basis for age. Writing A
for the female gender indicator, R for the Black race indicator, and B1(Age), . . . , B5(Age)

127



for the natural cubic spline basis functions, we posit

logitP (S = 1 | A,R,Age) = δ0 + δAA+ δRR +
5∑

j=1

δjBj(Age)

+ δARA×R +
5∑

j=1

δAjA×Bj(Age) +
5∑

j=1

δRjR×Bj(Age)

+
5∑

j=1

δARjA×R×Bj(Age)

C.2 Principal score weights

Under monotonicity, the principal scores satisfy

e11(X) = p1(X), e10(X) = p0(X)− p1(X), e00(X) = 1− p0(X),

where pa(X) = P (S = 1 | A = a,X) for a ∈ {0, 1}. Therefore, among patients with S = 1,
the probability of belonging to the always-CABG stratum is

wi = P (U = 11 | Ai, Si = 1,Xi) =

1, if Ai = 1,

p̂1(Xi)/p̂0(Xi), if Ai = 0.

Thus, female patients in the observed postoperative CABG cohort contribute fully to the
always-CABG stratum, whereas male patients are weighted by their estimated probability
of belonging to that stratum.

These probabilities are first estimated at the subject level. The mediator and outcome
models are fitted using the principal score weights, and the Monte Carlo simulation uses
the weights when averaging the imputed potential outcomes.

According to Ding and Lu (2017), the adequacy of the principal score model and thus
the resulting weights can be evaluated using covariate balance diagnostics and summaries
of the weights, as described in Section C.3.

C.3 Diagnosing principal score weights

We assess the adequacy of the fitted principal score model and the resulting principal score
weights using covariate balance diagnostics and empirical summaries. Following Ding and
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Table C.1: Absolute standardised mean differences (ASMDs) for the covariates in the
principal score model and their functions before and after principal score weighting.

Covariate Unweighted ASMD Weighted ASMD

Black 0.214 0.103
Age 0.259 0.121
Age2 0.265 0.129
Age spline basis 1 0.206 0.091
Age spline basis 2 0.090 0.028
Age spline basis 3 0.264 0.120
Age spline basis 4 0.033 0.041
Age spline basis 5 0.202 0.119

Figure C.1: Absolute standardised mean differences before and after principal score weight-
ing.

Lu (2017), the primary diagnostic criterion is whether weighting improves balance in the
baseline covariates in the principal score model and their functions.
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Table C.2: Summary of principal score weights by gender. Under monotonicity, all female
patients with S = 1 receive weight 1, whereas male patients receive weights p̂1(Xi)/p̂0(Xi).

Gender n Mean SD Min 1% 5% 25% Median 75% 95% 99% Max

Male 3846 0.305 0.073 0.132 0.229 0.233 0.241 0.301 0.354 0.372 0.631 0.767
Female 1115 1.000 0.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000

Because the target of the weighting analysis is the always-CABG stratum, balance is
evaluated by comparing female patients in the postoperative CABG cohort, who necessarily
belong to the always-CABG stratum under monotonicity, with male patients before and
after weighting by their probabilities of belonging to that stratum. For race, age and
flexible functions of age, we compute the absolute standardised mean difference (ASMD)
before and after weighting. Smaller ASMDs indicate that the weighted male patients
more closely resemble the female with respect to the baseline covariates. Table C.1 and
Figure C.1 show that principal score weighting substantially improves covariate balance.
Before weighting, the largest ASMDs are around 0.26 for age, age2, and one spline basis
term, with the Black race indicator also showing considerable imbalance. After weighting,
ASMDs are generally reduced, with the largest weighted ASMD equal to 0.129 and several
falling close to or below 0.10. Thus, weighting effectively reduces differences between male
and female patients in the postoperative CABG cohort with respect to the covariates in
the principal score model and their functions.

In addition to covariate balance, we inspect the distribution of the subject-level weights.
Under monotonicity, all female patients in the mediation analysis dataset receive weight
1, whereas male patients receive weights p̂1(Xi)/p̂0(Xi). We therefore summarise the esti-
mated weights within each gender group and visualise their distribution. These summaries
help identify extreme or highly variable weights. Table C.2 summarises the estimated
weights by gender, and Figure C.2 displays their empirical distribution. As expected un-
der monotonicity, all female patients receive weight 1. Among male patients, the weights
are less than 1, with mean 0.305, median 0.301, and interquartile range (0.241, 0.354).
The histogram shows that most male weights lie between approximately 0.20 and 0.40,
with only a small number of larger weights in the right tail. The maximum male weight is
0.767, indicating that the weighted analysis is not driven by extreme weights and appears
numerically stable.
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Figure C.2: Distribution of principal score weights.

C.4 Sensitivity analysis for monotonicity

Monotonicity requires that Si(0) ≥ Si(1) for all i, ruling out the existence of female “switch-
ers” who would enter the postoperative CABG cohort if female but not if male. Under
monotonicity, the observed female CABG cohort consists entirely of always-CABG pa-
tients, and the observed male CABG cohort is a mixture of always-CABG patients (U = 11)
and male switchers (U = 10). This assumption cannot be refuted by the observed data
when p̂0 > p̂1, which is the case of our study. Below we describe and implement a sensitivity
analysis for departures from this assumption.

Ding and Lu (2017) proposes a sensitivity analysis for monotonicity by introducing a
sensitivity parameter

ξ =
P (U = 01 | X)

P (U = 10 | X)
,

which is the ratio of the probability of female “switchers” (U = 01) to that of male
“switchers” (U = 10), conditional on covariates. When ξ = 0, monotonicity holds and
we have no female “switchers”. When ξ > 0, all four principal strata are present, and in
particular the female CABG cohort is no longer pure U = 11 but becomes a mixture of
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Figure C.3: Estimated natural direct and indirect effects and 95% confidence intervals
under different values of ξ.

U = 11 and U = 01. For a fixed value of ξ, the principal scores are identified as

e10(X) =
p0(X)− p1(X)

1− ξ
, e01(X) =

ξ{p0(X)− p1(X)}
1− ξ

,

e11(X) = p1(X)− e01(X), e00(X) = 1− p0(X)− e01(X),

where pa(X) = P (S = 1 | A = a,X). It is worth noting that the observed data impose
an upper bound on the range of ξ, as all four principal scores must be non-negative. Ding
and Lu (2017) shows that this bound is

0 ≤ ξ ≤ 1− p0(X)− p1(X)

min{p0(X), 1− p1(X)}
,

where the bound is taken as the minimum across all observed covariate values in practice.

In our implementation, we compute the subject-specific upper bound using the fitted
principal-score model from Section C.1 and take the minimum across all patients, yielding
ξmax ≈ 0.131. We then construct a grid of six equally spaced values from ξ = 0 to ξ = ξmax.
For each value of ξ, we recompute all four principal scores e11(Xi), e10(Xi), e01(Xi), e00(Xi)
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for every patient. The principal score weight, which is the probability of belonging to the
always-CABG stratum, is then modified as

wi =


e11(Xi)

e11(Xi) + e10(Xi)
, if Ai = 0 (male),

e11(Xi)

e11(Xi) + e01(Xi)
, if Ai = 1 (female).

We point out that once ξ > 0, both male and female CABG patients receive weights less
than one, because both observed gender groups become mixtures of always-CABG and
“switchers”. For each value of ξ, we refit the weighted mediator and outcome models using
the updated weights and rerun the Monte Carlo estimation procedure for the always-CABG
causal effects.

Figure C.3 presents the estimated causal effects and 95% confidence intervals across
the ξ grid. The estimated natural indirect effects increase slightly, from 0.013 to 0.014.
The estimated natural direct effect decreases from 0.142 to 0.134. All confidence intervals
remain above zero across the range of ξ. The conclusions of the main analysis therefore
demonstrate good robustness to violations of monotonicity.

C.5 Sensitivity analysis for principal ignorability

Principal ignorability requires that, conditional on baseline covariates X, principal stratum
membership U carries no additional information about the potential mediator process or
the potential outcome:

{Y (a′,m),M(a)} ⊥⊥ U | X for all a, a′ ∈ {0, 1} and all m.

This assumption is not empirically verifiable. In the MIMIC-IV CABG study, it may be
threatened if unmeasured confounding, such as frailty, affects both entry into the postop-
erative CABG cohort and postoperative CVP trajectories or readmission outcomes.

Ding and Lu (2017) proposes a sensitivity analysis for a principal ignorability assump-
tion of the form Y (a) ⊥⊥ U | X, which concerns the potential outcome only, as the frame-
work does not involve any mediator. Under monotonicity, they introduce two sensitivity
parameters

ε1 =
E{Y (1) | U = ss̄,X}
E{Y (1) | U = ss,X}

, ε0 =
E{Y (0) | U = ss̄,X}
E{Y (0) | U = s̄s̄,X}

,
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Figure C.4: Estimated natural direct and indirect effects and 95% confidence intervals
under different values of ε1.

where ss denotes the always-takers, ss̄ the compliers, and s̄s̄ the never-takers. The param-
eter ε1 is the ratio of conditional mean potential outcomes under treatment between the
complier and always-taker strata, whereas ε0 is the analogous ratio under control between
the complier and never-taker strata. When ε1 = ε0 = 1, principal ignorability holds. For
fixed (ε1, ε0) ̸= (1, 1), the sensitivity parameters enter the weight formulas by multiplying
the relevant principal score in the numerator, tilting the principal score weights. Ding and
Lu (2017) recommends varying (ε1, ε0) over

[
1
2
, 2
]
×
[
1
2
, 2
]
or selecting the range according

to background knowledge.

In a mediation setting, principal ignorability concerns not only the potential outcome
distribution but also the potential mediator distribution across principal strata. Cheng and
Li (2025) develops, in the case of a scalar mediator, a sensitivity analysis that accounts for
this by introducing four confounding functions. Under monotonicity, these are

ξ
(1)
Y (m,X) =

E{Y (1,m) | U = ss̄,X}
E{Y (1,m) | U = ss,X}

, ξ
(0)
Y (m,X) =

E{Y (0,m) | U = ss̄,X}
E{Y (0,m) | U = s̄s̄,X}

,

ξ
(1)
M (m,X) =

f(M(1) = m | U = ss̄,X)

f(M(1) = m | U = ss,X)
, ξ

(0)
M (m,X) =

f(M(0) = m | U = ss̄,X)

f(M(0) = m | U = s̄s̄,X)
.

The first pair captures departures from principal ignorability through the outcome, where
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ξ
(1)
Y compares conditional outcome means across the complier and always-taker strata, and

ξ
(0)
Y does the same across the complier and never-taker strata. The second pair captures

departures through the scalar mediator: ξ
(1)
M and ξ

(0)
M are density ratios of the potential

mediator across strata. When all four functions equal one, principal ignorability holds.

In this paper, we implement a sensitivity analysis in the spirit of Ding and Lu (2017),
adapted to a mediation setting. Under monotonicity, since the observed female CABG
cohort (A = 1, S = 1) consists entirely of always-CABG patients, only the male side
involves a mixture of strata, thus only one sensitivity parameter is relevant. Adapted to
our notation, we vary

ε1 =
E{Y (0,M(0)) | U = 10,X}
E{Y (0,M(0)) | U = 11,X}

,

which captures the ratio of conditional mean potential outcomes between the male “switch-
ers” stratum (U = 10) and the always-CABG stratum (U = 11). The principal score
weights among observed male patients are then modified as

w
(ε1)
i =

p̂1(Xi)

p̂1(Xi) + ε1{p̂0(Xi)− p̂1(Xi)}
, Ai = 0,

while keeping w
(ε1)
i = 1 for Ai = 1. For each value of ε1, we recompute the subject-level

principal score weights, refit the weighted mediator and outcome models, and rerun the
Monte Carlo estimation procedure for the always-CABG causal effects. The value ε1 = 1
corresponds to the main analysis under principal ignorability.

It is important to note that this procedure operates only through the composed quantity
Y {0,M(0)}, and so does not separately vary the male-world mediator distribution M(0)
and the controlled potential outcome Y (0,m). Therefore, robustness assessed through
ε1 may reflect deviation on the mediator side, deviation on the outcome side, or both.
Conversely, if mediator-side and outcome-side departures act in opposite directions, their
influences may offset each other at the level of Y {0,M(0)}, so that little or no sensitivity
is detected even though both components of our principal ignorability assumption are
violated. Implementing the approach by Cheng and Li (2025) would require specifying

and estimating the mediator density ratio ξ
(1)
M (m,x) across strata, where in our setting the

mediator is a function. Extending this to a functional mediator is a non-trivial problem
that we leave for future work. The results presented should therefore be interpreted as a
partial robustness assessment.

Consistent with the range used in the empirical application of Ding and Lu (2017), we
vary ε1 over the grid {0.50, 0.75, 1.00, 1.25, 1.50, 2.00}. Figure C.4 presents the estimated
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causal effects and 95% confidence intervals for each value of ε1. The findings are stable
across the sensitivity grid. The estimated natural indirect effect varies very little around
0.013, with confidence intervals excluding zero throughout. The natural direct effects show
similarly little variation from 0.140 to 0.142. These results suggest that the findings of
the weighted mediation analysis are not seriously altered by moderate departures from
principal ignorability of the type captured by ε1, providing partial evidence about the
robustness of the main conclusions.
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Appendix D

Proof of Theorems 3.1 and 3.2

D.1 Proof of Theorem 3.1

We first derive the natural direct and indirect effects on the incidence–rate–ratio (IRR)
scale.

Natural direct effect on the IRR scale. For any x in the support of X, the natural direct
effect under A = 0 can be written as

τ IRR

NDE
(0 | x) = E{Y (1,M(0)) | X = x}

E{Y (0,M(0)) | X = x}
.

Using iterated expectations and the identification results,

E{Y (1,M(0)) | X = x} = EM(0)|X=x

[
E{Y (1,m) |M(0) = m,X = x}

]
= EM |A=0,X=x

[
E{Y | A = 1,M = m,X = x}

]
= EM |A=0,X=x

[
exp{β0 + βA + ⟨βM ,M⟩+ β⊤

Xx}
]
.

Let

J = ⟨βM ,M⟩ =
∫ 1

0

βM(t)M(t)dt.

Since M(·) | A = a,X = x is a Gaussian process and J is a bounded linear functional of
that process, it follows that J | A = a,X = x is Gaussian. Hence

J | A = a,X = x ∼ N
(
µa,x, Va,x

)
,
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with

µA,X = E(J | A = a,X = x) =

∫ 1

0

βM(t)E{M(t) | A = a,X = x}dt,

and variance

V = Var(J | A = a,X = x) =

∫ 1

0

∫ 1

0

βM(s)βM(t)C(s, t)dsdt.

By the moment–generating function of the normal distribution,

E{exp(U) | A = a,X = x} = exp
(
µA,X + 1

2
V
)
.

It follows that

logE{Y (1,M(0)) | X = x} = β0 + βA + β⊤
Xx+ µ0,x +

1
2
V.

Similarly,
logE{Y (0,M(0)) | X = x} = β0 + β

⊤
Xx+ µ0,x +

1
2
V.

Therefore
log τ IRR

NDE
(0 | x) = βA, τ IRR

NDE
(0) = exp(βA).

Similar procedures can be applied to prove τ IRR

NDE
(1) = exp(βA).

Natural indirect effect on the IRR scale. For the natural indirect effect under A = 1,

τ IRR

NIE
(1 | x) =

E{Y (1,M(1)) | X = x}
E{Y (1,M(0)) | X = x}

.

Proceeding as above,

logE{Y (1,M(1)) | X = x} = β0 + βA + β⊤
Xx+ µ1,x +

1
2
V,

logE{Y (1,M(0)) | X = x} = β0 + βA + β⊤
Xx+ µ0,x +

1
2
V,

so that
log τ IRR

NIE
(1 | x) = µ1,x − µ0,x.

To express this difference in terms of the functional coefficients, note that

E{M(t) | A = a,X = x} = α0(t) + αA(t)a+X⊤αX(t),

138



and hence

µA,X =

∫ 1

0

βM(t)E{M(t) | A = a,X = x}dt

=

∫ 1

0

βM(t)
{
α0(t) + αA(t)a+X⊤αX(t)

}
dt.

Therefore,

µ1,x − µ0,x =

∫ 1

0

βM(t)αA(t)dt = ⟨αA, βM⟩.

Thus

τ IRR

NIE
(1) = exp

{∫ 1

0

αA(t)βM(t)dt

}
.

Similar procedures can be applied to prove τ IRR

NIE
(0) = exp

{∫ 1

0
αA(t)βM(t)dt

}
.

D.2 Proof of Theorem 3.2

We now derive the natural direct and indirect effects on the risk–difference (RD) scale,
conditional on X = x.

Natural direct effect on the RD scale. The conditional natural direct effect under A = 0 is

τRD

NDE
(0 | x) = E{Y (1,M(0))− Y (0,M(0)) | X = x}.

Using iterated expectations and the FMZIP mean model,

τRD

NDE
(0 | x) = EM |A=0,X=x

[
E{Y | A = 1,M,X = x} − E{Y | A = 0,M,X = x}

]
= EM |A=0,X=x

[
exp{β0 + βA + ⟨βM ,M⟩+ β⊤

Xx}

− exp{β0 + ⟨βM ,M⟩+ β⊤
Xx}

]
= exp{β0 + β⊤

Xx}EM |A=0,X=x

[
exp{⟨βM ,M⟩}

{
exp(βA)− 1

}]
= exp{β0 + β⊤

Xx}
{
exp(βA)− 1

}
E
[
exp(U) | A = 0,X = x

]
.
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As before, E{exp(U) | A = 0,X = x} = exp(µ0,x +
1
2
V ), hence

τRD

NDE
(0 | x) = exp

(
β0 + β

⊤
Xx+ µ0,x +

1
2
V
){

exp(βA)− 1
}
.

Natural indirect effect on the RD scale. For the conditional natural indirect effect under
A = 1,

τRD

NIE
(1 | x) = E{Y (1,M(1))− Y (1,M(0)) | X = x}.

Again using iterated expectations and the FMZIP mean model,

τRD

NIE
(1 | x) = EM |A=1,X=x

[
E{Y | A = 1,M,X = x}

]
− EM |A=0,X=x

[
E{Y | A = 1,M,X = x}

]
= exp{β0 + βA + β⊤

Xx}
{
E
[
exp(U) | A = 1,X = x

]
− E

[
exp(U) | A = 0,X = x

]}
= exp{β0 + βA + β⊤

Xx}
{
exp(µ1,x +

1
2
V )− exp(µ0,x +

1
2
V )
}

= exp
(
β0 + βA + β⊤

Xx+ 1
2
V
){

exp(µ1,x)− exp(µ0,x)
}
.
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Appendix E

Proof of Theorem 3.3

Recall that, under the proposed mediator and outcome models,

log τ IRR

NDE
(0) = βA, log τ IRR

NIE
(1) =

∫ 1

0

αA(t)βM(t)dt.

We establish here the consistency of the proposed plug–in estimators. Throughout, func-
tions are assumed to be square–integrable on [0, 1], and we write

∥f∥2 =

{∫ 1

0

f 2(t)dt

}1/2

for the L2 norm, and

⟨f, g⟩ =
∫ 1

0

f(t)g(t)dt

for the L2 inner product.

Lemma E.1. Under the regularity conditions for FPCA with sparse functional data in
Yao et al. (2005), the estimators of the mean, eigenfunctions, and the first K scores of
the mediator process are consistent in mean square. Under the regularity conditions for
penalised spline estimation in Ruppert et al. (2003), the function–on–scalar estimator α̂A

is L2–consistent:
∥α̂A − αA∥2

p→ 0.

Lemma E.2. Assume that the FMZIP outcome model is correctly specified, and that the
regularity conditions for maximum likelihood estimation with generated regressors in Newey
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and McFadden (1994) hold for the FPC score regressors. Then the maximum likelihood
estimators based on estimated scores are consistent for the same population parameters as
if the true scores were observed. In particular,

β̂A
p→ βA, ∥β̂M − βM∥2

p→ 0,

and ∥βM∥2 <∞.

Proof. We prove consistency of the log-IRR scale estimators

log τ̂ IRR

NDE
(0) = β̂A, log τ̂ IRR

NIE
(1) =

∫ 1

0

α̂A(t)β̂M(t)dt.

(i) Natural direct effect. By Lemma E.2,

β̂A
p→ βA,

so
log τ̂ IRR

NDE
(0) = β̂A

p→ βA = log τ IRR

NDE
(0).

(ii) Natural indirect effect. Consider

log τ̂ IRR

NIE
(1)− log τ IRR

NIE
(1) =

∫ 1

0

α̂A(t)β̂M(t)dt−
∫ 1

0

αA(t)βM(t)dt

=

∫ 1

0

{α̂A(t)− αA(t)}βM(t)dt+

∫ 1

0

α̂A(t){β̂M(t)− βM(t)}dt

= ⟨α̂A − αA, βM⟩+ ⟨α̂A, β̂M − βM⟩.

For the first term, by the Cauchy–Schwarz inequality and Lemma E.1,

|⟨α̂A − αA, βM⟩| ≤ ∥α̂A − αA∥2∥βM∥2
p→ 0

since ∥βM∥2 <∞.

For the second term,

|⟨α̂A, β̂M − βM⟩| ≤ ∥α̂A∥2∥β̂M − βM∥2.
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By Lemma E.1 and the triangle inequality,

∥α̂A∥2 ≤ ∥αA∥2 + ∥α̂A − αA∥2 = ∥αA∥2 + op(1) = Op(1).

By Lemma E.2, ∥β̂M − βM∥2
p→ 0, hence

|⟨α̂A, β̂M − βM⟩| = Op(1)op(1) = op(1),

so |⟨α̂A, β̂M − βM⟩|
p→ 0.

Combining the two terms,

log τ̂ IRR

NIE
(1)− log τ IRR

NIE
(1)

p→ 0,

and therefore
log τ̂ IRR

NIE
(1)

p→ log τ IRR

NIE
(1).

(iii) Exponentiating to the IRR scale. By the continuous mapping theorem,

τ̂ IRR

NDE
(0) = exp{log τ̂ IRR

NDE
(0)} p→ exp{log τ IRR

NDE
(0)} = τ IRR

NDE
(0),

and similarly

τ̂ IRR

NIE
(1) = exp{log τ̂ IRR

NIE
(1)} p→ exp{log τ IRR

NIE
(1)} = τ IRR

NIE
(1).

143



Appendix F

Proof of Theorem 3.4 and additional
details on inference

F.1 Asymptotic distribution of two-stage FMZIP es-

timators

Recall that the second-stage MZIP model is fitted to the generated FPC scores, with
covariate vector Wi which includes treatment Ai, the FPC scores, and baseline covariates,
as well as zero-part and mean-part parameter vectors γ and β, respectively. Note that
for the second stage, the FPC scores are treated as fixed. The conditional excess-zero
probability and mean are

pi =
exp(W⊤

i γ)

1 + exp(W⊤
i γ)

, νi = exp(W⊤
i β), θi =

νi
1− pi

.

The log-likelihood of the second-stage MZIP model, given the FPC scores, is

ℓ
MZIP

(γ,β) =−
∑
i

log{1 + exp(W⊤
i γ)}

+
∑
Yi=0

log
[
exp(W⊤

i γ) + exp{− exp(W⊤
i β){1 + exp(W⊤

i γ)}}
]

−
∑
Yi>0

exp(W⊤
i β){1 + exp(W⊤

i γ)}

+
∑
Yi>0

[
Yi{W⊤

i β + log(1 + exp(W⊤
i γ))} − log(Yi!)

]
.
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For convenience, define

ri =
pi

1− pi
, Di = 1 + ri exp(θi) = 1 +

pi
1− pi

exp(θi).

Lemma F.1 (Score representation). The second-stage MZIP score vector can be written
as

U =

(
∂ℓ

MZIP
/∂γ

∂ℓ
MZIP

/∂β

)
=
∑
i

Ui, Ui =

(
Uγ,i

Uβ,i

)
,

where

∂ℓ
MZIP

∂γ
=
∑
i

{
I(Yi = 0)pi(1− pi)−1

(
exp(θi)− νi

)
pi(1− pi)−1 exp(θi) + 1

+ pi(Yi − 1)

− I(Yi > 0)pi(1− pi)−1νi

}
Wi,

∂ℓ
MZIP

∂β
=
∑
i

{
I(Yi > 0)

(
Yi − θi

)
− I(Yi = 0)θi
pi(1− pi)−1 exp(θi) + 1

}
Wi.

Equivalently, the individual scores can be written as

Uγ,i = uγ,iWi, Uβ,i = uβ,iWi,

with scalar multipliers

uγ,i = I(Yi = 0)
ri(exp(θi)− νi)

Di

+ pi(Yi − 1)− I(Yi > 0)riνi,

uβ,i = I(Yi > 0)(Yi − θi)− I(Yi = 0)
θi
Di

.

Lemma F.2 (Fisher information). The second-stage MZIP Fisher information matrix is

I(γ,β) =

(
−E
(
∂2ℓ

MZIP
/∂γ∂γ⊤) −E(∂2ℓ

MZIP
/∂γ∂β⊤)

−E
(
∂2ℓ

MZIP
/∂β∂γ⊤) −E(∂2ℓ

MZIP
/∂β∂β⊤)

)
,
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where the blocks can be expressed as

−E
(∂2ℓ

MZIP

∂γ∂γ⊤

)
=
∑
i

Wi

{
p2i (1− pi)

(
riνi + 1

)(
exp(θi)− θi − 1

)
pi exp(θi) + (1− pi)

}
W⊤

i ,

−E
(∂2ℓ

MZIP

∂β∂β⊤

)
=
∑
i

Wi

[
νi
{
1 + pi

(
exp(θi)− θi − 1

)}
pi exp(θi) + (1− pi)

]
W⊤

i ,

−E
(∂2ℓ

MZIP

∂γ∂β⊤

)
=
∑
i

Wi

[
piνi

{
1− exp(−θi) +

exp(−θi)−
(
1 + riνi + r2i νi

)
1 + ri exp(θi)

}]
W⊤

i ,

−E
(∂2ℓ

MZIP

∂β∂γ⊤

)
=

{
− E

(∂2ℓ
MZIP

∂γ∂β⊤

)}⊤

.

Lemma F.3 (Derivatives with respect to linear predictors). Write the linear predictors as

φγ,i = W⊤
i γ, φβ,i = W⊤

i β.

For the score multipliers in Lemma F.1 we have

Uγ,i = uγ,iWi, Uβ,i = uβ,iWi.

Differentiating with respect to the linear predictors yields scalars

ci =
∂uγ,i
∂φβ,i

=
∂uβ,i
∂φγ,i

= I(Yi = 0)

{
θi(Di − 1)(1 + piθi)

D2
i

− piθi
Di

}
− I(Yi > 0)piθi,

hi = −
∂uγ,i
∂φγ,i

= I(Yi = 0)

{
ri(exp(θi)− νi)(Di − 1)(1 + piθi)

D2
i

− ri(exp(θi)(1 + piθi)− νi)
Di

}
+ I(Yi > 0)

{
riνi − (Yi − 1)pi(1− pi)

}
,

wi = −
∂uβ,i
∂φβ,i

= I(Yi = 0)

(
θi
Di

− (Di − 1)θ2i
D2

i

)
+ I(Yi > 0)θi.

We now make explicit the dependence of the score on the generated FPC scores ξi.
Stack the zero and mean part parameters as

ϑ =

(
γ
β

)
, Ui(ϑ; ξi) =

(
Uγ,i(ϑ; ξi)
Uβ,i(ϑ; ξi)

)
.
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Let Gi = ∂Ui(ϑ; ξi)/∂ξi be the Jacobian of the individual score with respect to the FPC
scores. Denote by γ⊤

s and β⊤
s the coefficient blocks in γ and β corresponding to the K

FPC scores in Wi. Let J be the selector matrix that picks out the score columns from
Wi, so that ∂Wi/∂ξi = J . Finally, let ϑ̂ solve the two-stage score equations∑

i

Ui(ϑ; ξ̂i) = 0.

Proposition F.1. Suppose standard regularity conditions for sparse FPCA, penalised
spline estimation, and M-estimation with generated regressors are satisfied, and

√
n
(
ξ̂ − ξ

) d→ N(0, C∗),

with block-diagonal covariance C∗ = diag(C∗
1 , . . . , C

∗
n) for the stacked scores. Then

√
n
(
ϑ̂− ϑ

) d→ N(0,Σϑ),

with
Σϑ = S(ϑ; ξi)

−1
(
B +Bgen

)
S(ϑ; ξi)

−1,

where

S(ϑ; ξi) = −E

[
∂Ui(ϑ; ξi)

∂ϑ

]
, B = E

[
Ui(ϑ; ξi)Ui(ϑ; ξi)

⊤],
and

Bgen = E
[
GiC

∗
iG

⊤
i

]
,

with

Gi =

(
ciWiβ

⊤
s − hiWiγ

⊤
s + uγ,iJ

ciWiγ
⊤
s − wiWiβ

⊤
s + uβ,iJ

)
.

Proof. We estimate ϑ by solving the sample moment conditions with generated regressors,

U(ϑ, ξ̂) =
1

n

n∑
i=1

Ui(ϑ; ξ̂i) = 0.

By standard theory for M-estimators with generated regressors (see, for example, Newey

and McFadden (1994)), a first-order expansion of U(ϑ̂, ξ̂) around (ϑ, ξ) yields an asymp-
totic linear representation in which the usual score term is augmented by a correction that
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depends on the sensitivity Gi = ∂Ui(ϑ; ξi)/∂ξi and the first-stage variability of ξ̂i. This
leads to the covariance

Σϑ = S(ϑ; ξi)
−1
(
B +Bgen

)
S(ϑ; ξi)

−1,

where S(ϑ; ξi), B and Bgen are as defined above. It remains to derive Gi. As the FPC
scores enter Wi only linearly through the score columns, we have

∂φγ,i

∂ξi
= γ⊤

s ,
∂φβ,i

∂ξi
= β⊤

s ,
∂Wi

∂ξi
= J.

A chain rule calculation gives

∂Uγ,i

∂ξi
=
∂uγ,i
∂φβ,i︸ ︷︷ ︸

ci

Wiβ
⊤
s −

(
− ∂uγ,i
∂φγ,i

)
︸ ︷︷ ︸

hi

Wiγ
⊤
s + uγ,iJ,

∂Uβ,i

∂ξi
=
∂uβ,i
∂φγ,i︸ ︷︷ ︸

ci

Wiγ
⊤
s −

(
− ∂uβ,i
∂φβ,i

)
︸ ︷︷ ︸

wi

Wiβ
⊤
s + uβ,iJ,

where ci, hi and wi are given in Lemma F.3. Stacking the two blocks yields the stated
form for Gi.

F.2 Asymptotic distribution of IRR-scale causal ef-

fect estimators

We now derive the large-sample distributions of the log-IRR causal effect estimators. Recall
that

log τ IRR

NDE
(0) = βA, log τ IRR

NIE
(1) =

∫ 1

0

αA(t)βM(t)dt,

where βA is the treatment coefficient in the FMZIP mean part and αA(t) and βM(t) are
the treatment-mediator and mediator–outcome coefficient functions, respectively.

To describe the asymptotic variance of the log-NIE estimator, we express the functional
coefficients in finite-dimensional bases. Let

αA(t) = ϕ(t)
⊤aA,
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where ϕ(t) collects the spline basis functions used in the mediator model and aA ∈ RKa is
the vector of basis coefficients corresponding to the treatment effect on the mediator. Simi-
larly, write the mediator–outcome coefficient function in terms of the first K eigenfunctions
of the mediator process,

βM(t) = ψ(t)⊤bM ,

where ψ(t) collects the eigenfunctions and bM ∈ RK is the vector of associated principal
component coefficients from the FMZIP mean-part model.

Define the K ×Ka inner-product matrix H with entries

Hkka =

∫ 1

0

ψk(t)ϕka(t)dt.

Then

log τ IRR

NIE
(1) =

∫ 1

0

αA(t)βM(t)dt = b⊤
MHaA.

Lemma F.4. Let
L = log τ IRR

NIE
(1) = b⊤

MHaA.

Then
∂L

∂bM

= HaA,
∂L

∂aA

= H⊤bM .

Let âA and b̂M denote the estimators from the penalised spline mediator model and the
two-stage FMZIP outcome model, respectively. Write ΣaA

= Var(âA) for the asymptotic

covariance of the treatment spline coefficients in the mediator model and ΣbM
= Var(b̂M)

for the asymptotic covariance of the mediator FPC coefficients in the FMZIP mean part.
Realise that the latter is the relevant sub-block of the two-stage covariance Σϑ in Propo-
sition F.1.

Theorem F.1 (Asymptotic normality of log-IRR estimators). Suppose the regularity con-
ditions for sparse FPCA, penalised functional regression, and the two-stage FMZIP esti-
mator hold, so that

√
n(ϑ̂− ϑ) d→ N(0,Σϑ),

√
n(âA − aA)

d→ N(0,ΣaA
).

Then, for the log-NDE on the IRR scale,

√
n
{
log τ̂ IRR

NDE
(0)− log τ IRR

NDE
(0)
}
=
√
n(β̂A − βA)

d→ N(0, V
NDE

),
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where
V
NDE

= Var(β̂A)

is the diagonal element of Σϑ corresponding to the treatment coefficient in the FMZIP mean
part. Moreover, √

n
{
log τ̂ IRR

NIE
(1)− log τ IRR

NIE
(1)
}

d→ N(0, V
NIE

),

where, writing
gbM

= HaA, gaA
= H⊤bM ,

the delta-method variance is

V
NIE

= g⊤
bM

ΣbM
gbM

+ g⊤
aA
ΣaA

gaA
.

Proof. For the log-NDE, note that log τ IRR

NDE
(0) = βA so that

√
n
{
log τ̂ IRR

NDE
(0)− log τ IRR

NDE
(0)
}
=
√
n(β̂A − βA),

and the claim follows directly from the asymptotic normality of ϑ̂ in Proposition F.1.

For the log-NIE, write

L = b⊤
MHaA, L̂ = b̂⊤

MHâA.

By Lemma F.4,
∂L

∂bM

= gbM
,

∂L

∂aA

= gaA
.

Under the stated assumptions

√
n

(
b̂M − bM

âA − aA

)
d→ N

((
0
0

)
,

(
ΣbM

0
0 ΣaA

))
.

Applying the multivariate delta method to L̂ = L(b̂M , âA) gives

√
n(L̂− L) d→ N(0, V

NIE
),

with
V
NIE

= g⊤
bM

ΣbM
gbM

+ g⊤
aA
ΣaA

gaA
.

To describe the variance of the log-IRR total effect, note that on the log scale

log τ IRR

TE
= log τ IRR

NDE
(1− a) + log τ IRR

NIE
(a) = βA + b⊤

MHaA.
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By the central limit theorem and the delta method,

√
n
{
log τ̂ IRR

TE
− log τ IRR

TE

}
d→ N

(
0, V

TE

)
,

with
V
TE

= V
NDE

+ V
NIE

+ 2Cov
{
log τ̂ IRR

NDE
(1− a), log τ̂ IRR

NIE
(a)
}
.

To make the covariance term explicit, write

log τ IRR

NIE
(a) = b⊤

MHaA = b⊤
MgbM

, gbM
= HaA.

Note that, asymptotically,

Cov
{
log τ̂ IRR

NDE
(1− a), log τ̂ IRR

NIE
(a)
}
= Cov

(
β̂A, b̂

⊤
MHaA

)
.

Let
ΣβA,bM

= Cov(β̂A, b̂M),

the 1×K cross–covariance block between β̂A and b̂M from the outcome model covariance
matrix. It follows that

Cov
{
log τ̂ IRR

NDE
(1− a), log τ̂ IRR

NIE
(a)
}
= ΣβA,bM

gbM
.

Hence
V
TE

= V
NDE

+ V
NIE

+ 2ΣβA,bM
gbM

.

In practice, ΣaA
is taken as the corrected covariance matrix for the mediator functional

additive model fit, which accounts for variability associated with smoothing parameters,
while ΣbM

, ΣβA,bM
, and V

NDE
are obtained from the two-stage FMZIP covariance Σϑ in

Proposition F.1. When the first-stage score covariance C∗
i is approximated using the PACE

score variance, this correction propagates uncertainty associated with predicting the FPC
scores from sparse and noisy subject-level observations. However, it should be noted that
the PACE variance in Yao et al. (2005) is derived for the conditional prediction error of the
scores, rather than as a full finite-sample variance decomposition for the entire first-stage
FPCA procedure. Consequently, the resulting Wald-type intervals should be interpreted as
first-order approximations, and may still understate uncertainty in finite samples. Wald-
type confidence intervals for the log-IRR effects then follow directly from Theorem F.1,
and intervals on the IRR scale are obtained by exponentiation.
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Appendix G

Additional details on application to
the WSHS2 study

We provide additional information on the construction of the analysis dataset from the
Wisconsin Smokers’ Health Study 2 (WSHS2) and on the diagnostics underlying the cohort
selection and modelling choices described in Section 5.

G.1 Raw data and coding of key variates

WSHS2 enrolled 1,086 adult daily smokers and randomised them to one of three pharma-
cotherapy arms: varenicline, combination nicotine replacement therapy (cNRT), or nicotine
patch. For the present analysis, we focus on a two-arm comparison of varenicline versus
the nicotine patch, treating cNRT as an exclusion criterion.

The treatment indicator is defined as A = 1 if assigned to varenicline and A = 0 if
assigned to nicotine patch. Participants assigned to cNRT are removed prior to analysis,
as detailed below.

Baseline covariates C comprise the Fagerström Test for Nicotine Dependence (FTND)
score, age at baseline (in years), gender, and race. FTND score and age are treated as
continuous variables. Race is a seven-level categorical variate. Gender is coded as a binary
indicator, with value 1 indicating male and 0 indicating female.
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G.2 Construction of the outcome

The endpoint of interest is cigarette use during the last two weeks of the one-month follow-
up period. Ecological momentary assessment (EMA) prompts were scheduled once in the
morning, once at a random daytime point, and once in the evening for each of the first
14 days post-quit, followed by every-other-day prompting for the subsequent 14 days. At
each prompt participants reported the number of cigarettes smoked since the last prompt.

Let Ni denote the total number of cigarettes reported by participant i during the last
two weeks post-quit, aggregated across all EMA prompts. Let Di denote the number of
calendar days in that period for which at least one EMA report on cigarette use is available.
To accommodate incomplete reporting, we define a per-day rate

Yi =
Ni

Di

,

and include log(Di) as an offset term in the marginal mean part of the FMZIP outcome
model. This is analogous to a standard Poisson rate formulation and allows participants
with partial EMA reporting to contribute information. Participants with Di = 0, and so
have no cigarette-use data in the last two weeks, are excluded from the analysis data. As
noted in the main text, daily cigarette use is highly concentrated at zero in the final two
weeks: among the 504 participants retained for analysis, 231 (approximately 46%) report
no cigarette use during this period.

G.3 Cohort selection criteria

Figure 3.3 in the main text depicts the cohort selection as a flow chart. For completeness,
we explain each exclusion step in detail. Starting from the 1,086 randomised participants:

1. No follow-up data: we excluded 45 participants who had no EMA records at any
time during the one-month follow-up. This yielded 1,041 participants with at least
one follow-up record.

2. No cigarette-use data in the last two weeks: we excluded 183 participants withDi = 0,
that is, with no EMA reports including cigarette-use information during days 15-28
post-quit. This yielded 858 participants.
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Table G.1: Largest influence measures for the log-IRR natural direct and indirect effects
of varenicline versus nicotine patch on cigarette use in WSHS2. For each participant i,
∆ log τ̂ IRR

NIE
(1) and ∆ log τ̂ IRR

NDE
(0) denote the change in the plug-in estimators when they are

deleted, and DNIE
i and DNDE

i are the corresponding influence measures.

Subject ID ∆ log τ̂ IRR

NIE
(1) DNIE

i ∆ log τ̂ IRR

NDE
(0) DNDE

i

50658 −0.142 1.714 0.588 3.370
50626 0.023 0.044 0.009 0.001
50534 −0.023 0.044 0.046 0.021
30296 0.018 0.029 0.185 0.333
40409 0.018 0.027 0.058 0.033
51488 −0.014 0.017 0.025 0.006
40826 −0.013 0.015 0.072 0.051
50941 −0.013 0.014 0.058 0.033
50477 −0.012 0.013 0.011 0.001
30302 −0.011 0.011 0.079 0.061

3. Ineligible treatment arm or missing baseline covariates: we then restricted to partici-
pants assigned to either varenicline or nicotine patch and required non-missing values
for the baseline covariates FTND score, age, gender, and race. This step excluded
353 participants (primarily those assigned to cNRT), leaving 505 participants.

4. Influential observation: finally, one participant was removed based on influential-
observation diagnostics for the outcome model (see Appendix E.4), resulting in a
final analysis cohort of 504 individuals.

Thus, the analysis dataset consists of 504 smokers, each with a baseline treatment
assignment, baseline covariates, repeatedly measured craving during the first two weeks
post-quit, and a per-day cigarette-use rate during the last two weeks of follow-up.

G.4 Influential observation diagnostics

We assessed the influence of individual participants on the causal effect estimates by com-
puting leave-one-out causal estimates. Let L̂ denote the plug–in estimator of the natural
indirect effect on the log-IRR, and let L̂′ denote the corresponding natural direct effect.
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Table G.2: Standardised mean differences (SMDs) for baseline covariates comparing vareni-
cline with nicotine patch in WSHS2.

Covariate SMD

FTND score 0.01
Age 0.25
Gender 0.09
Race 1 0.03
Race 2 0.04
Race 3 0.02
Race 4 0.11
Race 6 0.10
Race 7 0.02

For each participant i, we removed that individual from the dataset, and computed the
plug–in estimators L̂(−i) and L̂′(−i) on the reduced sample.

We then formed Cook–style influence measures

DNIE
i =

{
L̂(−i) − L̂
SE(L̂)

}2

, DNDE
i =

{
L̂′(−i) − L̂′

SE(L̂′)

}2

,

which quantify the squared, standardised change in effect estimates when subject i is
deleted.

The distributions of DNIE
i and DNDE

i were both highly right–skewed. As shown in
Table G.1, one participant exhibited an extremely large value on both scales. For this
individual, the influence measures substantially exceeded the conventional threshold 4/n
and were more than an order of magnitude larger than the next highest value, indicating
that the estimated regression surfaces and resulting causal effect estimates were unusually
sensitive to that participant. We therefore excluded this individual from the primary
analysis, as in Figure 3.3.

G.5 Baseline covariate and mediator overlap

As treatment was randomly assigned in WSHS2, baseline covariate profiles should be bal-
anced between the varenicline and nicotine patch groups in expectation. Nevertheless, we
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Figure G.1: Density of the first two leading mediator scores by treatment group: the first
on the left panel and the second on the right panel.

assessed this empirically using standardised mean differences (SMDs) for the baseline vari-
ables: FTND score, age, gender and race. The resulting SMDs are reported in Table G.2.
FTND score and gender show essentially perfect balance with SMDs of 0.01 and 0.09,
respectively, and all race indicators have SMDs below 0.11. Age exhibits a slightly larger
difference with a SMD of 0.25. Overall, these diagnostics indicate good baseline covariate
balance, consistent with the randomised design.

To evaluate the mediator overlap for Assumption 3.3, we summarised each participant’s
craving process by scores on the leading functional principal components. The first two
scores, which account for the majority of the variability in craving, are plotted by treatment
group in Figure G.1. The densities for varenicline and nicotine patch overlap substantially
for both components, with no indication that either treatment arm occupies regions that
are absent in the other.

Together with the covariate-balance diagnostics, these diagnostics support the practical
plausibility of the baseline covariate and mediator overlap conditions required for our causal
mediation analysis.
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Appendix H

Proof of Theorem 4.1

Proof. Define
µA,X(t) = E{M(t) | A,X}

and the centred trajectory

M c(t) =M(t)− µA,X(t), Mc = {M c(t) : t ∈ [0, 1]}.

Recall that the unmeasured mediator–outcome confounder is assumed to satisfy

E{U | A,M,X} = ⟨η,Mc⟩,

and that U | A,M,X is normally distributed. The true model for the overall mean of Y is
given by

log νtrue(A,M,X, U) = β0 + βAA+X⊤βX + ⟨βM ,M⟩+ ζU.

The observed mean conditional on (A,M,X) is

νobs(A,M,X) = E{νtrue(A,M,X, U) | A,M,X}.

Using the Normal moment–generating function,

νobs(A,M,X) = exp
(
β0 + βAA+X⊤βX + ⟨βM ,M⟩

)
E{exp(ζU) | A,M,X}

= exp
(
β0 + βAA+X⊤βX + ⟨βM ,M⟩

)
× exp

(
ζE(U | A,M,X) + 1

2
ζ2Var(U | A,M,X)

)
.
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Note that Var(U | A,M,X) is assumed to not depend on (A,M,X) and therefore only
contributes to the intercept. Using E{U | A,M,X} = ⟨η,Mc⟩, we obtain

log νobs = β†
0 + βAa+ x⊤βX + ⟨βM ,M⟩+ ζ⟨η,Mc⟩,

for suitably redefined β†
0.

The mediator model implies

µA,X(t) = α0(t) + αA(t)A+X⊤αX(t),

so
⟨η,Mc⟩ = ⟨η,M⟩ − ⟨η, µA,X⟩

= ⟨η,M⟩ − ⟨η, α0⟩ − A⟨η, αA⟩ −X⊤⟨η,αX⟩.
Substituting this into the observed mean yields

log νobs = β̃0 + β̃AA+X⊤β̃X + ⟨β̃M ,M⟩,

with
β̃M(t) = βM(t) + ζη(t), β̃A = βA − ζ⟨η, αA⟩,

and (β̃0, β̃X) absorbing all remaining terms that do not enter the causal effects. Thus,
when U is present but omitted, fitting the marginal mean model to the observed data
produces parameters β̃M and β̃A in place of βM and βA.

Theorem 2.1 shows that, under the correctly specified mediator and outcome models
without U , the log–IRR natural direct and indirect effects can be written as

log τ IRR

NDE
(0) = βA, log τ IRR

NIE
(1) =

∫ 1

0

αA(t)βM(t)dt.

If, instead, U is present but omitted from the analysis, the same formulas are applied
with (βA, βM) replaced by (β̃A, β̃M). The expectation of the naive log-IRR natural direct
effect estimator is therefore

E
{
log τ̃ IRR

NDE
(0)
}
= β̃A = βA − ζ⟨η, αA⟩ = log τ IRR

NDE
(0)− ζ

∫ 1

0

αA(t)η(t)dt,

which gives

Bias{log τ̃ IRR

NDE
(0)} = −ζ

∫ 1

0

αA(t)η(t)dt.
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For the natural indirect effect,

E
{
log τ̃ IRR

NIE
(1)
}
=

∫ 1

0

αA(t)β̃M(t)dt

=

∫ 1

0

αA(t){βM(t) + ζη(t)}dt

=

∫ 1

0

αA(t)βM(t)dt+ ζ

∫ 1

0

αA(t)η(t)dt

= log τ IRR

NIE
(1) + ζ

∫ 1

0

αA(t)η(t)dt,

so that

Bias{log τ̃ IRR

NIE
(1)} = ζ

∫ 1

0

αA(t)η(t)dt.
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Appendix I

Post-treatment variables and
exposure-induced confounding in
MIMIC-IV

In this appendix, we inspect the potential existence of exposure-induced mediator–outcome
confounding and examine the role of candidate post-treatment variables in the MIMIC-IV
CABG analysis.

I.1 Candidate post-treatment variables

Appendix B describes a wide range of variables extracted from MIMIC-IV, including de-
mographics, comorbidities, and severity scores derived from postoperative physiological
measurements during the ICU stay. In our causal formulation, gender is the exposure A,
and we treat age at admission and race as baseline covariates X that are not plausibly
downstream of gender in the context of this study.

On the other hand, the comorbidities contributing to the Charlson Comorbidity In-
dex (CCI) and severity scores (LODS, OASIS, SAPS II, SIRS, GCS) are more naturally
viewed as post-treatment variables. Many of these quantities may partly reflect lifelong
or accumulated consequences of gender and can also influence both postoperative CVP
and rehospitalisation. Therefore, they may function as additional mediators of the overall
gender disparity and, if they also predict both CVP and rehospitalisation, as potential
exposure-induced mediator–outcome confounders L in Figure 4.6.
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In Sections C.2–C.4, we explore the role of these comorbidities and severity scores
by examining (i) how far they differ by gender after adjusting for X, (ii) how far they
contribute to explaining variation in the mediator CVP trajectories, and (iii) how far they
contribute to explaining variation in the rehospitalisation counts. Finally, Section C.5
presents an alternative causal specification where the Monte Carlo g-computation algorithm
in Didden (2025) is adapted to estimate interventional mediation effects (Vansteelandt and
Daniel, 2017) in the presence of exposure-induced confounding.

I.2 Gender differences in post-treatment variables

For each candidate post-treatment variable L, we examined whether its distribution differed
between female and male patients after adjusting for age and race. For binary L, we fitted
a logistic regression of L on gender, age, and race, and summarised the gender contrast
by (i) an average risk difference, defined as the mean difference in model-based predicted
probabilities for females versus males, and (ii) a covariate-adjusted standardised mean
difference (SMD) based on residuals after regressing L on age and race. For continuous
L, we fitted a linear regression of L on gender, age, and race, and summarised the gender
contrast by (i) the regression coefficient for gender scaled per one standard deviation of L
(“per-SD contrast”) and (ii) the analogous adjusted SMD.

Gender differences are deemed small when |SMD| < 0.10 and |RD| < 0.02 for binary
variables, or when |SMD| < 0.10 and |per-SD contrast| < 0.10 for continuous variables.
Variables with larger contrasts on these metrics were carried forward as candidates for
exposure-induced mediator-outcome confounders in the analyses of Sections C. 3 and C.
4. Specifically, we end up with 9 variables as in Table I.1.

I.3 Contribution of post-treatment variables to CVP

trajectories

For each L flagged in Section C.2, we examine whether including L improves the fit of the
mediator model for postoperative CVP trajectories, conditional on gender and baseline co-
variates. Using the same function-on-scalar regression as in the main analysis, we compare
a reduced model M(t) ∼ A + X with an expanded model M(t) ∼ A + X + L. For each
comparison, we record the likelihood ratio statistic, degrees of freedom, the correspond-
ing p-value, and the change in Akaike information criterion ∆AIC = AICfull − AICreduced.
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To account for multiple comparisons across the set of L variables, we use the adjusted
values of the likelihood ratio test p-values, denoted by padj. In subsequent analyses, L is
believed to materially contribute to the explanation of CVP trajectories, and therefore as a
candidate exposure-induced mediator–outcome confounder, if padj < 0.05 or ∆AIC < −2.
Specifically, 8 variables are retained as in panel A of Table I.2.

I.4 Contribution of post-treatment variables to rehos-

pitalisation counts

We next examine whether each candidate post-treatment variable L improves the fit of the
rehospitalisation model, conditional on gender, baseline covariates and the mediator. Using
the same zero-inflated Poisson specification as in the main analysis, we take as the reduced
outcome model the regression for Y that includes A, X and the mediator representation,
and define the corresponding full model by adding L to both components of the zero-
inflated Poisson regression. For each L, we fit the reduced and full models, compute
the likelihood ratio statistic, degrees of freedom, the associated likelihood ratio test p-
value, and the change in Akaike information criterion ∆AIC = AICfull − AICreduced. We
adjust the likelihood ratio test p-values across the set of L variables using the Benjamini–
Hochberg procedure, and denote the adjusted values by padj. Again, we regard L as a
major contributor to the outcome model if padj < 0.05 or if ∆AIC < −2.

Panel B of Table I.2 identifies CCI, renal disease, chronic pulmonary disease and con-
gestive heart failure as potential contributors to rehospitalisation beyond gender, baseline
covariates and the mediator. To avoid an overly complex outcome model with highly corre-
lated comorbidity indicators, we additionally fit a joint model including all four candidates
and compared it to a model that retains CCI alone. A likelihood ratio test comparing the
full model {CCI,CHF,COPD, renal} with the CCI-only model yield p = 0.48, and the AIC
is lower for the simpler specification. Consequently, we arrive at CCI as a single potential
exposure-induced mediator–outcome confounder.
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Table I.1: Gender differences in post-treatment variables L, adjusted for age and race. RD
= average risk difference (female vs male), per-SD = difference in L per 1 SD of L, SMD
= covariate-adjusted standardised mean difference.

L Type |RD| / |per-SD| |SMD| Flagged†

Flagged variables
Rheumatic disease bin 0.05 0.32 Yes
Chronic pulmonary disease bin 0.08 0.21 Yes
Cerebrovascular disease bin 0.04 0.14 Yes
Congestive heart failure bin 0.05 0.13 Yes
Peripheral vascular disease bin 0.03 0.09 Yes
Myocardial infarction bin 0.03 0.06 Yes
Renal disease bin 0.02 0.06 Yes
CCI cont 0.16 0.19 Yes
OASIS cont 0.16 0.16 Yes

Non-flagged variables
Malignant cancer bin 0.01 0.08 No
Diabetes bin 0.01 0.07 No
Paraplegia bin 0.01 0.07 No
AIDS/HIV bin 0.00 0.03 No
Dementia bin 0.00 0.02 No
Metastatic solid tumour bin 0.00 0.02 No
Peptic ulcer disease bin 0.00 0.01 No
Liver disease bin 0.00 0.01 No
SIRS cont 0.07 0.06 No
SAPSII cont 0.06 0.06 No
LODS cont 0.03 0.03 No
GCS cont 0.01 0.01 No

†Flagged if |SMD| ≥ 0.10 or |RD| ≥ 0.02 (binary) or |per-SD| ≥ 0.10 (continuous).
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Table I.2: Contribution of candidate post-treatment variables L to (Panel A) postoperative
CVP trajectories and (Panel B) rehospitalisation counts. ∆AIC = AICfull − AICreduced;
padj = Benjamini–Hochberg adjusted likelihood ratio p-values.

L ∆AIC padj Retained†

Panel A: Contribution to CVP trajectories (mediator model)
Rheumatic disease 1.79 0.24 No
Chronic pulmonary disease −667.98 < 0.001 Yes
Cerebrovascular disease −44.35 < 0.001 Yes
Congestive heart failure −2707.14 < 0.001 Yes
Peripheral vascular disease −217.04 < 0.001 Yes
Myocardial infarction −182.41 < 0.001 Yes
Renal disease −407.90 < 0.001 Yes
CCI −1443.51 < 0.001 Yes
OASIS −1852.25 < 0.001 Yes
Panel B: Contribution to rehospitalisation counts (outcome model)
CCI −57.32 < 0.001 Yes
Renal disease −27.33 < 0.001 Yes
Chronic pulmonary disease −10.60 0.002 Yes
Congestive heart failure −9.48 0.003 Yes
OASIS −1.88 0.086 No
Peripheral vascular disease −1.71 0.086 No
Cerebrovascular disease 1.51 0.323 No
Myocardial infarction 1.33 0.323 No
Rheumatic disease 2.97 0.598 No

†Retained as a major contributor if padj < 0.05 or ∆AIC < −2.
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