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Abstract

Liquid simulations typically involve solving the fluid equations over the simulated liquid
domain via some volumetric discretization of the domain. Consequently, the majority of
schemes which aim to simulate the interaction between liquids and freely moving solids are
built assuming a volumetrically discretized liquid model. However, storing and manipulat-
ing a surface mesh rather than a volumetric discretization, on top of allowing us to avoid
storing interior volume data, has the potential to reduce the number of unknowns in the
systems necessary to resolve fluid flow. Motivated by this potential, we present a method
for simulating the two-way coupled interactions between solid rigid bodies and an inviscid
liquid, where the liquid domain is represented and simulated entirely by its surface. Our
work builds off of the surface-only liquids method first proposed by Da et al. [2016]. We
are concerned with the 2D version of the liquid-solid coupling problem. As such, the liquid
surface is represented as a series of point vertices connected by line segment edges, with
the velocity data stored at the vertices.

The surface-only liquid simulation method integrates outside forces, such as forces
caused by scripted solids in contact with the liquid, by performing a boundary element
method (BEM) solve for fluid pressures using surface tension and solid velocities to set
boundary conditions. We perform liquid-solid coupling in a single unified solve by modi-
fying this force integration step to account for solids with dynamic velocities by modeling
the momentum exchange that occurs at the solid-liquid interface. We show several exam-
ples demonstrating our method’s ability to handle liquid-rigid body dynamics, as well as
validate our method against analytical solutions derived using the fluid mechanics concept
of added mass. We also demonstrate our method’s ability to support multiple solid rigid
bodies interacting with each other through the liquid domain without need for direct con-
tact between the solids. We hope that our work encourages further investigations into the
surface-only liquids framework in the future, allowing for the simulation of an even wider
range of interesting liquid phenomena using only a surface discretization of the simulated
domain.
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Chapter 1

Introduction

Water is everywhere. It is ubiquitous in our daily lives, and as a result we witness a
countless number of liquid-solid interactions throughout our day, from ice cubes floating
in glasses of water to dishes submersed in the sink. Physically-based simulations of such
interactions are of interest in graphics settings, as it is difficult for an artist to plausibly
design fluid and fluid interactions by hand over several frames of animation; the complex-
ities of the liquid and solid exerting forces on one another cause these dynamic systems to
not always behave intuitively.

While water is technically neither incompressible nor inviscid, it is often idealized as
both in graphical simulation settings. Its compressibility is negligible enough under typical
conditions such that the engineering and scientific literature frequently ignore it as well.
While this is not also the case for water’s viscosity, for visual purposes water can be
idealized as inviscid to great effect, as it is often the case that numerical methods for
simulating fluids in graphics introduce errors that appear visually similar to the viscous
effects that appear in low-viscosity fluids [Bridson, 2015].

Inviscid and incompressible flows are mathematically described using the incompressible
Euler equations. These equations are widely studied both in and out of graphics contexts.
However, while accurately modeling internal fluid dynamics and associated internal quan-
tities can be critical in some science and engineering applications, these dynamics often do
not take center stage in computer graphics applications, where the focus is usually shifted
to the movement and visual aesthetics of the liquid’s exterior. Moreover, the interaction
between liquids and solids consists of a momentum exchange at the interface between the
two domains, which means modeling the interplay of the two also does not necessarily
require the internal dynamics of the liquid. We are thus motivated to work with a liquid
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model that focuses on the liquid’s exterior in our construction of a coupled liquid-solid
scheme.

However, the majority of fluid models in computer graphics involve solving fluid mo-
tion over a volumetric discretization of the fluid domain. Lagrangian, or particle-based,
techniques such as smoothed particle hydrodynamics (SPH) [Müller et al., 2003] simulate
fluid by tracking the movement of particles which represent small fluid parcels. Eule-
rian, or grid-based, methods, such as the foundational work by Stam [1999], conceptualize
the entire domain as divided into a grid, with each cell containing some amount of fluid.
The fluid equations can then be solved using information stored in cells or at cell bound-
aries. Other methods that have gained popularity in graphics for fluid simulation, such as
Particle-in-Cell (PIC) [Foster and Metaxas, 1996] and Fluid-Implicit-Particle (FLIP) [Zhu
and Bridson, 2005], and related work [Jiang et al., 2015; Stomakhin et al., 2013], as the
names may suggest, use both particles and background grid cells to represent the domain,
passing information back and forth between the particles and grid cells. Still other meth-
ods, such as the those of Feldman et al. [2005] and Clausen et al. [2013] involve discretizing
the fluid volume with a mesh and solving the fluid motion using well-established numerical
techniques such as the Finite Element Method (FEM), while others, such as the work by
Guo et al. [2017] use Lattice-Boltzmann Methods, bypassing solving the fluid equations
directly by simulating fluid density on a lattice. While this is far from a comprehensive list,
in short volumetric discretizations have historically been the go-to for graphical fluid sim-
ulation. As such, liquid-solid coupling models generally also assumed such volumetrically
discretized liquids.

Contrary to this general approach, Da et al. [2016] recognized that in graphics applica-
tions many interesting liquid simulation setups only require focus on the free surface of the
liquid, as this liquid surface is often the most, if not only, important visual component of
the simulated liquid. They refer to the fact that the visual phenomena that dominate when
considering graphically rendered liquid simulations, such as reflection and refraction, rely
most heavily on the free surface of the liquid rather than any of the internal dynamics of the
liquid. Da et al. [2016] proposed a liquid model for idealized inviscid flow that circumvents
a volumetric discretization of the liquid domain, only tracking information at the liquid
surface. Their method is built on the assumption that the liquid domain is irrotational,
in addition to incompressible, which also brings their model into the well-studied space of
potential flow models.

We would like to extend the scheme by Da et al. [2016] to support two-way coupling
between surface-only liquids and solids, specifically rigid bodies. We begin by considering
how prior volumetric schemes have incorporated interactions with rigid bodies. Some prior
work on two-way coupling achieve the coupled dynamics by including the solid velocities as
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part of the boundary conditions of the fluid motion, with the fluid pressures in turn provid-
ing forces and torques on the solid [Klingner et al., 2006; Batty et al., 2007]. When a rigid
body is introduced into a liquid domain that is modeled by the surface-only discretization
of Da et al. [2016], the interface between the rigid body and the liquid, that is, the interface
of the submerged part of the rigid body, is included as part of the liquid surface mesh.
Clearly, the liquid surface mesh representation is well suited to carry information between
the liquid domain and the rigid body.

Based on this idea, our key contribution is to extend the work of Da et al. [2016] and
develop a technique to couple their surface-only inviscid liquid model with rigid bodies.
We show that our model can accurately simulate coupled rigid body-liquid dynamics for
rigid bodies by evaluating both qualitatively and against quantitative solutions for solids
of varying density relative to the surrounding liquid. Our model is able to simulate multi-
body systems, allowing rigid bodies to interact with each other through the liquid domain
without any direct contact. In addition, in this thesis we also provide a comprehensive
description of a 2D implementation of the work by Da et al. [2016], as subtleties in the
mathematical formulation cause the 2D and 3D models to require some distinct handling.
Ultimately, we hope that this thesis provides insight into the method of surface-only liquid
simulation and ways in which to extend this method to simulate a wider variety of liquid
phenomena, and inspires more investigations into this relatively unexplored model of fluid
flow.
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Chapter 2

Related Work

Fluids and fluid-solid coupling are well-studied problems in the computer graphics litera-
ture. We provide an outline of work relating to the surface-only liquid approach as well as
our work on surface-only liquid-solid coupling.

Free Surface Flow Oftentimes, graphics applications are concerned with the simulation
of a liquid’s free surface, or the liquid surface that is open to the atmosphere. Foster and
Fedkiw [2001] and Enright et al. [2002] use grid-based approaches that use a combination
of level sets and Lagrangian particles to track the free surface. Enright et al. [2003] also use
a grid-based approach with a particle level set method, adding surface tension effects by
defining ghost pressure values just past the interface to solve for pressures at the interface.
The work by Wojtan et al. [2009] and Brochu et al. [2010] are notable to us in that they
explicitly track the free surface with a surface mesh to capture fine surface details, though
both also use a background grid for the liquid volume. While much work has been done on
capturing surface tension-dominated free surface flow, we limit our review of these; though
the surface-only liquids approach we build on is well suited to modeling surface tension
and free surface flow due to its explicit surface mesh representation, modeling these effects
is not the focus of our work.

Non-volumetric Vortex Methods As alluded to in the previous chapter, the major-
ity of fluid simulation work in graphics is done via a volumetric discretization of the fluid
domain. However, noticing that volumetric discretizations grow cubically when refined,
whereas surface meshes grow quadratically, some researchers have turned to exploring
techniques that only require a surface discretization. Several of these prior non-volumetric
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approaches use vortex-based methods, which, unlike velocity-based methods, evolve the
fluid’s dynamics using vorticity, or the curl of velocity, rather than the velocity itself. Park
and Kim [2005] simulate swirling gaseous phenomena by advecting Lagrangian vortex par-
ticles which represent circulating basis velocity fields. Vines et al. [2014] extend their work
to simulate two-way coupled fluid-solid interactions by enforcing a boundary condition on
the fluid at solid boundaries at the same time as computing pressures from the fluid on the
solid using boundary integrals. Brochu et al. [2012] and Pfaff et al. [2012] developed similar
approaches to simulate smoke in linear time, observing that vorticity is concentrated in the
surface separating smoky and non-smoky regions, called the vortex sheet. Prior to their
work, Weißmann and Pinkall [2010] recognized that vortex sheets curl into one-dimensional
structures; their work uses Lagrangian vortex filaments rather than sheets. Da et al. [2015]
extend the use of vortex methods to simulating the dynamics and geometric deformations
of soap bubbles. Tao et al. [2024] also use vortex methods for soap film simulation, but
focus on interfacial flow. However, while vortex methods produce compelling results for
smoke and thin film simulation, Da et al. [2016] point out that the current methods are
not well suited for modeling free surface liquid flows due to the large density ratio that
occurs at liquid-air interfaces.

Potential Flow for Liquid Simulation Potential flow is an idealized description of
fluid flow with no vorticity, in other words, irrotational flow. Fluid flows that follow
potential flow can be concisely described as a gradient of some scalar function, known as the
potential function. The potential flow model has been found to be a useful tool in modeling
a variety of liquid effects in situations where vorticity is negligible. Davidson [2000] models
droplet impact by using the Bernoulli equation to evolve the potential function. Noting
that it is common to assume that wave motion is irrotational when simulating waves,
Keeler and Bridson [2014] also use the Bernoulli equation to simulate deep ocean waves,
although they drop the non-linear term in the equation in exchange for stability. Another
interesting application of potential flow can be found in the work by Nielsen and Bridson
[2011], whose aim is to simulate liquids based on artist-provided guide shapes. Since the
guide shapes do not always have well-defined interior velocities, they utilize potential flow
to interpolate interior velocities from a field defined on the guide shape’s surface mesh.

BEM in Computer Graphics The boundary element method (BEM) is a technique
to solve linear partial differential equations (PDEs) on a domain by only using a surface
discretization of the domain. BEMs were first introduced to graphics by James and Pai
[1999] to simulate static deformable solids at interactive speeds using only the solids’ sur-
face meshes. Sugimoto et al. [2022] also use BEM to simulate deformable solids, but model
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dynamic deformables by solving an elliptic, rather than hyperbolic, PDE. BEM has been
applied to a variety of problems in graphics such as solid fracture [Hahn and Wojtan,
2016], geometry processing [Solomon et al., 2017; Wang et al., 2013], and acoustic simula-
tion [James et al., 2006]. While BEM has an advantage over volumetric solvers in terms
of the size of the system to be solved due to the dimensional reduction of the domain
representation, it has a disadvantage in that BEM systems tend to be dense, whereas the
systems associated with volumetric discretizations are generally sparse despite their larger
size. The recent work in graphics by Chen et al. [2024] introduces a method to counter the
bottleneck in BEM performance by applying a preconditioner to the solve.

BEM has also found use in fluid simulation. Notably, the work by Da et al. [2016] to
simulate liquids using only a surface discretization of the liquid domain greatly informs our
work in this thesis; we provide a more detailed summary of their contributions in Chapter
4. Huang and Michels [2020] extend their work, incorporating magnetic effects into the
surface-only liquid approach to simulate surface-only ferrofluids. Keeler and Bridson [2014]
use BEM with their potential flow model to simulate deep ocean waves, recognizing that
using volumetric approaches for the ocean can quickly become expensive due to the need
to represent the large domain while also capturing small surface features. However, their
model is formulated such that it cannot capture overturning and breaking waves. Huang
et al. [2021] also approach modeling the ocean with BEM, but do so by dividing the
simulated domain into two, using a volumetric FLIP solver on areas where splashes should
be found (such as the ocean surface and near obstacles) and a BEM solver based off the
work of Da et al. [2016] elsewhere. By coupling the two methods they are able to keep
the cost of simulating a large ocean down while capturing splashing details that previous
models could not.

Fluid-solid Coupling Two-way fluid-solid coupling takes its name from the two inter-
actions that it is composed of: the fluid acts on the solid via fluid pressures, and the solid
acts on the fluid by enforcing some boundary condition (as fluid should not be allowed to
flow into the solid). Takahashi et al. [2002] introduced a weak coupling approach to couple
fluids and rigid bodies, where the fluid and solid are solved for in two interleaved steps;
constraints imposed by each “side” of the coupling are held fixed while the other is being
simulated. Guendelman et al. [2005] adopt this idea to achieve coupling of incompressible
fluids to thin shells. While weakly coupled schemes are simple to implement and can be
used to great effect, their alternating nature can cause unwanted errors if the time step
size is not small enough. The stability of these alternating schemes also becomes an issue
if one or both of the coupled materials are stiff, making them unideal for our purposes, as
incompressible liquids are quite stiff.
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Strong coupling schemes, on the other hand, compute the fluid and solid forces si-
multaneously. Batty et al. [2007] achieve strong two-way fluid-rigid body coupling, using
a grid-based volumetric fluid scheme, by simultaneously imposing the solid velocity as a
boundary condition on the fluid velocity while integrating fluid pressures acting on the
rigid body’s surface to find the net forces and torques acting on the rigid body. They
define an operator that converts between the pressures on the rigid body and generalized
forces on the rigid body. Klingner et al. [2006] and Chentanez et al. [2006] use similar dis-
cretizations, albeit on tetrahedral meshes, to achieve fluid-solid coupling, with the method
by Chentanez et al. [2006] also supporting the coupling of deformable objects. The variety
of methods for simulating fluids, as well as the variety of ways solid bodies are represented,
have given rise to a wide range of methods to address fluid-solid coupling. For example,
just varying the fluid model to be grid-based [Robinson-Mosher et al., 2008; Losasso et al.,
2008; Azevedo et al., 2016] or particle-based [Misztal et al., 2010; Clausen et al., 2013; Li
and Desbrun, 2023] causes a need for different measures to be taken when considering cou-
pling schemes. The surface-only liquid discretization that we use, however, is particularly
well suited for the task of taking integrals over the surface of solid bodies, as we have a
well-defined liquid mesh over each submerged surface of each body. This fact naturally
suggests what is the principle objective and approach taken in this thesis: to adapt the
strong coupling idea from the work of Batty et al. [2007] to the liquid model of Da et al.
[2016].

Weißmann and Pinkall [2012] simulate the motion of rigid bodies immersed in fluid
without needing to simulate the surrounding fluid at all by computing and using the
Kirchhoff tensor of the rigid body, which depends on the shape as well as the inertia tensor
and mass of the body. They make the simplifying assumptions that the surrounding fluid
domain is infinite and nearly still. Ozgen et al. [2010] achieve a similar result but for
cloth simulation, capturing the dynamics of immersed cloth in fluid without simulating
the surrounding fluid by using fractional derivatives to describe cloth dynamics. Similar
to Weißmann and Pinkall [2012], Soliman et al. [2024] and Gross et al. [2023] also simulate
immersed solid bodies without an explicit fluid simulation, extending the idea to allow
for scripted shape changes in the solid body to affect the motion of the body. While our
current implementation does not allow for the simulation of rigid bodies embedded in an
infinite domain as is done by Weißmann and Pinkall [2012], we are curious to see if our
surface-only coupling approach could be extended to support such cases.
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Chapter 3

Mathematical Background

We introduce the mathematical descriptions of the physical systems relevant to this thesis,
that is, fluid and rigid body dynamics.

3.1 Governing Fluid Equations

In many common settings in which humans interact with liquids, the incompressible Navier-
Stokes equations provide an accurate model for fluid flow. These two partial differential
equations, referred to as the momentum and incompressibility equations respectively, are

Du

Dt
+

1

ρf
∇p = f + ν∇ · ∇u, (3.1)

∇ · u = 0, (3.2)

where u is the fluid’s velocity, ρf is fluid density, p is pressure, f are body forces (forces that
act throughout the entire fluid domain), and ν is the kinematic viscosity. The material
derivative of the velocity Du

Dt
describes how the velocity of a fluid particle changes over

time, and is expanded as
Du

Dt
=
∂u

∂t
+ u · ∇u.

In short, Equation (3.1) can be thought of as a differential form of Newton’s second law of
motion F = ma, which is also known as the law of conservation of momentum. Equation
(3.2) simply states the condition that the fluid velocity remains divergence-free, enforcing
incompressibility in the fluid. Incompressibility, of course, is an idealization; even water
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can be compressed at high enough pressures. However, under normal conditions this effect
is not observable. In fact, in most cases volume preservation, which is upheld by the
incompressibility condition, is imperative to the visual integrity of liquid simulations.

For the purposes of this thesis we only consider simulating water-like fluids, that is,
liquids with low viscosity. While most fluids of simulation interest are not truly inviscid,
the effects that stem from viscosity in low-viscosity fluid simulations are usually negligible
in comparison to effects that stem from numerical dissipation. As a result, ignoring the
contributions of viscosity generally does not result in a visually completely inviscid flow,
as the numerical dissipation often materializes similarly to how a small amount of viscosity
would, at least in a visual sense. We therefore drop the viscosity term from Equation (3.1),
which results in the incompressible Euler equations [Bridson, 2015]:

Du

Dt
+

1

ρf
∇p = f , (3.3)

∇ · u = 0. (3.4)

The incompressible Euler equations model purely inviscid flow, and in graphics settings
are often used to approximate fluid flow for low-viscosity fluids such as water. We will
see later on in Section 4.3 that we will employ a technique known as operator splitting to
further simplify and solve the incompressible Euler equations.

3.2 Potential Flow and Harmonicity

Underpinning the work by Da et al. [2016], and subsequently the work of this thesis, is the
concept of potential flow. We provide a brief introduction to the principles of potential
flow models and their implications for this work.

The velocity field of a fluid described by potential flow can be written as the gradient
of some scalar potential function:

u = ∇ϕ. (3.5)

The curl of a velocity field u defined in this way is always zero, since the curl of a gradient
of a scalar is always equal to zero from basic vector calculus identities. Potential flow
models therefore describe fluid flows that have no vorticity. That is, potential flow models
implicitly satisfy the constraint

∇× u = 0. (3.6)
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By substituting the scalar field representation of the velocity field u into the incom-
pressibility condition from Equation (3.4), we can see that the scalar potential field must
satisfy Laplace’s equation:

∇ · u = ∇ · (∇ϕ) = ∇ · ∇ϕ = 0. (3.7)

That is, ϕ is a harmonic function. Flows with velocity fields u that are both incompressible
(i.e., divergence-free) and irrotational (i.e., curl-free) can therefore be exactly represented
by the gradient of a harmonic scalar potential function. We refer to such flows as potential
flow fields for the sake of conciseness. We will see that the incompressible and irrotational
nature of the velocity field u will play a major role in the fluid model by Da et al. [2016]
described further in Chapter 4.

3.3 Rigid Body Dynamics

As can be inferred from the name, rigid bodies refer to stiff objects that do not deform.
While in the real world, even very stiff objects may undergo drastic deformation at very
small timescales or under great forces (a classic example being a slow motion view of a golf
ball being hit), these deformations are usually not the visual focus in graphics simulations.
In graphics, for rigid bodies, we therefore remove unnecessary degrees of freedom that
would allow for deformations, modeling them as purely undeformable objects. Rigid body
dynamics are consequently described by a minimal set of degrees of freedom; a rigid body’s
motion can be entirely represented with just its translation and its rotation about its center
of mass. Notably, this view of rigid body dynamics implicitly enforces the rigidity of the
solid(s) in question.

The evolution of the positional quantity of a rigid body is described following Newton’s
second law:

dxCOM

dt
= v, (3.8)

dv

dt
=

F

m
, (3.9)

where xCOM is the position of the rigid body’s center of mass, v is the rigid body’s trans-
lational velocity, F is net force acting on the rigid body, and m is mass of the rigid body.
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The rotation, or the orientational quantity, of a rigid body is similarly described by

dR

dt
= ω∗R, (3.10)

dω

dt
= I−1T, (3.11)

where ω is the angular velocity and T is torque. In 2D, R is the angle of rotation, I is the
moment of inertia, and ω∗ is simply equal to ω. In 3D, R is a 3-by-3 rotation matrix, I
is the inertia tensor, and ω∗ is a skew-symmetric matrix that relates the angular velocity
vector ω to the rate of change of the rotation matrix given by

ω∗ =

 0 −ωz ωy

ωz 0 −ωx

−ωy ωx 0

 . (3.12)

For a force F applied at a point x on the surface of the rigid body, the torque is given by

T = (x− xCOM)× F. (3.13)

For further background on rigid body dynamics, we refer the reader to the course notes by
Baraff [1997].

3.4 Two-way coupling

A two-way coupled fluid-rigid body system involves, as might be determined from the
name, two interactions between the solid and the fluid in the system:

1. The solid exerts some force on the fluid, and as a result affects the flow of the fluid.

2. The fluid simultaneously exerts some pressure force on the the solid, and as a result
the solid takes some momentum from the fluid.

If only one of these is true in a fluid-solid coupled system, we find ourselves in a one-way
coupled system. The case in which only the fluid takes motion from solid can be useful for
any setup in which we desire scripted solid motion. The opposite case, wherein the fluid
alone forces the solid, can be a useful setup when the solid is significantly lighter than the
fluid or if the solid is much smaller than the features of the flow that we are interested in,
as is the case for marker particles.
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We expand on our formulation for coupling rigid bodies with surface-only liquids in
Chapter 5. For now, we summarize two-way coupling succinctly like so: solid to fluid
coupling is achieved by enforcing a boundary condition on the normal component of the
fluid velocities at the fluid-solid contact points, and fluid to solid coupling is achieved by
calculating net force and torque on the solid from fluid pressures.
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Chapter 4

Method of Surface-Only Liquids

For the comprehensiveness of this thesis, we include a summary of the contributions by
Da et al. [2016], upon which this thesis builds. While we include the relevant details for
the 3D simulation case described by Da et al. [2016], we mostly focus on the method of
surface-only liquids for 2D fluid simulation as this and the extension to this 2D model to
include rigid body coupling are the main contributions of this thesis. For further details
regarding the 3D simulation case, we refer the reader back to the original work by Da et al.
[2016].

4.1 Surface-only Representation of Fluid Flow

The surface-only fluid simulation technique builds on two assumptions placed on the ve-
locity field that describes the fluid’s motion. First, as is common both in and outside of
graphics applications, we assume that the simulated liquid is incompressible and therefore
the velocity field must be divergence-free. Second, we assume that the liquid is irrotational
and therefore the velocity field is also curl-free. Da et al. [2016] justify this second as-
sumption by recognizing that for idealized inviscid liquids with uniform internal density,
the primary sources of vorticity, that is, the curl of velocity, have negligible effects within
the interior of the liquid volume. As introduced in Section 3.2, the lack of vorticity also
means that this model is consistent with classic potential flow approximations, as zero
vorticity implies that the velocity can be expressed as the gradient of a scalar field, called
the velocity potential, since the curl of a gradient is always 0. We thus refer to a velocity
field u that is both incompressible and irrotational as a potential flow field :
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Definition 4.1.1 (Potential flow field). A velocity field u : R2 → R2 or u : R3 → R3 is a
potential flow field if:

• ∇ · u = 0,

• ∇× u = 0,

that is, u corresponds to a flow that is both incompressible and irrotational. If u is a 2D
velocity field, ∇×u is defined as the 2D curl and thus yields a scalar. If u is a 3D velocity
field, ∇× u yields a vector.

We note that our terminology differs from that of Da et al. [2016], who refer to these
incompressible and irrotational velocity fields as “harmonic velocity fields”. We find their
terminology may be mildly misleading, as a “harmonic vector field” can refer to a field u
that itself satisfies Laplace’s equation, that is ∇ · ∇u = 0, rather than an incompressible
and irrotational field. These concepts are not unrelated, as it follows from vector calculus
identities that an incompressible and irrotational field will satisfy Laplace’s equation, but
since not every field that satisfies Laplace’s equation is necessarily both incompressible and
irrotational, the “harmonic vector field” terminology remains slightly inaccurate.

In accordance with the definition of potential flow, a potential flow field u over a
contractible domain can be expressed as the gradient of a harmonic scalar function ϕ.
That is, ϕ can be shown to satisfy Laplace’s equation ∇ · ∇ϕ = 0. We will see this
come into play later in the final step of our velocity update scheme, when we search for
a harmonic scalar pressure field p that respects surface tension forces and other outside
forces while keeping the velocity field harmonic. By using the the surface tension force
as a Dirichlet-type boundary condition and the normal component of the surface velocity
as a Neumann-type boundary condition, we will see that we establish a boundary value
problem (BVP) for pressure p that has a unique solution. The key takeaway from this is
that a potential flow field over a contractible domain can be fully described by its normal
component over the domain’s surface.

4.2 Domain Representation and Discretization

The liquid domain and quantities related to the liquid domain are denoted by Ω. The
liquid domain’s surface, ∂Ω, and quantities related to the surface are denoted by Γ. For
both the 2D and 3D case, Γ is discretized into a mesh (V, F ) where V is a set of vertices
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(a) Consistently oriented (b) Inconsistently oriented

Figure 4.1: Oriented mesh. A sketch of a discretized 2D liquid domain with face
normals shown with arrows on associated faces. In a consistently oriented mesh, all face
normals point in a consistent direction relative to the interior of the liquid domain, whereas
in an inconsistently oriented mesh, face normals can point both in and out of the domain.

and F is the set of faces. Let NV denote the total number of mesh vertices, and NF denote
the total number of mesh faces.

In 2D, the boundary of each component of liquid volume of the 2D liquid domain may
be represented by a one-dimensional curve, or curves in the case of a component with holes
in it, embedded in R2. These curves can then be discretized into polygons. Vertices are
located at positions xi ∈ R2. Faces can be visualized as line segments connecting pairs of
vertices, and are identified by oriented pairs of vertex indices. “Oriented” simply means
that normal vectors for each face, in this case line segment edges, point towards a consistent
side of the mesh; see Figure 4.1 for a visual summary. In our implementation, we define
normal vectors to point outward relative to the liquid mesh. Note that NV = NF holds in
the 2D case, but this property is somewhat unique to the 2D case.

In 3D, the boundary of each component of liquid volume is a two-dimensional surface
embedded in R3. We discretize each surface with a manifold triangle mesh. Vertices are
located at positions xi ∈ R3, and each triangular face is identified by an oriented triad
of vertex indices. Once again, we define normal vectors to point outwards relative to the
liquid mesh.

When discretizing integrals over the surface, as is done in Sections 4.4.2 and 4.4.3, it
becomes necessary to have some definition of a vertex’s area. We define a vertex’s area as
the summation of area contributions from each of its adjacent faces, where in 2D each face
contributes half of its length to each of its vertices’ areas, and in 3D each face contributes
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a third of its area to each of its vertices’ areas. That is, if F (i) is the set of faces directly
adjacent to vertex xi and aj is the length of face j, then the vertex area âi of xi is given
in 2D as

âi =
1

2

∑
j∈F (i)

aj, (4.1)

and in 3D as

âi =
1

3

∑
j∈F (i)

aj, (4.2)

where in the 3D case, aj refers to the area of face j.

4.3 Time Integration

We now present an overview of the time integration procedure. Da et al. [2016] utilize
the well-established operator splitting technique, first introduced to graphics by Stam
[1999], to simplify and solve the Euler equations (see Equations (3.3) and (3.4)) over
the liquid domain. The Euler equations are separated into three main steps: advection,
incompressible and irrotational projection, and external force integration. Mathematically,
these steps are described as follow:

Du

Dt
= 0 (advection), (4.3)

∂u

∂t
+

1

ρf
∇p = 0

such that ∇ · u = 0 (incompressible and irrotational projection), (4.4)

∂u

∂t
= f

such that ∇ · u = 0. (external forces and incompressibility) (4.5)

The reader more familiar with fluid simulation in a graphics context may recognize that
the order in which these steps is performed is somewhat unconventional. Typically, fluid
simulations will integrate external forces into the velocity field prior to projecting it down
to the space of divergence-free (i.e., incompressible) velocity fields [Bridson, 2015]. Da
et al. [2016] swap this order, performing a projection step to obtain an incompressible and
irrotational field before integrating external forces. As a result it becomes imperative that
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the external force integration is done in such a way that it preserves the incompressible
and irrotational quality from the previous step, and in this way the typical projection step
can be thought of as being spread over these two post-advection steps.

The projection step needs to be spread over two steps in this order rather than solved
for at once as a result of the surface-only approach. In short, the force integration step
is performed by setting up a Laplace-type BVP on pressures and solving this BVP with
a BEM solve (see Section 4.3.3 for more details). For reference, the Laplace equation is
given by

∇ · ∇p = 0. (4.6)

The BVP being Laplace-type is dependent on the input field being divergence-free; if the
input field contained divergence, the BVP would have yielded a Poisson equation instead:

∇ · ∇p = ∇ · u. (4.7)

It is clear that the right-hand side of the equation above is only zero if there is no divergence
in the input field u. A Poisson equation with a non-zero right-hand side in the BVP
would cause us to require volume integrals in the BEM solve, violating the surface-only
approach. On the other hand, it is also not possible to simply perform the projection in one
unified step, as it is unclear how to perform an incompressible and irrotational projection
that also respects the boundary conditions at the free surface and solid boundaries using
only information available at the surface. Thus, we have justified both the need for the
projection to be split into two steps and the need for the incompressible and irrotational
projection to precede the divergence-free external force integration step.

For notational clarity, as well as to summarize the steps of the surface-only liquid
approach, we provide the overall algorithm prior to detailing each step in Algorithm 1. The
remainder of this section outlines the time integration procedure; the spatial discretization
is described in depth later on in Section 4.4.

4.3.1 Advection

At the beginning of each time step, we have as input the fluid domain’s position decorated
with a velocity field. This input velocity field is incompressible and irrotational, making
it a potential flow field (Definition 4.1.1). The velocity field that the fluid moves through
must be incompressible and irrotational throughout the simulation, and so each time step
starts and ends with a potential flow field.

In the advection step, the fluid surface position is updated in accordance with the
velocity field decorating it. This update is performed ignoring any forces, internal or
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Algorithm 1 Surface-only liquids

1: Initialize surface mesh with vertices x−. (Section 4.2)
2: Initialize potential flow field u− per vertex.
3: loop
4: Advect surface mesh: x̄ = x−+u−∆t, implicitly updating u− to ū. (Section 4.3.1)
5: Perform incompressible and irrotational projection (HHD) on ū to get u. (Section

4.3.2)
6: Apply body forces (gravity): ũ = ū+∆tg. (Section 4.3.3)
7: Perform projection with external force integration on ũ to get u+. (Section 4.3.3)
8: end loop

external, in the velocity field. Both we and Da et al. [2016] use the Forward Euler scheme
in our implementations:

x̄ = x− + u−∆t, (4.8)

where x is position, u is the velocity, and ∆t is the time step size. The overbar notation
denotes post-advection quantities and the superscripted subtraction symbol denotes begin-
ning of time step quantities. While only the fluid surface positions are explicitly updated
in this step, with the velocity associated at each surface point unchanged, the overall ve-
locity field represented by the velocities decorating the surface is altered by the advection
step due to the positional update. As a result, although the input field to the step u− is
incompressible and irrotational, the field ū following the advection step is not necessarily
incompressible and irrotational. That is, velocity divergence and/or curl may have been
introduced by the update to the surface position. We thus follow the advection step with
an incompressible and irrotational velocity projection.

Forward Euler is a simple explicit method for numerical integration. It is possible that
a different time integration scheme could yield improved behaviour. We return to this
consideration in Section 7.2 when discussing future work.

4.3.2 Incompressible and Irrotational Projection

The velocity field represented by the positions x̄ and velocities ū of the fluid surface after
the advection step may no longer be a potential flow field. To return the velocity field
to the space of potential flow fields we must remove any divergence or curl introduced by
advection by projecting ū to the subspace of incompressible and irrotational velocity fields.

We note here that Da et al. [2016] take a slightly different view of this step, as they
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regard it as solely projecting out divergence; however, because of the way the projection
is constructed, the net effect is the same in both our view and that of Da et al. [2016].
Da et al. [2016] conceptualize the projection step as searching for a velocity field u that is
both divergence-free (so ∇ · u = 0) and whose difference with the post-advection field ū is
exactly the divergence present in ū (that is, u ⊥ (ū − u)). We instead conceptualize the
projection step as a projection to the nearest potential flow field.

Several works in graphics literature perform the divergence-free projection step by a
Poisson solve to find the pressure whose gradient exactly counteracts the divergence in the
velocity field. We and Da et al. [2016] proceed with a slightly different approach. Instead
of a Poisson solve, we begin with a constructive Helmholtz decomposition (HHD) [Bhatia
et al., 2013] on the output field from the advection step ū:

ū = −∇Φ +∇×A, (4.9)

where Φ and A are the scalar and vector potential, respectively. This allows us to concep-
tualize ū as being composed of a curl-free component ∇Φ (the curl of a gradient is always
0) and a divergence-free component ∇×A (the divergence of a curl is always 0). Both Φ
and A are given as being composed of two integrals, one over the surface and one over the
volume:

Φ(x) =

∫
Γ

n(y) · ū(y)G(x,y)dSy︸ ︷︷ ︸
ΦΓ

−
∫
Ω

∇y·ū(y)G(x,y)dVy︸ ︷︷ ︸
ΦΩ

, (4.10)

A(x) =

∫
Γ

n(y)× ū(y)G(x,y)dSy︸ ︷︷ ︸
AΓ

−
∫
Ω

∇y×ū(y)G(x,y)dVy︸ ︷︷ ︸
AΩ

, (4.11)

where n is the outward unit surface normal and G(x,y) is the free-space Green’s function
of Laplace’s equation, also known as the fundamental solution of Laplace’s equation. The
equations for G(x,y) are included in Sections 4.4.2.1 and 4.4.2.2, when we discuss the
formulation of the spatial discretization of these steps.

We note here that in the 2D case A is a scalar potential, not a vector potential, since
the 2D cross products in the integrals in A yield scalars; from now on, we will use A to
distinguish this from the vector potential A that appears in the 3D case. The 2D cross
product of two 2D vectors is derived from conceptually padding the 2D vectors with zeros
in their z-components so that they are technically 3D vectors, and then taking the cross
product of the 3D vectors. The scalar it yields thus represents the length of the vector that
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points in the z-direction that is the result of this 3D cross product. The 2D cross product
of two 2D vectors a and b is given by

a× b = axby − aybx. (4.12)

As such, in the 2D case, the term in Equation (4.9) that takes the curl of the vector
potential (the ∇×A term) should instead be thought of as taking the curl of a scalar field
A, which can be interpreted as rotating the gradient of the field by π

2
. That is, we can

rewrite Equation (4.9) as

ū = −∇Φ + J∇A, (4.13)

where J is the 2D rotation matrix that rotates clockwise by π
2
radians:

J =

[
0 1
−1 0

]
, (4.14)

and scalar potential A is given by

A(x) =

∫
Γ

n(y)× ū(y)G(x,y)dSy︸ ︷︷ ︸
AΓ

−
∫
Ω

∇y×ū(y)G(x,y)dVy︸ ︷︷ ︸
AΩ

, (4.15)

where the difference between the scalar potential A and vector potential A is that the
cross products in A should be interpreted as 2D cross products. This difference in the
interpretation of the curl of A or A does not really come into play until discussing the 2D
spatial discretization in detail in Section 4.4.2.1. Up until that point we will use the ∇×A
notation to denote the curl of this field, but when this appears it should be interpreted as
J∇A when considering the 2D scenario.

As another brief aside, by definition the free-space Green’s function of Laplace’s equa-
tion satisfies:

∇ · ∇G = δD, (4.16)

where δD is the Dirac delta. That is, ∇·∇G has value of 0 everywhere except when G = 0
which occurs when x = y (G is given later by Equations (4.38) and (4.43)), where its
value is undefined, and the integral of ∇ · ∇G over the entire real line is equal to 1. G is
useful in that it is simple to construct solutions of variations of the original equation using
convolutions (such as the integrals in Equations (4.10) and (4.11)) of it. That is, G can be
used to build solutions of the Poisson equation:

∇ · ∇u = f,
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as long as f is reasonably behaved. In any case, the property laid out in Equations (4.16)
gives us the basis for the proofs for Equations (4.10) and (4.11).

Returning to ū, we observe we may now write Equation (4.9) as:

ū = ∇×AΓ −∇ΦΓ︸ ︷︷ ︸
dive-free and curl-free

+ ∇ΦΩ︸ ︷︷ ︸
curl-free

−∇×AΩ︸ ︷︷ ︸
div-free

. (4.17)

The three orthogonal components are: an incompressible and irrotational (div-free and
curl-free) component, a curl-free (but not div-free) component, and a div-free (but not
curl-free) component. The orthogonality of these components is shown in the Appendix
of the original paper by Da et al. [2016]. Since the ∇ ×AΓ − ∇ΦΓ component is in fact
a potential flow field, we identify it as the incompressible and irrotational post-advection,
post-projection velocity field that we were looking for:

u = ∇×AΓ −∇ΦΓ. (4.18)

As both AΓ and ∇ΦΓ are surface integrals, we see that u can be computed at any point
in the domain Ω using only information available on the surface of the liquid.

Da et al. [2016] further simplify Equation (4.19) by noting that the pressure gradient in
the Euler equations (see Equations (3.3) and (3.4)) is always normal to the liquid surface
under the assumption of free-surface flow. In other words, ∇p does not have a tangential
component. As a result there should be no change in the tangential velocity between ū
and u, and rather than using the entirety of Equation (4.19) to find u, we can instead
copy over the tangential component of ū and take just the normal component of u from
Equation (4.19), denoted as un. The post-projection velocity field u is then given by

u = P ū+ unn, (4.19)

un = n · (∇×AΓ −∇ΦΓ), (4.20)

where
P = I − nnT (4.21)

is the tangential projection operator. I denotes the identity matrix. We will see that this
treatment of u will allow us to make simplifications in our discretizations in Section 4.4.2.

4.3.3 External force integration

After recovering the incompressible and irrotational post-projection velocity field u, the
final step in the time integration is to integrate external forces into u and obtain the end
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of step velocity u+. This needs to be done somewhat carefully, as we must ensure that the
velocity field remains incompressible throughout this step.

We begin by updating u to ũ with an intermediate step that incorporates body forces
using a Forward Euler step:

ũ = u+ g∆t, (4.22)

where the body force g is typically just gravitational acceleration, but can include any
constant force that we would like to apply throughout the volume of the liquid. While it
is possible to construct a non-uniform body force, such a force could potentially violate
incompressibility and is thus not viable here. Since we assume a constant body force, this is
a purely translational update; that is, no curl or divergence is introduced by this addition,
so ũ is still a potential flow field.

Since we assume our fluid flow is a potential flow field, any change in the velocity field
caused by external forces must also be representable as a potential flow field and as a result
can be represented by a gradient of a scalar harmonic field. That is, the change in ũ from
the external forces is given by some ∇p, where p is a harmonic pressure field. As p is
a harmonic scalar field, it must satisfy Laplace’s equation. Given appropriate boundary
conditions, we can therefore set up a Laplace-type boundary value problem (BVP) to solve
for ∇p.

The boundary Γ of the liquid domain comprises of two parts: a liquid-air boundary ΓA

and a solid-liquid boundary ΓS. Together, the two interfaces satisfy ΓA ∪ ΓS = Γ. Points
that fall into both categories, that is, points in ΓA ∩ ΓS, are known as triple points. For
a 2D simulation, triple points are simply a point on the surface of the mesh. For a 3D
simulation, triple points fall along a curve called the triple junction.

Apart from body forces, Da et al. [2016] model forces that act normal to the surface of
the liquid. Along the liquid-air interface, they consider the surface tension force induced by
the curvature of the liquid surface and the liquid’s surface tension coefficient. Considering
this in terms of p, we can see that this establishes a Dirichlet boundary condition on ΓA.
Along the solid-liquid interface, they consider the normal force caused by the interaction
of the solid and the liquid. This establishes a Neumann boundary condition on ΓS, as the
solid and its velocity places a restriction on the normal component of the pressure gradient.
With these observations, Da et al. [2016] set up the BVP below:

∇ · ∇p = 0, subject to (4.23)

p = σH, on ΓA (4.24)

∂p

∂n
=
ρf
∆t

(ũ− uS) · n, on ΓS (4.25)
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where H is the signed curvature (in 2D) or the signed mean curvature (in 3D), ρf is fluid
density, and uS is the velocity of the solid evaluated at the solid-liquid interface. In our
2D implementation, we use the following formula for discrete signed curvature at a point
xi:

Hi =
2ψ

∥di−1/2∥+ ∥di+1/2∥
,

where ψ is the signed turning angle and di−1/2 and di+1/2 are the lengths of the adjacent
previous and next edges, respectively. Additional formulas for discrete signed curvature
in 2D and some of their properties can be found in the notes by Vouga [2014]. Da et al.
[2016] refer to Mantic [1993] for a discretization of signed mean curvature in 3D.

Solving BVP (4.23) yields the p and ∂p
∂n

values for each point on the liquid surface.
With these values, it is possible to construct ∇p, the gradient of a harmonic scalar function
that will update ũ to the end-of-step velocity. The normal component of ∇p is given by
∇p · n; we notice that this is simply the directional derivative of pressure in the normal
direction ∂p

∂n
that we calculated from boundary condition (4.25) or found from the solve.

We approximate the tangential component of ∇p, which we refer to as ∂p
∂t
, using adjacent

p values, which are also either known from boundary condition (4.24) or found from the
solve.

We then construct the pressure gradient out of these two components, multiplied by
the unit normal n or unit tangent t as appropriate:

∇p = ∂p

∂n
n+

∂p

∂t
t, (4.26)

and use the pressure gradient to obtain the end-of-step velocity u+:

u+ = ũ− ∆t

ρf
∇p, (4.27)

which, as desired, is a potential flow field.

4.4 Spatial Discretization

We now discuss how we spatially discretize each of the time integration steps discussed in
the previous section. Due to differences in the Green’s functions between the 2D and 3D
case, discretization details diverge slightly for these two cases in both the incompressible
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and irrotational projection and external force integration steps. These details will be
discussed as they appear.

Recall from Section 4.2 that the liquid domain is represented by a discrete surface mesh,
with each mesh point carrying information about its position and velocity.

4.4.1 Advection

Step 4 in Algorithm 1 is the advection step. Advection is straightforward. We simply
apply the advection scheme, in this case Equation (4.8), to each of the discrete surface
mesh points xi:

x̄i = x−
i + u−

i ∆t, (4.28)

where ui denotes the liquid velocity associated with and stored at xi.

4.4.2 Incompressible and Irrotational Projection

In Step 5 of Algorithm 1, we perform the incompressible and irrotational projection. The
evaluation required in the projection step is that of un from Equation (4.20), reproduced
below:

un = n · (∇×AΓ −∇ΦΓ), (4.20)

where the BIEs ΦΓ and AΓ from Equations (4.10) and (4.11) are given:

ΦΓ =

∫
Γ

n(y) · ū(y)G(x,y)dSy, (4.29)

AΓ =

∫
Γ

n(y)× ū(y)G(x,y)dSy. (4.30)

Due to differences between the 2D and 3D Green’s function G(x,y) (see Equations (4.38)
and (4.43)) as well as the differences in the singularities that arise related to them, the tech-
niques to spatially discretize the projection differ slightly for each case. Before discussing
these details, we discuss the discretization steps up to the point of this divergence.

Da et al. [2016] begin the spatial discretization for Equation (4.20) by integrating it
over the surface using the basis functions θi:

âiu
n
i =

∫
Γ

θiu
ndS =

∫
Γ

θi(n · ∇ ×AΓ − n · ∇ΦΓ)dS, (4.31)
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where uni is the discretization of un at vertex xi and θi is the basis function for vertex xi.
We elect to use linear basis functions, or hat functions, for θi. As the basis function for
vertex xi evaluates to 0 at all faces that are not adjacent to xi (that is, all faces that are
not in F (i)), the outer surface integral in Equation (4.31) is equivalent to a summation of
the integral evaluated over just the neighboring faces:∫

Γ

θinx · ∇ΦΓdSx =
∑

j∈F (i)

∫
j

θinx · ∇ΦΓdSx, (4.32)∫
Γ

θinx · ∇ ×AΓdSx =
∑

j∈F (i)

∫
j

θinx · ∇ ×AΓdSx. (4.33)

We have introduced x into the above notation for clarity in the following steps, as the
inner ΦΓ and AΓ are also both integrals over the surface.

We make one more critical observation regarding Equation (4.32). We recognize the
nx ·∇ΦΓ term as a normal derivative with respect to the outer integral. That is, nx ·∇ΦΓ =
∂

∂nx
ΦΓ. We cannot, however, simply move the partial derivative into the integral ΦΓ in our

evaluation of this term. While this is valid at points within the domain Ω, it is invalid
for points exactly on the boundary Γ due to the existence of a jump discontinuity in the
normal derivative across the boundary [Sugimoto et al., 2023]. Since the outer integral in
Equation (4.32) integrates over the boundary, it is this latter case that is relevant to our
evaluation. When taking the directional derivative ∂

∂nx
of ΦΓ, we therefore need to take

the limit as x approaches the boundary, which results in the integral equation

∂

∂nx

ΦΓ(x) = lim
x→Γ

∫
Γ

n(y) · ū(y) ∂

∂nx

G(x,y)dSy (4.34)

= Θ(x) (n(x) · ū(x)) +
∫
Γ

n(y) · ū(y) ∂

∂nx

G(x,y)dSy for x ∈ Γ, (4.35)

where Θ(x) is the internal solid angle. Internal solid angle is trivial in 2D, as it is simply
the interior angle that the edges stemming from vertex x create. For the 3D case, Da
et al. [2016] refer to Mantic [1993] for the discretization of the internal solid angle. This
Θ(x) (n(x) · ū(x)) term is referred to as the charge term. With the above, we expand and
rewrite the right hand side of Equation (4.32) as∫

Γ

θin · ∇ΦΓdS =
∑

j∈F (i)

∫
j

θi

(
Θ(x) (n(x) · ū(x))

+

∫
Γ

n(y) · ū(y) ∂

∂nx

G(x,y)dSy

)
dSx. (4.36)
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Rewriting the inner integral into a sum over face integrals then gives∫
Γ

θin · ∇ΦΓdS =
∑

j∈F (i)

∫
j

θi

(
Θ(x) (n(x) · ū(x))

+

(∑
k∈F

∫
k

n(y) · ū(y) ∂

∂nx

G(x,y)dSy

))
dSx. (4.37)

4.4.2.1 2D discretization

The 2D Green’s function is given by

G(x,y) =
1

2π
ln∥x− y∥. (4.38)

Its gradient ∇G(x,y) can be found to be

∇G(x,y) = 1

2π

x− y

∥x− y∥2
. (4.39)

Scalar potential ΦΓ BIE We begin by considering Equation (4.37). Consider the dis-
cretization of the outer integral in Equation (4.37), which integrates over a face (in 2D,
a line segment edge). All the values to compute the charge term are simple to obtain.
The normal derivative of G(x,y) can be written as nx ·∇G(x,y), where ∇G(x,y) is given
above. However, the outer integral is not straightforward to approximate due to the fact
that the inner integral, which is a component of the outer integral’s integrand, diverges
to infinity in a weakly singular manner near vertex xi. To handle this divergence of the
integrand we use the tanh-sinh quadrature, also known as the double-exponential (DE)
formula, to approximate the outer integral [Aimi et al., 1997]. Tanh-sinh quadrature is
a numerical approximation scheme that removes endpoint singularities by mapping the
endpoints to positive and negative infinity on the real line. We provide the quadrature and
the step size we used in the 2D implementation in Appendix A.1.

While G(x,y) has a singularity when x and y coincide, when x and y are on the
same face the vector x− y is exactly orthogonal to the normal vector nx. As a result the
nx ·∇G(x,y) term evaluates to 0 on the face where the singularity would be found, and this
face does not contribute to the integral. We are thus able to discretize the inner integral
in a fairly straightforward manner with a Gaussian quadrature. We find a one-point per
face Gaussian quadrature to be sufficient in our 2D implementation.
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Scalar potential AΓ BIE Next, we consider Equation (4.33), the BIE involving the
scalar potential AΓ. As was discussed in Section 4.3.2, the curl of this potential should be
interpreted as the gradient of AΓ rotated π

2
clockwise. That is, in the 2D case Equation

(4.33) should be thought of as∫
Γ

θinx · J∇AΓdSx =
∑

j∈F (i)

∫
j

θinx · J∇AΓdSx, (4.40)

where J is the rotation matrix

J =

[
0 1
−1 0

]
. (4.41)

We move the rotation by J onto the unit normal nx, and, recognizing that a π
2
rotation of

the normal vector is simply the tangent vector, we replace nx · J∇AΓ with tx · ∇AΓ. We
can then rewrite and expand Equation (4.40) as∫

Γ

θinx · J∇AΓdSx =
∑

j∈F (i)

∫
j

θitx · ∇AΓdSx

=
∑

j∈F (i)

∫
j

θi
∂

∂tx
∇AΓdSx

=
∑

j∈F (i)

∫
j

θi

∫
Γ

n(y)× ū(y)
∂

∂tx
G(x,y)dSydSx

=
∑

j∈F (i)

∫
j

θi

∫
Γ

n(y)× ū(y)tx · ∇G(x,y)dSydSx.

Rewriting the inner integral as a summation of the face integrals gives∫
Γ

θinx · J∇AΓdSx =
∑

j∈F (i)

∫
j

θi

(∑
k∈F

∫
k

n(y)× ū(y)tx · ∇G(x,y)dSy

)
dSx. (4.42)

To discretize the outer integral we once again use tanh-sinh quadrature.

As for numerically approximating the inner integral, we must be careful of the singu-
larity in the Green’s function when x and y coincide. To handle this singularity in our
implementation, when x and y are on the same face, we “split” the face around x and per-
form two integrals over each side of the face around x so that each of these sub-integrals has
the singularity at their endpoint. For these we again use tanh-sinh quadrature, eliminating
the singularity. When x and y are on different faces and we do not need to consider the
possibility of a singularity, we simply use a four-point Gaussian quadrature. The four-point
Gaussian quadrature points and weights are provided in Appendix A.2.
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4.4.2.2 3D discretization

The 3D Green’s function is given by

G(x,y) = − 1

4π

1

∥x− y∥
. (4.43)

Its gradient is then

∇G(x,y) = − 1

4π

x− y

∥x− y∥3
. (4.44)

Scalar potential ΦΓ BIE The discretization of Equation (4.37), the BIE containing the
scalar potential ΦΓ, in the 3D scenario is fairly similar to its 2D counterpart. Again, the
contributions from the charge term are simple to obtain. As for the normal derivative of
G(x,y), we can once again write it as nx · ∇G(x,y) and recognize that the inner integral
is trivially discretized as this term evaluates to 0 on faces where singularities would occur.
Da et al. [2016] approximate the inner integral directly with a one-point per face Gaussian
quadrature in their implementation.

As was the case in the 2D scenario, since the inner integral itself diverges near vertex
xi in a weakly singular fashion, the discretization of the outer integral is again not quite as
trivial. To accurately perform the numerical approximation, Da et al. [2016] use a Duffy
quadrature technique, wherein they first use a Duffy transformation to remove the vertex
singularity on the face prior to performing a Gaussian quadrature on the transformed face.
The Duffy transformation removes the singularity by a simple variable transformation that
essentially maps the triangular face with a vertex singularity to a square with no singularity.
A straightforward summary of the Duffy transformation can be found in the work of Keeler
and Bridson [2014]. Da et al. [2016] use a four-point Gaussian quadrature following the
Duffy transformation.

Vector potential AΓ BIE Some treatment is required to accurately evaluate Equation
(4.33) in 3D as taking the curl of the AΓ term introduces a strongly singular integrand.
Da et al. [2016] address this by first transforming the integral using integration by parts
to move the derivative, and then eliminating one of the resultant terms through observing
cancellations that occur due to the mesh structure. They arrive at the reformulation∫

j

θinx · ∇ ×AΓdSx = −
∫
j

nx · (∇θi ×AΓ)dSx. (4.45)
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For details we refer the reader to Equations (17) through (20) in the paper by Da et al.
[2016]. The above reformulation now only has a weakly singular integrand, which can there-
fore be accurately approximated using the same Duffy quadrature technique established
for the scalar potential BIE. Da et al. [2016] again use a four-point Gaussian quadrature.

4.4.3 External force integration

In Steps 6 and 7 of Algorithm 1, we integrate external forces while keeping the velocity
field incompressible and irrotational. Applying body forces is straightforward; we simply
apply Equation (4.22) to each of the velocities ui stored on the discrete surface mesh points
xi:

ũi = ui + g∆t. (4.46)

To construct the pressure gradient that updates the post-incompressible and irrotational
projection velocity to the end-of-step velocity in Equation (4.27), we approximate the
pressure gradient’s tangential and normal components along the boundary of the liquid
domain. This requires that we find both the pressure and the pressure normal derivative
at each discrete point of the surface mesh. As can be seen from (4.24) and (4.25), at a

point y ∈ Γ either p(y) or ∂p(y)
∂ny

is given by the boundary condition depending on whether

y ∈ ΓA or y ∈ ΓS; the other quantity is unknown. Triple points, where both y ∈ ΓA and
y ∈ ΓS are true, are a somewhat special case and require some additional treatment; we
discuss these later on in Subsection 4.4.3.3. To find the unknown quantities and construct
the pressure gradient we solve the Laplace BVP set up in Section 4.3.3.

We use the Boundary Element Method (BEM) technique to solve the Laplace BVP
using only a surface discretization. BEM relies on formulating the partial differential
equation as an integral equation. We thus begin with the direct boundary integral equation
(BIE) for the Laplace BVP for pressure [Atkinson, 1997; Da et al., 2016] described by
Equation (4.23), given by

Θ(x)p(x) =

∫
Γ

(
p(y)

∂G(x,y)

∂ny

− ∂p(y)

∂ny

G(x,y)

)
dSy, (4.47)

where Θ(x), we recall, is the internal solid angle of the liquid domain Ω at the point x ∈ Γ.

The unknown pressure values and normal components of the pressure gradient are found
by discretizing BIE (4.47) using a vertex-collocated linear isoparametric BEM formulation.
Vertex-collocated simply indicates that the pressure values and normal components of the
pressure gradient are associated with and solved for at the vertices (rather than, for ex-
ample, the faces). The formulation is isoparametric because both the boundary and the
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unknown values have the same linear form in terms of their parameterizations; the un-
known values are linearly interpolated between the vertex points. The BEM applied to our
problem can be summarized in a few steps:

1. The boundary Γ is discretized intoN non-overlapping boundary elements; in our case,
the boundary elements correspond exactly with the mesh faces. The pressures and
normal components of the pressure gradient are thought of as linearly interpolated
between their nodal values (i.e., their values at mesh vertices).

2. We apply BIE (4.47) to each vertex and discretize it such that it is expressed as a
sum over face integrals like so:

Θ(x)p(x) =
N∑
j=1

∫
Fj

p(y)
∂G(x,y)

∂ny

− ∂p(y)

∂ny

G(x,y)dSy, (4.48)

where x is a vertex on the mesh and Fj denotes the j-th face in the discretized mesh
boundary. In our formulation, each face integral can be thought of as “contributing”
some amount to each of the vertices it is adjacent to; we make note of this here to
reiterate that we formulate a system where the unknowns are associated with the
vertices. This yields an underdetermined system of NV equations, with NV p values
and NV

∂p
∂n

values.

3. Applying our boundary conditions allows for the system to become determined, as
we introduce one known p or ∂p

∂n
for each vertex (so NV of the previously unknown

values in the system from the previous step are now known). We then solve the
system. This yields the unknown p and ∂p

∂n
values at each vertex.

Triple points are unique in that the boundary conditions at these points must be formulated
and handled slightly differently. We discuss triple point handling in greater detail later
in Section 4.4.3.3. For now, for clarity of discussion, we will continue this description
under the assumption that all points are strictly either on the liquid-air interface or the
solid-liquid interface.

We use the nodal p and ∂p
∂n

values from the boundary conditions and the BEM solve
to approximate the pressure gradient needed in Equation (4.27). Some finer points of this
step will be detailed later in Section 4.4.3.4.

We now include a fairly comprehensive description of the linear isoparametric BEM
for the 2D case. We follow it with a summary of the 3D case, which has differences in
subtleties but overall follows the same general structure. We describe the 2D formulation
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(a) Global numbering (b) Local numbering

Figure 4.2: Global and local numbering for BEM boundary discretization.
Sketches of a linearly discretized 2D boundary where (a) is the full boundary with a global
numbering of nodes and (b) is a linear element with local numbering of nodes. Figure
adapted from Hall [1994].

in detail in the hopes that it will provide the reader with clarity regarding BEM as well
as a solid foundation to build upon when we discuss the coupling extension in Chapter 5.
We follow these discussions with the aforementioned subsections on triple point handling
and pressure gradient construction from the BEM output.

4.4.3.1 2D linear isoparametric BEM

For this description we adopt some notation from the book by Hall [1994]. We also refer
the reader to the book by Hall [1994] for more in-depth discussion of BEM.

We begin with the linear discretization of the boundary into the boundary elements.
Since the boundary elements correspond with the faces, we denote the N elements as Fj,
j = 1, 2, ..., N in some order (see Figure 4.2a). Each element is also given a local numbering
(see Figure 4.2b). We parameterize element Fj, which has endpoints at xj and xj+1, by
t ∈ [−1, 1] as

x = xj(t) =M1(t)xj +M2(t)xj+1,

where M1(t) and M2(t) are the linear shape functions given by

M1(t) =
1− t

2
, M2(t) =

1 + t

2
.
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The Jacobian of this parameterization of xj(t) is denoted by Jj(t) and is given by

Jj(t) =
1

2
∥xj+1 − xj∥ =

1

2
aj,

where aj is the length of element Fj.

For a linear isoparametric BEM, we assume that the unknown functions p and ∂p
∂n

are
also approximated linearly over each linear boundary element. Setting up a local numbering
system for each element as shown in Figure 4.2b, we can write p and ∂p

∂n
as

p(y) =M1(t)p(y1) +M2(t)p(y2) =
2∑

α=1

Mα(t)p(yα),

∂p(y)

∂n
=M1(t)

∂p(y1)

∂n
+M2(t)

∂p(y2)

∂n
=

2∑
α=1

Mα(t)
∂p(yα)

∂n
,

where p(yα) and ∂p(yα)
∂n

denote the values of p and ∂p
∂n

at the endpoints of each element;
that is, the vertices of the boundary discretization.

We can substitute the linear approximation into each term of the discretized BIE in
Equation (4.48). The first term, involving the ∂G(x,y)

∂ny
kernel, then becomes

N∑
j=1

∫
Fj

p(y)
∂G(x,y)

∂ny

dSy =
N∑
j=1

∫ 1

−1

p(yj(t))
∂G(x,yj(t))

∂ny

Jj(t)dt

=
N∑
j=1

∫ 1

−1

(
2∑

α=1

Mα(t)pα

)
∂G(x,yj(t))

∂ny

Jj(t)dt

=
N∑
j=1

2∑
α=1

pαJj(t)

∫ 1

−1

Mα(t)
∂G(x,yj(t))

∂ny

dt

=
N∑
j=1

2∑
α=1

pα
1

2
aj

∫ 1

−1

Mα(t)
∂G(x,yj(t))

∂ny

dt.

The second term, involving the logarithmic G(x,y) kernel, can similarly be manipulated
to come to the conclusion:

N∑
j=1

∂p(y)

∂ny

G(x,y)dSy =
N∑
j=1

2∑
α=1

(
∂p

∂ny

)
1

2
aj

∫ 1

−1

Mα(t)G(x,yj(t))dt.
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Equation (4.48) can then be written as

Θ(x)p(x) =
N∑
j=1

2∑
α=1

pα
1

2
aj

∫ 1

−1

Mα(t)
∂G(x,yj(t))

∂ny

dt

−
N∑
j=1

2∑
α=1

(
∂p

∂ny

)
1

2
aj

∫ 1

−1

Mα(t)G(x,yj(t))dt. (4.49)

Now, if we consider applying Equation (4.49) to each vertex on the mesh, it is clear that
this collection of equations can be rearranged and written out in the form of a linear system

Θp = Dp− Cq, (4.50)

or alternatively,
0 = (D −Θ)p− Cq, (4.51)

where p and q are vectors of size NV respectively containing the nodal p and ∂p
∂n

values,
Θ is a diagonal NV × NV matrix whose diagonal entries are the internal solid angles at
the vertices, and C and D are NV ×NV matrices containing the appropriate sums of the
integrals containing G(x,y) and ∂G(x,y)

∂n
from Equation (4.49), respectively.

We turn our attention to evaluating these integrals. When x is not on (or at the
endpoint of) the element being integrated over which is parameterized by yj(t), there is no
singularity in either integrand, and these integrals can be simply approximated with a direct
Gaussian quadrature. In our implementation we use a four-point Gaussian quadrature
when there is no singularity. However, when x is on the element being integrated over, a
singularity occurs in both integrals. We are able to avoid using numerical approximation
on the singular integrand involving the logarithmic G(x,y) integrand by exact integration
using a principal value integration approach; we refer the reader to the relevant chapter in
the book by Hall [1994] for a full derivation. This yields the following results when x is at
the endpoint at local node 1 of the element parameterized by yj(t):∫ 1

−1

G(x,yj(t))M1(t)dt = ln aj −
3

2
,∫ 1

−1

G(x,yj(t))M2(t)dt = ln aj −
1

2
.
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When x is at the other endpoint, at local node 2, we have the result:∫ 1

−1

G(x,yj(t))M1(t)dt = ln aj −
1

2
,∫ 1

−1

G(x,yj(t))M2(t)dt = ln aj −
3

2
.

The singularity involving ∂G(x,y)
∂ny

is stronger than the singularity in the logarithmic inte-

grand; instead of approaching the evaluation of this singularity directly, we eliminate it
using the row-sum elimination technique.

Row-sum elimination is as follows. We know a simple solution to Laplace’s equation is

p(x) = 1,
∂p(x)

∂n
= 0.

By using these values in Equation (4.49), we find a simplified expression:

Θ(x) =
N∑
j=1

2∑
α=1

1

2
aj

∫ 1

−1

Mα(t)
∂G(x,yj(t))

∂ny

dt.

The singularity that occurs on the face can then be found by isolating and solving for the
coefficient.

Once we have constructed the C and D matrices in the system described by Equation
(4.51) we apply the boundary conditions and solve the system. Either p or ∂p

∂n
is known at

each point in the system. We can construct a vector w which takes the value p for points
where p is known and ∂p

∂n
where ∂p

∂n
is known so that w is known fully from these boundary

conditions. We can also construct a vector y that is its counterpart, such that y is wholly
unknown. Swapping around columns of C and D, we can then rearrange Equation (4.51)
into a form such that unknown values are to the left of the equality and known values are
to the right:

Ay = Bw,

where A and B are constructed out of the columns of C and D that correspond to the
unknown and known coefficients. Since B and w are fully known, we can simply perform
the multiplication and further summarize this system as:

Ay = z. (4.52)

Solving for y then yields all the unknown p and ∂p
∂n

values of each vertex, and our BEM
solve is complete.
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4.4.3.2 3D linear isoparametric BEM

We provide only a brief summary of the linear isoparametric BEM in the 3D case here, and
refer the interested reader to the work of Da et al. [2016] and Keeler and Bridson [2014]
for a more detailed discussion regarding the specific techniques used by Da et al. [2016].

The BEM in the 3D case proceeds, at a high level, just as it did in the 2D case. We once
again have mesh faces Fj corresponding to boundary elements, except that now each face
is a triangle rather than a line segment. We can follow similar steps for parameterizing and
discretizing the inner integral in Equation (4.48) into a form similar to Equation (4.49):

Θ(x)p(x) =
N∑
j=1

3∑
α=1

pαJj(u, v)

∫ 1

−1

∫ 1

−1

Mα(u, v)
∂G(x,yj(u, v))

∂ny

dudv

−
NF∑
j=1

3∑
α=1

(
∂p

∂ny

)
Jj(u, v)

∫ 1

−1

∫ 1

−1

Mα(u, v)G(x,yj(t))dudv, (4.53)

where u and v are the variables used to linearly parameterize each triangular face and Mα

are the linear shape functions. The above formulation assumes that the Mα functions are
chosen such that u, v ∈ [−1, 1] parameterize each element. We direct the reader to relevant
chapters in books on BEM such as the one by Hall [1994] for more details regarding this
formulation, the parameterization, and 3D BEM.

We can see how the above can be written into the form of Equation (4.51); the only
task that remains prior to rearranging this into the familiar Ay = z form and solving the
BEM is evaluating the integrals present in entries of the C and D matrices. Once again,
some care must be taken when approximating these integrals due to singularities in the
both the Green’s function and its normal derivative. For triangles that would not include
the singularity, that is triangles that do not contain vertex x, Da et al. [2016] and Keeler
and Bridson [2014] use a simple direct 3-point Gaussian quadrature for both the integrals

involving G(x,y) and the integrals involving ∂G(x,y)
n

. Equations (10) and (11) in the work
by Keeler and Bridson [2014] are relevant here. For triangles that do contain vertex x, the
singularity is treated differently between the two types of integrals. For integrals involving
∂G(x,y)

n
, the weight of the singularity point is set to 0 and its contribution is ignored; Keeler

and Bridson [2014] justify this by recognizing that in the limit of approaching the boundary,
the Θ(x)p(x) term dominates contributions that would come from this singularity point.
For integrals involving G(x,y), they use a Duffy transformation to eliminate the weak
singularity prior to taking a nine-point Gaussian quadrature.
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(a) 2D (b) 3D

Figure 4.3: Surface tension forces at triple points/triple junctions. Surface
tension forces and directions at a triple point/triple junction in the 2D and 3D scenarios.
tTP points along the triple junction curve and is only meaningful in the 3D case. 3D figure
adapted from Da et al. [2016].

Once the C and D matrices from (4.51) are formed, we follow the same concept as
was outlined in the previous section to rearrange the system such that we solve for the
unknown p and ∂p

∂n
values at each vertex and complete the BEM solve.

4.4.3.3 Triple junctions

As alluded to previously, triple points require some special handling. First, the formulation
for both boundary conditions differs slightly from how they are stated in BVP (4.23) at
triple points. Second, since triple points are by definition situated in both the liquid-air
interface and the solid-liquid interface, we have information for both p and ∂p

∂n
at these

points. However, while p is continuous, the sharp crease that occurs at triple junctions due
to the solid contact causes a discontinuity in ∂p

∂n
. We address how the BEM needs to be

modified to handle these differences below.

At purely liquid-air points, the pressure p boundary condition is purely dominated
by the surface tension and is calculated using the mean curvature at the vertex in BVP
(4.23). At triple points, mean curvature is no longer well-defined due to the sharp crease
that occurs due to the solid contact. Moreover, at this contact point (in 2D) or contact
line (in 3D), surface tension at the liquid air interface is no longer the only relevant tension
force, as there are also tension forces along the solid-liquid and solid-air interfaces as well.
Da et al. [2016] therefore calculate the p boundary condition at triple points by integrating
pressure over a thin strip that lies over both sides of the triple junction:∫

pphasesds = (σLAtLA + σSAtSA + σSLtSL) · tSA, (4.54)
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where LA, SL, and SA denote quantities for the liquid-air, solid-liquid, and solid-air
interfaces, respectively, σ are tension coefficients, and t denotes tangent vectors in the
interfaces that point outward from the triple junction (see Figure 4.3). In theory, the
above integral would be taken over a thin strip of infinitesimal width. In practice, both
we and Da et al. [2016] use a width of 0.25 times the average edge length; dividing the
calculated right-hand side of Equation (4.54) by this value yields p.

The normal component of the gradient ∂p
∂n

is not continuous at triple points as the sharp
crease in the geometry at these points causes n to take on different values on either side
of the crease. To deal with this, Da et al. [2016] use a simplification of the double nodes
technique wherein they view triple points as having two ∂p

∂n
values: one for each of the two

interfaces on each side of the triple junction. The ∂p
∂n

value on the solid-liquid interface,

which we denote as ∂p
∂nS

, is known from the boundary condition:

∂p

∂nS
=
ρf
∆t

(ũ− uS) · nS, (4.55)

which is essentially the same as the usual Neumann boundary condition, except that we
take care to use only the solid normal nS rather than the full normal. On the other hand,
the ∂p

∂n
value on the liquid-air interface ∂p

∂nA
is an unknown quantity. The unknown ∂p

∂nA
keeps the resulting BEM system from being overdetermined, as we still have one unknown
quantity and one collocation equation at each point on the triple junction.

The BEM system is only slightly modified from what was previously described to ac-
count for these differences. The coefficients summarized in the C and D matrices in, for
example, Equation (4.51) are mildly less cleanly separated when the boundary conditions
are applied and the system is organized into unknowns and knowns as in Equation (4.52).
This is because C is essentially split up into contributions coming from the liquid-air in-
terface and contributions coming from the solid-liquid interface. The vector of unknowns
y in Equation (4.52) then holds ∂p

∂nA
for the collocation equations corresponding to triple

points, and the known p and ∂p
∂nS

are incorporated into the right-hand side z of the system.

4.4.3.4 Constructing the pressure gradient

After the BEM solve is complete, we construct the full pressure gradient out of the nodal p
and ∂p

∂n
values, which we have from either the boundary conditions or the output of the BEM

solve. For vertices that are not on the triple-junction, that is vertices that are on smooth
parts of the mesh, we proceed as follows. We approximate the tangential component of
the pressure gradient ∂p

∂t
at vertices by linearly interpolating the p values across each face,
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and then averaging those values back from the faces to the vertices. ∇p is obtained by
combining the normal and tangential components as in Equation (4.26).

As for the non-smooth vertices on the triple junction, Da et al. [2016] essentially perform
a least-square approximation for each of the directional derivatives that are known. We
construct the tangential directional derivative similar to how they are constructed for non-
triple-point vertices, except that they are split up into their liquid-air and solid-liquid
components. In 2D this looks like solving the following overdetermined system for ∇p:

nT
S

nT
A

tTSL
tTLA

∇p =


∂p
∂nS
∂p
∂nA
∂p

∂tSL
∂p

∂tLA

 .
In 3D, we have an additional equation in the system:

nT
S

nT
A

tTSL
tTLA
tTTP

∇p =


∂p
∂nS
∂p
∂nA
∂p

∂tSL
∂p

∂tLA
∂p

∂tTP

 ,

where tTP is the unit tangent of the triple junction curve. As can be seen from Figure 4.3,
while tTP can be defined as pointing out of the plane in 2D, the directional derivative of
pressure in this direction ∂p

∂tTP
is not a valid quantity in 2D, hence why this equation is

omitted in the 2D system.

With the pressure gradient ∇p constructed, we follow Equation (4.27) for each vertex
in the mesh to update to the end-of-step potential flow field. This end-of-step potential
flow field then acts as the required potential flow field input to the next time step.

Having described the steps required to solve the incompressible Euler equations for a
liquid domain using only a surface mesh discretization, we now move on to discussing how
this method is modified to allow for two-way rigid body coupling.
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Chapter 5

Surface-Only Rigid Body Coupling

The surface-only liquids method as originally described by Da et al. [2016] handles a one-
way coupled fluid-solid system. Specifically, it describes the case in which only the solid
exerts influence over the fluid; solids are essentially assumed to have infinite mass and their
movement is not affected by the fluid. In other words, all solids are scripted solids.

This one-way coupling is achieved by the BEM solve during the external force integra-
tion step by the boundary condition imposed on liquid points in contact with solids. We
reproduce boundary condition (4.25) below for the reader’s convenience:

∂p

∂n
=
ρf
∆t

(ũ− uS) · n, on ΓS. (4.25)

We see that the normal gradient of pressure for points on the interface between the fluid
and a solid is set by assuming we have knowledge of the normal component of the solid
velocity at these points. This is a valid assumption in the case of scripted solids, as by
definition we know the velocities of the solids in the system and we can simply include
them in the calculation of this Neumann boundary condition.

However, in the case of an unscripted solid we no longer have the solid velocity informa-
tion readily available. The solid velocity instead becomes a function of the solid’s degrees
of freedom. Clearly, it is necessary to modify the BEM system sketched in Section 4.4.3.

Additionally, as stated before, the BEM system in Section 4.4.3 only handles the
scripted solid case. This is because in building that system, we implicitly assumed in-
finite mass for all solids and omitted updates to the solid velocities due to the fluid forces.
For two-way coupling, it is then also necessary to update the system to allow the fluid to
have an effect on solid velocities.

39



For fluid to solid coupling, the fluid pressures acting on the surface of the solid causes
forces and torques on the solid. Recalling the rigid body model of Section 3.3, the updates
to the solid’s translational and rotational velocities are given by discretizing Equations
(3.9) and (3.11), respectively:

vn+1 = vn +
∆t

m
F, (5.1)

ωn+1 = ωn +∆tI−1T, (5.2)

where v and ω are the linear and rotational components of the solid’s velocity, F and T
are the net pressure force and torque of the fluid acting on the solid, m is the solid’s mass,
and I is the solid’s inertia tensor (or its moment of inertia in the 2D case).

Net pressure force F and torque T are given by integrals over the solid’s surface:

F = −
∫∫

∂S

p(x)nxdSx, (5.3)

T = −
∫∫

∂S

(x− xCOM)× p(x)nxdSx, (5.4)

where ∂S is the surface of the solid, n is the outward normal relative to the solid, and xCOM

is the center of mass. In a 3D simulation, the integrals above are surface double integrals
as written above, while in 2D they are appropriately replaced with a single integral. To
couple a rigid body, we follow in the notation of Batty et al. [2007] and use the net force and
torque equations above to define an operator J that maps pressures on the solid’s boundary
to net force and torque on the body. The translational and rotational components of the
J operator are respectively

Jtransp = −
∫∫

∂S

p(x)nxdSx, (5.5)

Jrotp = −
∫∫

∂S

(x− xCOM)× p(x)nxdSx, (5.6)

where

J =

[
Jtrans
Jrot

]
. (5.7)

With both coupling directions outlined above, we are ready to discuss the discretizations
of these formulations and the subsequent additions to our original BEM system to achieve
surface-only two-way coupling.
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Figure 5.1: Example setup of an immersed solid. A visualization of a simple example
setup of a solid immersed in a fluid blob, with a point x on the fluid-solid boundary ΓS.

5.1 Solid to Fluid Coupling

To aid in the illustration of the modified system, in this section we consider the discretized
formulation of BIE (4.47) for an arbitrary point x on the solid-liquid interface ΓS in the
simple setup of a rigid body fully submerged in a liquid domain with no other solids present
(see Figure 5.1). This setup allows us to avoid addressing triple points at this time for
clarity of explanation. We will return to the question of triple points in Section 5.4.

The liquid surface Γ is composed of the liquid-air interface ΓA and the solid-liquid
interface ΓS, that is Γ = ΓA ∪ ΓS. Both ΓA and ΓS consist of some arbitrary number of
discrete points, and there is no overlap between the two sets, that is ΓA ∩ ΓS = ∅.

We begin by rewriting BIE (4.47) for the point x in a discretized form, similar to the
work done in Section 4.4.3:

Θ(x)p(x) =
∑
y∈Γ

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
. (5.8)

We use the notation Gx,y and ∂Gx,y

∂ny
rather than G(x,y) and ∂G(x,y)

∂ny
to highlight that the

former are values that are calculated from taking the integral of the latter over the face
that contains point y, rather than the function evaluated at the single point y. As a result,
we also note that Gx,y and ∂Gx,y

∂ny
incorporate the face area terms that were present in our

derivations in Section 4.4.3. We can expand the above by splitting up the sum over the
points y ∈ Γ into sums over y ∈ ΓA and y ∈ ΓS:

Θ(x)p(x) =
∑
y∈ΓA

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
+
∑
y∈ΓS

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
.
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Recall that, from the boundary conditions in BVP (4.23), p is a known quantity on ΓA and
∂p
∂ny

is a known quantity on ΓS. Given this, we now rearrange the terms so that unknown

quantities are gathered on the left-hand side of the equality and known quantities are
gathered on the right. Note that for the case of a scripted solid, ∂p

∂ny
is fully known at solid

boundary points from boundary condition (4.25), and we are leaving those contributions
in the right-hand side for now, though we will revisit this momentarily:∑

y∈ΓA

∂p(y)

∂ny

Gx,y −
∑
y∈ΓS

p(y)
∂Gx,y

∂ny

=

−Θ(x)p(x)−
∑
y∈ΓA

∂p(y)

∂ny

Gx,y +
∑
y∈ΓS

p(y)
∂Gx,y

∂ny

.

Substituting in the expression from boundary condition (4.25) we have∑
y∈ΓA

∂p(y)

∂ny

Gx,y −
∑
y∈ΓS

p(y)
∂Gx,y

∂ny

=

−Θ(x)p(x)−
∑
y∈ΓA

( ρf
∆t

(ũy − (uS)y) · ny

)
Gx,y +

∑
y∈ΓS

p(y)
∂Gx,y

∂ny

.

As mentioned, the above is appropriate in the case of a scripted solid. That is, the un-
knowns and knowns have been sorted out appropriately on either side of the equality for a
solid for which uS is given. However, for an unscripted solid, uS at any point in the liquid
mesh is no longer a known value. It is yet another unknown in our system and should be
moved over to the left side:∑

y∈ΓA

∂p(y)

∂ny

Gx,y −
∑
y∈ΓS

p(y)
∂Gx,y

∂ny

+
∑
y∈ΓA

( ρf
∆t

(uS)y · ny

)
Gx,y =

−Θ(x)p(x)−
∑
y∈ΓA

( ρf
∆t

ũy · ny

)
Gx,y +

∑
y∈ΓS

p(y)
∂Gx,y

∂ny

. (5.9)

The velocity of a rigid body at a point x on its boundary can be evaluated from the
rigid body degrees of freedom as

uS(x) = v + ω × (x− xCOM), (5.10)

where v is the translational velocity, ω is the rotational velocity, and xCOM is the center
of mass. Calculating the normal component of this velocity can be summarized with the
J linear operator as

uS(x) · nx = JT
x V, (5.11)
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where n is the inward normal relative to the solid at point x, V is the generalized velocity
of the solid (a three or six-dimensional vector for a single rigid body, depending on whether
the simulation is in 2D or 3D, respectively), and the linear operator JT

x is the transpose
of Jx where the Jx is the column corresponding to coordinate x in J (see Equation (5.7)).
JT maps from the rigid body velocities to the normal velocities on the boundary. We will
find in Section 5.2 that J maps fluid pressures on the boundary to net force and torque on
the solid.

Equation (5.9) can then be rewritten using the generalized velocity of the solid V:

∑
y∈ΓA

∂p(y)

∂ny

Gx,y −
∑
y∈ΓS

p(y)
∂Gx,y

∂ny

+
∑
y∈ΓA

ρf
∆t
Gx,yJ

T
y V =

−Θ(x)p(x)−
∑
y∈ΓA

( ρf
∆t

ũy · ny

)
Gx,y +

∑
y∈ΓS

p(y)
∂Gx,y

∂ny

. (5.12)

Thus it is clear that moving the solid velocity term from the right-hand to the left-hand
side only increases the number of unknowns by the size of V; that is, by three or six degrees
of freedom depending on the dimension of the simulation.

Rearranging terms in this way allows us to continue to use the BEM technique to keep
the fluid incompressible and handle the solid to fluid coupling for the case of unknown solid
velocities. However, if we consider building a system by writing an equation similar to
Equation (5.12) for all NV liquid mesh points, we would be left with an underdetermined
system due to the addition of V to the list of unknowns. It is evident that additional
modifications are necessary to build a system with a unique solution.

5.2 Fluid to Solid Coupling

We now present the additions to the system for fluid to solid coupling. As discussed earlier
in the chapter, in this coupling direction, we calculate the forces and torques on the rigid
body caused by the fluid pressures by integrating over the rigid body’s surface, and use
these to update the rigid body velocity.

We begin by discretizing the J operator as described in Equations (5.5) through (5.7).
To discretize J we discretize the surface integrals in Equations (5.5) and (5.6) into sums
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over the discrete points x on the surface of the solid ∂S:

Jtransp = −
∑
x∈∂S

âxp(x)nx, (5.13)

Jrotp = −
∑
x∈∂S

âx(x− xCOM)× p(x)nx, (5.14)

where âx is the area of vertex x (see Equations (4.1) and (4.2)). We see that J is a 3×NS

matrix in 2D, and a 6×NS matrix in 3D, where NS is the number of points on the rigid
body. In 2D, for example, the column of J that corresponds to the point x on the solid is

Jx =

 âx(nx)x
âx(nx)y

âx(x− xCOM)× nx

 . (5.15)

Defined in this way, it is clear that Jp appropriately approximates the J operator as defined
by Equations (5.5) and (5.6) when multiplied by a vector p containing the pressure at the
points on the surface of the solid.

With J discretized, we now move on to considering the known and unknown values in
our system, similarly to the derivations done in Section 5.1. For notational convenience,
we define the generalized velocity V as

V =

[
v
ω

]
. (5.16)

We can now write the velocity update in Equations (5.1) and (5.2) succinctly as

Vn+1 = Vn −∆tM−1Jp, (5.17)

where M is the mass matrix, and is constructed from the mass and the inertia tensor. In
2D M is a 3× 3 matrix, and in 3D it is a 6× 6 matrix:

M =

m 0 0
0 m 0
0 0 I

 , M =


m 0 0 0T

0 m 0 0T

0 0 m 0T

0 0 0 I

 . (5.18)

We recall that p is a vector that contains the fluid pressure values at points on the solid’s
surface. We also recall that p is not known on ΓS in BVP (4.23). Equation (5.17) can be
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rearranged and rewritten with unknown values on the left-hand of the equality and known
values on the right-hand side as:

Jp+
1

∆t
MVn+1 =

1

∆t
MVn. (5.19)

For each rigid body in the system we thus have an additional set of equations in our system,
the number of which is determined by the size of V. Together with the modifications
described in the previous sections, the system once again has an equal number of unknowns
and equations.

5.3 Two-way Coupled System

We can now build the system of equations for the two-way coupled system. The full system
follows from Equations (5.12) and (5.17) and can be summarized as a linear system:[

A K
J 1

∆t
M

] [
y

Vn+1

]
=

[
z

1
∆t
MVn

]
. (5.20)

A and y are constructed as they were described in Section 4.4.3. The vector containing
known values z is also similar to the original BEM system in 4.4.3, but omits contributions
from unscripted solid velocities, as they are no longer known values. Instead, the K
component incorporates the coefficients for these contributions. For each unscripted rigid
body in the system, K is an NV × 3 or an NV × 6 matrix (for 2D or 3D, respectively),
where each row in K is calculated by∑

y∈ΓA

ρf
∆t
Gx,yJ

T
y ,

from the left-hand side of Equation (5.12). J is computed for each unscripted solid as
described in Section 5.2, and the columns are arranged to correspond with the entries of
y that correspond with the appropriate p values. Columns of J that correspond with ∂p

∂n

in y, or p values that are not on the relevant solid, are simply 0 vectors.

Solving Equation (5.20) yields y, which contains the unknown pressure and pressure
normal values, and Vn+1, the updated velocity of the unscripted rigid body, while simul-
taneously enforcing both coupling directions.
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5.4 Triple Points

To finish our discussion of the coupling scheme we now return to the handling of triple
points.

5.4.1 Solid to Fluid Coupling with Triple Points

For the solid to fluid coupling direction, the treatment of triple points is similar to their
treatment in Section 4.4.3.3. At points that are purely on the liquid-air or solid-liquid
boundary, information is only available for one of p and ∂p

∂n
. By contrast, at triple points

we have some amount of information for both quantities. Once again, p is continuous
across the triple point, and is given by the balance of tension forces described by Equation
(4.54). On the other hand, ∂p

∂n
is not continuous across the triple point, and while the full

∂p
∂n

is not known, the solid component ∂p
∂nS

is known and given by Equation (4.25). That

is, we still have one unknown quantity ∂p
∂nA

. To describe how the triple points affect the
coupling setup, we now proceed similarly to Section 5.1, beginning with Equation (5.8),
reproduced below:

Θ(x)p(x) =
∑
y∈Γ

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
. (5.8)

We split the sum over the points y ∈ Γ into sums over the purely liquid-air points (y ∈
ΓA,y /∈ ΓS), the purely solid-liquid points (y ∈ ΓS,y /∈ ΓA), and the triple points (y ∈
ΓA,y ∈ ΓS):

Θ(x)p(x) =
∑
y∈ΓA
y/∈ΓS

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
+
∑
y∈ΓS
y/∈ΓA

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)

+
∑
y∈ΓA
y∈ΓS

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
. (5.21)

It is this last sum, over the triple points, that interests us in this section:∑
y∈ΓA
y∈ΓS

(
p(y)

∂Gx,y

∂ny

− ∂p(y)

∂ny

Gx,y

)
.
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For triple points, as we did in Section 4.4.3.3, while p is still continuous across the triple
point, instead of a single ∂p

∂n
, we need to consider the point to have two ∂p

∂n
values: one

that comes from the liquid-air interface ∂p
∂nA

and the other that comes from the solid-liquid

interface ∂p
∂nS

. Similarly, we can also separate Gx,y into two such components. The sum
above can then be rewritten in terms of these components as∑

y∈ΓA
y∈ΓS

(
p(y)

∂Gx,y

∂ny

−
((

∂p(y)

∂ny

)
A

(Gx,y)A +

(
∂p(y)

∂ny

)
S

(Gx,y)S

))
.

The ∂p
∂nA

term is unknown. The ∂p
∂nS

term is given by a slightly modified version of boundary
condition (4.25):

∂p

∂nS
=
ρf
∆t

(ũ− uS) · nS,

where nS is the solid normal. Substituting this into the sum over the triple points gives∑
y∈ΓA
y∈ΓS

(
p(y)

∂Gx,y

∂ny

−
((

∂p(y)

∂ny

)
A

(Gx,y)A +
( ρf
∆t

(ũy − (uS)y) · (nS)y

)
(Gx,y)S

))
.

Of course, for the case of unscripted solids, uS is unknown. With this, we can rewrite
Equation (5.21) so that unknown and known values are separated on the left and right
sides of the equality, respectively. To avoid redundancy, we refer the reader back to the
work that led to Equation (5.12) in Section 5.1 for rewriting the sums over the points on the
purely liquid-air and solid-liquid boundaries. We note that the sums over y ∈ ΓA,y /∈ ΓS

correspond to the sums over y ∈ ΓA in Equation (5.12), and similarly the sums over
y ∈ ΓS,y /∈ ΓA correspond to the sums over y ∈ ΓS in Equation (5.12):∑

y∈ΓA
y/∈ΓS

∂p(y)

∂ny

Gx,y −
∑
y∈ΓS
y/∈ΓA

p(y)
∂Gx,y

∂ny

+
∑
y∈ΓA
y/∈ΓS

ρf
∆t
Gx,yJ

T
y V

+
∑
y∈ΓA
y∈ΓS

(
∂p(y)

∂ny

)
A

(Gx,y)A −
∑
y∈ΓA
y∈ΓS

ρf
∆t

(Gx,y)S(JS)
T
yV =

−Θ(x)p(x)−
∑
y∈ΓA
y/∈ΓS

( ρf
∆t

ũy · ny

)
Gx,y +

∑
y∈ΓS
y/∈ΓA

p(y)
∂Gx,y

∂ny

−
∑
y∈ΓS
y∈ΓA

( ρf
∆t

ũy · (nS)y

)
(Gx,y)S +

∑
y∈ΓS
y∈ΓA

p(y)
∂Gx,y

∂ny

. (5.22)
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5.4.2 Fluid to Solid Coupling with Triple Points

The modifications needed to handle fluid to solid coupling for triple points are relatively
straightforward. The integrals for pressure force and torque in Equations (5.5) and (5.6)
integrate the p terms on the surface of the solid. For points purely on the solid-liquid
boundary, p is an unknown quantity. As a result, Jp appears fully on the left-hand side of
the velocity update in Equation (5.19). At triple points, however, p is a known quantity.
Consequently, the contributions to the pressure force and torque integrals over the surface
of the solid at these points are a known quantity, and should be on the right-hand side of
our system. That is, Equation (5.19) should be modified to

JSp+
1

∆t
MVn+1 =

1

∆t
MVn − JTPp, (5.23)

where JS and JTP denote the parts of the J operator that correspond to points purely on
the solid-liquid interface and triple points, respectively. When calculating the columns of
JTP , instead of using the full vertex normal nx as is done in Equation (5.15), we use the
solid vertex normal (nS)x, which only takes normal contributions from the faces adjacent
to the vertex that are classified as solid faces.

5.4.3 Two-way Coupled System with Triple Points

We can summarize the full two-way coupled system as[
A K
JS

1
∆t
M

] [
y

Vn+1

]
=

[
z

1
∆t
MVn − JTPp

]
. (5.24)

We note the apparent similarities and differences from Equation (5.20). Again, A and
y are constructed as they were described in Section 4.4.3. The vector containing known
values z is handled similarly to how it was in Section 5.3, except we are careful to ensure
that contributions from triple points use the correct component of the vertex normal (i.e.,
solid component only, when appropriate), rather than the full normal. K differs from its
counterpart in Equation (5.20) in a similar fashion. For each unscripted rigid body in the
system, K is once again an NV × 3 or an NV × 6 matrix (for 2D or 3D, respectively), but
now each row in K is calculated by:∑

y∈ΓA
y/∈ΓS

ρf
∆t
Gx,yJ

T
y −

∑
y∈ΓA
y∈ΓS

ρf
∆t

(Gx,y)S(JS)
T
y ,
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from the left-hand side of Equation (5.22). The bottom rows of the system are derived
from Equation (5.23), and are otherwise constructed similarly to how J was constructed
in Section 5.3.

With these updates, we are able to support simulations involving fluid-solid two-way
rigid-body coupling in a variety of settings, as appropriate triple point handling is crucial
to many interesting setups.
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Chapter 6

Results and Discussion

In this chapter we present results demonstrating our scheme’s ability to couple surface-
only liquids with rigid bodies, as well as qualitative and quantitative validation of the
two-way coupling. Our results were generated on a Mac M1 8-core processor, with our
serialized implementation written in C++, using the Eigen library [Guennebaud et al.,
2010] for vector and matrix operations. We use Eigen’s direct LU factorization-based
solver to solve the linear system in the BEM step described by Equation (5.24). We re-
mesh the liquid surface at each time step with a basic re-meshing algorithm that consists of
an edge-collapse, edge-split, and smoothing step, with velocities on mesh vertices linearly
interpolated as appropriate. Edges are collapsed or split based on a user-defined edge
length tolerance. For further reference, our re-meshing technique is essentially a simplified,
2D version of that which is detailed in Section 4 of the work by Botsch and Kobbelt [2004].
Our current implementation does not support mesh topology changes, and all results shown
in this chapter are designed such that the mesh topology stays consistent for the duration
of each simulation. We also do not support solid-solid collisions.

Figures 6.3, 6.5, 6.6, 6.12, and 6.13 visualize marker particles within the liquid domain.
These passive particles are advected by reconstructing the interior potential flow field of
the liquid domain from the liquid boundary at each time step using Equation (4.9), but
do not affect any part of the simulation of the liquid domain.

Collectively, our examples demonstrate that despite the relative simplicity of the po-
tential flow model of fluids, it is able to capture a wide range of nontrivial interactions
among rigid bodies and liquids.
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t: 0.00 t: 1.64 t: 3.27

Figure 6.1: One period of an oscillating droplet. A droplet with mesh resolution
N = 128 is started from rest. Surface tension acting on the initially perturbed shape
(relative to a perfect circle) causes the droplet to begin to oscillate between a horizontally
and vertically oblong shape. One period of oscillation is shown.

Mesh Resolution, N Period, T Terror = ∥T − π∥
16 4.012 0.870
32 3.482 0.340
64 3.312 0.170
128 3.266 0.124

Table 6.1: Period of oscillation and errors after one period of an initially perturbed 2D
droplet for various mesh resolutions.

Surface Tension-Driven Droplet Oscillation We validated our 2D implementation
of the Surface-Only Liquids approach by calculating the period of oscillation of an inviscid
2D droplet with some initial perturbation and comparing to the following analytical result
by Lamb [1932], as is done in Section 3.2 of the work by Enright et al. [2003]. If a 2D
droplet has an initial surface given in polar coordinates by

r = a+ ϵ cos(nθ), (6.1)

where a is the unperturbed radius, n is the mode of amplitude, and ϵ is the amplitude of
the oscillation, then the frequency f of the droplet’s oscillation is given by

f 2 = (n3 − n)
σ

ρfa3
, (6.2)

where σ is the surface tension coefficient and ρf is the liquid density.
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Figure 6.2: Error in period of oscillation versus mesh resolution. Log-log plot of
error in period of oscillation after one period of an initially perturbed 2D droplet versus
mesh resolution. Line of best fit (shown in orange) has slope of −0.942.

Following the test performed by Enright et al. [2003], we obtain a theoretical period of
oscillation of π with the n = 2 mode by setting the coefficients as follows: ρf = 27, a = 1

3
,

σ = 2
3
, and ϵ = 0.05a. To approximate the amplitude of oscillation, we track the the value

of r at the point at θ = 0 through times for different levels of mesh refinement. Figure 6.1
shows one period of oscillation of a droplet with a starting shape set by these specifications
with mesh resolution of N = 128. We calculate the experimental period of oscillation by
taking the difference between the two peaks in the amplitude; these can be found in Table
6.1. As seen from Table 6.1 and Figure 6.2, the period converges to π as we increase mesh
resolution.

Submerged Solids of Varying Density in a Small Domain Figure 6.3 shows rigid
bodies of varying density in a 2D cup of liquid, where the liquid density is held at ρf = 1
and gravity points downwards. All simulations were performed with a time step size of
0.005 and an initial mesh resolution of N = 174. Surface tension coefficients for liquid-air,
solid-liquid, and solid-air were set equal to one another. The solids are shown at t = 0
and t = 7.5. As expected, the solid with lower density than the surrounding liquid rises
towards the top of the cup, and the solid with higher density sinks towards the bottom
of the cup. The solid with equal density to the fluid also appears to rise, contrary to the
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t: 0.00 t: 7.50

(a) ρs = 0.9ρf

t: 0.00 t: 7.50

(b) ρs = ρf

t: 0.00 t: 7.50

(c) ρs = 1.1ρf

Figure 6.3: Submerged rigid bodies with varying density. Submerged rigid bodies
of various density relative to the surrounding liquid starting from rest at t = 0 (left) until
t = 7.5 (right). ρs and ρf denote solid and fluid/liquid density, respectively.
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Figure 6.4: Error in velocity versus mesh resolution for a submerged rigid
body with density ρs = ρf . Log-log plot of error in velocity after one time step of size
∆t = 0.0001 of a submerged solid with equal density to the surrounding liquid versus mesh
resolution. Expected velocity is 0. Line of best fit (shown in orange) has slope of −1.123.
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t: 0.00 t: 3.00 t: 6.00

t: 9.00 t: 12.00

Figure 6.5: Irregularly shaped submerged rigid body of lower density than
surrounding fluid. An L-shaped rigid body of density ρs = 0.9ρf started from rest
immersed in a cup of liquid translates and rotates as it rises.

expectation that it would remain at a neutral position. However, we show that the rigid
body converges towards zero vertical velocity under spatial refinement; see Figure 6.4.

Submerged Irregularly-Shaped Solids of Varying Density in a Small Domain
Figure 6.5 shows an L-shaped rigid body in a 2D cup of liquid, where the liquid density is
held at ρf = 1 and the solid density is ρs = 0.9. The simulation is started from rest. The
irregular shape of the rigid body causes it to rotate and translate horizontally relative to
its starting position as it rises in the fluid. Figure 6.6 shows a similar setup, except with
the solid density held at ρs = 1.5. Once again, we see that the irregular shape of the rigid
body causes it to rotate and translate horizontally as it sinks.

Submerged Solids of Varying Density in a Large Domain To further validate our
coupling model for a submerged rigid body, we compared against the analytical solution
for a submerged 2D disk accelerating in an infinite domain of fluid. The analytical solution
also assumes that the fluid is incompressible and irrotational, consistent with our model.

A naive approach to determining the analytical solution for an accelerating submerged
rigid body would be to simply calculate the net forces acting on the body as the sum of
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t: 0.00 t: 3.00 t: 6.00

t: 9.00 t: 12.00

Figure 6.6: Irregularly shaped submerged rigid body of higher density than
surrounding fluid. An L-shaped rigid body of density ρs = 1.5ρf started from rest
immersed in a cup of liquid translates and rotates as it sinks.

the gravitational force and the buoyancy force, and determine the acceleration from the
net forces. This results in the acceleration of the solid being given as

a =

(
Mf −Ms

Ms

)
g =

(
ρf − ρs
ρs

)
g, (6.3)

where M is mass, ρ is density, and g is gravitational acceleration, with subscripts f and
s denoting quantities for the fluid and solid, respectively. However, this model of the net
forces is incomplete. It does not account for the fact that as the solid accelerates through
the fluid, the surrounding fluid also must accelerate to move around the solid; this effect
can be observed in the behaviour of the marker particles in Figure 6.3. The acceleration
of the fluid thus adds inertia to the system that is unaccounted for by Equation (6.3). It
can be shown that a submerged body accelerates as if it has some additional mass that is
related to the mass of the fluid displaced, rather than just its own mass; in fluid mechanics,
this additional mass is known as the added mass [Lamb, 2022; Newman, 1977]. For a 2D
disk in an infinite domain, it can be shown that the added mass is equal to the mass of
the displace fluid. That is, accounting for added mass, the acceleration is given by [Lamb,
2022; Newman, 1977]

a =

(
Mf −Ms

Ms +Mf

)
g =

(
ρf − ρs
ρs + ρf

)
g. (6.4)
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Figure 6.7: Magnitude of a disk-shaped rigid body’s velocity versus the solid
density. Plot of the magnitude of a disk-shaped rigid body’s velocity, ∥v∥, after one fixed
time step versus the relative density of the solid to the fluid. The disk is small (radius of
0.3) compared to the square fluid domain (length of one side of the domain is 80). The
analytical/expected velocity magnitude is shown with a dashed line.

It is this analytical solution given by Equation (6.4) above that we refer to for the remainder
of this analysis.

Since our simulation does not currently support an infinite domain, we performed the
analysis as follows. We simulated a disk-shaped rigid body of a fixed size (in our case,
radius of 0.3) submerged at the center of a relatively large square fluid domain (one side
of the domain had length 80) beginning at rest for a single fixed time step (in our case,
∆t = 0.001). The square fluid domain was placed in a cup of the same size; see Figure 6.3
for an image of a similar setup. For an infinite domain, the expected translational velocity
after one time step of size ∆t of a disk is given by

vtheoretical = a∆t =

(
ρf − ρs
ρs

g

)
∆t. (6.5)

We then varied the density of the rigid body disk relative to the fluid density. Figure 6.7
shows the magnitude of the velocity of the rigid body after the single time step plotted
against the density of the rigid body. The dashed line in Figure 6.7 shows the analytical
solution. The density of mesh points on the disk and liquid domain were held constant.

Figure 6.8 shows that our simulation approaches the analytical solution for this scenario
with mesh refinement. We again simulate an immersed disk-shaped rigid body with radius
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Figure 6.8: Error in the magnitude of a disk-shaped rigid body’s velocity versus
mesh resolution. Plot and log-log plot of error in the magnitude of velocity after one
timestep for a disk with varying mesh resolution (Ndisk is the number of mesh points on
the disk) and fixed size in a square domain of fixed size with side length d = 80, where the
disk has density 0.9 times that of the liquid density. Line of best fit (shown in orange) for
the log-log plot has slope −1.219.

0.3 started from rest in a relatively large square liquid domain with side lengths of d = 80
and fixed mesh density for a single time step. We use step size ∆t = 0.0001. However, this
time we fix the density of the rigid body to 0.9 times that of the density of the surrounding
fluid. We then varied the the mesh resolution of the liquid mesh on the circular disk.

Floating Solids of Varying Density Figure 6.9 shows rigid bodies of varying density
floating in a 2D cup of liquid, where again the liquid density is held at ρf = 1 and gravity
points downwards. Each simulation was performed with a time step size of 0.005 and an
initial mesh resolution of N = 90. Surface tension coefficients for liquid-air, solid-liquid,
and solid-air were all set to 0. For each scenario, the simulation was configured so that the
rigid body was started close to its expected equilibrium position. The simulation was then
run until the liquid level mostly stabilized, at t = 40. As seen in the figure, varying the
density of the solid causes different amounts of the solid to be submerged at equilibrium.
We can approximately calculate the percentage of the disk that is submerged from the
position of the disk and the triple points where the liquid contacts the disk on each side.
For the ρs = 0.25ρf , ρs = 0.5ρf , and ρs = 0.75ρf cases respectively, the percentage of
the disk submerged was 25.37%, 50.12%, and 73.99%, compared to the expected values of
25%, 50%, and 75%, corresponding to the density ratios of the solid to the liquid.
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t: 40.00

(a) ρs = 0.25ρf

t: 40.00

(b) ρs = 0.5ρf

t: 40.00

(c) ρs = 0.75ρf

Figure 6.9: Floating rigid bodies with varying density. Floating rigid bodies of
various density relative to the surrounding fluid, with simulations run until liquid mostly
stabilized. The percentage of the disk that is submerged for each case is (a) 25.37%, (b)
50.12%, and (c) 73.99%. Note that the submerged areas closely agree with the correspond-
ing density ratios, as expected.
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t: 0.00 t: 7.50 t: 15.00

t: 22.50 t: 30.00 t: 37.50

(a) Rounded liquid domain corners

t: 0.00 t: 7.50 t: 15.00

t: 22.50 t: 30.00 t: 37.50

(b) Sharp liquid domain corners

Figure 6.10: Two rigid bodies of unequal density cause oscillations when placed
on the ends of a pipe of liquid. Liquid is set up in a 2D pipe with rigid bodies set
at either end of the liquid domain. The rigid body on the left end is twice the density of
the liquid and the the rigid body on the right end. Rigid bodies are constrained to only
move in the vertical direction. Starting the simulation from rest, we observe oscillating
behaviour, as expected. The cup, block, and rigid bodies in (a) are shaped such that the
liquid mesh has round corners when in contact with them, while the corners in (b) are 90
degrees. Noticeable volume gain occurs in the latter simulation during each oscillation.
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Multibody Systems Figures 6.10a, 6.11, 6.12, and 6.13 demonstrate our method’s abil-
ity to support multiple rigid bodies coupled to the fluid domain. Rigid bodies are able to
affect each other’s movement through the liquid domain.

Figure 6.10a shows a simulation of a 2D pipe of liquid with rigid bodies of equal size set
flush at both ends of the liquid. The rigid body on the left has double the density of both
the fluid and the rigid body on the right. The simulation is started from a rest state with
the liquid level set equal on both sides of the pipe. As expected, due to the imbalance in
the masses of the rigid bodies, the heavier rigid body on the left pushes the liquid down,
causing the liquid level and rigid body on the right to rise up, and the system begins to
oscillate. Each period of oscillation returns the system to its original state, as expected
in a system with no energy dissipation. These simulations are set up such that the rigid
bodies are only free to move in the vertical direction, with their horizontal and rotational
degrees of freedom constrained. Our implementation does not currently support solid-solid
collision handling, without which small errors in the horizontal or rotational velocities in
the rigid bodies build up and cause the rigid bodies to erroneously fall off the top of the
liquid and through the cup walls.

We see noticeable non-physical volume gain in the liquid domain occur when the sim-
ulated liquid domain has sharp corners; see Figure 6.10b. We identified the source of this
erroneous volume gain to be limitations in the way in which sharp corners are handled by
the BEM solve when integrating external forces. Since we use a vertex-collocated BEM
to solve for ∂p

∂n
, we require a normal vector to be well-defined at each vertex on the mesh.

In our implementation, we calculate a normal for each vertex by taking a weighted av-
erage of the adjacent face normals. While this is a reasonable approach for vertices on
smooth parts of the liquid domain, at sharp corners this approach introduces inaccuracies.
Sharp corners in the liquid domain should have two distinct normals–one on each side of
the vertex–similar to how the sharp corner at triple points had distinct solid-liquid and
liquid-air normals. By averaging out these normals to find the vertex normal, we end up
treating what should be sharp corners in the liquid domain as angled edges. As a result,
we introduce inaccurate behaviour in the velocity field at these points, leading to issues
with volume preservation in our model. We discuss possible methods to alleviate this issue
in Chapter 7. For now, we find that rounding the corners in contact with the liquid so that
the liquid domain does not have sharp corners, such as is shown in Figure 6.10a, allows us
to observe significantly less erroneous volume gain, confirming our expectation that this
issue is the source of the error.

Figure 6.11 demonstrates a similar oscillation phenomena as Figure 6.10a, with the
introduction of a free surface and floating rigid body. The rigid body on the right and the
liquid have equal density. The circular rigid body on the left has half that density. While
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t: 0.00 t: 3.50 t: 7.00

t: 10.50 t: 14.00

Figure 6.11: A system with two rigid bodies and a free surface oscillates. Similar
to the previous oscillating setup, but with a disk set on a free surface on the left. The disk
is half the density of the rigid body on the right, which has equal density to the liquid.
The rigid body on the right is constrained to only move in the vertical direction, while the
disk is free to rotate and move in any direction.

the rigid body on the right is still constrained to only move in the vertical direction, the
circular rigid body’s degrees of freedom are not constrained.

Figure 6.12 shows a multibody system with a liquid domain that contains a hole in
its topology due to a submerged rigid body. All rigid bodies in the system have half the
density of the liquid domain. The difference in density causes the larger submerged disk,
started at rest, to accelerate upwards. Due to this upward movement, the top surface of
the liquid peaks and the two smaller disks move apart as the larger disk approaches them.
We again see that the system supports the simulation of rigid bodies interacting with the
liquid domain and in turn affecting other rigid bodies.

Figure 6.13 demonstrates a similar capability as the last, now using three disks with
equal size. Two disks of density equal to that of the liquid are submerged a small horizontal
distance apart from one another. A third disk of density 0.3 times the liquid density is
submerged underneath these two disks. As the third disk accelerates upwards due to its
buoyancy, the two smaller disks move apart, allowing the third disk to pass between them.

Preliminary Timing Results Table 6.2a shows some preliminary wall-clock timing re-
sults for a few of our example simulations. Table 6.2b shows the associated mesh sizes.
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t: 0.00 t: 2.50 t: 4.50

t: 5.00 t: 5.10 t: 5.20

Figure 6.12: Two floating disk-shaped rigid bodies translate and rotate due
to a third rigid body accelerating in the liquid below them. A submerged disk
accelerating upwards causes two floating disks at the surface to move apart from each other
before the submerged disk makes contact. All disks have half the density of the liquid.

63



t: 0.00 t: 3.00 t: 3.50

t: 3.75 t: 4.00 t: 4.25

t: 4.50 t: 4.75 t: 5.00

Figure 6.13: Two submerged disk-shaped rigid bodies translate and rotate due
to a third rigid body accelerating in the liquid below them. A submerged disk
accelerating upwards causes two submerged disks above it to move apart from each other
and allow the accelerating disk to pass between them. The accelerating disk has 0.3 times
the density of the liquid, and the two other disks have equal density to the liquid.
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Simulation
Mean

step time
(ms)

Max step
time (ms)

Total run
time (s)

Time step
size (s)

Disk floating in cup, Fig. 6.9b 17.6837 151.608 141.823 0.005
Multi-body oscillation, Fig. 6.10a 16.6392 196.96 66.569 0.01
Liquid-only oscillation, Fig. 6.14 16.2674 235.079 65.0698 0.01
Cup of liquid (σSA = 1.1σSL = 1.1σLA),
N ≈ 80, Fig. 6.15a

12.2909 123.911 98.327 0.005

Cup of liquid (σSA = 1.1σSL = 1.1σLA),
N ≈ 160, Fig. 6.15b

44.6182 186.978 356.946 0.005

(a) Run time data

Simulation Mean mesh size Max mesh size
Disk floating in cup, Fig. 6.9b 93 93
Multi-body oscillation, Fig. 6.10a 94 94
Liquid-only oscillation, Fig. 6.14 97 97
Cup of liquid (σSA = 1.1σSL = 1.1σLA),
N ≈ 80, Fig. 6.15a

80 80

Cup of liquid (σSA = 1.1σSL = 1.1σLA),
N ≈ 160, Fig. 6.15b

160.259 162

(b) Mesh size data

Table 6.2: Run time and mesh size data for a sampling of example simulations. All
simulations were run for a simulated time of 40 seconds.

We include both mean and maximum mesh sizes as we allow for re-meshing in our imple-
mentation, although the examples shown in the table seem to have stayed fairly consistent
in terms of mesh size throughout the simulation time. Timing results for Figures 6.9b and
6.10a, both of which use our coupling scheme, are shown. We also include results for sim-
ulations that do not involve our coupling scheme, both to act as a baseline to compare our
coupled simulations against, as well as to gain some preliminary insight into the behaviour
of the surface-only liquids framework in terms of efficiency.

To determine whether adding a coupled rigid body to a system would cause any major
increase in the run time of the simulation, we set up a simulation similar to the multi-body
oscillation simulation shown in Figure 6.10a, except without any rigid bodies. That is, we
once again construct a tube of liquid, but instead of using unequal density rigid bodies to
cause the oscillations of the liquid, we initialize the liquid to be at uneven heights on either
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t: 0.00 t: 7.50 t: 15.00

t: 22.50 t: 30.00 t: 37.50

Figure 6.14: Uneven liquid heights on each side of a pipe cause oscillations.
Liquid is set up in a 2D pipe with unequal amounts of liquid on each side of the pipe.
Starting the simulation from rest, we observe oscillating behaviour, as expected. This
simulation is designed so that the liquid will exhibit similar behaviour to that in Figure
6.10a, but omits rigid bodies.

side of the tube to cause the oscillations; see Figure 6.14. As seen in Table 6.2b, the two
oscillation tests have similar mesh sizes throughout their duration. We observe from Table
6.2a that the two oscillation tests also have similar run times; the addition of coupled rigid
bodies to the system does not appear to cause any substantial change in either overall or
per-step run time. This aligns with expectations; as the coupled rigid bodies only add
a few degrees of freedom to the BEM system, we would not expect the addition of rigid
bodies to dominate the computational cost.

We also simulated a cup of liquid with a solid-air surface tension coefficient unequal to
the solid-liquid and liquid-air coefficients at two different mesh resolutions; see Figure 6.15.
We set the surface tension coefficients unequal to one another simply so that the simulation
has slightly more interesting behaviour to model; when all coefficients are equal, we would
expect a cup of liquid to remain static. We see in Table 6.2a that roughly doubling the
mesh resolution results in about a four-fold increase in total run time.
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t: 0.00 t: 1.00 t: 2.00 t: 3.00

(a) N ≈ 80

t: 0.00 t: 1.00 t: 2.00 t: 3.00

(b) N ≈ 160

Figure 6.15: Liquid oscillating in a cup due to unequal surface tension forces
at two mesh resolutions. The solid-air surface tension coefficient σSA is held above
the solid-liquid and liquid-air coefficients σSL and σLA, so that the liquid’s free surface
oscillates when started from rest at t = 0. Two mesh resolutions are shown.
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Chapter 7

Conclusion

We have demonstrated that the surface-only liquid simulation method originally developed
by Da et al. [2016] can be successfully extended to handle two-way coupling with solid rigid
bodies. In Chapter 6 we showed that our surface-only coupled model behaves as we would
expect in a variety of simulation scenarios. Collectively, our examples demonstrate that
despite the relative simplicity of the potential flow model of fluids, it is able to capture
a wide range of nontrivial interactions among rigid bodies and liquids. We consider be-
low some shortcomings of our method and highlight some potential directions for future
investigation.

7.1 Limitations

As our coupling model builds off of the surface-only liquid scheme proposed by Da et al.
[2016], our method shares in the limitations of their method. Since both parts of the
projection step in our formulation depend on the assumption that the interior of the liquid
domain is irrotational as well as incompressible, we are unable to simulate liquid flows with
internal vorticity. Da et al. [2016] note that this is not an issue for flows with irrotational
initial states, as vorticity cannot spontaneously appear inside of a uniform density fluid
with no rotation. However, physically, vorticity can be generated at the interface between
liquids and solids because of viscosity at these interfaces that can be summarized by no-
slip boundary conditions. That is, viscosity at solid-liquid interfaces generates internal
vorticity which our model is unable to capture. This perhaps results in our model not
behaving completely consistently with physical liquid-solid coupled flows, where vorticity
generated from solid-liquid interfaces can permeate into the interior of the liquid where it
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may also affect other solids in the liquid. However, in the idealized inviscid flow described
by the Euler equations, the absence of viscosity means that vorticity generated at these
surfaces does not diffuse into the interior of the liquid domain, suggesting that at the very
least our model should behave in accordance with the idealized inviscid flow model.

As shown in the oscillating multibody simulation setups in Chapter 6, our current model
experiences noticeable volume gain in certain simulations setups. This can be attributed
to the fact that our vertex-collocated BEM formulation is unable to properly handle sharp
features in the liquid surface mesh, as vertex normals are ill-defined on such corners.
Instead of treating sharp corners as having two distinct normals on each side of the crease,
we currently approximate the vertex normal by averaging out the face normals onto the
vertex. Because the sharp corners are therefore treated as if they were angled edges, our
BEM pressure solve ends up finding pressures that are inconsistent with the true surface
mesh. As a result, the update to the end-of-step velocity from the BEM pressure solve
is also inconsistent. Coupled with the simple liquid-solid collision handling scheme we
have implemented in our code, wherein liquid points that cross into the solid are simply
projected onto the closest point on the solid surface, this method introduces conspicuous
issues with volume conservation in our model.

There are several approaches with which we might alleviate the issues with volume
conservation. Since we identify the BEM step as one of the main sources of error in our
end-of-step velocities, it is natural to consider different BEM formulations to improve the
model. We suspect that a BEM formulation that is vertex-collocated for pressure values but
face-collocated for the pressure derivative values may provide improved results, as it would
likely not have the issues with handling sharp features in the liquid mesh that appear when
using the purely vertex-collocated method. For example, in their Galerkin (as opposed to
a collocated) BEM solve for pressures, Huang and Michels [2020] use piecewise constant
boundary elements on faces for the normal derivatives of pressure while using linear bases
defined on vertices for pressure values; we refer the reader to their supplementary material
for further details. In fact, this mixed representation appears to be fairly conventional
for symmetric Galerkin BEM schemes [Rjasanow and Steinbach, 2007]. Alternatively,
an approach such as that by Shen and Sterz [1998], where a Galerkin method is used
on corners and edges, while collocation is used elsewhere on the mesh in the interest of
efficiency, could prove effective as well. Such changes in BEM formulation would likely also
necessitate an update to the treatment of triple points from the method described in this
thesis. Alternatively, we could consider adding a volume correction step to enforce volume
preservation during or after the advection step in our method, since any volume loss or
gain issues occur in the advection step as it is the only step that directly manipulates the
surface mesh position. However, adding volume correction is likely not a trivial process,
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especially when considering the degrees of freedom at the free surface as well as the fact
that unscripted rigid bodies could be moved by volume corrections steps. Additionally,
considering that we have identified the source of the issues with volume preservation to
be part of the model itself, it would be preferable to first improve the BEM step prior to
resorting to incorporating a step explicitly for volume correction. Finally, since the volume
conservation issues stem from both the BEM as well as our liquid-solid collision model, it is
also possible that incorporating an improved scheme for handling the solid-liquid interface
would also be beneficial in alleviating these problems.

7.2 Future Work

Our implementation currently does not allow for mesh topology changes (i.e., merging and
splitting of the mesh), which is why we do not recreate several interesting phenomena that
require mesh topology changes such as liquid splashes, droplet collisions, and rigid bodies
breaking through surfaces. We suspect incorporating a surface-tracking library such as El
Topo [Brochu and Bridson, 2009] into our implementation would allow for the simulation
of many more interesting phenomena. As this is a limitation of our implementation rather
than of the liquid simulation or liquid-solid coupling model, we include it in our future
work rather than in our limitations.

While we are able to simulate several interesting scenarios with our current implemen-
tation, and would undoubtedly expand the range of scenarios further by incorporating a
robust 2D surface-tracking library, we recognize that our work here is primarily a prototype
for a 3D simulation. As such, the natural immediate next step is a 3D implementation of
the strong coupling method presented in Chapter 5. We do not foresee the transition from
2D to 3D requiring any major modifications to our coupling scheme. As described, we
achieve two-way coupling by making modifications to the right- and left-hand sides of the
BEM step as well as including equations for determining forces on rigid bodies from the
fluid. Making similar modifications to the BEM step in a 3D implementation of surface-
only liquids, such as the source code provided by Da et al. [2016], should not present any
new complexities past the differences that are already present between 2D and 3D BEMs.

Apart from transferring this method to 3D, there are several additions that could further
improve the model presented here. The inclusion of handling for solid-solid collisions would
certainly allow for the simulation of a wider variety of scenes. We briefly alluded to the
possibility of exploring improved time stepping schemes for advection in Section 4.3.1, as
the Forward Euler approach that we currently employ is a scheme known to be numerically
unstable. However, we recognize that employing different time stepping schemes may be
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non-trivial. As an example, employing a method such as Runge-Kutta for this step could
require an intermediate velocity of some sort, but it is not immediately obvious how one
would evaluate such a value in the surface-only liquids framework.

An important, but outstanding, question that neither we nor Da et al. [2016] have
directly investigated is the efficiency of the surface-only liquids framework compared to
“standard” fluid solvers. While we show some preliminary timing data in Chapter 6, these
are far from rigorous analyses that are imperative to determining whether the surface-only
liquids framework, as well as modifications to it like the one presented here, are viable
alternatives to volumetric methods in terms of practical usage. Comparing our method
against a standard grid-based coupling model, such as that of Batty et al. [2007], would
allow for much insight into how the surface-only framework performs in terms of efficiency
and scalability.

A direct comparison to an existing liquid-solid coupling model would also serve a sec-
ondary purpose as further validation of the scheme presented here. It is difficult to set up
real-world tests to determine if our model exactly replicates physical coupled behaviours,
which is even more so the case considering that the work presented here deals with 2D
examples, as opposed to the 3D physical world. While we do validate our model to a
degree both qualitatively and quantitatively in Chapter 6, barring such real-world tests,
validating our model against existing schemes is a viable alternative that could provide
further insight into the accuracy of our scheme.

As an additional note on computational efficiency, we confirm in Chapter 6 that the
addition of rigid body coupling does not appear to dominate overall computation costs. It
is therefore likely the case that the efficiency of our model, similar to the original imple-
mentation and findings by Da et al. [2016], is mainly bottlenecked by the HHD projection
and BEM steps. As a result, a future direction of work to improve the surface-only liquids
framework may be to pursue methods that would improve on the efficiency of these indi-
vidual steps, such as incorporating the fast method of fundamental solutions proposed by
Chen et al. [2024] for speeding up the BEM solve.

As for other modifications to the surface-only liquids framework itself, we are curious to
see what can be done to support vortical effects in the liquid. As mentioned, because of the
irrotational assumption placed on the liquid velocity, the surface-only liquid method is not
able to capture the diffusion of vorticity generated at the liquid interface into the interior
of the liquid. While Da et al. [2016] mention that several purely vortex-based methods are
unsuitable for simulating liquids due to the sharp density gradient that occurs between at
the liquid-air interfaces, we believe that there is potential in augmenting the surface-only
liquids scheme with a vortex-based method. For example, one could consider generating
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and tracking vortex particles at the liquid surface, which could then flow into the interior
of the liquid, allowing for the simulation of interesting vortical flows in the interior of the
liquid domain.

In this work, we have shown that the surface-only liquids framework can be extended to
support liquid-rigid body coupling by making the appropriate modifications to the step in
the scheme in which we integrate external forces. In a similar vein, we believe the surface-
only liquids framework should be extensible to simulate several other physical phenomena
commonly seen in the graphical fluid simulation literature by updating this step. For
instance, extending the surface-only liquid framework to support two-way coupling with
solid deformables is a natural next step from the work presented here. The work by
Chentanez et al. [2006] suggests that the main difference between such an extension and
our work would be that deformable solids have an elastic force that would act on the fluid
as well as the fact that deformable velocities follow their own constitutive equations which
of course allow for more degrees of freedom than rigid body dynamics. Another phenomena
that we suspect the surface-only liquid framework may be extended to handle is multiphase
flow of liquids with differing densities; the Los Topos surface tracker already incorporated in
the original surface-only liquid implementation was, after all, in part designed to robustly
handle multi-material interactions [Da et al., 2014]. Extending surface-only liquids to
handle multiphase flow would also likely mainly consist of updating the external force
integration step, as a previously unconsidered liquid-liquid boundary defined by distinct
fluid pressures stemming from each distinct fluid would likely require attention.
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Appendix A

Quadrature schemes for line elements

We provide the quadratures for line elements used in this work for comprehensiveness.

A.1 Tanh-Sinh Quadrature

Also known as the Double Exponential (DE) formula, tanh-sinh quadrature removes end-
point singularities by using a change of variable to send the endpoints of the original integral
to positive and negative infinity. An integral over the (−1, 1) interval can be approximated
by: ∫ 1

−1

f(x)dx ≈
N∑

k=−N

wkf(xk), (A.1)

where:

xk = tanh
(π
2
sinh(kh)

)
, (A.2)

wk =
1
2
πh cosh(kh)

cosh2
(
1
2
sinh(kh)

) , (A.3)

where h is some step size. For our use of tanh-sinh quadrature for treating the singularities
in the BIE evaluations for the HHD projection step, we used N = 9 and h = 0.3.

83



A.2 Four-point Gaussian Quadrature

An n-point Gaussian quadrature rule gives an exact result for polynomials of degree up to
2n− 1. An integral over the (−1, 1) interval can be approximated by:∫ 1

−1

f(x)dx ≈
N∑

k=−N

wkf(xk), (A.4)

where xk is the k-th root of Pn(x). Pn(x) is n-th Legendre polynomial normalized such
that Pn(1) = 1. The weights are then given by:

wk =
2

(1− x2k)(P
′
n(xk))

2
. (A.5)

The points and associated weights for a four-point Gaussian quadrature are provided below:

x0 = −

√
3

7
+

2

7

√
6

5
, w0 =

18−
√
30

36
,

x1 = −

√
3

7
− 2

7

√
6

5
, w1 =

18 +
√
30

36
,

x2 =

√
3

7
− 2

7

√
6

5
, w2 =

18 +
√
30

36
,

x3 =

√
3

7
+

2

7

√
6

5
, w3 =

18−
√
30

36
.
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