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Abstract

InWard and Kolda (2023) and Xu et al. (2024), the authors proposed a sketching based initializa-
tion for unconstrained twoblockmatrix factorization (MF)with provable guarantee. The purpose
of this thesis is to examine the limits of extending these two proof frameworks in the context of
Non-negative Matrix Factorization (NMF), as well as its numerical implications.
The first chapter deals with fundamentals of NMF: its formulation, the identifiability issue and
guarantees, a survey of iterative methods to solve it, and finally some complexity results.
In the second chapter, I will quickly go over spectral initialization techniques formatrix optimiza-
tion problems, and introduce sketching, a family of randomization techniques for numerical linear
algebra, with a particular focus on its uses in iterative methods. The core focus of this chapter lies
at the intersection of these two topics: a sketching-based initialization for the unconstrained two-
block MF problem, using either non-alternating or alternating gradient descent (GD). We will
go over the proof frameworks. In the third chapter, I will present my attempts to generalize the
proof frameworks to NMF and the conclusions based on the partial progress.
The fourth chapter deals with numerics. We will compare the performance of different base
methods in different data regimes using all of the initializations mentioned in this thesis.
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Chapter 1

A quick tour of NMF

NMF has emerged as a fundamental computational tool in machine learning, data mining, and
signal processing. By enforcing non-negativity constraints on the factor matrices, NMF produces
highly interpretable, parts-based representations of complex data. This chapter provides a com-
prehensive overview of NMF, laying the theoretical and algorithmic groundwork for the subse-
quent developments in this thesis. We begin by formally defining the problem, followed by an
exploration of its geometric properties and inherent identifiability challenges. Finally, we review a
wide array of iterative algorithms and state-of-the-art optimization techniques used to solve NMF
in practice.

1.1 Notations

Throughout this thesis, scalars are written in standard font, while vectors and matrices are de-
noted by bold lowercase and uppercase letters, respectively.

Sets and spaces

We use R, R+, and R++ to denote the sets of real, non-negative real, and strictly positive real
numbers. The space of n-dimensional real vectors is denoted by Rn, and the space of m × n
real matrices by Rm×n. The subsets of entrywise non-negative and strictly positive matrices are
denoted by Rm×n

+ and Rm×n
++ , respectively. Similarly, Sn×n, Sn×n

+ , and Sn×n
++ represent the spaces

of symmetric, positive semi-definite, and positive definite matrices.

Norms and indexing

The standard Euclidean norm (or spectral norm for matrices) is denoted by ∥ · ∥ or ∥ · ∥2, while
∥ · ∥F represents the Frobenius norm. For a matrix A, its (i, j)-th entry is denoted by A(i, j) or
the more compact subscript form Aij . Its i-th row and j-th column are denoted by A(i, :) (or
Ai,:) andA(:, j) (orA:,j), respectively.

1



Matrix inequalities

When the dimension of A is clear from context, the entrywise inequality A ≥ 0 concisely indi-
cates thatA ∈ Rm×n

+ . More generally,A ≥ C andA > C signify that all entries ofA are greater
than or equal to, or strictly greater than, a scalar constant C . Similarly, we write ⪰ 0 and ≻ 0 to
denote positive semi-definiteness and positive definiteness when the dimension is clear.

Entrywise non-negative projection

For a given matrixA ∈ Rm×n, the notations [A]+,max{0,A}, and δ+(A) are used interchange-
ably to denote the entrywise projection onto the non-negative orthant. This operation sets all neg-
ative entries of thematrix to zerowhile leaving non-negative entries unchanged, defined element-
wise as:

[A]+(i, j) = max{0,Aij}.

Hadamard operations

For operations in NMF, ⊙ represents the Hadamard (entrywise) product between two matrices
P,Q ∈ Rm×n, defined as:

(P⊙Q)ij = PijQij.

The entrywise inverse of a strictly positive matrixA ∈ Rm×n
++ is denoted byA⊙(−1), where:

[A⊙(−1)]ij =
1

Aij

.

Factorization conventions

We consider low-rank factorizations where the target rank d (or r) satisfies d≪ min{m,n}. For
unconstrained two-block matrix factorizations, the objective is typically formulated as:

min
X,Y

1

2
∥A−XY⊤∥2F ,

whereA ∈ Rm×n, and the factorsX ∈ Rm×d andY ∈ Rn×d are both “tall” matrices. However,
following standard NMF conventions, we instead structure the right factor as a “flat” matrixH ∈
Rd×n

+ , yielding the objective:

min
W,H

1

2
∥A−WH∥2F s.t. W ∈ Rm×d

+ , H ∈ Rd×n
+ .

2



1.2 What is NMF

Definition 1.2.1: Exact NMF (Problem 2.1. in Gillis (2020))

Given a matrix A ∈ Rm×n
+ , and a target factorization rank r, compute, if possible, two ma-

tricesW ∈ Rm×r
+ andH ∈ Rr×n

+ so that
A = WH. (1.1)

We call WH an Exact NMF of A with size r. Equivalently, we sometimes call (W,H) a
solution to the Exact size-r NMF problem ofA ∈ Rm×n

+ if the pair satisfies (1.1).

Sometimes we will use d to represent the inner dimension of the factorization in the case where
we are operating in an overparametrized regime d > r. Also, we always assume r ≤ min{m,n}.
We focus on the optimization under the Frobenius and Euclidean norms 1.

Definition 1.2.2: (Approximate) NMF

Given a matrix A ∈ Rm×n
+ , and a target factorization rank r with r ≪ min{m,n}, we aim

to find two matricesW ∈ Rm×r
+ andH ∈ Rr×n

+ so that

min
W,H

1

2
∥A−WH∥2F (1.2)

s.t. W ∈ Rm×r
+ ,H ∈ Rr×n

+ .

A pair (W,H) that minimizes (1.2) is called an (approximate) NMF ofA with size r.

Having established the algebraic formulation of both exact and approximate NMF, it is instructive
to examine the problem from a geometric perspective. Understanding the geometric intuition
behind NMF not only clarifies the role of the non-negativity constraints but also illuminates why
finding a unique factorization can be so mathematically challenging.

1.3 Geometric interpretation

The geometric picture of NMF can be roughly thought of as the following:

• The matrix A represents the data cloud living in the non-negative orthant for which we
would like to perform a low-rank factorization. IfA is of rank r, then there exist r distinct
rays which constitute the convex cone/hull generated by the columns ofA.

• The matrixW can be thought of as the basis for the approximation, andH can be treated
as the non-negative scaling parameter forW.

Rigorously, the convex cone generated by the columns ofA is
cone(A) = {x ∈ Rm | x = Ay for some y ∈ Rn

+}. (1.3)
1Many applications and algorithms are formulated and can be derived under β-divergences or from an information geometry

perspective Amari (2016). In the case when β = 2, we recover the Frobenius norm.
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Elements in cone(A) are non-negative linear combinations of the columns of A. Note that for
the j-th column ofA, we haveA(:, j) = WH(:, j). SinceW ≥ 0 andH ≥ 0, we have

A(:, j) ∈ cone(W) ⊆ Rm
+ , (1.4)

and as a consequence
cone(A) ⊆ cone(W) ⊆ Rm

+ . (1.5)
Therefore, the goal is to find a matrix W whose cone sits in between the two cones cone(A)
and Rm

+ , while best “enclosing” cone(A).
This geometric intuition, fitting a cone within a larger orthant while successfully enclosing the
data, naturally leads to a critical question: is there a single, unique cone that satisfies these condi-
tions? As we will explore next, NMF generally suffers from severe non-uniqueness, making the
study of its identifiability a deeply constrained problem.

1.4 Identifiability issue

In unconstrained two-block MF, the identifiability/non-uniqueness of the solutions arises from
two places: rotational ambiguity and scaling ambiguity. Specifically, given A ∈ Rm×n, we are
looking for a factorization consisting of products of an unconstrained pair: X ∈ Rm×r and Y ∈
Rr×n so that

A = XY. (1.6)
SupposeX∗ andY∗ is an exact pair of factorizations, then:

• (XQ,Q−1Y) is another valid solution pair for any invertible matrixQ ∈ Rr×r.
• (cX∗, c

−1Y∗) is another valid solution pair for any non-zero scalar c ∈ R \ {0}.

Similar issues happen in NMF, where the ambiguity is given by permutation and scaling.

Definition 1.4.1: Equivalence of two exact NMFs

Let (W,H) and (W′,H′) be two Exact NMFs of the sameA ∈ Rm×n
+ with size r, i.e.

A = WH = W′H′. (1.7)
We say they are equivalent if there exist a permutation matrixΠ ∈ {0, 1}r×r and a diagonal
scaling matrixD ∈ Rr×r with positive diagonal elements such that

W′ = WΠD and H′ = D−1Π⊤H. (1.8)

As the name suggests, there can be two different solutions to the same exact NMF problem that
are NOT equivalent. Such a pair can be created if the non-negative constraints are “loose” enough
to allow us to rotate the interior matrices.
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Example 1.4.2: Non-equivalent solutions

Let r = 3, and letW andH be the following:

W =

1 0 0
0 1 0
0 0 1

 and H =

0.5 0.4 0.1
0.1 0.5 0.4
0.4 0.1 0.5

 . (1.9)

SinceW is the identity matrix,A = H.
Now, consider the following matrixQ:

Q =

1 0.1 0
0 1 0
0 0 1

 and Q−1 =

1 −0.1 0
0 1 0
0 0 1

 . (1.10)

The second pair can be created and calculated as follows:

W′ = WQ =

1 0.1 0
0 1 0
0 0 1

 and H′ = Q−1H =

0.49 0.35 0.06
0.1 0.5 0.4
0.4 0.1 0.5

 . (1.11)

It is easy to check that (W′,H′) is a valid pair of solutions. W and W′ are not essentially
unique becauseW′ has 0.1 off the diagonal, and there is no permutation and scaling matrix
such that it mapsW toW′ or vice versa.

When the entire solution set of the Exact NMF of fixed inputA and fixed size r contains only one
equivalent class, we say it is unique. We state the formal definition here.

Definition 1.4.3: (Essential) Uniqueness of Exact NMF (Definition 4.1 in Gillis (2020))

The Exact NMF (W,H) ofA ∈ Rm×n
+ of size r is said to be (essentially) unique if and only

if any other Exact NMF (W′,H′) of the sameA of size r is equivalent with (W,H).

1.4.1 Uniqueness guarantee

Exact NMF is, in general, highly non-unique and non-identifiable. However, essential uniqueness
holds under structured assumptions. We highlight a few conditions in which the answer becomes
positive.

The case when rank(A) ≤ 2

We have the following guarantee:

Theorem 1.4.4: Uniqueness under rank(A) ≤ 2 (Theorem 4.2 in Gillis (2020))

Let A ∈ Rm×n
+ with rank(A) = 2. The exact NMF of A of size 2 is unique if and only if

(iff) A contains a 2 by 2 diagonal matrix with positive diagonal elements as a sub-matrix
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(which is not required to be a minor). Concretely, there exist indices i, j, k, l such that

A ({i, j}, {k, l}) =
[
α 0
0 β

]
, (1.12)

for some α > 0 and β > 0.

Roughly speaking, if the rank is 2, normalizing the columns ofA projects the data points onto a
one-dimensional line segment. Again, finding an exact NMF means finding a bounding segment
(defined by the two columns of W) that completely covers the data points while fitting entirely
inside the non-negative orthant.
If A contains a 2 by 2 diagonal sub-matrix, it means the dataset contains two “pure” extreme
points that sit exactly on the boundaries (i.e. the axes) of the non-negative orthant. In this case, the
bounding segments cannot be pushed inwards or outwards, hence guaranteeing the uniqueness
of the solution.

The case for r < rank(A) and r > rank(A)

The former case is the one we usually perform (approximate) low-rank factorization with. How-
ever, in such a regime, exact NMF would be impossible, and this is the result due to submulti-
plicativity of the rank function. To see this:

rank(A) = rank(WH) ≤ min{rank(W), rank(H)}. (1.13)
Now, obviously the rank of a matrix cannot exceed its smallest dimension (and here recall that
we have assumed r ≤ m,n), and so

rank(W) ≤ r and rank(H) ≤ r. (1.14)
This yields an obvious contradiction since r < rank(A) ≤ r.
In the overparametrized regime r > rank(A), the exact NMF is trivially non-unique. One could
create an example like the following: supposeA ∈ Rm×n

+ has an exact NMF of size r0 = rank(A),
that is, there existsW0 ∈ Rm×r0 andH0 ∈ Rr0×n

+ such that

A = W0H0 =

r0∑
i=1

W0(:, i)H0(i, :). (1.15)

Note that from here we can construct a continuum of exact NMF solutions of size r = r0 +1. We
do so by artificially splitting any single rank-1 component from our base case into two separate
components.
Let θ ∈ (0, 1), and we can re-write the first component as

W0(:, 1)H0(1, :) = [θW0(:, 1)]H0(1, :) + [(1− θ)W0(:, 1)]H0(1, :). (1.16)
Via this trick, we can augmentW0 andH0 with another dimension:

Rm×(r0+1)
+ ∋W(θ) ≜ [θW0(:, 1) (1− θ)W0(:, 1) W0(:, 2) · · · W(:, r0)] , (1.17)
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R(r0+1)×n
+ ∋ H ≜


H0(1, :)
H0(1, :)
H0(2, :)

...
H0(r0, :)

 . (1.18)

One can check thatW(θ) andH are a family of valid exact NMF solutions of size r0 + 1, which
is not unique.

Uniqueness under r = rank(A)

In the rank- 2 case, we requireA to contain a 2 by 2 diagonal matrix with positive diagonal. The
same reasoning holds for the general case where we require the matrix to contain the identity as
a sub-matrix (up to scaling and permutation). Rigorously, this translates to the following sepa-
rability condition.

Definition 1.4.5: Separability (Definition 4.10 in Gillis (2020))

The matrixH ∈ Rr×n
+ is separable if cone(H) = Rr

+.

Theorem 1.4.6: Uniqueness under separability (Theorem 4.12 in Gillis (2020))

If A admits an exact NMF (W,H) of size r = rank(A) where W⊤ and H are separable,
then the exact NMF (W,H) ofA is unique.a

aIt is also worth noting that we need both factors to be separable to guarantee uniqueness.

Again, separability is a very demanding condition. The Sufficiently Scattered Condition (SSC) is
a more relaxed condition that only requires the data to be “spread out” enough.

Definition 1.4.7: Sufficiently Scattered Condition (Definition 4.15 in Gillis (2020))

The matrixH ∈ Rr×n
+ is sufficiently scattered if the following two conditions are satisfied:

• SSC1: C = {x ∈ Rr
+ | e⊤x ≥

√
r − 1∥x∥2} ⊆ cone(H).

• SSC2: There does not exist any orthogonal matrixQ such that cone(H) ⊆ cone(Q),
except for permutation matrices.

SSC1 requires the canonical hull of the data to be wide enough to engulf a specific second or-
der cone C defined as above. Since this reference cone C is tangent to every single facet of the
non-negative orthant, SSC1 implicitly forces the data to have some degree of sparsity to push up
against these boundaries. It is also worth noting that checking the SSC1 condition is NP-hard.
SSC2 is a geometric and regularity check. It ensures the cone generated by the data is robust
enough that it cannot be trivially enclosed by an arbitrary orthogonal rotation.
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When both factors satisfy the SSC, their mutual geometric spread is robust enough to eliminate
any rotational and translational slack, hence guaranteeing uniqueness.

Theorem 1.4.8: Uniqueness under SSC (Theorem 4.21 in Gillis (2020))

IfW⊤ andH are sufficiently scattered, then the exactNMF (W,H) ofA of size r = rank(A)
is unique.

While understanding the theoretical limits of identifiability and uniqueness is crucial, the practi-
cal utility of NMF hinges on our ability to actually compute these factorizations efficiently. Exact
NMF is generally NP-hard, forcing us to rely on approximate, iterative optimization techniques.
The next section provides a comprehensive tour of the most prominent iterative algorithms de-
signed to tackle the non-convex NMF objective.

1.5 Zoo of iterative algorithms

Here, we will do a quick tour of iterative methods to solve NMF. Instead of proving the conver-
gence and iteration complexity rigorously, we will only derive most of the methods heuristically.
In addition, since NMF objective is globally non-convex, most of the existing complexities for
these algorithms in the convex regime do not carry over directly to the non-convex regime.

The most ad-hoc methods for NMF include Multiplicative Update (MU) Lee and Seung (2000)
and Hierarchical Alternating Least Squares (HALS) Cichocki et al. (2007). The former can be
viewed either under the context of Majorization-Minimization (MM) or as a form of (entrywise)
scaled/adaptive GD. The latter can be viewed as just a special case of block coordinate descent.

1.5.1 MU

Again, the goal is to minimize

F (W,H) =
1

2
∥A−WH∥2F (1.19)

=
1

2

∑
i,j

(Aij − (WH)ij)
2,

under the constraintsW ≥ 0 andH ≥ 0.
Now, to make taking the derivative easier, it helps to rewrite the Frobenius norm using the trace,
where ∥A∥2F = Tr(AA⊤):

F (W,H) =
1

2
Tr
[
(A−WH)(A−WH)⊤

]
(1.20)

=
1

2
Tr
(
AA⊤ −AH⊤W⊤ −WHA⊤ +WHH⊤W⊤)

=
1

2
Tr(AA⊤)− Tr(WHA⊤) +

1

2
Tr(WHH⊤W⊤).
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The gradients can be easily calculated as follows:
∇WF = −AH⊤ +WHH⊤ and ∇HF = −W⊤A+W⊤WH. (1.21)

Now, suppose for now we are only updating theW block; then the standard GD takes the form
W←W − ηW∇F = W + ηW(AH⊤ −WHH⊤), (1.22)

and the most obvious issue with using a fixed learning rate ηW is that it can cause the elements
of W to become negative and hence violate the non-negativity constraints. One fix is to use an
(entrywise) adaptive learning rate so that the entrywise non-negativity constraints are respected,
and this leads to one of the perspectives for the MU method.

Derivation using the MM framework

The analysis here follows Lee and Seung (2000). For the sake of simplicity, we consider optimizing
a single column ofH ∈ Rd×n:

• Let a ∈ Rm
+ be a single column of the data matrixA.

• Let h ∈ Rd
++ be the corresponding column of H. Here we assume strict positivity to

prevent division by zero in the update rules.
• LetW ∈ Rm×d

+ be the non-negative weight matrix.
• Let M = W⊤W ∈ Rd×d, because Wia ≥ 0 for all i, a; and it follows that Mab =∑m

i=1WiaWib ≥ 0 for all a, b.

Therefore, the exact objective for this column is

f(h) =
1

2
∥a−Wh∥22 =

1

2
a⊤a− a⊤Wh+

1

2
h⊤Mh. (1.23)

The gradient of f(h) with respect to (w.r.t.) h is
∇f(h) = −W⊤a+Mh. (1.24)

Definition 1.5.1: Majorization function

A functionG(h,ht) is a majorization function for f(h) if it satisfies the following conditions
for all h,ht ∈ Rd

+:
• The global upper bound:G(h,ht) ≥ f(h).
• Tightness at the fixed point:G(ht,ht) = f(ht).

Here we treat h as the free variable and ht as the fixed parameter.

Lemma 1.5.2: The descent guarantee

IfG(h,ht) is a majorization function for f(h), then f(h) is non-increasing under the update
rule ht+1 = argminhG(h,ht).

Proof:
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By the definition of the minimum,G(ht+1,ht) ≤ G(ht,ht).
By the properties of the auxiliary function:

f(ht+1) ≤ G(ht+1,ht) ≤ G(ht,ht) = f(ht). (1.25)
Therefore, f(ht+1) ≤ f(ht). This establishes monotonic non-increase.■
Now the question that remains is how to construct a proper auxiliary majorization function for
our f(h).

Lemma 1.5.3: Construction of the majorization function

Define a diagonal matrixK(ht) ∈ Rd×d such that its diagonal elements are:

Kaa(h
t) =

(Mht)a
ht
a

. (1.26)

The functionG(h,ht) defined below is a majorization function for f(h):

G(h,ht) = f(ht) + (h− ht)⊤∇f(ht) +
1

2
(h− ht)⊤K(ht)(h− ht). (1.27)

Proof:

First, we verify the equality condition. If h = ht, the second and the third terms become zero,
yieldingG(h,h) = f(h).
Second, we show G(h,ht) ≥ f(h): the Taylor expansion of the quadratic function f(h)
around ht is

f(h) = f(ht) + (h− ht)⊤∇f(ht) +
1

2
(h− ht)⊤M(h− ht). (1.28)

ComparingG(h,ht) and f(h), the inequalityG(h,ht) ≥ f(h) holds iff:
(h− ht)⊤K(ht)(h− ht) ≥ (h− ht)⊤M(h− ht). (1.29)

This requires proving the matrixK(ht)−M is positive semi-definite (p.s.d.), which amounts to
showing

x⊤K(ht)x ≥ x⊤Mx. (1.30)

Expanding x⊤K(ht)x:

x⊤K(ht)x =
d∑

a=1

x2
aKaa(h

t) =
d∑

a=1

x2
a

(Mht)a
ht
a

=
d∑

a=1

d∑
b=1

Mabh
t
b

x2
a

ht
a

. (1.31)

M is symmetric, we rewrite the sum by pairing symmetric terms and split the sum into two halves
and swap the dummy indices a and b on the second half:

d∑
a=1

d∑
b=1

Mab
ht
b

ht
a

x2
a =

d∑
a=1

d∑
b=1

Mab

(
1

2

ht
b

ht
a

x2
a +

1

2

ht
a

ht
b

x2
b

)
. (1.32)
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By the inequality A2 +B2 ≥ 2AB, we can show that
ht
b

ht
a

x2
a +

ht
a

ht
b

x2
b ≥ 2xaxb, (1.33)

with A ≜
ht
b

ht
a

x2
a and B ≜

ht
a

ht
b

x2
b .

Multiplying the non-negative constant 1
2
Mab on both sides, we have

Mab

(
1

2

ht
b

ht
a

x2
a +

1

2

ht
a

ht
b

x2
b

)
≥Mabxaxb. (1.34)

Summing this inequality over all a and b gives:

x⊤K(ht)x ≥
d∑

a=1

d∑
b=1

Mabxaxb = x⊤Mx. (1.35)

This shows thatK(ht)−M is p.s.d. ThereforeG(h,ht) ≥ f(h).■
Now we are able to derive the MU rule: to find ht+1 = argminhG(h,ht), we set the gradient
ofGw.r.t. h to zero:

∇hG(h,ht) = ∇f(ht) +K(ht)(h− ht) = 0. (1.36)
Solving for h:

K(ht)h = K(ht)ht −∇f(ht). (1.37)
BecauseK(ht) is a diagonal matrix with strictly positive entries, it is invertible. We may isolate a
single element ha:

ha = ht
a −

(∇f(ht))a
Kaa(ht)

. (1.38)

Substitute∇f(ht) = −W⊤a+Mht andKaa(h
t) = (Mht)a

ht
a

:

ha = ht
a −

ht
a

(Mht)a

(
−(W⊤a)a + (Mht)a

)
(1.39)

= ht
a + ht

a

(W⊤a)a
(Mht)a

− ht
a

= ht
a

(W⊤a)a
(Mht)a

.

SubstituteM = W⊤W back into the original equation to yield the MU for a single column:

ha = ht
a

(W⊤a)a
(W⊤Wht)a

. (1.40)

Extending this to the full matrix notation, we have:

Ht+1 = Ht ⊙ W⊤A

W⊤WHt
. (1.41)

A symmetrical derivation yields the update for theW block:

Wt+1 = Wt ⊙ AH⊤

WHH⊤ . (1.42)
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Algorithm 1MU for NMF
Input: Non-negative target matrixA ∈ Rm×n

+ , factorization rank r
Output: Converged non-negative factorsW ∈ Rm×r

+ andH ∈ Rr×n
+

1: // Initialization
2: InitializeW0 > 0 andH0 > 0

3: // Main Loop
4: for t = 0, 1, 2, · · · do

5: Ht+1 ← Ht ⊙ (Wt)⊤A

(Wt)⊤WtHt

6: Wt+1 ←Wt ⊙ A(Ht+1)⊤

WtHt+1(Ht+1)⊤

7: end for

1.5.2 HALS: Hierarchical Alternating Least Squares

We can rewrite matrix multiplicationWH as the sum of r rank-one matrices. LetW(:, k) ∈ Rm

be the k-th column ofW, andH(k, :) ∈ Rn denote the k-th row ofH:

WH =
r∑

k=1

W(:, k)H(k, :). (1.43)

DefineR as the residual matrixR = A−WH, and define its component EXCLUDING the k-th
component asRk, i.e.:

Rk = A−
∑
j ̸=k

W(:, j)H(j, :). (1.44)

The global objective function, viewed solely as a function of H(k, :), becomes a local objec-
tive f(H(k, :)), i.e.:

f(H(k, :)) =
1

2
∥Rk −W(:, k)H(k, :)∥2F . (1.45)

We would like to further decouple the formulation. Again, H(k, l) is the l-th scalar element of
the row vectorH(k, :), andRk(:, l) is the l-th column vector of the residual matrixRk. We may
further decompose this local objective by running this down column by column, that is:

f(H(k, :)) =
1

2

n∑
l=1

∥Rk(:, l)−W(:, k)H(k, l)∥222. (1.46)

Note that since H(k, l) only appears in the l-th term of the sum, each element of H(k, :) can be
optimized completely independently of the others.
Let’s minimize a single term from the sum above w.r.t. the scalar h ≜ H(k, l). Denote rl ≜ Rk(:
, l). We would then like to minimize a simple quadratic function g(h):

g(h) ≜
1

2
∥rl −W(:, k)h∥22 (1.47)

=
1

2
(r⊤l rl − 2hW(:, k)⊤rl + h2W(:, k)⊤W(:, k)).

2Note that the change from Frobenius norm to Euclidean norm is valid here since we are summing column vectors.
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Take the first-order derivative and set it to zero:
dg

dh
= −W(:, k)⊤rl + h∥W(:, k)∥22 = 0 =⇒ h =

W(:, k)⊤rl
∥W(:, k)∥22

. (1.48)

Here we required h ≥ 0, and since g(h) is a strictly convex parabola (opening upwards, assum-
ing ∥W(:, k)∥ > 0), the constrained minimum is simply the unconstrained minimum projected
onto the non-negative orthant, and therefore the update forH(k, l) should be

H(k, l)∗ = max
{
0,

W(:, k)⊤Rk(:, l)

∥W(:, k)∥22

}
. (1.49)

Now for the entire rowH(k, :), we simply have:

H(k, :)← max
{
0,

W(:, k)⊤Rk

∥W(:, k)∥22

}
. (1.50)

If we further substituteRk = A−WH+W(:, k)H(k, :):

H(k, :)← max
{
0,H(k, :) +

W(:, k)⊤A− (W(:, k)⊤W)H

∥W(:, k)∥22

}
. (1.51)

The update for the k-th column ofW can be derived in the same manner:

W(:, k)← max

{
0,W(:, k) +

AH(k, :)⊤ −W(HH(k, :)⊤)

∥H(k, :)∥22

}
. (1.52)

Algorithm 2 Hierarchical Alternating Least Squares (HALS)
Input: Non-negative target matrixA ∈ Rm×n

+ , factorization rank r
Output: Converged non-negative factorsW ∈ Rm×r

+ andH ∈ Rr×n
+

1: // Initialization
2: InitializeW ≥ 0 andH ≥ 0

3: // Main Loop
4: repeat
5: for k = 1, 2, · · · , r do

6: H(k, :)← max

{
0,H(k, :) +

W(:, k)⊤A− (W(:, k)⊤W)H

∥W(:, k)∥22

}
7: end for
8: for k = 1, 2, · · · , r do

9: W(:, k)← max

{
0,W(:, k) +

AH(k, :)⊤ −W(HH(k, :)⊤)

∥H(k, :)∥22

}
10: end for
11: until convergence

1.5.3 PGD, AltPGD, and PALM

Inexact and exact Block Coordinate Descent

HALS as we have seen is a special case of the (Gauss-Seidel/cyclic) Block Coordinate Descent
Method. BCD is a decomposition method that simplifies multivariable optimization by updating
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a subset of variables at each step while holding the remaining blocks fixed. Specifically, we are
interested in minimizing the following composite function:

F (x1,x2, · · · ,xp) = f(x1,x2, · · · ,xp) +

p∑
i=1

gk(xk), (1.53)

where for all k ∈ [p], xk ∈ Ek. The mappings f and g are real valued, i.e. f : E1× · · ·×Ep → R
and gk : Ek → R. Here Ek denotes the Euclidean space of dimension dk ≥ 1 for all k ∈ [p].
We further define the function g : E1 × · · · × Ep → R as

g(x1,x2, · · · ,xp) ≡
p∑

i=1

gi(xi). (1.54)

Let∇if denote the gradient w.r.t. the i-th block, whenever f is differentiable, and the total gra-
dient of f is therefore

∇f(x) = (∇1f(x),∇2f(x), · · · ,∇pf(x)) . (1.55)
We will need to isolate and analyze the change w.r.t. a single block. To this end, we define the
linear transformation that projects a single block to thewhole ambient space. That isUi : Ei → E,
where

Ui(d) = (0, · · · ,0, d︸︷︷︸
i−th block

,0, · · · ,0) where d ∈ Ei. (1.56)

With the shorthand notation x ≡ (x1; · · · ;xp) and E ≡ E1 × · · · × Ep, our problem becomes
min
x∈E

F (x) = f(x) + g(x). (1.57)

Denote by xt = (xt
1,x

t
2, · · · ,xt

p) the iterate at time t, the BCDmethod then updates the (t+1)-th
iterate xt+1 by updating the p components sequentially. That is, within the (t + 1)-th iteration,
we have p-sub-iterations: at the k-th sub-iteration, where k ∈ [p], we update the k-th component
of the k-th iterate xt. For a given xt, denote by xt,k the k-th sub-iterate when updating from xt

to xt+1. That is
xt,k = (xt+1

1 ,xt+1
2 , · · · ,xt+1

k−1,x
t+1
k ,xt

k+1, · · · ,xt
p) for all k ∈ [p], (1.58)

where xt,k
i is the i-th sub-block of the iterate xt,k. Therefore, at the k-th sub-iteration, we are only

updating the variable xt,k
k . Then xt,0 ≡ xt and xt,p ≡ xt+1.

There are two types of BCD methods: if we are seeking the absolute minimum of the objective
at every sub-iteration, this will be exact BCD. That is:

xt+1
i ∈ arg min

xi∈Ei

F (xt+1
1 , · · · ,xt+1

i−1,xi,x
t
i+1, · · · ,xt

p). (1.59)

Inexact BCD seeks to minimize some surrogate model (as in the case of MM) of F as we will see
in the following. We will need the following assumptions and definitions:

Assumption 1.5.4: Inexact BCD (Assumption 11.1 in Beck (2017))

(A). gi : Ei → (−∞,∞] is proper, closed, and convex for all i ∈ [p].
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(B). f : E → (−∞,∞] is proper and closed, and dom(f) is convex; dom(g) ⊆
int (dom(f)), and f is differentiable over int(dom(f)).

(C). f is Lf -smooth over int (dom(f)), where Lf > 0a.
(D). There exist L1, L2, · · · , Lp > 0 such that for any i ∈ {1, 2, · · · , p} it holds that

∥∇if(x)−∇if(x+ Ui(d))∥ ≤ Li∥d∥, (1.60)
for all x ∈ int(dom(f)), and d ∈ Ei for which x+ Ui(d) ∈ int (dom(f)).

(E). The optimal set of the problem is nonempty and denoted by X∗. The optimal value
is denoted by F∗.

aHere, Lf is the global Lipschitz constant. The block-wise Lipschitz constant Li’s can be significantly smaller than Lf

in practice.

Definition 1.5.5: Partial prox-gradient step (Definition 11.3 in Beck (2017))

Suppose that f and g1, g2, · · · , gp satisfy properties (A) and (B) of Assumption 11.1,L > 0,
and let i ∈ {1, 2, · · · , p}. Then the i-th prox-grad step is the operator T i

L : int(dom(f)) →
Rdi defined by

T i
L = prox 1

L
gi

(
xi −

1

L
∇if(x)

)
. (1.61)

For fundamentals of proximal operators, readers may refer to Bauschke and Combettes (2017).
In light of operator splitting methods, T i

L may also be viewed as the forward-backward operator.

Algorithm 3 Inexact BCD (The Cyclic Block Proximal Gradient Method, Beck (2017))
Input: Objective function F (x) = f(x) + g(x), block Lipschitz constants {Lk}pk=1, number of
blocks p
Output: Converged solution x∗

1: // Initialization
2: Pick x0 = (x0

1,x
0
2, · · · ,x0

p) ∈ int(dom(f))

3: // Main Loop
4: for t = 0, 1, 2, · · · do
5: xt,0 ← xt

6: for k = 1, 2, · · · , p do
7: xt,k ← xt,k−1 + Uk(T k

Lk
(xt,k−1)− xt,k−1

k )
8: end for
9: xt+1 ← xt,p

10: end for

To put it in context, the partial gradient step evaluated at xt,k−1 is:

T k
Lk
(xt,k−1) = prox 1

Lk
gk

(
xt,k−1
k − 1

L
∇kf(x

t,k−1)

)
. (1.62)
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One may expand the prox operator using standard techniques such as completing the squares,
and plug it back into the update expression for xt,k to get:

xt,k
k ∈ arg min

y∈Ek

⟨∇kf(x
t,k−1),y − xt,k−1

k ⟩︸ ︷︷ ︸
Linearization of f

+
Lk

2
∥y − xt,k−1

k ∥2︸ ︷︷ ︸
Proximity Penalty

+ gk(y)︸ ︷︷ ︸
Regularizer

 . (1.63)

Theorem 1.5.6: Complexity for inexact BCD (Theorem 11.18 in Beck (2017))

Let {xt}t≥0 be the sequence generated by the Inexact BCD (Cyclic Block Proximal Gradient)
method. Then for any k ≥ 2

F (xt)− Fopt ≤ max

{(
1

2

)(t−1)/2

(F (x0)− Fopt),
8p(Lf + Lmax)

2R2

Lmin(t− 1)

}
, (1.64)

where Lmin = mini∈[p] Li and Lmax = maxi∈[p] Li, and R = RF (x0).
In addition, if n ≥ 2 satisfies

n ≥ NInexact ≜ max

{
2

log(2)

[
log(F (x0)− Fopt) + log

(
1

ε

)]
,
8p(Lf + Lmax)

2R2

Lminε

}
+ 1,

(1.65)
we can achieve F (xn)− Fopt ≤ ε.

Algorithm 4 Exact BCD (The Alternating Minimization Method, Beck (2017))
Input: Objective function F (x) = f(x) + g(x), number of blocks p
Output: Converged solution x∗

1: // Initialization
2: Pick x0 = (x0

1,x
0
2, · · · ,x0

p) ∈ dom(F )

3: // Main Loop
4: for k = 0, 1, 2, · · · do
5: for i = 1, 2, · · · , p do
6: xk+1

i ∈ arg min
xi∈Ei

F (xk+1
1 , · · · ,xk+1

i−1 ,xi,x
k
i+1, · · · ,xk

p)

7: end for
8: end for

Assumption 1.5.7: Exact BCD (Assumption 14.10 in Beck (2017))

(A). gi ∈ Ei → (−∞,∞] is proper, closed, and convex for any i ∈ [p].
(B). f : E→ R is convex and Lf -smooth.
(C). For any α > 0, there exists Rα > 0 such that

max
x,x∗∈E

{∥x− x∗∥ : F (x) ≤ α,x∗ ∈ X∗} ≤ Rα. (1.66)

(D). The optimal set of the problemX∗ is nonempty. The optimal value is denoted byFopt.
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Theorem 1.5.8: Complexity of exact BCD (Theorem 14.11 in Beck (2017))

Suppose that Assumption 1.5.7 holds, and let {xt}t≥0 be the sequence generated by the al-
ternating minimization method. Then for all t ≥ 0:

F (xt)− Fopt ≤ max

{(
1

2

)(t−1)/2

(F (x0)− Fopt),
8Lfp

2R2

t− 1

}
, (1.67)

where R = RF (x0).

By standard arguments, onemay explicitly calculate 3 the lower bound forn to achieve ε-accuracy:

n ≥ NExact ≜ max

{
2

log(2)

[
log(F (x0)− Fopt) + log

(
1

ε

)]
,
8pLfp

2R2

ε

}
+ 1. (1.68)

Here, we compare inexact and exact BCD purely from the perspective of iteration complexity.
Notice that there is a transient term 2

log(2)

[
log(F (x0)− Fopt) + log(1/ε)

]
and a sub-linear term

on the order of 1/ε in both NInexact and Nexact. In the case when we need low accuracy or the
initialization error is large, then the transient term will dominate and NInexact and NExact will be
roughly the same regardless of the sub-linear terms. However, in the case when we need high
accuracy ( ε is small), the sub-linear term will matter.
Precisely, we may examine the following ratio of the Inexact and Exact sub-linear rate:

ρ =
8p(Lf + Lmax)

2R2

Lminε

/
8pLfp

2R2

ε
=

(Lf + Lmax)
2

pLfLmin

, (1.69)

then if ρ < 1, inexact BCD is better, whereas exact BCD will prevail when ρ > 1.
There are concrete scenarios for these two cases:
Case 1: Highly uncoupled and identical blocks

Suppose the variables barely interact with each other across blocks, and hence all blocks are
equally smooth. In this case, Lmax = Lmin = Lf , and this would yield:

ρ =
4

p
, (1.70)

meaning that in the case when we have p > 4 independent, identical blocks, ρ < 1 and inexact
BCD requires fewer iterations than exact BCD.
Case 2: Highly coupled and poorly conditioned block

In this case, one simplification would be Lmax ≫ Lmin, and for simplicity we may take Lf =
pLmax. This would yield:

ρ =
(p+ 1)2

p2

(
Lmax

Lmin

)
. (1.71)

In this case, since (p + 1) > p, we would have ρ > 1, and exact BCD would yield vastly fewer
iterations.

3The lower bound for n in this case is not provided in the original text.
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However, an explicit and rigorous comparision on the iteration complexity for HALS (exact
proximal BCD) and AltPGD (inexact proximal BCD) would be difficult as NMF objective is
globally non-convex. Existing literatures on exact and inexact BCD uses different convergence
measure in the non-convex regime. The former mostly uses convergence to limit points Tseng
(2001); Xu and Yin (2013) and the latter argues convergence to stationarity Razaviyayn et al.
(2013) by showing vanshing gradient.

Detour: PALM - Proximal Alternating Linearized Minimization

We consider the following composite minimization problem:
min
x,y

Ψ(x,y) ≡ f(x,y) + g(x) + h(y). (1.72)

In standard Proximal Alternating Minimization, we update the blocks by minimizing the entire
smooth function f alongside the non-smooth function and a proximal penalty, that is:

• x-update:
xt+1 ∈ argmin

x

{
f(x,yt) + g(x) +

ct
2
∥x− xt∥2

}
. (1.73)

• y-update:
yt+1 ∈ argmin

y

{
f(xt+1,y) + h(y) +

dt
2
∥y − yt∥2

}
. (1.74)

InNMF, this would be the case where g(W) and h(H) are indicator functions of the non-negative
orthant , i.e.

g(W) = δ+(W) and h(H) = δ+(H), (1.75)
and we would have, assuming (Wt,Ht) is obtained:

• W-update:

Wk+1 = arg min
W≥0

{
1

2
∥A−WHt∥2F +

ct
2
∥W −Wt∥2F

}
. (1.76)

• H-update:

Ht+1 = argmin
H≥0

{
1

2
∥A−Wt+1H∥2F +

dt
2
∥H−Ht∥2F

}
. (1.77)

We refer to this method as the plain Proximal Alternating Method (PAM). The bottleneck is
the presence of the coupling term inside the argmin{·}. Unless f(·, ·) is of simple structure,
evaluating it explicitly in argmin{·} at every iteration could be expensive. This would normally
require the use of active set methods like non-negative least squares (NNLS) by Lawson and
Hanson (1974).
PALM Bolte et al. (2014) replaces the smooth terms f(x,yt) and f(xt+1,y) by their first order
Taylor expansion, i.e. it uses the linearization technique to eliminate the coupling effect due to
the presence of f inside argmin. Concretely, they are:
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• x-update:

xt+1 ∈ argmin
x

{
⟨∇xf(x

t,yt),x− xt⟩+ ct
2
∥x− xt∥22 + g(x)

}
(1.78)

= proxg/ct

(
xt − 1

ct
∇xf(x

t,yt)

)
.

• y-update:

yt+1 ∈ argmin
y

{
⟨∇yf(x

t+1,yt),y − yt⟩+ dt
2
∥y − yt∥22 + h(y)

}
(1.79)

= proxh/dt

(
yt − 1

dt
∇yf(x

t+1,yt)

)
.

Notice that PALM completely decouples the smooth coupling function f from the non-smooth
counterparts g and h. In the case where g and h are indicator functions, PALM recovers AltPGD
exactly. Precisely,

• W-update:
Wt+1 = max{0,Wt − αt∇Wf(Wt,Ht)}, (1.80)

with αt = 1/∥Ht(Ht)⊤∥.
• H-update:

Ht+1 = max{0,Ht − βt∇Hf(W
t+1,Ht)}, (1.81)

with βt = 1/∥(Wt+1)⊤Wt+1∥.

Algorithm 5 Alternating Projected Gradient Descent (AltPGD)
Input: Non-negative target matrixA ∈ Rm×n

+ , factorization rank r
Output: Converged non-negative factorsW ∈ Rm×r

+ andH ∈ Rr×n
+

1: // Initialization
2: InitializeW0 ≥ 0 andH0 ≥ 0

3: // Main Loop
4: for t = 0, 1, 2, · · · do
5: αt ← 1/∥Ht(Ht)⊤∥
6: Wt+1 ← max{0,Wt − αt∇Wf(Wt,Ht)}
7: βt ← 1/∥(Wt+1)⊤Wt+1∥
8: Ht+1 ← max{0,Ht − βt∇Hf(W

t+1,Ht)}
9: end for

1.5.4 ADMM

The Alternating Direction Method of Multipliers (ADMM) was developed in the mid-1970s by
Glowinski and Marroco (1975) and Gabay and Mercier (1976) primarily as an extension of the
augmented Lagrangian theory. A few years later, it was formalized that ADMM is equivalent to
applying Douglas-Rachford splitting to the dual of the optimization problem Eckstein and Bert-
sekas (1992). Here we state the general formulation of ADMM and its instantiation in NMF.
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General formulation of ADMM

Consider the following standard equality constrained problem:
min
x,z

f(x) + g(z) (1.82)

s.t. Ax+Bz = c,

wherex lives inRn and z lives inRm. The constraint matricesA andB are of size p×n and p×m
respectively. The functions f : Rn → R ∪ {+∞} and g : Rm → R ∪ {+∞} are closed, convex,
and proper (CCP). Also, they are possibly non-smooth.
The standard Lagrangian associated with the equality constrained problem will be:

L(x, z,y) = f(x) + g(z) + y⊤(Ax+Bz− c). (1.83)
The augmented Lagrangian adds a quadratic penalty term to the standard Lagrangian, with ρ >
0:

Lρ(x, z,y) = f(x) + g(z) + y⊤(Ax+Bz− c) +
ρ

2
∥Ax+Bz− c∥22. (1.84)

There are a couple of advantages to this quadratic term. The standard Lagrangian relies on Dual
Ascent. In the case f and g are not strictly convex and hence not strongly convex, the Fenchel
conjugate function functions f ∗ and g∗ are possibly non-smooth. By adding this quadratic term,
we are forcing the Lagrangian to be strongly convex w.r.t. the constraint Ax + Bz, where ρ is
precisely the strong convexity parameter.
Now, the standard Method of Multipliers (MoM) minimizes this Augmented Lagrangian jointly
w.r.t. x and z, and then updates the dual variable y:

1. (xt+1, zt+1) = argminx,z Lρ(x, z,y
t), and

2. yt+1 = yt + ρ(Axt+1 +Bzt+1 − c)

In some cases, jointly minimizing (x, z) might be computationally expensive or even impossible
to separate ifA andB couple the variables. ADMM fixes this by splitting the minimization.

1. x-update: xt+1 = argminx Lρ(x, z
t,yt),

2. z-update: zt+1 = argminz Lρ(x
t+1, z,yt), and

3. y-update: yt+1 = yt + ρ(Axt+1 +Bzt+1 − c).

ADMM formulation for theW-subproblem

min
W

1

2
∥A−WH∥2F (1.85)

s.t. W ≥ 0.

To apply ADMM, we will need to introduce an auxiliary slack variable S to separate the least-
squares term from the non-negative constraint. Let δ+(S) be the indicator, and so the above prob-
lem becomes

min
W

1

2
∥A−WH∥2F + δ+(S) (1.86)

s.t. W − S = 0.
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The scaled augmented Lagrangian withU being the dual variable becomes:
Lρ(W,S,U) =

1

2
∥A−WH∥2F + δ+(S) +

ρ

2
∥W − S+U∥2F . (1.87)

Going from the standard augmented Lagrangian to the scaled augmented Lagrangian

While the standard formulation of ADMM relies on the unscaled augmented Lagrangian,
it is common practice to use a scaled version. The scaled version combines the linear and
quadratic penalty terms into a single squared Frobenius norm. This simplification is highly
advantageous because it isolates the primal variables within a standard least-squares frame-
work, making theW and S update steps easier to derive and implement.
To see how we arrive at this scaled form for the W-subproblem, we begin with our con-
strained objective:

min
W,S

1

2
∥A−WH∥2F + δ+(S) (1.88)

s.t. W − S = 0.

Let Y ∈ Rm×r denote the standard dual variable matrix. The unscaled augmented La-
grangian is defined as:

Lρ(W,S,Y) =
1

2
∥A−WH∥2F + δ+(S) + ⟨Y,W − S⟩+ ρ

2
∥W − S∥2F , (1.89)

where ⟨X,Z⟩ = Tr(X⊤Z) represents the standard trace inner product for matrices.
To complete the square for the penalty terms, we introduce a scaled dual variable U ≜
(1/ρ)Y, which impliesY = ρU a. Substituting this into the linear penalty term gives:

⟨ρU,W − S⟩+ ρ

2
∥W − S∥2F = ρ⟨U,W − S⟩+ ρ

2
∥W − S∥2F . (1.90)

Factoring out the penalty parameter ρ
2
, we can complete the square by adding and subtract-

ing ∥U∥2F :

ρ⟨U,W − S⟩+ ρ

2
∥W − S∥2F =

ρ

2

(
∥W − S∥2F + 2⟨W − S,U⟩

)
=

ρ

2

(
∥W − S∥2F + 2⟨W − S,U⟩+ ∥U∥2F − ∥U∥2F

)
=

ρ

2
∥W − S+U∥2F −

ρ

2
∥U∥2F . (1.91)

Substituting this algebraically equivalent expression back into the full Lagrangian yields the
scaled form:

Lρ(W,S,U) =
1

2
∥A−WH∥2F + δ+(S) +

ρ

2
∥W − S+U∥2F −

ρ

2
∥U∥2F . (1.92)

When optimizing Lρ w.r.t. the primal variables W or S, the final term −ρ/2∥U∥2F is in-
dependent of the variables of interest and acts solely as a constant. Therefore, it is safely
dropped during the argmin updates, allowing us to concisely write the working objective
for theW-subproblem as:

Lρ(W,S,U) =
1

2
∥A−WH∥2F + δ+(S) +

ρ

2
∥W − S+U∥2F . (1.93)

21



This scaling absorbs the multiplier into the quadratic penalty, leading to the derivations in
equations (1.94) and (1.95), and resulting in a dual update step (1.96) that simply tracks the
running sum of the primal residuals.

asee Ryu and Yin (2022) and Bauschke and Combettes (2017) for this technique.

The ADMM updates therefore forW at inner iteration t are:

• W-update: by setting∇WLρ = 0:
Wt+1 = (AH⊤ + ρSt − ρUt)(HH⊤ + ρI)−1. (1.94)

• S-update: this is the projection onto the non-negative orthant:

St+1 = argmin
S

[
δ+(S) +

ρ

2
∥Wt+1 − S+Ut∥2F

]
(1.95)

= max{0,Wt+1 +Ut}.

• U-update:
Ut+1 = Ut +Wt+1 − St+1. (1.96)

By symmetry, one could derive the update for the H update. Here we denote the slack variable
asT and the dual variable asV, and the update for theH subproblem would then be:

• H-update:
Ht+1 = (W⊤W + ρI)−1(W⊤A+ ρTt − ρVt). (1.97)

• T-update:
Tt+1 = max{0,Ht+1 +Vt}. (1.98)

• V-update:
Vt+1 = Vt +Ht+1 −Tt+1. (1.99)

1.5.5 Extrapolation and accelerated versions

Extrapolation and acceleration

Recall that standard GD:
xt+1 = xt − η∇f(xt), (1.100)

as−∇f(xt) represents the direction in which the descent is the fastest. This, for some less desir-
able function classes or lesswell-chosen step-sizes, might lead to oscillations. Amore conservative
choice is to incorporate information from prior updates, i.e. the momentum xt − xt−1, and this
leads to the Heavy Ball Method in Polyak (1964):

xt+1 = xt − η∇f(xt) + β(xt − xt−1), (1.101)
with β and η properly chosen.
Nesterov (1983) uses the momentum as an intermediate step, that is

yt ≜ xt + βt+1(xt − xt−1), (1.102)

22



Algorithm 6 ADMM for NMF
Input: Non-negative target matrixA ∈ Rm×n

+ , factorization rank r, penalty parameter ρ > 0
Output: Converged non-negative factorsW ∈ Rm×r

+ andH ∈ Rr×n
+

1: // Initialization
2: InitializeW0,H0,S0,T0,U0,V0

3: // Main Loop
4: for t = 0, 1, 2, · · · do
5: //W-subproblem updates
6: Wt+1 ← (A(Ht)⊤ + ρSt − ρUt)(Ht(Ht)⊤ + ρI)−1

7: St+1 ← max{0,Wt+1 +Ut}
8: Ut+1 ← Ut +Wt+1 − St+1

9: //H-subproblem updates
10: Ht+1 ← ((Wt+1)⊤Wt+1 + ρI)−1((Wt+1)⊤A+ ρTt − ρVt)
11: Tt+1 ← max{0,Ht+1 +Vt}
12: Vt+1 ← Vt +Ht+1 −Tt+1

13: end for

where the descent happens at this intermediate point yt+1:
xt = yt − η∇f(yt+1). (1.103)

Here η = 1/L and βt+1 is chosen carefully to achieve the optimal O(1/t2) convergence rate.
Many variants and new interpretations are proposed. Such an acceleration scheme could also
be applied to the proximal method, leading to the celebrated FISTA method Beck and Teboulle
(2009). In general, the choice for the hyper-parameters and the proof technique in accelerated
optimization is highly non-trivial.

E-A-HALS: extrapolated A-HALS

In HALS, we need to compute HH⊤ and AH⊤ when updating the W block, and W⊤W
and W⊤A when updating H. Instead of updating one row of H then immediately switching
to updating columns of W, an efficient way Gillis and Glineur (2012) is to update multiple or
all rows ofHwhile reusingW⊤W andW⊤A to avoid redundant calculations; this is known as
A-HALS.
E-A-HALS Ang and Gillis (2019), on top of re-using those matrices, adds a block-wise extrap-
olation, and this is one of the most efficient methods for NMF. Although there are complexity
guarantees for non-convex extrapolated BCD (and its proximal versions) in Xu and Yin (2013),
E-A-HALS does not make the objective functionmonotonically decrease at each step due to its
non-standard and hybrid scheme of extrapolation and projection so the existing complexities
do not carry over.
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Algorithm 7 Accelerated HALS for NMF
Input: Data matrixA ∈ Rm×n

+ , factorization rank r, parameters α ≥ 0, ϵ ≥ 0
Output: Converged non-negative factorsW ∈ Rm×r

+ andH ∈ Rr×n
+

1: // Initialization
2: InitializeW0 ∈ Rm×r

+ andH0 ∈ Rr×n
+

3: LetK be the number of nonzero entries inA. Calculate ρW = 1+ K+nr
mr+m

and ρH = 1+ K+mr
nr+n

4: // Main Loop
5: for t = 0, 1, 2, · · · do
6: //W-subproblem updates
7: ComputeP = A(Ht)⊤ andQ = Ht(Ht)⊤;Wt,0 ←Wt

8: for l = 1 to ⌊1 + αρW ⌋ do
9: ComputeWt,l using HALS
10: if ∥Wt,l −Wt,l−1∥F ≤ ϵ∥Wt,1 −Wt,0∥F then
11: break
12: end if
13: end for
14: Wt+1 ←Wt,l

15: //H-subproblem updates
16: ComputeHt+1 fromHt andWt+1 using a symmetrically adapted version of steps 7–14
17: end for

IBPG: Inertial Block Proximal Gradient (Inertial BCD)

As seen before, Nesterov uses a single extrapolation point for evaluating the gradi-
ent. Inertial momentum uses a two-point extrapolation scheme, namely, one for evaluating the
gradient and one for evaluating the proximal term. Again, we are looking at

min
x∈Rd

F (x) = f(x) + g(x), (1.104)

where f is smooth, having a Lipschitz continuous gradient, and g is a proper, lower semi-
continuous mapping from Rd to R ∪ {+∞}, and is possibly non-smooth. The two-point ex-
trapolation proposed is as follows, where:

ŷt ≜ xt + β(xt − xt−1) and ỹt ≜ xt + γ(xt − xt−1). (1.105)
Then in single block notation, the proximal update step is:

xt+1 = proxηg(ỹt − η∇f(ŷt)) (1.106)

⇐⇒ xt+1 ∈ argmin
x

(
⟨∇f(ŷt),x− xt⟩+ g(x) +

1

2η
∥x− ỹt∥22

)
.

In Hien et al. (2020), the authors formalize this inertial block proximal gradient method (IBPG)
using this two-point extrapolation scheme. IBPG has been shown to outperform E-A-HALS em-
pirically.
As demonstrated by the wide array of methods from MU to ADMM and accelerated BCD, algo-
rithmdesign forNMFheavily exploits the block-multi-convex structure of the objective. However,
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analyzing the performance of these algorithms fundamentally depends on the inherent difficulty
of the NMF problem itself. To contextualize these algorithmic efforts, we conclude this chapter
by briefly reviewing the computational complexity of solving NMF.

1.6 Some complexity results

In Vavasis (2009), it is shown that exact NMF is NP-hard. This is achieved by establishing equiv-
alence (in the sense of polynomial time reduction) between the exact NMF problem and an in-
termediate simplex problem. The latter is equivalent to 3-SAT which is known to be NP-hard
(complete) Karp (1972). However, this only rules out the possibility of an algorithm whose run-
ning time is polynomial in all parameters (n,m, r). Subsequently, Arora et al. (2012) improved
this by providing an exact (and approximate) polynomial-time algorithm for every constant r,
under the separability condition.
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Chapter 2

Spectral techniques for initializations

Before diving into specific algorithmic techniques, it is instructive to review the foundational
problems that motivate the two-stage framework. These examples highlight how structural prop-
erties of the target matrix are leveraged during initialization.

2.1 A few canonical problems under the two-stage approach

For MF problems, they can be cast as optimization with a function f(X,Y) over two vari-
ables X ∈ Rm×d and Y ∈ Rn×d, where X and Y quite often represent low-rank factors that
best approximate the ground-truth A∗. In the context of low-rank factorizations, the ground-
truth typically refers to the true, underlying low-rank matrix that generates the observed data
or measurements. We show a few canonical examples summarized from the fantastic expository
Chi et al. (2019) in table 2.1.

2.1.1 Why spectral initialization works well (under gradient methods)?

Having established these foundational problem classes, we naturally turn our attention to the
reasons behind the empirical success of spectral initializations1 in solving them. There are two
components to such arguments:

1. Proximity to the ground truth: An intermediatematrixM0 constructed using the spectral
information of the ground truthA∗ will be very close to it.M0 is achieved viaX0 andY0

that live in the factorized spaces which directly use the spectral information ofA∗, usually
by SVD. Via matrix perturbation arguments, one can often show that the distance ∥M0−
A∗∥ is bounded by the signal σmin(A∗) of the ground truth.

2. Local curvature/regularity conditions (and benignness of the landscape): Within the
neighborhood or the basin of attraction of the ground-truth A∗, which is dictated
by σmin(A∗), the objectivewill satisfy some local regularity and curvature conditions. The
iterates that land anywhere in this basin will converge under simple first-order methods.
This will be the main recipe for establishing the convergence guarantee.

1Most tractable and provable results for initialization in matrix optimization will use spectral information of the target matrix.
Here spectral initialization narrowly means SVD-based initializations
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Table 2.1: Common matrix recovery problems and their objectives.
Problems and Objectives Key Set-ups and Assumptions
Matrix Sensing

min f(X,Y) ≜
1

4p

p∑
i=1

(
⟨Ai,XY⊤⟩ − yi

)2

Here X and Y relate to A∗ via the measurement matri-
cesAi and measurement result yi.

1. Goal: recover a rank- r componentA∗ from the p ≥ 1measure-
ments. 2. The collection of matrices {Ai ∈ Rm×n}pi=1 represents
the sensing matrices which are known a priori. 3. The collection of
scalars yi ≜ ⟨Ai,A∗⟩ are the measurement results. 4. The opera-
torA : Rm×n → Rp represents the sensing operator whose actions
can be cast as

A(M) ≜ [p−1/2⟨Ai,M⟩]1≤i≤p. (2.1)

5. The operatorA satisfies the r-RIP condition, i.e.,

(1− δr)∥M∥2F ≤ ∥A(M)∥22 ≤ (1 + δr)∥M∥2F , (2.2)

holds for allM ∈ Rm×n with rank(M) ≤ r and δr ∈ (0, 1)

Phase Retrieval/Quadratic Sensing

min f(X,X) ≡ f(X) ≜
1

4p

p∑
j=1

(
∥a⊤

i X∥22 − yi
)2

1. Goal: recover a rank- r component A∗ = X∗X
⊤
∗ ∈ Rn×n

where X∗ ∈ Rn×r . 2. The collection of vectors {ai ∈ Rn}pi=1

are design/measurement vectors.
3. The collection of scalars yi ≜ ∥a⊤

i X∗∥22 = a⊤
i A∗ai are the

quadratic measurement results.
4. Design/measurement vectors are drawn i.i.d. Gaussian, that
is ai

i.i.d.∼ N (0, In).
5. The case when r = 1 is Phase Retrieval.

Matrix Completion

min f(X,Y) ≜
1

4p
∥PΩ(XY⊤ −A∗)∥2F

1. Goal: recoverA∗ ∈ Rm×n from PΩ(A∗) ∈ Rm×n where Ω ⊆
[m]× [n] is the sampling index set. 2. PΩ : Rm×n → Rm×n is the
projection operator onto the sampling index set Ω. That is,

[PΩ(M)]i,j =

{
Mi,j if (i, j) ∈ Ω

0 else . (2.3)

3. Sampling is i.i.d. with probability (w.p.) θ ∈ (0, 1] for each loca-
tion (i, j). That is, (i, j) ∈ Ω independently w.p. θ.
4. Eigenvectors of the ground truthA∗ satisfy the incoherence con-
dition, c.f. equation (34a) and (34b) in Chi et al. (2019).

Blind Deconvolution

min f(h,x) ≜
p∑

j=1

|bH
j hx

Haj − yi|2

Here ·H means the complex conjugate.

1. Goal: recover two signals h∗ ∈ CK and x∗ ∈ CN or M∗ ≜
h∗x

H
∗ .

2. The collection of vectors {bi ∈ CK}pi=1 and {ai ∈ CN}pi=1 are
the measurement vectors.
3. yi = bH

i h∗x
H
∗ai are the bilinear measurement results. 4. The

measurement vectors are constructed using a semi-random scheme.
That is, aj

i.i.d.∼ N (0, 1/2IN ) + iN (0, 1/2IN ) and bj ’s are con-
structed using a DFT matrix. 5. h∗ and bj satisfy the incoherence
condition, c.f. equation (37) in Chi et al. (2019).

Robust PCA
min
S∈Sα

f(X,Y,S) ≜
1

4p
∥PΩ(A∗ −XY⊤ − S)∥2F

1. Goal: RecoverA∗ = L∗ + S∗ ∈ Rm×n, where L∗ is some low-
rank component and S∗ is sparse. We have access to partial entries
ofA∗ through the random sampling modelΩ andPΩ as in the case
of Matrix Completion. 2. The sparse component S∗ ⊆ Sα satisfies
the sparsity constraints, that is,

Sα ≜ {S : ∥S∗(i, :)∥0 ≤ αn and
∥S∗(:, j)∥0 ≤ αm ∀(i, j) ∈ [m]× [n]},

, (2.4)

whereα is a common sparsity ratio shared by the rows and columns.
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Here we gave a list of spectral initializations used, as well as the perturbation guarantees. Unless
mentioned otherwise:

• A∗ is of rank r.
• U ∈ Rn×r,Σ ∈ Rr×r, and V ∈ Rr×m are the compact rank- r SVD of the intermediate

matrixM ∈ Rm×n, but not A∗.
• ζ > 0 is a parameter to control the ratio of perturbation w.r.t. the signal σmin(A) =
σr(A). It affects the precise high probability estimate for the perturbation guarantees. We
will not delve into details.

• c0 and c1 are sufficiently large constants, which vary by problem.
• µ is the incoherence parameter, which varies by problem.
• κ is the condition number ofA∗.
• dist(X,X∗) is the Procrustes distance between two matricesX,X∗ ∈ Rm×r of the same

size that mods out rotations, that is,
dist(X,X∗) = min

Q∈Or×r
∥XQ−X∗∥F , (2.5)

whereOr×r is the set of all orthogonal matrices of size r × r.

To formalize the intuition behind spectral methods, we must first quantify the initial proximity to
the ground-truth target.

2.1.2 Proximity to ground-truth via matrix perturbation

The derivation of the perturbation falls into three steps:
First, we express our surrogate data matrixM asM = M∗ +∆, where

• M∗ is the “clean” large-sample limit (which is oftenE[M] or the ground-truthA∗)whose
eigenvectors perfectly align withA∗.

• ∆ is the perturbation caused by finite-sample noise or incomplete data.

The purpose of this decomposition is to make use of the Davis and Kahan (1970) and Wedin
(1972) sinΘ theorems to bound the distance and/or the principle angles between the intermedi-
ate matrixM and the ground-truthA∗. Such a bound will be dictated by the perturbation∆ and
the smallest singular value ofA∗. Second, for the sinΘ theorems to hold, we need∆ to be small.
The techniques to do so vary by context. In the case when RIP condition of the sensing operator
can hold, as in the case for Matrix Sensing Tu et al. (2016), we can treatM∗ asA∗ and the pertur-
bation ∥M−A∗∥ can be bounded deterministically using algebraic techniques involving the RIP
constant δ2r. If not, we must treat M∗ as its large-sample limit E[M], and bound ∥M − E[M]∥
using Matrix Concentration Inequalities Tropp (2015).
Lastly, oncewehave successfully obtained a tight boundon ∥∆∥, it can be used to plug-in the sinΘ
theorems. Beyond mere proximity, we must also ensure that the optimization landscape itself is
amenable to GD within this neighborhood.
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Table 2.2: Surrogate matrices, spectral initializations, and perturbation guarantees for the prob-
lems in Table 2.1.

Problems and Surrogate Matrix Spectral Initializator Perturbation Guarantee Additional Assump-
tions

Matrix Sensing

M ≜
1

p

p∑
i=1

yiAi = A∗A(A∗)

X0 = UΣ1/2

Y0 = V⊤Σ1/2
dist2

([
X0

Y0

]
,

[
X∗
Y∗

])
≤ ζσr(A∗)

c.f. Theorem 22 in Chi et al. (2019).
A satisfies 2r-RIP

with δ2r < c0
√
ζ/(

√
rκ)

Quadratic Sensing

M ≜
1

p

p∑
i=1

yiaia
⊤
i

X0 = UΣ1/2 dist2(X0,X∗) ≤ ζσr(A∗)
c.f. Theorem 24 in Chi et al. (2019).

Sample Complexity:
p ≥ c0nr

4 log(n)

Matrix Completion

M ≜
∑

(i,j)∈Ω

⟨Ai,j ,A∗⟩Ai,j

=
1

p
PΩ(A∗)

X0 = UΣ1/2

Y0 = V⊤Σ1/2
dist2

([
X0

Y0

]
,

[
X∗
Y∗

])
≤ ζσr(A∗)

c.f. Theorem 26 in Chi et al. (2019).
Sample Complexity:
np > c0µ

2r2 log(n)

Blind Deconvolution

M ≜
1

p

p∑
i=1

yibia
H
i

h0 =
√
σu

x0 =
√
σv

min
α∈C,|α|=1

{∥αh0 − h∗∥2 + ∥αx0 − x∗∥2}

≤ ζ∥h∗∥2

c.f. Theorem 25 in Chi et al. (2019).

Sample Complexity:
np > c0ζ

−2µ2K log(p)
Here recall K is the di-
mension of theh vector.

Robust PCA
M ≜

1

p
PΩ(Γ∗ − S0)

with S0 = Hcαnp(PΩ(Γ∗)) where the
truncation operatorHl is given in equa-
tion (86) of Chi et al. (2019).

X0 = UΣ1/2

Y0 = V⊤Σ1/2
dist2

([
X0

Y0

]
,

[
X∗
Y∗

])
≤ ζσr(A∗)

c.f. Theorem 29 in Chi et al. (2019).
Sample Complexity:
n2p ≥ c0µr

2n
Sparsity Ratio:
α ≤ c1/(µr

3/2)

2.1.3 Local curvature condition

Convexity and smoothness are standard recipes for the convergence of first-order methods. Be-
yond this, we would like to highlight a particular condition that also guarantees convergence.
Standard iterative methods take the form:

xt+1 = xt − ηtg(xt), (2.6)
where g : Rd → Rd could take several forms. In standard GD, g(x) = ∇f(x).

Definition 2.1.1: Regularity condition (Definition 3 in Chi et al. (2019))

The function g is said to obey the regularity condition RC(µ, λ, ζ) for some µ, λ, ζ > 0 if
2⟨g(x),x− x∗⟩ ≥ µ∥g(x)∥22 + λ∥x− x∗∥22, (2.7)

for all x ∈ B(x∗, ζ), the open ball of radius ζ centered around x∗.a
aHere x∗ is a root of g. In Chi et al. (2019), it is assumed that x∗ is identifiable. When f is convex, x∗ is unique.
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The intuitive interpretation is as follows:

• For gradient methods to work, we want−g(x) to point roughly towards the optimum x∗.
A positive inner product means the angle between the update steps and the path to opti-
mum is acute.

• The term µ∥g(x)∥22 prevents the gradient from being too large relative to its alignment
with the optimum (to prevent overshooting the target).

• The term λ∥x − x∗∥ ensures that the gradient is sufficiently steep to push the iterates
toward the optimum when they are far from it.

The regularity condition can be viewed as amarriage between strong convexity and smoothness.
Recall the first-order characterizations via coercivity and co-coercivity:

Definition 2.1.2: α-strong convexity via coercivity (Theorem 5.24 (iii) in Beck (2017))

Let f : Rd → R∪{+∞} be a closed, convex, and proper function. It is said to be α-strongly
convex if

⟨∇f(x)−∇f(y),x− y⟩ ≥ α∥x− y∥2, (2.8)
for all x,y ∈ dom(∇f).

Definition 2.1.3: β-smoothness via co-coercivity (Theorem 5.8 (iv) in Beck (2017))

Let f : Rd → R be convex and differentiable. We say f is β-smooth if

⟨∇f(x)−∇f(y),x− y⟩ ≥ 1

β
∥∇f(x)−∇f(y)∥22, (2.9)

for all x,y ∈ dom(f). a

aThe co-coercivity is characterized using the dual norm ∥ · ∥∗ in Beck (2017). Since the 2-norm is self-dual, we just
write 1

β
∥∇f(x)−∇f(y)∥22 instead of 1

β
∥∇f(x)−∇f(y)∥2∗ for simplicity.

Now, if a function f is both α-strongly convex and β-smooth, then evaluating y at one local opti-
mum x∗ will yield∇f(x∗) = 0. As a result, we have

⟨∇f(x),x− x∗⟩ ≥ α∥x− x∗∥22, (2.10)

⟨∇f(x),x− x∗⟩ ≥
1

β
∥∇f(x)∥22. (2.11)

Adding these two together gives:

2⟨∇f(x),x− x∗⟩ ≥
1

β
∥∇f(x∗)∥22 + α∥x− x∗∥22. (2.12)

This is the regularity condition with µ = 1/β and λ = α. Even though the regularity condition
is clearly a weaker condition than strong convexity and smoothness combined, gradient methods
still enjoy convergence guarantees under this condition.
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Proposition 2.1.4: Convergence under regularity condition (Lemma 2 in Chi et al. (2019))

Under RC(µ, λ, ζ), the iterative method (2.6) with a constant step-size ηt ≡ µ and x0 ∈
B(x∗, ζ) obeys

∥xt − x∗∥22 ≤ (1− µλ)t∥x0 − x∗∥22 for all t ≥ 0. (2.13)

Proof. We proceed by induction: assume xt ∈ B(x∗, ζ), then
∥xt+1 − x∗∥22 = ∥xt − ηtg(xt)− x∗∥22

= ∥xt − x∗∥22 + η2t ∥g(xt)∥22 − 2ηt⟨xt − x∗,g(xt)⟩
≤ ∥xt − x∗∥22 + η2t ∥g(xt)∥22 − ηt

(
µ∥g(xt)∥22 + λ∥xt − x∗∥22

)
= (1− ηλ)∥xt − x∗∥22 + ηt(ηt − µ)∥g(xt)∥22
≤ (1− ηtλ)∥xt − x∗∥22. (2.14)

The first inequality is a result of the regularity condition. Note that the last inequality is valid for
any ηt ∈ [0, µ]. Setting ηt = µ, we arrive at:

∥xt+1 − x∗∥22 ≤ (1− µλ)∥xt − x∗∥22. (2.15)
This also guarantees that xt+1 ∈ B(x∗, ζ). The claim follows under induction with the base
case x0 ∈ B(x∗, ζ) being part of our assumptions. □

With the convergence guarantees rooted in the regularity condition, we can now examine a prac-
tical application: the Orthogonal Procrustes Flow algorithm.

2.1.4 Putting it together: Orthogonal Procrustes Flow as a special case

We will use the Orthogonal Procrustes Flow Tu et al. (2016)2, which is a special case of the
quadratic sensing problem, as a canonical example of this two-stage approach. To clarify the
optimization target, we begin with a general rank minimization problem of the form

min
A∈Sn×n

+

rank(A) s.t. A (A) = b, (2.16)

where the affine transformation A : Sn×n
+ → Rp is known a priori. Its k-th entry is given

by [A(X)]k ≜ ⟨Ak,X⟩ ≜ tr
(
A⊤

k X
)
, where eachAk ∈ Rn×n.

Directly solving (2.16) is computationally intractable. Therefore, the standard heuristic is to apply
the Burer-Monteiro reparameterization, replacing the matrix A with a low-rank reparametriza-
tionUU⊤. We thereby aim to solve the unconstrained matrix bilinear equation:

findU ∈ Rn×r s.t.A(UU⊤) = b, (2.17)
via a local search heuristic. In the case of quadratic measurements, the actual optimization objec-
tive we are minimizing is:

min
U∈Rn×r

f(U) ≜
1

4
∥A(UU⊤)− b∥22 =

1

4

p∑
k=1

(
⟨Ak,UU⊤⟩ − bk

)2
. (2.18)

2the name is due to the use of the proscrustes distance in equation (2.5), and has less to do with the so-called Orthogonal
Procrustes problem. Readers may refer to Gower and Dijksterhuis (2004) for this problem and we will not delve into details here.
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Assuming a proper initializationU0 is attained, then the GD update we would like to apply is:

Ut+1 ≜ Ut −
ηt+1

∥U0∥2
∇f(Ut) = Ut −

ηt+1

∥U0∥2

[
p∑

k=1

(
⟨Ak,UtU

⊤
t ⟩ − bk

)
AkUt

]
. (2.19)

To safely reach this unconstrained GD phase, we rely on a single, unified algorithm comprised of
two distinct stages. The first stage constructs a surrogate matrix via iterative rank-projection to
get within the basin of attraction of the ground-truth. Once sufficiently close, an SVD extracts the
initializationU0. The second stage then proceeds with standard GD, exploiting the benign local
geometry. This complete two-stage pipeline is summarized in the following algorithm.
Algorithm 8 Procrustes Flow (PF) (Algorithm 1 of Tu et al. (2016))
Require: {Ak}pk=1, {bk}

p
k=1, {αt}∞t=1, {ηt}∞t=1, T0 ∈ N

1: // Initialization phase
2: M̃0 ≜ 0n×n

3: for t = 0, 1, · · · , T0 − 1 do
4: // Projection on to rank r PSD matrices
5: M̃t+1 ← Pr

[
M̃t − αt+1

∑p
k=1

(
⟨Ak, M̃t⟩ − bk

)
Ak

]
6: end for
7:
8: // SVD of M̃T0 withQ ∈ Rn×r,Σ ∈ Rr×r

9: QΣQ⊤ ≜ M̃T0

10: U0 ≜ QΣ1/2

11:
12: // Gradient descent phase
13: repeat

14: Ut+1 ← Ut −
ηt+1

∥U0∥2

[
p∑

k=1

(
⟨Ak,UtU

⊤
t ⟩ − bk

)
AkUt

]
15: until convergence

The first stage is a variant of singular value hard-thresholding Jain et al. (2010), and this particular
iterative rank-projection is due to Oymak et al. (2018), which enjoys geometric convergence due
to the RIP property of the sensing operatorA.

Proposition 2.1.5: Convergence of iterative rank-projection (Lemma 5.2 in Tu et al. (2016)
and Theorem 1.2 in Oymak et al. (2018))

LetA ∈ Rn1×n2 be an arbitrary matrix of rank r. Let b = A(A) ∈ Rp be p linear measure-
ments. Consider the iterative updates:

Zt+1 ← Pr

(
Zt −

1

p

p∑
k=1

(⟨Ak,Zt⟩ − bk)Ak

)
. (2.20)

Then
∥Zt −A∥F ≤ ρ(A)t∥Z0 −A∥F , (2.21)
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holds. Here, ρ(A) is defined as
ρ(A) ≜ 2 sup

∥P∥F=1,rank(P)≤2r
∥Q∥F=1,rank(Q)≤2r

|⟨A(P),A(Q)⟩ − ⟨P,Q⟩|. (2.22)

The contraction parameter ρ here is due to the RIP-ness of the sensing operatorA, and a specific
bound is given in Candès (2008).

Discrepancies between two results

It is worth noting that the corresponding result in Oymak et al. (2018) is Theorem 1.2, which
has a different form than what is stated here. That result establishes PGD for an unknown
vector x from measurements y = Ax. In the noiseless regime (w = 0), the proof in Section
6.2 tracks the error ht = zt − x at each iteration. Specifically, equation (6.9) in Oymak et al.
(2018) explicitly gives the step-by-step construction: ∥ht+1∥2 ≤ κρ(µt)∥ht∥2. The relation
between the two results is summarized as follows:

Oymak et al. (2018) Tu et al. (2016)
True signal vector x True rank- r matrixA
Iterative estimate vector zt Iterative estimate matrix Zt

Error term ht = zt − x Error term Zt −M
Step size µ Step size 1/p
Constraint setK and projection PK Rank- r manifold and projection Pr

Once a satisfactory initial matrix is formed, local refinement commences, relying heavily on the
previously mentioned curvature properties. The second stage local refinement relies on the same
regularity condition. Our objective function f(U) ≜ 1

4
∥A(UU⊤)−b∥2ℓ2 after sufficient numbers

of iteration T0 of stage one, will satisfy the regularity condition RC(µ, λ, ζ) with the gradient
coefficient µ, the distance coefficient λ, and the radius coefficient ζ being

µ =
64

425∥X∗∥
, λ =

1

2
σ2
r(X∗), and ζ =

1

4
σr(X∗). (2.23)

Putting them altogether, we get:

Theorem 2.1.6: Convergence guarantee under two-stage method and quadratic measure-
ments (Theorem 3.2 in Tu et al. (2016))

Let A ∈ Rn×n be an arbitrary rank-r symmetric p.s.d. matrix with singular values ordered
as σ1 ≥ σ2 ≥ · · · ≥ σr > 0 and condition number κ = σ1/σr. Assume A = X∗X

⊤
∗ for

someX∗ ∈ Rn×r and let b = A(A) ∈ Rp be p linear measurements. Furthermore, assume
the mapping A obeys rank- 6r RIP with RIP constant δ6r ≤ 1/10. Also let αt = 1/p for
all t = 1, 2, · · · . Then using T0 ≥ log(

√
rκ) + 2 iterations of the initialization phase of

Procrustes Flow as stated in Algorithm 8 yields a solutionU0 obeying

dist(U0,X∗) ≤
1

4
σr(X∗). (2.24)
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Furthermore, take a constant step size ηt = η for all t = 1, 2, · · · , with η ≤ 36/425. Then,
starting from any initial solution obeying (2.24), the t-th iterate of Algorithm 8 satisfies:

dist(Ut,X∗) ≤
1

4

(
1− 8

25

η

κ

)t/2

σr(X∗). (2.25)

Connection to NMF

While the Orthogonal Procrustes Flow serves as a pristine, canonical example of the two-
stage spectral initialization framework, it is instructive to clarify why this exact sequence of
analysis, particularly the global reliance on the regularity condition, does not trivially map
onto NMF. First, NMF generally lacks a known, unique ground-truth factor X∗ to anchor
the regularity condition globally. Second, and crucially, a recent result by Zhang (2026)
demonstrates that NMF inherently contains spurious local minima. At these spurious crit-
ical points, the objective cannot uniformly satisfy a Polyak-Łojasiewicz (PŁ) or regularity
condition. Thus, while Procrustes Flow effectively illustrates the mechanics of the two-stage
pipeline, the unique geometric hurdles of NMF necessitate the more specialized initializa-
tions discussed in subsequent sections.

2.1.5 Implicit bias of (small) Gaussian initialization

There is another line of work Stöger and Soltanolkotabi (2021); Ye and Du (2021); Jiang et al.
(2023) showing that gradient methods can achieve success even without using explicit spectral
decomposition of the target matrix. A noteworthy piece is the one by Stöger and Soltanolkotabi
Stöger and Soltanolkotabi (2021). In this work, the dynamics of gradient methods under small
Gaussian initialization, with the assumption of overparametrization, resembles the dynamics
under spectral initialization, especially during the early phase where GD behaves like a power
method. Other techniques under Gaussian initialization include the leave-one-out analysis for
phase retrieval Chen et al. (2021).

2.1.6 Some default options for initializations of NMF

NNDSVD: Non-negative double singular value decomposition (SVD)

Here, we introduce an initialization scheme that is specifically designed for NMF. Again, in the
case of low-rank approximation of NMF, where the size of the factorization k is less than the rank
ofA, our hope is to designW0 ≥ 0 andH0 ≥ 0 so that the residual

R0 = A−W0H0 withW0 ∈ Rm×k
+ andH0 ∈ Rk×n

+ , (2.26)
is as small as possible.
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Optimal low-rank approximation via SVD We first examine the fundamental approximation
error constructed by the standard SVD. Suppose the target matrix A ∈ Rm×n

+ is of rank r, then
an explicit SVD ofA is

A =
r∑

j=1

σjujv
⊤
j =

r∑
j=1

σjC
(j), (2.27)

where

• σj is the j-th singular value, i.e. σ1 ≥ σ2 ≥ · · · ≥ σr > 0.
• uj ∈ Rm×1 is the j-th left singular vector.
• vj ∈ Rn×1 is the j-th right singular vector.
• C(j) ≜ ujv

⊤
j is the j-th unit rank factor.

In the case of low-rank approximation, the Eckart-Young-Mirsky theoremMirsky (1960) guaran-
tees that the optimal unconstrained rank- k approximation k ≤ r is formed by taking the top k
singular components:

A(k) =
k∑

j=1

σjC
(j). (2.28)

The leftover approximation error, which we callE(k), is the sum of the discarded trailing compo-
nents:

E(k) ≜ A−A(k) =
r∑

j=k+1

σjC
(j). (2.29)

From this, a matrix decomposition is
A = A(k) + E(k). (2.30)

SVD with uniform truncation and the sign ambiguity Let A = UΣV⊤ be the SVD of A.
To construct a non-negative initialization from the optimal unconstrained approximationA(k), a
naive approach is to equally distribute the spectral information to the left and right blocks and sim-
ply truncate the negative values. Taking the top k singular value-vector pairs (denoted byUk,Σk,
andVk), one could define a uniform truncation:

Wuniform = [UkΣ
1/2
k ]+ and Huniform = [Σ

1/2
k V⊤

k ]+. (2.31)

Notice that the j-th column of UΣ1/2 is simply σ
1/2
j uj and the j-th row of Σ1/2V⊤ is σ1/2

j v⊤
j .

After truncation, an equivalent column-wise description of W0 and row-wise description of H0

is:
Wuniform(:, j) = σ

1/2
j [uj]+ and Huniform(j, :) = σ

1/2
j [vj]+, (2.32)

where the bracket [·]+ acts as an entrywise operation retaining only positive elements.3

However, this formulation is inherently ill-defined because the SVD is not unique. Specifically,
if A = UΣV⊤ is a valid SVD, then so is A = (UK)Σ(VK)⊤, where K = diag(±1, . . . ,±1)

3When x is a scalar, [x]+ ≜ max{x, 0} and [x]− ≜ |min{x, 0}|. When applied to a vector, this acts element-wise.
Thus, uj+ ≜ [uj ]+ and uj− ≜ [uj ]−, and similarly for vj+ and vj−.
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is an arbitrary diagonal sign matrix. At the component level, this means C(j) = ujv
⊤
j =

(−uj)(−vj)
⊤. Consequently, taking the positive part [uj]+ versus the negative part [uj]− (which

corresponds to the positive elements of−uj) is completely arbitrary and relies entirely on the sign
convention returned by the underlying numerical solver. It is not theoretically sound to assume
that [uj]+ is inherently a better initialization than [uj]−.

NNDSVD NNDSVD Boutsidis and Gallopoulos (2008) avoids blind truncation. It extracts the
positive and negative parts for each rank-1 component formed by (uj,vj) and objectively checks
which combination approximates the original term σjujv

⊤
j better. It calculates the norms of both

the positive and negative lobes:
µj+ ≜ ∥uj+∥∥vj+∥ and µj− ≜ ∥uj−∥∥vj−∥. (2.33)

By the Perron-Frobenius theorem, the first singular vectors (u1,v1) of a non-negative matrix
are strictly non-negative. Therefore, we initialize the first column of WNNDSVD and the first row
ofHNNDSVD directly:

WNNDSVD(:, 1) =
√
σ1u1 and HNNDSVD(1, :) =

√
σ1v

⊤
1 . (2.34)

For subsequent columns and rows, the choice depends on the magnitude of µ+ and µ−. We
initialize the rows/columns according to whether the positive or negative component is more
dominant. Specifically, for 2 ≤ j ≤ r:
If µj+ ≥ µj−:

WNNDSVD(:, j) =
√
σjµj+

uj+

∥uj+∥
and HNNDSVD(j, :) =

√
σjµj+

v⊤
j+

∥vj+∥
. (2.35)

Similarly if µj+ < µj−:

WNNDSVD(:, j) =
√
σjµj−

uj−

∥uj−∥
and HNNDSVD(j, :) =

√
σjµj−

v⊤
j−

∥vj−∥
. (2.36)

With this construction, one obtains the following bound on the initialization error:

Theorem 2.1.7: Initialization error estimate of NNDSVD (Proposition 6 in Boutsidis and
Gallopoulos (2008))

Given A ∈ Rm×n
+ and the pair (WNNDSVD,HNNDSVD) initialized by the NNDSVD scheme,

then the residualRNNDSVD = A−WNNDSVDHNNDSVD is bounded as follows:

∥E(k)∥F ≤ ∥RNNDSVD∥F ≤ ∥E(k)∥F + ∥ÊNNDSVD∥F , (2.37)
where

∥ÊNNDSVD∥F ≤
k∑

j=2

(
σ2[C

(j)
+ ] + 1

)
σj ≤ 2

k∑
j=2

σj. (2.38)

Here C
(j)
+ denotes the positive section of the j-th rank 1 singular component of A

and σ2[C
(j)
+ ] denotes the second largest singular value of the matrixC(j)

+ .
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Successive Projection Algorithm (SPA) under separability

Beyond the standard SVD-based truncations, another family of fast and robust recursive algo-
rithms exists for NMF under the separability assumption. This approach, generalizing the Suc-
cessive Projection Algorithm (SPA), sequentially identifies the extreme rays of the convex cone
generated by the columns of the data matrix.
The theoretical guarantees of this algorithm rely heavily on two core assumptions regarding the
target matrixA and the selection function f :

Assumption 2.1.8: Separability (Assumption 1 in Gillis and Vavasis (2014))

The target matrix A ∈ Rm×n is separable if it can be written as A = WH = W[Ir,H
′],

whereW ∈ Rm×r has rank r,H ∈ Rr×n
+ , and the sum of the entries of each column ofH′ is

at most one.

In the context of hyperspectral unmixing, this is equivalent to the pure-pixel assumption, which
dictates that for each constitutive material (endmember), there exists at least one pixel in the
image containing exclusively that material.

Assumption 2.1.9: Strong convexity of the selection function (Assumption 2 in Gillis and
Vavasis (2014))

The function f : Rm → R+ is strongly convexwith parameterµ > 0, its gradient is Lipschitz
continuous with constant L, and its global minimizer is the all-zero vector with f(0) = 0.

The most standard and robust choice for the function f that satisfies this assumption is f(x) =
∥x∥22.
Given these assumptions, the recursive algorithm proceeds by selecting the column of the resid-
ual matrix R that maximizes the function f , and subsequently updating R by projecting all its
columns onto the orthogonal complement of the selected column.

Algorithm 9 Recursive algorithm for separable NMF (SPA)
Require: Separable matrix A = WH ∈ Rm×n

+ , the number r of columns to be extracted, and a
strongly convex function f obeying Assumption 2

Ensure: Set of indices J such thatA(:, J) = W up to permutation
1: R← A, J ← {}, j ← 1
2: while R ̸= 0 and j ≤ r do
3: j∗ ← argmaxk f(R:k)
4: uj ← R:j∗

5: R←
(
I− uju

⊤
j

∥uj∥22

)
R

6: J ← J ∪ {j∗}
7: j ← j + 1
8: end while
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Convergence in the noiseless regime Because the function f is strongly convex and the ma-
trix W is full rank, the algorithm is guaranteed to extract a set of indices corresponding exactly
to the columns ofW in the noiseless case. This is formally stated as:

Theorem 2.1.10: Noiseless recovery (Theorem 1 in Gillis and Vavasis (2014))

Let the matrix A = WH satisfy Assumption 2.1.8 and the function f satisfy Assumption
2.1.9. ThenAlgorithm 9 recovers a set of indices J such thatA(:, J) = W up to permutation.

RelationwithQR factorization When instantiatedwith f(x) = ∥x∥22, Algorithm9 is intimately
related to QR factorization with column pivoting. Specifically, Golub and Businger construct QR
factorizations by performing, at each step of the algorithm, Householder reflections w.r.t. the spe-
cific column of the data matrix whose projection onto the orthogonal complement of the previ-
ously extracted columns has the maximum ℓ2-norm. This aligns exactly with the greedy selection
and orthogonal projection steps of SPA.

Robustness guarantee in the noisy regime In practical scenarios, the input data matrix is often
perturbed by noise, such that A′ = A + N = WH + N. SPA demonstrates robustness by
approximately identifying the columns ofW even under small arbitrary perturbations.

Theorem 2.1.11: Robustness of SPA (Theorem 3 in Gillis and Vavasis (2014))

LetA′ = WH+N be the perturbed matrix, and assume the noise is bounded by ∥ni∥2 ≤ ϵ
for all i. Under appropriate bounds on ϵ relative to the conditioning of W, the index set J
extracted by Algorithm 9 guarantees that there exists a permutation P of {1, 2, . . . , r} such
that:

max
1≤j≤r

∥a′
J(j) −wP (j)∥2 ≤ ϵ = ϵ

(
1 + 80

K(W)2

σ2
r(W)

L

µ

)
, (2.39)

whereK(W) = maxi ∥wi∥2, σr(W) is the r-th singular value ofW, and µ, L are the strong
convexity and Lipschitz constants of f .

The bound essentially guarantees that if the perturbation is small enough, the extraction error
will be tightly bounded byO(ϵ/σ2

r(W)).
Transitioning from spectral initializations, we next explore sketching techniques, which offer pow-
erful computational shortcuts by compressing high-dimensional data while preserving essential
structural characteristics.

2.2 Sketching techniques in optimization

Sketching is a family of probabilistic techniques for processing usually large matrices into a much
smaller surrogate (i.e. “the sketch”) while preserving their key mathematical structure, such
as the column spaces, singular values, or Euclidean distances (or distances under other metrics)
between the rows or columns. Two importantmotivations are its uses in low-rank approximations
and least squares (subspace embedding):
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• In low-rank approximation, given a matrix A ∈ Rm×n and its best rank- k approxi-
mation A(k), where k ≤ min{m,n}, we hope to construct a probabilistic rank- k esti-
mate Ã(k) possessing low complexity and is cheap to compute, while maintaining the
approximation quality in the sense that

∥A− Ã(k)∥2 ≤ (1± ε)∥A−A(k)∥2 with high probability (w.h.p.). (2.40)
• In least-squares, givenA ∈ Rm×n, we are minimizing an over-determined system ∥Ax−
b∥2 withm≫ n, and we would therefore like to construct a probabilistic estimate x′ s.t.

∥Ax′ − b∥2 ≤ (1± ε)∥Ax− b∥2 w.h.p.. (2.41)
These are all achieved by simplifyingA into a simpler probabilistic surrogate. Inwhat follows, we
put more emphasis on its applications on the latter. For applications in low-rank approximations,
readers may refer to Halko et al. (2011); Martinsson and Tropp (2020).

2.2.1 Some examples of sketches

To build a sketch, one generates a random test matrix S (i.e. the sketching matrix) and multiplies
it with A. These sketches fall into two categories, depending on whether the distribution of S
depends on the data matrixA.

1. Data-oblivious sketches: The distribution of the sketch matrix S does not depend
on A. Examples of this category include Gaussian matrices, Subsampled Randomized
Hadamard Transform (SRHT), and CountSketch matrices. Due to the data-independent
nature, they can be generated independently and applied in a streaming setting with min-
imal communication.

2. Data-dependent sketches: The distribution of S relies on properties ofA. The most com-
mon example is Leverage Score Sampling (LESS), where columns or rows are sampled
with probabilities proportional to their statistical leverage scores. These yield tighter sam-
ple bounds for specific matrices but require a preliminary pass to approximate the distri-
butions.

Before elaborating these examples, an important notion in measuring the sketch quality is the
notion of subspace embedding. We say the sketch matrix S ∈ Rd×m is an ε-subspace embedding
(for the column space) of the matrixA ∈ Rm×n if

∥SAx∥22 = (1± ε)∥Ax∥22, ∀x ∈ Rn. (2.42)
An equivalent characterization is that

∥In − (SU)⊤SU∥ = ∥In −U⊤S⊤SU∥2 ≤ ε, (2.43)
for anyU ∈ Rm×n whose columns form an orthonormal basis for the column space ofA.4

Gaussian Sketch

An obvious choice that is easy to implement is to let the entries of S draw entries from i.i.d.
standard normal. With suitable scaling, we have the following guarantee:

4Notice that this is a deterministic statement.
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Theorem 2.2.1: Embedding guarantee of Gaussian sketches (Theorem 2.3 in Woodruff
(2014))

Fix ε, δ ∈ (0, 1) andS(i, j) ∼ N (0, 1/d)withS ∈ Rd×m. Then if d = Θ((n+log(1/δ))ε−2),
for anym× nmatrixA, w.p. at least 1− δ, S is a ε-subspace embedding ofA.

However, if the sketching matrix happens to be dense, then performing the sketch, i.e. the matrix
multiplication, will take O(nmd) operations. The sub-sampled randomized Hadamard trans-
form coming up next is designed to improve this.5

SRHT

For an input dimension n and sketch dimension d, the SRHT matrix S ∈ Rd×m is constructed as
the product of three matrices

S =
1√
dm

PHmD. (2.44)

• P ∈ Rd×m is a Sampling/Projection Matrix that selects exactly d coordinates out of m
uniformly at random.

• Hm ∈ Rm×m is aWalsh-Hadamard Matrix, where n is a power of 2. Its entry is defined
as:

Hm(i, j) =
1√
m
(−1)⟨i,j⟩, (2.45)

where ⟨i, j⟩ =
∑log2 m

z=1 izjz and (ilog2 m, · · · , i1) and (jlog2 m, · · · , j1) are the binary rep-
resentations of the integer indices i and j.

• D ∈ Rm×m is a Random Sign Matrix where each diagonal entry D(i, i) is drawn inde-
pendently from {−1,+1}with equal probability.

Theorem 2.2.2: Embedding guarantee of SRHT (Theorem 2.11 in Woodruff (2014))

LetS be constructed as above, then given a precision parameter ε > 0, if the sample number d
is of

d = Ω(ε−2(log n)(
√
n+

√
logm)2), (2.46)

then, for any fixedm× nmatrixU with orthonormal columns, we have
∥In −U⊤S⊤SU∥2 ≤ ε w.h.p.. (2.47)

Here is how these three matrices collaborate with each other:

• The matrix Hm acts like a Fourier transform. It takes the randomized input and mas-
sively mixes each coordinate with all the other coordinates. If the original data vector
had one massive spike,Hm flattens that information uniformly across all m coordinates.
In addition, due to the recursive and block-wise pattern, no dense matrix multiplication

5In the ideal case when A is highly sparse, then it only takes O(dnnz(A)) operations. However, a common pitfall of all
sketching frameworks is that sketching destroys the sparsity/sparsity pattern of the data matrixA.
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is needed. By the Fast Walsh-Hadamard Transform (FWHT), it takes only O(m logm)
operations.

• In the ideal case,Hm already distributed the information of the input vector across allm
coordinates. No single coordinate carries too much/too little information, so the uniform
sampling matrixP could preserve the signal properly.

• Notice that Hm is a deterministic matrix, so one could still design an input vector that
resisted the “mixing effect” of Hm. Adding a randomization matrix D helps the proper
mixing ofHm.

In summary, a precise operation count for applying the d×m SRHT sketchingmatrixS to anm×n
data matrixA is as follows:

1. Apply D: Multiplying D · A simply flips the signs of the rows of A, requiring ex-
actlyO(mn) operations.

2. ApplyHm: Standard matrix multiplication is avoided. Instead, applying the Fast Walsh-
Hadamard Transform (FWHT) independently to each of the n columns of length m
takesO(m logm) per column. Forn columns, this takes exactlyO(mn logm) operations.

3. ApplyP: Extracting d rows from the transformed matrix takesO(dn) operations.

Therefore, the total time complexity for the sketching step is O(mn logm). Notice that while
this operation count is indeed independent of the target sketch dimension d, one cannot simply
choose d = m. The parameters represent fundamentally different quantities: m is the original,
fixed data dimension, while d is the reduced sketch dimension chosen by the user to satisfy an
error tolerance ε. Setting d = m would defeat the core purpose of sketching, as the goal is to
make d ≪ m to drastically reduce the complexity of the subsequent downstream computations
(e.g., dropping the cost of solving a sketched least-squares problem fromO(mn2) toO(dn2)).

LESS

In previous examples, S is generated independently of the properties ofA. One way to perform
data-dependent sketching is to pick a subset of its rows. In the case when all the important infor-
mation is concentrated in a few rows, uniform samplingwill miss them. Leverage scoresmeasure
the importance of each row: (Definition 2.6 in Woodruff (2014)):

• Again, letA ∈ Rm×n be a skinny matrix (m≫ n) with orthonormal columns.
• The i-th leverage score of A is defined as l2i ≜ ∥e⊤i A∥22, which is simply the squared

Euclidean norm of the i-th row ofA.
• Since A has orthonormal columns, the sum of all leverage scores is exactly n. Therefore,

an ideal sampling probability distribution can be defined as pi = l2i /n.
• Since computing the exact leverage score can be slow, we allow an approximate distribu-

tion q = (q1, · · · , qm) as qi ≥ βpi for some constant β > 0.

In the end, we would like to sample d rows, and hence construct the sampling matrixΩ ∈ Rm×d

and D ∈ Rd×d which is a diagonal re-scaling matrix. For each of the d trials, we independently
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pick a row index i ∈ [m] w.p. qi. If row i is chosen on trial j, we set Ω(i, j) = 1 and set the
diagonal rescaling weightD(j, j) = 1/

√
qid. We have the following guarantee:

Theorem 2.2.3: Embedding guarantee of LESS (Theorem 2.11 in Woodruff (2014))

SupposeA ∈ Rm×n has orthonormal columns. Suppose the number of sampled rows is

d >
144n ln(2n/δ)

βε2
, (2.48)

andΩ andD are constructed as above. Then w.p. 1− δ, simultaneously for all i:
1− ε ≤ σ2

i (D
⊤Ω⊤A) ≤ 1 + ε, (2.49)

where σi denotes the i-th largest singular value.

Discrepancy on the definition of embedding

At first glance, the bound on the singular values in (2.49)might appear distinct from the stan-
dard ℓ2 subspace embedding guarantee considered earlier (i.e., ∥SAx∥22 = (1±ε)∥Ax∥22 for
all x). However, they are mathematically identical under the theorem’s specific assumption
that the data matrixA has orthonormal columns (A⊤A = In). For any unit vector x ∈ Rn,
the geometry of orthonormal columns guarantees that ∥Ax∥22 = 1. Substituting this into the
standard subspace embedding definition simplifies the condition to ∥SAx∥22 = 1± ε for all
unit vectors x. In linear algebra, the minimum andmaximum values of ∥SAx∥22 over all unit
vectors x correspond exactly to the squared minimum and maximum singular values of the
sketched matrix SA. This leads to (2.49).

Difference between a left sketch SA and a right sketchAS

So far, our setting has been left sketches. Given a matrix A ∈ Rn×m, a left-sketch S ∈ Rd×n

with n ≫ d reduces the number of rows. It acts on the column vectors of A, meaning that
it preserves the geometry of the column space. It is universally used for over-determined least
squares, where the constraint is on the rows (e.g.min ∥Ax− b∥ → min ∥SAx− Sb∥).
In a right sketch, we draw a matrix Ω ∈ Rm×d with m ≫ d and form AΩ ∈ Rn×d. Here we
are reducing the number of columns. It captures the action on the row space. It is fundamentally
used to extract the dominant spectral structure ofA for low-rank approximations.
These sketching paradigms lay the foundation for scalable optimization by strategically embed-
ding high-dimensional data into more manageable spaces.

2.2.2 Sketching techniques in iterative methods

The use of sketching in optimization and iterative methods falls into three categories:

1. Sketch-and-Solve: This is the most direct application of dimensionality reduction. When
facing an over-determined least squares problemwithA being “tall and skinny”, we com-
press the rows of A and the target vector b using a sketching matrix. We then solve this
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much smaller, sketched matrix directly using conventional tools. The resulting solution
we get is a good approximation to the original solution w.h.p. This is also desirable if we
aim for a low-precision solution, i.e. ε = 10−1.
Concretely, in the ordinary least-squares problem we aim to find x∗ that minimizes:

x∗ = arg min
x∈Rn
∥Ax− b∥2, (2.50)

where A ∈ Rm×n with m ≫ n. We draw a sketching matrix S ∈ Rd×m with d ≪ m
(e.g. via SRHT or CountSketch). We compute SA ∈ Rd×n and Sb ∈ Rd, and solve

x̃ = arg min
x∈Rn
∥SAx− Sb∥2. (2.51)

2. Iterative Sketching:
As the name suggests, this is a class of methods where we sketch our problem repeat-
edly and refine the estimate using conventional optimization methods. This usually leads
to a moderate level of precision, e.g. ε = 10−3 to 10−5. A powerful framework in this
area is the Sketch-and-Project framework Gower and Richtárik (2015), which is primar-
ily aimed to solve linear systems but has many equivalent formulations and applications
in stochastic and randomized methods. Its general strategy to solve a consistent linear
system Ax = b is to take a current guess, sketch the residual to find how far off we are
in a random subspace, and project out our guess so that it perfectly satisfies the sketched
system: letB ∈ Sn

+ and it yields theB-inner product and its inducedB-norm:
⟨x,y⟩B ≜ ⟨Bx,y⟩ and ∥x∥B ≜

√
⟨x,x⟩B. (2.52)

Suppose xt ∈ Rn is already computed in solving Ax = b, then xt+1 is generated via a
sketch S:

xt+1 = arg min
x∈Rn
∥x− xt∥2B such that SAx = Sb. (2.53)

The convergence rate of these methods usually depends on the sketched geometry of the
problem. Moreover, this framework establishes equivalences between other stochastic and
randomized methods such as the Karczmarz method and Weighted SGD Needell et al.
(2016). Other examples of iterative sketching include sketching for quasi-newtonmethods
Pilanci and Wainwright (2017; 2016) as well as sketching for SDPs Yurtsever et al. (2021).

3. Sketch-and-Precondition: In the case we require machine-precision level accuracy,
Sketch-and-Solve will be slow for small ε. The Sketch-and-Precondition framework
Rokhlin and Tygert (2008) uses a sketching matrix to downsample the problem, but only
to extract the geometric structure of the matrix (usually via a QR decomposition of the
sketch). We then use this extracted structure as a pre-conditioner for a standard iterative
method (like LSQR or Conjugate Gradient) on the originally massive problem. To be spe-
cific, to solveAx = b, we again perform the sketch SA, but then proceed to compute the
compact QR decomposition of the sketched matrix

SA = QSR. (2.54)
Because SA has the approximately the same sub-space geometry as A, the small upper-
triangular matrix R ∈ Rm×m acts as an excellent pre-conditioner. We then solve the
well-conditioned system:

min
y
∥(AR−1)y − b∥2, (2.55)

using an iterative method like LSQR. Once we find y, we recover x = R−1y.
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Dereziński andMahoney (2024) gives a modern perspective on the uses of sketching in optimiza-
tion, including using modern RMT tools to perform complexity analysis.

2.3 A sketching based initialization

In this subsection, r ≜ rank(A) and d denotes the factorization dimension. By default, d ≥ r.

Building upon the generic sketching strategies, we now pivot to specific formulations tailored to
MF tasks. While an SVDbased initialization enjoys good properties, an explicit SVDmay be costly
when the dimension of the target matrix is large. Specifically, forA ∈ Rm×n, the ratio for the cost
of a sketching (with S ∈ Rd×m, d≪ m,n) and a compact SVD is roughly

flop(A 7→ SA)

flop(A 7→ UΣV⊤)
≈ d

min(m,n)
. (2.56)

Here, we will be looking at the unconstrained two-block MF problem

min
X,Y

f(X,Y) =
1

2
∥A−XY⊤∥2F , (2.57)

withX ∈ Rm×d andY ∈ Rn×d.

2.3.1 PŁ-based approach

Ward andKolda (2023) proposed an unbalanced sketching-based initialization, using alternating
GD.

Assumption 2.3.1: Alternating GD (AltGD) (Assumption 1 in Ward and Kolda (2023))

For η > 0 and initial condition (X0,Y0), the asymmetric update is
Xt+1 = Xt − η∇Xf(Xt,Yt) (2.58)
Yt+1 = Yt − η∇Yf(Xt+1,Yt), (2.59)

with∇Xf(X,Y) = (XY⊤ −A)Y and∇Yf(X,Y) = (XY⊤ −A)⊤X.

There are several key components and highlights to this approach. First is an unbalanced initial-
ization:

Assumption 2.3.2: Initialization and related quantities (Assumption 2 in Ward and Kolda
(2023))

• LetΦ1,Φ2 ∈ Rn×d be random matrices with i.i.d.N (0, 1/d) andN (0, 1/n) entries.
• Fix C ≥ 1, ν < 1/3 andD ≤ C

9
ν, and η denotes the stepsize. Let

X0 =
1

η1/2Cσ1(A)
AΦ1 and Y0 = η1/2Dσ1(A)Φ2. (2.60)
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• For τ > 0, define
ρ = τ

(
1−
√
r − 1√
d

)
. (2.61)

• ϵ-optimality will be shown to be dependent on

β =

(
ρ

C

σr(A)

σ1(A)

)2

. (2.62)

• The probability of finding the ϵ-optimality will depend on

δ̂ = (C1τ)
d−r+1 + e−C2d + e−r/2 + e−d/2 + 2e−d, (2.63)

where C1, C2 > 0 are universal constants.

We have the following guarantee:

Proposition 2.3.3: Initialization (Proposition 4.3 in Ward and Kolda (2023))

Assume X0 and Y0 are initialized properly according to Assumption 2.3.2
Further assume that C ≥ 1, ν < 1, andD ≤ Cν

9
(which is equivalent with 9D

C
≤ ν).

Then the following holds w.h.p.:
1. σr(X0) ≥ 1√

η
ρ
C

σr(A)
σ1(A)

2. σ1(X0) ≤ 3
C
√
η

3. σ1(Y0) ≤
√
ηCνσ1(A)/3

4. (1− 3ν)2∥A∥2F ≤ f(X0,Y0) ≤ (1 + ν)2∥A∥2F

Here, the bounds on the spectrum ofX0 andY0 rely on a fundamental result on non-asymptotic
random matrix theory (RMT):

Proposition 2.3.4: Deviation of extreme singular values of Gaussian matrices (Corollary
5.35 in Vershynin (2012))

Let A ∈ RN×n be a random matrix with i.i.d. standard normal with N > n (hence a ‘tall,
skinny’ matrix), then for all t ≥ 0, we have:

√
N −

√
n− t ≤ σmin(A) ≤ σmax(A) ≤

√
N +

√
n+ t, (2.64)

w.p. at least 1− 2 exp(−t2/2).

The initialization is defined as X0 ∼ 1√
η
AΦ1 and Y0 ∼

√
ηΦ2. Since η is chosen to be

small, this means X0 is scaled up to be large and Y0 is chosen to be small. Because of this
extreme difference in scale, the updates to Xt remain very small relative to its massive initial
scale, while the updates toYt happen rapidly relative to its tiny scale at the initialization. Conse-
quently, the AltGD dynamics effectively mimic standard GD on a simpler linear regression prob-
lem,min g(Y) = ∥X0Y

⊤ −A∥2F , where the largeX is treated as if it were being fixed.
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The second highlight is the preservation of column space of theX-block.

Lemma 2.3.5: Boundedness of column span (ColSpan) of Xt (Lemma 4.5 in Ward and
Kolda (2023))

With the alternating update scheme, if ColSpan(X0) ⊆ ColSpan(X), then for all t ≥ 1:
ColSpan(Xt) ⊆ ColSpan(A). (2.65)

A defining feature of this initialization is that X0 is constructed using AΦ1, forcing its columns
to reside entirely within the ColSpan of the target matrix A. Analytically, this is achieved by
induction arguments which also take advantage of the simple additive structure of the gradient
update:

ColSpan(Xt+1) = ColSpan(Xt − η∇Xf(Xt,Yt))

= ColSpan(Xt − ηXtY
⊤
t Yt + ηAYt)

⊆ ColSpan(Xt) ∪ ColSpan(ηXtY
⊤
t ) ∪ ColSpan(ηAYt)

⊆ ColSpan(A), (2.66)
where the implication from the second-last line to the last line is due to the fact that the column
span ofXt,XtY

⊤
t , andAYt all belong to the column span ofA, by induction or construction.

The column space preservation means that the X-block is not rank degenerate throughout the
entire trajectory, and therefore σr(Xt) = σmin(Xt) > 0 for all t. Also recall that we have a very re-
fined control on σmin(X0) at initialization. Also, with a slightly tighter control on a few constants,
we have an even more refined control on σmin(XT̂ ) up to some finite horizon T̂ . Specifically, for
all 0 ≤ t ≤ T̂ =

⌊
β

8η2f0

⌋
, where f0 ≜ f(X0,Y0), we have

σr(Xt) ≥
1

2

√
β

η
. (2.67)

This is elaborated in Lemma 4.4 ofWard and Kolda (2023). With these conditions, one could have
a PŁ inequality on theY-block.

Lemma 2.3.6: PŁ inequality (Lemma 4.6 in Ward and Kolda (2023))

SupposeA has rank r, and ColSpan(Xt) ⊆ ColSpan(A) and σr(Xt) > 0 for all t, then
∥∇Y f(Xt,Yt−1)∥2F ≥ 2σ2

r(Xt)f(Xt,Yt−1). (2.68)

In other words, the PŁ condition Polyak (1963); Karimi et al. (2016) essentially guarantees that
the gradient grows faster than the function value, ensuring that as long as the gradient is non-
zero, the algorithmwill make strictly positive progress toward the global min. In the asymmetric
MF problem, the loss function f(X,Y) = 1

2
∥XY⊤ − A∥2F is highly non-convex and does not

globally satisfy a PŁ inequality. However, linear convergence is still achievable without requiring
a PŁ condition on theX block, and this is due to the presence of:
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• a local PŁ condition on Y: because the unbalanced initialization and the update invari-
ance restrict Xt to the ColSpan of A, and this ensures that its r-th singular value σr(Xt)
remains strictly positive, a local PŁ emerges.

• the sufficient decrease on one block: The proof bounds the gradient step w.r.t.Y strictly
away from zero.

∥∇Yf(Xt+1,Yt)∥2F ≥
β

2η
f(Xt+1,Yt). (2.69)

Now, the PŁ inequality guarantees sufficient decrease on the Y block. Putting everything to-
gether, one would have the final complexity result:

Theorem 2.3.7: Main convergence result for PŁ-based approach (Theorem 5.1 inWard and
Kolda (2023))

Suppose
1. X0 and Y0 are initialized properly as in Assumption 2.3.2
2. C ≥ 4 (Stronger than C ≥ 1 defined previously)
3. η ≤ 9

4Cνσ1(A)

4. T̂ =
⌊

β
8η2f0

⌋
Then w.h.p. (at least 1− δ̂), for all t = 1, · · · , T̂ , we have

∥A−XtY
T
t ∥2F ≤ 2 exp(−βt/4)f0 ≤ exp(−βt/4)(1 + ν)2∥A∥2F . (2.70)

In Theorem 5.1, the alternating updates act like a driver and a passenger. TheY block does all the
“heavy lifting”, i.e. the driver. Meanwhile, we only need theX update to not cause any damage,
i.e. a passenger. Concretely:

• X block: Because the objective function is smooth and the gradients are Lipschitz contin-
uous, Lemma 4.1 in Ward and Kolda (2023) guarantees that as long as theY block is not
too large (∥Yt∥2 ≤ 1/η), a gradient step onX will never increase the loss, that is

f(Xt+1,Yt) ≤ f(Xt,Yt). (2.71)
Again, we don’t have strict decrease here since no PŁ condition is invoked. It is a “safe”,
non-increasing step.

• Y block: The Y block is where the strict geometric drop occurs. Due to the ColSpan
argument, the X block maintains a strictly positive r-th singular value in the next step
and for all future steps by induction, that is σr(Xt+1) = σmin(Xt+1) > 0. The objective
inherently satisfies the PŁ inequality w.r.t.Y. Taking the gradient step onY forces a strict
linear decrease:

f(Xt+1,Yt+1) ≤ (1− β/4) f(Xt+1,Yt). (2.72)
Combining these two inequalities gives a joint decrease on both blocks:

f(Xt+1,Yt+1) ≤ (1− β/4) f(Xt+1,Yt) ≤ (1− β/4) f(Xt,Yt). (2.73)

Having explored the PŁ-based framework and its asymmetric dynamics, we now consider an
alternative analytical lens that reveals convergence via fixed-point mappings.
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2.3.2 Contraction-based approach

Xu et al. (2024) proposed to use a contraction/fixed-point method to prove the convergence under
roughly the same sketching scheme, whichworks both for standard GD andNesterov accelerated
GD (NAG). At the heart of which is a careful decomposition of the GD dynamics. The residual
dynamics was decomposed into a linear component and a nonlinear component. The linear com-
ponent acts as a strict contractionmapwithin a specific subspace containing the residual, and this
serves as the main driver for convergence. The higher order nonlinear component remains close
to their initialization and with a bootstrapping argument we can bound the nonlinear component
with the total residual.
Concretely, the initialization is slightly different in the following sense: X0 is initialized in the
same manner, but Y0 is chosen to be 0 for the simplicity of the proof. In Ward and Kolda
(2023),Y0 is a small random initialization, so the empirical effect of such a modification is negli-
gible.
Denote byRt ≜ XtY

⊤
t −A, f(Xt,Yt) ≜ 1

2
∥Rt∥2F . The authors uses a (single-block) GD of the

following form:[
Xt+1

Yt+1

]
=

[
Xt − η∇Xf(Xt,Yt)Yt

Yt − η∇Yf(Xt,Yt)Xt

]
=

[
Xt − η(XtY

⊤
t −A)Yt

Yt − η(XtY
⊤
t −A)⊤Xt

]
. (2.74)

For NAG, recall that it is designed to work on a loss function ℓ that is strongly convex and smooth,
and the scheme is as follows:

zt+1 = z̃t − η∇ℓ(z̃t) and z̃t+1 = zt+1 + β(zt+1 − zt), (2.75)
where again, η is the step-size and β serves as the momentum/extrapolation parameter. In the
context of our problem, this becomes[

Xt+1

Yt+1

]
= (1 + β)

[
Xt − ηRtYt

Yt − ηR⊤
t Xt

]
− β

[
Xt−1 − ηRt−1Yt−1

Yt−1 − ηR⊤
t−1Xt−1

]
. (2.76)

In both cases, we treatX−1 = X0 andY−1 = Y0.
In the following, we will present the proof structure and key results in parallel for GD and NAG.

Initialization

Formally, draw a Gaussian random matrixΦ ∈ Rn×d withΦij ∼ N (0, 1/d), and let
X0 = cAΦ and Y0 = 0, (2.77)

where c is a large constant specified later in the final complexity analysis for both GD and NAG.
Controlling the spectrum of the random matrix X0 is in the same spirit with Ward and Kolda
(2023) so we will not go into details here.

Residual dynamics decomposition

Here rt is the vectorized residual matrixRt = A−XtY
⊤
t .
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Proposition 2.3.8: GD dynamics (Proposition 2 in Xu et al. (2024))

Let Pt ≜ Xt+1 − Xt and Qt ≜ Yt+1 − Yt for all t ≥ 0, then GD admits the following
dynamics:

rt+1 = (Imn − ηH0)rt + ξt, (2.78)
whereHt = (YtY

⊤
t )⊗ Im + In ⊗ (XtX

⊤
t ) and ξt = η(H0 −Ht)rt + vec(PtQ

⊤
t ).

Here we define the linear operatorTGD ≜ Imn − ηH0.

Proposition 2.3.9: NAG dynamics (Proposition 3 in Xu et al. (2024))

Let Pt = Xt+1 − Xt and Qt = Yt+1 − Yt denote the update steps for t ≥ 0. Then NAG
admits the following dynamics:[

rt+1

rt

]
=

[
(1 + β)(Imn − ηH0) −β(Imn − ηH0)

Imn 0

] [
rt
rt−1

]
+

[
ξt
0

]
, (2.79)

whereHt = (YtYt)
⊤ ⊗ Im + In ⊗ (XtXt)

⊤, and ξt = ζt + ιt, with

ζt = vec(PtQ
⊤
t ) + βvec(Pt−1Q

⊤
t−1) + βη(Rt−1Yt−1Q

⊤
t−1 +Pt−1X

⊤
t−1Rt−1) (2.80)

ιt = (1 + β)η(H0 −Ht)rt − βη(H0 −Ht−1)rt−1. (2.81)

Here again, we defineTNAG ≜

[
(1 + β)(Imn − ηH0) −β(Imn − ηH0)

Imn 0

]
.

We breakdown proposition 2.3.9 from the following perspectives: the augmented state space in
dynamics formulation, and the roles of higher order terms.

How to understand the (state-augmented) formulation of dynamics here?

A first order difference equation in control theory (for instance, in Linear Quadratic Regula-
tor) takes the form

xt+1 = Qxt +Bu. (2.82)
wherext,xt+1 ∈ Rn×1,u ∈ Rm, andQ ∈ Rn×n andB ∈ Rn×m. StandardGDnaturally fits
into this first-order form because the next step only depends on the current step: xt+1 = xt−
η∇f(xt), where f(x) = x⊤Qx+ q⊤x. Momentum-based methods are based on a second-
difference scheme, meaning that the update xt+1 depends on xt and xt−1. Because standard
linear system analysis requires the system to only depend on the immediate prior state, we
need to augment the state vector to “remember” the past. We create a new augmented state zt
that stacks current and previous variables.
To illustrate by a concrete example, we consider the Polyakmomentum (Heavy Ball Method)
on a strictly convex quadratic f(x) = x⊤Qx+ q⊤x withQ ≻ 0. The update rule is

xt+1 = xt − η∇f(xt) + β(xt − xt−1). (2.83)
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Here β > 0 is the momentum parameter. Substituting our gradient∇f(x) = Qx:
xt+1 = xt − ηQxt + βxt − βxt−1

= [(1 + β)I− ηQ]xt − βxt−1. (2.84)
To turn this into a first order system, we define the augmented state vector:

zt =

[
xt

xt−1

]
. (2.85)

Now we can write the update rule as a single block-matrix equation:

zt =

[
xt+1

xt

]
=

[
(1 + β)I− αQ −βI

I 0

] [
xt

xt−1

]
. (2.86)

Similarly, Nesterov momentum can also be put into this form. More on the state-space aug-
mentation technique can be found in Section 4 of Lessard et al. (2016). To emphasize, the
derivation above assumes a quadratic objective so that ∇f(xt) = Qxt + q (the constant
q can be absorbed by shifting the origin). For a general, possibly non-convex, function f ,
the gradient∇f(xt) is not linear in xt, and therefore cannot be written as Qxt with a fixed
matrixQ. Nevertheless, the linear state-space representation remains highly relevant for two
reasons:

• Local analysis: Near a local minimum x∗ where ∇f(x∗) = 0, one can linearize the
dynamics using the HessianH = ∇2f(x∗). For small steps,∇f(xt) ≈ H(xt − x∗),
reducing the problem to the quadratic case.

• Global convergence of momentum methods: For strongly convex functions with
Lipschitz gradient, the exact linear form does not hold, but one can still analyze the
method using integral quadratic constraints (IQCs) or by ”lifting” the system to a
higher-dimensional space where the nonlinearity is bounded by quadratic inequali-
ties, see more in Lessard et al. (2016).

Thus, while the matrix equation zt+1 = Azt is exact only for quadratics, it serves as the
fundamental building block for understanding and extending momentum methods to more
general problems.

Finally, ζt and ιt serves the following purposes:

The roles of the higher order terms

• ιt represents the “dynamic shift” or the “curvature shift”. The core of the authors’
convergence relies on showing that the residual contracts linearly according to the
initial state matrixH0. However, the actual update depends on the current state ma-
tricesHt andHt−1. The ιt term captures the error introduced by approximating the
current, time-varying curvature with the initial curvature H0. As long as the iter-
atesXt andYt do not move too far from their initializations,Ht remains close toH0.
Therefore this rate is bounded and shrinks at a rate ofO(θt).
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• ζt represents the “higher-order terms”. Note that it is made up of terms
like vec(PtQ

⊤
t ) and momentum-delayed versions of these products. Here it is de-

fined that Pt ≜ Xt+1 − Xt and Qt ≜ Yt+1 − Yt. When the residual matrices are
multiplied together during the GD updates, it creates interaction terms between vari-
ables. If the residualRt is shrinking at a rate of θ, the step incrementsPt andQt also
shrink. Consequently, their product shrinks faster, yielding a bound ofO(θ2t).

To ensure these error terms remain manageable, it is critical to confine the dynamics within a
well-behaved subspace.

Column space preservation

Lemma 2.3.10: Eigensubspace (Lemma 1 in Xu et al. (2024))

Let H ⊆ Rmn denote the linear subspace containing all eigenvectors of H0 with positive
eigenvalues. IfX0 is initialized as in (2.77), then we have

H = (col(A))n and {rt, ξt}t ⊂ H, (2.87)
whereH0, rt, and ξt are defined as in Proposition 2.3.8.

Again,H is the linear subspace spanned by all eigenvectors of the initial “pseudo-Hessian” ma-
trix H0 that have strictly positive eigenvalues. To unpack this, recall our unbalanced initializa-
tionX0 = cAΦ andY0 = 0:

• X0 is formed by multiplying the target matrix A by a random Gaussian
sketch Φ, col(X0) ⊆ col(A). With the fact that these two matrices are of the same
rank,X0 shares the exact same column space asA.

• The matrixH0 is given by In ⊗ (X0X
⊤
0 ).

• Due to properties of the Kronecker product, the positive eigenspace of H0 is simply the
column space ofX0 repeated n times.

For the orthogonal complement toH is the null space ofH0. In this subspace, eigenvalues ofH0

are exactly zero. This complement is highly problematic if our algorithm ever enters it. To use
GD (Proposition 2.3.8) as an example:

• The linear part of the GDupdate is governed by the transition operatorTGD = Imn−ηH0.
• If we apply this operator to a vector in the null spaceH⊥, the eigenvalue ofTGD is 1.
• An eigenvalue of 1means that any error or residual component in this subspacewill never

shrink.
• H0 does not have full-rank,TGD is NOT a global contraction over the whole space Rmn.

Contractivity analysis

With the dynamics decomposition above, we can analyze their convergence separately. The ac-
tions of the linear components of the dynamics on the effective subspaceH can be bounded with
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the smoothness and strong convexity parameters. With proper tuning, they will become strict
contractions.

Lemma 2.3.11: GD contractivity (Lemma 2 in Xu et al. (2024))

LetL = σ2
1(X0),µ = σ2

r(X0) andH as defined before. Let η ∈ (0, 2/L), then for anyv ∈ H:
∥TGDv∥ ≤ max{|1− ηL|, |1− ηµ|}∥v∥. (2.88)

In particular, if η =
2

L+ µ
, then ∥TGDv∥ ≤

L− µ

L+ µ
∥v∥

Proposition 2.3.12: NAG Contractivity (Proposition 4 in Xu et al. (2024))

Let η =
1

L
and β =

√
L−√µ
√
L+
√
µ
, then for all (u,v) ∈ H ×H, we have

∥∥∥∥TNAG

[
u
v

]∥∥∥∥ ≤ (1−√µ

L

)∥∥∥∥[uv
]∥∥∥∥ . (2.89)

It is worth noting that the choice for β is common for Nesterov-type momentumNesterov (2018).

Controlling the nonlinear error

Lemma 2.3.13: GD nonlinear error (Lemma 3 in Xu et al. (2024))

If there exists θ ∈ (0, 1), and some constants C1 and C2 such that for any s ≤ t, the GD
dynamics yields

∥rs∥ ≤ C1θ
s ∥Xs −X0∥F ≤ C2 ∥Ys −Y0∥F ≤ C2, (2.90)

then we have
∥vec(PsQ

⊤
s )∥ ≤ C3θ

2s∥r0∥2 and ∥η(H0 −Hs)rs∥ ≤ C4θ
s∥r0∥, (2.91)

for some constants C3 and C4 depending on C1 and C2.
Moreover, if C1 and C2 satisfy

[max{∥X0∥, ∥Y0∥}+ C2] ηC1∥r0∥ ≤ (1− θ)C2, (2.92)
then we have ∥Xt+1 −X0∥F ≤ C2 and ∥Yt+1 −Y0∥F ≤ C2.

Lemma 2.3.14: NAG nonlinear error (Lemma 5 in Xu et al. (2024))

Suppose 0 < β ≤ θ2 < θ < 1. If there exist some constants C1 and C2 such that for
any s ≤ t, the NAG dynamics yields∥∥∥∥[ rs

rs−1

]∥∥∥∥ ≤ C1θ
s

∥∥∥∥[ r0r−1

]∥∥∥∥ ∥Xs −X0∥F ≤ C2 and ∥Ys −Y0∥F ≤ C2, (2.93)
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then we have
∥ζt∥ ≤ C3θ

2t

∥∥∥∥[ r0r−1

]∥∥∥∥2 and ∥ιt∥ ≤ C4θ
t

∥∥∥∥[ r0r−1

]∥∥∥∥ , (2.94)

for some constants C3 and C4 depending on C1 and C2. Moreover, if C1 and C2 satisfy

(max{∥X0∥, ∥Y0∥}+ C2)ηC1

∥∥∥∥[ r0r−1

]∥∥∥∥ ≤ (1− θ)2C2, (2.95)

then we have ∥Xt+1 −X0∥F ≤ C2 and ∥Yt+1 −Y0∥ ≤ C2.

With the linear components firmly bounded and the non-linear errors adequately controlled, we
are prepared to establish the complete convergence rates for both algorithms.

Final Iteration Complexity Analysis

Putting them together gives 6:

Theorem 2.3.15: GD convergence rate (Theorem 1 in Xu et al. (2024))

For 0 < τ < c1, denote δ = 3e

{
−(d+r+1)min

{
log 1

c1τ
,c2,

1
2

}}
, where c1 and c2 are universal

constants.
Denote L = σ2

1(X0), µ = σ2
r(X0). Let η = 2

L+µ
, and

c ≥ c ≜
12
√
d

τ(
√
d−
√
r − 1)σr(A)

√
cond4(X0)∥A∥F
cond2(X0)− 1

. (2.96)

Then with c plugged in the initialization, i.e. X0 = cAΦ and Y0 = 0, GD returns Xt

andYt w.p. at least 1− δ such that

∥Rt∥F ≤
3c2σ2

1(A)

64

(
1− µ

L

)t
. (2.97)

In particular, if c = c, then GD finds ∥Rt∥F ≤ ε∥A∥F in

T = O
(

d2κ2

τ 2(d− r + 1)2
log

C

ε

)
, (2.98)

iterations, where C ≜
27τ 2(d− τ + 1)2

16d2
cond4(X0)κ

2

cond2(X0)− 1
.

6In the original paper, there are two harmless typos. Regarding c, they’ve written

c ≥ c ≜

√
dσr(A)

12τ(
√
d−

√
r − 1)

√
cond4(X0)∥A∥F
cond2(X0)− 1

This is not correct due to the fact that we need equation (16) in their paper, that is, µ ≥ 144cond4(X0)∥A∥F
cond2(X0)−1

. The correct version
should be the one that is stated above.
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Theorem 2.3.16: NAG convergence rate (Theorem 2 in Xu et al. (2024))

For 0 < τ < c1, define δ as in Theorem 1, i.e. δ = 3e
−(d−r+1)min

{
log 1

c1τ
, c2d,

d
2

}
, where c1

and c2 are universal constants.
Define L = σ2

1(X0), µ = σ2
r(X0). Further fix the following constants:

η =
1

L
and β =

√
L−√µ
√
L+
√
µ

and c ≥ c ≜ 29

√
d(2
√
d+
√
r)∥A∥Fκ

τ 3(
√
d−
√
r − 1)3σ2

r(A)
.

(2.99)
Then with c plugged in initialization, that is, X0 = cAΦ and Y0 = 0, w.p. at least 1 − δ
such that

∥Rt∥F ≤
c2σ2

1(A)

64cond(X0)

(
1−

√
µ

2
√
L

)t

. (2.100)

In particular, if c = c, then NAG finds ∥RT∥F ≤ ϵ∥A∥F in

T = O

(
dκ

τ(d− r + 1)
log

C

ϵ

)
, (2.101)

iterations, where C =
841d(2

√
d+
√
r)

64τ 3(
√
d−
√
r − 1)3

κ3

cond(X0)
.

Recall thatwe have had the constantsC3 andC4 to bound the geometric decay rate for the dynamic
shift term ιt and the higher-order term ζt respectively. To eventually roll/absorb them under C1,
the authors defined an auxiliary term c0 that wraps the non-linear error, which is

c0 ∝ C1(C3∥r0∥+ C4)∥r0∥. (2.102)

To absorb the error terms and prove that the residual stays inside the C1θ
t envelope, they are

required to satisfy a second, entirely different condition:

a0 +
c0

θ − ρ
≤ C2

1∥A∥F eq. (15) for GD in Xu et al. (2024) (2.103)

a0 +
c0

θ − ρ
≤
√
2C2

1∥A∥F eq. (24) for NAG in Xu et al. (2024), (2.104)

where C3 and C4 are absorbed by the term c0
θ − ρ

.

Beyond conventional unconstrained MF methods, other base algorithms also benefit from ad-
vanced sketching ideas.

2.3.3 Detour: Nyström initialization works well on a different base method

ScaledGD, originally proposed in Mishra et al. (2014); Mishra and Sepulchre (2016) from the
lens of Riemannian optimization, and formalized in Tong et al. (2021), was designed to improve
the convergence rate of first order methods on ill-conditionedmatrix optimization problems such
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as Matrix sensing, Robust PCA, and Matrix Completion. Formally, it is:
Xt+1 = Xt − η∇Xf(Xt,Yt)(Y

⊤
t Yt)

−1

= Xt − η(XtY
⊤
t −A)Yt(Y

⊤
t Yt)

−1, (2.105)
Yt+1 = Yt − η∇Yf(Xt,Yt)(X

⊤
t Xt)

−1

= Yt − η(XtY
⊤
t −A)⊤Xt(X

⊤
t Xt)

−1. (2.106)

Motivation for ScaledGD via quotient-manifold optimization

To motivate the derivation of ScaledGD slightly: recall that for the unconstrained two-block
MF A = XY⊤ where X ∈ Rn×d and Y ∈ Rm×d, then for any M ∈ GL(d), X′ = XM
and Y′ = Y(M−1)⊤ is also a valid pair of solutions. Standard GD in Euclidean spaces of-
ten wastes computational effort by bouncing around different internal representations such
as (X,Y) and (X′,Y′) that all map to the same matrix A. It also suffers from scaling im-
balances: ifY is large andX is small, standard GD will struggle to make an effective update
using a single learning rate. Instead of performing Euclidean GD, wemay first mod out these
general linear groups and create a smooth quotient manifoldM = (Rn×d × Rm×d)/GL(d).
By directly optimizing on this manifold, each step is making more fundamental changes, by-
passing the rotational and scaling ambiguity. If one were to derive the Riemannian metric
on this manifold, the resulting gradient scheme is precisely ScaledGD as given in (2.105)–
(2.106).

More recently in Li et al. (2025), the authors also showed that applying such an initialization
scheme improves the known iteration complexity in Tong et al. (2021). Equally important is the
establishment of the column span argument (implying the full rankness of Xt over the entire
trajectory) and a refined analysis on the control of σmin(X

⊤
t Xt).
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Chapter 3

Do their frameworks fit for NMF?

3.1 The attempt for the PŁ framework

3.1.1 The need for non-negativity at initialization

Recall that the initialization in the unconstrained setting is

X0 ∼
1
√
η
AΦ1 and Y0 ∼

√
ηΦ2. (3.1)

Note that Φ1 and Φ2 could draw negative values and we need to preserve non-negativity at ini-
tialization for this to work with NMF. One obvious fix is to take the absolute value of the entries,
so that the distribution ofΦ1 andΦ2 becomes a half-normal (or folded-normal) distribution.
However, standard non-asymptotic concentration results in RMT for sub-Gaussian matrices
strictly require the entries to be isotropic, which fundamentally relies on having a centered (zero)
mean 1. Because the half-normal distribution is strictly non-negative, it inherently possesses a
strictly positive, non-centeredmean. Consequently, the off-diagonal entries of its secondmoment
matrix do not vanish, breaking the isotropic assumption.
Applying existing RMT concentration bounds to sub-Gaussian variables with a non-centered
mean requires a careful reworking of the inequalities, if it is not a complete dead end for this
specific framework. This probabilistic roadblock illustrates why one cannot simply rely on purely
random non-negative distributions.
Instead, a plausible fix is to draw a sketching matrix using standard, mean-zero Gaussians (per-
fectly preserving the isotropic sub-Gaussian properties) and then apply a controlled, determinis-
tic, strictly positive rank-1 shift (e.g., α01n1

⊤
d ) to safely push the entire initialization into the non-

negative orthant. This approach directly motivates the contraction-based framework explored
later in this chapter.

1see Vershynin (2012) for details
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3.1.2 The need (and failure) for a meaningful proximal PŁ inequality

In this section, we provide a counter-example where the proximal PŁ with such initialization
cannot hold. LetA be a full-rank 2× 2matrix, and consider

X0 =
1

η1/2Cσ1(A)
AΦ1, (3.2)

where Φ1 ∈ R2×2 is drawn from a half-normal distribution N+. The fundamental property of
the half-normal distribution is that its support is strictly positive. Therefore, every entry ofΦ1 is
strictly positive w.p. 1. Let us define the scalar constant cA = 1

η1/2Cσ1(A)
.

For the proximal-PŁ inequality to hold over the landscape at X0, there must exist a universal
constant CPL > 0 such that for allY ≥ 0:

∥GY
η (X0,Y)∥2F ≥ CPL[σmin(X0)]

2f(X0,Y). (3.3)
where the proximal partial gradientGY

η w.r.t. Y block is defined as:

GY
η (X,Y) =

1

η
(Y − [Y − η∇Yf(X,Y)]+).

2 (3.4)

If this inequality is a universal geometric property of the landscape, itmust hold at the constrained
global minimum of the function. Let Y∗ be the exact matrix that minimizes f(X0,Y) subject
toY ≥ 0.

The gradient mapping at the constrained minimum

BecauseY∗ minimizes the convex function f(X0,Y) over the non-negative orthant, it must sat-
isfy the Karush-Kuhn-Tucker (KKT) stationarity conditions. By the algebraic definition of the
projection operator, satisfying the KKT conditions is exactly equivalent to the projected gradient
mapping being zero:

∥GY
η (X0,Y

∗)∥2F = 0. (3.5)

To see this, recall that we are minimizing the convex function f(X0,Y) w.r.t. Y under the strict
constraint Y ≥ 0. Let Y∗ be the exact constrained global minimum. KKT states that for every
entry (i, j), exactly three conditions must hold simultaneously at the optimumY∗:
(1)Y∗

i,j ≥ 0 (Primal feasibility);
(2)∇Yf(X0,Y

∗)i,j ≥ 0 (Dual feasibility);
(3)Y∗

i,j∇Yf(X0,Y
∗)i,j = 0 (Complementary slackness).

The projected gradient mapping is defined algebraically for each entry as:

GY
η (X0,Y

∗)i,j =
1

η
(Y∗

i,j − [Y∗
i,j − η∇Yf(X0,Y

∗)i,j]+).

We evaluate this mapping under the strict KKT constraints. By Condition (3), there are exactly
two possible states for any entry (i, j):

2In light of equation (1.61), the prox-gradient step is TY
1/η = [Y − η∇Yf(X,Y)]+ with gi being the indicator of the non-

negative orthant, then the proximal partial gradientGY
η is simplyGY

η = 1/η(Y − TY
1/η(X,Y))

57



- Case A: IfY∗
i,j > 0, Condition 3 strictly requires that the gradient is zero:∇Yf(X0,Y

∗)i,j = 0.
Therefore:GY

η (X0,Y
∗)i,j =

1
η
(Y∗

i,j −Y∗
i,j) = 0.

- Case B: If Y∗
i,j = 0, Condition 2 strictly requires that the gradient is non-negative. The term

inside the projection is less than or equal to zero, so GY
η (X0,Y

∗)i,j = 0. Because every single
entry evaluates exactly to 0, the Frobenius norm is exactly zero: ∥GY

η (X0,Y
∗)∥2F = 0. This proves

the equivalence.

The Unconstrained minimum and the specific failure ofΦ1

To evaluate the right side of the PŁ inequality, we must determine if the residual error f(X0,Y
∗)

reaches 0. The error f(X0,Y) equals 0 iff:
X0Y

⊤ = A. (3.6)
Substitute our specific initializationX0 = cAAΦ1:

cAAΦ1Y
⊤ = A, (3.7)

BecauseA is a full-rank 2× 2matrix, it is invertible. Multiply both sides byA−1, and this gets us
cAΦ1Y

⊤ = I. (3.8)
Solving for the unconstrained zero-error stateY⊤

unc yields:

Y⊤
unc =

1

cA
Φ−1

1 . (3.9)

This is where our specific initialization mathematically breaks the NMF problem.
Let the strictly positive random matrixΦ1 be:

Φ1 =

[
a b
c d

]
with a, b, c, d > 0, (3.10)

The following probabilistic statements hold:

• Every entry is strictly positive w.p. 1, i.e. a, b, c, d > 0.
• The determinant det(Φ1) = ad − bc is a continuous random variable. The event ad −
bc = 0 defines a set with a 4-dimensional Lebesgue measure of exactly 0, and the joint
probability distribution is absolutely continuous w.r.t. the Lebesguemeasure. This means
thatΦ1 is invertible w.p. 1.

The analytic inverse ofΦ1 is:
Φ−1

1 =
1

ad− bc

[
d −b
−c a

]
, (3.11)

Because a, b, c, d are strictly positive, the signs of the entries inside the matrix depend exclusively
on the determinant ad− bc:

1. If ad−bc > 0, the scalar multiplier is positive. The off-diagonal entries−b and−c remain
strictly negative.
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2. If ad − bc < 0, the scalar multiplier is negative. The diagonal entries d and a become
strictly negative.

In all possible continuous outcomes, exactly two entries of Φ−1
1 are strictly negative. Conse-

quently, the unconstrained matrixY⊤
unc =

1
cA
Φ−1

1 contains strictly negative entries w.p. 1.
Because the zero-error stateYunc requires strictly negative entries, it lies strictly outside the non-
negative orthant. Therefore, the constrained non-negative minimumY∗ cannot equalYunc.
BecauseY∗ ̸= Yunc, the factorization cannot be exact. The residual error is strictly positive:

f(X0,Y
∗) > 0. (3.12)

Additionally, because A and Φ1 are invertible matrices, their product X0 is invertible, meaning
that

σmin(X0) > 0. (3.13)
Substitute these exact values back into the proximal-PŁ inequality:

∥GY
η (X0,Y

∗)∥2F ≥ CPL[σmin(X0)]
2f(X0,Y

∗)

0 ≥ CPL(strictly positive)(strictly positive). (3.14)
This strict algebraic outcome forces CPL ≤ 0. This means that a proximal-PŁ will fail in the 2 by
2 case w.p. 1.

3.2 The attempt for the contraction-based framework

3.2.1 Motivations and re-parametrization techniques

Again, we are trying to see whether we could adapt such a proof framework for NMF. If we were
to directly fit

F (W,H) =
1

2
∥A−WH∥2F + δ+(W) + δ+(H), (3.15)

this would be impossible due to non-smoothness coming from the projection/indicator function.
We’ve considered a variety of smooth re-parametrization technique, among which are:

1. The Hadamard reparametrization technique for non-negativity constraints

F (W,H) =
1

2
∥A− (W ⊙W)(H⊙H)∥2F + λWW ⊙W + λHH⊙H, (3.16)

which resembles the Burer-Monteiro technique Burer and Monteiro (2003; 2005).The im-
pact of such reparametrization on landscape issues often involves KKT analysis, see for
instance Ding and Wright (2025) and Li et al. (2023).

2. An entry-wise log-barrier penalty as a soft-surrogate for the projection:

F (W,H) =
1

2
∥A−WH∥2F − λW

∑
i,j

[log(Wij)]− λH

∑
i,j

[log(Hij)]. (3.17)

We choose the latter mostly for the sake of curiosity. We would like to see to what extent 3 such a
barrier-penalized objective fits into the proof framework of Xu et al. (2024).

3The current proof is incomplete and has some unverifiable statements that the author does not have the time to completely fix
it. It maybe shown in the future that some of those claims are wrong or contradictory.
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3.2.2 Set-up

To this end, we need to make a few modifications on top of what is already presented in the
barrierized objective. Namely, the left block needs to always stay within the ColSpan of A. For
this, we define the a span-restricted objective as follows

F̃λ(Z,H) =
1

2
∥A− (AZ)H∥2F − λ

∑
i,j

log
[
(AZ)ij

]
− λ

∑
i,j

log(Hij), (3.18)

with domain dom(F̃λ) = {(Z,H) : AZ > 0,H > 0}. Its gradient may be calculated explicitly
as follows:

∇ZF̃λ(Z,H) = A⊤((AZ)H−A
)
H⊤ − λA⊤((AZ)⊙(−1)

)
. (3.19)

∇HF̃λ(Z,H) = (AZ)⊤
(
(AZ)H−A

)
− λH⊙(−1). (3.20)

Here again, we run single-block GD on this barrierized objective:

Zt+1 = Zt − η∇ZF̃λ(Zt,Ht) and Ht+1 = Ht − η∇HF̃λ(Zt,Ht). (3.21)

3.2.3 Initialization and positivity with a Gaussian max bound

We takeΦ ∈ Rn×d with i.i.d. entriesN (0, 1/d), and set
Z0 = cΦ+ α01n1

⊤
d W0 = AZ0 = cAΦ+ α0(A1n)1

⊤
d . (3.22)

For any fixed row i and column j

(AΦ)ij = ⟨Ai:,Φ:j⟩ ∼ N
(
0,

1

d
∥Ai:∥22

)
. (3.23)

Proposition 3.2.1: Gaussian max bound

With the above setting, we have, for ANY δ > 0, w.p. at least 1− δ:

BΦ ≜ max
1≤i≤m, 1≤j≤d

∥(AΦ)ij∥ ≤ ∥A∥2→∞

√
2 log

(
2md
δ

)
d

, (3.24)

where ∥A∥2→∞ ≜ maxi ∥Ai:∥2, the magnitude of the row having the max 2 norm.

Proof: We will first need the following lemmas.

60



Lemma 3.2.2: Gaussian inner product

Let g ∈ Rn have i.i.d. entries gk ∼ N (0, 1/d). Then for any fixed a ∈ Rn,

⟨a,g⟩ ∼ N
(
0,
∥a∥2

d

)
. (3.25)

Proof: Write ⟨a,g⟩ =
∑n

k=1 akgk. Since the gk are independent mean zero Gaussians, ⟨a,g⟩ is
Gaussian with mean 0, and its variance can be computed as:

Var(⟨a,g⟩) =
n∑

k=1

a2k Var(gk) =
n∑

k=1

a2k
1

d
=
∥a∥2

d
. (3.26)

This proves the lemma.■

Lemma 3.2.3: Gaussian tail bound (Chernoff)

IfX ∼ N (0, σ2), then for any t > 0,

P (|X| ≥ t) ≤ 2 exp

(
− t2

2σ2

)
. (3.27)

Proof: For any λ > 0, by Markov and symmetry,
P(X ≥ t) = P

(
eλX ≥ eλt

)
≤ e−λt E

[
eλX
]
. (3.28)

ForX ∼ N (0, σ2), the moment generating function is E[eλX ] = exp
(

λ2σ2

2

)
. Hence

P(X ≥ t) ≤ exp

(
−λt+ λ2σ2

2

)
. (3.29)

Optimizing the right side over λ > 0 yields the minimizer λ⋆ = t/σ2, giving

P(X ≥ t) ≤ exp

(
− t2

2σ2

)
. (3.30)

By symmetry ofX , the same bound holds for P(−X ≥ t) = P(X ≤ −t). Therefore

P (|X| ≥ t) = P(X ≥ t) + P(X ≤ −t) ≤ 2 exp

(
− t2

2σ2

)
. (3.31)

This proves the lemma.■

Lemma 3.2.4: Union bound

If {Eℓ}Nℓ=1 are events in a probability space, then

P

(
N⋃
ℓ=1

Eℓ

)
≤

N∑
ℓ=1

P(Eℓ). (3.32)

Proof: See any basic probability text.■
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Now, applying Lemma 3.2.2 with a ≜ Ai: and g ≜ Φ:j gives

(AΦ)ij ∼ N
(
0, σ2

ij

)
and σ2

ij =
∥Ai:∥2

d
. (3.33)

Next we apply Lemma 3.2.3 toX = (AΦ)ij ∼ N (0, σ2
ij) to get, for any t > 0,

P (|(AΦ)ij| ≥ t) ≤ 2 exp

(
− t2

2σ2
ij

)
= 2 exp

(
− dt2

2∥Ai:∥2

)
. (3.34)

Apply Lemma 3.2.4 with events Eij = {|(AΦ)ij| ≥ t}, and use the bound from Lemma 3.2.3:

P
(
max
i,j
|(AΦ)ij| ≥ t

)
≤

m∑
i=1

d∑
j=1

P (|(AΦ)ij| ≥ t) ≤
m∑
i=1

d∑
j=1

2 exp

(
− dt2

2∥Ai:∥2

)
. (3.35)

By definition, since ∥Ai:∥ ≤ ∥A∥2→∞ for every i, we get the uniform bound

P
(
max
i,j
|(AΦ)ij| ≥ t

)
≤ 2md exp

(
− dt2

2∥A∥22→∞

)
. (3.36)

Set the RHS to be at most δ and solve for t:

2md exp

(
− dt2

2∥A∥22→∞

)
≤ δ ⇐⇒ t2 ≥ 2∥A∥22→∞

d
log

(
2md

δ

)
. (3.37)

Therefore, simply choosing t ≜ ∥A∥2→∞

√
2
d
log
(
2md
δ

)
yields:

P

max
i,j
|(AΦ)ij| ≥ ∥A∥2→∞

√
2 log

(
2md
δ

)
d

 ≤ δ. (3.38)

Equivalently, w.p. at least 1− δ:

max
1≤i≤m, 1≤j≤d

|(AΦ)ij| ≤ ∥A∥2→∞

√
2 log

(
2md
δ

)
d

. (3.39)

We are done.■

Lemma 3.2.5: Positivity of initialization

Assume the following conditions hold:
• A ≥ 0 entrywise (for free, since we are doing NMF)
• all row–sums are strictly positive (so amin ≜ mini(A1n)i > 0), which is less desir-

able but required.
Then, choosing

α0 ≥
c∥A∥2→∞

amin

√
2 log

(
2md
δ

)
d

+
2C2

amin

, (3.40)

ensures, w.p.≥ 1− δ, that
min
i,j

(W0)ij ≥ 2C2 =⇒ W0 > 2C2 entrywise. (3.41)
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At the same time,H0 = ε1d1
⊤
n with ε > 2C2 givesH0 > 2C2 entrywise.

Proof: Again, recall thatW0 = AZ0 = cAΦ + α0(A1n)1
⊤
d ; Hence, with that same probability

(from the Gaussian max bound):
c(AΦ)k,l ≥ −cmax

k,l
|(AΦ)k,l|

≥ −c∥A∥2→∞

√
2 log

(
2md
δ

)
d

. (3.42)

This bound is the same for all (k, l), so when we take mini,j it stays unchanged and no j terms
remain; Further

[α0(A1n)1
⊤
d ]i,j = α0(A1n)i(1d)j = α0(A1n)i, (3.43)

In summary, w.p. 1− δ:

min
i,j

(W0)ij = min
i,j

{
α0(A1n)i + c(AΦ)ij

}

≥ α0min
i
(A1n)i − c∥A∥2→∞

√
2 log

(
2md
δ

)
d

. (3.44)

Therefore, applying the assumption amin ≜ mini(A1n)i > 0 and substituting the choice of α0

from (3.40) into this lower bound guarantees that mini,j(W0)ij ≥ 2C2. The strict entrywise
positivity ofH0 follows trivially from its explicit construction.■

Safety buffer: factor of 2

The factor of 2 acts as a safety buffer against the drifts of the iterates. Specifically, the induc-
tion hypothesis requires maintaining a positive lower bound w ≥ C2 for all t. Recall that in
our case GD allows the iterates to move away from initialization by a distance up to C2 for
all, i.e. ∥Wt −W0∥F ≤ C2. That is,

Wt ≥W0 − ∥Wt −W0∥ ≥ 2C2 − C2 = C2, (3.45)
and this will ensureWt stays strictly positive.

3.2.4 Dynamics decomposition

Proposition 3.2.6: Result 1 on dynamics decomposition

LetRt = (AZt)Ht −A and rt = vec(Rt). Then,
1. For all t ≥ 0

rt+1 = Tbarrt + λbt + ξt, (3.46)
where the linear part is
Tbar ≜ I−ηGmat

0 and Gmat
0 ≜ (In⊗(W0W

⊤
0 ))+((H⊤

0 H0)⊗(AA)⊤). (3.47)
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The barrier forcing is

bt = ηvec
(
(AA⊤W

⊙(−1)
t )Ht

)
+ ηvec

(
WtH

⊙(−1)
t

)
, (3.48)

withWt = AZt. Furthermore, ξt ≜ ψt + ιt is the vectorized non-linear component
that consists of a quadratic remainderψt and a linearization error term ιt. Concretely,
ψt ≜ vec(Ψt), and

Ψt ≜ ∆W∆H = (Wt+1 −Wt)(Ht+1 −Ht). (3.49)
where∆W and∆H are the one-step increments in theW andH block respectively.
The vectorized linearization error is given by ιt ≜ vec(E

(Z)
t +E

(H)
t ), consisting of the

sum of linearization errors w.r.t. their respective base pointsW0 andH0. Concretely,
they are:

E
(Z)
t ≜ −ηAA⊤(Rt(H

⊤
t −H⊤

0 )
)
Ht − ηAA⊤(RtH

⊤
0 )(Ht −H0),

E
(Z)
t ≜ −η(Wt −W0)W

⊤
t Rt − ηW0(W

⊤
t −W⊤

0 )Rt.
(3.50)

2. Moreover, rt, bt, ξt all lie in S ≜ (col(A))n.

Proof:
Once again, throughout the proof, we denoteRt ≜ WtHt−A as the residual and rt ≜ vec(Rt)
as the vectorized residual. LetA ∈ Rm×n, Zt ∈ Rn×d,Ht ∈ Rd×n,andWt := AZt ∈ Rm×d.
By the single-block GD update, the one-step increments are:

∆Z ≜ Zt+1 − Zt, ∆H ≜ Ht+1 −Ht. (3.51)

Derivation of∆Z and∆W

The Z-update induces
∆Z = −η∇ZF̃λ(Zt,Ht)

= −η
[
A⊤((AZt)Ht −A

)
H⊤

t − λA⊤((AZt)
⊙(−1)

)]
= −η

[
A⊤(RtH

⊤
t

)
− λA⊤(W⊙(−1)

t

)]
, (3.52)

whereWt ≜ AZt andRt = WtHt −A. Now we can map∆Z to∆W throughW = AZ:
∆W ≜ Wt+1 −Wt = A∆Z = −η

[
AA⊤(RtH

⊤
t

)
− λAA⊤(W⊙(−1)

t

)]
. (3.53)

Derivation of∆H

TheH-update induces
∆H = −η∇HF̃λ(Zt,Ht)

= −η
[
Z⊤

t A
⊤((AZt)Ht −A

)
− λH

⊙(−1)
t

]
= −η

[
W⊤

t Rt − λH
⊙(−1)
t

]
. (3.54)
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Residual updateRt+1

Start from the residual definition, we have:
Rt+1 = Wt+1Ht+1 −A

= (Wt +∆W)(Ht +∆H)−A

= WtHt −A︸ ︷︷ ︸
=Rt

+∆WHt︸ ︷︷ ︸
I

+Wt∆H︸ ︷︷ ︸
II

+∆W∆H︸ ︷︷ ︸
III

. (3.55)

We then compute the three contributions from I, II, III using the derived increments:
• Term I:

∆WHt =
(
− η[AA⊤(RtH

⊤
t )− λAA⊤(W

⊙(−1)
t )]

)
Ht

= −ηAA⊤(RtH
⊤
t )Ht + ηλAA⊤(W

⊙(−1)
t )Ht. (3.56)

• Term II:
Wt∆H = Wt

(
− η[W⊤

t Rt − λH
⊙(−1)
t ]

)
= −ηWtW

⊤
t Rt + ηλWtH

⊙(−1)
t . (3.57)

• Term III:∆W∆H is quadratic inRt and will be kept as a remainder.
Putting pieces together,

Rt+1 = Rt − ηAA⊤(RtH
⊤
t )Ht − ηWtW

⊤
t Rt

+ λ
[
ηAA⊤(W

⊙(−1)
t )Ht + ηWtH

⊙(−1)
t

]
+∆W∆H︸ ︷︷ ︸

≜ Ψt

. (3.58)

Linearization at the base point via the Lyapunov operator

Introduce the base point (W0,H0) and define the linear operator:
G0[∆] ≜ W0W

⊤
0 ∆+ (AA⊤)∆H⊤

0 H0. (3.59)
Add and subtract the base linear terms to separate a smooth linear part from a remainder. Write:

−ηAA⊤(RtH
⊤
t )Ht = −η(AA⊤)RtH

⊤
0 H0

+−ηAA⊤(Rt(H
⊤
t −H⊤

0 )
)
Ht − ηAA⊤(RtH

⊤
0 )(Ht −H0)︸ ︷︷ ︸

=: E
(Z)
t

−ηWtW
⊤
t Rt = −ηW0W

⊤
0 Rt

+−η(Wt −W0)W
⊤
t Rt − ηW0(W

⊤
t −W⊤

0 )Rt︸ ︷︷ ︸
=: E

(H)
t

. (3.60)

Hence the residual update becomes:
Rt+1 = Rt − ηG0[Rt] + λBart +Ξt, (3.61)

where
Bart ≜ ηAA⊤(W

⊙(−1)
t )Ht + ηWtH

⊙(−1)
t , (3.62)

and the full remainder is
Ξt ≜ Ψt + E

(Z)
t + E

(H)
t . (3.63)
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Vectorization and the block operatorTbar

Use vec(U∆V) = (V⊤ ⊗U)vec(∆) to get the matrix representation of G0 on vectors:

vec(G0[∆]) =
[
In ⊗ (W0W

⊤
0 ) + (H⊤

0 H0)⊗ (AA⊤)
]
vec(∆) ≜ Gmat

0 vec(∆). (3.64)

Define
bt ≜ ηvec

(
AA⊤(W

⊙(−1)
t )Ht

)
+ ηvec

(
WtH

⊙(−1)
t

)
, (3.65)

and
ξt ≜ vec(Ξt). (3.66)

Then the vectorized residual recursion is
rt+1 = (I− ηGmat

0 )rt + λbt + ξt, (3.67)
and so

rt+1 = Tbarrt + λbt + ξt. (3.68)

Column-span invariance

Each column ofRt lies in col(A):

• Rt = WtHt−A = AZtHt−A is a linear combination of columns ofAminusA, hence
in col(A).

• The updates applyAA⊤ toRt on the left and multiply on the right byH or its Gram fac-
tors; AA⊤ maps col(A) to itself. The barrier terms AA⊤(W

⊙(−1)
t ) and Wt are both

in col(A). Therefore every term in the recursion for Rt+1 is a linear combination of
columns ofA.

• Thus the invariant subspace
H := {∆ ∈ Rm×n : each column of∆ lies in col(A)}, (3.69)

containsRt for all t, and the stacked state evolves inH×H

Each column of E(Z)
t lives in col(A):

• By definition, the linearization error from the Z-update is:

E
(Z)
t = −ηAA⊤(Rt(H

⊤
t −H⊤

0 )
)
Ht − ηAA⊤(RtH

⊤
0 )(Ht −H0). (3.70)

• As both terms are explicitly pre-multiplied by AA⊤, we can factor out the target matrix
A on the left:

E
(Z)
t = A

[
− ηA⊤(Rt(H

⊤
t −H⊤

0 )
)
Ht − ηA⊤(RtH

⊤
0 )(Ht −H0)

]
. (3.71)

Note thatA factors out perfectly on the left.

Each column of E(H)
t lives in col(A):
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• The linearization error from theH-update is given by:

E
(H)
t = −η(Wt −W0)W

⊤
t Rt − ηW0(W

⊤
t −W⊤

0 )Rt. (3.72)

• By substituting the structural parameterization of the state variables, Wt = AZt and
W0 = AZ0, we obtain:

E
(H)
t = −η(AZt −AZ0)W

⊤
t Rt − η(AZ0)(W

⊤
t −W⊤

0 )Rt

= A
[
− η(Zt − Z0)W

⊤
t Rt − ηZ0(W

⊤
t −W⊤

0 )Rt

]
. (3.73)

Note thatA factors out perfectly on the left.

Each column ofΨt lives in col(A):

• The linearization error from theH-update is given by:

E
(H)
t = −η(Wt −W0)W

⊤
t Rt − ηW0(W

⊤
t −W⊤

0 )Rt. (3.74)

• By substituting the structural parameterization of the state variables, Wt = AZt and
W0 = AZ0, we obtain:

E
(H)
t = −η(AZt −AZ0)W

⊤
t Rt − η(AZ0)(W

⊤
t −W⊤

0 )Rt

= A
[
− η(Zt − Z0)W

⊤
t Rt − ηZ0(W

⊤
t −W⊤

0 )Rt

]
. (3.75)

Note thatA factors out perfectly on the left.

Each column ofBart lives in col(A):

• The exact barrier term introduced by the update dynamics is defined as:

Bart = ηAA⊤(W
⊙(−1)
t )Ht + ηWtH

⊙(−1)
t . (3.76)

• To prove that each column ofBart lives in col(A), we examine both terms independently.
For the first term, thematrixA can be trivially factored out from the left due to the explicit
projection matrixAA⊤:

ηAA⊤(W
⊙(−1)
t )Ht = A

[
ηA⊤(W

⊙(−1)
t )Ht

]
. (3.77)

• For the second term, we substitute the algorithmic state parameterizationWt = AZt:

ηWtH
⊙(−1)
t = η(AZt)H

⊙(−1)
t = A

[
ηZtH

⊙(−1)
t

]
. (3.78)

• Because both terms can be written strictly as the matrix A multiplying another matrix,
their sum can also be factored identically:

Bart = A
[
ηA⊤(W

⊙(−1)
t )Ht + ηZtH

⊙(−1)
t

]
. (3.79)

We are done. ■
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3.2.5 Contractivity via spectral analysis ofTbar

Recall that
G0[∆] ≜ W0W

⊤
0 ∆+ (AA⊤)∆H⊤

0 H0 and Gmat
0 ≜ In ⊗ (W0W

⊤
0 ) + (H⊤

0 H0)⊗ (AA⊤),
(3.80)

Two structural facts we will use and justify in-line are:

• Gmat
0 is p.s.d., as:
– W0W

⊤
0 ,H⊤

0 H0, andAA⊤ are all p.s.d.,
– kronecker of symmetric matrices is symmetric.
– the sum of symmetric matrices is symmetric, and henceGmat

0 is orthogonally diago-
nalizable.

• The space splits orthogonally as Rmn = K ⊕H, where
K ≜ ker(Gmat

0 ) and H ≜ K⊥ = range(Gmat
0 ). (3.81)

One can check that H = {vec(∆) : ∆:j ∈ col(A) for all j} has dimension rn, and K is its
orthogonal complement of dimension (m−r)n. In addition, on the subspaceH, all eigenvalues s
ofGmat

0 satisfy s ≥ smin > 0; onK they are s = 0.

Dimension ofH

Note here that dim(H) = nr. The subspace H is the space of vectorized matrices in Rm×n

whose columns lie in col(A). Since col(A) has dimension r and there are n columns, the
total dimension of the subspace is r × n.

Eigenvalues ofGmat
0 onH andK

Note here that NOT all eigenvalues of Gmat
0 are positive. They are positive only on the

active subspace H. Gmat
0 has a non-trivial null-space/kernel K because W0W

⊤
0 is rank- r

(where r < d) and H⊤
0 H0 is rank-1 (where 1 < n). The eigenvalues are zero on K and

strictly positive only on the subspaceH.

Throughout, we analyze the linear part of the first-order stacked residual update. Just to re-
call,Tbar is defined as:

rt+1 = (I− ηGmat
0 )︸ ︷︷ ︸

≜Tbar

rt + (forcing and higher-order terms). (3.82)

Proposition 3.2.7: Result 2 on spectral analysis

LetGmat
0 be as above. Define

smin ≜ min{si > 0 : si ∈ spec(Gmat
0 )} and smax ≜ max spec(Gmat

0 ), (3.83)
where spec(·) denotes the spectrum of a matrix. Denote by ρ∗ the spectral radius of Tbar|H.
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(1). On the subspaceH ≜ range(Gmat
0 ) we have the Rayleigh bounds

smin = µX ≜ σr(W0)
2 and smax ≤ L+ σ1(A)2∥H0∥22, (3.84)

(2). Furthermore, if the stepsize η satisfies 0 < η < 2/smax, then ρ∗ ∈ (0, 1).

Proof:
Let∆ ∈ Rm×n, the quadratic form associated with the (pseudo) symmetric operator G0 is:

q(∆) ≜ ⟨∆,G0[∆]⟩ = tr(∆⊤G0[∆]). (3.85)
Recall that in (3.64), we already have vec(G0[∆]) = Gmat

0 vec(∆). In light of this, we have
q(∆) = vec(∆)⊤vec(G0[∆]) = vec(∆)⊤Gmat

0 vec(∆). (3.86)
Let v ≜ vec(∆), then smin and smax can be viewed as estimating the quadratic:

smin = min
v∈H,∥v∥2=1

v⊤Gmat
0 v and smax = max

v∈H,∥v∥2=1
v⊤Gmat

0 v. (3.87)

In a more compact form, they become
smin = min

∥∆∥F=1
q(∆) and smax = max

∥∆∥F=1
q(∆). (3.88)

We estimate the extreme singular values according to these two characterizations.

The lower bound smin ≥ µX via curvature information ofW0W
⊤
0

Substituting the definition G0[∆] = W0W
⊤
0 ∆+ (AA⊤)∆H⊤

0 H0 yields:
q(∆) = ⟨∆,W0W

⊤
0 ∆⟩︸ ︷︷ ︸

T1

+ ⟨∆,AA⊤∆H⊤
0 H0⟩︸ ︷︷ ︸

T2

. (3.89)

We expand the T1 term:
T1 = tr

(
∆⊤W0W

⊤
0 ∆
)
= tr

[
(W⊤

0 ∆)⊤(W⊤
0 ∆)

]
= ∥W⊤

0 ∆∥2F . (3.90)
This term measures the energy of the residual ∆ when projected onto the column space of W0.
Recall that

smin = min
∆∈H,∥∆∥F=1

q(∆). (3.91)

From here we have:
1. Restricted subspace: we have established that the residuals live in

H ≜ {∆ | col(∆) ⊆ col(A)}.
2. Rank preservation: by initialization, W0 = AZ0. If Z0 is well-conditioned (full-rank in

our case), then col(W0) = col(A).
3. Strict positivity: Because ∆ lives entirely in col(A), and col(A) = col(W0), the matrix

product W⊤
0 ∆ cannot be zero unless ∆ is zero. Concretely, for any vector v ∈ col(W0),

we have ∥W⊤
0 v∥ ≥ σr(W0)∥v∥. Applying this column-wise to∆:

∥W⊤
0 ∆∥2F ≥ σr(W0)

2∥∆∥2F . (3.92)
Therefore, W0W

⊤
0 provides the necessary curvature (p.s.d.) to ensure smin ≥ σr(W0)

2. With-
out this term (or ifW0 were rank-deficient), smin could be zero, destroying the contraction guar-
antee ρ∗ < 1.
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Attainment of equality smin = µX

Again
G0[∆] = W0W

⊤
0 ∆︸ ︷︷ ︸

T W [∆]

+AA⊤∆H⊤
0 H0︸ ︷︷ ︸

T H [∆]

. (3.93)

The min eigenvalue smin on the subspaceH is given by:
smin = min

∆∈H , ∥∆∥F=1
(⟨∆,T W [∆]⟩+ ⟨∆,T H [∆]⟩) . (3.94)

We established that ⟨∆,T W [∆]⟩ ≥ µX∥∆∥2F and ⟨∆,T H [∆]⟩ ≥ 0, and therefore smin ≥ µX .
To prove smin = µX , we must find a non-zero matrix∆∗ ∈ H such that

1. T W [∆∗] = µX∆
∗, i.e. it is an eigenvector of theW-part within min eigenvalue.

2. T H [∆
∗] = 0, i.e. it lies in the null space of theH-part.

The subspaceH consists of all matrices∆ ∈ Rm×n whose columns lie in col(A). Due to ColSpan
preservation col(W0) = col(A) and rank- r initialization assumption, we can construct∆∗ using
the singular vectors ofW0. We do so with the following steps:
Step 1: Minimize theW-part
Let ur ∈ Rm be the left singular vector ofW0 w.r.t. its smallest singular value σr(W0), then:

• ur ∈ col(W0), and so it is a valid column for matrices inH, and
• W0W

⊤
0 ur = σr(W0)

2ur = µXur.

Step 2: Nullify theH-part: The operator T H acts on∆ from the right viaH⊤
0 H0:

T H [∆] = (AA⊤∆)(H⊤
0 H0). (3.95)

To make this zero, we need∆ to be orthogonal to the row spaceH⊤
0 .Let v ∈ Rn be a vector in the

null space ofH0, i.e.H0v = 0. At initialization,H0 = εH1d1
⊤
n . This matrix has rank 1. As long

as the dimension n (the number of columns ofA) is strictly greater than 1, the null space ofH0

is non-empty (which is of dimension n− 1)
An explicit choice for v such that v ⊥ 1n is v = [1,−1, 0, · · · , 0]⊤.
Step 3: Define∆∗, construct the rank-1 matrix

∆∗ ≜ urv
⊤. (3.96)

We proceed as follows:

• Check subspace constraint: The columns of ∆∗ are multiples of ur. In addition,
since ur ∈ col(W0) = col(A), we have∆∗ ∈ H.

• Evaluate T W [∆∗]:
W0W

⊤
0 (urv

⊤) = (W0W
⊤
0 ur)v

⊤ = (µXur)v
⊤ = µX∆

∗. (3.97)
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• Evaluate T H [∆
∗]:

AA⊤(urv
⊤)H⊤

0 H0 = (AA⊤ur)(v
⊤H⊤

0 )H0, (3.98)
and since we’ve chosen v such thatv⊤H⊤

0 = 0, the entire term vanishes:
T H [∆

∗] = 0. (3.99)

Finally, applying the full operator to∆∗ yields:
G0[∆

∗] = T W [∆∗] + T H [∆
∗] = µX∆

∗ + 0 = µX∆
∗. (3.100)

Since smin is the min eigenvalue and we have found a direction achieving µX , and we previously
proved smin ≥ µX , it follows that

smin = µX . (3.101)
We are done with this part.■

Upper bound smax ≤ L+ σ1(A)2∥H0∥22

smax = max
∥∆∥F=1

∥G0[∆]∥F ≤ L+ σ1(A)2∥H0∥22. (3.102)

whereL ≜ σ1(W0)
2. Here, we seek to bound the operator normG0 induced by Frobenius norm:
∥G0[∆]∥2F = ∥W0W

⊤
0 ∆+AA⊤∆H⊤

0 H0∥2F . (3.103)

Via triangle inequality, we get
∥G0[∆]∥F ≤ ∥W0W

⊤
0 ∆∥F + ∥AA⊤∆H⊤

0 H0∥F . (3.104)

For the first term:
∥W0W

⊤
0 ∆∥F ≤ ∥W0W

⊤
0 ∥2∥∆∥F

= σ1(W0W
⊤
0 )∥∆∥F

= σ1(W0)
2∥∆∥F

= σ1(W0)
2∥∆∥F . (3.105)

For the second term:
∥AA⊤∆H⊤

0 H0∥F ≤ ∥AA⊤∥2∥∆∥F∥H⊤
0 H0∥2

≤ σ1(A)2∥∆∥F∥H0∥22. (3.106)

Finally, combining two bound yields
∥G0[∆]∥F ≤

(
L+ σ1(A)2∥H0∥22

)
∥∆∥F . (3.107)

where again L = σ1(W0)
2.
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Compute det(Tbar − zImn)

Fix a scalar z ∈ C. Then:
Tbar − zImn = I− ηGmat

0 − zI. (3.108)
SinceGmat

0 is symmetric, choose an orthonormal basis of Rmn that diagonalizes it:
Gmat

0 = Qdiag(s1, . . . , smn)Q
⊤ and Q⊤Q = I. (3.109)

det(Tbar − zImn) =
mn∏
i=1

(1− ηsi − z). (3.110)

Therefore,
spec(Tbar) = {1− ηsi : si ∈ spec(Gmat

0 )}. (3.111)
and the restriction ontoH carries over to both sides:

spec(Tbar|H) = {1− ηsi : si ∈ spec(Gmat
0 |H)}. (3.112)

Admissible η for contraction onH

Recall that since Gmat
0 is p.s.d., all its eigenvalues are non-negative. The H-subspace restriction

of its spectrum spec(Gmat
0 |H) simply contains only strictly positive values. Then for ρ∗ < 1, we

need
−1 < 1− ηs < 1 for all s ∈ [smin, smax], (3.113)

which holds iff
0 < η <

2

smax

. (3.114)
Thus, with 0 < η < 2/smax, the restriction ofTbar toH is a contraction. We are done.■.

3.2.6 Control on the nonlinear terms

Before stating results on controlling the nonlinear error and final convergence, we review the
choice of our hyper-parameter here: ∥W0∥2 =

√
L. The step sizes are η = 2

smax+smin
. The ge-

ometric decay rate is θ = 1+ρ∗
2

. We define the barrier sequence strictly as λt = λ0θ
t. The error

coefficient functions are strictly defined as:
K1 ≜ η2σ1(A)2(∥H0∥2 + C2)(

√
L+ C2),

K2 ≜ η2σ1(A)2

[
(∥H0∥2 + C2)

√
nd

C2

+ (
√
L+ C2)

√
md

C2

]
,

K3 ≜ η2σ1(A)2
√
mdnd

C2
2

,

K4 ≜ C2

[
ησ1(A)2(2∥H0∥2 + C2) + η(2

√
L+ C2)

]
,

Cbar ≜ ησ1(A)2(∥H0∥2 + C2)

√
md

C2

+ η(
√
L+ C2)

√
nd

C2

, and

∆gap ≜ (θ − ρ∗)−K4. (3.115)
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Proposition 3.2.8: Result 3 on conditional error bound

We assume the following:
1. Induction Region: For a fixed t, assume that for all 0 ≤ s ≤ t, the iterates strictly

satisfy ∥Ws −W0∥F ≤ C2 and ∥Hs −H0∥F ≤ C2.
2. Envelope bound: Assume for 0 ≤ s ≤ t, the stacked residual satisfies ∥rs∥ ≤ C1θ

s.
Then the nonlinearity ξt = ψt + ιt satisfies the exact upper bound

∥ξt∥ ≤ K1(C1θ
t)2 + (K2λt +K4)(C1θ

t) +K3λ
2
t . (3.116)

whereK1, K2, K3, andK4 are defined as following using C2 in (3.115).

Proof:

Strict bounds on current state norms

By the Envelope Bound hypothesis, at the current step t, the norm of the stacked residual rt is
bounded by C1θ

t. Because rt = vec(Rt), we possess the strict inequality:
∥Rt∥F = ∥rt∥ ≤ C1θ

t, (3.117)

From the Induction region hypothesis, we apply the triangle inequality to bound the spectral
norms of the current iterates:

∥Ht∥2 ≤ ∥H0∥2 + ∥Ht −H0∥2 ≤ ∥H0∥2 + ∥Ht −H0∥F ≤ ∥H0∥2 + C2, (3.118)

∥Wt∥2 ≤ ∥W0∥2 + ∥Wt −W0∥2 ≤
√
L+ ∥Wt −W0∥F ≤

√
L+ C2. (3.119)

Furthermore, because the absolute value of the difference of any single matrix entry is strictly
bounded by the Frobenius norm of the matrix difference, we evaluate the entrywise floors:

min
i,j

(Wt)ij ≥ min
i,j

(W0)ij − ∥Wt −W0∥F ≥ 2C2 − C2 = C2, (3.120)

min
i,j

(Ht)ij ≥ min
i,j

(H0)ij − ∥Ht −H0∥F ≥ 2C2 − C2 = C2. (3.121)

These strict entrywise lower bounds yield exact upper bounds for the Frobenius norms of the
element-wise inverses:

∥W⊙(−1)
t ∥F ≤

√
md

C2

and ∥H⊙(−1)
t ∥F ≤

√
nd

C2

. (3.122)

Strict bounds on incrementsPt andQt

The nonlinear error ξt is composed of a quadratic term ζt and a linearization error ιt. We first
bound the matrix increments:

Pt ≜ −ηAA⊤RtH
⊤
t + ηλtAA⊤W

⊙(−1)
t . (3.123)
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Recall the mixed-norm inequality ∥AB∥F ≤ ∥A∥2∥B∥F . Applying it with the triangle inequal-
ity yields:

∥Pt∥F ≤ η∥AA⊤∥2∥Rt∥F∥H⊤
t ∥2 + ηλt∥AA⊤∥2∥W⊙(−1)

t ∥F . (3.124)

Substituting exactly ∥AA⊤∥2 = σ1(A)2 and the bounds derived in the previous step yields:

∥Pt∥F ≤ ησ1(A)2(∥H0∥2 + C2)(C1θ
t) + ησ1(A)2

√
md

C2

λt. (3.125)

Similarly, for the second increment:

Qt ≜ −ηW⊤
t Rt + ηλtH

⊙(−1)
t . (3.126)

Taking the Frobenius norm:

∥Qt∥F ≤ η∥W⊤
t ∥2∥Rt∥F + ηλt∥H⊙(−1)

t ∥F . (3.127)

Substituting the strict bounds from Step 1 yields:

∥Qt∥F ≤ η(
√
L+ C2)(C1θ

t) + η

√
nd

C2

λt. (3.128)

Strict bound on the quadratic error ζt

The quadratic error component is identically defined as ζt ≜ PtQ
⊤
t . By sub-multiplicativity:

∥Ψt∥F ≤ ∥Pt∥F∥Qt∥F . (3.129)

We explicitly multiply the two upper bounds derived in Step 2:

∥Ψt∥F ≤

[
ησ1(A)2(∥H0∥2 + C2)(C1θ

t) + ησ1(A)2
√
md

C2

λt

]

×

[
η(
√
L+ C2)(C1θ

t) + η

√
nd

C2

λt

]
. (3.130)

Expanding this product precisely separates the terms into powers of (C1θ
t) and λt:

1. The term multiplying (C1θ
t)2 exactly matches the definition ofK1.

2. The term multiplying (C1θ
t)λt exactly matches the definition ofK2.

3. The term multiplying λ2
t exactly matches the definition ofK3.

Thus, we obtain the exact inequality:
∥ψt∥2 ≤ K1(C1θ

t)2 +K2λt(C1θ
t) +K3λ

2
t . (3.131)
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Strict bound on the linearization error ιt

The linearization error is identically ιt ≜ vec(E
(Z)
t +E

(H)
t ). We bound each component indepen-

dently:
E

(Z)
t ≜ −ηAA⊤[Rt(H

⊤
t −H⊤

0 )]Ht − ηAA⊤[RtH
⊤
0 ](Ht −H0). (3.132)

Taking the Frobenius norm and applying the triangle inequality yields:
∥E(Z)

t ∥F ≤η∥AA⊤∥2∥Rt∥F∥Ht −H0∥2∥Ht∥2
+ η∥AA⊤∥2∥Rt∥F∥H0∥2∥Ht −H0∥2. (3.133)

Substituting the induction bound ∥Ht −H0∥2 ≤ ∥Ht −H0∥F ≤ C2:

∥E(Z)
t ∥F ≤ ησ1(A)2(C1θ

t)C2(∥H0∥2 + C2) + ησ1(A)2(C1θ
t)∥H0∥2C2. (3.134)

By factoring the common terms algebraically:
∥E(Z)

t ∥F ≤ ησ1(A)2C2(2∥H0∥2 + C2)(C1θ
t). (3.135)

Similarly, we evaluate the second component:
E

(H)
t ≜ −η(Wt −W0)W

⊤
t Rt − ηW0(Wt −W0)

⊤Rt. (3.136)

Taking the Frobenius norm and applying identical algebraic substitutions yields:
∥E(H)

t ∥F ≤ η∥Wt −W0∥2∥Wt∥2∥Rt∥F + η∥W0∥2∥Wt −W0∥2∥Rt∥F , (3.137)
∥E(H)

t ∥F ≤ ηC2(
√
L+ C2)(C1θ

t) + η
√
LC2(C1θ

t), and (3.138)
∥E(H)

t ∥F ≤ ηC2(2
√
L+ C2)(C1θ

t). (3.139)

Summing these bounds via the triangle inequality yields exactlyK4:
∥ιt∥2 ≤ ∥E(Z)

t ∥F + ∥E(H)
t ∥F ≤ K4(C1θ

t). (3.140)

Exact total nonlinearity error

The full non-linear error vector identically equals ξt ≜ ψt + ιt. Applying the triangle inequality
to the total sum:

∥ξt∥2 ≤ ∥ψt∥2 + ∥ιt∥2. (3.141)

Substituting the strict upper bounds from Step 3 and Step 4:

∥ξt∥2 ≤ K1(C1θ
t)2 +K2λt(C1θ

t) +K3λ
2
t +K4(C1θ

t). (3.142)

Factoring the linear common multiplier (C1θ
t) from the relevant terms yields exactly:

∥ξt∥2 ≤ K1(C1θ
t)2 + (K2λt +K4)(C1θ

t) +K3λ
2
t . (3.143)

We are done.■
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3.2.7 Convergence

Here, we state the conditional result on the final iteration complexity analysis.

Proposition 3.2.9: Result 4 on conditional global convergence in infinite horizon

Assume the constantsC1, C2 andλ satisfy all their respective constraint inequalities explicitly
below. Then the following three propositions hold jointly for all t ≥ 0:
P1(t) : ∥rt∥ ≤ C1θ

t, P2(t) : ∥Wt −W0∥F ≤ C2, and P3(t) : ∥Ht −H0∥F ≤ C2,
(3.144)

where ρ∗ ≜ ρ(Tbar) ∈ (0, 1)with η < 2/smax and θ ≜ 1+ρ∗
2

.
In addition, the following are the specific conditions that C1, C2 and λ needs to satisfy:

1. Conditions onC1: Again,C1 represents the magnitude of the initial stacked residual.
It is explicitly defined by the initialization matricesW0 andH0:

C1 ≜ ∥r0∥ = ∥W0H0 −A∥F . (3.145)
By substituting the explicit initialization definitions W0 = cAΦ + α0(A1n1

⊤
d )

andH0 = εH1d1
⊤
n . Therefore, an explicit choice for C1 is:
C1 =

∥∥(cAΦ+ α0(A1n1
⊤
d )
) (

εH1d1
⊤
n

)
−A

∥∥
F
. (3.146)

Conditions to satisfy: To ensure that the quadratic initial noise is strictly bounded
by the linear stability gap, C1 must satisfy the single strict inequality constraint:

K1C1 < ∆gap. (3.147)

2. Conditions on λ0: The initial barrier weight λ0 must reside in the interval λ0 ∈
(0, λmax], where λmax is the minimum of the following three bounds:

• Basin bound λbasin: λ0 must not exceed the strictly positive real root of the
quadratic equation

K3λ
2
0 + (Cbar +K2C1)λ0 + (K1C

2
1 −∆gapC1) = 0, (3.148)

which has an explicit expression:

λbasin ≜
−(Cbar +K2C1) +

√
(Cbar +K2C1)2 − 4K3(K1C2

1 −∆gapC1)

2K3

.

(3.149)
• Increment bound for theW block λW

inc :

λW
inc ≜

C2(θ − ρ∗)− ησ1(A)2(∥H0∥2 + C2)C1

ησ1(A)2
√
md
C2

. (3.150)

• Increment bound for theH block λH
inc:

λH
inc ≜

C2(θ − ρ∗)− η(
√
L+ C2)C1

η
√
nd
C2

. (3.151)
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That is, λ0 ≤ min{λbasin, λ
W
inc , λ

H
inc}.

3. Conditions on C2:
• Lower bounds:

– Strict positivity: C2 > 0

– Capacity for theW-block infinite drift:

C2 >
ησ1(A)2(∥H0∥2 + C2)C1

θ − ρ∗
, (3.152)

which implicitly assumes
C1 < (θ − ρ∗)/ησ1(A)2. (3.153)

– Capacity for theH-block infinite drift:

C2 >
η(
√
L+ C2)C1

θ − ρ∗
, (3.154)

which implicitly assumes
C1 < (θ − ρ∗)/η. (3.155)

• Upper bounds:
– Linear Gap Positivity Cmax

2 : To ensure that K4 < θ−ρ∗
2

, which guaran-
tees that ∆gap > 0, C2 must be bounded by the positive root of a relevant
quadratic. Specifically:

C2 ≤ Cmax
2 ≜

−
(
2ησ1(A)2∥H0∥2 + 2η

√
L
)

2 (ησ1(A)2 + η)

+

√
S1 + S2

2 (ησ1(A)2 + η)
,

where S1 ≜
(
2ησ1(A)2∥H0∥2 + 2η

√
L
)2

,

S2 ≜ 2
(
ησ1(A)2 + η

)
(θ − ρ∗). (3.156)

– Initialization Floor Bounds: We need εH ≥ 2C2 to ensure H0 ≥ 2C2 and
forW0 ≥ 2C2 we need:

α0amin − cBΦ ≥ 2C2, (3.157)
where BΦ is given in equation (3.24).
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Principal goal of these conditions

Here, the principal goal is NOT to verify the absence of contradictions between these condi-
tions. We only derive and state the necessity of them such that, if no contradiction is present
between the upper and lower bounds, then P1,P2, and P3 hold.

Proof:
We prove that the joint hypothesisH(t) = P1(t)∧P2(t)∧P3(t) holds for all t ≥ 0 by induction.

Base case (t = 0):

1. P1(0) states ∥r0∥ ≤ C1θ
0. By exact definition, C1 ≜ ∥r0∥. Note that since θ0 = 1, we

have ∥r0∥ ≤ C1, which holds identically.
2. P2(0) states ∥W0 −W0∥F ≤ C2. Since ∥0∥F = 0, and by the lower bound C2 > 0, this

holds strictly.
3. P3(0) states ∥H0 −H0∥F ≤ C2. By identical logic, this holds strictly.

Thus, the base caseH(0) holds.

Inductive step:

Assume the joint hypothesis H(s) holds for all integers 0 ≤ s ≤ t. We must rigorously
proveH(t+ 1), which requires proving P1(t+ 1), P2(t+ 1), and P3(t+ 1).

Step 1: Prove P1(t+ 1)

Because P2(s) and P3(s) hold for all 0 ≤ s ≤ t, the induction region constraints are satisfied.
Because P1(s) holds, the envelope bound is satisfied. Therefore, we invoke the strict bound on
the nonlinearity ξt from Result 3, evaluated with the exact barrier sequence λt = λ0θ

t:
∥ξt∥ ≤ K1(C1θ

t)2 + (K2λ0θ
t +K4)(C1θ

t) +K3(λ0θ
t)2. (3.158)

From the exact one-step state dynamics norm bound, we have:
∥rt+1∥ ≤ ρ∗∥rt∥+ λtCbar + ∥ξt∥. (3.159)

Substitute ∥rt∥ ≤ C1θ
t, λt = λ0θ

t and the strict bound for ∥ξt∥:
∥rt+1∥ ≤ ρ∗C1θ

t + λ0θ
tCbar +K1C

2
1θ

2t +K2λ0C1θ
2t +K4C1θ

t +K3λ
2
0θ

2t. (3.160)

Because the geometric rate satisfies 0 < θ < 1, we hold the strict inequality θ2t ≤ θt. By re-
placing θ2t with θt on the strictly positive quadratic terms, we maintain a strict upper bound. We
factor the common term θt from the entire right-hand side:

∥rt+1∥ ≤ θt
[
ρ∗C1 + Cbarλ0 +K1C

2
1 +K2C1λ0 +K4C1 +K3λ

2
0

]
. (3.161)
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To prove P1(t + 1), which requires ∥rt+1∥ ≤ C1θ
t+1, it is sufficient to prove that the bracketed

expression is less than or equal to C1θ:
ρ∗C1 + Cbarλ0 +K1C

2
1 +K2C1λ0 +K4C1 +K3λ

2
0 ≤ C1θ. (3.162)

We subtract (ρ∗C1 +K4C1) from both sides:
K3λ

2
0 + (Cbar +K2C1)λ0 +K1C

2
1 ≤ C1(θ − ρ∗ −K4). (3.163)

By exact definition,∆gap ≜ (θ−ρ∗)−K4. We subtractC1∆gap fromboth sides to form a quadratic
inequality w.r.t. λ0:

K3λ
2
0 + (Cbar +K2C1)λ0 + (K1C

2
1 −∆gapC1) ≤ 0. (3.164)

By the assumed condition on C1, i.e. K1C1 < ∆gap, the constant term of this quadratic is strictly
negative. Therefore, a strictly positive root λbasin exists. By the assumed condition on the bar-
rier, λ0 ≤ λbasin. Because λ0 falls within the closed interval bounded by the positive root, the
quadratic inequality holds strictly.
Consequently, ∥rt+1∥ ≤ θt(C1θ) = C1θ

t+1. Thus, P1(t+ 1) holds.

Step 2: Prove P2(t+ 1)

We bound the total distance from initialization by summing the one-step increments ofW via the
triangle inequality:

∥Wt+1 −W0∥F ≤
t∑

s=0

∥Ws+1 −Ws∥F . (3.165)

The explicit one-step increment for theW block is:
Ws+1 −Ws = −ηAA⊤RsH

⊤
s + ηλsAA⊤W⊙(−1)

s . (3.166)

By taking the Frobenius norm, applying the triangle inequality, and using submultiplicativity:
∥Ws+1 −Ws∥F ≤ η∥AA⊤∥2∥H⊤

s ∥2∥Rs∥F + ηλs∥AA⊤∥2∥W⊙(−1)
s ∥F . (3.167)

By the induction hypotheses for all s ≤ t, we substitute ∥AA⊤∥2 = σ1(A)2, ∥Hs∥2 ≤ ∥H0∥2 +
C2, and the strict inverse bound ∥W⊙(−1)

s ∥F ≤
√
md
C2

. Furthermore, ∥Rs∥F ≤ ∥rs∥ ≤ C1θ
s.

Therefore, we get:

∥Ws+1 −Ws∥F ≤ ησ1(A)2(∥H0∥2 + C2)C1θ
s + ησ1(A)2

√
md

C2

λ0θ
s. (3.168)

Summing this exact expression from s = 0 to t, we get:

∥Wt+1 −W0∥F ≤

[
ησ1(A)2(∥H0∥2 + C2)C1 + ησ1(A)2

√
md

C2

λ0

]
t∑

s=0

θs. (3.169)
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Because θ > 0, the finite sum is strictly bounded by the infinite geometric series limit:
t∑

s=0

θs <
∞∑
s=0

θs =
1

1− θ
=

1

θ − ρ∗
. (3.170)

Substitute this strictly into the bound, we get:

∥Wt+1 −W0∥F <
ησ1(A)2(∥H0∥2 + C2)C1 + ησ1(A)2

√
md
C2

λ0

θ − ρ∗
. (3.171)

To prove P2(t + 1), we must guarantee this quantity is less than or equal to C2. We set up the
required inequality:

ησ1(A)2(∥H0∥2 + C2)C1 + ησ1(A)2
√
md
C2

λ0

θ − ρ∗
≤ C2. (3.172)

Multiply both sides by (θ − ρ∗) and isolate the term containing λ0:

ησ1(A)2
√
md

C2

λ0 ≤ C2(θ − ρ∗)− ησ1(A)2(∥H0∥2 + C2)C1. (3.173)

Dividing by the exact coefficient of λ0 produces:

λ0 ≤
C2(θ − ρ∗)− ησ1(A)2(∥H0∥2 + C2)C1

ησ1(A)2
√
md
C2

. (3.174)

This right-hand side is the exact definition of λW
inc. The non-negativity of λW

inc also assumes equa-
tions (3.152) and (3.153).Because the assumption explicitly mandates λ0 ≤ λW

inc, the inequality
holds. Thus, ∥Wt+1 −W0∥F ≤ C2, proving P2(t+ 1).

Step 3: Prove P3(t+ 1)

We apply identical algebraic derivation to theH block. The explicit one-step increment is:
Hs+1 −Hs = −ηW⊤

s Rs + ηλsH
⊙(−1)
s . (3.175)

Taking the Frobenius norm and applying the induction hypotheses exactly as before,
with ∥Ws∥2 ≤ ∥W0∥2 + C2 =

√
L+ C2 and ∥H⊙(−1)

s ∥F ≤
√
nd
C2

:

∥Hs+1 −Hs∥F ≤ η(
√
L+ C2)C1θ

s + η

√
nd

C2

λ0θ
s. (3.176)

Summing from s = 0 to t and substituting the strict upper limit for the geometric series:

∥Ht+1 −H0∥F <
η(
√
L+ C2)C1 + η

√
nd
C2

λ0

θ − ρ∗
. (3.177)

We enforce that this strict upper bound is less than or equal to C2:
η(
√
L+ C2)C1 + η

√
nd
C2

λ0

θ − ρ∗
≤ C2. (3.178)
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Isolating the term containing λ0:

η

√
nd

C2

λ0 ≤ C2(θ − ρ∗)− η(
√
L+ C2)C1. (3.179)

Dividing by the coefficient of λ0 yields:

λ0 ≤
C2(θ − ρ∗)− η(

√
L+ C2)C1

η
√
nd
C2

. (3.180)

This right-hand side is exactly the definition of λH
inc. The non-negativity ofλH

inc also assumes equa-
tions (3.154) and (3.155).Because the assumption explicitly mandates λ0 ≤ λH

inc, the inequality
holds. Thus, ∥Ht+1 −H0∥F ≤ C2, proving P3(t+ 1).
In summary, the joint hypothesisH(t+ 1) holds. We are done.■

3.2.8 The neccessities (and pitfalls) of those conditional statements

Here, I would like to address the neccessities of a few conditional statements that hasn’t been
explicitly mentioned or used in the ”proof” of proposition 3.2.7, as well as some related pitfalls
and methods to relax those conditions.

On the neccessities of equations (3.152) and (3.154)

Recall theW block increment bound λW
inc for λ:

λW
inc ≜

C2(θ − ρ∗)− ησ1(A)2(∥H0∥2 + C2)C1

ησ1(A)2
√
md
C2

. (3.181)

We need λ ≤ λW
inc for P2 to hold, i.e. the total drift on W block can be controlled. Equation

(3.152) ensures that λW
inc ≥ 0. By symmetry, equation (3.154) ensures that λH

inc ≥ 0.

On the neccessity and pitfalls of equation (3.147)

Recall the condition:
K1C1 < ∆gap, (3.182)

where∆gap = (θ−ρ∗)−K4. This condition strictly arises to prevent a contradiction between the
lower bound and the upper bound of the initial barrier weight λ0. Again, the barrier weight λ0

at initialization is mandated to satisfy:

1. Lower Bound: λ0 > 0 (The barrier weight must be strictly positive).
2. Upper Bound: λ0 ≤ λbasin (To ensure the initial residual remains strictly inside the geo-

metric decay envelope during the inductive step).
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To avoid a contradiction between these two bounds, the valid interval (0, λbasin] must be non-
empty. This requires us to strictly guarantee:

λbasin > 0. (3.183)

By definition in Result 4,λbasin is the positive real root of the following quadratic equationw.r.t.λ0:
K3λ

2
0 + (Cbar +K2C1)λ0 + (K1C

2
1 −∆gapC1) = 0. (3.184)

Let f(λ0) denote this quadratic function. Note that:

• The leading coefficientK3 is strictly positive.
• The linear coefficient (Cbar +K2C1) is strictly positive.

Because f(λ0) is a parabola opening upwards with a strictly positive slope at λ0 = 0, the only
way for it to possess a strictly positive real root (λbasin > 0) is if the constant term evaluates to a
strictly negative value:

K1C
2
1 −∆gapC1 < 0. (3.185)

Because the initial stacked residualC1 is strictly positive, we divide the entire inequality byC1 to
obtain:

K1C1 < ∆gap ⇐⇒ K1C1 < (θ − ρ∗)−K4. (3.186)

By substituting the explicit algebraic definitions ofK1, C1, andK4 into this strict requirement, we
obtain the following inequality that involves the high-probability RMT statement at initialization,
which is:

η2σ1(A)2(∥H0∥2 + C2)(
√
L+ C2)

[
2C2c∥AΦ1d1

⊤
n ∥F

+ 2C2

(
2C2 + cBΦ

amin

)
d∥A1n1

⊤
n ∥F + ∥A∥F

]
< (θ − ρ∗)− C2

[
ησ1(A)2(2∥H0∥2 + C2) + η(2

√
L+ C2)

]
. (3.187)

In addition to the difficulty of verifying such statement, one of the undesirable things is that we
can only show such a C2 exist, but it would be difficult to pin down a specific and handy value
for C2.

On the neccessity of equation (3.156)

Recall the linear stability gap is defined as ∆gap ≜ (θ − ρ∗) − K4, and we have required that
K1C1 < ∆gap, and this implicitly assumes∆gap is positive. For this we will need:

K4 < θ − ρ∗. (3.188)

One may check thatK4(C2) is a strictly increasing function of C2 withK4(0) = 0. By definition,
θ ≜ 1+ρ∗

2
and so θ−ρ∗ > 0. Therefore, we defineCmax

2 to be the root ofK4(C
max
2 ) = (θ−ρ∗)/2,
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so that ∆gap = θ−ρ∗
2

at Cmax
2 . 4 Expanding the condition K4 = θ−ρ∗

2
gives us a quadratic in C2,

which is:
(ησ1(A)2 + η)C2

2 + (2ησ1(A)2∥H0∥2 + 2η
√
L)C2 −

θ − ρ∗
2

= 0. (3.189)
Because the leading coefficient is strictly positive and the constant term is strictly negative, we
have exactly one positive root and one negative root. Then the positive root Cmax

2 has a closed
form solution in terms of the coefficients of this qradratic, which is precisely equation (3.156).

Untangling the geometric rate θ from the linear contraction ρ∗

In Xu et al. (2024), they authors have nice plug-ins for ρ∗ and θ, so that it happens that θ is the
mid-point between 1 and ρ∗. Here, due to the fact that we do not know the precise value of smax,
but only an upper bound in proposition 3.2.7, we only obtain an upper bound on ρ∗. This also
limits our capacity to pin down a specific value of θ. In their proof, due to θ being exactly at the
midpoint, the distance to the linear rate (θ − ρ∗) and the distance to the stability ceiling (1− θ)
are forced to be algebraically identical. While this simplifies the resulting bounds by allowing
a single denominator to describe both the one-step induction gap and the infinite series limit, it
artificially restricts the flexibility of the proof.
To derive a tighter and more generalized feasibility region for our hyperparameters, we untangle
these two rates. We define θ as a free parameter bounded strictly within the active interval:

ρ∗ < θ < 1. (3.190)
By decoupling θ, we explicitly separate the two fundamental bottlenecks of the trajectory analysis:

1. The Induction Gap (θ − ρ∗): This quantity represents the one-step buffer available to
absorb the non-linear residual ξt. Maximizing this gap (by pushing θ → 1) allows the
algorithm to tolerate a larger initial error C1, thereby widening the theoretical basin of
attraction.

2. The Infinite Drift Limit (1 − θ): This quantity controls the absolute distance the state
matrices Wt and Ht can drift from their initialization. Because the total accumulated
trajectory length is bounded by the geometric series

∑∞
s=0 θ

s = 1
1−θ

, maximizing this
gap (by pushing θ → ρ∗) minimizes the total landscape drift C2. This is mathematically
critical to ensure the trajectory does not leave the region where the linear approximation
G0 remains valid.

To see exactly how this infinite drift limit dictates the basin of attraction, we trace the accumu-
lation of the matrix state errors. Consider the one-step increment for the H-block. Isolating the
primary drift driven by the gradient of the residual, we take the Frobenius norm and apply the
sub-multiplicative property:

∥Hs+1 −Hs∥F ≤ η∥Ws∥2∥Rs∥F . (3.191)
4De facto, we have requiredK4 ≤ θ−ρ∗

2
. The choice for this ratio 1/2 is to balance the restrictions on C1 and C2. If this ratio

is 0.99, then we do have a looser bound onC2. We then have∆gap ≥ 0.01(θ−ρ∗). Since we also needK1C1 < ∆gap, this would
requireK1C1 < 0.01(θ− ρ∗), meaning that the initializationsW0 andH0 must be exceptionally close to the exact solutions to
make C1 tiny enough. Similar story holds if this ratio is extremely small.
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By substituting the induction hypothesis for the state bound ∥Ws∥2 ≤
√
L+C2 and the geometric

decay envelope of the residual ∥Rs∥F ≤ C1θ
s, the one-step distance is strictly bounded by:

∥Hs+1 −Hs∥F ≤ η(
√
L+ C2)C1θ

s. (3.192)
To find the maximum possible distance the trajectory can drift from its initialization H0 over all
time steps, we sum these increments using the triangle inequality:

∥Ht+1 −H0∥F ≤
t∑

s=0

∥Hs+1 −Hs∥F ≤ η(
√
L+ C2)C1

t∑
s=0

θs. (3.193)

Because the geometric rate satisfies θ ∈ (0, 1), the finite sum is strictly bounded by the infinite
geometric series limit

∑∞
s=0 θ

s = 1
1−θ

. Substituting this limit provides the absolute maximum
trajectory length:

∥Ht+1 −H0∥F <
η(
√
L+ C2)C1

1− θ
. (3.194)

For the induction hypothesis P3(t + 1) to hold, we must guarantee that this total accumulated
drift never exceeds our designated neighborhood radius C2. Therefore, we must allocate a strict
baseline capacity for C2:

C2 >
η(
√
L+ C2)C1

1− θ
. (3.195)

This also implictly assumes that
C1 <

1− θ

η
. (3.196)

Therefore, by leaving θ free, we can explicitly derive the basin of attraction directly from this drift
constraint. This simplification explicitly reveals the fundamental tradeoff that was obscured by
the midpoint trick: treating θ as a free variable proves that an aggressive learning rate η or a slow
geometric decay θ → 1 strictly upper-bounds the maximum allowable initialization error C1.
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Chapter 4

Numerics

The preceding chapters establish a vocabulary for NMF and two families of initialization schemes
derived from spectral sketching. What remains is to ask, in a controlled empirical setting, whether
the analytical guarantees translate into measurable convergence advantages, and how those ad-
vantages depend on the geometry of the data. This chapter reports a single sweep that fixes
everything except the three nuisance variables (data regime, base solver, initialization), and lets
each curve speak for itself.
The sweep is organized around three orthogonal axes. The data axis controls the matrixA: eight
simplex regimes drawn from aDirichlet or logit-normal distribution under the binary tags density,
geometry, and conditioning, together with two reference matrices that are random non-negative
low-rank products. The solver axis ranges over the five base methods derived in Chapters 1–3
(MU, HALS, AltPGD, PGD, ADMM). The initialization axis enumerates nine schemes: four de-
terministic baselines and five randomized schemes including the Ward–Kolda family of Chapter
2 Ward and Kolda (2023). For each of the resulting 5 × 10 = 50 configurations, every stochas-
tic initialization is averaged over five seeds; the deterministic schemes contribute a single curve.
The chapter reports, for each (solver, regime) pair, the relative reconstruction error against the
iteration count, and the absolute objective against wall-clock time.

4.1 Data matrices

4.1.1 Simplex data via Dirichlet and logit-normal

The simplex regime fixes the ambient dimension at m = 3 and draws the columns of A from a
probability distribution supported on the 2-simplex

∆2 =
{
x ∈ R3

+

∣∣ x1 + x2 + x3 = 1
}
. (4.1)

Two distributions on∆2 are used. The Dirichlet distribution is sampled via gamma quotients:
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Definition 4.1.1: Dirichlet sampling on∆K−1

Fix a concentration vector α = (α1, . . . , αK) with αk > 0. Draw gk
i.i.d.∼ Gamma(αk, 1)

for k = 1, . . . , K and set
hk =

gk∑K
j=1 gj

. (4.2)

Then h = (h1, . . . , hK) ∼ Dir(α) on∆K−1.

The logit-normal distribution composes a Gaussian on RK with the softmax map.

Definition 4.1.2: Logit-normal sampling on∆K−1

Fix a meanµ ∈ RK and a positive-semidefinite covarianceΣ ∈ RK×K . Draw z ∼ N (µ,Σ)
and set

hk =
exp(zk)∑K
j=1 exp(zj)

. (4.3)

Then h lies in the interior of∆K−1.

Three qualitative tags discriminate the regimes used in the sweep: density (sparse vs. dense),
geometry (scattered vs. concentrated), and conditioning (well vs. ill). Each tag corresponds to a
specific lever on the distribution parameters, summarized in Table 4.1.
Table 4.1: Qualitative property tags and the parameter levers that realize them. Adapted from
Ward andKolda (2023)-style spectral-control intuitions; full discussion in the preceding chapters.

Target property Dirichlet lever Logit-normal lever
Sparse rows αi → 0 diag(Σ) → ∞
Dense rows αi ≫ 1 diag(Σ) → 0
Concentrated cloud

∑
i αi → ∞ diag(Σ) → 0

Scattered cloud
∑

i αi → 0 diag(Σ) → ∞
Uniform spectral decay Symmetric αi ≤ 1 Symmetric µ, large diagonalΣ, zero covariance
Fast spectral decay Skewedα or large

∑
αi Positive off-diagonals inΣ or skewed µ

Two of the eight nominal 23 combinations are structurally infeasible. A concentrated cloud col-
lapses to a near-rank-1 matrix, so (concentrated,well-conditioned) is incompatible: the data layer
enforces this with a hard override. Themirror image, (scattered, ill-conditioned), is also dropped:
a uniformly spread cloud spans the full simplex and is therefore well-conditioned by construc-
tion; declaring it ill-conditioned would require an artificial skew that contradicts the scattered tag.
The four admissible options remain, listed in Table 4.2 along with the parameter values used.
Table 4.2: The four admissible simplex regimes and their parameter values, as resolved in the data
layer.

Option Tag triple Dirichlet α Logit-normal (µ,Σ)
1 dense, scattered, well (1.0, 1.0, 1.0) µ = 0,Σ = 1.0 I3
2 dense, concentrated, ill (50, 50, 50) µ = 0,Σ = 0.01 I3
3 sparse, scattered, well (0.3, 0.3, 0.3) µ = 0,Σ = 8.0 I3
4 sparse, concentrated, ill (50, 0.3, 0.3) µ = (4, 0, 0)⊤,Σ = 0.05 I3

After the simplex sample is drawn, the columns ofA are multiplied by a fixed radial scale ρ ≥ 0
before any optional additive noise is applied. The radial scale unlocks what is sometimes called
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radial freedom: it decouples sparsity from scatter by allowing the entire point cloud to be shifted
away from the origin into the interior of R3

+, where rows can be widely scattered without any
entry hitting zero. In the present sweep ρ is fixed at 1.0, so columns remain on∆2 itself.

4.1.2 Reference matrices

Two non-simplex regimes complete the data axis. Both are built by drawing W⋆ ∈ Rm×r
+

and H⋆ ∈ Rr×n
+ entrywise i.i.d. U [0, 1], then setting A = W⋆H⋆ at dimensions m = n =

100, r = 5:

• wardkolda — the noise-free product A = W⋆H⋆. The data layer additionally records
the singular spectrum {σi(A)} that the Ward–Kolda initializations consume to set their
scaling constants σ1 in Table 4.5.

• synthetic noisy — additive Gaussian noise of standard deviation σ, clipped at
zero:A = max{0, W⋆H⋆ + σN} withN i.i.d. N (0, 1).

For the present sweep, wardkolda sets σ = 0 and synthetic noisy sets σ = 0.05; the two
reference regimes share the sameW⋆H⋆ but differ in whether (and how strongly) the product is
perturbed.

4.1.3 Data clouds and the existence of exact NMFs

Before turning to convergence trajectories, we exhibit the actual matrix A that the solvers see
in each regime, and record whether the corresponding rank-d NMF problem admits an exact
factorization. The two questions are not independent: an empirical relative-error curve that drops
to 10−12 is informative only if zero is reachable in principle, and a curve that plateaus above zero
may either reflect a sluggish solver or a hard floor imposed by the data.

How the visualizations are constructed

The four simplex regimes are intrinsically three-dimensional: every column ofA is a vector inR3
+,

so the scatter plots in Figures 4.1–4.4 are direct renderings of the raw data, with the reference 2-
simplex∆2 overlaid as a translucent triangle.
The reference matrices wardkolda and synthetic noisy live in R100; they are not visualized
here as point clouds because any 3D projection of a 100-dimensional cloud risks giving amislead-
ing impression of its actual geometry. The textual specification in §4.1.2 together with the rank
and noise summary in Table 4.6 is sufficient to pin down the matrices used in the sweep.
Every 3D axes is rendered with (azimuth, elevation) = (165◦, 15◦), slightly to the right of MAT-
LAB’s canonical view and at a low elevation, so deviations from a planar arrangement read as
cloud thickness rather than as foreshortening.
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When does an exact NMF exist?

A rank-dNMF problemminW,H≥0
1
2
∥A−WH∥2F has an exact optimum if and only ifA = WH

for some W ∈ Rm×d
+ and H ∈ Rd×n

+ , in which case the minimum relative error is 0 (up to
floating-point round-off). The six regimes of the sweep split cleanly along this divide:

• Simplex options 1–4 (Dirichlet and logit-normal alike, Figures 4.1–4.4). The data layer
fixesm = 3, n = 500, and the factorization rank is auto-clamped from 10 down to d = 3
to satisfy d ≤ min(m,n). The trivial factorization W = I3, H = A is non-negative and
gives WH = A exactly, so the minimum relative error is 0. Exact NMFs exist for every
simplex regime in this sweep.

• wardkolda. The data matrix is the noise-free product A = W⋆H⋆ with W⋆ ∈ R100×5
+

and H⋆ ∈ R5×100
+ drawn entrywise i.i.d. U [0, 1]. The pair (W⋆,H⋆) already gives a

non-negative rank-5 factorization ofA, and paddingW⋆ with five zero columns andH⋆

with five zero rows extends it to a non-negative rank-10 factorization without changing
the product. Exact NMF exists at d = 10, with minimum relative error 0.

• synthetic noisy. After noise and clipping,A = max{0, W⋆H⋆ + σN} is generically
full rank (rank ≈ min(m,n) = 100), so it cannot be written as a product of a 100 × 10
and a 10× 100matrix. No exact rank-10 NMF exists, and the minimum relative error is
strictly positive. In the present runs the curves plateau at a relative error≈ 0.033, which is
below the oracle reference ∥A−W⋆H⋆∥F/∥A∥F ≈ 0.038: the over-parameterised rank-
d = 10 model can absorb part of the noise into its five surplus components, and beating
the signal-recovery residual is the expected consequence rather than a paradox.

The summary is that five of the six regimes admit an exact rank-d NMF and the residual curves
can in principle descend to zero; only synthetic noisy has a hard positive floor. The figure
captions in the results sections re-state this distinction so the reader does not need to consult this
table when reading the convergence plots.

4.2 Base solvers

The five base solvers under comparison are recapitulated in Table 4.3; full derivations and con-
vergence theory live in the preceding chapters.
Table 4.3: The five base solvers under comparison. The active-set column indicates whether iter-
ates expose a binary indicator [W ≤ τ ; H ≤ τ ] that supports the Hamming-distance manifold-
stability metric (not reported in the figures below; available in the raw run output for the four
projection-style solvers).

Solver Update style Step-size / penalty Active set
MU MU on both blocks (alternating) — no
HALS Coordinate-wise column / row updates

withmax{0, ·} truncation
— yes

AltPGD Gauss–Seidel projected gradient constant η = 10−3 yes
PGD Jacobi (joint) projected gradient constant η = 10−3 yes
ADMM Augmented-Lagrangian splitting with non-

negativity dual
penalty ρ (default) yes
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OPTION 1   (dense, scattered, well)   — columns of A on the 2-simplex

0
0

0.2

0.4

0.6

0.8

1

0.5

a2

a 3
DIRICHLET   |   option 1   (dense, scattered, well)

, = (1, 1, 1)
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LOGITNORMAL   |   option 1   (dense, scattered, well)
7=(0, 0, 0)   '=diag(1, 1, 1)

N = 500   < = [12.917, 6.453, 6.224]   <3/<1 = 4.82e-01
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Figure 4.1: Option 1— dense, scattered, well-conditioned. Left: Dirichletwithα = (1, 1, 1) (uniform
on∆2). Right: logit-normal with µ = 0,Σ = I3. Columns ofA ∈ R3×500 are scattered directly
inR3

+; the dashed triangle marks∆2. Exact NMF exists at d = 3 (trivial factorizationW = I3,H =
A); minimum rel. error= 0.

The four projection-style solvers all implement x 7→ max{0,x} as their proximal operator and
therefore expose a well-defined active set at every iterate; MU operates strictly inside the posi-
tive orthant and never zeros an entry through projection, which is why no active-set evolution is
tracked for it.

4.3 Initialization schemes

Nine initializations populate the comparison axis. The four deterministic schemes are summa-
rized in Table 4.4; the five randomized schemes follow in Table 4.5. The randomized schemes are
averaged over Nrandom = 5 independent seeds; the figures plot the seed-mean curve as the bold
trace and the seed-spread as a translucent band around it. Within each random seed, the four
Ward–Kolda variants share their Φ draws so that any difference in the resulting curves reflects
the formula, not the realization.

Table 4.4: Deterministic initializations.
Scheme Construction
svd Truncated SVD ofA, split asW0 = max{0,UdΣ

1/2
d },H0 = max{0,Σ1/2

d V⊤
d }. Hard clip;

no per-component sign selection.
nndsvd Non-negative Double SVD Boutsidis and Gallopoulos (2008): each rank-1 component split into

its positive and negative parts and the dominant pair retained, then thresholded at 0.
nndsvda NNDSVD with zeros replaced bymean(A)/100; identical otherwise.
spa Successive Projection Algorithm Gillis (2020): greedily selects d columns of A whose resid-

ual norms are maximized in turn, withH0 recovered column-by-column by non-negative least
squares.
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OPTION 2   (dense, concentrated, ill)   — columns of A on the 2-simplex
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LOGITNORMAL   |   option 2   (dense, concentrated, ill)
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a1

00.20.41 0.60.81

Figure 4.2: Option 2 — dense, concentrated, ill-conditioned. α = (50, 50, 50); Σ = 0.01 I3. The
cloud collapses to a near-rank-1 cluster around the centroid (1

3
, 1
3
, 1
3
) of ∆2; the singular value

ratio σ3/σ1 drops by an order of magnitude relative to Option 1. Exact NMF exists at d = 3;
minimum rel. error= 0.

OPTION 3   (sparse, scattered, well)   — columns of A on the 2-simplex
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Figure 4.3: Option 3 — sparse, scattered, well-conditioned. α = (0.3, 0.3, 0.3); Σ = 8 I3. Mass
concentrates at the three vertices of∆2, approximating a scaled permutation of I3 when restricted
to any three sample columns. Exact NMF exists at d = 3; minimum rel. error= 0.
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OPTION 4   (sparse, concentrated, ill)   — columns of A on the 2-simplex
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LOGITNORMAL   |   option 4   (sparse, concentrated, ill)
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Figure 4.4: Option 4 — sparse, concentrated, ill-conditioned. α = (50, 0.3, 0.3) for Dirichlet; µ =
(4, 0, 0)⊤, Σ = 0.05 I3 for logit-normal. A single dominant corner attracts essentially all prob-
ability mass; the cloud is the worst-conditioned of the four options. Exact NMF exists at d = 3;
minimum rel. error= 0.

Table 4.5: Randomized initializations. The Ward–Kolda variants use half-normal sub-Gaussian
sketches Φ1 ∈ Rn×d, Φ2 ∈ Rn×d, ΦrX ∈ Rm×d, ΦrY ∈ Rn×d drawn once per seed. The
constants C = 4, ν = 10−10, D = Cν/9 follow the paper’s defaults; σ1 is the leading singular
value of A. The factor convention is the project’s (W0,H0); the paper’s (X0,Y0) map back
viaW0 = X0,H0 = Y⊤

0 .
Scheme Construction
random W0,H0 entrywise i.i.d. U [0, 1].
wk proposed X0 = 1√

n
√

dC σ1
AΦ1,Y0 =

√
nD σ1 Φ2.

wk colspan X0 = 1

10
√
d
AΦ1,Y0 = 1

10
√
n
Φ2.

wk random X0 = 1
10

√
m

ΦrX ,Y0 = 1
10

√
n
ΦrY .

wk random asym X0 = 1√
n

1
10

√
m

ΦrX ,Y0 =
√
n 1

10
√
n
ΦrY .

4.4 Hyperparameters

Table 4.6 collects every numerical constant that is held fixed across the sweep. All sweeps were
driven froma singlemaster harness that re-instantiated the datamatrix and the nine initializations
for every (solver, regime) combination.

4.5 Results

4.5.1 MU

MU is the gentlest of the five: its ratio rule keeps every entry strictly positive, so the curves are
determined entirely by the magnitudes of the initial factors rather than their support pattern.

91



Table 4.6: Experimental hyperparameters held fixed across the sweep.
Parameter Value Role
Factorization rank d 10 (clamped to 3 on simplex data) inner dimension ofWH
Step size η (AltPGD, PGD) 10−3 constant projected-gradient step
WK constant C 4 scaling on wk proposedX0

WK constant ν 10−10 feedsD = Cν/9
Seeds per randomized init 5 seed-averaged curves and bands
Iteration cap 5 000 hard iteration budget
Wall-clock cap 60 s hard wall-clock budget
Relative-objective tolerance 10−8 inner stopping rule on |F t − F t−1|/F t−1

Data-generation seed 42 global determinism forA
Simplex column count 500 columns ofA in the simplex regime
Reference-matrix size 100× 100, r = 5 A in the reference regime
Noise std. deviation 0.05 for synthetic noisy; 0 otherwise applied only to the noisy regime

Differences between initializations therefore manifest as different starting plateaus rather than
different long-term trajectories.
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wkcolspan (n=5 runs)  [init mean=9.003e+01]
wkrandom (n=5 runs)  [init mean=1.255e+02]
wkrandomasym (n=5 runs)  [init mean=1.255e+02]

(b) Dirichlet, obj. vs. time
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(c) Logit-normal, rel. err. vs. iter
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(d) Logit-normal, obj. vs. time

Figure 4.5: MU on Option 1 (dense, scattered, well-conditioned). Rows compare the two simplex
distributions; columns compare the iteration- and time-axis metrics. Exact NMF exists at d = 3;
minimum rel. error= 0.

Across the five MU figures the order of the initializations stabilizes within a few dozen itera-
tions and then remains essentially unchanged. NNDSVD and NNDSVD-a start lower and stay
lower in every regime; the Ward–Kolda variants begin a constant factor higher but track the same
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(b) Dirichlet, obj. vs. time
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(c) Logit-normal, rel. err. vs. iter
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(d) Logit-normal, obj. vs. time

Figure 4.6: MU on Option 2 (dense, concentrated, ill-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

asymptote. The collapse of Option 2 and Option 4 onto a near-stationary band reflects the rank-1
lock: when the data is one effective dimension, only the leading rank of WH contributes to the
objective and the remaining d− 1 columns drift inside a flat region of the loss surface.

4.5.2 HALS

HALS updates one column of W (and the matching row of H) at a time, projecting onto the
non-negative orthant after each. The active set therefore evolves visibly even when the gradient
norm is small.
HALS reaches lower asymptotic error than MU on every regime but takes longer per iteration
in wall-clock terms. SPA is the strongest initialization on the simplex regimes that satisfy sep-
arability (Options 1 and 3 with the Dirichlet distribution); on the concentrated regimes it loses
to NNDSVD because its column selection latches onto the rank-1 cluster. The variance bands of
the randomized initializations narrow within a few hundred iterations, indicating that HALS’s
column-wise updates erase the initial randomness more aggressively than MU’s ratio rule.
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(b) Dirichlet, obj. vs. time
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(c) Logit-normal, rel. err. vs. iter
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(d) Logit-normal, obj. vs. time

Figure 4.7: MU on Option 3 (sparse, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

4.5.3 AltPGD

AltPGD performs alternating projected-gradient steps with the fixed step size η = 10−3. Because
the step size is constant rather than 1/Lt, the early iterates can take larger jumps than HALS on
well-conditioned data and smaller jumps when the problem stiffens.
The AltPGD curves accentuate the sensitivity of projection-style methods to the initial active set.
SPA, NNDSVD, and NNDSVD-a place the initialW0 in the column span ofA and therefore start
with a near-zero residual on the rank-3 simplex regimes; the trajectory then refinesH0 rather than
searching for W. Random and Ward–Kolda random initializations begin orders of magnitude
higher and pay an iteration tax for catching up.

4.5.4 PGD

PGD differs from AltPGD only in the update ordering: both gradient blocks are evaluated at the
old iterate (Jacobi) rather than reusing the freshly updatedWt+1 for theH step (Gauss–Seidel).
The two solvers therefore agree at t = 0 and diverge by a small amount thereafter.
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Figure 4.8: MU on Option 4 (sparse, concentrated, ill-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

The PGD curves track AltPGD closely on every regime and reach essentially the same asymptote
within the iteration budget. The narrow gap between the two confirms that the Gauss–Seidel vs.
Jacobi distinction is dominated by the choice of initialization on these problem sizes; the larger
savings from this ordering choice would emerge only when the per-step Lipschitz constants differ
sharply between blocks, which is not the case here.

4.5.5 ADMM

ADMM splits the constraint W ≥ 0 and H ≥ 0 off into auxiliary variables and updates with
an augmented-Lagrangian penalty. Per-iteration cost is higher than for the other four methods
because each outer iteration solves two linear systems; the iteration count therefore reaches a
much lower terminal value within the same time budget.
The relative-error-versus-iteration plots reach a comparable asymptote to AltPGD and PGD in
roughly an order of magnitude fewer iterations, but the wall-clock plots tell a less flattering story:
each ADMM iteration spends most of its time in the inner linear solve, and on the reference ma-
trices the curves run out of the 60-second budget before fully converging. Initialization matters
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(d) synthetic noisy (σ = 0.05), obj. vs. time

Figure 4.9: MU on the two reference matrices. The first row (wardkolda) uses σ = 0; the second
row (synthetic noisy) uses σ = 0.05 and visibly departs from the noiseless baseline. Exact
NMF exists at d = 10 for wardkolda (min. rel. error = 0); synthetic noisy has no exact rank-10
NMF (min. rel. error strictly positive,≈ 0.033 in the runs).

less for ADMM than for the projection-style solvers because the auxiliary variable absorbs the
active-set indicator and resets it implicitly through the dual update.
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(d) Logit-normal, obj. vs. time

Figure 4.10: HALS on Option 1 (dense, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

4.6 Discussion

4.6.1 Which initialization wins, and when

Across the 55 configurations, SPA dominates whenever the data is genuinely separable: the sim-
plex regimes with the Dirichlet distribution and the scattered geometry tag (Options 1 and 3)
are exactly those for which the column-selection assumption is satisfied with margin, and SPA’s
residual-maximizing scheme picks near-vertices of the conical hull. On the concentrated regimes
(Options 2 and 4) the same scheme latches onto whatever cluster center is dominant and pro-
duces a degenerate W0. NNDSVD-a is the most consistent runner-up; its zero-replacement
against mean(A)/100 is what separates it from nndsvd and from raw clipped SVD. The Ward–
Kolda family is competitive on well-conditioned regimes—especially wk proposed, which incor-
porates the leading singular value σ1 in its scaling—but degrades on the rank-1 regimes where σ1

saturates the dynamic range.
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(d) Logit-normal, obj. vs. time

Figure 4.11: HALS on Option 2 (dense, concentrated, ill-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

4.6.2 Solver sensitivity to initialization

The projection-style solvers (HALS, AltPGD, PGD, ADMM) inherit their initial active set and
propagate it through many iterations: a poorly placed W0 can take thousands of iterations to
recover from. MU, in contrast, never lets an entry reach zero exactly, and therefore smooths out a
bad initial support pattern within a few hundred iterations. The flip side is that MU also smooths
out a good initial support pattern: SPA’s near-zero starting residual on Option 1 is preserved by
AltPGD but largely erased by MU before the curves cross. This asymmetry is the empirical face
of the manifold-stability metric (Hamming distance between consecutive active-set indicators)
reported by the four projection solvers in the raw run output; MU exposes no analogue.

4.6.3 Regime-specific anomalies

Options 2 and 4 deserve a separate remark. Both fix the data to a near-rank-1 cluster, and the loss
landscape becomes flat in the d − 1 directions tangent to that cluster. The five solvers all reach
a low absolute objective quickly—because the rank-1 reconstruction is itself low-objective—but
none reduces it further within the iteration budget, regardless of initialization. This is not a defect
of any individual solver; it reflects the geometry that the data layerwas instructed to produce. The
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Figure 4.12: HALS on Option 3 (sparse, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

reference matrices, which are well-conditioned by construction (rank 5 in a 100× 100 ambient),
display none of this pathology: on the noiseless wardkolda regime all five solvers converge to
relative error 10−6 or below given any of the spectral initializations, while on synthetic noisy

with σ = 0.05 the curves plateau at the noise floor instead of continuing to descend. The simplex
findings are therefore not artifacts of the ambient dimension m = 3; they are artifacts of the
spectral collapse that the concentrated tag deliberately induces.
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(d) Logit-normal, obj. vs. time

Figure 4.13: HALS on Option 4 (sparse, concentrated, ill-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) synthetic noisy (σ = 0.05), obj. vs. time

Figure 4.14: HALS on the two referencematrices. Exact NMF exists at d = 10 for wardkolda (min.
rel. error= 0); synthetic noisy has no exact rank-10 NMF (min. rel. error strictly positive).
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(d) Logit-normal, obj. vs. time

Figure 4.15: AltPGD on Option 1 (dense, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.

102



0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
Iteration

10-2

10-1

100

\|A
 - 

W
H

\|_
F 

/ \
|A

\|_
F

Relative Error vs Iteration  (solver: AltPGD)
Dist=dirichlet  |  Density=dense  |  Geom=concentrated  |  Cond=ill  |  N=500  |  RadScale=1.00

svd  [init=9.691e-01]
nndsvd  [init=9.877e-02]
nndsvda  [init=1.013e-01]
spa  [init=3.386e-02]
random (mean, n=5)  [init=1.416e+00]
wkproposed (mean, n=5)  [init=1.000e+00]
wkcolspan (mean, n=5)  [init=7.607e-01]
wkrandom (mean, n=5)  [init=9.989e-01]
wkrandomasym (mean, n=5)  [init=9.989e-01]

(a) Dirichlet, rel. err. vs. iter

0 0.05 0.1 0.15 0.2 0.25
Wall-clock time (seconds)

10-3

10-2

10-1

100

101

102

103

F(
W

,H
)

Objective vs Time  (solver: AltPGD)
Dist=dirichlet  |  Density=dense  |  Geom=concentrated  |  Cond=ill  |  N=500  |  RadScale=1.00

svd  [init=7.939e+01]
nndsvd  [init=8.247e-01]
nndsvda  [init=8.683e-01]
spa  [init=9.693e-02]
random (n=5 runs)  [init mean=1.944e+02]
wkproposed (n=5 runs)  [init mean=8.454e+01]
wkcolspan (n=5 runs)  [init mean=4.892e+01]
wkrandom (n=5 runs)  [init mean=8.436e+01]
wkrandomasym (n=5 runs)  [init mean=8.436e+01]

(b) Dirichlet, obj. vs. time

0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
Iteration

10-2

10-1

100

\|A
 - 

W
H

\|_
F 

/ \
|A

\|_
F

Relative Error vs Iteration  (solver: AltPGD)
Dist=logitnormal  |  Density=dense  |  Geom=concentrated  |  Cond=ill  |  N=500  |  RadScale=1.00

svd  [init=9.771e-01]
nndsvd  [init=6.996e-02]
nndsvda  [init=7.227e-02]
spa  [init=1.416e-02]
random (mean, n=5)  [init=1.419e+00]
wkproposed (mean, n=5)  [init=1.000e+00]
wkcolspan (mean, n=5)  [init=7.587e-01]
wkrandom (mean, n=5)  [init=9.989e-01]
wkrandomasym (mean, n=5)  [init=9.989e-01]

(c) Logit-normal, rel. err. vs. iter

0 0.05 0.1 0.15 0.2 0.25
Wall-clock time (seconds)

10-2

10-1

100

101

102

103

F(
W

,H
)

Objective vs Time  (solver: AltPGD)
Dist=logitnormal  |  Density=dense  |  Geom=concentrated  |  Cond=ill  |  N=500  |  RadScale=1.00

svd  [init=8.014e+01]
nndsvd  [init=4.108e-01]
nndsvda  [init=4.384e-01]
spa  [init=1.684e-02]
random (n=5 runs)  [init mean=1.939e+02]
wkproposed (n=5 runs)  [init mean=8.394e+01]
wkcolspan (n=5 runs)  [init mean=4.832e+01]
wkrandom (n=5 runs)  [init mean=8.376e+01]
wkrandomasym (n=5 runs)  [init mean=8.376e+01]

(d) Logit-normal, obj. vs. time

Figure 4.16: AltPGD on Option 2 (dense, concentrated, ill-conditioned). Exact NMF exists at d =
3; minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.17: AltPGD onOption 3 (sparse, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.18: AltPGD on Option 4 (sparse, concentrated, ill-conditioned). Exact NMF exists at d =
3; minimum rel. error= 0.

105



0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
Iteration

10-3

10-2

10-1

100

101

\|A
 - 

W
H

\|_
F 

/ \
|A

\|_
F

Relative Error vs Iteration  (solver: AltPGD)
Type=wardkolda  |  size=100×100  |  truerank=5  |  noise=0.00

svd  [init=1.169e-01]
nndsvd  [init=1.169e-01]
nndsvda  [init=1.207e-01]
spa  [init=7.922e-02]
random (mean, n=5)  [init=1.206e+00]
wkproposed (mean, n=5)  [init=1.000e+00]
wkcolspan (mean, n=5)  [init=8.216e-01]
wkrandom (mean, n=5)  [init=9.995e-01]
wkrandomasym (mean, n=5)  [init=9.995e-01]

(a) wardkolda, rel. err. vs. iter

0 0.05 0.1 0.15 0.2 0.25 0.3
Wall-clock time (seconds)

10-2

10-1

100

101

102

103

104

105

106

F(
W

,H
)

Objective vs Time  (solver: AltPGD)
Type=wardkolda  |  size=100×100  |  truerank=5  |  noise=0.00

svd  [init=1.152e+02]
nndsvd  [init=1.152e+02]
nndsvda  [init=1.228e+02]
spa  [init=5.294e+01]
random (n=5 runs)  [init mean=1.229e+04]
wkproposed (n=5 runs)  [init mean=8.436e+03]
wkcolspan (n=5 runs)  [init mean=5.696e+03]
wkrandom (n=5 runs)  [init mean=8.428e+03]
wkrandomasym (n=5 runs)  [init mean=8.428e+03]

(b) wardkolda, obj. vs. time

0 500 1000 1500 2000 2500 3000 3500 4000 4500 5000
Iteration

10-2

10-1

100

101

\|A
 - 

W
H

\|_
F 

/ \
|A

\|_
F

Relative Error vs Iteration  (solver: AltPGD)
Type=syntheticnoisy  |  size=100×100  |  truerank=5  |  noise=0.05

svd  [init=1.246e-01]
nndsvd  [init=1.246e-01]
nndsvda  [init=1.293e-01]
spa  [init=6.581e-02]
random (mean, n=5)  [init=1.207e+00]
wkproposed (mean, n=5)  [init=1.000e+00]
wkcolspan (mean, n=5)  [init=8.220e-01]
wkrandom (mean, n=5)  [init=9.995e-01]
wkrandomasym (mean, n=5)  [init=9.995e-01]

(c) synthetic noisy (σ = 0.05), rel. err. vs. iter

0 0.05 0.1 0.15 0.2 0.25 0.3
Wall-clock time (seconds)

100

101

102

103

104

105

106

F(
W

,H
)

Objective vs Time  (solver: AltPGD)
Type=syntheticnoisy  |  size=100×100  |  truerank=5  |  noise=0.05

svd  [init=1.311e+02]
nndsvd  [init=1.311e+02]
nndsvda  [init=1.412e+02]
spa  [init=3.655e+01]
random (n=5 runs)  [init mean=1.231e+04]
wkproposed (n=5 runs)  [init mean=8.440e+03]
wkcolspan (n=5 runs)  [init mean=5.703e+03]
wkrandom (n=5 runs)  [init mean=8.432e+03]
wkrandomasym (n=5 runs)  [init mean=8.432e+03]

(d) synthetic noisy (σ = 0.05), obj. vs. time

Figure 4.19: AltPGD on the two reference matrices. Exact NMF exists at d = 10 for wardkolda
(min. rel. error= 0); synthetic noisy has no exact rank-10 NMF (min. rel. error strictly positive).
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(d) Logit-normal, obj. vs. time

Figure 4.20: PGD on Option 1 (dense, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.21: PGD on Option 2 (dense, concentrated, ill-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.22: PGD on Option 3 (sparse, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.23: PGD on Option 4 (sparse, concentrated, ill-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) synthetic noisy (σ = 0.05), obj. vs. time

Figure 4.24: PGD on the two reference matrices. Exact NMF exists at d = 10 for wardkolda (min.
rel. error= 0); synthetic noisy has no exact rank-10 NMF (min. rel. error strictly positive).
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(d) Logit-normal, obj. vs. time

Figure 4.25: ADMM on Option 1 (dense, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.26: ADMMonOption 2 (dense, concentrated, ill-conditioned). ExactNMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.27: ADMM on Option 3 (sparse, scattered, well-conditioned). Exact NMF exists at d = 3;
minimum rel. error= 0.
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(d) Logit-normal, obj. vs. time

Figure 4.28: ADMM on Option 4 (sparse, concentrated, ill-conditioned). Exact NMF exists at d =
3; minimum rel. error= 0.
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Figure 4.29: ADMM on the two reference matrices. Exact NMF exists at d = 10 for wardkolda
(min. rel. error= 0); synthetic noisy has no exact rank-10 NMF (min. rel. error strictly positive).
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