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Abstract

Online news shapes how people form opinions on topics such as science, health, and
politics, yet the same environment that makes it widely accessible also enables low-quality
and deceptive content to propagate at scale. This thesis studies how Al systems can help
readers assess the trustworthiness of online news. Rather than predicting whether an article
is true or false, we treat trustworthiness assessment as a process to be supported: a useful
system should help readers ask the investigative questions that a careful reader would ask,
and synthesize the external evidence and context needed to answer them. This framing
is grounded in lateral reading, the strategy professional fact-checkers use when evaluating
online information by searching beyond the page itself.

We pursue system development and evaluation together because the two are inseparable
in a new research area. This research program began with READPROBE, a proof-of-concept
retrieval-augmented LLM system that generated investigative questions, retrieved web ev-
idence, and produced attributed answers. A subsequent pilot study, originally intended
as a formative step toward a larger human-baseline study of question generation, char-
acterized the kinds of questions university-affiliated readers wrote before and after brief
lateral-reading guidance, and revealed useful design lessons. These lessons motivated the
TREC 2024 Lateral Reading Track, the first shared benchmark in this area, which formal-
ized question generation and document retrieval as foundational tasks. Results showed that
question generation remains challenging even for frontier LLMs, while document retrieval
is comparatively mature. A follow-up analysis further revealed that LLM-generated ques-
tion lists are less diverse than those written by human experts and overlap little with them,
suggesting that alignment with expert investigative priorities is the core open problem.

These observations led to the TREC 2025 DRAGUN Track, which shifted the bench-
mark toward a more reader-oriented setting by introducing report generation as the main
task and replacing direct grading with expert-authored, importance-weighted rubrics built
through open-web research. To support the track, we developed an iterative multi-agent
RAG system that simulates a lateral reader by interleaving query generation, multi-stage
segment retrieval, information sufficiency evaluation, question generation, and report writ-
ing, which served as a strong starter-kit baseline. Finally, to make rubric-based evaluation
reusable beyond the originally judged runs, we released an LLM-based AUTOJUDGE system
that mirrors the human assessment protocol and preserves run-level rankings well against
the official human judgments.

Through this research journey, three key findings stand out. First, generating investiga-
tive questions that align with expert priorities remains hard: even the strongest system
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in the DRAGUN track covered only about one-third of the importance-weighted rubric
question space on average. Second, given a useful question, document retrieval is no longer
the central bottleneck. The harder problems now sit at the planning and synthesis ends
of the pipeline. Third, evaluation matters as much as system design, and rubric-based
evaluation grounded in expert open-web research is a more useful and interpretable target
than direct grading of system outputs.

Overall, this thesis contributes a reader-centered framework for assistive Al in news
trustworthiness assessment, along with shared tasks, datasets, systems, and a reusable
evaluator that together support continued progress toward Al tools that help readers think
more carefully about online news rather than think for them.
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Chapter 1

Introduction

Online news is one of the main ways people learn about science, health, politics, and other
topics of interest. Yet the same environment that makes this information so accessible also
allows low-quality and deceptive content to spread at scale. On social media, for instance,
false news has been shown to diffuse farther, faster, and more broadly than true news [103].
A broader literature has also documented the societal consequences of misinformation [56],
including eroded trust and intensified polarization [$1, 99]. In such a mixed-quality infor-
mation environment, the central challenge is no longer access to information but deciding
what requires further investigation before it is trusted.

In this thesis, we study how Artificial Intelligence (Al) systems can help readers make
more informed judgments about the trustworthiness of online news. The core idea is that
rather than telling readers whether a news article is true or false, an assistive system should
help them ask the right questions (i.e., investigative angles skilled readers should examine)
and provide the context and background they need to answer those questions, especially
the information that is missing from the original article. In other words, this assistance
is intended to widen readers’ perspectives, not to replace their judgment. This distinction
matters because news trustworthiness is rarely a binary property: an article may contain
statements that are individually accurate but still mislead through intentional omission,
selective sourcing, or unexamined assumptions.

When deciding whether to trust a news article, a reader’s practical question is not
merely “Is this claim true?” but also “What should I know about this article to better
assess its trustworthiness?” For this broader and reader-centered question, we develop
methods and evaluation frameworks for systems that generate investigative questions and
summarize external evidence to support readers’ news trustworthiness assessment.



1.1 Lateral Reading as the Foundation

Research on digital information literacy shows that professional fact-checkers approach
trustworthiness assessment through an effective strategy that is rarely used by typical
readers [107]. After only briefly examining a web page, fact-checkers go directly to search
engines to investigate the publisher, the author, the cited evidence, and how other sources
cover the same issue. Wineburg and McGrew [107] termed this strategy lateral reading to
contrast it against vertical reading, where readers (university students and historians) stay
on the original page and search for trustworthiness cues (e.g., design, tone, or references)
within it. This lateral reading strategy enables fact-checkers to obtain information on
the potential bias of the publisher and author, whether the cited evidence is correctly
interpreted, and whether a key claim is corroborated or contradicted elsewhere. None of
these questions, critical to judging trustworthiness, can be answered reliably by looking
only at the article itself.

Instructional work has shown that students can learn lateral-reading practices and im-
prove media-literacy skills through structured instruction, online modules, and classroom
interventions [12, 11, 70, 71, |. However, such instruction is unlikely to reach and bene-
fit every news reader, especially those who have finished their formal education. This gap
creates an opportunity for Al systems to help readers employ lateral reading like profes-
sional fact-checkers during everyday news consumption, by suggesting what to investigate
and by summarizing what external evidence says.

From the perspective of Information Retrieval (IR) research, question generation is a
natural first step toward such assistance. Just as query suggestions help users express
information needs during searches, generated investigative questions can guide readers to
what aspects they should examine about a news article. Furthermore, readers also need
help gathering and organizing evidence returned by searches. This need leads to the second
core task studied in this thesis, i.e., report generation: the production of concise, evidence-
grounded, and reader-oriented reports that summarize what someone should know to better
assess a given article’s trustworthiness.

1.2 Assistive AI, Not Automatic Judgments

This thesis is closely related to traditional automated fact-checking research but differs in
both scope and objective. Rather than verifying individual claims (scope) and delivering a
verdict (objective), we aim to surface the external evidence and context that help readers



judge for themselves whether an article is trustworthy. Decisions remain with readers; our
goal is to better equip them to make informed decisions.

Many prior studies in automated fact-checking focus on developing pipelines with com-
ponents like claim identification, evidence retrieval, and veracity prediction [43, 75], and
often use benchmarks, e.g., FEVER [97] and LIAR [105], built around explicit claims
with labels such as supported, refuted, or false. However, in this thesis, we do not treat a
news article as something that can be labeled as true or false, because, unlike an isolated
claim, an article is not one proposition that can simply be verified and labeled. Instead,
it is a bundle of claims, quotations, interpretations, and editorial choices about framing,
source selection, emphasis, and omission [90]. Even factually correct material can be pre-
sented in ways that steer readers toward a particular interpretation [31, 57]. Narrowing
the whole article down to one verdict or several claim verifications would therefore hide
the structure that readers need to evaluate.

Our goal is also informed by research on misinformation correction. Simply present-
ing readers with the “correct” answer does not guarantee the desired effect. Fact-checks
generally improve factual accuracy on average, but their effectiveness varies with topic,
presentation, and prior belief. Early work reported occasional backfire effects in politically
charged settings, whereas later reviews and meta-analyses argue that corrective interven-
tions are beneficial overall, though not uniformly so [25, 38, 80, ).

Therefore, we frame our systems as assistive rather than authoritative, i.e., not de-
livering trustworthiness verdicts that readers may dismiss or resist. We aim to surface
relevant background information, the kind that skilled fact-checkers would find, and leave
the final judgments to readers. As an example, for the news article about climate change
and wildfires mentioned in Section 1.3, learning that it is written by a journalist known for
dismissing climate science is useful context. A reader who shares the author’s skepticism
may find the article more credible, while a reader who accepts the scientific consensus may
view it with suspicion. Our goal is not to automate judgment but to reduce the information
gap between readers and well-resourced fact-checkers.

Recent progress in RAG has made this direction more practical. RAG combines
parametric generation with retrieved non-parametric evidence [59], where retrieval-based
grounding is commonly used to mitigate hallucination [32, 50]. This technique makes it
possible to build systems that search for relevant information, synthesize what they find,
and attach explicit attributions.

This thesis addresses both system development and evaluation. Our central claim is
that assistive Al systems have the potential to help readers assess the trustworthiness
of online news when they are designed around lateral reading, produce reader-oriented



questions and evidence-grounded reports instead of binary verdicts, and are evaluated
using expert-authored rubrics that specify what a careful reader should know. This thesis
is not only about building better systems, but it is also about defining the right tasks and
the right evaluation framework for studying such systems in the first place.

1.3 An Example of Assistive Lateral Reading

To make the goal of this thesis concrete, consider the example used in the guidelines we
gave to human assessors (Appendix D.2). The news article! is Steve Milloy’s opinion piece
“Wildfire apocalypse, not as usual, the media’s knee-jerk take on the Canadian wildfires
was all wrong,” published in The Spectator. In our setting, the task is to help readers
investigate the article by identifying the questions that matter and by summarizing what
open-web evidence says about them. For this article, here are some important questions
that readers should investigate when judging its trustworthiness:

e What should I know about the publisher of this article, The Spectator?
e What should I know about the author of this article, Steve Milloy?

e What is the relationship between wildfires and climate change, according to research
studies?

e The article claims that “Canadian government data show that wildfires in Canada
have been overall declining since 1980.” Is this claim accurate?

e What are the known health effects of PM2.5 (fine particulate matter), according to
research?

These questions illustrate the kind of assistance studied in this thesis. They do not
ask for a simple verdict. Instead, they direct readers outward, toward source background,
scientific context, and claim verification. That is the basic logic of lateral reading.

A short and well-grounded report addressing the above questions could look like this:

The article’s publisher, The Spectator, is a politically conservative, right-leaning
magazine.[r2][r3] The author, Steve Milloy, is the founder of JunkScience.com,

1https ://spectator.com/article/wildfire-apocalypse-not/
[r2] https://www.allsides.com/news-source/spectator-world-media-bias
[r3] https://mediabiasfactcheck.com/the-spectator-usa/
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https://www.allsides.com/news-source/spectator-world-media-bias
https://mediabiasfactcheck.com/the-spectator-usa/

has close and long-standing financial ties to oil companies, and is known for
denying the scientific consensus on climate change.[r4][r5] Contrary to the ar-
ticle’s framing, research shows that climate change creates warmer, drier con-
ditions that lead to longer and more active fire seasons.[r6] The article claims
that Canadian wildfires have been declining since 1980, but while the number
of fires may have decreased, the total area burned and the number of people
displaced have increased.[r7] Regarding the article’s dismissal of PM2.5 health
risks, research has associated fine particulate matter exposure with increased
risk of heart disease, asthma, low birth weight, and daily mortality.[r8][r9]

This example shows what this thesis means by automating lateral reading with RAG.
Given a news article, systems should help readers in two connected ways: first by gener-
ating investigative questions that a careful reader should ask, and then by retrieving and
synthesizing evidence into a short report that helps readers make more informed decisions.

1.4 Development and Evaluation Together

In this thesis, we focus on both the development and evaluation of such assistive systems
because the two are inseparable in this new research area. A promising system is difficult to
judge without a proper and reasonable evaluation setup. At the same time, an evaluation
setup is difficult to design well without first understanding how readers ask questions,
what fact-checkers actually investigate, and what kinds of outputs assistive systems should
produce. If the task is poorly framed, systems may optimize for the wrong behavior. If
the evaluation is poorly aligned, strong systems may appear weak, or weak systems may
appear useful.

This research program began with READPROBE, a proof-of-concept system that used a
retrieval-enhanced LLM pipeline to support lateral reading by generating investigative
questions, searching the web, and producing short attributed answers [I141]. An ear-
lier version of READPROBE won first prize in the 2023 Canadian #AI Misinformation
Hackathon', and it was through this event that we first encountered lateral reading as

[r4] https://en.wikipedia.org/wiki/Steven_Milloy

[r5] https://www.motherjones.com/environment/2005/05/some-it-hot/

[t6] https://www.noaa.gov/noaa-wildfire/wildfire-climate-connection

[r7] https://www.cbc.ca/news/climate/canada-wildfire-data-change-1.6854186
hS]https://www.health.ny.gov/environmental/indoors/air/pmq_a.htm

[r9] https://pubmed.ncbi.nlm.nih.gov/8875828/

10 https://socialmedialab.ca/events/hackathon/
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a concrete strategy for evaluating online information. However, READPROBE also made
clear that, without a proper evaluation setup, we could neither compare competing design
choices nor substantiate claims that the system worked well in practice. Addressing this
gap required stepping back from system building to first understand the task itself.

Our initial plan was to build a human baseline for the question generation task. In
the planned full study, many participants would read each news article and independently
write the questions they believed should be answered to assess its trustworthiness. Ques-
tion importance would then be inferred from cross-reader agreement: if many readers asked
semantically similar questions, those questions would likely represent important investiga-
tive needs. Before running such a study at scale, we conducted a pilot study to test whether
the procedure was feasible, using a convenience sample of university-affiliated participants.
This study revealed what could be learned from reader-written questions, but also exposed
limitations that needed to be addressed before a larger study.

The natural next step would have been another pilot or the larger human-baseline study.
However, the Text REtrieval Conference (TREC) 2024 Lateral Reading Track proposal was
accepted, and our effort shifted to organizing the shared task. We therefore used the pilot
data for what it could support: a descriptive analysis of the questions participants wrote
and, more importantly, a set of design lessons for the later benchmark [115]. Based on these
lessons, we formulated question generation as a shared research task, alongside a traditional
document retrieval task [I16]. Human evaluation of participant submissions showed that
question generation remains challenging even for frontier LLMs, whereas document retrieval
appears comparatively mature. We then introduced a new task centered on reader-oriented,
evidence-grounded reports, while retaining question generation [117]. For these tasks, we
developed an iterative multi-agent RAG system that simulates a lateral reader [115].

To evaluate system outputs, human experts conducted open-web research on the trust-
worthiness of each given news article and composed article-specific rubrics that captured
what readers should investigate. Each rubric contained questions that the experts believed
readers should ask, along with short answers that captured the key information a gener-
ated report should cover. Submissions were then manually evaluated based on how well
their generated questions matched the rubric questions and how well their generated re-
ports covered the rubric answers. Finally, we developed an automatic judge that extends
this expert rubric-based evaluation to future systems [119]. Together, these stages form
one research program, beginning with an early demo and leading to reusable evaluation
resources.



1.5 From Early Demo to Reusable Benchmark

1.5.1 ReadProbe: The Initial Proof of Concept

The research program in this thesis began with READPROBE, a proof-of-concept web appli-
cation for supporting lateral reading [ 11]. READPROBE used a retrieval-augmented LLM
in a simple three-stage pipeline: question generation, web search, and answer generation.
Given a claim, post, or news article, it generated several investigative questions, retrieved
relevant web pages through Bing, and produced short attributed answers grounded in
retrieved evidence. An earlier version won first prize in the 2023 Canadian #AI Misinfor-
mation Hackathon, which also marked the beginning of this thesis topic.

READPROBE showed that existing LLLMs and retrieval technologies were already capa-
ble of producing reasonable outputs that could support lateral reading, such as suggesting
investigative questions and summarizing what outside sources say. At the same time, it
exposed the limitations that shaped the later chapters. The system served as a demon-
stration rather than as part of a benchmarked task. It operated over the live web, relied
on a relatively simple pipeline, and only had preliminary qualitative feedback rather than
a formal evaluation. These limitations motivated the next stages of the research: study-
ing what readers actually ask, defining shared tasks for question generation and report
generation, building stronger assistive systems, and making reusable evaluation resources.

1.5.2 A Pilot Study of What Readers Ask

After READPROBE made the general idea concrete, the next question was what people
actually ask when trying to assess the trustworthiness of a news article. Our initial plan at
this stage was to establish a human baseline for question generation: for each article, we
wanted many readers to independently write the questions they considered important, and
then to infer question importance from patterns of agreement across readers. A question
asked by many readers, after accounting for paraphrase and semantic similarity, would be
evidence that the question captures a broadly recognized investigative need.

We first conducted a pilot study before attempting that larger baseline study [118].
In the pilot, university-affiliated participants read news articles and wrote down questions
they felt needed to be answered to better assess trustworthiness, both before and after
a short video tutorial on lateral reading. The pilot helped us test the procedure and
gave us a first look at the kinds of questions readers wrote. Participants asked about
sources, evidence, alternative viewpoints, verification, and background knowledge. The
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background-knowledge questions were especially important because they showed that sup-
port for trustworthiness assessment is not limited to checking explicit claims. Readers
sometimes need context before they can even interpret the article well enough to judge it.

Equally important, the pilot exposed shortcomings in the study design. Participants
wrote questions as side comments in Google Docs, which made many questions informal,
passage-dependent, and difficult to interpret outside the annotation context. The study
also did not ask participants to rank their questions, making it impossible to distinguish,
within one reader’s question set, which questions they considered most important. These
problems would have made a larger human-baseline study difficult: cross-reader counting
only works if questions can be compared reliably, and comparison is hard when questions
are underspecified or tied to local document context.

For these reasons, the pilot should be understood as formative rather than conclusive.
It did not establish a general population baseline, did not test whether generated questions
improve readers’ final trustworthiness judgments, and did not isolate the causal effect of the
tutorial. Its contribution was to clarify the task. It showed that later question generation
benchmarks should require questions to be self-contained, interpretable by a general reader,
and ranked by importance. These design lessons directly shaped the TREC 2024 Lateral
Reading Track.

1.5.3 The TREC 2024 Lateral Reading Track

Previous lessons motivated the first shared benchmark in assistive lateral reading, the
TREC 2024 Lateral Reading Track [116]. The track treated question generation and doc-
ument retrieval as two foundational capabilities for systems that aimed to support lateral
reading. For each news article, systems needed to generate a ranked list of ten investigative
questions that a careful reader should consider. Then, given a set of questions, systems
needed to retrieve documents that could help answer them.

This first track turned the general idea of Al-assisted lateral reading into explicit tasks
that could be shared with the research community, evaluated, and compared. For question
evaluation, we had expert assessors first write down their own questions for each assigned
article, and then judge participant-submitted questions in terms of their perceived useful-
ness for understanding the article’s trustworthiness. Similarly, for document evaluation,
assessors judged the pooled retrieved documents based on their perceived relevance to each
corresponding query.

The results of the 2024 track show that this problem is challenging. Even with frontier
LLMs, submitted systems did not generate consistently strong question sets across all



articles. Performance varied widely by article. Easier articles tended to contain many
named sources, experts, organizations, and explicit claims, allowing systems to ask direct
questions about these visible elements, such as whether a quoted person or organization
had a relevant bias. Other articles were harder because the trustworthiness-relevant issues
were not apparent from the article text alone and could only be uncovered through external
searches. These observations suggest that question generation for lateral reading cannot
be solved by prompt engineering alone, and that more systematic research is needed to
build systems that can identify the right questions to ask.

Meanwhile, document retrieval mattered, but it did not appear to be the central bot-
tleneck, as existing retrieval and ranking algorithms performed well at finding relevant
documents for given questions. What mattered more was whether systems were asking
the right questions in the first place. This insight became one of the main reasons for
redesigning the track in the next stage of the thesis.

1.5.4 Human Questions Versus LLM Questions

The resources from the 2024 track also enabled a direct comparison between questions
written by expert assessors and those generated by LLMs [118]. We examined the overlap
among human-generated questions, among LLM-generated questions, and between human
and LLM questions. We found that LLM-generated question lists were more similar to
each other than human-generated question lists were to each other. In other words, human
questioning was more diverse. Meanwhile, the overlap between human and LLM questions
was low.

This result has two main implications. First, it suggests that current LLMs tend to
converge on a narrower range of questioning than humans do. That convergence may
sometimes reflect useful consistency, but it may also reflect limited alignment with the
wider range of concerns that human experts bring to trustworthiness assessment. Second,
it suggests that the target of question generation should not be mere writing quality or
superficial relevance to the article. The real challenge is alignment with what human
experts believe a careful reader should ask.

This comparison became a central motivation for the 2025 DRAGUN track design. If
expert questioning is richer than current LLM questioning, then better system development
requires better evaluation targets. Therefore, the DRAGUN track moved toward comparing
system-generated questions against expert-authored rubrics built from open-web research,
rather than relying only on direct human grading of generated questions.



1.5.5 The TREC 2025 DRAGUN Track

The next major stage of this thesis is the TREC 2025 DRAGUN Track, which was built
on the lessons of the 2024 track but shifted toward a more complete and reader-oriented
assistive scenario [117].

The most important design change was the introduction of report generation (Task
2) as the main task. Instead of treating document retrieval as the endpoint, DRAGUN
required systems to produce a short, well-attributed report that provided the background
and context readers should know to better assess the trustworthiness of a given news
article. This can be understood as a RAG task with a fixed underlying question from
a reader: What should I know about this article to better assess its trustworthiness? In
addition, DRAGUN retained question generation (Task 1), because identifying the right
investigative angles remains essential. The two tasks are therefore complementary: Task 1
identifies what should be investigated, and Task 2 communicates what was found.

This redesign moved the benchmark closer to the intended real-world use of assistive
Al. Readers do not typically want a ranked list of retrieved documents alone. They want
help understanding what matters and what the evidence shows. Report generation made
the benchmark more directly connected to the idea of assistance. It also highlighted the
importance of grounding, attribution, and concise synthesis under a length constraint.

Just as important as the new task was the new evaluation design. In DRAGUN,
expert assessors conducted multi-hour open-web research on each assigned article and
created importance-weighted rubrics consisting of investigative questions and expected
short answers. These rubrics capture what assessors believe a reader should know to make
a well-informed judgment about the article’s trustworthiness. System-generated questions
were evaluated by assessors for rubric question coverage, i.e., how many rubric questions
are covered by each generated question list. System-generated reports were evaluated by
assessors for rubric answer coverage and for any contradictions, i.e., how many rubric
answers are supported or contradicted by each generated report. This evaluation design
grounds assessment in expert investigative priorities and enables measuring the alignment
between systems and human experts, in contrast to the direct grading in the 2024 track.

1.5.6 Simulating the Lateral Reader with Iterative Multi-Agent
RAG

To support the new DRAGUN track and to explore how lateral reading can be opera-
tionalized with LLMs, we developed an iterative multi-agent RAG system and released it
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as a starter kit at the launch of the track to lower the barrier to participation [113, ].
Facilitated in part by this starter kit, participation in the DRAGUN track increased sub-
stantially relative to the 2024 track.

The system is designed to mirror the behavior of a lateral reader. It includes a query
generator that proposes investigative queries; a three-stage segment retriever that combines
lexical retrieval, neural reranking, and LL.M-based selection; an information evaluator that
judges whether enough evidence has been collected; a question generator that produces the
final investigative questions; and a report generator that writes the final attributed report,
guided by the previously generated investigative questions. Importantly, the system is
iterative. It does not retrieve evidence in a single pass like READPROBE. It loops through
questioning, searching, and evidence evaluation until the information evaluator decides
that the collected evidence is sufficient for a well-informed trustworthiness assessment.

This system provides a concrete, modular implementation of the assistive Al perspec-
tive argued for throughout this thesis. On the official DRAGUN evaluation with human
assessors, the GPT-4.1 version of the system achieved the highest mean supportive score
on the report generation task while maintaining a low contradictory score. The value of
the system is not only that it performed well, but also that it established a clear baseline
and provided a reusable starter kit for subsequent research.

1.5.7 Making Evaluation Reusable with AutoJudge

Manual assessments of generated questions and reports against expert-created rubrics pro-
vide high-quality evaluation, but they are expensive and static. Once a track ends, new sys-
tems cannot be easily compared against the same benchmark without new assessor effort.
The final stage of this thesis closes this gap by making DRAGUN resources reusable [119].

We released the topics (news articles), rubrics, human judgments of submitted ques-
tions and reports, scoring code, and an LLM-based AUTOJUDGE that mirrors the rubric-
based human judging protocol. AUTOJUDGE was designed to label question similarity
and report-answer support/contradiction in the same categories used by human assessors,
allowing future systems to be scored against the released rubrics without repeating the
full DRAGUN manual assessment process. It performed well enough to be reliable and
useful, strongly preserving human run-level rankings for report generation and reasonably
preserving them for question generation. AUTOJUDGE turns DRAGUN from a one-time
shared task into a reusable benchmark for assistive RAG research.

11



1.6 Contributions
In this thesis, we make the following contributions:

1. We demonstrate that lateral-reading assistance can be operationalized with a retrieval-
augmented LLM pipeline. We develop READPROBE, an early proof-of-concept sys-
tem that decomposes the problem into investigative question generation, web evi-
dence retrieval, and attributed answer synthesis. (Chapter 3)

2. We characterize the kinds of questions university-affiliated readers ask when assessing
online news trustworthiness through a formative pilot study. We find that readers
ask not only about source credibility, evidence, alternative viewpoints, and claim
verification, but also about background knowledge needed to interpret the article.
We also identify methodological requirements for later benchmarks: questions should
be self-contained and importance-ranked. (Chapter 4)

3. We define question generation for news trustworthiness assessment as a concrete IR
task and create the first shared-task benchmark for assistive lateral reading through
the TREC 2024 Lateral Reading Track. This benchmark turns the broad goal of

Al-assisted lateral reading into an evaluable research problem. (Chapter 5)

4. We show that question generation for news trustworthiness assessment remains dif-
ficult even for frontier LLM-based systems, while document retrieval for already-
specified questions is comparatively mature. This finding motivates the later shift
from document retrieval to reader-oriented report generation. (Chapter 5)

5. We find that LLM-generated question lists converge more with one another than
human assessors’ question lists do, while human-LLM overlap remains low. This
observation identifies alignment with expert investigative focus as a central challenge
for question generation. (Chapter 6)

6. We create the TREC 2025 DRAGUN Track, a reader-oriented benchmark that cou-
ples question generation with report generation. We replace direct grading with
expert-authored, importance-weighted rubrics built through open-web research, so
that systems are evaluated by how well they cover what expert assessors believe a
careful reader should know. (Chapter 7)

7. We develop an iterative multi-agent RAG architecture that simulates a lateral reader.
The system interleaves investigative query generation, multi-stage segment retrieval,
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information-sufficiency assessment, question generation, and report generation, mov-
ing beyond the single-pass READPROBE pipeline. On the official DRAGUN eval-
uation, the GPT-4.1 version of this system achieved the highest mean supportive
score for report generation, 0.230, while maintaining a low contradictory score, 0.013.
(Chapters 8 and 9)

8. We show that coverage and prioritization are the main limits of current assistive
RAG systems for news trustworthiness assessment. In DRAGUN, even the strongest
question generation run covered only 0.354 of the importance-weighted rubric ques-
tion space on average, and report generation scores remained far below the theoretical
maximum. At the same time, contradictory scores were generally low, indicating that
current systems fail more often by omission than by direct contradiction. (Chapter 9)

9. We release reusable evaluation resources for assistive news trustworthiness assess-
ment, including topics, participant runs, expert rubrics, human judgments, scoring
code, starter-kit artifacts, and an LLM-based AuTOJUDGE. The DRAGUN collec-
tion contains 30 news articles, 236 rubric questions, and 551 rubric answers. We val-
idate AUTOJUDGE against official human judgments and show that it preserves run-
level rankings well, with Kendall’s 7 = 0.678 for question generation and 7 = 0.872
for report generation. (Chapter 10)

Overall, this thesis contributes a unified, reader-centered framework for assistive Al
in news trustworthiness assessment. Instead of treating trustworthiness as a binary label
to be predicted, it views trustworthiness assessment as a process to be supported. From
this perspective, this thesis positions Al systems as tools that surface investigative angles
and synthesize relevant context, and it grounds evaluation in how well those systems cover
what human experts believe a careful reader should know.
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Chapter 2

Background and Related Work

This thesis sits at the intersection of digital media literacy, automated fact-checking, IR,
and RAG. The problem we study is simple to state but difficult to solve: given a news
article, how can an Al system help a reader make a better-informed judgment about its
trustworthiness? In this chapter, we review the research areas that this question builds on.
Specifically, we focus on the context needed to understand the subsequent chapters: why
news trustworthiness is difficult to judge, what lateral reading offers, how automated fact-
checking differs from the goal of this thesis, why question generation and report generation
are natural assistive tasks, and how assistive systems of this kind can be evaluated.

The central point throughout this chapter is that trustworthiness assessment is broader
than determining whether one isolated claim is true or false. Media-bias and framing
research shows that articles can shape interpretation through selection, salience, discourse
structure, and factual or informational bias [28, 31, 57, 90]. Complementing this, lateral-
reading research emphasizes investigating who produced the article, what evidence supports
it, and what other sources say [70, |. This broader view motivates the assistive Al
perspective of the thesis. Rather than replacing readers’ judgment with an automatic
verdict, the goal is to help them investigate the article more effectively.

The remainder of this chapter is organized as follows. Section 2.1 discusses the prob-
lem of news trustworthiness assessment and why it is difficult for readers. Section 2.2
reviews lateral reading and related media-literacy interventions. Section 2.3 surveys earlier
assistive tools for trustworthiness assessment. Section 2.4 covers automated fact-checking
and explains how our approach differs from it. Section 2.5 introduces the IR background
needed for the question generation and evidence gathering tasks in this thesis. Section 2.6
explains LLMs, RAG, and multi-agent systems. Section 2.7 discusses system evaluation.
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Finally, Section 2.8 positions this thesis relative to the existing literature.

2.1 Readers’ News Trustworthiness Assessment

2.1.1 Current Online News Environment and the Trust Problem

People consume online news in an environment where high-quality reporting, low-quality
reporting, opinion writing, propaganda, satire, and outright misinformation coexist and
compete for attention. False or misleading news can spread quickly online, and false news
has been shown to diffuse faster and more broadly than true news on social media [103]. At
the same time, trust in news varies across countries, and several studies document either
declining trust or persistent low trust in parts of the media ecosystem [15, 76, 77].

For readers, the problem is often not access to information but deciding what to trust
and what requires more checking before it is believed or acted on. In search settings, users
often make trustworthiness judgments from snippet-level cues that are imperfect proxies
for source quality [53]. Social sharing and platform-mediated discovery can further expose
readers to mixtures of trustworthy and untrustworthy content [2, 50].

This problem is not limited to obviously false stories. Many articles that attract trust-
worthiness concerns are not entirely fabricated. They may instead present true or partly
true information in misleading ways, such as by highlighting some facts while suppressing
others, quoting one side without relevant context, choosing a suggestive headline, or rely-
ing on weak or biased sources [28, 31, 57, 90]. These cases are hard for readers to dismiss
immediately and often require outside investigation.

2.1.2 Trustworthiness Is Broader Than Claim Veracity

There is an important distinction between claim verification and article trustworthiness
assessment that this thesis addresses. Claim verification asks whether a particular propo-
sition is supported or refuted [13, 75]. By contrast, this thesis treats article trustworthiness
assessment as the broader task of deciding how much confidence to place in a news arti-
cle. This broader framing is consistent with work that treats news trustworthiness as
multidimensional rather than reducible to a single binary property [19, 9].

This distinction matters because, unlike a single proposition, a news article is a struc-
tured artifact that combines claims, quotations, narrative framing, source selection, and
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editorial emphasis. An article can be misleading even when many of its sentences are indi-
vidually accurate. Communications research has shown that bias can be expressed through
factual reporting itself, including what is foregrounded and what is omitted [28, 31]. This
is one of the reasons why this thesis does not aim to classify whole articles as simply true
or false.

Trustworthiness assessment also requires information that is not present in the article.
A reader may need to know the background of the publisher, the track record of the author,
the credentials of a quoted expert, the original source of a statistic, or the broader state of
knowledge in a scientific or policy debate [70, ]. In many cases, the article alone does
not provide enough information to answer these questions. This is where lateral reading
becomes helpful.

2.1.3 How Readers Judge Online Information

Many studies have shown that people often struggle to evaluate online information effec-
tively. Readers commonly rely on surface cues such as style, presentation, or perceived
professionalism, even though these cues can be weak or misleading indicators of actual
trustworthiness [21, 53, 64, 73]. Topic familiarity also plays a role: readers with stronger
prior knowledge are often better positioned to evaluate online information, whereas less
familiar readers may struggle to know what to question [39, 64, 91].

Readers’ overconfidence further compounds these difficulties: people often overestimate
their ability to accurately judge the quality of online information [65]. In practical search
settings, readers can also be influenced by search result presentation and majority-endorsed
answers, and therefore may not reliably distinguish between material that is merely promi-
nent and material that is genuinely trustworthy [39, 53].

Thus, the process of trustworthiness assessment is partly an information evaluation
problem and partly a learning problem. Readers usually need new background knowledge
before they can sensibly judge an article. They may need to learn what an institution does,
what consensus exists in a field, what a cited report actually says, or how a topic has been
covered elsewhere. Research on exploratory search and search as learning makes this point
clear: many search sessions are not simple fact lookups but efforts to build understanding
over multiple documents and subquestions [10, (7, |. This observation is critical for
this thesis because it suggests that a useful assistive system should do more than verify
isolated claims. It should help readers learn the missing context needed for judgment.
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2.1.4 Why Assistance, Not Automatic Judgment

If trustworthiness assessment were simply a matter of classifying articles as either trust-
worthy or untrustworthy, the most natural system objective would be to predict those
labels directly. But the literature reviewed above suggests that such a formulation is too
narrow: it ignores factors such as context and article-level framing. Moreover, readers need
to know the reasons behind the labels, and may reasonably want to inspect the evidence
themselves.

There is also a practical human-factors reason not to rely only on authoritative correc-
tion or labeling. Corrections and fact-checks can improve factual accuracy, but their effects
vary with topic, presentation, and prior belief. Early studies reported occasional backfire
effects in politically charged settings [38, 80], whereas later reviews and meta-analyses
conclude that corrective interventions are usually beneficial overall, albeit not uniformly
so [25, 104].

For these reasons, this thesis studies assistive Al systems. Rather than making a judg-
ment for the reader, the aim is to narrow the gap between an ordinary reader and a careful
fact-checker by helping the reader ask better investigative questions and by providing
evidence-grounded background and context [71, 107].

2.2 Lateral Reading and Related Interventions

2.2.1 What Lateral Reading Is

Lateral reading is the conceptual foundation of this thesis. Wineburg and McGrew [107]
observed that professional fact-checkers behaved differently from university students and
historians when evaluating digital information. Instead of staying on the page and care-
fully inspecting it for credibility cues, the fact-checkers quickly left the page to investigate
the source, trace claims, and cross-reference information across the web [107]. This be-
havior was termed lateral reading to contrast it with vertical reading, where readers stay
largely within the original page. This lateral-reading strategy enabled fact-checkers to as-
sess the credibility of online information more accurately and in less time than the other
participants.

Lateral reading usually involves three broad investigative directions [70, 71, |. First,
investigate the source: who is behind the article, what affiliations or incentives they have,
and what reputation the outlet or author has. Second, examine the evidence: what studies,
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documents, or quotations the article relies on, and whether those have been interpreted
accurately. Third, cross-reference other sources: how other outlets or experts describe the
same issue.

The value of lateral reading is that it treats the article as one object in a larger in-
formation environment rather than as a self-contained item. It is especially useful when
the article covers unfamiliar topics, controversial claims, or polarized issues, or when the
article itself appears polished and professionally presented, as page quality is not a reliable
proxy for epistemic quality [21, 73].

2.2.2 Teaching Lateral Reading

A substantial body of educational research shows that lateral reading can be taught and
that instruction improves readers’ performance. McGrew [70] developed a civic online
reasoning curriculum and showed that students can improve on source evaluation tasks after
targeted instruction. These lessons emphasized three key questions when evaluating online
information: “Who is behind this information?”, “What is the evidence?”, and “What
do other sources say?” Breakstone et al. [12] found that college students significantly
improved their ability to evaluate internet sources after completing four one-hour online
training modules centered on lateral reading practices. Brodsky et al. [11] reported similar
gains from lateral reading instruction in a general education civics course. A district-wide
field study by Wineburg et al. [108] further showed that students in high school government
classes improved after instruction designed around these ideas. Recent review work by
McGrew [71] summarizes this literature across age groups and settings and argues that
lateral reading is now one of the best-supported approaches for helping people evaluate
online information.

These studies show that lateral reading is an empirically validated strategy with demon-
strated educational value. However, not everyone can directly benefit from long-term
formal education, especially those who have finished their schooling. This is where Al as-
sistance can help. In this thesis, our goal is not to once again demonstrate the effectiveness
of lateral reading in improving information evaluation. Lateral reading education clarifies
what successful assistance should support. If trained readers improve by learning what
kinds of questions to ask and how to search for answers, then Al support should likely
target those same parts of the process.
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2.2.3 Beyond Courses: Lighter-Weight Interventions

Besides teaching people media literacy skills through courses, researchers have also stud-
ied lighter-weight interventions at the moment of reading. Panizza et al. [$3] found that
brief lateral-reading prompts and monetary incentives improved participants’ ability to
spot science-related disinformation. Accuracy nudges and related prompts have also been
shown to improve discernment or reduce willingness to share misinformation in some set-
tings [17, 81]. Reviews and meta-analyses show that prebunking, debunking, and related in-
terventions can help, though effects vary by task, audience, and implementation [25, 58, 63].

These lighter interventions are closer to the purpose of this thesis than semester-long
instruction: they try to support readers during real information encounters. However, most
of them are general rather than article-specific. They encourage a more reflective stance,
but they do not tell readers what to investigate in this particular article or summarize the
evidence that a careful search would uncover. The systems studied in this thesis aim to fill
this gap by turning the general principles of lateral reading into concrete, article-specific
assistance.

2.2.4 Insights for AI-Supported Trustworthiness Assessment

The lateral-reading literature implies two concrete requirements for Al assistance: inves-
tigative guidance and evidence organization. Readers need help deciding what to ask about
a given article, which motivates question generation. They also need help collecting and
organizing evidence across multiple sources, which motivates report generation.

A reader-centered account of these tasks can be grounded in the distinction between
information quality and cognitive authority identified by Rieh [87]. Information quality
concerns whether information is useful, accurate, current, and appropriate for the reader’s
purpose, while cognitive authority concerns whether a reader recognizes a source or infor-
mation object as credible and worthy of belief. These judgments are active and situated
rather than fixed properties of a web page. This perspective strengthens the assistive fram-
ing of this thesis: a system should expose the sources, evidence, and context on which a
judgment can be based rather than replace that process with a binary verdict.

Lateral search is also not inherently corrective. Aslett et al. [0] found that asking people
to search while evaluating false or misleading news could increase its perceived veracity,
particularly when queries reused distinctive wording from the original article and led to
unreliable or apparently corroborating sources. This creates a risk of asymmetric skepti-
cism, in which readers scrutinize the original article but apply less scrutiny to the search
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results or synthesized report used to evaluate it. Elsweiler et al. [27] further found that
successful verification was associated with more iterative searching and less reliance on
headline vocabulary, while lightweight prompts produced limited changes in search behav-
ior. These findings show that simply directing readers to external information does not
automatically improve judgment. Query formulation, source quality, source independence,
and the interpretation of retrieved evidence all matter. This evidence also provides a more
specific motivation for question generation. Generated questions can help readers identify
important investigative directions and avoid merely copying the article’s framing into a
search query.

The distinction between nudges and boosts, proposed by Hertwig [13], helps locate these
design choices. A nudge changes what people attend to or how choices are presented, while
a boost aims to develop skills that can be applied in later situations. Showing article-
specific investigative questions can nudge attention toward source, evidence, and cross-
source comparison. It could become boost-like if the interaction helps readers learn reusable
search and evaluation strategies. By contrast, a completed report primarily supports the
immediate decision by performing much of the search and synthesis on the reader’s behalf.
The systems in this thesis therefore preserve the reader’s final decision while automating
substantial investigative work; the evaluations measure the quality and expert alignment
of that assistance, not whether readers acquire transferable lateral-reading competence.

Taken together, these studies suggest four requirements for Al-supported trustwor-
thiness assessment: investigative guidance, careful retrieval, evidence organization, and
preservation of meaningful reader agency. They also identify reader-level outcomes that
system-output benchmarks cannot establish, including whether assistance improves judg-
ments, calibrates confidence, changes search behavior, or builds transferable competence.
These outcomes are revisited in Chapter 11 as priorities for end-user evaluation.

2.3 Earlier Assistive Tools for Trustworthiness As-
sessment

Before the recent wave of capable LLMs, several lines of work explored how systems might
help users assess information quality without fully automating the final decision. One
approach was to augment search results or web pages with credibility-related signals' that
were hard for users to gather on their own. For example, Schwarz and Morris [92] studied

1 In this thesis, we treat credibility and trustworthiness as similar concepts, since much of the related work
uses these two terms interchangeably.
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interfaces that added extra credibility signals to search results to support users’ judgments.
In health information settings, researchers explored ways to highlight authoritativeness or
classify content as more or less trustworthy [37, 93].

These studies treated trustworthiness assessment as a support problem rather than
purely a classification problem. However, these systems generally focused on fixed cues or
narrow domains, and often targeted one dimension of trustworthiness, such as the source’s
reputation or a learned reliability score. They did not model the full investigative workflow
that fact-checkers use.

Another limitation is that many assistive tools were developed in settings where the
task was already well-scoped, such as identifying reputable health resources. In contrast,
news trustworthiness assessment is less well-defined. News articles are rarely entirely true
or false: they may mix factual content, interpretation, partisan framing, and omissions. In
such cases, a useful assistant needs to adapt to the content of each article and surface the
issues that matter for that article. This requirement for article-specific assistance is one
reason why earlier credibility tools are only a partial precursor to the systems studied in
this thesis.

A more recent paper by Bink et al. [1 1] studied a similar kind of assistance from the user
side. They designed a conversational copilot that scaffolds information evaluation rather
than directly providing answers, drawing on lateral reading and click restraint. In a ran-
domized controlled trial, they found that users engaged deeply with the copilot and showed
metacognitive reflection, but the copilot did not significantly improve answer correctness
or search engagement, partly because of a trade-off between time spent chatting and time
spent exploring results. Their work is complementary to our work in this thesis. They
studied a user-facing interface for scaffolding evaluation behavior in live search, whereas
we focus mainly on the system side: generating reader-oriented questions and evidence-
grounded reports, benchmarking those tasks, and evaluating them with expert-authored
rubrics. Taken together, the two lines of work point in the same direction: Al systems
should support readers’ judgment rather than replace it.

2.4 Automated Fact-Checking

2.4.1 The Standard Fact-Checking Pipeline

Automated fact-checking is the research area most adjacent to this thesis, but the goals
are not the same. The standard automated fact-checking pipeline typically includes claim
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detection or check-worthiness estimation, evidence retrieval, and veracity prediction [13,

, 47, 75, |. This pipeline has led to important progress in identifying factual claims
worth checking, retrieving evidence relevant to those claims, and predicting claim veracity
given retrieved evidence.

For professional fact-checkers, these tools can be useful. Work such as CLAIMBUSTER
was explicitly motivated by assisting human fact-checkers by highlighting check-worthy
claims or helping structure their workflow [16, 47, 75]. In this sense, automated fact-
checking shares with this thesis an interest in support rather than full automation. The
difference is that most fact-checking systems still center the task on explicit claims and
veracity labels, whereas this thesis focuses the task on the reader’s need for investigative
guidance and background context.

2.4.2 Fact-Checking Benchmarks

The design of fact-checking benchmarks has strongly shaped the field. LIAR provided
a widely used dataset of short political claims labeled with fine-grained truthfulness cat-
egories [105]. FEVER offered a large benchmark for evidence-based claim verification,
where systems must retrieve evidence from Wikipedia and predict whether a claim is Sup-
ported, Refuted, or Not Enough Information [97]. Later datasets, such as MULTIFC [7],
further expanded the range of domains and evidence conditions. Recent work has also ex-
tended fact-checking to multimodal settings, where claims must be checked jointly across
text, images, and videos [111].

These datasets and tasks have advanced the development of methods for claim-level rea-
soning, including evidence retrieval, entailment modeling, and end-to-end verification. Yet
they only encourage a particular framing of the problem: one claim, one verdict, and one
evidence set. This framing is often too narrow for the kind of article-level trustworthiness
assessment studied in this thesis.

2.4.3 Limitations of Claim-Level Fact-Checking

There are two main reasons why claim-level fact-checking does not fully support the trust-
worthiness assessment studied in this thesis.

First, readers often do not know which claims are important to check. A questionable
article may contain many claims, and some of the most important trustworthiness issues
may not be reducible to a single explicit factual sentence. An article may be problematic
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because of its author, its outlet, its use of one-sided evidence, or its omission of relevant
context [31, 90, 107].

Second, an article’s trustworthiness often depends on background knowledge and rel-
evant context rather than on contradiction detection alone. A reader may need to know
what an institution is, what a cited study actually measured, or what the wider scientific
consensus looks like. These needs are not always neatly captured by labeling a sentence in
an article as supported or refuted.

For these two reasons, this thesis treats automated fact-checking as an important neigh-
boring area, but not as a complete solution.

2.4.4 Human-in-the-Loop Fact-Checking

The fact-checking literature has already started to recognize the value of assisting humans
rather than replacing them. Nakov et al. [75] explicitly framed automated fact-checking as
support for human fact-checkers. This framing is close in spirit to our approach. The key
difference, however, is the target user. Human fact-checkers are trained specialists who can
interpret technical evidence and derive their own conclusions. The systems in this thesis
instead target ordinary news readers and aim to provide them with guidance and context
in a form they can use directly.

This distinction leads to different tasks. Instead of optimizing for claim selection and
verdict prediction, we study question generation and report generation. Rather than evalu-
ating correctness against claim-level labels, we evaluate overlap with expert-created rubrics
describing what a careful reader should know. From this perspective, this thesis can be
read as extending human-in-the-loop fact-checking from the specialist workflow to a reader-
centered assistive setting, while leaving the final judgment to the reader.

2.5 IR Foundations

2.5.1 Question Generation as Search Assistance

The first task in this thesis is question generation. From an IR perspective, this task
is closely related to search assistance. Search systems have long used query suggestion
and recommendation to help users reformulate underspecified requests, discover related
aspects of a topic, and continue exploratory sessions [3, 78, ]. In the setting of news
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trustworthiness assessment, generated investigative questions play a similar role: they
suggest what readers should look into next.

A trustworthiness question is usually also a search query in waiting. A good question
should point to an issue that matters and should be specific enough that readers, or sys-
tems, can search for an answer. This is why the question generation task in this thesis
requires questions to be self-contained and not overly broad. Readers should be able to
take a generated question, such as “What is the track record of this publication on climate
reporting?”, and use it as a concrete starting point for investigation.

The literature on query suggestions helps explain why assistance matters as well. Users
often turn to suggestions when their information need is not yet fully formed or when
they lack the vocabulary to formulate a useful query on their own [67, 78, ]. Similarly,
during news trustworthiness assessment, readers may feel that “something needs checking”
without knowing which angle is most important or how to phrase a question. This makes
question generation a natural assistive task.

2.5.2 Search as Learning and Other Question Generation Tasks

Rather than a single-turn search problem, news trustworthiness assessment is better un-
derstood as exploratory search or search as learning. In exploratory search, users seek un-
derstanding, comparison, and sense-making rather than a single factoid answer [67, ].
Search-as-learning research makes a similar point from an educational perspective: many
searches are driven by a goal of acquiring knowledge, and outcomes depend on prior knowl-
edge, task structure, and system design |93, ].

Recent work on clarifying questions in information seeking is also relevant. When
queries are ambiguous or underspecified, systems can generate clarifying questions to refine
the information need [I, ]. However, unlike conversational clarification, our question
generation task does not aim to resolve one ambiguous user query. Instead, it aims to
propose a set of investigative directions that a careful reader should consider. Nevertheless,
both lines of work share the underlying idea that asking the right question is often the key
step that makes downstream retrieval useful.

Existing question generation research provides another useful contrast. Educational and
Question Answering (QA)-oriented question generation datasets typically generate ques-
tions that are conditioned on a given source passage or document [15], or are used to train
or evaluate QA models as a data augmentation approach [95]. The trustworthiness-related
questions studied in this thesis are different. Many of them are intentionally external to
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the source article, as encouraged by lateral reading. Their purpose is to send the reader be-
yond the article to gather source background, corroborating evidence, and broader context.
This difference explains why existing question generation benchmarks are not suitable for
Al-assisted news trustworthiness assessment.

2.5.3 Evidence Retrieval

Once a useful investigative question has been formulated, the next step is to retrieve
evidence from a specified corpus. This thesis builds on standard text retrieval ideas for
this part of the workflow.

First-stage lexical retrieval methods such as BM25 [35] remain strong and efficient base-
lines for large collections, and pseudo-relevance feedback methods derived from Rocchio-
style relevance feedback [39] can improve recall by expanding or reweighting the query.
Modern IR systems often combine these sparse retrieval methods with dense retrieval and
reranking.

Dense retrieval represents queries and passages in a shared embedding space and im-
proves retrieval performance through semantic query-passage matching [52]. Modern IR
pipelines also commonly combine first-stage retrieval with neural scoring models built from
BERT-style encoders and sentence-embedding models [22, 86].

Beyond the algorithms themselves, toolkits such as PYSERINI [(1] make it easier to build
reproducible systems that combine sparse and dense retrieval components. In addition,
large web corpora, such as CLUEWEB22 [32] and MS MARCO [9], provide resources for
training and evaluating these retrieval and ranking methods at scale.

For this thesis, the main point is not which of these retrieval methods is universally
best, but rather that retrieval for a well-formed question is now relatively mature. One
finding from the TREC 2024 Lateral Reading Track is that, once the right question is
available, retrieving useful documents is often easier than generating the question in the
first place. This finding is one of the reasons why the TREC 2025 DRAGUN Track shifts
the main emphasis from document retrieval to report generation.

2.5.4 Question Quality Matters

In classical ad hoc retrieval, a user issues a query, and the system retrieves documents.
In this thesis, the system produces its own investigative questions, which makes question
quality important. If the system asks shallow, redundant, or off-target questions, even a
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strong retriever will collect evidence largely on the wrong issues. In other words, the quality
of the evidence-gathering process depends on the quality of the questions that initiate it.

That is why this thesis devotes multiple chapters to questions: first to understanding
what people ask, then to benchmarking question generation, and then to comparing human
and LLM-generated questions. A central challenge is how to align the system’s investigative
focus with the priorities of careful human assessors.

2.6 LLMs, RAG, and Multi-Agent Systems

2.6.1 LLMs as Generators and Planners

Recent advancements in LLMs have made it feasible to build intelligent systems that can
generate well-formed questions, summarize documents, and coordinate multi-step work-
flows. These decoder-only models are trained on vast amounts of data and demonstrate
strong capabilities on tasks that require complex reasoning over heterogeneous content.
This is one reason why all runs submitted to both the question generation and report
generation tasks were LLM-based.

At the same time, LLMs are not trustworthy by default. A large body of literature
documents hallucination, unsupported generation, and other failures in long-form out-
puts [50, 69]. These failures are especially problematic in the trustworthiness setting,
because the whole point is to help readers reason about whether information should be
trusted. An assistant that hallucinates can therefore undermine the very task it is supposed
to support.

2.6.2 Retrieval-Augmented Generation

RAG partially addresses the hallucination problem by combining generation with explicit
retrieval from an external knowledge base [50]. Lewis et al. [59] introduced the original
formulation of RAG for knowledge-intensive Natural Language Processing (NLP) tasks,
showing how retrieved documents could be integrated into generation. Since then, RAG has
become a major design pattern for building assistants that need up-to-date, attributable,
or domain-specific knowledge [32].

In this thesis, RAG plays a critical role, as it allows assistants to ground their outputs in
retrieved evidence rather than relying solely on parametric memory. Furthermore, it makes
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explicit attribution possible. If a report about an article’s trustworthiness is intended to
help readers investigate, it is much more helpful when its statements are tied to retrieved
passages that readers can inspect.

The report generation task in the DRAGUN track can be seen as a specialized RAG
task in which the implicit user request is fixed: “What should I know about this article to
better assess its trustworthiness?”, while the input news article varies.

2.6.3 Multi-Agent and Iterative RAG

Many recent systems break the RAG process into multiple roles or agents, such as plan-
ners, retrievers, judges, or writers [12, |. The underlying idea is straightforward: one
component may be better at proposing queries, another at choosing evidence, and another
at deciding whether more information is needed before writing.

This idea is well-suited to lateral reading, which is itself an iterative process. A careful
reader does not usually search once and stop. They ask one question, find some evidence,
notice a new gap, search again, and only form a more complete view after several rounds.
Self-reflective RAG methods and agent frameworks provide technical ways to operationalize
such iterative search and critique loops [5, 12, ].

Building on these ideas, the iterative multi-agent system developed later in this thesis
integrates retrieval-enhanced LLMs within a lateral reading framework. It decomposes the
process into query generation, evidence retrieval, information evaluation, question gener-
ation, and report generation. The system was evaluated on the DRAGUN track using
rubrics created by human assessors.

2.7 Evaluating Assistive AI Systems for Trustworthi-
ness Assessment

2.7.1 The Difficulty of Evaluating Open-Ended Generation

Evaluation is another central challenge in this thesis because the target outputs are not
conventional fact-checking labels or short QA answers. A good generated question is one
that points the reader toward an important investigative issue, while a good report is
one that covers the information a careful reader should know while remaining concise and
well-grounded.
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This problem is familiar in other long-form IR and generation settings. Definition
question answering, summarization, and RAG evaluation have long faced the difficulty that
there are many valid outputs and that exact lexical overlap with a single reference is not
enough [60, 69, 74, |. Trustworthiness reports make the problem even harder because
a strong output must reflect expert investigative priorities rather than mere linguistic
similarity to a single reference passage.

2.7.2 Nugget-Based and Rubric-Based Evaluation

One useful precedent comes from nugget-based evaluation. In definition QA and related
settings, systems were evaluated based on whether they covered important content units,
sometimes called nuggets, rather than whether they matched one canonical answer verba-
tim [60, 68, 102]. This logic is highly relevant to this thesis. A reader-oriented trustworthi-
ness report is best evaluated by checking whether it covers the important items a careful
reader should know.

More recently, building on this idea, Farzi and Dietz [33] proposed automatic rubric-
based evaluation for retrieval and generation systems, while other RAG evaluation work has
further explored extracting or judging nugget-like units with LLMs [25]. The DRAGUN
evaluation design fits squarely in this family, but with one important difference: the rubrics
are authored by human assessors through open-web research before judging system outputs,
not induced from pooled system outputs [35] or automatically generated by LLMs [33].
This difference matters because it helps the benchmark capture important investigative
angles that human experts find but current approaches (whether output pooling or LLM
generation) may miss entirely.

2.7.3 Automatic Evaluation and LLM-Based Judges

With the advanced reasoning capabilities of LLMs, there is growing interest in using au-
tomatic evaluation to replace expensive and time-consuming manual judging. Some work
uses fine-grained factuality metrics, such as FACTSCORE [71], which decomposes long-form
text into atomic facts and checks whether each fact is supported. Other work uses LLMs
directly as judges. G-EvAL [62], MT-BENCH [121], and related work showed that strong
LLMs correlate surprisingly well with human judgments on some generation tasks. RA-
GAs [29] proposed reference-free evaluation for RAG pipelines, and recent TREC studies
have explored LLM judging of support labels at scale [90].
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These lines of work are highly relevant to Chapter 10, but such generic automatic eval-
uation has a key limitation in our setting: a fluent answer, or even an evidence-supported
answer, is not necessarily the answer needed during trustworthiness assessment. Therefore,
this thesis combines rubric-based evaluation with LLM-based judging: it keeps human-
authored rubrics as the target and uses an LLM-based automatic judge to predict rubric-
alignment labels, rather than asking LLMs to make unconstrained preference judgments.

To validate LLLM-based automatic judges, it is important to measure their agreement

with human judgments. Standard agreement measures such as Cohen’s kappa [20] are
widely used, but they can be sensitive to class imbalance or prevalence effects [15, 30].
Gwet’s AC1 [11] and related measures are often reported alongside r for this reason.

Accordingly, the use of LLM-based judges should be substantiated with validation on task-
specific human-annotated labels rather than justified by performance on other tasks alone.
Given the well-documented biases and hallucinations in LLMs, trustworthiness assessment
remains a setting in which human assessors should serve as the primary reference.

2.7.4 Community Evaluation and Reusable Benchmarks

The TREC tradition is also relevant here. Shared tasks provide common data, com-
mon evaluation procedures, and a way to compare systems under consistent conditions.
The TREC 2024 Lateral Reading Track and the TREC 2025 DRAGUN Track brought
this shared-task model to assistive news trustworthiness assessment, first through ques-
tion generation and document retrieval, and then through question generation and report
generation with rubric-based evaluation.

In this thesis, we not only develop systems but also define tasks worth studying and
build reusable evaluation resources for a new research area. Without a benchmark, it
is difficult to know whether a system actually works or just produces plausible-looking
output. Task design and evaluation design are part of the core scientific contribution of
this thesis.

2.8 How This Thesis Extends Prior Work

The literature above reveals several gaps.

1. The lateral reading literature shows that teaching people what to investigate is useful,
but the term-long formal courses through which such teaching is typically delivered
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cannot directly benefit everyday news readers, especially those who have finished their
schooling. Prior to our work, there were no well-defined tasks, suitable datasets,
or reusable benchmarks for studying Al systems that provide lateral-reading-style
assistance during everyday news consumption.

. Earlier supportive tools for trustworthiness assessment usually expose isolated cues or
narrow-domain scores rather than generating investigative questions and synthesizing
open-web evidence into reader-oriented reports.

. Automated fact-checking has made major progress on claim-level verification, but
article-level trustworthiness assessment remains underexplored because it involves
source background, framing, omission, and broader context in addition to explicit
claims.

. IR research offers many relevant building blocks, including query suggestion, ex-
ploratory search, clarifying questions, large-scale retrieval, and reranking, but these
ideas have not been combined into a benchmarked workflow for helping readers assess
news trustworthiness.

. RAG provides methods for grounded generation, attribution, and iterative retrieval,
but prior work has mostly focused on QA and summarization rather than on short
reports designed to support news trustworthiness assessment.

. Evaluation remains a major gap. Generic lexical overlap metrics do not directly
measure whether a system covers what a reader should know. Recent LLM-based
evaluation work is promising, but it needs a clear target. Rubric-based evaluation
offers such a target, especially when the rubrics are authored by humans through
open-web investigation before systems are judged.

This thesis addresses these gaps through a sequence of connected studies. It begins
by developing an early proof-of-concept pipeline that operationalizes lateral reading with
a retrieval-augmented LLM. Then, it examines the kinds of questions university-affiliated
readers ask during news trustworthiness assessment. Drawing on these insights, it turns
question generation into a shared benchmark through the TREC 2024 Lateral Reading
Track and studies the gap between human and LLM-generated questions.

Building on lessons from organizing the track and analyzing the results, it redesigns
the benchmark and introduces the DRAGUN track, where the main output is a reader-
oriented, evidence-grounded report evaluated against expert-authored rubrics. Alongside
the DRAGUN track, it develops an iterative multi-agent RAG system for assistive lateral
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reading, which serves as both a strong baseline system and a starter kit for participants.
Finally, it releases reusable evaluation resources, including an LLM-based AUTOJUDGE,
so that future systems can be compared against the same rubric-based standard.

Taken together, these contributions position this thesis differently from prior work in
task design, system design, and evaluation philosophy. This thesis does not treat trustwor-
thiness assessment as a single label to be predicted. It treats trustworthiness assessment
as a process to be supported. A well-designed system should help readers see what they
may otherwise miss, and the evaluation should measure how well the system aligns with
what careful human assessors believe a reader should know. This is the main idea that
connects the remainder of this thesis.
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Chapter 3

ReadProbe: The Initial Proof of
Concept

READPROBE was the first system in this research program. It was developed in 2023 when
we first encountered lateral reading during the Canadian #AI Misinformation Hackathon'.
An earlier version of the system won first prize in that hackathon. READPROBE is the earli-
est instantiation of the thesis idea: an Al system could help readers perform lateral reading
by suggesting what to investigate and by summarizing what external sources say [111].

At a high level, READPROBE combines three components. Given a claim, opinion,
or news article, it first uses an LLM to generate several investigative questions. It then
uses web searches to retrieve outside documents relevant to each question. Finally, it uses
retrieval-augmented answer generation to produce short, attributed answers grounded in
the retrieved text. This design operationalizes the core principle of lateral reading: instead
of keeping readers on the original page, the system pushes outward to other sources and
helps organize what they say.

READPROBE is directly connected to three main points established in previous chap-
ters: readers need help deciding what to investigate, trustworthiness assessment depends
on outside context, and assistive systems should support human judgment rather than
replace it. It turns those abstract points into a working demo, and shows what assistive
lateral reading can look like when implemented as a system: question generation provides
investigative guidance, retrieval brings in outside evidence, and attributed answer gener-
ation gives readers a concise starting point for further examination. At the same time,

! https://socialmedialab.ca/events/hackathon/
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READPROBE is a beginning rather than a complete solution. It was built as a proof-of-
concept demo without formal evaluation. Its limitations motivate the rest of the thesis:
reader studies, shared tasks, stronger system designs, and reusable evaluation.

For the rest of this chapter, we present the original READPROBE system to show how
the central idea of this thesis first took shape through a retrieval-enhanced, LLM-powered
pipeline.

3.1 Introduction

The internet and social media networks have made the spread of information much faster
and broader than ever before, but have also opened channels for the rapid proliferation
of misinformation. In such a mixed-quality online environment, people need tools to help
them evaluate the credibility and accuracy of online information.

Existing approaches to counter online misinformation can be classified into two broad
categories: system-focused and individual-focused. Examples of system-focused approaches
include content moderation techniques used by many online platforms (such as TikTok
and Facebook), e.g., hiding posts identified as misinformation, demoting low-quality in-
formation in their recommender systems to slow down its transmission, and flagging mali-
cious posts. However, even with good intentions, automated content moderation can raise
freedom-of-expression and access-to-information concerns when systems make false-positive
or false-negative errors [23].

In contrast, individual-focused approaches aim to improve readers’ ability to identify
misleading information and avoid spreading it, such as inoculating people psychologically

against misinformation through games [10], prompting people to think twice before sharing
posts [35], and developing educational curricula [108]. The recently proposed lateral read-
ing is another promising approach in this category [107]. Unlike traditional fact-checking

methods that give authoritative judgments, lateral reading trains readers to cross-reference
multiple sources so that they can better assess the trustworthiness of online information.
Specifically, when consuming a web page, lateral readers frequently leave the original page
and open new browser tabs to search for information from other sources. Lateral reading
has been shown to be an effective technique for evaluating online information [107, 108].

Existing studies on lateral reading focus on educational practices to enhance people’s
media literacy. As of 2023, to the best of our knowledge, there was no existing tool that
supported readers in performing lateral reading, such as coming up with questions for a
web document and summarizing answers based on information from other sources. Search
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Figure 3.1: Hlustration of our READPROBE pipeline.

engines are an essential component of lateral reading, but previous research has observed
that many readers struggle to formulate effective queries or to navigate search results to
get the answers they need [107]. To bridge this gap, we developed READPROBE as a
proof of concept to support knowledge-grounded lateral reading. The system leverages the
reasoning capabilities of modern LLMs, augmented with access to search engine results.

3.2 Implementation Detalils

Figure 3.1 shows an overview of our tool READPROBE. It consists of three core components:
question generation, web search, and answer generation, each feeding into the next and
integrated into a cohesive, easy-to-use application. The user input can be a claim or a post
consisting of one or more sentences, or a long web document in plaintext, such as an online
news article. Given the text, READPROBE generates several questions for users to probe,
and then produces answers by summarizing information from other sources. In the rest of
this section, we discuss each of these components in detail. To clarify, GPT-3.5 and GPT-4
in this section correspond to the models accessible via Application Programming Interface
(APT) calls to gpt-3.5-turbo and gpt-4-32k, respectively, as of May 1, 2023.
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Role: You are a factual and helpful assistant to aid users in the lateral
reading task. You will receive a segment of text (Text:), and you need to
raise five important, insightful, diverse, simple, factoid questions that
may arise to a user when reading the text but are not answered by the text (
Questionl:, Question2:, Question3:, Question4:, Questionb:). The questions
should be suitable as meaningful queries to a search engine like Bing. Your
questions will motivate users to search for relevant documents to better
determine whether the given text contains misinformation.

User: Text: {user_input}

Carefully choose insightful and atomic lateral reading questions not answered by
the above text, ensuring that the queries are self-sufficient (do not have
pronouns or attributes relying on the text; they should be fully resolved
and make complete sense independently).

Figure 3.2: Prompt for question generation in READPROBE.

3.2.1 Question Generation

Question generation from text has been an important topic in IR research, with applications
such as generating synthetic training data to address resource scarcity [00] and augmenting
documents to enhance first-stage retrieval [79]. In the case of READPROBE, we instead
focus on the following question: how do we generate useful questions that, when viewed
with well-attributed answers grounded in multiple sources from the internet, can help
users better understand and evaluate the credibility and accuracy of online information?
In particular, the questions generated by READPROBE should seek information beyond
the input text, which is different from previous question generation work.

Figure 3.2 presents the prompt we use to ask the LLM to generate questions to support
lateral reading. It begins with a preamble that describes the model’s role in tackling
the task: factuality and helpfulness at the core, aiming to generate insightful and diverse
questions that are suitable to pass to a search engine. Next, the user input is formatted
and provided to the model in the form of a chat message, followed by closing instructions
specifying that the generated questions must be self-contained search queries that do not
rely on coreference with the input text. In our tests, we found that explicitly stating these
closing instructions both improves query quality and reduces susceptibility to manipulation
by malicious user inputs such as jailbreaking prompts.
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3.2.2 Web Search and Segment Retrieval

Web search is crucial to the success of READPROBE, as it helps overcome some shortcom-
ings of LLMs regarding tail entities and information unavailable after the training cutoff
date. In this web search component, we issue each generated question as an independent
query to the Microsoft Bing web search API? and pass the top n = 3 returned results
to the next stage (segment retrieval or answer generation, depending on which LLM is
used). The hope is that such knowledge grounding will help mitigate model hallucinations,
reduce preconceived biases introduced during training, and provide users with resources
for further reading.

Our initial implementation of READPROBE predated the launch of the public-facing
GPT-4 API, including the 32k-token variant capable of handling multiple documents.
Hence, we tackled the issue of the input token limit (4k tokens) of GPT-3.5 by split-
ting the web page content into 256-word text segments and then using the text similarity
model from OpenAl to select the & most similar segments to the query (based on their
cosine similarity) from each retrieved web page (k = 2 in READPROBE) as inputs for the
following answer generation.

Note that even with GPT-4’s capability of handling long documents, we still believe
segment retrieval is useful for three reasons. First, the response time of GPT-4 is noticeably
longer than that of GPT-3.5, given that it is architecturally larger and possibly still in a
testing phase. Second, GPT-4’s API usage costs an order of magnitude more than that of
GPT-3.5 (especially for the variant that can handle 32k tokens), so we only want to feed
the best segments to save costs. Finally, based on our preliminary qualitative analysis of
the generated answers from GPT-4, we did not observe any noticeable quality difference
with and without segment retrieval. However, responses are much cheaper and faster with
segment retrieval.

3.2.3 Answer Generation

This stage performs the core downstream task: given a lateral reading question and relevant
documents or text segments, generating a well-attributed, useful, and readable answer.
Proper attributions in the generated answers can help users build trust.

Figure 3.3 shows the prompt we use to instruct the LLM to generate answers. This
prompt was inspired by other successful retrieval-augmented systems like Perplexity®. The

2 https://www.microsoft.com/en-us/bing/apis/bing-web-search-api
3 https://www.perplexity.ai/
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Role: You are a factual and helpful assistant designed to read and cohesively
summarize segments from different relevant document sources to answer the
question at hand. Your answer should be informative but no more than 100
words. Your answer should be concise, easy to understand, and should only
use information from the provided relevant segments, but combine the search
results into a coherent answer. Do not repeat text and do not include
irrelevant text in your answers. Use an unbiased and journalistic tone. Make

sure the output is in plaintext. Attribute each sentence with proper
citations using the document number with the [${doc_number}] notation (
Example: "Hydroxychloroquine is not a cure for COVID-19 [1][3]."). Ensure
each sentence in the answer is properly attributed. Ensure each of the
documents is cited at least once.

User: My question is {question}. Cohesively and factually summarize the
following documents to answer my question. {doc_texts}

Figure 3.3: Prompt for answer generation in READPROBE.

preamble or role description of the agent describes the need to be factual while cohesively
stringing together information across sources into a short but informative answer. The
prompt promotes an unbiased and journalistic tone and discourages the use of extraneous
information in the answer. Then, we ensure that attribution is at the core by specifying
a particular attribution schema and providing an example sentence. Note that while we
instruct the model to cover all the sources, we still find cases where a relevant web page is
not used at all in the generated answer. In such cases, we indicate which sources were not
used when rendering the results.

Finally, the lateral reading question, along with a brief restatement of the task, is passed
to the LLM as user chat input, followed by the relevant segments. The only hyperparameter
we tune is temperature, and we find that a value of 0.2 provides a good balance between
diversity and quality.

3.3 System Demonstration

We developed a web-based application with Streamlit* to demonstrate READPROBE. The
code is available at https://github.com/DakeZhang1998/ReadProbe.

4 https://streamlit.io/

37



https://github.com/DakeZhang1998/ReadProbe
https://streamlit.io/

@ User Info

What is lateral reading?

Lateral reading is a critical thinking approach
used to evaluate the credibility and accuracy
of information found online by stepping away
from the initial source and exploring other

sources to verify its authenticity.

How can lateral reading help fight
online misinformation?

Lateral reading can reduce the risk of being
misled by misinformation, propaganda, and
other forms of disinformation. By cross-
referencing information with multiple
sources, users can become more informed
and responsible consumers of information,
promoting a better online community.

How does this tool support lateral
reading?

All you need is to copy and paste a text into
the input box and then click on the "Probe”
button. This tool (powered by OpenAl) will
generate five questions you may want to ask
and provide answers by summarizing
relevant documents found by Bing. You can
give feedback on the generated content. The
generation time depends on the
responsiveness of AP calls. Please wait till
the generation completes before interacting
with the page.

3.3.1

. ReadProbe

An Al-powered tool to support lateral reading. (NEW) Now GPT-4 is behind the scene!

» Instructions

Please read the information on the left before using this tool. The length of your input should be more than 10 words (enough context for meaningful generation) and less than 2000 words (due to
the limit of ChatGPT). A desired input would consist of statements, rather than questions (e.g., who is the current prime minister of Canada) or requests (e.g., please find information about the
current prime minister of Canada). Only English is supported at the current stage.

@& Start Here

Help me probe into:

Secret CDC Report confirms nearly 120k Youngsters 'Died Suddenly' in the USA by Oct. 2022 following roll-out of COVID Vaccines. We must ban all vaccines! Pfizer and Moderna only want to
take over the world and insert microchips to quickly depopulate the earth. Let us stand strong against the VACCINES! Now they want to have them for cancer and heart disease, NO, N O.

& Probe @ Reset

! Disclaimer

Content generation in this web application is performed mainly by calling OpenAl APIs and Bing APIs. Even though we perform some processing to improve the quality of the generated content,

due to our limited knowledge of the models behind those services, we can not make sure the generated content won't contain biased, unethical, incorrect, or controversial information. Please be
aware of the potential risks of using this tool. The content generated here doesn't represent the opinions of the developers in this project. If you notice potentially malicious content generated
by this app, please open an issue to report. Your valuable feedback is deeply appreciated.

Privacy

Your usage data will be collected anonymously to improve this tool, including your inputs and thumbs-ups. Be aware not to include sensitive data in your inputs. Your personal information will not

be collected, such as your IP address, location, etc. Using this tool indicates you agree with ourprivacy policy.

Figure 3.4: Main interface of READPROBE.

Interface

Figure 3.4 shows the main interface of READPROBE. We designed this interface to provide
sufficient background information and clear instructions for users who do not know the
concept and benefits of lateral reading beforehand.

In the sidebar of the main interface, we briefly describe what lateral reading is, what
purpose it serves in the fight against online misinformation, and how our tool can support
lateral reading. Users can provide text in the input box, either several sentences or a
document (with a limit of 2000 words). Then all they need to do is click the “Probe”
button, and our system generates questions and answers to support lateral reading.

Our privacy policy, which we display prominently on the landing page, states that
some anonymized data may be collected by OpenAl and by us. For instance, the user’s
input text, which we include in our API requests, may be used by OpenAl to improve
their models. In the current iteration of READPROBE, we hope users are aware that
OpenAl and our team may use their anonymized data and feedback. In future iterations,
as READPROBE becomes more mature and its constituent OpenAl API calls can guarantee
not collecting or training with user data, we hope to give users an explicit opt-out choice.
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3.3.2 Opinion Probing — A Qualitative Example

To demonstrate how READPROBE works, we provide an example input, a multi-sentence
opinion against the use of vaccinations for COronaVIrus Disease 2019 (COVID-19) and
beyond, as shown in Figure 3.4. This opinion claims that vaccines insert microchips and
calls for opposition to future vaccines for cancer, heart disease, and other illnesses.

Once the user clicks the “Probe” button, the system will return a list of questions
with attributed answers from three sources, shown in Figure 3.5. If the user likes a spe-
cific question and its answer, they can click the “I like this one” button to indicate their
preferences.

For this example input, we see that READPROBE provides a good set of diverse ques-
tions covering various points made in the opinion. The first two questions help the user
understand that, from a governmental and scientific perspective, there is a lack of evidence
for the supposed link between vaccines and youth death rates. The third question-answer
pair helps debunk the microchip claims. The next pair helps the user understand messen-
ger RiboNucleic Acid (mRNA) vaccines, and the final pair looks at the future of vaccines,
for cancer, heart disease, and beyond. These questions and answers cover a range of in-
formation that is absent from the example input, and we hope that such information from
READPROBE will help decision-makers and users make informed choices.

3.3.3 Anonymous User Feedback

We built a lightweight online database with Google Forms to collect anonymous user feed-
back. Specifically, we collect only their input text and their feedback (clicks on the “I like
this one” button) so that we can evaluate our system and improve it. We collect this data
anonymously, without any fields that one could use to identify users, such as session identi-
fiers, Internet Protocol (IP) addresses, and locations, unless that information is included in
the user input. As mentioned above, we disclose the information we collect in our privacy
policy on the main interface.

3.4 Conclusion

In this chapter, we present our LLM-powered tool READPROBE, designed to support lateral
reading and help build people’s competency to fight against online misinformation. To the
best of our knowledge, this is the first attempt to develop tools that support the lateral
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reading strategy in the age of LLMs. READPROBE decomposes the problem and utilizes
various components, including question generation, web search, and answer generation, to
assist users in evaluating the credibility and accuracy of online information while mitigating
the risk of model hallucinations through knowledge grounding. We built READPROBE with
careful consideration of issues stemming from input token limits, response time, and cost.
Overall, the tool shows promise in helping users navigate the vast and sometimes confusing
landscape of online information. We hope our attempt will inspire other academic and
industry practitioners and open up new lines of work.

3.5 Future Work

Our anonymous user feedback was largely positive on READPROBE’s usefulness for identi-
fying misinformation. We also improved our tool based on suggestions from users. However,
a large-scale user study (with control and treatment groups) is needed to demonstrate the
usefulness of READPROBE for evaluating online information. Additionally, as misinforma-
tion also proliferates in many local languages other than English, it remains to be seen
how READPROBE would work when extended to a multilingual setup.
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Figure 3.5: Top five questions with answers generated by READPROBE for the example
input in Figure 3.4.
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Chapter 4

A Pilot Study of What Readers Ask

Chapter 3 presented READPROBE as a proof of concept that retrieval-augmented LLMs
can generate investigative questions and attributed answers to support lateral reading.
READPROBE made the system idea concrete, but it also raised an evaluation problem: to
judge whether automatically generated questions are useful, we first needed to understand
what questions humans would ask when evaluating the trustworthiness of a news article.

Our original plan was to conduct a large-scale human-baseline study for question gener-
ation. In that planned study, each news article would be read by at least ten participants,
and participants would independently write the questions they believed should be answered
to assess the article’s trustworthiness. Question importance would be estimated from cross-
reader agreement: if many participants independently asked semantically similar questions,
that question would likely be important for trustworthiness assessment. Because natural
language questions are rarely identical, the full study would also require a reliable way to
cluster or measure similarity among participant questions.

Before attempting that larger study, we conducted the study reported in this chapter
as a pilot [118]. The pilot had three goals. First, it tested whether the procedure was
feasible: whether participants could read several articles, write trustworthiness-related
questions, and remain engaged. Second, it explored what questions participants naturally
wrote before being taught lateral reading. Third, it examined whether a short tutorial
would be useful as preparation for a larger question-generation study. The pilot used
university-affiliated participants for convenience and should be interpreted as a formative
study. It helped us identify several study-design requirements that were not obvious at
the outset. Participants’ questions needed to be self-contained enough to be understood
without the highlighted passage. Their questions needed to be ranked or assigned within-
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participant importance, because frequency across participants alone does not distinguish
between two equally frequent questions when one is central for each participant and the
other is peripheral.

The pilot was not a complete human-baseline study and was not designed to establish
causal claims about the effectiveness of lateral-reading instruction. It used a one-group
before-after design, did not include a no-tutorial control group, did not require partici-
pants to search for answers to their questions, and did not measure whether the questions
improved final trustworthiness judgments. Nevertheless, the data were useful. The pilot
revealed recurring categories of reader questions, showed that participants often needed
background knowledge to interpret articles, and exposed several problems in the procedure
that directly informed the design of the TREC 2024 Lateral Reading Track.

4.1 Pilot Study Setup

After obtaining ethics approval from our university’s ethics board, we recruited participants
and then conducted the study remotely via Zoom. Each participant had the same tasks to
complete. First, the participant was asked to read three news articles, and after reading
each article, to write down questions about what they needed to know to better assess the
trustworthiness of the article. Next, the participant watched a short video tutorial about
lateral reading. After that, the participant generated questions for another three articles.

4.1.1 News Articles

We selected six news articles, as detailed in Table 4.1, that were recently published at the
time of the study. These articles were sourced from a range of media outlets, including two
left-leaning, two neutral, and two right-leaning sources, based on the assessments provided
by AllSides' and Media Bias/Fact Check® as of May 2023. The selected articles covered
an array of topics, including politics, science, and health.

Because this was a pilot, the article set was selected to exercise the procedure across
several topics and source types, not to represent the full distribution of online news. We
used source-level bias and credibility ratings to obtain variation in media outlets, but those
ratings do not determine the quality or trustworthiness of any individual article. The small

! https://www.allsides.com/media-bias
2 https://mediabiasfactcheck.com/
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Table 4.1: Six news articles used in our pilot user study.
Media Outlet = News Article Title

Palmer Report  Gen Z gets its moment [link]

CBC Nows Spike in severe illness caused by strep A bacteria is ‘global

phenomenon’ — including in Canada [link]
Confused about the debt ceiling? Here’s what you need to
CNBC :
know [link]
CityNews Disaster risk profile warns Canada ill-prepared for a major

earthquake [link]

A skin patch to treat peanut allergies? Study in toddlers

Toronto Sun shows promise [link]

Ex-acting CIA director reveals he had 50 spies sign a letter
Natural News saying Hunter Biden laptop scandal was Russian disinformation
to help Joe ‘win the presidential election’ [link]

article set also limits topic generalization. These limitations are important because article
topic, article length, source familiarity, and article-level quality can all affect the number
and types of questions participants write.

4.1.2 Participants

We recruited 16 participants, mostly university students plus a few faculty or staff, through
university mailing lists, and compensated them at $20 CAD per hour. This convenience
sample is not demographically representative of online news readers, and participants were
likely more educated and more information-literate than the general population. This
sample choice limits any generalization about how typical readers evaluate online news.
At the same time, this sample was useful for the pilot because if even these relatively
experienced readers produced informal and context-dependent questions, then those issues
would likely become more serious in a larger and more diverse study.
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4.1.3 Tutorial

We developed a concise, seven-minute video tutorial® introducing three critical aspects to
consider as suggested by lateral reading: (1) consider the source and evaluate the source’s
political bias, credibility, and potential agenda, (2) question supporting evidence by assess-
ing whether the evidence substantiates the claim and whether it is accurately interpreted,
and (3) check for consistency by comparing the information against other sources to ob-
tain a broader perspective. These aspects were grounded in the Civic Online Reasoning
framework proposed by McGrew [70]. The tutorial focused specifically on asking questions
and intentionally omitted instruction on how to conduct effective lateral searches to lo-
cate relevant and credible resources on the web to answer those questions, since we were
only studying question generation. The tutorial included an example article! accompanied
by sample questions that demonstrated how lateral reading heuristics could be applied to
assess the trustworthiness of an article.

This tutorial stage was designed to introduce the basic idea of lateral reading quickly
and to test whether such guidance might be needed before asking participants to generate
questions at scale. We did not iteratively develop or validate the tutorial before the pilot,
and the example article and sample questions may have primed participants to ask partic-
ular kinds of questions in the second stage. Therefore, differences between the pre-tutorial
and post-tutorial stages should be interpreted as descriptive evidence about this study
setting, not as a clean causal estimate of tutorial effectiveness.

4.1.4 Procedure

For each participant, we set up a Google Document containing the plain-text version of
six news articles. We permuted the article sequences so that each participant received a
different ordering of the six articles. We also ensured that each article appeared exactly
eight times before the tutorial and eight times after the tutorial across all 16 participants.
This balancing helps reduce article-specific ordering effects, but it does not eliminate the
broader limitation of the one-group before-after design. Because all participants completed
three articles, then watched the tutorial, and then completed three more articles, post-
tutorial behavior may reflect a combination of tutorial exposure, task practice, fatigue,
and learning from earlier articles.

3 https://www.youtube.com/watch?v=fv6ASb-1iJ74
4 https://www.nytimes.com/2023/02/21/opinion/do-mask-mandates-work.html
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At the start of each study, we reiterated the objective: participants were instructed
to generate questions that they might need to search for or ask others in order to better
evaluate the trustworthiness of each news article. To leave a question, they were instructed
to highlight the specific text that prompted the question and create a comment on the
highlighted passage.

To ensure that participants engaged attentively with the articles, they were required
to answer three multiple-choice comprehension questions after reading each article. These
questions tested their memory of the content, and they were explicitly instructed not to
revisit the original article while answering. In addition, participants were asked to “think
aloud” as they worked, but most did not actively think aloud and instead focused on the
task of reading and producing questions. They were not asked to search for answers or to
make final trustworthiness judgments based on those answers. This design choice matched
the pilot’s focus on question generation, but it also means that the pilot does not show
whether the questions participants wrote were actually useful for improving credibility
judgments, although these questions reflect participants’ information needs.

Participants repeated this process for three articles in the first stage and then proceeded
to the tutorial session. At the beginning of the tutorial, we asked participants whether
they had prior knowledge of lateral reading. None of the participants reported having
encountered the term lateral reading before. Following the tutorial, they repeated the
same process for the remaining three articles in the second stage.

4.2 Coding and Data Analysis

We developed a coding scheme to qualitatively analyze the questions generated by par-
ticipants during their trustworthiness evaluation of the provided news articles. While
participants were asked to write questions, they occasionally expressed feelings as com-
ments rather than phrasing them as questions. Thus, we first classified each side note as
either a question or a comment, and then further categorized it into a specific subcategory
based on its content.

To the best of our knowledge, no prior work has qualitatively categorized the types
of questions people ask when evaluating online news. Therefore, we developed a coding
scheme ourselves by combining top-down and bottom-up approaches. Initially, the first
author, who ran all study sessions and directly observed participants, constructed a pre-
liminary set of codes. For the top-down approach, this process began by predetermining
key themes core to lateral reading, as mentioned in Section 4.1.3. Subsequently, the au-
thor reviewed a random subset of participant questions across articles to refine the initial
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themes, either by adding new ones or by breaking down existing themes to better capture
the nuances of participants’ questions.

To evaluate and refine the initial set of codes, two undergraduate research assistants
were hired to independently code all side notes for a randomly selected article. They also
watched the video tutorial to ensure an aligned understanding. To mitigate bias, they were
blinded to the origin of each note, i.e., whether it was generated in the first stage or in
the second stage. By strictly sticking to the initial coding scheme, they achieved an inter-
rater agreement of 0.60 measured by Cohen’s kappa [20]. Using the interpretive categories
proposed by Landis and Koch [55], this score falls within the moderate agreement range
(moderate: 0.41-0.60, substantial: 0.61-0.80, almost perfect: 0.81-1.00). Moderated by
the first author, the two coders discussed their coding work, aligned their understandings
of the codes, slightly adjusted the coding scheme, and updated the codes of all side notes
for this article.

To test the inter-rater agreement on the refined set of codes, another news article was
randomly selected for coding. The two coders achieved a Cohen’s kappa value of 0.64,
reaching substantial agreement, higher than the agreement obtained with the initial coding
scheme. They then discussed and finalized the codes for all side notes in the second
article. Given their inter-rater agreement, we divided the remaining four articles between
the coders, with each coder independently coding two articles.

Table 4.2 presents the final version of the coding scheme used for annotating the side
notes across all six news articles. The codes Q1 (More Details) and Q2 (Original Evidence)
both pertain to the act of questioning the supporting evidence. These two differ in their
focus: Q2 reflects a need to access the original evidence, while Q1 involves specific inquiries
about the content of that evidence. A system designed to address Q1 should be able to both
find the cited evidence and interpret the retrieved evidence to produce a tailored answer to
the participant’s question. Note that some online news articles provide hyperlinks to cited
evidence, making it easy to answer Q2 questions. Q3 (Verification) and Q5 (Alternative
Viewpoints) are related to checking for consistency with other sources, whereas Q6 (Source
Credibility) corresponds to the concept of considering the source.

All these question types align with core lateral reading principles, as introduced in
Section 4.1.3. Note that C1 (Source Credibility) is a reader’s statement of belief about a
source, not a question, so we did not count C1 comments as lateral reading questions.
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Table 4.2: Coding scheme for annotating side notes from participants.

Code Category Description Example
) ) ) ?
Vertical Questions that can be answered by the Who dld. this risk asses'sment.
i X N X . (The article later mentions the
Questions article itself, usually later in the article. .
government did the assessment.)
QL More Questions that ask for more details Which clinical trial stage is this
Details about/from the cited evidence. study at?
Original Ql.lestlons that ask for .the oylglnal What is the link to the original
Q2 . evidence (e.g., report, interview)
Evidence ] study?
that supports the claim.
. . Questions that aim to verify a piece Is it true that the credit rating
a3 Verification of information. dropped to AA+ from AAA?
Additional Questions that ask for additional
Q4 Knowledee background knowledge about some Is Fort McMurray in Canada?
& common sense or established consensus.
Alternative Questions that ask for narratives or What do other experts in the
Q5 Viewpoints viewpoints from other sources (e.g., field say about the relevance of
p people, media outlets). these figures?
Source Questions that ask for the credibility,
Q6 Credibilit credentials, or bias of a source (e.g., Is Yellen a Democrat?
M people, media outlets).
Q7 Co chensio Questions that indicate the reader has I don’t understand the logic
TPTEREnsIon i me comprehension issues. behind this part. Why?
Questions that doubt the soundness of :
. o e Do these results generalize to
Q8 Doubt a conclusion or indication (usually by other povulations?
pointing out potential flaws). pop ’
Source Comments that express existing beliefs I'do mot trust this publisher .
C1 s s because I have never heard of it
Credibility about the credibility of sources.
before.
Comments that express distrust because This lanauace does not seem
c2 Distrust some information contradicts their P, m’g te i‘or news reportin
feelings or existing knowledge. PPTOp P g
Comments that express trust because . .
C3 Trust some information aligns with their I believe this p qrt because of my
. o personal experience.
feelings or existing knowledge.
Comments that are irrelevant (or not This answers my question about
Irrelevant : who wrote the report. (This
c4 useful) to the trustworthiness .
Comments comment refers to a previous

evaluation of the article.

vertical question.)
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4.3 Results

4.3.1 Participation and Note Production

On average, it took participants 71.1 minutes (standard deviation: 18.8) to complete the
study, including watching the video tutorial. Before the tutorial, participants produced an
average of 4.4 questions and comments per article (std: 2.9). This number increased to
8.1 per article (std: 4.8) after the tutorial. Participants scored 88% on the comprehension
questions that followed their reading of each article, with no significant difference between
the two stages (before or after the tutorial).

We used a fixed-effects linear regression model as a check of how note counts varied by
article, stage, presentation order, and participant. Because the design lacks a no-tutorial
control group, the stage coefficient should not be interpreted as a causal estimate of the
tutorial alone. It captures the difference between the first and second stages, which may
include tutorial effects as well as practice or other temporal effects.

Results reveal that participants produced significantly more notes (questions plus com-
ments) in the second stage than in the first stage (p < 0.001). Article identity also had an
effect on note count (e.g., one article, being very short, yielded significantly fewer notes,
p < 0.05). Meanwhile, substantial individual differences were observed among participants.
The effect of the presentation order was not statistically significant. The model explained
73.8% of the variance in the side note count (R? = 0.738, F' = 9.367,p < 0.001).

Taken together, these results indicate that participants actively engaged with the given
news articles and that the second stage contained more notes than the first stage. However,
because this study was a pilot with a one-group before-after design, we do not interpret
the increase as a causal estimate of the tutorial’s effect. The increase is consistent with the
possibility that brief lateral-reading guidance helped participants formulate more questions,
but it may also reflect task practice, increased familiarity with the procedure, or other
stage-related effects. The more important lesson for this thesis is that participants could
generate many trustworthiness-related questions and that the procedure produced enough
data for exploratory analysis, while also revealing design problems that a larger study
would need to fix.

4.3.2 Coded Questions and Comments

Table 4.3 presents the distribution of question and comment types before and after the
tutorial. The primary focus of our analysis is on the questions. Notably, even before
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Table 4.3: Coding statistics before and after the tutorial. Frequency represents the total
occurrences of each type across all participants. Percentage is calculated as the frequency
divided by the total number of questions or comments. Number of participants counts par-
ticipants who made at least one question or comment of a given type. Awverage frequency
per article is computed for each participant, with 95% confidence intervals shown in brack-
ets, assuming a normal distribution. Types are listed in descending order of frequency
after the tutorial. The highest value in each column is highlighted in bold.

Avg. Freq./Article

Frequency Percentage No. of Participants

Code Name
Before After Before After Before After Before After
Source
9 Credibility 23 105 12.2% 27.6% 13 15 0.48 (£0.24) 2.19 (+0.52)
g More 64 74 34.0% 19.4% 15 12 1.33 (+£0.52) 1.54 (+£0.63)
Detaﬂs . 0 . 0 . . . .
e Original 14 42 74% 11.0% 5 11 0.29 (+0.19) 0.88 (+0.34)
Evidence
Additional
4 Knowledse 27 29 144% 7.6% 11 9 0.56 (+0.26) 0.60 (+0.33)
Q3 Verification 13 29 69% 7.6% 4 9 0.27 (£0.20) 0.60 (+0.32)
c2 Distrust 11 22 59% 58% 5 9 0.23 (+£0.21) 0.46 (+0.22)
qs Alternative 4 21 21% 55% 2 10 0.08 (£0.08) 0.44 (£0.21)
Viewpoints
Vertical
v : 10 17  53% 45% 8 10 0.21 (£0.15) 0.35 (+0.21)
Questions
Q@8 Doubt 3 17 1.6% 45% 3 9 0.06 (£0.07) 0.35 (£0.16)
qq Irrelevant 11 10 59% 26% 9 7 0.23 (+0.14) 0.21 (+0.16)
Comments
Q7 Comprehension 3 8 1.6% 2.1% 2 5 0.06 (£0.07) 0.17 (£0.12)
Source
Ol Credibility 3 6 16% 16% 1 4 0.06 (£0.09) 0.13 (+0.11)
C3  Trust 2 1 11% 03% 1 1 0.04 (£0.06) 0.02 (£0.04)
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the tutorial, some participants demonstrated an existing level of media literacy by posing
questions relevant to lateral reading. For instance, 13 participants asked about source
credibility (Q6), while 15 participants sought more details about the cited evidence (Q1).

A comparison of question types related to lateral reading (as described in Section 4.2)
between the two stages shows some important changes. Questions about source credibility
(@6), alternative viewpoints (Q5), and original evidence (Q2) increased noticeably in the
second stage, though most participants were already questioning sources in the first stage.
Meanwhile, most participants (except two) did not consider alternative viewpoints (Q5) in
the first stage, but the frequency of these questions increased remarkably after learning
this heuristic. Similarly, the frequency of Q2 (Original Evidence) increased from 14 (7.4%)
to 42 (11.0%), with the number of participants rising from 5 to 11.

Although Q1 (More Details) was no longer the most common question type in the second
stage, its absolute frequency remained stable, indicating the continued need to seek more
evidence details. Moreover, participants appeared to adopt a more critical stance toward
news in the second stage, as evidenced by increases in Q3 (Verification), Q8 (Doubt), and
C2 (Distrust). We also found that participants made expressions of distrust (C2) while
rarely expressing trust (C3), which suggests that participants may have been less likely to
notice information that confirmed their existing beliefs, i.e., confirmation bias.

Overall, the post-tutorial stage contained more lateral-reading-oriented question types,
especially about source credibility, original evidence, and alternative viewpoints. This
pattern suggests that these question types are salient to participants once lateral-reading
heuristics are made explicit, and it supports the decision to include source, evidence, and
cross-source investigation as core dimensions in later task and assessment guidelines.

4.3.3 Additional Knowledge

Another observation was that many participants occasionally required additional back-
ground knowledge to better understand the article. Specifically, we identified 27 such
questions from 11 participants in the first stage and 29 such questions from 9 participants
in the second stage. The need for additional knowledge varied depending on each par-
ticipant’s prior familiarity with the topic, which naturally differs from person to person.
For example, when reading the following sentence: “A retired CIA leader coordinated a
letter from former intelligence chiefs claiming that Hunter Biden’s laptop was Russian dis-
information because he wanted to help Joe Biden’s presidential campaign”, one participant
asked: “What is Hunter Biden’s laptop scandal?” Without adequate knowledge of the
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context, it is challenging to comprehend the article, let alone assess its trustworthiness.
But for readers already familiar with this scandal, such questions may seem unnecessary.

4.4 Lessons Learned about Question (GGeneration

The pilot’s most important contribution was that it revealed what would be required to
make human-generated questions usable as a baseline for system evaluation.

First, the format of the collected questions was a problem. Participants wrote questions
as side notes attached to highlighted passages in Google Docs. This was convenient during
the study, but it led to many questions that were informal, fragmentary, personal, or
overly dependent on the highlighted passage. Such questions were understandable to the
participant while reading, but difficult for another person, or an automatic system, to
quickly interpret without the surrounding context. A larger human-baseline study would
require participants to write self-contained questions that can be understood independently
of the specific part of the article that triggered them.

Second, the pilot did not capture question importance within each participant’s question
set. Our original full-study plan assumed that cross-reader frequency could be used as one
signal of importance: if many people ask semantically similar questions, then the question
is probably important. However, frequency alone is not enough. A participant may write
several questions, but some are central and others are peripheral. If two questions are
asked by the same number of participants, we need additional evidence to distinguish which
question was more important to those participants. Future studies should ask participants
to rank their questions or mark which questions they consider most important.

Third, the pilot exposed the difficulty of comparing questions across readers. People
rarely write identical questions even when they express the same underlying information
need. Therefore, a full human-baseline study would require a validated way to cluster para-
phrases or measure semantic similarity between questions. The pilot’s informal, passage-
dependent side notes would have made this clustering problem harder. This lesson later
influenced both the requirement that submitted questions be self-contained and the DRA-
GUN track’s move toward assessor-created, importance-weighted rubrics.

Fourth, the pilot did not evaluate the downstream usefulness of the questions. Partic-
ipants were asked to write questions they might need to answer, but they did not search
for answers, did not use those answers to revise their trustworthiness judgments, and did
not make final judgments that could be compared across conditions. Therefore, the pilot
does not show that the questions improved news trustworthiness judgments. It provides
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evidence only about the kinds of questions produced under this study procedure and the
information needs those questions reflect.

Finally, the pilot clarified the limits of the planned user-baseline approach. The natural
next step would have been to revise the procedure and run another pilot or the larger
baseline study. In particular, a revised study should recruit more participants per article,
collect ranked and self-contained questions, validate question-similarity clustering, use a
more diverse participant pool, and separate tutorial effects from practice effects through
a control condition. We did not pursue that next study because the TREC 2024 Lateral
Reading Track was accepted, and our effort shifted to organizing the shared task. As a
result, the pilot is used in this thesis as formative evidence and as a source of task-design
lessons, not as an evaluation of lateral-reading instruction.
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Chapter 5

The TREC 2024 Lateral Reading
Track

This chapter marks the point where the thesis moves from a proof-of-concept system and a
formative pilot study to a shared evaluation setting. Chapter 3 showed that an LLM-based
RAG pipeline can generate reasonable investigative questions and ground short answers
in external evidence. Chapter 4 then reported a pilot study that suggested readers can
produce trustworthiness-related questions, while also exposing problems that would make
informal reader notes unsuitable as direct system-evaluation targets. In particular, the
pilot showed that questions need to be self-contained, comprehensible by general readers,
and ranked by importance if they are to serve as useful outputs for a question generation
task. Thus, the next step was to define a task and evaluation framework for comparing
systems that try to provide this kind of assistance.

This chapter presents the first benchmark: the TREC 2024 Lateral Reading Track [ 10].
The track keeps the assistive perspective of this thesis: it does not ask systems to decide
whether a news article is true or false. Instead, it asks whether systems can help readers
begin the process of lateral reading. In its first year, the track separated this support into
two tasks. Task 1 required systems to generate a ranked list of investigative questions that
a careful reader should consider when assessing a given article’s trustworthiness. Task 2
required systems to retrieve documents from the CLUEWEB22-B-ENGLISH corpus that
could help answer such questions in the context of the article. Together, these tasks
capture two basic capabilities needed by an assistive lateral-reading system: identifying
what should be investigated and finding external evidence relevant to that investigation.

This chapter describes the design and organization of the track, including topic se-
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lection, task requirements, organizer baselines, participant submissions, and the assessor
workflow for evaluating questions and retrieved documents. The evaluation results show
that question generation is difficult even for LLM-based systems. Performance varies sub-
stantially across articles, and no single run consistently dominates. Articles with explicit
sources, experts, organizations, and claims tend to be easier, while articles whose trust-
worthiness issues require external context are harder. By contrast, document retrieval
performs reasonably well once a useful question is available, suggesting that in this setting
the main bottleneck is often asking the right questions rather than retrieving documents
for already-specified questions.

Overall, this chapter plays a bridging role in the thesis. It formalizes the question
generation problem motivated by Chapter 4, establishes the first community benchmark
for Al-assisted lateral reading, and produces assessor-authored questions that support the
human-versus-LLM comparison in Chapter 6. Its results also motivate the next stage of
the research program: moving beyond document retrieval toward reader-oriented, evidence-
grounded report generation, which becomes the central task in the TREC 2025 DRAGUN
Track described in Chapter 7.

5.1 Introduction

While a majority of Americans believe that a free press is “important to the well-being of
society” [20], there has been declining or persistently low trust in media in several contexts,
with especially strong evidence of decline in the United States [13, 45, 76, 77]. The rise
of digital media, such as social media and blogs, has reshaped people’s news consumption
habits and perception of information trustworthiness [77]. This erosion of trust in news
has broad implications for society and political systems, including diminished influence
for news organizations and a less informed electorate vulnerable to misinformation [54].
People’s lack of trust in news is largely due to perceived bias in traditional news media
and low-quality information in social media [76].

We aim to help people in their evaluation of trustworthiness via computer-assisted
lateral reading, which is a process used by fact-checkers that involves asking questions re-
garding sources and evidence, and then searching for answers to those questions with a
search engine. Wineburg and McGrew [107] identified lateral reading as part of a user
study that examined the ability of three groups of people to assess the trustworthiness
of web pages. They found that while university students and historians often relied on
superficial cues on the given web page and therefore performed poorly on the task, pro-
fessional fact-checkers quickly navigated away from the original web page to verify its
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trustworthiness by cross-referencing other sources. This observed behavior of opening new
tabs across the browser’s width and reading alongside the original page was termed [lateral
reading. Compared to students and historians, fact-checkers were able to better assess
trustworthiness and complete the tasks faster. In contrast, students and historians exhib-
ited wvertical reading, where they mostly read up and down the given web page searching
for superficial trustworthiness indicators. Moreover, when attempting to seek information
beyond the original source, they frequently struggled to formulate effective search queries
and efficiently identify useful search results.

While teaching how to do lateral reading through specialized courses can be an effec-
tive approach to helping students critically assess the trustworthiness of online informa-
tion [14, 70, ], such educational efforts cannot easily reach the vast number of people
who have completed their formal education. As such, an opportunity exists for systems
to assist users with lateral reading by helping them understand what they should ques-
tion about a document and find other documents that can answer those questions. Just as
query completion and query suggestion can help people express their information needs, we
believe that question generation is a first step toward facilitating the process of computer-
assisted lateral reading. By showing generated questions to readers alongside an article,
readers can use these questions to start their investigation of trustworthiness in a lateral
reading fashion.

Unlike systems that perform fact-checking or produce trustworthiness scores on behalf
of users, our goal is to develop systems that encourage users to engage with information
thoughtfully and draw their own informed conclusions about its trustworthiness. This
approach emphasizes fostering critical thinking and respecting users’ autonomy in the
evaluation process. Furthermore, it avoids the challenges of determining absolute truths,
which limits the generalizability of traditional fact-checking systems, particularly in do-
mains where absolute truths may not consistently exist or may evolve over time.

In this chapter, we describe the design and outcomes of the TREC 2024 Lateral Reading
Track!, a benchmark created to foster research on automated systems supporting people’s
trustworthiness assessment. Rather than explicitly defining truth or misinformation, this
track aims to help users make informed decisions by providing comprehensive background
and contextual information.

In its first year, the track had two tasks: 1) Question Generation and 2) Document
Retrieval, which we believe are the key components for any system that will support lateral
reading. The first task required participants to generate questions that readers should
consider when evaluating the trustworthiness of the given news articles. The second task

! https://trec-lateral-reading.github.io/
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focused on retrieving relevant documents from the CLUEWEB22-B-ENGLISH corpus to
answer those questions.

In the following sections, we present an overview of the task definitions, describe the
resources, explain our assessment methodology for participant submissions, and report the
evaluation results. We found that the difficulty of automatically generating questions varies
by news article, and no single run dominated across the majority of articles. Our analysis
highlights the difficulties that these tasks present to current approaches, including frontier
LLMs, and as such, shows there is still considerable room for improvement in our ability
to support people’s trustworthiness assessment of information.

5.2 Methods and Materials

The two tasks in the 2024 track had separate submission deadlines. In Task 1: Question
Generation, participants needed to generate questions that readers of an online news article
should ask when evaluating its trustworthiness. After the deadline for Task 1, we pooled
some questions submitted by participants as search queries for Task 2: Document Retrieval.
Participants in Task 2 needed to retrieve documents from the specified document collection
CLUEWEB22-B-ENGLISH that would contain answers to those questions, in the context
of the given news articles. Task 2 is similar to traditional ad hoc retrieval tasks.

5.2.1 Data

This track used the Category B dataset from the English subset of CLUEWEB22 [32]
as its document collection, which has approximately 87 million frequently accessed web
documents crawled in February 2022. We used the plain-text version of those documents.

To construct the news article set, we first identified 50 widely discussed news events
from 2021 to early 2022, close to the collection’s cut-off date. For each event, we retrieved
one representative news article from the document collection, while ensuring diverse media
coverage across H0 events. The selected articles came from 43 distinct media outlets, with
their political leanings distributed as follows: 26 from left-leaning sources, 16 from right-
leaning sources, 4 from neutral sources, 2 from pro-science sources, and 2 from sources
without established bias ratings, according to Media Bias/Fact Check? as of April 2024.

2 https://mediabiasfactcheck.com/
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Each selected news article served as a topic for this track. We made the 50 articles avail-
able via both a list of document identifiers and as part of our CLUEWEB22 distribution
TREC-LR-2024%, which Carnegie Mellon University (CMU) distributed.

5.2.2 Tasks

The scenario assumes a general public reader browsing online news. The specific require-
ments for each task are outlined below.

Task 1: Question Generation

For each of the 50 topics (i.e., target news articles), participants needed to produce 10
questions that readers should ask to evaluate the article’s trustworthiness, ranked from the
most important to the least important. Since in the pilot study, participants produced an
average of 8.1 notes per article after the tutorial, we treated ten as a reasonable task size
for encouraging coverage of multiple investigative angles.

Participants were told that each question should meet the following requirements:

Should be self-contained and explain the full context, i.e., one can understand this
question without reference to the article.

Should be at most 120 characters long.

Should be reasonably expected to be answered by a single web page.

Compound questions should be avoided, e.g., “Who is X and when did Y happen?”
In general, each question should focus on a single topic.

Besides ensuring the readability discussed in Section 4.4, these requirements enhanced
the utility of the questions as independent search queries. For example, questions like
“Should I trust this news article?” were discouraged as they lacked specificity and an
actionable focus for the task.

Submissions could be either manual (involving human intervention to generate ques-
tions, e.g., hiring people to produce questions or manually selecting questions from a can-
didate list of questions produced by algorithms) or automatic (automatic systems that

3 https://lemurproject.org/clueweb22/obtain. php
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produce questions without the need for human input beyond the construction of the sys-
tems). As usual with TREC, teams submitting automatic runs were to make a good-faith
effort not to read or study the 50 articles.

To illustrate what kind of questions were expected, we provided 10 example questions
for a news article selected outside of the document collection. On February 21, 2023,
the New York Times published an opinion article by Bret Stephens entitled “The Mask
Mandates Did Nothing. Will Any Lessons Be Learned?” In the article, Stephens made
an argument that mask mandates during the COVID-19 pandemic did not work. Given
the importance of this issue, readers would be advised to examine the trustworthiness of
the information. As suggested by lateral reading, questions should be about information
sources, the evidence presented, and what others say about the issue. Below are the 10
questions we manually created to evaluate the trustworthiness of this article, based on its
plain-text content. Note that we noticed later that some of the example questions are
actually longer than 120 characters in order to be self-contained.

e Are reviews by Cochrane, a British non-profit, a reliable source of health care data?

e Did Cochrane, a British non-profit, publish a study in 2023 indicating that mask
mandates are not effective for reducing the spread of respiratory illnesses — including
COVID-19?

e Could Tom Jefferson, the Oxford epidemiologist, be considered an expert on mask
mandates and the spread of respiratory illnesses?

e Could Rochelle Walensky, director of the Centers for Disease Control and Prevention,
be considered an expert on mask mandates and the spread of respiratory illnesses?

e What evidence is there that wearing masks can protect against respiratory illnesses

— including COVID-197?

e Are N95 masks better than lower-quality surgical or cloth masks at protecting against
respiratory illnesses — including COVID-197

e What is the guidance from the Centers for Disease Control and Prevention on mask
mandates in schools?

e What are the political leanings of Bret Stephens, the New York Times opinion colum-
nist?

e What are the political leanings of the journalist Maryanne Demasi?
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e Does China provide a highly successful model for pandemic response?

In working to answer these questions, readers would likely learn that Bret Stephens is
a conservative?, that Tom Jefferson had previously published articles using other studies
as evidence against masks, which received criticism from other scientists®, that Maryanne
Demasi is a journalist who has faced criticism for reports that go against scientific consen-
sus, e.g., Wi-Fi is dangerous®, and that the Cochrane study was misinterpreted because it
was inconclusive about whether interventions to encourage mask wearing worked”. With
this information in hand, readers should be better able to judge the trustworthiness of this
news article.

For Task 1, we received 19 runs from 4 groups, including 2 baseline runs that we created.
All runs were generated by prompting various types of LLMs, such as GPT-40, LLaMA, and
Mistral.

Task 2: Document Retrieval

Our original plan was to have assessors manually write questions for the 50 news articles
and to use those questions as search queries for Task 2. Unfortunately, assessors did not
start working on this track until late August. So in late July, we decided to pool some
questions from Task 1 submissions as search queries for this document retrieval task.

For each target news article, we pooled 3 questions from each of the 4 groups that
participated in Task 1, resulting in a total of 12 questions. The selection process fol-
lowed a randomized round-robin approach. First, we randomized the order of the groups,
then proceeded by iteratively selecting one question from the top-prioritized run in that
group (based on the priority specified in the submission form). During each turn, we used
GPT-4-128k (2024-04-09 version) to assess whether the current question met the Task 1
question requirements and was at least somewhat helpful for readers. If a question did
not satisfy these criteria, we moved to the next question in the same run, and then the
second prioritized run if the top one was exhausted. We also used GPT-4-128k to check
for duplication to avoid selecting questions that were too similar to those already chosen.

4 https://en.wikipedia.org/w/index.php?title=Bret_Stephens&oldid=1256439085

5 https://sciencebasedmedicine.org/the-cochrane-mask-fiasco-how-the-evidence-based-med
icine-paradigm-can-produce-misleading-results/

6 https://en.wikipedia.org/w/index.php?title=Maryanne_Demasi&oldid=1175116938

" https://www.factcheck.org/2023/03/scicheck-what-the-cochrane-review-says-about-masks
-for-covid-19-and-what-it-doesnt/

60


https://en.wikipedia.org/w/index.php?title=Bret_Stephens&oldid=1256439085
https://sciencebasedmedicine.org/the-cochrane-mask-fiasco-how-the-evidence-based-medicine-paradigm-can-produce-misleading-results/
https://sciencebasedmedicine.org/the-cochrane-mask-fiasco-how-the-evidence-based-medicine-paradigm-can-produce-misleading-results/
https://en.wikipedia.org/w/index.php?title=Maryanne_Demasi&oldid=1175116938
https://www.factcheck.org/2023/03/scicheck-what-the-cochrane-review-says-about-masks-for-covid-19-and-what-it-doesnt/
https://www.factcheck.org/2023/03/scicheck-what-the-cochrane-review-says-about-masks-for-covid-19-and-what-it-doesnt/

In Task 2, for each of the 12 questions, participants needed to produce a ranking of
10 documents from the document collection (CLUEWEB22-B-ENGLISH) such that the
document was predicted to be useful for answering the question in the context of the
corresponding news article. This task is similar to a traditional ad hoc retrieval task,
except for the article context. Participants were free to use the target news articles in
addition to the pooled questions during their retrieval processes.

Runs could be either full-rank or rerank. For the rerank option, we prepared a BM25-
RMS3 baseline run (Organizers-Baseline-BM25RM3) that retrieved the top 100 results
using BM25 (k; = 0.9,b = 0.4) with RM3 (10 feedback terms, 10 feedback documents, and
an original query weight of 0.5) as implemented in Pyserini [(1]. We also made the BM25-
RM3 run with the content of retrieved documents available as part of our CLUEWEB22
distribution TREC-LR-2024%, which CMU distributed. Participants could choose to rerank
those results without the hassle of indexing the full collection. Similar to Task 1, runs
could be either automatic or manual.

We received 10 runs from 4 groups for this task, including 6 full-rank runs, 2 rerank
runs, and 2 baseline (full-rank) runs from us.

5.2.3 Organizer Baselines

As organizers, we constructed two automatic runs for the question generation task by
prompting GPT-4. The prompts were based on the instructions we provided to assessors
and aimed to represent the performance of LLMs in generating questions without extensive
prompt engineering. For the document retrieval task, as noted earlier, we prepared a
baseline run using BM25 with RM3 for participants to rerank. Additionally, we created an
enhanced run by incorporating an LLM-based query expansion component and an LLM-
based judge component. This adjustment was designed to make the retrieved documents
more relevant to those questions in the context of news articles.

Automatic Question Generation

Our two automatic runs (Organizers-Baseline-1 and Organizers-Baseline-2) for the
question generation task were created using GPT-4-128k (2024-04-09 version). The system
prompt came from the instructions we provided to National Institute of Standards and
Technology (NIST) assessors, specifically from Parts 1 to 4, available in Appendix B.

8 https://lemurproject.org/clueweb22/obtain.php
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The only difference between the two runs lies in the inclusion of examples in the prompt.
For Organizers-Baseline-2, the prompt included the example news article and sample
questions. These examples correspond to Part 5 of the assessing instructions.

In both runs, the news article was inserted into the user input, followed by a reiterated
task instruction to generate 10 questions aimed at helping readers evaluate the trustwor-
thiness of the article. The generated questions were then double-checked by code to ensure
none exceeded 120 characters in length.

For these runs, the objective was to show how an LLM performs when given instructions
identical to those provided to human assessors, so we did not explore advanced prompt
engineering techniques. Additionally, the order of the questions was the exact output
sequence generated by the model without further adjustments.

Document Retrieval

In addition to the baseline run, Organizers-Baseline-BM25RM3, which we provided for
participants to rerank, we also created a more advanced run (Organizers-LLM-Assessor),
using GPT-4o (2024-08-06 version) for query expansion. We pooled the retrieved docu-
ments through BM25 across expanded queries, and then assessed their usefulness using
Llama-3.1-8B-Instruct.

For query expansion, we used GPT-40 with a system prompt instructing it to act as
an intelligent search engine assistant. The model was tasked to generate 10 distinct and
effective queries tailored for term-based search algorithms (e.g., BM25) to retrieve relevant
documents, based on the initial question. Both the initial question and the associated news
article were provided in the user input to guide the query expansion.

For each of the 10 expanded queries, we used BM25 (k; = 1.2,b = 0.75) to retrieve
the top 30 documents. We then assessed the usefulness of each unique document across 10
searches using Llama-3.1-8B-Instruct, selected for its cost-efficiency and computational
speed compared to larger variants, albeit with a potential trade-off in performance. In its
system prompt, the model was directed to act as a professional text analyst, responsible
for assessing the usefulness of each document in addressing the initial question, with three
levels: VERY USEFUL [2], USEFUL [1], and NOT USEFUL [0]. These definitions aligned
with the assessing instructions for human assessors detailed in the next section.

To obtain the final ranked list, we assigned each document a composite score, by sum-
ming the usefulness score (multiplied by 1000) and the aggregated BM25 scores across
all 10 expanded queries. This scoring scheme prioritized the usefulness assessment from
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Llama-3.1-8B-Instruct while also considering document relevance indicated by high
BM25 rankings across multiple expanded queries. The rationale behind this approach was
that documents assessed as useful by the model and consistently retrieved across diverse
queries were more likely to be relevant.

5.2.4 Run Assessment

Six NIST assessors evaluated participant submissions. Each news article was assigned a pri-
mary assessor, who was responsible for writing questions, assessing participant questions,
and assessing retrieved documents for that article. Each primary assessor judged runs for
8-9 articles. To guide this process, we prepared an instructional document (available in
Appendix B) for them, which included key information from our pilot study’s video tuto-
rial. The assessors also participated in a discussion session to gain a deeper understanding
of the task and ensure consistency across articles. All evaluation data are available on
TREC’s website: https://pages.nist.gov/trec-browser/trec33/lateral/data/.

This assessor workflow also replaced the larger human-baseline study we had originally
planned but did not run. Rather than estimating question importance from the frequency of
similar questions across many ordinary readers, the 2024 track relied on trained assessors to
judge question usefulness directly. This is a different kind of baseline, which better reflects
expert assessment priorities. However, it should not be interpreted as a population-level
model of what typical readers would ask.

Assessor Questions

To help assessors better evaluate the questions generated by participants, primary assessors
were asked to manually generate questions for their assigned articles. The requirements for
these questions were the same as those for participants, except for the length constraint,
which was initially designed to discourage excessively long questions from participants but
posed a burden on assessors by requiring additional efforts to shorten their questions.

In addition to the primary assessors, each article was also assigned two secondary asses-
sors who also generated questions for the article independently. However, some assessors
ran out of time writing questions for all their allocated secondary articles, and therefore,
some articles have fewer than three sets of questions. None of these collected assessor
questions were used in evaluating submissions in the 2024 track, but enabled a comparison
between questions from humans and LLMs in Chapter 6.
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Question Assessment

After writing their questions, the primary assessor was asked to evaluate the questions
submitted by participants. They reviewed a ranked list of 10 questions from one run at a
time. To reduce the impact of presentation bias, the order of submissions was randomized.
Their assessments were on two aspects: quality and redundancy.

Their quality assessments came from the following grades.

e FLAWED [-1]:

— The question cannot be used as an independent query without reference to the
article, i.e., not self-contained (contextualized). Example: “Does the article
show any political or financial bias?”

— OR the question is not related to the article.
— OR the question has other issues that are not listed above and therefore cannot
be comprehended.
e NoT HELPFUL [0]:
— The question does not help in evaluating the trustworthiness of the article, even
if it is somewhat related.
— The question may be compound or not be expected to be answered by a single
web page.
e OxkaAy [1]:

— The question provides helpful information for understanding topics in the article,
but it is not crucial for readers to judge trustworthiness. In other words, it
might be helpful for some readers, but not important for most readers during
their trustworthiness evaluation.

— The question may be compound or not be expected to be answered by a single
web page.

e Goob [2]:

— While not critical, an answer to the question will enhance readers’ confidence
in their judgment of the article’s trustworthiness.
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— The question may be compound or not be expected to be answered by a single
web page.

e VERY GOOD [3]:

— The question addresses the core aspects of the article’s trustworthiness. An an-
swer to the question will be critical for readers to form reliable judgments about
the article’s trustworthiness. Its answer can potentially flip readers’ trustwor-
thiness perception of the article.

— The question may be compound or not be expected to be answered by a single
web page.

e EXCELLENT [4]:

— The question addresses the core aspects of the article’s trustworthiness. An an-
swer to the question will be critical for readers to form reliable judgments about
the article’s trustworthiness. Its answer can potentially flip readers’ trustwor-
thiness perception of the article.

— AND you could expect the question to be answered by a single web page, even
if the question is compound. For example, “Where does Bret Baier work and
what is his job?” could be expected to be answered in a single web page.

Redundancy refers to whether an answer to a question earlier in the ranked list (within
one run) largely suffices as an answer to the current question. For example, the questions
“What is the credibility of Sheera Frenkel in reporting on Middle Eastern conflicts?” and
“Is Sheera Frenkel a reliable journalist with expertise in Middle Eastern conflicts?” should
be considered redundant. However, upon examining the assessors’ redundancy labels,
we found that some assessors appeared to accidentally assess redundancy across different
question lists, rather than within one question list. Due to this inconsistency, we decided
to exclude these labels from our evaluation of Task 1 runs.

Document Assessment

We pooled the retrieved documents from all runs for document assessment. Due to the
limited budget, assessors could not complete assessing retrieved documents for all 12 ques-
tions of each article. Thus, we asked them to select 5 questions whose answers they thought
readers would find most helpful for judging the trustworthiness of the article. If they had
extra time, they would assess retrieved documents for more than 5 questions per article.
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Documents were assessed with regard to their usefulness in answering the given ques-
tion, in the context of the corresponding news article. This is similar to the evaluation of
traditional ad hoc retrieval tasks, with the following grades:

e VERY USEFUL [2]: The document is very useful for answering the question because
it directly addresses the question with an explicit and complete answer, or an answer
can be derived easily from this document alone.

e USEFUL [1]: The document is useful for answering the question because it contains
useful information. Other documents might be needed to derive a reliable answer to
the question, i.e., the document itself only contains a partial answer.

e NoT USEFUL [0]: The document is irrelevant to the question or useless for deriving
an answer to the question. The document is also considered useless if it is not written
in English, contains inappropriate content (e.g., adult materials), or is unreadable.

In total, 300 questions were assessed. For the evaluation of Task 2 submissions, we
removed 42 questions where there were fewer than 3 useful documents or all runs had

NDCG@10 scores of 1.

5.3 Results

In this section, we present the evaluation results of the submitted runs for both tasks. For
the detailed implementation of each run, we refer readers to the respective track paper
provided by the participating group.

5.3.1 Task 1: Question Generation

We used DCG as the primary evaluation metric for this task since it captures both the
quality of the generated questions and their ranking, rewarding runs that position better
questions closer to the top of the list. Specifically, the gain of each question was calculated
by dividing its quality grade (ranging from —1 to 4, where —1, indicating FLAWED ques-
tions, was treated as a gain of 0) by the reduction factor logs(p + 1), where p denotes the
rank position of the question in the list.

Additionally, we computed the average quality grade of the 10 questions (Average@10)
and the normalized DCG (NDCG@10). The average grade evaluates the overall quality of
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Table 5.1: Evaluation results for runs submitted to the question generation task, ordered
by DCG@10. Shared prefixes in the IDs indicate runs from the same group.

Run ID Average@10 DCG@10 NDCG@10
h2oloo-gpt4o-stepwise-decompose 2.800 13.366 0.735
h2oloo-gpt4o-decompose 2.776 13.189 0.726
h2oloo-gpt4o-stepwise 2.708 12.978 0.714
h2oloo-mistral-large2-decompose 2.584 12.323 0.678
h2oloo-gpt4o 2.548 12.155 0.669
h2oloo-mistral-large?2 2.586 12.127 0.667
h2o0loo-1lama70-stepwise-decompose 2.348 11.339 0.624
h2o0loo-1lama70-stepwise 2.214 10.823 0.596
h2o0loo-11lama70-decompose 2.256 10.811 0.595
Organizers-Baseline-2 2.130 10.486 0.577
portiesAutoSystemA 2.266 10.459 0.574
Organizers-Baseline-1 1.882 9.590 0.528
portiesAutoSystemBOmni 1.854 9.213 0.507
portiesAutoSystemB 1.734 8.582 0.472
uwclarke_auto 1.628 8.387 0.461
h2o0loo-11ama70 1.650 8.071 0.444
portiesAutoSystemAOmni 1.558 7.636 0.420
uwclarke auto_summarized 1.312 6.939 0.382
portiesAutoSystemCOmni 0.936 4.414 0.243

the question set, without considering their order in the ranked list. We treated the ideal
ranking as consisting entirely of EXCELLENT (grade 4) questions, and thus, the ideal DCG
was constant across topics. In other words, the run ranking based on either DCG@10 or

NDCG@10 is the same.

Table 5.1 shows the evaluation results of submitted runs, ranked by DCG@10. We
observe a wide range of performance levels across runs, with a noticeable gap between
the best-performing run and the theoretical upper bound. For example, even the best-
performing run, h2o0loo-gpt4o-stepwise-decompose, achieved an NDCG@10 of 0.735,
indicating room for improvement in achieving a ranking of all EXCELLENT questions.

The rankings exhibit a high degree of correlation between Average@10 and DCG@10,
with Kendall’s 7 coefficient reaching 0.92 (p < 0.001). Interestingly, the differences be-
tween the scores of adjacent rows in the table are generally small under all three metrics.
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Statistical significance tests (two-tailed paired Student’s t-tests, across 50 articles) reveal
that the top-ranked run, h2oloo-gpt4o-stepwise-decompose, is significantly better than
h20loo-gpt4o in terms of Average@l10 (p < 0.05), but not significantly better than the
runs ranked above h2o0loo-gpt4o. Similarly, the top run only starts to be significantly
better than h2o0loo-mistral-large2-decompose under DCG@10 (p < 0.05).

If we only consider the top-performing run from each group (h2oloo-gpt4o-stepwise
-decompose, Organizers-Baseline-2, portiesAutoSystemA, and uwclarke auto), the
first run is significantly better than the other three runs (p < 0.001). The second and third
runs are not significantly different from each other, but both are significantly better than
the fourth run (p < 0.01).

The runs from the group “h2o0loo” are the only ones incorporating a specific prompt to
encourage the model to question the credibility of the mentioned sources, and these runs
consisted of many questions focused on source credibility. This approach likely contributed
to the strong performance of their questions, for questions examining source credibility
align well with the principles of lateral reading.

Table 5.2 summarizes the number of articles where each run achieves the highest score.
From the table, it is evident that no single run consistently provided the best list of
questions across the majority of articles. This observation highlights the difficulty of the
task, especially the diversity of news articles. If we hypothetically construct a super run by
combining the best-performing run for each article, it could achieve an Average@10 score
of 3.346 and a DCG@Q10 score of 15.497, indicating the potential for further improvement,
well beyond the best run. Given the variability in performance across articles, effective
question generation strategies might need to be tailored to the specific topic and content
of individual articles.

If we consider all participant questions collectively (with 10 questions per run across 19
runs, totaling 190 questions), the assessors, on average, graded the questions for each article
as follows: 55.4 EXCELLENT questions (standard deviation: 39.8, range: 0-155), 38.9 VERY
GoOD questions (std: 26.1, range: 4-126), 20.5 GOOD questions (std: 13.5, range: 0-57),
18.5 OKAY questions (std: 15.7, range: 0-77), 14.7 NOT HELPFUL questions (std: 12.5,
range: 0-47), and 42.0 FLAWED questions (std: 23.9, range: 1-96). Figure 5.1 further
presents the distribution of DCG@10 scores for all submissions across various articles.
These highly varied distributions across articles provide further evidence supporting our
earlier observation that articles exhibit varying levels of difficulty for LLMs in generating
helpful questions to assess their trustworthiness.

Furthermore, we analyzed the three easiest articles, where around 80% of the LLM-
generated questions were rated as EXCELLENT or VERY GOOD by assessors, including
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Table 5.2: The number of articles for which a run achieves the highest Average@10 or
DCG@10 score, with ties counted as multiple winners. Runs are sorted in descending
order based on the number of wins under DCG@10.

Run ID Average@10 DCG@10

—_
)
Ne)

h2oloo-gpt4o-decompose
h2oloo-gpt4o-stepwise-decompose
h2oloo-gpt4o-stepwise 1
h2oloo-mistral-large?2
h20loo-11ama70-stepwise-decompose
h2oloo-mistral-large2-decompose
h20loo-11ama70-stepwise

h2oloo-gpt4o

portiesAutoSystemA

Organizers-Baseline-2
Organizers-Baseline-1
h20loo-11ama70-decompose
portiesAutoSystemAOmni

h2o0loo-11ama70

uwclarke_auto

portiesAutoSystemCOmni
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36-31-03154%, 42-97-08467'°, and 01-66-06756''. These articles are rich in references to
various sources, such as experts (e.g., economists, urban planners, journalists, and po-
litical analysts), institutions (e.g., governments, organizations, and media outlets), and
data points (e.g., surveys). Questions targeting the credibility of these sources were often
highly rated, such as, “Is Steve H. Hanke a credible expert on cryptocurrency?” Similarly,
questions focusing on supporting evidence or claim verification also received high grades,
for example, “What evidence supports the claim that over 95% of Salvadorans oppose the
Bitcoin Law?”

Conversely, the three most difficult articles, where fewer than 20% of the LLM-generated

9 https://wuw.nytimes.com/2021/05/14/technology/israel-palestine-misinformation-lies-s
ocial-media.html

10 https://nypost.com/2021/10/19/marc-lores-woke-city-will-screen-settlers-for-diversi
ty/

1 https://www.nationalreview.com/2021/09/bukeles-bitcoin-blunder-totalitarian-trouble
s-in-el-salvador/
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Figure 5.1: Boxplots of the distribution of per-topic DCG@10 scores, with the minimum,
25th percentile, median, 75th percentile, and maximum values. The topics (article IDs
from CLUEWEB22) are ordered along the z-axis based on their median DCG@10 scores.
Different colors distinguish individual assessors.

questions were rated as EXCELLENT or VERY GOOD, are 30-87-05450'2, 42-80-11368'3, and
29-83-17080'. Among these, 30-87-05450 is notably shorter than the rest, providing lim-
ited information to question. For the other two articles, while many generated questions
are somewhat relevant to the content, they fail to address trustworthiness directly. For ex-
ample, questions such as “Is the Dodd-Frank Act effective in encouraging whistleblowers?”
“What is Facebook’s official stance on internal document access?”, and “What specific laws
protect whistleblowers like Frances Haugen?” align with the topics but fail to critically eval-
uate the article’s trustworthiness. This observation indicates that LLMs sometimes face

12 https://www.theguardian.com/world/2021/jan/06/john-dillermand-denmark-launches-child
rens-tv-show-man-giant-penis

13 https://www.washingtonpost.com/technology/2021/10/26/frances-haugen-facebook-whistle
blower-documents/

14 https://www.voanews.com/a/usa_what-global-minimum-tax-rate-bidens-plan/6204342.html
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Table 5.3: Evaluation results for runs submitted to the document retrieval task, ordered
by NDCG@10. Shared prefixes in the IDs indicate runs from the same group.

Run ID Type NDCG@10 MRR
h2o0loo-bm25-rocchio-monot5-gptéo Full-Rank 0.700 0.890
h2oloo-fused-gpt4o-zephyr-1lama31_70b Full-Rank 0.690 0.885
Organizers-LLM-Assessor Full-Rank 0.651 0.876
h2o0loo-bm25-rocchio-monot5-zephyr Full-Rank 0.629 0.859
h2o0loo-bm25-rocchio-monot5 Full-Rank 0.629 0.845
h2o0loo-bm25-rocchio-monot5-1it5 _x1_v2 Full-Rank 0.610 0.844
h2o0loo-bm25-rocchio-monot5-1it5_large v2 Full-Rank 0.591 0.824
UWClarke _rerank Rerank 0.547 0.736
h20loo-bm25-rocchio Full-Rank 0.521 0.746
Organizers-Baseline-BM25RM3 Baseline 0.511 0.735
TMU _V_BERTSim3 Rerank 0.418 0.637

challenges in distinguishing between questions that are relevant to the content and those
that primarily aim to assess trustworthiness.

5.3.2 Task 2: Document Retrieval

For the document retrieval task, we evaluated the performance of submitted runs using two
widely used metrics in traditional ad hoc retrieval: NDCG@10 (as the primary metric) and
Mean Reciprocal Rank (MRR). The evaluation results are shown in Table 5.3, with runs
ranked by NDCG@10. All runs were declared to be automatic in the submission forms.
The results indicate that many queries (questions) are relatively easy, as evidenced by the
high NDCG@10 and MRR scores achieved across most runs, including the simple baseline
run (Organizers-Baseline-BM25RM3).

As detailed in Section 5.2.3, we utilized Llama-3.1-8B-Instruct to assess the use-
fulness of documents retrieved by BM25. These LLM-based assessments were compared
against those conducted by human assessors. Our analysis revealed a low level of agreement
between the model and humans, with a Cohen’s x of just 0.133. Furthermore, compared
with human assessments, the model exhibited a tendency to overestimate the usefulness of
retrieved documents, leading to a large number of false positives.

As illustrated in Figure 5.2, a large proportion of the queries have median NDCG@10
scores over 0.5 across all submitted runs. Some relatively easy questions, located on the
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Figure 5.2: Boxplots of the distribution of per-question NDCG@10 scores, with the min-
imum, 25th percentile, median, 75th percentile, and maximum values. The question IDs
are ordered along the z-axis based on their median NDCG@10 scores.

right side of the figure, have a median NDCG@10 score of 1. These questions contain
useful keywords that directly lead to relevant documents without requiring reference to
the corresponding news articles, as demonstrated by the following examples:

e [s the Indian Express rated green by Newsguard?

e Did Merritt’s wastewater treatment plant fail due to flooding?

Has Wang Yaping been confirmed as the first Chinese woman to conduct a spacewalk?

e Was Ma’Khia Bryant holding a knife during the police shooting?

What legal authority does Biden have to cancel student loans?

Did Richard Ayvazyan receive a 17-year sentence for COVID-19 fraud?

In contrast, the most challenging questions, positioned on the left side of the figure,
have near-zero NDCG@10 scores. Interestingly, our run, Organizers-LLM-Assessor, is the
only run that achieved non-zero NDCG@10 scores (over 0.9) on these questions. Despite
these questions being seemingly contextualized, term-based retrieval methods struggled
with finding relevant documents. Examples of such questions include:
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Does the 100-page report from Moab City exist?

What is the track record of Live Nation regarding safety at their events?

What is the official stance of the United States on the new Israeli government?

Are claims about Biden’s involvement in the Great Reset verified?

Taking the first question as an example, incorporating terms such as “Gabby Petito”,
“Brian Laundrie”, or “Police” through our query expansion component enabled BM25 to
retrieve at least 6 VERY USEFUL documents. This finding suggests the need for query
expansion or rewriting in adapting queries to include the necessary contextual information
from the corresponding news articles for term-based retrieval algorithms to work well.

5.4 Conclusion

In the 2024 track, we designed two foundational tasks that are likely to play an important
role in automated systems aimed at supporting the trustworthiness assessment of online
news: question generation and document retrieval.

We positioned question generation as an IR challenge, where systems must help users
formulate effective queries (questions) for web search in order to obtain enough informa-
tion to derive reliable trustworthiness assessments. Through human evaluation, we found
that system performance varied markedly by article, with no single LLM-based approach
dominating the majority of topics, highlighting the task’s difficulty and the need for models
to adapt to different news contexts. While current LLMs can zero-shot many language-
intensive tasks, our results suggest that question generation is far from being a solved
problem. Given that prompting state-of-the-art LLMs alone is insufficient to generate
consistently high-quality questions as judged by human assessors, one promising direction
for improvement is to incorporate agentic workflows that utilize web resources to acquire
additional context to enhance question generation.

With the annotated data from this question generation task, we could explore the
feasibility of automatic question evaluation. Specifically, human-assigned grades could be
used for training and testing models to perform automated evaluation of future submissions
(generated questions). Such a model could also act as a “judge” agent, selecting high-
quality questions from a pool of candidates, in a multi-agent question generation workflow.
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For document retrieval, our results show that query expansion is beneficial for improv-
ing term-based retrieval, as it enriches queries with the context of the corresponding news
article. At the same time, existing retrieval pipelines performed reasonably well for most
queries in this track, so that document retrieval does not seem to be a central challenge
in this setting. Future research should move beyond document retrieval toward develop-
ing methods to aggregate the results in a user-friendly manner, e.g., a summary of key
information.

Building on the 2024 foundation, the track continued in 2025 as DRAGUN (Detection,
Retrieval, and Augmented Generation for Understanding News). This new name aims
to encourage broader participation with a stronger emphasis on RAG techniques. The
primary task in the next iteration focuses on the generation of attributed reports to support
trustworthiness assessment.
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Chapter 6

Human Questions Versus LLM
Questions

In Chapter 5, we presented the TREC 2024 Lateral Reading Track, which treated question
generation as the first step toward Al-assisted lateral reading. During the assessment
process, assessors also wrote their own lists of questions for each article. These assessor
questions were collected to help them understand the articles and the task, but were not
directly used to score submissions. This chapter uses them for an additional analysis:
comparing the investigative focus of human assessors with that of LLM-based submitted
systems [118].

Specifically, we measure list-level overlap among human question lists, between human
and LLM question lists, and among LLM question lists. We use Jaccard similarity over
preprocessed terms, so this is a coarse lexical comparison rather than a full semantic
evaluation of question similarity. Even so, it provides an initial diagnostic of whether
LLM-generated questions overlap with the issues human assessors chose to investigate.
This analysis motivates the rubric-based question evaluation introduced in Chapter 7.

6.1 Methodology

For 12 of the 50 articles in the TREC 2024 Lateral Reading Track, we have one set of
primary assessor questions and one set of secondary assessor questions. For the remaining
38 articles, we have one set of primary assessor questions and two sets of secondary assessor
questions. Out of the total 50 sets of primary questions and 88 sets of secondary questions,
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Table 6.1: Average list-level Jaccard similarity across 50 articles. Statistical significance
was tested using two-tailed paired Student’s t-tests over per-article similarity values. Both
Human-Human and Human-LLM similarities are significantly lower than LLM-LLM simi-
larity (p < 0.01).

Question-List Comparison Mean Jaccard Similarity

Human-Human 0.165
Human-LLM 0.169
LLM-LLM 0.210

14 sets contain fewer than 10 questions, as the assessors were unable to generate additional
questions. The minimum number of questions in these sets is five.

To examine the degree of similarity between different question lists, we computed the
Jaccard index (also known as Jaccard coefficient or Jaccard similarity) for each pair of
question lists. The Jaccard index, J(A,B) = |A N B|/|A U B, provides a simple yet
effective measure of similarity, capturing the extent of shared terms between two question
lists.

This analysis was performed across three groups: (1) among human-generated ques-
tions, (2) between human-generated and LLM-generated questions, and (3) among LLM-
generated questions. We considered questions from primary and secondary assessors to-
gether as human-generated questions. To represent LLM-generated questions, we selected
the top-performing run from each group, as runs within the same group are likely to be
similar to each other. For each article, we computed the average Jaccard index for all
possible pairwise combinations of Human-to-Human, Human-to-LLM, and LLM-to-LLM.

For preprocessing, each question list was tokenized into individual words, with punc-
tuation and stop words removed and stemming applied to normalize terms. The Jaccard
index was then calculated by dividing the size of their intersection by the size of their union
across two sets of terms derived from two question lists.

6.2 Results

Table 6.1 summarizes the average list-level Jaccard similarities across the 50 articles.
Human-Human similarity is low, with an average of 0.165, suggesting diverse investiga-
tive focuses among assessors. Human-LLM similarity is similarly low, with an average of
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Figure 6.1: Per-article list-level Jaccard similarities among human-generated question lists,
between human-generated and LLM-generated question lists, and among LLM-generated
question lists. Articles are sorted by Human-Human similarity.

0.169. In contrast, LLM-LLM similarity is higher, with an average of 0.210. Two-tailed
paired Student’s t-tests across articles show that both Human-Human and Human-LLM
similarities are significantly lower than LLM-LLM similarity (p < 0.01).

Figure 6.1 shows the corresponding per-article variation. The extent of these similarities
varies considerably across the 50 articles, likely influenced by factors such as the topics
and types of articles, consistent with our observations of varied system performance in
Chapter 5.

It is not clear if this lack of diversity in LLM-generated questions is a good or bad
thing. If LLM-based approaches are correctly identifying the most significant questions,
then agreement with each other is good, but if it is simply because the LLMs have a
preferred way to generate questions, this may be a hindrance to obtaining human-level
performance.

It may also be that humans are less similar to each other because each human is generat-
ing the questions that they personally need and which differ from what other humans need.
If this is the case, then computer-generated questions will likely need to be personalized
for each person in the context of the article.
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6.3 Conclusion

This chapter used assessor-authored questions from the TREC 2024 Lateral Reading Track
to compare human and LLM-generated question lists. Human-human and human-LLM
similarities were low, with average Jaccard values of 0.165 and 0.169, respectively, while
LLM-LLM similarity was higher at 0.210. This suggests that LLM-based systems tended
to converge more than human assessors did, and that their question lists had limited lexical
overlap with human investigative focus.

These findings should be treated as diagnostic rather than definitive, since Jaccard
similarity does not capture paraphrases and question importance. Still, the result points
to an important evaluation problem: assessing question generation requires more than
directly judging whether individual questions sound useful. We also need to know whether
a system covers the issues that human assessors consider important. This observation
motivates the DRAGUN evaluation design in Chapter 7, where assessor-created rubrics
define the target investigative questions and submitted questions are evaluated by their
coverage of those rubric questions.
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Chapter 7

The TREC 2025 DRAGUN Track:
Tasks and Evaluation

The TREC 2025 DRAGUN Track was the next major stage in this research program. Ear-
lier chapters showed why assistive systems should help readers ask better questions and
why question generation itself is difficult. The TREC 2024 Lateral Reading Track estab-
lished question generation and document retrieval as shared tasks, but it also revealed two
important limitations. First, LLM-generated questions did not reliably match the inves-
tigative focus of human assessors. Second, once a useful question was provided, document
retrieval appeared less central than deciding what to ask and how to communicate what
was found. These observations motivated a shift from retrieving documents for questions
to producing short, evidence-grounded reports that readers can use directly.

At a high level, the TREC 2025 DRAGUN Track introduced the new report generation
task while retaining the question generation task [I17]. For each news article, systems
first identify investigative questions that a careful reader should consider. Then, systems
produce a concise report that summarizes the background and context readers should
know, with citations to retrieved evidence. This design follows the assistive perspective
this thesis argues for: systems are not asked to decide whether the article is true or false;
instead, they are asked to surface information that helps readers make better-informed
trustworthiness assessments.

The evaluation design is as important as the task design. In DRAGUN, expert TREC
assessors first spent hours investigating each article through open-web research and then
created article-specific rubrics. Each rubric consisted of questions that assessors believed
a good report should address, along with short expected answers and importance labels.

79



Participant questions were evaluated by how well they covered the rubric questions, and
participant reports were evaluated by how well they supported or contradicted the rubric
answers. This rubric-based setup aligns evaluation more closely with expert investigative
priorities than the individual question labeling used in 2024.

The rest of this chapter presents the design of the TREC 2025 DRAGUN Track. We first
describe the corpus and news articles used as topics, then define the question generation
and report generation tasks. Next, we explain how assessors created rubrics through open-
web research and how those rubrics were used to evaluate submitted questions and reports.
Overall, this chapter shows how the benchmark matured from an initial task design into a
more complete and reader-oriented framework for studying how assistive Al systems can
support news trustworthiness assessment.

7.1 Introduction

Many internet users struggle to assess whether online information is trustworthy, a critical
skill in today’s digital environment where accurate content coexists with false or mislead-
ing material. As the successor to the TREC 2024 Lateral Reading Track, the TREC
2025 DRAGUN Track aims to advance research on supporting readers in assessing the
trustworthiness of online news by providing reader-oriented, well-attributed reports.

The 2024 track had two tasks: generating questions to evaluate the trustworthiness of
a given news article, and retrieving documents to answer those questions. Our analysis
of the 2024 submissions revealed two key findings. First, questions generated by LLMs
showed little overlap with those created by TREC expert assessors. Second, many systems
performed well at retrieving relevant documents from the specified corpus, suggesting that
document retrieval was not the main challenge for developing systems to support people’s
assessment of news trustworthiness.

Building on these insights, we designed the TREC 2025 DRAGUN Track! with a more
reader-focused approach. The 2025 track’s primary task was to generate a short (up to
250 words), well-sourced report that would give readers the context needed to assess a
news article’s trustworthiness, rather than having content labeled as true or false for them.
We continued the question generation task from 2024, as it remains challenging and is
critical for guiding trustworthiness assessment, with slight modifications to the submission
requirements and a revamp of its evaluation to be consistent with the report evaluation.
We made three major improvements based on lessons from the previous track:

! https://trec-dragun.github.io/
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Table 7.1: Example rubric question with short answers for a news article about the Epic
Games vs. Apple lawsuit published on The Verge.

News Article
Title: Epic Games is suing Apple
Link: https://www.theverge.com/2020/8/13/21367963/

Question 2: What is The Verge?
Importance: Have to Know

Short Answers:

1. The Verge is a technology news website, located in New York City, and owned
by Vox Media.
Reference: https://en.wikipedia.org/wiki/The_Verge

2. Tt is a left-center website with high factual reporting and high credibility.
Reference: https://mediabiasfactcheck.com/the-verge/

3. In the last five years, it has had no failed fact checks.
Reference: https://mediabiasfactcheck.com/the-verge/

e New report generation task: We replaced document retrieval with report gen-
eration, a RAG task. Participants were required to create comprehensive reports
grounded in the MS MARCO V2.1 Segmented Corpus?, the same corpus used by the
TREC RAG Track®. This shared resource encouraged cross-track participation.

e Starter-kit system®: To lower the barrier to participation, we released a com-
plete baseline system with intermediate execution results at track launch [113]. This
system uses a modular iterative multi-agent RAG pipeline. Using the starter kit, par-
ticipants could quickly build their own systems by modifying or replacing individual
components.

¢ Enhanced evaluation rubrics: Instead of having assessors write questions suitable
for lateral reading in the 2024 track, we asked them to do their own research for a
given news article to determine what they felt was important to know in order to

2 https://trec-rag.github.io/annoucements/2025-rag25-corpus/#-ms-marco-v21-segmented-c
orpus

3 https://trec-rag.github.io/

4 https://github.com/trec-dragun/2025-starter-kit
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assess its trustworthiness. Assessors could spend several hours doing this research
using any online search engines and tools. Having determined what someone should
know, assessors then created comprehensive rubrics for evaluating participants’ gen-
erated questions and reports. These rubrics contain key questions paired with short
answers that represent information genuinely useful for evaluating news articles. Ta-
ble 7.1 shows an example question with its short answers. These rubrics also enable
the evaluation of systems that use other web collections.

Participation increased substantially from the previous year. We received 37 runs from
10 teams for Task 1 (Question Generation) and 28 runs from 8 teams for Task 2 (Report
Generation). Using assessor-built rubrics with importance-weighted questions and short
answers, we evaluated question coverage and report support/contradiction. We release
topics, rubrics, annotations, runs, and evaluation results to support research on developing
systems to help people assess the trustworthiness of news.

7.2 Tasks

The TREC 2025 DRAGUN Track consisted of two complementary tasks; participants could
complete either or both. We designed these tasks to work together: Task 1 was to identify
critical questions for a given news article, while Task 2 was to create a report that addresses
those questions. This design reflects our core philosophy: we help readers evaluate trust-
worthiness themselves by providing comprehensive context rather than labeling content
as true or false. We created a website to communicate task descriptions and submission
requirements to participants: https://trec-dragun.github.io/, which can also be
found in Appendix C.

7.2.1 Corpus

Both tasks used the MS MARCO V2.1 Segmented Corpus, the same as the TREC RAG
Track (2024 and 2025). This corpus contains approximately 114 million segments derived
from 11 million web documents. Each segment is a sliding window of 10 sentences with a
stride of 5 sentences. For Task 2, generated reports had to cite specific segments from this
corpus.
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7.2.2 Topics

We selected 30 news articles from the MS MARCO V2.1 Document Corpus (before seg-
mentation) to serve as topics. These articles were chosen based on two criteria: they cover
controversial issues from their publication period (2019-2021, close to the cut-off date when
the corpus was collected) or contain content that would attract readers to seek additional
context. The selected articles are from 28 different media sources with diverse political
perspectives. According to Media Bias/Fact Check® ratings in May 2025, our topics in-
clude: 13 articles from left-leaning sources, 5 from right-leaning sources, 2 from neutral
sources, 4 from pro-science sources, 2 from conspiracy-pseudoscience sources, and 4 from
sources without established bias ratings.

7.2.3 Task 1: Question Generation

For each topic (target news article), participants needed to generate 10 critical questions
that a thoughtful reader should investigate when assessing the article’s trustworthiness,
regarding aspects such as source bias, motivation, or alternative viewpoints. The generated
questions were to be ranked from most to least important. Questions needed to meet the
following requirements:

e A question’s length could not exceed 300 characters.

e Questions should not be compound (e.g., “Who is X and when did Y happen?”).
Each question should focus on a single topic.

e Given the context of the article, the questions should not be ambiguous or overly
general. For example, “Are there other sources corroborating the details presented in
this article?” is overly general.

Submissions could be either manual, i.e., involving human intervention to generate
questions, such as hiring people to produce questions or manually selecting questions from
candidate questions generated by algorithms, or other human involvement, or automatic,
i.e., produced entirely by automatic systems without human input beyond the construction
of the systems. Following standard TREC practice, teams submitting automatic runs
needed to make a good-faith effort not to read or study the articles.

5 https://mediabiasfactcheck.com/
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7.2.4 Task 2: Report Generation

Report generation is the core task of this track. For each news article, participants were to
generate a 250-word, well-attributed report that provides readers with essential background
and context for evaluating trustworthiness. Report generation can be understood as a
RAG task with a fixed query: “What should I know about this article to better assess its
trustworthiness?” , but with a varying context, i.e., the news article. Each sentence of the
report could have at most three references (i.e., segment IDs). Similar to Task 1, runs
could be either automatic or manual.

7.3 Evaluation

The track’s evaluation of submitted runs was completed by TREC assessors. The overall
process was that during the track participation period, assessors created topic-specific
rubrics after conducting open-web research on each article’s trustworthiness, using any tools
they preferred, e.g., web search. After runs were submitted, assessors used these rubrics
to judge the submitted questions and reports. We then computed scores based on their
judgments. The remainder of this section provides the details of the rubric construction,
question assessment, and report assessment processes.

7.3.1 Rubric Construction

Each topic (news article) was assigned to one primary TREC assessor and two secondary
TREC assessors. Each of the assessors conducted independent research on the trustwor-
thiness of the news article using any tools and resources they deemed appropriate. They
created rubrics consisting of questions and answers that they thought a good report should
cover to help readers determine the trustworthiness of the article. The primary assessor
then merged the rubrics from all three assessors into a single final rubric (capped at ten
questions). The final rubric contains a list of questions, each with one or more short an-
swers. Table 7.1 shows an example rubric question with expected short answers. Each
question also has an importance label:

e Have to Know (4 points): Core, critical questions. Knowing the answer is essential
for judging the article’s trustworthiness (it might change a reader’s perception).

e Good to Know (2 points): Important contextual questions. Not absolutely critical,
but answering them will increase a reader’s confidence in their judgment.
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e Nice to Know (1 point): Background or peripheral questions. These provide helpful
context but are not crucial for most readers’ trust decisions.

The choice of allowing assessors to use the open web and any tools they considered
appropriate during rubric construction was deliberate. The rubrics are intended to capture
the information that a careful human investigator would try to learn about an article.
One possible design would have been to ask assessors to conduct their research only over
the MS MARCO V2.1 Segmented Corpus, since participant reports were required to cite
that corpus. However, this would have made the assessment process difficult in practice.
Assessors did not have access to a Google-like search interface over the corpus that could
support exploratory research with fast, high-quality results. Moreover, a corpus-restricted
workflow would have changed what the rubrics represent. Assessors might fail to discover
important trustworthiness issues simply because the available search tools over the corpus
did not surface them.

Another possible design would have been to pool submitted system outputs and ask as-
sessors to construct rubrics from the retrieved documents or generated reports. We rejected
this approach because it would make the evaluation target dependent on the systems being
evaluated. The pooled documents would likely be an incomplete and potentially biased
sample of the corpus, reflecting participant systems’ retrieval strategies, model assump-
tions, and failure modes. If assessors built rubrics only from that pool, system blind spots
could become rubric blind spots: information missed by submitted systems would be ab-
sent from the evaluation, even if it was important for a reader’s trustworthiness assessment.
This would undermine one of the central goals of DRAGUN, which is to measure how well
system outputs align with the investigative priorities that human assessors develop through
their own research.

Open-web rubric construction also makes the evaluation target less tied to a particular
retrieval corpus. The rubrics define what a well-informed reader should know about each
article, independent of whether a specific corpus contains all of that information. This de-
sign does introduce a possible corpus-rubric mismatch: some rubric answers found through
open-web research may be absent from MS MARCO V2.1. However, because systems in
the same evaluation setting are subject to the same corpus restriction, such missing infor-
mation affects all systems in that setting in the same way. In these cases, attainable scores
may be lower, but the comparison among systems remains consistent.

This design makes the rubrics reusable beyond MS MARCO V2.1. The same rubric
can be applied to systems using another corpus, as long as comparisons are made among
systems using the same corpus and interpreted with corpus coverage in mind. In this sense,
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the rubrics are corpus-independent as evaluation targets, while each evaluation remains
corpus-dependent in what information systems can realistically recover and support.

To standardize rubric quality, we provided assessors with detailed assessment guidelines
(available in Appendix D) emphasizing neutral, reader-oriented fact-checking via open-web
research and lateral reading. Concretely, assessors were instructed to investigate (1) the
publisher’s reputation and potential bias, (2) the author’s background, expertise, affilia-
tions, and possible agenda, (3) the veracity of salient claims or statistics made in the article,
and (4) the broader context from authoritative reports or research when relevant. Rubric
questions were expected to be focused on a single aspect and phrased without implying an
overall verdict on whether the article is true or false. For each rubric question, assessors
wrote one or more concise short answers, and every short answer was required to be backed
by at least one supporting reference identified by a Uniform Resource Locator (URL).

We then examined the written rubric answers, and for a few answers that were too long,
we shortened them or broke them into multiple short answers. For example, we split one
long answer “Epic Games is a Cary, NC video game producer, founded by Tim Sweeney,
while he was a student at the University of Maryland, in 1991. Their most popular game
is Fortnite.” into two shorter answers “Epic Games is a Cary, NC video game producer,
founded by Tim Sweeney in 1991.” and “Their most popular game is Fortnite.” The
guidelines encouraged using credible, English-language, text-based sources that are likely
to remain accessible, and not over-relying on a single source.

7.3.2 Question Assessment

The key idea of question assessment is to check how many rubric questions are covered by
the participant-submitted questions. Due to budget constraints, TREC assessors could
only judge a subset of the question pairs (rubric question, participant question). To
reduce the pool of question pairs that needed to be judged, we used two models [120]
(Qwen3-Embedding-8B°® and Qwen3-Reranker-8B7), each of which independently selected
the most similar/relevant participant question for each rubric question.

Specifically, we used the embedding model, Qwen3-Embedding-8B, to convert the rubric
question and ten participant questions into vectors and picked the participant question
that had the highest cosine similarity with the rubric question. Meanwhile, we concate-
nated the rubric question and each participant question as input to the reranker model,
Qwen3-Reranker-8B, and picked the participant question with the highest reranking score.

6 https://huggingface.co/Qwen/Qwen3-Embedding-8B
" https://huggingface.co/Qwen/Qwen3-Reranker-8B
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For each rubric question, the assigned primary assessor judged one (if both models
picked the same question) or two questions from the participant’s question list (ten ques-
tions), and assigned one of the following four similarity labels to each question pair:

e Very Similar: Questions may have different wording, but answering either question
provides effectively the same information to the reader.

e Similar: Answering the questions will provide similar, but slightly different infor-
mation to the reader.

e Different: The answer to each question will provide different information, with
possibly some overlap, to the reader.

e Very Different: Answers to questions provide different information, with little to
no overlap, to the reader.

We scored runs using these assessor-assigned labels (¢). For topic ¢, let Q; be rubric
questions, and let w, € {4,2,1} be the importance weight of rubric question ¢ € Q;. For
run r, let P, ; denote the set of submitted questions. We mapped assessor labels to numeric
similarity scores as:

1 { = VERY SIMILAR,
g(f) = ¢ 0.5 ¢ = SIMILAR,
0 ¢ € {DIFFERENT, VERY DIFFERENT}.

Let ¢,+(q,p) be the judged label for rubric question ¢ and submitted question p. We
score run 7 on topic ¢t by rewarding only the best-matching submitted question per rubric
question:

1
Sr = g, 2 wa max (b p), - We= 3wy

qEQy qEQy

To clarify, for each run and each article, we first iterated through the list of assessor
questions. For each assessor question, we checked if there were participant questions la-
beled as either VERY SIMILAR or SIMILAR. If so, the run was rewarded with a score of
(assessor question importance weight x highest assessor similarity score). For example, re-
garding the rubric question in Table 7.1 that has an importance level of “Have to Know” (4
points), there is one participant question labeled as VERY SIMILAR: “Who owns The Verge,
the outlet reporting Epic Games is suing Apple?”, and one participant question labeled as
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SIMILAR: “What political leaning is The Verge known for in coverage of large technology
firms?”, from a run. For this rubric question, this run received 4 x 1 = 4 points, with
credit awarded only for the VERY SIMILAR label. The same process was repeated for each
of the remaining assessor questions, and then we summed up the scores and normalized
the sum by the maximum possible score (the sum of all question importance weights) to
get the run’s final score € [0, 1] for this article.

Unjudged pairs were assigned VERY DIFFERENT (zero credit). In this setting, the same
submitted question could be labeled as similar to multiple rubric questions and rewarded
by design, as we wanted to measure the rubric coverage of participant questions.

Regarding the second requirement mentioned in Section 7.2.3, i.e., the exclusion of com-
pound questions, this constraint was not explicitly enforced during the human assessment
phase. To ensure adherence to task guidelines, we used gpt-oss-120b to automatically
identify and filter out compound questions (11.3%). We validated this classification ap-
proach by manually labeling a stratified sample of 100 compound and 100 non-compound
questions identified by the model. The classifier demonstrated high reliability, achieving
a True Positive Rate (TPR) of 0.989 and a False Positive Rate (FPR) of 0.124. With
this satisfactory performance, we adopted this automated filtering mechanism to remove
compound questions from the submitted question list (P,;) before scoring.

A quick qualitative analysis suggested this filtering approach was strict. Many questions
flagged as compound combined highly correlated sub-inquiries, e.g., “Who owns and funds
Atlas Obscura, and how might that influence its food-origin narratives?” While these
questions were semantically cohesive, they technically violated the single-topic constraint.
To maintain fairness and strictly uphold the task specifications, we prioritized compliance
and removed all questions flagged by the model.

We acknowledge a limitation in this post-hoc filtering approach. Because the selection
of participant questions for human judgment occurred prior to the removal of compound
questions, it is possible that a compound question was selected as the most similar match for
a rubric question. If such a question were subsequently filtered out, the run would receive
no credit for that specific rubric question, even if a valid, non-compound alternative existed
with lower similarity scores.

7.3.3 Report Assessment

Similar to question assessment, the key idea of report assessment is to check how many
rubric answers are covered by each report. These rubric answers function as exemplars
of the key information we want a report to convey, rather than templates that systems
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must match verbatim. For topic ¢, each rubric question ¢ € Q,; has a set of short an-
swers A ,. For a report from run r, the primary assessor assigned a label /,;(a) €
{SUPPORTS, PARTIAL, CONTRADICTS, NONE} to each rubric answer a, i.e., using rubric an-
swers as a checklist.

e Supports: The report provides an answer to the question, consistent with the key
elements of the rubric answer.

e Partial: The report provides an answer to the question that contains some but not
all key elements of the rubric answer.

e Contradicts: The report contains information that contradicts the rubric answer. If
the report supports or has partial support for the rubric answer, but it also contradicts
the answer, then the CONTRADICTS label takes precedence.

e None: The report has no support or connection with the rubric answer. This is the
default.

We defined label-to-value mappings for supportive and contradictory scoring:

1 ¢ =supp., L - o
= CONTR.,
Usup(£> - 0.5 (= PART., vcon(g) =
0 (¢ € {SUPP., PART., NONE}.
0 ¢ € {CONTR.,NONE},

We computed topic-level supportive and contradictory scores as:

su 1 w
Sr’tp - Wt Z |A:q Z Usup(gr’t(a))’

qEQ+ a€As q
1 w
Sﬁgn = W Z ’ g Z Ucon(£7’7t(a))7
t qEQ: ta a€A¢ g

where W, = > qsc0, Wq- Ranking of runs is by the average supportive score over 30 topics
(higher is better); contradictory (lower is better) is reported as a secondary diagnostic.

To clarify, for the supportive score, we assigned SUPPORTS a score of 1 and PARTIAL a
score of 0.5. Then, for an answer, the report will get a score of (answer score / the number
of answers from that question x question importance weight). For example, if a report is
labeled as PARTIAL for Short Answer 1 in Table 7.1, it will get a score of 0.5+3 x4 = 0.67.
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We summed up the scores for all answers, and then normalized the sum by the maximum
possible score (the sum of all question importance weights) to get the final supportive score
of the report. Thus, the supportive score is between 0 and 1, and the higher, the better.
For the contradictory score, we assign CONTRADICTS a score of 1, while treating the other
three labels as 0. We used the same computational method as the supportive score to get
the final contradictory score of the report. Thus, the contradictory score is also between 0
and 1, but the lower, the better.
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Chapter 8

Simulating the Lateral Reader with
Iterative Multi-Agent RAG

The previous chapter described the task and evaluation design of the TREC 2025 DRAGUN
Track. It explained why the benchmark moved from document retrieval toward report
generation, and how expert-authored rubrics were used to evaluate whether generated
questions and reports covered human investigative priorities. This chapter shifts from task
design to system design. Given the DRAGUN task formulation, the next question is how
an assistive Al system can effectively gather evidence, decide what critical context is still
missing, and produce reader-oriented questions and reports.

To study this question, we developed an iterative multi-agent RAG system and released
it as the starter kit for the DRAGUN track [113, 115]. The system was intended to lower
the barrier to participation by giving participants a complete, modular baseline that they
could run, inspect, and modify. Building on the single-pass pipeline first introduced in
Chapter 3, this system adopts an iterative workflow that more closely resembles lateral
reading: it generates investigative queries, retrieves and filters evidence, evaluates whether
the collected information is sufficient, and then produces final questions and a report.

This system provides a concrete implementation of the assistive Al perspective argued
for throughout this thesis: instead of trying to classify a news article as true or false, it
tries to identify what should be investigated and synthesize external evidence into a concise,
attributed report that helps readers make their own judgment. Furthermore, the GPT-4.1
version of this system achieved the highest supportive score on the report generation task,
showing that this design is a strong baseline for the new benchmark.

In this chapter, we describe the design of this iterative multi-agent RAG pipeline and
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the role of each component in simulating a lateral reader. The detailed evaluation results,
comparisons with other participant submissions, and discussion of what the results reveal
about current assistive Al systems are left in the next chapter.

8.1 Introduction

Online news is one of the primary channels through which the public receives information
about science, health, politics, and other topics of interest. Its rapid proliferation has
enabled low-quality and deceptive content to propagate at scale, often faster than truthful
content and to a broader audience [103]. Misinformation has been linked to lower trust in
mainstream media and increased polarization [$1, 99], motivating research on tools that
help people evaluate information trustworthiness [17, 11, 56, 63].

For online news readers, the bottleneck is not access to information but the ability
to make informed judgments, whether due to insufficient domain knowledge [91], limited
cognitive resources for conducting research [73], or exposure to intentionally misleading
content [16]. Professional fact-checkers overcome these barriers through lateral reading:
rather than evaluating an article by staying on the page (vertical reading), they leave
it after a quick scan to check who published it, verify claims against primary sources,
and compare how other credible outlets cover the story [107]. The comparative study
by Wineburg and McGrew [107] shows that this strategy yields more accurate judgments
and exposes systematic failure modes of page-bound evaluation. Automating this proven
effective strategy could benefit everyday readers who lack the time, domain expertise, or
investigative skills to perform such in-depth trustworthiness assessments on their own.

Prior work on automated fact-checking, however, has largely decomposed the problem
into extracting claims, gathering evidence, and predicting veracity [13], with benchmarks
such as FEVER [97] and LIAR [105] driving progress on entailment-style verification of
isolated claims. This formulation does not fully capture news trustworthiness: an article
may contain accurate facts yet still mislead by leaving out key details, lacking context, or
relying on dubious sources. Readers need not only answers to specific factual questions
but also guidance on what questions to ask (i.e., what aspects of an article need scrutiny),
and a concise report grounded in verifiable evidence that they can examine.

The building blocks for such an automated system are now feasible. RAG [59] can
reduce LLM hallucination by grounding generation in retrieved evidence [50], while multi-
agent frameworks such as AUTOGEN [109] enable LLMs’ iterative planning, execution,
and reflection [12]. READPROBE [111] was one of the early systems to combine retrieval-
augmented LLMs with lateral reading, using LLMs for question (query) generation and
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answer synthesis over Bing search results. However, it used a single-pass RAG pipeline
and was presented as a demonstration without evaluation.

We present an iterative multi-agent RAG pipeline that addresses both limitations.
Simulating the lateral reader, specialized agents generate investigative queries, retrieve and
filter evidence through a three-stage process (BM25+RM3, cross-encoder reranking, and
LLM-based selection), and an information-sufficiency evaluator decides whether to loop
back for additional evidence or proceed to writing. This iterative design allows the system
to adaptively fill gaps identified in earlier rounds of investigation, rather than committing
to a single pass.

Our system was evaluated on the TREC 2025 DRAGUN Track [117], which, building
on the TREC 2024 Lateral Reading Track [116], provides the first shared benchmark for
this problem: systems need to produce a 250-word report that covers what a reader should
know to better assess the trustworthiness of a given news article, grounded in the MS

MARCO V2.1 Segmented Corpus’.

We ran our system using both a powerful closed-source model (GPT-4.1?) and an open-
weight reasoning model (gpt-oss-120b%) during the track participation period (summer
2025). On the official rubric-based human evaluation with 30 news articles, our system
using GPT-4.1 achieved the highest mean supportive score (0.230) among all 28 runs from
8 teams while maintaining low contradiction (0.013).

We release the full implementation and intermediate artifacts to support future system
development and analysis: https://github.com/trec-dragun/2025-starter-kit.

8.2 System Implementation

Our system is designed as a multi-agent iterative pipeline that gathers information from
the specified web corpus and decides when enough evidence has been collected to produce
the final outputs. The system consists of several components (agents), each guided by a
specialized prompt. Throughout the process, the system maintains a JavaScript Object
Notation (JSON)-formatted interaction history of the news article, queries, retrieved text
segments, and self-reflection feedback, which each component can consult for context.

! https://trec-rag.github.io/annoucements/2025-rag25-corpus/#-ms-marco-v21-segmented-c
orpus

2 https://openai.com/index/gpt—-4-1/

3 https://openai.com/index/introducing-gpt-oss/
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Figure 8.1: Architecture of our iterative multi-agent RAG system for news trustworthiness
assessment. Agents cycle through information gathering and evaluation until deciding that
sufficient information has been collected for the final tasks.

Appendix E shows the system and user prompts used by the LLM-based components
and summarizes the structured output expected from each component. Figure 8.1 illus-
trates the overall architecture of the pipeline. In the remainder of this section, we describe
each component in turn, outlining the role it plays in the pipeline.

8.2.1 Query Generator

As the first agent in the pipeline, given an input news article, the query generator produces
a set of search queries that a fact-checker might pose. In the initial iteration, the sys-
tem prompt instructs the LLM to produce five queries, each accompanied by a rationale,
targeting different facets of the article’s trustworthiness, e.g., investigating the source’s
reputation, verifying key claims, tracing quoted facts, checking alternative viewpoints, etc.
These queries are required to be formulated in a way that works well with a traditional
keyword-based search engine. These internal search queries are retrieval actions and are
distinct from the ten final questions submitted for Task 1. The initial query-generation
prompt is shown in Figure E.1.

If the information retrieved later is deemed insufficient by the evaluator (Section 8.2.3),
the query generator is invoked again in subsequent iterations to generate additional queries
(again in batches of five). In those later rounds, the agent’s input is augmented with context
about the previous queries, retrieved segments, and feedback on what information is still
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lacking. This way, the new queries are informed by what has already been found or missed.
This module aims for broad coverage of investigative angles, starting from general and then
filling gaps based on the feedback loop from the evaluator. The follow-up prompt is shown
in Figure E.2.

8.2.2 Segment Retriever

The segment retriever acts as a search engine to fetch relevant text segments for each query
from the query generator. It implements a three-stage retrieval process to progressively
narrow down results and extract the most useful segments from the MS MARCO V2.1
Segmented Corpus, where each segment is a short text span from a web document, with
associated metadata.

Stage 1: BM25 + RM3 Retrieval

For a given query, we first perform lexical retrieval using PYSERINI's implementation of
BM25 with RM3 pseudo-relevance feedback [01]. We configure BM25 with parameters
ki = 0.9 and b = 0.4, and apply RM3 with 10 feedback terms, 10 feedback documents,
and an original query weight of 0.5. This efficient lexical stage reduces the search space
to a list of 1,000 candidate segments from the index before neural reranking, avoiding the
computational overhead of embedding the full 114-million-segment corpus.

Stage 2: Neural Reranking

Next, the candidates from Stage 1 are reranked using a cross-encoder model from the
Sentence-Transformers library [30]. Specifically, we use ms-marco-MiniLM-L6-v2*, a trans-
former model fine-tuned on the MS MARCO passage ranking task. For each of the top
1,000 segments, the model examines the query and the segment (title + content) together
and produces a relevance score. We then sort the candidates by this neural score and
retain the top 20 segments for the final stage. With a richer semantic understanding, this
reranking step prioritizes segments that are contextually relevant, even if the wording does
not exactly match the query.

4 https://huggingface.co/cross—encoder/ms-marco-MiniLM-L6-v2
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Stage 3: LLM-Based Selection

In the final retrieval stage, we take the top 20 segments from Stage 2 and present them
(along with the original news article and the query) to an LLM agent with a prompt asking
it to select the three most relevant segments for answering the query, ideally from diverse
sources. Based on its contextual reasoning, the LLM returns a list of up to three segment
IDs (ordered by relevance) that will serve as the evidence for this query. If fewer than three
segments are deemed relevant, it selects only those that meet the bar. Figure E.3 shows
the LLM selector prompt. This LLM-driven filtering helps the pipeline focus on a small
set of high-quality pieces of evidence for each query, limiting the inclusion of less relevant
material that could dilute the context.

8.2.3 Information Evaluator

The information evaluator is the agent responsible for deciding whether the system has
gathered enough evidence to proceed to final output generation. After each batch of queries
and their retrieved segments, the information evaluator LLM examines all information
collected so far, including the original news article, the list of queries issued, and the
content of the top retrieved segments for those queries. It is instructed to be skeptical and
to assess the completeness of the investigation with scrutiny. Essentially, it asks: Do we
now have sufficient information to judge the article’s trustworthiness, or should the system
dig deeper?

If the evaluator determines that important questions remain unanswered or key aspects
have not been covered, it will output a negative verdict (that information is not yet suffi-
cient) along with a detailed feedback message explaining what is missing or what lines of
inquiry should be pursued next. In response, the pipeline loops back to the query genera-
tor, providing it with the feedback and the context of past queries with retrieved segments
so it can formulate new queries targeting those gaps.

On the other hand, if the evaluator is satisfied that the collected evidence is adequate
and no major blind spots remain, it will issue a positive signal indicating that the system
can stop searching. This decision triggers the end of the iterative loop, which is capped at
five iterations in our implementation for budget control. Thus, through this component, the
system achieves an adaptive, iterative search process, i.e., continuing to retrieve information
until a stopping criterion is met. The evaluator prompt is shown in Figure E.4.
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8.2.4 Question Generator

Once the information-gathering loop terminates, i.e., the information evaluator deems
the collected evidence sufficient, the pipeline moves to generating critical investigative
questions that will guide report composition.

We prompt the LLM with the compiled knowledge base, including the original news
article text and all the relevant segments collected during the retrieval iterations, and
ask it to formulate the ten most important questions a reader should consider about the
article’s trustworthiness. The questions are intended to cover the central issues revealed
by the evidence, such as the source’s credibility, verification of specific claims, presence of
bias or counterpoints, etc., essentially summarizing “ What should a skeptical reader ask?”
Figure E.5 shows the complete question-generation prompt.

These questions then serve as a structured outline for the report generator (Section 8.2.5),
guiding the final report to address the most critical trustworthiness dimensions identified

during the investigation. The generated questions also constitute our submission for DRA-
GUN Task 1 (Question Generation).

8.2.5 Report Generator

The final component is the report generator, which uses a prompt (shown in Figure E.6) to
guide the LLM to act as a professional fact-checker who composes a well-attributed report
about the article’s trustworthiness. The input to this module includes the news article
and the full set of evidence segments retrieved. In addition, we incorporate the generated
questions (Section 8.2.4) as guidance. The prompt encourages the LLM to address those
important questions within the report. The report generator’s output is a concise narrative
that provides relevant background and context to help a reader evaluate the article, within
the 250-word limit from the DRAGUN track guidelines. Additionally, the prompt instructs
the model to include attribution for each claim by citing the IDs of the supporting segments.

8.2.6 Summary

Overall, the system implementation integrates retrieval-augmented generation in a loop:
it generates investigative queries, finds and filters evidence, evaluates what is missing,
and only when satisfied does it leverage the collected evidence to produce reader-oriented
questions and reports. All intermediate data (queries, selected segments, feedback, etc.)
is logged for track participants to use.
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This approach allows the system to mimic a diligent fact-checker’s workflow, i.e., iter-
atively asking, searching, verifying, and finally reporting. The modular design also makes
it easy to swap in improved components, e.g., a better retriever or a different LLM, while
preserving the overall pipeline structure. By adapting the prompt that controls each mod-
ule’s behavior, we can make this system generalizable to other RAG tasks. The results
(discussed later in Chapter 9) show that this thoughtful design can yield competitive per-
formance on both question and report generation tasks.
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Chapter 9

The TREC 2025 DRAGUN Track:
Results and Discussion

Chapter 7 presented the TREC 2025 DRAGUN Track as a benchmark for assistive Al
systems for news trustworthiness assessment. It defined two complementary tasks: question
generation, where systems produce ranked investigative questions, and report generation,
where systems produce a concise, well-attributed report grounded in the MS MARCO V2.1
Segmented Corpus. It also described the rubric-based evaluation design, where TREC
assessors first conducted open-web research and then used their rubrics to judge whether
system outputs covered the information a careful reader should know.

Chapter 8 then briefly shifted from the track itself to the starter-kit system we developed
for DRAGUN. That chapter provided a concrete example of how the DRAGUN tasks can
be approached through an iterative multi-agent RAG workflow. The system generated
investigative queries, retrieved and filtered evidence, evaluated whether more information
was needed, and then produced final questions and a report. This system-level detour
showed one way to operationalize lateral reading with RAG and also gave more context
for one of the organizer baselines evaluated in the track.

With the task design, evaluation design, and starter-kit system now in place, this
chapter returns to the DRAGUN track as a shared evaluation benchmark, presenting the
official results and discussing their implications. The goal is to understand how current
systems perform on question generation and report generation, how much of the assessor
rubrics they cover, and where the remaining gaps are.

Recall that DRAGUN evaluates systems against expert-authored rubrics that specify
what a careful reader should know, rather than against a single reference report or a
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binary truth label. Therefore, the results reveal whether system outputs focus on the same
investigative issues that human assessors consider important. As the results show, current
systems often do not have direct contradictions, but they still miss a substantial portion
of the information in the rubrics.

In the rest of this chapter, we first summarize participation and submitted approaches,
then analyze the results for Task 1 (Question Generation) and Task 2 (Report Generation).
We also examine topic-level variation and headroom across runs. Overall, this chapter
argues that the main challenge for future systems is still better alignment with expert fact-
checking priorities: asking the right questions, retrieving the right evidence, and using the
limited report space to cover the information that matters most for readers’ trustworthiness
assessment. Building on these results, the next chapter describes how the DRAGUN
evaluation can be made reusable through AUTOJUDGE.

9.1 Submissions

As described in the previous chapter, we provided a starter-kit system for track partici-
pants, which used a modular iterative multi-agent RAG pipeline. LLM-driven agents cycled
through query generation, segment retrieval (BM254+RM3, followed by neural reranking
and LLM-based selection), and evidence evaluation until sufficient information was col-
lected, after which the system produced both questions and reports.

We ran the system with two LLMs during the track participation period (summer 2025):
the closed-source GPT-4. 1! (accessed through Azure OpenAl Service; averaged $0.50 and 2
minutes per article) and the open-weight model gpt-oss-120b? (served locally via vLLM?;
averaged 3 minutes per article on a single NVIDIA H100 from a university-managed cloud
server). Neither model was fine-tuned; all components used the models through API
calls with task-specific prompts only. Our GPT-4.1 and gpt-oss-120b question genera-
tion runs were submitted under the names dragun-organizers-starter-kit-task-1 and
organizer-gpt-oss-t1, respectively. Similarly, for report generation, we submitted our
GPT-4.1-based run under the name dragun-organizers-starter-kit-task-2 and our
gpt-oss-120b-based run under the name organizer-gpt-oss-t2.

For Task 1, we also created two commercial baselines using Perplexity Deep Research
(organizer-t1-perplex) and ChatGPT 5 Pro Deep Research (organizer-ti-chatgpt)

! https://openai.com/index/gpt-4-1/
2 https://openai.com/index/introducing-gpt-oss/
3 https://docs.vllm.ai/en/latest/
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by submitting the same instructions given to TREC assessors, together with the article
text, through each product’s web interface. Unfortunately, these runs are not reproducible:
we could not control system prompts, temperature, or other generation parameters, and
Perplexity did not disclose the underlying LLM for its Deep Research feature. However,
these two baselines offer useful reference points from industry-leading closed-source ap-
plications. We did not create commercial baselines for Task 2 because reports must be
grounded in the specified corpus, whereas the commercial systems use the live web.

Below, we briefly summarize the approaches of participating teams (alphabetically)
based on their papers and submission forms.

e CUET [30] built a LangChain-based multi-stage pipeline using open-weight LLMs
(QwQ-32B, Qwen3-14B, Mistral-Small-24B, and DeepSeek-R1-Qwen-32B) with struc-
tured prompting that includes article metadata, controlled decoding, and LLM-based
multi-criteria scoring for question evaluation. They participated in Task 1 only.

e Team cycraft built on the starter kit for both tasks, enhancing it by providing con-
trastive examples to the LLM. For question generation, they also added an LLM-
based feedback reranking step where GPT-4.1 generates feedback on the questions
and reranks them accordingly. They used GPT-4.1 for generation and Cursor Agent
for system design and implementation.

e DUTH _XANTHI [] explored several mid-sized open-weight instruction-tuned LLMs
(Qwen2.5 variants, Yi-1.5-9B, and Mistral-7B) that ran entirely locally without
fine-tuning, using zero-shot prompting with semantic filtering for question generation,
and BM25 retrieval via PYSERINI for report generation.

e HLTCOE [24] submitted the CRUCIBLE system, which inverts the standard RAG
pipeline by first automatically generating nuggets (question—answer pairs) from re-
trieved documents and then generating task outputs conditioned on those nuggets.
For DRAGUN, they applied the nugget ideation stage with Claude Sonnet 4 using
a customized prompt borrowing from the track guidelines, and reused the starter
kit’s retrieval results for report generation.

e Team hZ2oloo participated in Task 1 only. Their 2025 approach adapted the prompt-
ing strategies they developed for the 2024 Lateral Reading Track. They used two
prompting variants: an “original” (naive) prompt that directly asked the LLM to
generate 10 questions, and a “stepwise” prompt that employed a chain-of-thought
procedure: the LLM first listed the article’s authors and sources, generated ques-
tions about their credibility and biases, identified key claims, formulated accuracy
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questions, selected the 10 most significant, condensed any compound questions into
simple ones, and resolved them for readability without article context. Both variants
included a post-processing length check step. In 2025, they updated these prompts
and switched to GPT-5 and Qwen3-30B-A3B-Thinking as the backbone LLMs.

e SCIAI submitted two systems. Their first approach, CITADEL, employed a hybrid
retrieval pipeline (BM25 with synonym expansion, reciprocal rank fusion, and cross-
encoder reranking) coupled with an agentic draft—critique loop in which separate
GPT-4.1 generator and evaluator agents iteratively refined reports. Their second
approach [19] used query expansion techniques and a DeBERTa-based regression model
trained on 2024 Lateral Reading Track data to rank generated questions, with a cross-
encoder for deduplication.

e TREMA-UNH [34] built upon the starter kit, replacing its LLM component with a
local Qwen 2.5:7B model served via Ollama, and introduced an adversarial critique
module in which the LLM generates balanced or aggressive critiques of articles to
guide query generation and evidence retrieval.

e UR_trecking [3] used GPT-40-Nano for question generation with semantic filtering
and K-means clustering for diversity, combined with chain-of-thought query expan-
sion, BM25 retrieval, monoT5 reranking, and domain-level trustworthiness scores for
report generation.

e WaterlooClarke [51] used GPT-40-mini as their backbone LLM. For question gener-
ation, they applied one-shot prompting with feedback in the loop: initial generation,
evaluator scoring, and final question revision. For report generation, an initial answer
was drafted by the LLM, atomic factual claims were extracted from the draft, each
claim was either validated or rewritten against retrieved evidence, and the resulting
claims were combined into a single coherent final report.

9.2 Results

9.2.1 Task 1: Question Generation

Task 1 evaluates how well a run’s ten generated questions cover the assessor-authored
rubric questions for the same article. Because rubric questions are importance weighted,
the score is not just a count of matched questions: covering a critical “Have to Know”
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Table 9.1: Average scores across 30 topics for Task 1 (Question Generation) runs.

Team Run ID Score
coordinators organizer-tl-perplex 0.354
h2oloo h20loo_gptb5_orig 0.307
SCIAI Team02_Taskl 0.304
h2oloo h2o0loo_gpt5_step 0.294
cycraft cursor—enhanced 0.264
coordinators organizer-gpt-oss-tl 0.235
coordinators organizer-tl-chatgpt 0.231
WaterlooClarke = feedbackintheloop 0.230
coordinators dragun-organizers-starter-kit-task-1 0.226
cycraft feedback-rerank 0.225
HLTCOE cru-claude-chatty 0.218
CUET CUET-QwQ-32B 0.215
DUTH_XANTHI garamp mistral_7b 0.199
CUET CUET-qwen14B-v2 0.195
DUTH_XANTHI garamp yil5 9b 0.193
h2oloo h20loo_qw3-30b_step 0.190
CUET CUET-DeepSeek-R1-Qwen-32B 0.184
CUET CUET-Mistral-Small-24B 0.182
DUTH_XANTHI garamp_qwen25_72b 0.177
CUET CUET-qwen14B-v3 0.175
h2oloo h20lo0_qw3-30b_orig 0.175
CUET CUET-qwen14B-v5 0.165
CUET CUET-qwen4B-v3 0.165
HLTCOE cru-claude 0.163
DUTH_XANTHI garamp qwen25_7b_imp 0.158
CUET CUET-qwen4B-v2 0.153
TREMA-UNH SK_MI_2 0.151
CUET CUET-qwen14B-v1 0.150
DUTH_XANTHI garamp_qwen25_14b 0.149
UR _trecking UR_IW_run_1 0.145
TREMA-UNH SK_MI_1 0.141
TREMA-UNH ConvF_all-t12.5 0.130
HLTCOE cru-most_common 0.129
TREMA-UNH SK_Critique MI_5 0.127
TREMA-UNH SK_ConvinceF MI_2 0.120
TREMA-UNH ConvF_all MI 5 0.120
CUET CUET-unsloth-Mistral-Small 0.081

103



question contributes more than covering a lower-priority question. Table 9.1 reports the
mean score over the 30 topics. All runs were declared automatic.

The strongest average run is the Perplexity baseline, organizer-tl-perplex, with a
score of 0.354. However, the margin over the next group of systems should be interpreted
cautiously. Using a paired, two-tailed Student’s t-test over topics, organizer-tl-perplex
is not significantly better than the runs ranked second through fifth (p > 0.05). The
first run it significantly outperformed is organizer-gpt-oss-t1, ranked sixth (p < 0.05).
Thus, although Perplexity obtained the highest mean score, the top of the ranking is not
separated by a large or statistically robust margin.

The absolute scores show that question generation remains far from solved. Under
the scoring procedure, the best mean score of 0.354 indicates that even the strongest run
covered only about one third of the importance-weighted question space on average. Since
“Have to Know” rubric questions receive four times the weight of “Nice to Know” questions,
the main opportunity for improvement is to identify the same high-priority investigative
angles that assessors consider central to judging the article’s trustworthiness.

Performance varied greatly by topic. Counting ties as wins, organizer-tl-perplex
achieved the highest score on 11 topics, h20loo_gpt5_orig on 3 topics, Team02_Taskl on
5 topics, and cursor-enhanced on 3 topics, with the remaining wins distributed across
other runs. No system dominated the full set of articles. This pattern is consistent with
what we observed in the 2024 Lateral Reading Track [116], and suggests that there is no
single fixed template for strong investigative questions. For some articles, the key issue
may be source or author background. For others, it can be more about scientific context,
interpretation of evidence, selection of viewpoints, or a specific factual claim.

Among the organizer runs, the GPT-4. 1 starter-kit run, dragun-organizers-starter-
kit-task-1, the gpt-oss-120b starter-kit run, organizer-gpt-oss-t1, and the Chat-
GPT 5 Pro Deep Research baseline, organizer-ti-chatgpt, are not significantly differ-
ent, which is notable as these systems differ in both model and information access. The
commercial baseline could use live web search, whereas the starter-kit systems relied on
the MS MARCO V2.1 Segmented Corpus, which was collected before 2022. The small
differences among these runs suggest that the choice of LLM backbone was not the only
limiting factor for this task. Retrieval coverage, question selection, and alignment with
rubric priorities also matter.

A recurring source of lost credit for our starter-kit runs is the compound-question con-
straint. Some generated questions were flagged by the automatic compound-question filter
and removed before scoring, even though they often combined closely related subques-
tions within a single trustworthiness dimension. For example, “What is news.com.au’s
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reputation for accuracy and impartiality, and who owns and funds the outlet?” is a co-
herent source-credibility probe, but it violates the task requirement that each question
should focus on one topic. This issue suggests an improvement: future systems can include
an explicit decomposition or validation step that splits compound questions into separate
atomic questions before submission. This issue may be especially important in long-context
pipelines, where instruction following can weaken as the model must attend to the original
article, previous queries, retrieved segments, and task constraints at the same time [110].

Overall, Task 1 results point to alignment as the central challenge. Current systems
do not consistently ask the questions that expert assessors judged most important after
open-web research. Progress on question generation will likely require systems that first
identify the article-specific trustworthiness risks, prioritize the most consequential ones,
and enforce the task constraints on specificity and atomicity.

9.2.2 Task 2: Report Generation

Task 2 evaluates whether a generated report covers the short answers in the assessor-
created rubric. The supportive score is the primary metric: it measures how much rubric
information the report includes. The contradictory score is a diagnostic metric: it measures
whether the report states information that conflicts with rubric answers. Table 9.2 reports
both scores for all 28 submitted runs.

The absolute supportive scores should be interpreted in light of the task constraints.
Each report is limited to 250 words and must cite segments from the MS MARCO V2.1
Segmented Corpus. In contrast, the rubrics were created through live-web research by
assessors, so some rubric answers may be absent from the corpus. Therefore, scores far
below the theoretical maximum of 1.0 are expected. A low supportive score means that
the report covers only a limited fraction of the importance-weighted rubric answers.

The strongest run is our GPT-4. 1-based starter-kit run, dragun-organizers-starter-
kit-task-2, with a mean supportive score of 0.230 and a contradictory score of 0.013.
The next three runs obtained supportive scores of 0.218, 0.212, and 0.201. The differences
among the top four runs are not statistically significant under paired two-tailed Student’s
t-tests over topics. However, our GPT-4. 1-based starter-kit run is significantly better than
the fifth-ranked run, cru-ablR_, with p < 0.05.

The comparison between our two organizer runs suggests that model capability mat-
tered for report generation. The GPT-4.1-based run outperformed the gpt-oss-120b vari-
ant by a sizable margin, 0.230 versus 0.150 supportive score, and this difference is statis-
tically significant (p < 0.05). Since the two runs used the same overall system design, this
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Table 9.2: Average supportive and contradictory scores across 30 topics for Task 2 (Report
Generation) runs. Higher supportive and lower contradictory scores are better.

Team Run ID

Supportive Contradictory

coordinators dragun-organizers-starter-kit-task-2 0.230 0.013
SCIAI SCIAI_03_04_Eight 0.218 0.005
SCIAI SCIAI_03_02_Three 0.212 0.014
SCIAI SCIAI_03_03_Five 0.201 0.014
HLTCOE cru-ablR_ 0.173 0.009
HLTCOE cru-confirm-ansR_ 0.170 0.011
HLTCOE cru-ablR-conf_ 0.166 0.025
SCIAI Team02_Run02_100SegmentsExpansion 0.158 0.013
HLTCOE cru-clod-ablR-conf_ 0.158 0.013
HLTCOE cru-cloch-ablR-conf_ 0.157 0.018
SCIAI Team02_Run01_1000SegmentsExpansion 0.155 0.007
coordinators organizer-gpt-oss-t2 0.150 0.018
SCIAI Team02_Run03_100SegmentsNoExpansion 0.139 0.007
cycraft cursor-report 0.132 0.008
SCIAI TeamO1_RunO1_Winner 0.125 0.005
TREMA-UNH  ConvF_all-t12 5 RG 0.123 0.009
TREMA-UNH  SK.MI_2RG 0.110 0.008
TREMA-UNH  SK Critique MI_5RG 0.098 0.014
WaterlooClarke garag rubric 0.097 0.018
TREMA-UNH  SK_ConvinceF MI_2 RG 0.086 0.009
TREMA-UNH  ConvF_all MI_5RG 0.079 0.010
UR _trecking UR_IW_run_1_task2 0.078 0.013
SCIAI 03_01_Baseline 0.067 0.003
DUTH_XANTHI garamp_dragun_t2_q7b 0.005 0.002
DUTH _XANTHI garamp qwen25_14b_r4 0.005 0.002
DUTH_XANTHI garamp_qwen25_3b_t2 0.005 0.002
DUTH _XANTHI garamp yi9b_t2 v1 0.005 0.002
DUTH_XANTHI garamp_zephyr7b_t2 0.005 0.002
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Figure 9.1: Per-topic supportive scores of the two organizer starter-kit runs. Topics are
sorted by the GPT-4.1 supportive score (the left bar for each topic) in ascending order.
Topic IDs’” common prefix msmarco_v2.1 doc_ is truncated for brevity.

gap suggests that GPT-4.1 was better at one or more of the model-dependent steps, such
as selecting evidence, judging information sufficiency, and compressing retrieved evidence
into a short attributed report.

Contradictory scores are low across almost all runs. This suggests that the main dif-
ferentiator in Task 2 is coverage of rubric-relevant information, not explicit contradiction
of rubric answers. However, this point should not be overstated: the contradictory score
is not a complete factuality audit of the generated reports, as it only checks conflicts with
the rubric answers. Additionally, several DUTH_XANTHI runs have supportive and contradic-
tory scores close to zero because they often repeated prompt text rather than producing
substantive reports. Therefore, their low supportive and contradictory scores reflect such
a lack of meaningful report content.

Figure 9.1 compares our two starter-kit runs across topics. It shows substantial variance
across topics: on the easy topics, our GPT-4. 1-based run achieved supportive scores around
0.5, while on the hardest ones, neither system surpassed 0.05. But GPT-4.1 consistently
outperformed or matched gpt-oss-120b on the majority of topics. This suggests that
stronger model capability helps on average, but does not guarantee better coverage for
every article.
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Counting ties as shared wins among all submitted systems, our GPT-4. 1-based starter-
kit run achieved the highest supportive score on 12 of the 30 articles, more than any
other run (SCIAI_03.04_Eight on 8 articles and SCIAI_03_02_Three on 3 articles). The
remaining topic wins were spread across several other systems. This pattern reinforces the
topic-dependent nature of the task: different articles require different investigative angles,
different evidence, and different compression strategies. No single approach consistently
covered the most important rubric answers across all topics.

The behavior of the information-sufficiency evaluator in our GPT-4. 1-based starter-kit
run provides another clue about system performance. For 18 of the 30 articles (60%),
the evaluator stopped after a single retrieval round, judging the initial evidence sufficient.
For 9 articles (30%), it exhausted all five permitted rounds. Only 3 articles required an
intermediate number of rounds. This bimodal pattern suggests that the evaluator often
treated a topic as either already sufficiently covered or difficult enough to use the full
search budget. The iterative loop therefore appears most useful for the harder subset of
articles, but the stopping policy may need better calibration. Future systems can benefit
from estimating coverage over likely rubric dimensions, such as source background, author
background, key claim verification, and broader context, rather than making only a binary
sufficiency decision.

Manual inspection suggests two additional sources of lost scores. First, temporal mis-
match can affect evaluation. The assessor rubrics were written using live-web evidence in
2025, while the MS MARCO V2.1 Segmented Corpus predates 2022. For time-sensitive
facts, such as ownership changes, institutional reputation, or later developments in a con-
troversy, this mismatch can make corpus-grounded reports appear incomplete or contra-
dictory. From an evaluation perspective, rubric answers that are repeatedly contradicted
and never supported across the submitted reports should be flagged for manual review as
possible corpus-rubric mismatches.

Second, our report generator sometimes used the limited word budget to state that
information was not found for certain investigative questions, e.g., “No information was
found in the retrieved segments regarding Distractify’s reputation, ownership, or editorial
practices.” Such sentences can be useful for transparency, but under the current scoring
procedure they rarely increase the supportive score unless the absence of evidence is itself
relevant to trustworthiness, e.g., lack of independent corroboration or missing disclosures.
For this benchmark, a better strategy is to spend the word budget on findings that can be
directly supported by retrieved segments. If the system cannot find evidence for a line of
inquiry, it should usually omit that line unless the absence is itself an important result.

Overall, the Task 2 results show that the main challenge of the report generation task
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is selecting and communicating the most important information under a strict length con-
straint. Future improvements should better connect Task 1 and Task 2: systems should
first identify the highest-priority investigative questions, especially likely “Have to Know”
questions, and then allocate report space to answering those questions with strong ev-
idence. Other promising directions include reinforcement learning from assessor rubrics
and replacing some prompt-guided LLM agents with smaller task-specialized models. Since
a report can be generated once per article and then cached for readers, computationally
heavy improvements to this offline pipeline could still be practical for reader-facing assistive
systems.

9.2.3 Per-Topic Scores and Headroom

Figure 9.2 summarizes per-topic rubric-weighted scores for the runs submitted to the track.
For each topic, the dark bar shows the best run, and the light extension shows additional
headroom up to a ceiling formed by pooling, for each rubric element, the strongest match
across all submissions (“All Runs Combined”). The lines indicate mean scores across runs;
for Task 2, we plot both the mean supportive scores (red) and the mean contradictory
scores (orange).

For Task 1 (Question Generation), scores vary substantially across topics, and the best-
performing run differs by topic. At the same time, the pooled ceiling is high for most topics
and, because each rubric is capped at ten questions, the corresponding “super run” still
satisfies the 10-question submission constraint. This observation suggests that the rubrics
largely reflect investigative directions that current systems can generate, but that different
systems cover different subsets of these directions. The gap between the best single run and
the pooled ceiling, therefore, represents feasible headroom for more robust, article-adaptive
question generation.

For Task 2 (Report Generation), supportive coverage is consistently lower than in
Task 1, reflecting the added difficulty of retrieving evidence and compressing it into a
250-word, well-attributed report. The gap between the best run and the pooled ceiling
indicates clear headroom in retrieval, evidence selection, and writing under a strict length
budget. Unlike Task 1, this pooled ceiling is generally not attainable by a single report,
since combining all supported elements would typically exceed the length limit, so it should
be interpreted as an information-availability ceiling across existing systems.

Importantly, the average contradictory scores are much smaller than the supportive
scores (orange vs. red), suggesting that explicit contradictions to rubric answers are not
a major issue for existing runs and do not meaningfully distinguish them. Nevertheless,
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Figure 9.2: Per-topic rubric-weighted scores. Dark bars: best run for each topic; light bars:

pooled upper bound. Topic IDs omit the msmarco_v2.1_doc_ prefix.
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contradiction labels remain informative: they flag report content that is undesirable to
include, even if current differences between runs are driven primarily by what rubric-
relevant information systems support rather than what they contradict.

9.3 Conclusion

This chapter analyzed the official results of the TREC 2025 DRAGUN Track, the second
shared-task benchmark developed in this thesis for studying assistive Al systems for news
trustworthiness assessment. Building on the TREC 2024 Lateral Reading Track, DRAGUN
moved beyond retrieving documents by asking systems to produce concise, well-attributed
reports that help readers assess online news, while keeping the question generation task.

The official results show that both tasks remain difficult for current systems. Strong
baselines and participant systems covered only a limited portion of what expert asses-
sors identified as important after open-web research. The main measured weakness is
not contradiction with the assessor rubrics, since contradictory scores are generally low.
Rather, the main weakness is coverage and prioritization. For question generation, even
the strongest run covered only about one third of the importance-weighted rubric question
space on average. For report generation, supportive scores also remained far below the the-
oretical maximum, even for the best runs. These results reinforce one of the main lessons
of the thesis: in assistive lateral reading, systems must align with expert fact-checkers’
priorities, especially the “Have to Know” items.

This chapter also evaluated our iterative multi-agent RAG pipeline as a concrete imple-
mentation of the lateral-reading workflow. The system extends the simpler READPROBE
pipeline from Chapter 3 by replacing a single-pass question-search-answer process with
an iterative loop over investigative query generation, evidence retrieval and filtering, and
information-sufficiency evaluation before final writing. The final report is grounded in
retrieved segments and uses the generated critical questions as guidance for report com-
position. In Task 1, our starter-kit systems performed similarly to ChatGPT 5 Pro Deep
Research, but remained behind the top-performing Perplexity Deep Research baseline. In
Task 2, our GPT-4. 1-based run achieved the highest mean supportive score across 30 news
articles, with a supportive score of 0.230 and a low contradictory score of 0.013.

The comparison between the GPT-4.1 and gpt-oss-120b versions of our pipeline fur-
ther clarifies where model capability appears to matter. The two versions performed sim-
ilarly in question generation, but the GPT-4.1-based run performed significantly better
in report generation. Because the two runs used the same overall architecture, this gap
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suggests that stronger models may contribute most to model-dependent intermediate and
final steps, such as evidence selection, information-sufficiency judgment, and compressed
report writing. Future systems could benefit from replacing some prompt-guided modules
with smaller task-specific models, for example, one model optimized for investigative query
generation, another for evidence evaluation, and another for final report writing.

The results also highlight the importance of tighter coupling between Task 1 and Task
2. In principle, the question generation task identifies what a careful reader should inves-
tigate, while the report generation task communicates what the system found. A better
system should use question generation as an explicit planning step for report writing: it
should identify the most important investigative dimensions, estimate which are likely to
correspond to “Have to Know” rubric items, retrieve evidence for those dimensions, and
allocate the report’s word budget accordingly. No matter whether there is a length limit
or not, the goal should always be to surface the most critical evidence early for readers.

To support future analysis, we released the implementation and intermediate artifacts
of our starter-kit system. Its modular design makes it straightforward to replace individ-
ual components, such as the retriever, evidence selector, information evaluator, or LLM
backbone, and to study how those changes affect downstream question and report quality.
The prompt-controlled design also makes the pipeline adaptable to other RAG tasks that
require iterative evidence gathering and concise grounded synthesis.

Finally, the DRAGUN resources, including topics, rubrics, submitted runs, and human
judgments, provide a valuable benchmark, but the official evaluation cannot be directly
extended to future systems without additional assessor effort. The next chapter addresses
this limitation by introducing an AUTOJUDGE system, which prompts an LLM to follow the
DRAGUN human evaluation protocol. This system achieved high correlation with human-
judged ranking of submitted runs. In this way, Chapter 10 turns the static evaluation
analyzed here into a reusable benchmark for future research on assistive RAG systems for
news trustworthiness assessment.
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Chapter 10

Making Evaluation Reusable with
AutoJudge

Chapter 9 used the TREC 2025 DRAGUN Track as a shared evaluation benchmark and
showed what current assistive Al systems can and cannot yet do for news trustworthi-
ness assessment. The results were useful because they evaluated systems against expert-
authored rubrics, rather than against a single reference report or a binary truth label.
However, they also exposed a practical limitation: the official DRAGUN evaluation was
tied to a fixed set of submitted runs and to costly human assessment. Once the track
ended, future systems could not be compared against the same standard without addi-
tional assessor effort.

This chapter addresses that limitation and completes the thesis’s progression from
system development to reusable evaluation. Earlier chapters developed the assistive lateral-
reading setting, studied reader questions, built shared tasks, created a stronger DRAGUN
benchmark, and evaluated current systems under that benchmark. The remaining step is
to make the benchmark usable beyond the original track.

The main contribution of this chapter is AUTOJUDGE, an LLM-based automatic as-
sessment system for the DRAGUN question generation and report generation tasks [119].
AuTOJUDGE follows the same rubric-based evaluation protocol used by human assessors.
For question generation, it judges whether a submitted question covers an assessor rubric
question. For report generation, it judges whether a report supports, partially supports,
contradicts, or does not address each rubric answer. By applying the released rubrics to
new runs, AUTOJUDGE turns the original DRAGUN evaluation from a one-time human
assessment into a reusable benchmark.
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This chapter also describes the resources released with DRAGUN, including the news
articles, assessor rubrics, human judgments, participant submissions, starter-kit system,
AUTOJUDGE outputs, and scoring scripts. Together, these resources support two kinds of
future work: benchmarking new assistive RAG systems for news trustworthiness assess-
ment, and studying automated evaluation itself using human rubric labels as a reference.
In this way, this chapter closes the evaluation loop of the thesis: it keeps human expert
rubrics as the target, while making comparison against that target automatic and practical
for continued research.

10.1 Introduction

RAG combines parametric generation with retrieved non-parametric evidence [59], making
it a natural foundation for assistants that synthesize information from retrieved sources
and expose provenance. This shift is especially relevant for tasks where users do not
merely want a short answer, but instead need help assembling context and corroborating
details across sources. As RAG systems move from short answers to structured reports,
evaluation becomes a central bottleneck. Human assessment remains the most faithful way
to compare systems, yet it is expensive and difficult to reuse when new systems appear.
Meanwhile, standard automatic metrics often fail to reflect whether a generated report
actually covers the information a careful reader needs and whether it does so without
contradictory claims [50, 69].

We focus on the trustworthiness assessment of online news, a setting where the eval-
uation problem is both socially important and technically subtle. Online news coexists
with misinformation and low-quality reporting, and false or misleading content can spread
quickly and widely [2, 506, ]. Such exposure has been linked to shifts in trust, polariza-
tion, and other downstream societal harms [31, 99]. A growing literature therefore studies
interventions and tools that help users slow down, reflect, and better distinguish reliable
reporting from deceptive or unsubstantiated content before acting on it [17, 411, 63]. Yet for
many readers, the limiting factor is not access to information but the ability to evaluate it
effectively under time constraints, limited domain knowledge, and persuasive presentation
tactics [73, 91].

A key insight from research on digital literacy is that expert fact-checkers behave dif-
ferently from typical readers. Novices often read wvertically, staying on the page and relying
on on-page cues. In contrast, professional fact-checkers and skilled readers practice lateral
reading: they quickly leave the page to investigate the publisher, trace claims to primary
sources, and compare coverage across outlets [72, |. This workflow improves accuracy
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but requires knowing what to check and efficiently finding and weighing evidence. RAG
systems have the potential to assist readers in this news trustworthiness assessment by
helping them realize what questions matter for a particular article and providing evidence-
grounded context that readers can directly use or inspect further.

Assessing an article’s trustworthiness goes beyond checking a set of explicit, well-formed
claims. Most prior automated fact-checking research has framed the problem as a pipeline
of claim identification, evidence retrieval, and veracity prediction [13, 75]. Benchmarks
such as FEVER [97] and LIAR [105] have been instrumental in advancing research on
evidence retrieval and entailment-style verification. However, news reporting may be mis-
leading due to selective omission, missing context, or questionable sourcing that are not
reducible to a single proposition. From the reader’s perspective, the core task is closer to
determining what to investigate and what context they should know to better assess an
article’s trustworthiness. This motivates evaluation settings that reward systems for surfac-
ing the most important investigative angles and for producing to-the-point, multi-source,
and well-supported reports.

The TREC 2025 DRAGUN Track was designed as an end-to-end benchmark for this
assistive setting [117]. We defined two complementary tasks over a fixed retrieval corpus
(MS MARCO V2.1 Segmented Corpus): (Task 1) generating a ranked list of ten investiga-
tive questions that a careful reader should ask of the target news article, and (Task 2, the
main task) generating a 250-word report that covers what an informed reader should know
to assess its trustworthiness, grounded in retrieved corpus segments with explicit attribu-
tion. The tasks were designed with reader utility in mind: rather than asking systems to
output a single true or false label, DRAGUN required systems to produce artifacts that
support lateral reading by guiding investigation and summarizing corroborating context
with verifiable citations.

For evaluation, TREC assessors conducted open-web research and produced importance-
weighted rubrics consisting of focused questions with one or more expected short answers,
each supported by reference URLs (one example shown in Table 7.1). These rubrics spec-
ify, for each news article, what an informed reader should know to assess its trustworthi-
ness, and submitted runs were then judged against these rubrics. This rubric-first design
helps the benchmark reflect expert investigative priorities (including angles that submit-
ted systems may miss) and makes scoring interpretable: systems are rewarded for covering
high-importance rubric items and penalized when they contradict rubric answers.

DRAGUN builds on the tradition of nugget-based evaluation [60, | in that rubric
questions and their expected short answers play the role of weighted content units, and
the evaluation reduces to judging whether a system’s questions and report cover, partially

115



cover, or contradict those units. To automate nugget-based evaluation, previous work
such as NUGGETEER [(8] relied on n-gram overlap and corpus-derived term weights to
approximate nugget assignments, which was appropriate when robust semantic inference
models were not available. In this chapter, we instead leveraged advanced LLMs as rubric
judges, aligning with recent evidence that LLM-based judges can preserve system rankings
and approximate human preferences when appropriately prompted and calibrated [35, 96,

]. This allows DRAGUN’s rubric-based evaluation to scale beyond the original judged
submissions.

Accordingly, this chapter makes DRAGUN reusable by releasing not only the topics,
rubrics, and human judgments, but also an automated LLM-based AUTOJUDGE that can
score additional runs against the released rubrics. Our AUTOJUDGE mirrors the human
judging protocol using few-shot prompting and produces the same categorical labels used
in manual assessment. When validated against official human judgments, the resulting
run-level rankings closely match the human-based rankings (Kendall’s 7 = 0.678 for Task
1 and 7 = 0.872 for Task 2). Taken together, DRAGUN’s released artifacts' enable both
(1) benchmarking new assistive RAG systems for news trustworthiness assessment and (2)
studying automated evaluation itself, using the human labels and rankings as a reference
point:

1. A rubric-based benchmark for lateral-reading-style assistance, including 30 news ar-
ticles and assessor-authored, importance-weighted rubrics of investigative questions
with expected short answers and supporting URLs.

2. Human judgments and scoring code for both question generation and report genera-
tion, enabling reproducible evaluation and analysis of system behavior.

3. An LLM-based AUTOJUDGE that scales rubric-based evaluation to new runs, em-
pirically preserving the official human rankings while keeping the assessments inter-
pretable.

10.2 AutoJudge: Reusable Automatic Assessment

The DRAGUN rubrics and human judgments provide a high-quality but static evaluation
of the 2025 submitted runs. To make the collection reusable for evaluating future systems
on the same tasks, we developed an AUTOJUDGE that could score new runs against the

! https://github.com/trec-dragun/resources
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Figure 10.1: Correlation between human and LLM-based automatic assessments at the
run level (averaged score across 30 topics). Each point represents a run.

rubrics without requiring new assessor effort. Recent work in IR has shown that LLMs
can serve as effective judges for rubric-like assessment and can preserve system rankings
derived from humans (e.g., by reporting high rank correlation using Kendall’s ) [35, 96].

We implemented a few-shot AUTOJUDGE using OpenAlI’s open-weight gpt-oss-120b?
with temperature set to 0 and top_p set to 1 (other capable LLMs should also work).
The prompt mirrors the assessment instructions used for TREC assessors and includes
labeled examples from our organizer baseline runs [113, 115] (4 baselines for Task 1 and 2
baselines for Task 2, excluded from later validation). The model outputs the same labels as
the human judging protocol, and we computed run scores using the same scoring scripts.
On an NVIDIA RTX PRO 6000 GPU, it took roughly 13 hours to assess all 77,880 question
pairs and 780 reports. For validation, we report (1) run-level rank correlation via Kendall’s
7 and (2) label-level agreement between AUTOJUDGE and the human labels using Cohen’s
k [20] and Gwet’s AC1 [11]. We report AC1 because « is known to be deflated under heavy
class imbalance (the prevalence paradox) [15, 30].

For each rubric question in Task 1 evaluation, we showed the judge the target article, the
rubric question, and 40 baseline questions with assessor-provided similarity labels: VERY
SIMILAR, SIMILAR, DIFFERENT, or VERY DIFFERENT. Baseline questions not selected
for human judging were treated as VERY DIFFERENT, matching the track scoring where
non-judged pairs received zero credit. AUTOJUDGE then labeled each (rubric question,

2 https://openai.com/index/introducing-gpt-oss/
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participant question) pair, and we computed rubric-weighted run scores after filtering out
compound questions. At the run level, the automatic ranking moderately matches the
official human ranking (Kendall’s 7 = 0.678, n = 33; Figure 10.1 left). At the label level,
we collapsed DIFFERENT and VERY DIFFERENT into a single NO CREDIT class (since both
yield 0 points) and obtained 82.1% raw agreement, with x = 0.472 and AC1 = 0.785.

Among the question pairs not judged by humans (66,438), AUTOJUDGE identified 393
VERY SIMILAR pairs and 2,065 SIMILAR pairs. Since these pairs defaulted to zero credit
in the human evaluation, AUTOJUDGE recovers additional potentially valid matches that
the budget-constrained pooling strategy may have missed. At the same time, the small
proportion of credited pairs (2,458 out of 66,438) confirms that Qwen-based selection was
effective at prioritizing the most relevant pairs for human judgment.

In terms of report evaluation, for each topic, we provided the judge with the target
article, the complete rubric (questions and short answers), and two baseline reports labeled
at the rubric-answer level. For a candidate report, the judge assigned one of {SUPPORTS,
PARTIAL, CONTRADICTS, NONE} for each rubric answer, and we computed the supportive
score using the same procedure as Section 7.3.3 (contradictory scores are similarly low
across runs, and therefore not distinguishable). The resulting run-level ranking is highly
aligned with the human-derived ranking (Kendall’s 7 = 0.872, n = 26; Figure 10.1 right).
At the answer level, we observed 86.7% raw agreement, with x = 0.50 and AC1 = 0.85.

Our rank correlations are in line with recent IR auto-judging studies that compare LL.M-
derived and human-derived system orderings. For example, LLM-based support judging
in the TREC 2024 RAG Track reports run-level Kendall’s 7 around 0.8 [96], and Au-
TONUGGETIZER-style nugget evaluation reports run-level Kendall’s 7 between 0.727 and
0.901 depending on the manual reference condition [385]. Overall, our AUTOJUDGE pro-
vides the missing component needed to make the released rubrics a reusable benchmark:
future systems can be scored consistently with the official human-evaluated leaderboard,
enabling direct follow-up experimentation beyond the original track runs.

10.3 Reusable Resources

To support replication of the DRAGUN track and follow-up research on assistive RAG for
news trustworthiness assessment, we release a reusable package of data, judgments, and
evaluation code. Most artifacts are available in our public GitHub repository (https://
github.com/trec-dragun/resources). The repository README documents the terms
of use, citation instructions, file formats, and directory structure for all released artifacts,
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Table 10.1: Statistics of the DRAGUN collection.

Topics (News Articles) with Rubrics 30
Rubric Questions 236
- Avg Questions / Rubric 7.9
Rubric Answers 551
- Avg Answers / Rubric 184
- Avg Answers / Question 2.3
Task 1: Question Generation
Submitted Runs 37
Participant Teams 10
Submitted Questions 11,100
Compound-checked Questions 11,100

- Compound Questions

- Not-compound Questions
Total Rubric-participant Question Pairs
Human-assessed Question Pairs

- Very Similar

- Similar

- Different

- Very Different

1,259 (11.3%)
9,841 (88.7%)
87,320

12,733

1,112 (8.7%)
1,645 (12.9%)
2,151 (16.9%)
7,825 (61.5%)

Task 2: Report Generation
Submitted Runs
Participant Teams
Submitted Reports
Total Answer-report Pairs
Human-assessed Answer-report Pairs
- Supports
- Partial
- Contradicts
- None

28
8

840

15,428

15,428

766 (5.0%)
1,204 (7.8%)
127 (0.8%)
13,331 (86.4%)
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along with detailed tutorials on how to use the released package. For resources that are
conventionally hosted elsewhere (e.g., raw run files on TREC’s website?), the repository
provides pointers and detailed instructions for obtaining them. Table 10.1 summarizes the
collection size and composition. The released package includes the following components:

e Topic set and assessor rubrics.

— Topics (30 news articles): the set of target articles selected from the MS MARCO
V2.1 Document Corpus.

— Rubrics (30): importance-weighted rubrics created by TREC assessors, one per
topic, consisting of questions with one or more expected short answers. Each
short answer is supported by one or more reference URLs.

Human judgments, with assessment guidelines.
— Task 1 (Question Generation): assessor judgments of question similarity be-
tween rubric questions and participant questions.

— Task 2 (Report Generation): assessor judgments of whether a report supports,
partially supports, contradicts, or does not address each rubric answer.

Participant submissions, with participation guidelines.

— Runs: all participating teams’ submissions.

— Baseline system: an iterative multi-agent baseline RAG system implementation
covering both tasks.

LLM-based AUTOJUDGE.

— AUTOJUDGE system: a few-shot prompting-based LLM judge (using gpt-oss-120b)
that can score additional runs beyond those assessed during the original track.

— LLM-based assessments: Assessments from AUTOJUDGE of existing runs for
both tasks.

Scoring scripts: Python scripts that compute scores from either the human judgments
or the LLM-based assessments.

3 https://pages.nist.gov/trec-browser/trec34/dragun/runs/
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10.4 Discussion

Our release supports several follow-up research directions.

Benchmarking future systems. The most direct use is to evaluate new systems
without requiring additional assessor effort. A key design decision was to have assessors
build rubrics using open-web lateral reading, rather than restricting rubric construction to
the MS MARCO V2.1 Segmented Corpus. This choice helps ensure that rubrics capture
comprehensive and less system-dependent information beyond what submitted systems re-
trieve. It avoids a common pitfall of “pool-nuggets-then-judge” RAG evaluation, where the
evaluation target (nuggets) is constrained by what participating systems happen to sur-
face and can therefore fail to capture important information that no participating system
retrieved. The trade-off is that some rubric answers may be absent from a fixed retrieval
corpus, but the headroom analysis suggests substantial missing coverage even for informa-
tion that should be discoverable (Figure 9.2), making these rubrics useful for diagnosing
retrieval and synthesis gaps.

Comparing evaluation norms. Our rubric-first workflow (expert rubric creation fol-
lowed by rubric-based scoring) enables direct comparison with nugget- or rubric-oriented
paradigms that create evaluation units automatically or from system outputs, such as
AUTONUGGETIZER [$5] and RUBRIC [33]. DRAGUN makes it possible to quantify how
rankings change under these different norms and to study whether report-derived nuggets
systematically miss expert-identified angles that matter for news trustworthiness assess-
ment.

Advancing automated judging for RAG systems. Because DRAGUN provides
both expert labels and an LLM-based AUTOJUDGE, it can serve as a benchmark for de-
veloping stronger judges that better match expert decisions, both at the label level and
in preserving system rankings. Our current report evaluation is only on rubric-answer
coverage (support and contradiction). Future work could extend the framework with com-
plementary dimensions that are important for RAG, such as citation faithfulness (whether
cited evidence actually supports the associated claim) and readability.

Scaling rubric creation and using rubrics for training. Finally, DRAGUN
demonstrates that expert-authored rubrics are a feasible and effective means of specifying
the critical information in a news trustworthiness report. By successfully implementing
a complete pipeline, from drafting assessment guidelines to training TREC assessors in
lateral-reading techniques, we have obtained high-quality rubrics capable of providing nu-
anced evaluation for RAG systems. This pipeline can be scaled up to generate larger
benchmarks and diverse training datasets, providing the necessary supervision signal to
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align LLM-based assistants with expert-level investigative behaviors. Such scaling would
enable models to retrieve, cite, and synthesize evidence addressing expert-identified angles
while penalizing contradictory or unsubstantiated claims.

10.5 Conclusion

We have made the TREC 2025 DRAGUN Track into a reusable resource for the evaluation
of assistive RAG systems that help readers assess news trustworthiness. Our release pack-
ages news articles with importance-weighted rubrics, participant submissions, and human
judgments for both Task 1 (Question Generation) and Task 2 (Report Generation). To
support evaluation beyond the originally judged runs, we have also created and provided
an LLM-based AUTOJUDGE that mirrors the rubric-based judging protocol and produces
rubric-coverage labels at the same granularity as the human assessments. When validated
against the official human judgments, AUTOJUDGE preserves the run-level ordering well,
achieving Kendall’s 7 = 0.678 for Task 1 and 7 = 0.872 for Task 2. Together, these
resources enable reproducible benchmarking of future systems for lateral-reading-style as-
sistance, and they provide a concrete testbed for advancing automated RAG evaluation
using expert rubrics and human labels as a reference point.
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Chapter 11

Conclusion

This thesis studies both the development and evaluation of Al systems that can help readers
better assess the trustworthiness of online news. When a reader encounters a news article,
the kind of computer assistance we pursue is not a verdict about whether the article is true
or false, but help with their trustworthiness assessment. Two specific kinds of help drive
the entire research program. First, generating the investigative questions that a careful
reader should ask. Second, retrieving and summarizing the external evidence and context
to address the trustworthiness-related issues. Overall, the reader keeps the final judgment,
and the systems are designed to narrow the information gap between an ordinary reader
and a professional fact-checker.

Each chapter in this thesis builds on the lessons from previous ones. READPROBE
established that a retrieval-augmented LLM could produce reasonable lateral-reading out-
puts, but it lacked formal evaluation to justify design choices or to quantify output quality.
We then conducted a formative pilot study to explore what questions readers write when
assessing news trustworthiness and to test procedures for a planned larger human-baseline
study. The pilot suggested that brief guidance can make source, evidence, and alternative-
viewpoint questions more salient, but it also revealed that informal side-note questions
are difficult to interpret, compare, and prioritize. These observations motivated the for-
malization of question generation as a shared research task in the TREC 2024 Lateral
Reading Track. The follow-up analysis of human and LLM question lists showed that the
harder problem is alignment with what expert readers consider worth investigating. The
TREC 2025 DRAGUN Track then moved the benchmark toward a more reader-oriented
setting by introducing report generation as the main task and by replacing direct grading
of system outputs with rubric-based scoring against expert-authored, importance-weighted
rubrics. The iterative multi-agent RAG starter-kit system showed how lateral reading can

123



be operationalized end-to-end and provided a strong baseline for the new benchmark. Au-
TOJUDGE then completed the program by making the rubric-based evaluation reusable, so
that future systems can be scored against the same standard without new assessor effort.

Below are the three most important insights gained through this research journey:

e Question generation is still challenging. Strong LLMs can produce readable and
on-topic questions, but consistently matching the investigative angles that expert
fact-checkers consider most important still requires more research effort: even the
best run in DRAGUN Task 1 covered only about a third of the importance-weighted
rubric question space on average.

e Document retrieval, by contrast, is no longer the central bottleneck once a useful
question is in hand. Existing retrieval pipelines do reasonably well in this setting.
The harder problems now sit at the planning and synthesis ends of the pipeline,
i.e., deciding what to investigate and compressing the relevant evidence into a short,
well-attributed report that a reader can actually use.

e Evaluation matters as much as system design. Direct grading of generated questions
tells us whether each one looks reasonable, but not whether the system as a whole
covers what expert fact-checkers care about. Rubric-based evaluation built through
open-web research gives a much more useful and interpretable target, and AuTO-
JUDGE shows that this evaluation can be automated by an LLM-based judge with
expert-authored rubrics.

The benchmarks, systems, and resources released through this research program open
up several follow-up research directions.

e Full human-baseline and end-user studies. The pilot study in Chapter 4 was
originally intended as the first step toward a larger human-baseline study, but that
study remains future work. A complete version should recruit many readers per
article, collect self-contained questions, ask each reader to rank or rate their questions
by importance, and use a validated semantic clustering method to identify questions
that recur across readers. Such a study would allow question importance to be
estimated from both cross-reader agreement and within-reader ranking.

A separate end-user evaluation is also needed to test whether system-generated ques-
tions or reports actually improve readers’ trustworthiness judgments. Such a study
could compare an article-only condition, a condition showing generated investigative
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questions, and a condition providing an evidence-grounded report. In addition to fi-
nal judgments, it should measure confidence calibration, query formulation, reliance
on vocabulary from the original article, the quality and independence of consulted
sources, evidence inspection, time, and cognitive effort. These process measures
are important because external search can expose readers to misleading information
environments, and useful prompts do not necessarily produce effective verification
behavior [0, 27]. The study should also include later tasks completed without system
assistance. Improved performance only while the system is present would demon-
strate support for the immediate decision. Improved unaided performance on new
articles would provide evidence that the interaction also builds transferable compe-
tence and therefore functions as a boost according to Hertwig [15].

e Personalization. The pilot user study found that participants frequently asked
basic background questions that depended on their own existing knowledge, such as
questions about the meaning of an acronym or the context of a referenced scandal.
The Jaccard analysis of human and LLM question lists made the same point in a
different way: human assessors agreed with each other less than LLM systems agreed
with each other, which is consistent with humans tailoring their questions to their own
information gaps rather than converging on a single template. Therefore, one-size-
fits-all output is likely to over-cover the background for some readers and under-cover
it for others. A personalized system could drop questions whose answers a reader can
be assumed to know and expand on questions where the reader’s likely knowledge gap
is largest. One concrete starting point is to collect rubrics from multiple readers per
article and to study how their priorities diverge by topic familiarity and expertise,
then to use those rubrics as personalized evaluation targets.

e Multilingual and multimodal trustworthiness assessment. The systems and
benchmarks in this thesis cover English-language text articles, while misinformation
does not respect those boundaries. Readers encounter news in many languages and
across many modalities, including images, short-form videos, and podcasts. Extend-
ing the assistive Al perspective to these settings is a natural next step, and it raises
questions that the English-text setting does not. The DRAGUN evaluation design,
in which expert assessors build importance-weighted rubrics through open-web re-
search, would extend naturally to multimodal articles in different languages, although
it would require assessors with the relevant cultural and linguistic background and
additional training in image and video forensics.

This thesis takes the position that AI systems should help readers think more care-
fully about online news rather than make authoritative judgments for them. The work
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establishes how such assistance can be operationalized and evaluated at the system-output
level through investigative questions, evidence-grounded reports, expert-authored rubrics,
and reusable automatic assessment. However, it does not yet establish that these outputs
improve readers’ judgments or build transferable verification skills. Determining whether
they do so is the central next step in turning the systems and benchmarks developed here
into tools that readers can rely on in practice.
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Appendix A

TREC 2024 Lateral Reading Track
Participant (Guidelines

Track Organizers: Dake Zhang, Mark Smucker, Charles Clarke
Track Website: https://trec-lateral-reading.github.io/

A.1 Overview

Welcome to the TREC 2024 Lateral Reading Track. This track is for researchers interested
in supporting readers in assessing the trustworthiness of search and online content. The
current web landscape requires the ability to make judgments about the trustworthiness
of information, which is a difficult task for most people.

Wineburg and McGrew [107] found that professional information analysts follow a
process of Lateral Reading that involves asking questions about a document’s source
and the support for its claims, and seeking answers to these questions via search engines
in order to establish the document’s trustworthiness. In the first year of this track, our
goal is to explore NLP and IR technologies to support the tested practice of lateral reading
during people’s trustworthiness evaluation of online news, given the civic importance of
trustworthy news and a documented decline in Americans’ trust in news media [13]. As
such, it will not require a definition of what is true or false, and thus the track can address
trustworthiness beyond the relatively narrow focus of traditional claim verification.

While teaching people how to do lateral reading can be an effective means of helping
people better evaluate the trustworthiness of information [108], this training cannot easily
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reach the millions of people who use the internet and are finished with their schooling. As
such, an opportunity exists for systems to assist users with lateral reading by helping them
understand what they should question about a document and helping them find other
documents that can answer those questions. For example, imagine a “Lateral Reading
Copilot” that could assist or nudge people toward lateral reading behaviors when reading
web pages.

In the first year, this track has two tasks with separate deadlines. For Task 1,
participants need to suggest questions that a reader of an online target news article should
ask to determine its trustworthiness. After the deadline for Task 1, we will pool submitted
questions as input to Task 2, where participants need to retrieve documents from the
specified web collection to answer those questions.

A.2 Data

e Web Collection: This track will use the English subset CLUEWEB22-B-ENGLISH
of the new CLUEWEB22 [82] Category B dataset as the document collection, which
contains about 87 million popular web documents of roughly 200 gigabytes of data
(size of plaintext). This web collection was collected around February 2022. Please
refer to their website! for how to obtain the dataset. The CLUEWEB22-B-ENGLISH
subset is found in cw22-b/txt/en for plaintext and cw22-b/html/en for Web ARChive
(WARC) format, etc. Considering the size of CLUEWEB22-B-ENGLISH, we suggest
obtaining the collection as soon as possible.

e News Articles: trec-2024-lateral-reading-taskl-articles.txt? contains the CLUEWEB22-
IDs of 50 selected target news articles (or “topics”), each about a different event,
published in 2021 and 2022 from various sources. If participants have not yet ob-
tained the collection, they can obtain the 50 documents (plaintext version) from
CMU for free once they have signed a licensing agreement with them. To obtain
this 50-document subset, please refer to the How to Get It page® and follow the
instructions to request the TREC-LR-2024-T1 subset.

! https://www.lemurproject.org/clueweb22/obtain.php
2 https://trec-lateral-reading.github.io/trec-2024-lateral-reading-taski-articles.txt
3 https://www.lemurproject.org/clueweb22/obtain.php
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A.3 Tasks

Assume there is a (general public) reader who is looking through online news. This track
has the following two tasks with separate submission due dates.

A.3.1 Task 1: Question Generation

For each of the 50 topics (i.e., target news articles), participants need to produce 10
questions that the reader should ask to evaluate each article’s trustworthiness, ranked
from the most important to the least important to ask. Those questions should meet the
following requirements.

e Should be self-contained and explain the full context, i.e., one can understand this
question without reference to the article.

e Should be at most 120 characters long.

e Should be reasonably expected to be answered by a single web page.

e Compound questions should be avoided, e.g., who is X and when did Y happen? In

general, each question should focus on a single topic.

Participants should put all the questions for those 50 articles into a single file, using
the format below, and submit it to NIST via Evalbase®.

e It should be a tab-separated file.
e [t should be encoded in Unicode Transformation Format — 8-bit (UTF-8).

e Each line consists of the following tab-separated fields in this order: topic_id,
run_tag, rank, question.

— topic_id: CLUEWEB22-ID of the target news article.

— run_tag: A tag that uniquely identifies your group and the method you used
to produce the run. Each run should have a different tag. Run tags for runs
submitted by one group must all share a common prefix to identify the group
across runs.

4 https://ir.nist.gov/evalbase/
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— rank: Your rank for the question, starting from 1.

— question: Question in plaintext, with no tabs or newlines.

Submissions can be either manual (involving human intervention to generate questions,
e.g., hiring people to produce questions or manually selecting questions from a candidate list
of questions produced by algorithms or other human involvement in the question generation
process) or automatic (automatic systems that produce questions without the need for
human input beyond the construction of the systems). Teams submitting automatic runs
should make a good-faith effort not to read or study the 50 articles.

A.3.2 Task 2: Document Retrieval

We have pooled 12 questions for each topic (i.e., target news article) from those sub-
mitted by participants in Task 1: trec-2024-lateral-reading-task2-questions.txt®. In Task
2, for each question, participants need to retrieve 10 documents from the web collection
CLUEWEB22-B-ENGLISH that are useful for answering those questions in the context of
the corresponding news article, ranked by their usefulness. This task is similar to a tra-
ditional ad-hoc retrieval task. As we provide questions, participating in Task 2 does not
require your participation in Task 1. The question file is a tab-separated file with the
following fields:

e question_id: Unique identifier for the question. No two questions will have the same
identifier, even across different topics.

e topic_id: CLUEWEB22-ID of the target news article, associated with the question.

e question: Question in plaintext, with no tabs or newlines.

Note that the pooled questions may not satisfy the requirements for Task 1, e.g., some
questions may not be self-contained or understandable without the context of the news
article. Those questions might be discarded during the evaluation of Task 2 submissions.
Meanwhile, participants are free to use the target news articles in addition to the pooled
questions during their retrieval processes.

5 https://trec-lateral-reading.github.io/trec-2024-lateral-reading-task2-questions.txt
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Runs can be either full rank or rerank. We have prepared a BM25-RM3 base-
line run (Organizers-Baseline-BM25RM3°), and participants can rerank the top 100 re-
trieved results using BM25 (k; = 0.9,0 = 0.4) with RM3 (fb_terms = 10,fb_docs =
10, original query weight = 0.5) as implemented in Pyserini’, without the hassle of in-
dexing the full collection. Participants who want to rerank the baseline run can request
the plaintext version of those retrieved documents (about 1 gigabyte in JavaScript Ob-
ject Notation Lines (JSONL) format) from CMU after signing a licensing agreement with
them. Please refer to the How to Get It page® and follow the instructions to request the
TREC-LR-2024-T2 subset.

Similar to Task 1, runs may be either automatic or manual. Participants should
follow the standard TREC run format below and submit their runs to NIST via Evalbase?.

e It should be a space-separated file.
e It should be encoded in American Standard Code for Information Interchange (ASCII).

e Each line consists of the following space-separated fields in this order: question_id,
QO, doc_id, rank, score, run_tag.
— question_id: Unique question id from the question file (above).
— QO0: Unused column, whose value should always be Q0.

— doc_id: CLUEWEB22-ID of the retrieved document answering the question in
the context of the target news article.

— rank: Rank of the document, starting from 1.

— score: Score (integer or floating point) of the document, in non-increasing
order. trec_evall® sorts documents by the scores instead of the ranks.

— run_tag: A tag that uniquely identifies your group and the method you used
to produce the run. Each run should have a different tag. Run tags for runs
submitted by one group must all share a common prefix to identify the group
across runs.

6 https://trec-lateral-reading.github.io/Organizers-Baseline-BM25RM3
7 https://github.com/castorini/pyserini

8 https://www.lemurproject.org/clueweb22/obtain.php

9 https://ir.nist.gov/evalbase/

10 https://trec.nist.gov/trec_eval/
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A.4 Schedule

e Task 1 Article Released: Early May

e Task 1 Question Generation Submission Due: July 26

e Task 2 Question Released: August 7

e Task 2 Document Ranking Submission Due: September 8
e Result Released: November 5

e Notebook Paper Due: November 10

e TREC 2024 Conference: November 18-22 at NIST in Gaithersburg, Maryland,
United States

A.5 Evaluation

NIST assessors judged the helpfulness of generated questions from Task 1 and the usefulness
of retrieved documents to answer the corresponding question in the context of the news
article from Task 2. Here are the assessment guidelines: guidelines.pdf'!. Evaluation
results (including assessor questions, question assessment, and document assessment) can
be found on this page'?. Please refer to our track overview paper'® for detailed result
analysis.

A.6 Frequently Asked Questions

1. How do we register to participate in this track?
Please follow the TREC registration guidelines from their Call for Participation’.

11 https://trec-lateral-reading.github.io/2024_assessment_guidelines.html
12 https://pages.nist.gov/trec-browser/trec33/lateral/data/

13 https://trec.nist.gov/pubs/trec33/papers/0Overview_lateral.pdf

4 nttps://trec.nist.gov/pubs/call2024.html
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2. Why can’t we join the Slack channel?
#lateral-reading-2024*° is in the TREC workspace. Please join the workspace first
by following the instructions in the TREC 2024 welcome email after registration.

3. Is there a limit on how many runs each group can submit?
Participating groups will be allowed to submit as many runs as they like, but they
need authorization from the track organizers before submitting more than 10 runs per
task. Not all runs are likely to be used for pooling, and groups will need to specify a

preference ordering for pooling purposes.

A.7 Resources

e Civic Online Reasoning — Teaching Lateral Reading: https://cor.inquirygroup
.org/curriculum/collections/teaching-lateral-reading

15 https://trectalk.slack.com/archives/CO65QFMRNBY
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Appendix B

TREC 2024 Lateral Reading Track
Assessment Guidelines

Track Organizers: Dake Zhang, Mark Smucker, Charles Clarke
Track Website: https://trec-lateral-reading.github.io/

B.1 Assessor Instructions

Assume there is a (general public) reader who is looking through an online news article.
Your first task is to suggest questions that the reader should ask to determine its trust-
worthiness. Your second task is to judge the helpfulness of the questions submitted by
track participants for the reader’s trustworthiness evaluation. Your third task is to judge
the usefulness of retrieved documents to answer the questions pooled from the questions
submitted by participants.

B.2 Background: Lateral Reading

Media literacy and the ability to read critically have long been viewed as important skills for
people in the digital age. Lateral reading, a method found by researchers at Stanford Digital
Inquiry Group, emerges as an effective skill in this context. Different from traditional
vertical reading, which features deep engagement with the web page to be examined, lateral
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reading entails a broad and investigative approach by opening new tabs and exploring other
sources and perspectives to assess the trustworthiness of the original page.

In this track, we utilize the idea from lateral reading that by placing the news article in
a broader context and cross-verifying facts, claims, and the reputation of sources, readers
can have a more accurate evaluation of the trustworthiness of online news.

Below are the three key questions of lateral reading:

e Investigate the Source

Question: Who is behind this story?
Investigate the media outlet and the author’s background.

Understand their biases (ideologies, stances, factualness), motivations, and po-
tential conflicts of interest (sponsors).

This can help you anticipate the stance they might take.

Example: If an article about climate change is published by an oil company,
consider its potential bias and motivation to downplay environmental impacts.

e Validate the Evidence

Question: What is the evidence supporting the claims?

Evaluate the quality and context of the evidence mentioned to support
claims.

Ensure it is NOT fabricated, taken out of context, or misinterpreted.
Check the credentials of the evidence. Is the evidence itself trustworthy?

Example: An article claims a new drug is highly effective. Check if the support-
ing evidence comes from peer-reviewed studies or credible medical sources, and
verify their findings. You also need to verify that the “credible medical source”
has actually published such findings, i.e., authors sometimes lie about evidence
or take it out of context, etc.

e Cross-Reference

Question: What do other sources say?
Is this information consistent with other sources?

Cross-check the information with other reputable sources.
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— Consistency across multiple credible sources generally indicates reliability.

— Check other sources for a more balanced view and look for any missing context
or information.

— Example 1: You read an article from a left-leaning news outlet that discusses a
new healthcare policy, highlighting its benefits for low-income families. To get a
balanced view, find an article on the same topic from a right-leaning outlet. It
might discuss potential drawbacks or financial implications, giving you a fuller
picture of the policy.

— Example 2: Read an article on a new health trend in a lifestyle magazine, then
check if the same trend is supported by articles in scientific journals or websites

like Mayo Clinic or WebMD.

B.3 Topics

In this track, each topic is a news article. Each assessor will be assigned 25 topics. The
Google Drive Folder link provided to each assessor contains a copy of the assigned 25 Google
Docs. The name of each document contains its Document ID. Each document contains
the Document ID, its URL, and the plaintext version of the news article. Assessors do not
need to judge the trustworthiness of the article.

B.4 Task 1: Producing Questions

For each topic (news article), the assigned assessor should scrutinize the article in plaintext
as provided in the Google Document and produce 10 questions that the reader should ask
to evaluate its trustworthiness, ranked by their importance to the evaluation from the most
important to the least important. You may take notes for yourself by leaving comments on
the Google Document, but be careful not to accidentally delete or change any text in the
original text of the article. If the article contains reader comments at the bottom of the
page (there should be few, if any of these), please ignore the reader comments and read
only the main article to formulate your questions.

Your questions are not limited to those aspects mentioned in Section B.2, as long as you
believe readers should think about those questions when evaluating the trustworthiness of
the news article. Your questions should meet the following requirements.

Question Requirements:
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Should be self-contained and explain the full context, i.e., one can understand this
question without reference to the article.
— X What are the details of the study mentioned in the article?

— v/ What are the details of Dr. Jane Doe’s recent study on diet as published in
the Health Journal, such as data and methods?

Should be at most 120 characters long.

Should be reasonably expected to be answered by a single web page.

— X Are Jason Samenow, lan Livingston, and Jeff Halverson experts in meteorol-
ogy or related fields?

— v Is Jason Samenow an expert in meteorology or related fields?

Compound questions should be avoided. In general, each question should focus on a
single topic.

— X Who is Dr. Jane Doe and is she a recognized expert in health?

— V' Is Dr. Jane Doe a recognized expert in health?

For each article, the assigned assessor should submit their questions through the pro-
vided Google Form link.

Tip: We expect each topic to take you 30-45 minutes to read the article and write your
prioritized list of 10 questions, including any time needed to search the Web for possible
answers to your questions to help you determine the relative importance of the questions.
You will probably want to write and edit your 10 questions in a text editor of your choice,
and then copy and paste the questions into the Google Form only after you are satisfied
with the questions and their ordering.

B.5 Task 1 Example

On February 21, 2023, the New York Times published an opinion article! by Bret Stephens
entitled “The Mask Mandates Did Nothing. Will Any Lessons Be Learned?” Stephens
makes an argument that mask mandates during the COVID pandemic did not work. Given

! https://www.nytimes.com/2023/02/21/opinion/do-mask-mandates-work.html
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the importance of this issue, the reader would be advised to examine the trustworthiness
of the information.

As suggested by lateral reading, we want to ask about sources, evidence, and what
others say about the issue. This example file? shows the 10 questions we came up with
to evaluate the trustworthiness of this article, based on its plaintext version. In working
to answer these questions, the reader would likely learn that Stephens is a conservative,
that Tom Jefferson had previously published articles using other studies as evidence against
masks, which received criticism from other scientists, that Maryanne Demasi is a journalist
who has faced criticism for reports that go against scientific consensus, e.g., Wi-Fi is
dangerous, and that the Cochrane study was misinterpreted because it was inconclusive
about whether interventions to encourage mask wearing worked.

We also attach the ten questions here:

1. Are reviews by Cochrane, a British non-profit, a reliable source of health care data?

2. Did Cochrane, a British non-profit, publish a study in 2023 indicating that mask
mandates are not effective for reducing the spread of respiratory illnesses — including
Covid-197

3. Could Tom Jefferson, the Oxford epidemiologist, be considered an expert on mask
mandates and the spread of respiratory illnesses?

4. Could Rochelle Walensky, director of the Centers for Disease Control and Prevention,
be considered an expert on mask mandates and the spread of respiratory illnesses?

5. What evidence is there that wearing masks can protect against respiratory illnesses
— including Covid-197

6. Are N95 masks better than lower-quality surgical or cloth masks at protecting against
respiratory illnesses — including Covid-197

7. What is the guidance from the Centers for Disease Control and Prevention on mask
mandates in schools?

8. What are the political leanings of Bret Stephens, the New York Times opinion colum-
nist?

2 https://trec-lateral-reading.github.io/trec-2024-lateral-reading-example-questions.t
xt
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9. What are the political leanings of the journalist Maryanne Demasi?

10. Does China provide a highly successful model for pandemic response?

B.6 Task 2: Judging Questions from Participants

The track participants have developed methods to produce 10 questions for each article,
similar to your first task, to support readers in evaluating the trustworthiness of online
news. For this second task, you need to assess the helpfulness of their questions. You will
be presented with a ranked list of 10 questions from a run each time. Your assessments
should be on two aspects: “quality” and “redundancy”.

Your “quality” assessments should be from the following grades.

e Flawed [-1]:

— The question cannot be used as an independent query without reference to the
article, i.e., not self-contained (contextualized). Example: Does the article show
any political or financial bias?

— OR The question is not related to the article.

— OR The question has other issues that are not listed above and therefore cannot
be comprehended.

e Not Helpful [0]:

— The question does not help in evaluating the trustworthiness of the article, even
if it is somewhat related.

— The question may be compound or may not be expected to be answered by a
single web page.

e Okay [1]:

— The question provides helpful information for understanding topics in the article,
but is not crucial for the reader to judge trustworthiness. In other words, it
might be helpful for some readers, but not important for most readers during
their trustworthiness evaluation.

— The question may be compound or may not be expected to be answered by a
single web page.
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e Good [2]:

— While not critical, an answer to the question will enhance the reader’s confidence
in their judgment of the article’s trustworthiness.

— The question may be compound or may not be expected to be answered by a
single web page.

e Very Good [3]:

— The question addresses the core aspects of the article’s trustworthiness. An
answer to the question will be critical for the reader to form a reliable judgment
about the article’s trustworthiness. Its answer can potentially flip the reader’s
trustworthiness perception of the article.

— The question may be compound or may not be expected to be answered by a
single web page.

e Excellent [4]:

— The question addresses the core aspects of the article’s trustworthiness. An
answer to the question will be critical for the reader to form a reliable judgment
about the article’s trustworthiness. Its answer can potentially flip the reader’s
trustworthiness perception of the article.

— AND You could expect the question to be answered by a single web page, even
if the question is compound. For example, “Where does Bret Baier work and
what is his job?” could be expected to be answered in a single web page.

As you are judging a list of 10 questions from one run, “redundancy” refers to whether
an answer to a question earlier in the list (within one run) largely suffices as an answer to
this question.

e Yes [1] or No [0]: For example, “What is the credibility of Sheera Frenkel in
reporting on Middle Eastern conflicts?” and “Is Sheera Frenkel a reliable journalist
with expertise in Middle Eastern conflicts?” are redundant.
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B.7 Task 3: Judging Documents Retrieved by Partic-
ipants

The track participants have developed methods to retrieve documents from a specified web
collection to answer some given questions to support readers’ trustworthiness evaluation
of online news. For this third task, you need to assess the usefulness of the retrieved
documents to answer the question itself. This is similar to the evaluation of traditional
ad-hoc retrieval tasks.

e Very Useful [2]: The document is very useful for answering the question because
it directly addresses the question with an explicit and complete answer or an answer
can be derived easily from this document alone.

e Useful [1]: The document is useful for answering the question because it contains
useful information. Other documents might be needed to derive a reliable answer to
the question, i.e., the document itself only contains a partial answer.

e Not Useful [0]: The document is irrelevant to the question or useless for deriving
an answer to the question. The document is also considered useless if it is not written
in English, contains inappropriate content (e.g., adult materials), or is unreadable.
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Appendix C

TREC 2025 DRAGUN Track
Participant (Guidelines

Track Organizers: Dake Zhang, Mark Smucker, Charles Clarke
Track Website: https://trec-dragun.github.io/

C.1 Overview

Welcome to the TREC 2025 DRAGUN Track, the successor to the TREC 2024 Lateral
Reading Track!. This track aims to support readers in assessing the trustworthiness
of online news. There are two tasks: (1) Question Generation and (2) Report
Generation.

Question Generation focuses on identifying critical questions that readers should
consider when evaluating news trustworthiness. These questions should guide further
investigation, such as examining source bias, credentials, and cross-referencing with other
sources, much like how LLMs generate queries in the “Deep Research” mode.

Report Generation involves creating a grounded and comprehensive report that pro-
vides readers with background and context for a more informed trustworthiness evaluation.
This report is expected to address the most important questions from Task 1.

Both tasks run in parallel, sharing the same submission deadline. Unlike traditional
fact-checking, this track is designed to help readers form their own judgments by offering

! https://trec-dragun.github.io/docs/TREC_2024_LR/
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multi-source context from a neutral perspective, rather than establishing an “absolute
truth” and delivering a verdict.

Figure C.1: The official mascot of the TREC 2025 DRAGUN Track, depicting a dragon
reading a newspaper.

C.2 Participation and Communication

Please follow the TREC 2025 registration guidelines from their Call for Participation?.
After completing the registration process, you should receive an invitation to NIST’s
workspace and be granted access to our primary communication channel: #trec-dragun-
2025%. This channel will serve as the main hub for discussions and important announce-
ments.

C.3 Data

e Web Collection: This track will use MS MARCO V2.1 (Segmented)* as the web col-
lection for the report generation task, the same corpus used by the TREC Retrieval-

2 https://trec.nist.gov/cfp.html

3 https://nistgov.slack.com/archives/CO8ED5JBXHT

4 https://trec-rag.github.io/annoucements/2024-corpus-finalization/#ms-marco-v21-docum
ent-corpus---segmented-version
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Augmented Generation Track®. This segmented collection consists of approximately
114 million segments derived from around 11 million web documents. The collection
is available for download here®.

e News Articles: trec-2025-dragun-topics.jsonl” provides 30 selected target news ar-
ticles (i.e., topics), each on a different subject and from a range of sources. These
articles were extracted from the MS MARCO V2.1 Document collection. Each line in
this JSONL file includes the following fields for a selected news article: docid, url,
title, headings, and body.

C.4 Tasks

Assume there is a (general public) reader who is viewing each of these 30 news articles. This
track has the following two parallel tasks with the same submission due date. Participants
may choose to engage in either one or both tasks. As organizers, we have provided a starter
kit® for participants to modify or build upon. Participants are also welcome to develop
their own systems from scratch.

Note: If any article includes reader comments at the bottom of the page (which should
be few, if any), disregard these comments for both tasks, i.e., reader comments following
the articles are out of scope.

C.4.1 Task 1: Question Generation

For each topic (i.e., target news article), participants need to generate 10 critical and
investigative questions that a thoughtful reader should look into when assessing its trust-
worthiness, on aspects such as source bias, motivation, or breadth of viewpoints. The
generated questions should be ranked from most to least important, similar to the “Deep
Research” mode, where LLMs (search agents) proactively generate queries to guide the
investigation of an article’s trustworthiness. Participants may use any resources (online or
offline) beyond the specified web collection to develop their systems for this task.

Questions should meet the following requirements:

5 https://trec-rag.github.io/

6 https://trec-rag.github.io/annoucements/2024-corpus-finalization/#where-can-i-find-t
he-corpus

" https://trec.nist.gov/data/dragun/trec-2025-dragun-topics. jsonl

8 https://github.com/trec-dragun/2025-starter-kit
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e They should be at most 300 characters long.

e Avoid compound questions (e.g., Who is X and when did Y happen?). Each question
should focus on a single topic.

e Avoid overly general or ambiguous questions, in the context of the article (e.g., Are
there other sources corroborating the details presented in this article?).

All questions for the articles should be compiled into a single file, formatted as follows,
and submitted to NIST via Evalbase?:

e Tab-separated file, encoded in UTF-8.

e Each line contains the following fields, in this order: topic_id, team id, run_id,
rank, question.

— topic_id: docid of the target news article.
— team_id: Unique identifier for the team.

— run_id: Unique identifier for the run, specifying both the team and the method
used. Each run must have a different run_id, and all run_ids submitted by the
same team should share a common prefix to associate them with the team.

— rank: Rank for the question, from 1 to 10.

— question: Question in plaintext, with no tabs or newlines.

Submissions can be either manual (involving human intervention to generate ques-
tions, such as hiring people to produce questions or manually selecting questions from
candidate questions generated by algorithms, or other human involvement) or automatic
(produced entirely by automatic systems without human input beyond the construction
of the systems). Teams submitting automatic runs should make a good-faith effort not to
read or study the articles.

9 https://ir.nist.gov/evalbase/
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C.4.2 Task 2: Report Generation

This is the core task of this track: for each topic (i.e., target news article), generate
a well-attributed report to provide more background and context, such as the bias and
motivation of the source, details on the cited support in the article, and viewpoints from
other sources, to help readers form their own trustworthiness assessments. These reports
are expected to thoughtfully address the most important questions from Task 1. It can
be viewed as a RAG-style task, with a fixed query: tell me what I should know about this
article to better assess its trustworthiness, but a varying context: the news article.

Each sentence should have at most three references (i.e., segment’s docid from MS
MARCO V2.1 (Segmented)). The total length of the generated reports should be within
250 words. Note that it is possible that no answer exists in MS MARCO V2.1 (Segmented)
for some generated questions from Task 1. In such cases, it is suggested to skip those
questions in the generated reports, as answers without citations (not grounded on the web
collection) are not desired for RAG systems.

Similar to Task 1, runs may be either automatic or manual. We use a subset of the
required fields from the shared submission format among RAG-related tracks in TREC
2025. One submission (run) should be a UTF-8-encoded JSONL file, with each line being
a JSON object for a topic. Participants should follow this format and submit their runs
to NIST via Evalbase!’.

{

"metadata": {
"team_id": "organizers",
"run_id": "organizers-run-example",
"topic_id": "msmarco_v2.1_doc_xx_xxxxx0",
"type": "automatic",
"use_starter_kit": O

s

"responses": [

{
"text": "This is the first sentence.",
"citations": [
"msmarco_v2.1_doc_xx_xxxxxx1#x_xxxxxx3",
"msmarco_v2.1_doc_xX_XXXXXX2#X_XXxxxxx4"

10 https://ir.nist.gov/evalbase/
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1,

{
"text": "This is the second sentence.",
"citations": []

}

Above is an example line from the final JSONL run file, with the following fields:

e metadata: Metadata for this run. It should be the same across all 30 lines (topics).
e team_id: Unique identifier for the team.

e run_id: Unique identifier for the run, specifying both the team and the method used.
Each run must have a different run_id, and all run_ids submitted by the same team
should share a common prefix to associate them with the team.

e topic_id: The docid of the target news article (the topic).

e type: Indicates whether the run is “automatic” or “manual”.

e use starter kit: Set to 1 if the run is based on the starter kit, or 0 if not.
e responses: A list of objects, each representing a generated sentence with:

— text: One generated sentence in plaintext. All text fields in the list must
together not exceed a total of 250 words.

— citations: A list of up to 3 docids of segments that this sentence is based on.
The citations for a sentence may be empty, and their order does not matter.

C.5 Schedule

e News Articles (Topics) Released: May 7
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Task 1 and Task 2 Submission Due: August 22
* Use this script!! to validate your runs before submitting them.
Example use: python trec_dragun validate.py dragun-organizers-task-1 taskl

Evaluation Results Released: October 15

Notebook Paper Due: December 1

TREC 2025 Conference: December 11 (Online hosted by NIST)

C.6 Evaluation

NIST assessors will evaluate the trustworthiness of each of the 30 news articles, gener-
ate questions (similar to those in Task 1), and identify candidate answers through on-
line searches. These will serve as rubrics for evaluating submissions to both tasks. Here
are the assessment guidelines: TREC_2025_DRAGUN _Track_Assessment_Guidelines.pdf'?.
For Task 1, participant questions will be graded based on their alignment with the as-
sessors’ questions. For Task 2, participant reports will be manually evaluated by NIST
assessors, focusing on how many assessor questions each report answers.

C.7 Frequently Asked Questions

1. Is there a limit on how many runs each team can submit?
Participating teams are allowed to submit as many runs as they like, but they need
authorization from the track organizers before submitting more than 10 runs per task.
Since not all runs are guaranteed to be evaluated, teams also need to specify a priority
ordering during submission.

C.8 Other RAG-related Tracks in TREC 2025

There are other tracks in TREC 2025 that feature RAG tasks, with a similar submission
format to encourage cross-participation. Participants are welcome to adapt their RAG
systems for those tracks to explore their performance across diverse scenarios.

1 https://trec-dragun.github.io/trec_dragun_validate.py
12 https://trec-dragun.github.io/2025_assessment_guidelines.html
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Retrieval-Augmented Generation Track: https://trec-rag.github.io/
RAGTIME Track: https://trec-ragtime.github.io/
Interactive Knowledge Assistance Track (iKAT): https://www.trecikat.com/

Biomedical Generative Retrieval Track (BioGen): https://trec-biogen.github.i
o/
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Appendix D

TREC 2025 DRAGUN Track
Assessment Guidelines

Track Organizers: Dake Zhang, Mark Smucker, Charles Clarke
Track Website: https://trec-dragun.github.io/

D.1 Overview

The TREC 2025 DRAGUN Track is designed to support readers in assessing the
trustworthiness of online news articles. In this track, participants work on two tasks:

% Task 1: Question Generation. Participants identify critical questions that a
reader should consider when evaluating a news article’s trustworthiness.

% Task 2: Report Generation. Participants create a well-attributed, comprehensive
report that provides relevant background and context, helping a reader make an
informed judgment about the article’s credibility. A good Task 2 report should
address the important questions from Task 1.

As an assessor, you will evaluate participants’ questions and reports to judge
how well they help readers assess an article’s trustworthiness. This involves three main
responsibilities:
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1. Rubric Creation (Article Research & Criteria Development): For each as-
signed news article, you will conduct your own fact-checking and research on the
article. Based on this investigation, you will develop a rubric — essentially a set of
key questions or criteria that a high-quality report should address. Each question
in your rubric will be accompanied by some expected answers with supporting
references. This rubric represents the standard against which participant questions
and reports will be evaluated.

2. Question Evaluation: You will assess a subset of questions submitted by partici-
pants. For each topic, you will be presented with some pairs of questions (one from
your final rubric and one from the questions submitted by participants), and you will
judge how similar the two questions are, using a 4-point scale (very similar, similar,
different, or very different).

3. Report Evaluation: You will use your rubric to evaluate how well each submitted
report covers the necessary information. In practice, you will check each report to
see which of your rubric answers are covered by the report’s content.

Neutral Point of View: [t is important to approach the assessment neutrally. Unlike
traditional fact-checking that might conclude an article is simply “true” or “false”, the
DRAGUN track aims to help readers form their own judgments. Your rubrics should
provide multi-source context from a neutral perspective, rather than asserting an “absolute
truth”. You are not expected to explicitly label an article as trustworthy or not; instead,
you identify what information a well-rounded report should include for the reader’s benefit.

D.2 Example: A News Article and Its Rubric

To understand the expected output of the assessor’s first task, consider the following ex-
ample. Suppose you are given a news article titled “ Wildfire apocalypse, not as usual: the
media’s knee-jerk take on the Canadian wildfires was all wrong” (an opinion piece by Steve
Milloy, published June 12, 2023, in The Spectator). The article argues that media reports
falsely blamed the Canadian wildfires on climate change.

Article URL: https://thespectator.com/topic/wildfire-apocalypse-canada-climate
-change/

After reading the article and conducting research on its claims, source, and context, an
assessor might create a rubric like this (individual assessors produce unlabeled questions;
labels are added later by the primary assessor):
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e [Have to Know]| Question 1: What should I know about the publisher of this article, The
Spectator?
— Answer 1: The Spectator is a politically conservative, right-leaning magazine.

* Reference 1: https://en.wikipedia.org/wiki/The_Spectator

* Reference 2: https://www.allsides.com/news-source/spectator-world-m
edia-bias
* Reference 3: https://mediabiasfactcheck.com/the-spectator-usa/
e [Have to Know]| Question 2: What should I know about the author of this article, Steve
Milloy?
— Answer 1: He is the “founder and editor of the blog JunkScience.com”.

* Reference 1: https://en.wikipedia.org/wiki/Steven_Milloy

* Reference 2: https://junkscience.com/who-is-steve-milloy/
— Answer 2: He has “close and long-standing financial ties to oil companies”.

* Reference 1: https://en.wikipedia.org/wiki/Steven_Milloy

* Reference 2: https://www.motherjones.com/environment/2005/05/some-i
t-hot/

— Answer 3: He denies the scientific consensus on climate change.

* Reference 1: https://en.wikipedia.org/wiki/Steven_Milloy

* Reference 2: https://www.eenews.net/articles/steve-milloy-doesnt-1ik
e-climate-bedwetters/

e [Have to Know] Question 3: What is the Environmental Protection Agency (EPA)?
— Answer 1: It is “an independent agency of the United States government tasked with

environmental protection matters”.

* Reference 1: https://en.wikipedia.org/wiki/United_States_Environmen
tal_Protection_Agency

* Reference 2: https://www.epa.gov/aboutepa/our-mission-and-what-we-do
— Answer 2: It “conducts environmental assessment, research, and education”.
* Reference 1: https://en.wikipedia.org/wiki/United_States_Environmen

tal_Protection_Agency

e [Have to Know| Question 4: What is the relationship between wildfires and climate
change, according to research studies?
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— Answer 1: “Research shows that changes in climate create warmer, drier conditions,
leading to longer and more active fire seasons.”

*x Reference 1: https://www.noaa.gov/noaa-wildfire/wildfire-climate-con
nection

* Reference 2: https://science2017.globalchange.gov/chapter/8/

— Answer 2: “Wildfire activity appears strongly associated with warming and earlier
spring snowmelt.”

* Reference 1: https://royalsocietypublishing.org/doi/10.1098/rstb.20
15.0178

e [Have to Know] Question 5: The article claims that “Canadian government data show
that wildfires in Canada have been overall declining since 1980.” Is this claim accurate?

— Answer 1: “There are fewer fires, but an increase in area burned and number of people
displaced.”
*x Reference 1: https://www.cbc.ca/news/climate/canada-wildfire-data-c

hange-1.6854186

e [Good to Know] Question 6: What is the Energy and Environment Legal Institute, with
which Steve Milloy is affiliated?
— Answer 1: It is a “right-of-center nonprofit legal advocacy group”.

* Reference 1: https://www.influencewatch.org/non-profit/energy-and-e
nvironment-legal-institute/

— Answer 2: It “opposes environmentalist legislation”.

* Reference 1: https://www.influencewatch.org/non-profit/energy-and-e
nvironment-legal-institute/

— Answer 3: It is one of the groups funded by coal companies.
* Reference 1: https://www.theguardian.com/environment/2016/jun/13/pe

abody-energy-coal-mining-climate-change-denial-funding

¢ [Good to Know]| Question 7: What are the known health effects of PM2.5 (fine particulate
matter), according to research?

— Answer 1: “Breathing in unhealthy levels of PM2.5 can increase the risk of health
problems like heart disease, asthma, and low birth weight.”

* Reference 1: https://www.health.ny.gov/environmental/indoors/air/pm
g_a.htm
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— Answer 2: “Increased daily mortality is specifically associated with particle mass
constituents found in the aerodynamic diameter size range under 2.5 microns.”

* Reference 1: https://pubmed.ncbi.nlm.nih.gov/8875828/
e [Good to Know] Question 8: Is the number of wildfires declining around the world?

— Answer 1: “Extreme wildfires have become more frequent, more intense, and larger.”

* Reference 1: https://www.wri.org/insights/global-trends-forest-fires

* Reference 2: https://science.nasa.gov/earth/explore/wildfires-and-c
limate-change/

— Answer 2: “The decline in global average area burned has indeed been misused to
support false claims numerous times.”

* Reference 1: https://royalsociety.org/blog/2020/10/global-trends-wil
dfire/

e [Nice to Know] Question 9: Are springtime wildfires common in Canada?

— Answer 1: In Canada, “most wildfires occur between April and September”.

* Reference 1: https://www.redcross.ca/how-we-help/emergencies-and-dis
asters-in-canada/types-of-emergencies/wildfires/wildfires-informa
tion-facts

— Answer 2: “A spring wildfire season is common in British Columbia.”
* Reference 1: https://blog.gov.bc.ca/bcwildfire/spring-2024-seasona
1-outlook/
e [Nice to Know] Question 10: What is the relationship between PM2.5 and asthma?
— Answer 1: “Long-term exposure to PM2.5 has significant adverse effects on childhood
and adult asthma.”

* Reference 1: https://www.sciencedirect.com/science/article/pii/S259
0332224004871

— Answer 2: Air pollution, including PM2.5, can cause asthma and other lung diseases.

* Reference 1: https://aafa.org/asthma/asthma-triggers-causes/air-pol
lution-smog-asthma/

— Answer 3: A study in 2021 “found insufficient evidence to determine the effect of
PM2.5 on asthma in the indoor home environment.”

* Reference 1: https://www.sciencedirect.com/science/article/pii/S001
3935121009257
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— Answer 4: A study in 2024 found “positive correlation between PM2.5 concentration
and the cumulative incidence of asthma, with a lag of 0-7 days”.

* Reference 1: https://aaqr.org/articles/aaqr-23-08-0a-0195

How to read this rubric: In the above example, the assessor identified ten ques-
tions that a thorough report on the article should answer. Each question is labeled by
importance:

e Have to Know: Core, critical questions. Knowing the answer is essential for judging
the article’s trustworthiness (it might change a reader’s perception).

e Good to Know: Important contextual questions. Not absolutely critical, but an-
swering them will increase a reader’s confidence in their judgment.

e Nice to Know: Background or peripheral questions. These provide helpful context
but are not crucial for most readers’ trust decisions.

For each question, the assessor provided expected short answers — concise facts or
findings that answer the question — along with references (links to sources) supporting
each answer. A participant’s report that addresses all the “Have to Know” and most
“Good to Know” questions with credible references would be considered very strong. This
example illustrates the format and level of detail expected in the rubrics you will create.

D.3 Developing the Rubric for an Article

Your first major task is to investigate your assigned news article and create a rubric
based on your findings. In essence, you will be performing your own fact-checking research
(like writing a mini-report for yourself) and then translating that into a set of Q&A criteria.
(There is an optional online self-paced training, in Section D.6, that gives you hints on
what aspects you can investigate for a news article.) Follow these steps to develop your
rubric:

1. Read the Article and Conduct Your Research. Begin by reading the news arti-
cle (topic) you've been assigned. During your reading, you are encouraged to conduct
web searches using search engines of your preference to help you understand claims
or statements, the context in which it was written (date, author, publication), and
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any references or sources cited in the article itself. Keep track of your browsing
history, either by keeping those tabs open or taking notes. This investigative
stage is crucial — you are essentially gathering the information that a well-informed
reader should know before trusting the article. Key things to research include:

(a) Reputation and bias of the publisher (e.g., what do we know about the
website or outlet?).

(b) Background of the author (expertise, affiliations, any potential agenda).

(c) Veracity of key claims or statistics in the article (checking if they are
supported or refuted by reliable data).

(d) Broader context: For example, if the article is about a scientific topic or an
event, find what scientific research or authoritative reports say about it.

2. Identify the Key Issues and Questions. Based on your research, determine what
questions a comprehensive report should answer to cover all the important aspects of
the article’s trustworthiness. Think about it this way: after doing your research, you
now know a lot about the article’s claims and context — what are the most important
points a reader should be aware of? For example, if the article makes a scientific
claim, one question might be “What do scientific studies say about [claim]|?” If
the article’s author has a clear bias or affiliation, a question might be, “What bias
does [author name] have when reporting [subject]?” Make a list of these potential
questions. Aim for about 5 to 10 questions per article as a guideline (there’s no
strict rule — some articles might need a bit more or fewer). Ensure the questions
collectively cover all major facets of evaluating the article’s trustworthiness.

3. Formulate Clear, Focused Questions. Now, refine the wording of each question
on your list. Each question in your rubric should be clear and focused on a single
aspect. Avoid compound questions that ask about multiple things at once (e.g.,
“Who is the author and what is their affiliation?”). Also, avoid overly broad or
vague questions like “Is the article credible?” If a question seems too general, try
tying it to a specific claim or element in the article. For example, rather than a
broad “Are there other sources corroborating the article’s claims?”, you might ask a
more pointed question about a particular claim: “Have other sources corroborated
the article’s claim that wildfire frequency is declining?” Focus on what a reader needs
to know versus what might simply be curiosities.

4. Research and Draft Expected Answers for Each Question.
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(a)

For every question you include in the rubric, write one or more concise answers
that directly address that question based on your research. An answer is usually
one sentence that captures the key fact or insight the reader should learn. It
should be factual and to the point. You may phrase it in your own words or
quote directly from a source — if you quote, use quotation marks. The answer
should be something you could imagine appearing in a well-researched report.

Every answer must be backed up with at least one reference (URL) sup-
porting that answer. Each reference (URL to a web page) should in-
dependently verify the answer. Use reliable, credible sources — prioritize
things like established news outlets, academic papers, authoritative reports, or
well-regarded reference sites. It’s acceptable to use the same reference for mul-
tiple answers if it contains information relevant to each, but avoid overly relying
on a single source for everything. Also, use English-language text-based
sources (i.e., the answer can be derived from the text content of the web page,
not pictures, audio, or videos) and sources that are likely to remain accessible
(for example, a static article instead of a temporary social media post). If you
find yourself needing to combine information from multiple references to an-
swer one question, consider splitting into multiple answers, each with its own
reference, so that each answer is straightforward and well-supported.

5. Review and Refine the Rubric. Skip importance labels for now; they will be
assigned later by the primary assessor during consolidation. Finally, read through
your entire rubric (questions, answers, references) and check for completeness and
clarity:

(a)

Do the questions cover all major concerns about the article’s trustworthiness?
Imagine someone reads the participant’s report — after answering all these ques-
tions, would they feel well-equipped to decide if the original article is trustwor-
thy?

Are the questions phrased clearly, without bias or implying a judgment? (We
want neutral questions. For instance, instead of “Why is this article wrong about
climate change?”, a neutral phrasing would be “What do scientific sources say
about the cause of climate change?”)

Are the answers factual, concise, and fully supported by the cited references?
Double-check that each reference indeed backs up the answer. If the connection
isn’t obvious, either clarify the answer or choose a more direct source.
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Collaboration and Consolidation: Each article (topic) in this track will be as-
signed to three assessors — one primary assessor and two secondary assessors. All
assessors work independently on the above steps to create their own unlabeled rubric
(5-10 questions each) for the article. After that, the primary assessor will gather the
rubrics from the secondaries and fuse them into one final rubric of no more than 10
questions. Use the following guidelines when assigning importance labels (i.e., how essen-
tial that question is for judging the article’s trustworthiness), but the primary assessor’s
judgment prevails:

e Have to Know: This question addresses a core aspect of trustworthiness. The
answer is critical for a reader to make an informed judgment.

e Good to Know: This question covers important context that strengthens a reader’s
confidence in their judgment, though it may not be absolutely make-or-break.

e Nice to Know: This question provides useful background or additional context
that is helpful but not essential. These are more like bonus information that enriches
understanding.

If a question appears in all three rubrics, it’s highly likely to be a “Have to Know”
question; if it appears in two, it is probably a “Good to Know”; and if it appears in only
one, it is likely “Nice to Know.” Consider also the perspective of an average reader: What
information must they have to evaluate the article, and what information would merely be
helpful or interesting? Use these labels to prioritize the questions accordingly.

The core goal here is not to dream up tricky questions, but to leverage thorough
research to pinpoint what information needs to be in a good report. In effect, you first
create a research-based mini-report for yourself on the article, and then extract from it the
questions and answers that will form your rubric. By focusing on factual findings and key
trustworthiness factors, you ensure your rubric is grounded in evidence and directly tied to
the track’s objectives. The final rubric will then be used in question evaluation and report
evaluation.

D.4 Question Evaluation

For each article (topic), you (primary assessor) will assess a subset of questions submitted
by participants. You will be presented with some pairs of questions (one from the final
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rubric and one from participants), and you will judge how similar the two questions are,
using a 4-point scale (very similar, similar, different, or very different).

e Very Similar: Questions may have different wording, but answering either question
provides effectively the same information to the reader. The two questions are the
same exact question or two different ways of asking the same thing.

e Similar: Answering the questions will provide similar, but slightly different infor-
mation to the reader. You can think of similar questions as attempts to interrogate
the article and get to similar conclusions or information. For example, these two
questions are similar because they are getting to the idea of LA Times credibility,
but one is more specific:

— Is the LA Times a credible newspaper?

— Does the LA Times have a reputation for reporting fairly on criminal cases?

e Different: The answer to each question will provide different information, with
possibly some overlap, to the reader. For example, you could have two questions
about the same person, but asking different questions about that person, and these
are different questions because they are not aiming to find out the same thing.

e Very Different: Answers to questions provide different information, with little to
no overlap, to the reader. The two questions are asking different things.

Interpret each question in the context of the target news article to help you make sense
of what the question is asking. When comparing against the rubric question, judge each
participant question independently of the other participant questions. There may be
grey areas where you might disagree with other assessors about the particular judgment.
That’s OK, but be consistent in how you apply your criteria for judging.

The assessment tool for the question assessment task is at: [Link]. Each of you should
have already received an email with your username and password.

How to use the web interface (shown in Figure D.1)?

e The document ID of the target news article for the current topic is at the top of
the window. Clicking on “News Article Content” will pop up another browser win-
dow /tab and display the text of the news article.
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®  ® @ QuestionSimilrity Amnotatic x  +

<« e % 19¢.herokuapp.com Y =3 @ Verify it's you

Question Similarity Annotation

Topic: msmarco_v2.1_doc_48_515083157 [o] 0% 2 39m et
TR 0/477 pairs | 13m

Rubric Question:

‘What should I know about the existence of a parallel universe?

Similarity Levels (for each participant question vs. rubric question):

Very Similar Similar Different Very Different
Questions may have different wording, but answering either question Answering the questions will provide similar, but sightly different information The answer to each question wil provide different information, with possibly Answers to questions provide different information, with little to no overlap,
provides effectively the same information to the reader. der. some overlap, to the reader.

Participant Question 1: How has NASA officially communicated information regarding the existence of a parallel universe? Very Similar Similar Different

Participant Question 2: Are there any other reputable news outlets or scientific journals reporting on the ANITA experiment? What do they say about the possibility of a parallel universe with

§ Very similar | | similar | | Different
time running backwards?

Participant Question 3: Are alternative interpretations of the data presented? Very Similar Similar Different | | Very Different

Participant Question 4: Is the term "parallel universe" used accurately or sensationalized in the article? Very Similar | | Similar | | Different

0 of 49 unique questions annotated for current rubric question

Participant Question 6: How have reputable science fact-checkers and physicists evaluated the claim that ANITA detected a parallel universe, and what consensus (if any) exists? Very Similar Similar Different | | Very Different

Figure D.1: Question evaluation web interface.

e The “Rubric Question” is the assessor question that you’ll be comparing against the
“Participant Question”.

e The definition is displayed for each of the 4 judgments for question similarity (Very
Similar, Similar, Different, Very Different).

e The “Participant Question” is the question that you're judging and comparing against
the “Rubric Question”. Click on one of the judgment buttons to the right of the
Participant Question. You can change your judgments, and only the latest judgment
for each question pair will be stored.

¢ You will need to assess all question pairs for all the rubric questions for the
topic (up to 10 rubric questions per topic). The “Previous Rubric Question”
and “Next Rubric Question” buttons at the bottom corners of the window let you
switch between rubric questions for the topic. However, the “Next Rubric Question”
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button is enabled only after all question pairs have been assessed for the current
rubric question.

e Clicking on the multi-colored floating symbol at the center-left of the window will
display all of your assigned topics and allow you to switch between topics. There are
progress bars that display the number of question pairs assessed and the estimated
time remaining to finish the topic. The initial estimation is not accurate. It will
become more accurate when you've judged more questions.

D.5 Report Evaluation

Overview: This section outlines how to evaluate Task 2 reports using the consolidated
rubric. The goal is to determine how well each submitted report covers the necessary
information for judging the news article’s trustworthiness, according to your rubric. You
will read the report, and then for each expected answer in the rubric, decide if the report
supports the answer (consistent with the answer), partially supports the answer, has
contradictions with the answer (inconsistent with the answer), or has no support or
connection to the answer. To support an answer, the report should be consistent with the
answer. When we say the report is “consistent with the answer,” we don’t mean it has to
use the same words. We mean that the information in the report should agree with and
not contradict what the answer says.

Another way to explain this is that for the DRAGUN track, the answers are effectively
exemplars — good examples of the kind of information we want to see in the report — so you
should check whether the report lines up with the meaning of the exemplar, not whether
it copies it exactly. A report’s answer is consistent if it says the same thing in different
words, or provides information that fits with the exemplar answer. The report’s answer is
not consistent if it says something that disagrees with or directly contradicts the exemplar
answer.

Evaluation Procedure:

1. Use the Consolidated Rubric as a Checklist: You will use the consolidated
rubric (which contains the key questions and answers) as the basis for checking each
report’s content. The organizers made some changes when extracting your rubrics
from your Google documents to the assessment tool, mostly fixing typos, reranking
them based on the importance labels, and splitting long answers into smaller ones.
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Please check your rubrics shown on the assessment tool and let the organizers know
if you feel some changes are wrong.

2. Read the report and judge it against the answers for each question in the
rubric. For each question in the rubric and its expected answers, select one of the
following judgments:

e Supports: The report provides an answer to the question that is consistent
with the key elements of the rubric answer.

e Partial: The report provides an answer to the question that contains some but
not all of the key elements of the rubric answer.

e Contradicts: The report contains information that contradicts the rubric an-
swer. If the report supports or has partial support for the answer, but it also
contradicts the answer, then you should select contradicts.

e None: The report has no support or connection with the rubric answer. This
is the default.

3. Repeat for All Reports: Repeat the above process for each report for the same
article, evaluating it in the same manner. Once all reports for that article are done,
proceed to your next assigned article.

Example: Labeling a Report

Now consider a very short report (one sentence) for the news article above:

“The Spectator article by Steve Milloy, a commentator known for rejecting the
scientific consensus on climate change, arques that the Canadian wildfires and
resulting smoke were a routine occurrence misattributed to climate change and
overhyped by the media.”

Below is a rubric question with answers from the example above:
[Have to Know]| Question 2: What should I know about the author of this article, Steve Milloy?
e Answer 1: He is the “founder and editor of the blog JunkScience.com”. [None]

e Answer 2: He has “close and long-standing financial ties to oil companies”. [None]
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e Answer 3: He denies the scientific consensus on climate change. [Supports]

This report directly addresses Answer 3, as it notes Milloy is known for rejecting the
climate change consensus. It does not mention Milloy’s blog or his ties to oil companies
(Answers 1 and 2). Therefore, the assessor would mark Answer 3 as “Supports” for
this report, and leave Answers 1 and 2 as “None”. All other questions’ answers would
remain “None” as well, since this report is only relevant to Question 2. The assessor should
click the “Supports” option for Answer 3, and leave the default (None) for the others.

D.6 Online Self-Paced Training (Optional but Rec-
ommended)

Before or during your work on rubric creation, it’s highly recommended to familiarize
yourself with the verification skills that will be invaluable for this task. If you are already
experienced in digital fact-checking and lateral reading, you may skim this section. Oth-
erwise, consider completing the C'TRIL-F verification skills training, an online self-paced
course developed by CIVIX Canada, which covers core techniques for assessing what in-
formation to trust online. The training takes approximately 2-3 hours. Use the checklist
below to guide you through:

1. Home: Navigate to the CTRL-F student home page: https://ctrl-f.ca/en/stu
dent/home/.
[J Read the page content.
[J Watch the embedded video: [ntro to Verification Skills — CTRIL-F.
O Click the “Begin” button at the bottom of the page to start the training. This
will take you to the “Why Verify?” tab.

2. Why Verify?: https://ctrl-f.ca/en/student/why-verify/
L] Read the page content.
U Play the “FakeOut” game by clicking “Play now”.
[0 Watch the embedded video: CIVIX Explains: Information Pollution.
O Click “Next” to continue to the “Source” tab.

3. Source: https://ctrl-f.ca/en/student/source/

[J Read the page content.
[J Watch the embedded videos:
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[ Investigate the Source — CTRL-F

O Skill: Just Add Wikipedia — CTRL-F

O Skill: Advanced Wikipedia — Bias & Agenda

O Why Use Wikipedia? (supplemental)

O Tips and Tricks for Using Wikipedia (supplemental)

O Evaluating Expertise — CTRL-F

[0 CIVIX Explains: Persuasive Sources
O Go through the three examples in the “Test your skills” section.
0 Click “Learn the next skill” to continue to the “Claim” tab.

4. Claim: https://ctrl-f.ca/en/student/claim/
U] Read the page content.
[ Watch the embedded videos:
O Check the Claim — CTRL-F
O Skill: Check Other Sources CTRL-F
O Skill: Advanced Claim Check CTRL-F
O Go through the three examples in the “Test your skills” section.
O Click “Learn the next skill” to continue to the “Trace” tab.

5. Trace: https://ctrl-f.ca/en/student/trace/
L] Read the page content.
[0 Watch the embedded videos:
[0 Trace the Information — CTRL-F
O Skill: Click Through & Find — CTRL-F
(You may skip the video “Skill: Search the History of an Image,” as our focus
is on textual news content.)
O Go through the first example in the “Test your skills” section (the remaining
examples involve image history and can be skipped).

6. Congratulations! You have completed the training!

D.7 Final Words

By following this guide, you will produce a detailed rubric that encapsulates what a trust-
worthy analysis of the news article should include, and you will be prepared to evaluate the
participants’ questions and reports with confidence and consistency. Thank you for your
effort in this assessment process — your expertise is crucial to ensuring that the DRAGUN
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Track results in meaningful insights on how to assess news trustworthiness. Good luck
with your assessments!
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Appendix E

Prompts Used by the Iterative
Multi-Agent RAG System

Chapter 8 describes the architecture and behavior of the iterative multi-agent RAG system
at the module level. As the behavior of its LLM-based modules is largely specified through
prompts, this appendix provides the corresponding prompt templates. The prompts are
presented as system-role and user messages, following the presentation style used for READ-
PROBE in Chapter 3. Braced terms, such as {article}, denote values inserted at runtime.

The BM25+RM3 retrieval stage and cross-encoder reranking stage described in Sec-
tion 8.2.2 are non-generative components and do not use prompts. The prompt for the
segment retriever therefore applies only to its third stage, where an LLM selects evidence
from the reranked candidates. The query generator has separate initial and follow-up vari-
ants. The remaining LLM-based modules use one prompt each. A final report-shortening
prompt is also included because it was used as output post-processing when a generated
report exceeded the 250-word submission limit.

E.1 Runtime Context and Structured Outputs
The following values are inserted into the prompt templates:

e {article}: A JSON-formatted representation of the target news article, including
its URL, title, headings, and body text.
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e {context}: A JSON-formatted interaction history. For each previously issued query,
it contains the query text, the query rationale, and the LLM-selected evidence seg-
ments, including segment identifiers, URLs, titles, and segment text.

e {feedback}: The detailed reasoning returned by the information evaluator in the
previous iteration, describing missing evidence or investigative gaps.

e {candidate_segments}: The 20 highest-ranked candidate segments after BM25+RM3
retrieval and cross-encoder reranking.

e {questions}: The ten final investigative questions, ordered by importance and
paired with their internal rationales.

The implementation also constrained the LLLM outputs using structured response schemas.
The query generator returned query-rationale pairs; the segment selector returned segment
identifiers; the information evaluator returned reasoning and a Boolean sufficiency decision;
the question generator returned question-rationale pairs; and the report generator returned
sentence text, sentence-level citations, and an internal rationale for each sentence. These
rationales were recorded in the intermediate execution trace but were not included in the
final submissions. In the released GPT-4.1 implementation, the query generator used tem-
perature 0.3, the question and report generators used temperature 0.1, and the segment
selector, information evaluator, and report shortener used temperature 0.

E.2 Query Generator Prompts

The query generator produces five internal search queries in each iteration. These queries
are retrieval actions and are distinct from the ten final Task 1 questions generated after
information gathering. Each query is paired with a rationale. The rationale is not submit-
ted to the search engine, but is retained in the interaction history and made available to
later agents.

E.2.1 Initial Query-Generation Prompt

The initial prompt asks the model to cover several broad lateral-reading facets while con-
structing queries that work well with BM25+RM3 lexical retrieval.
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Role: You are a professional fact-checker. Given a news article, your task is to
carefully evaluate its trustworthiness. You will do this by generating five
detailed, well-thought-out search queries that a skilled fact-checker would issue
to a search engine, each preceded by a clear rationale explaining why that query is

essential for verifying the article’s reliability. Note that the search engine is
based on the BM25 (with RM3) sparse retrieval algorithm. Frame your queries in a
way that works best with it. Follow the framework below closely:

1. Investigate the Source:
- Examine the publisher or author’s background and reputation.
- Queries should target credibility, potential biases, ownership, or past controversies

2. Check the Claim:

- Identify the central factual claims or assertions made in the article.

- Queries should verify these claims against reputable external sources, independent
coverage, official statements, or expert opinioms.

3. Trace the Information:

- Trace specific quotes, statistics, or media back to their original sources.

- Queries should seek the original context of quotes or verify numbers/statistics with
official data.

4. Use Multiple Angles (Lateral Reading):

- Check how widely the claim is reported and who else endorses or disputes it.

- Queries should include terms indicating external verification, debunking, support, or
differing perspectives from reputable third-party sources.

5. Tailor Queries to the Article’s Details:

- Incorporate precise and unique identifiers from the article, such as proper nouns,
dates, locations, and specific terminology.

- Queries should be focused and specific, designed to efficiently surface credible
verification or refutation of the claims.

For each search query you produce, you must provide a rationale clearly articulating
why this particular query is important and how it contributes to your fact-checking
process. Each rationale must demonstrate thoughtful analysis, critical thinking,
and alignment with professional fact-checking practices.

User: Here is the news article: {article}

Figure E.1: Initial prompt for the query generator.
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The structured response contains a list of objects with two fields, query and rationale.
The implementation requires at least five objects and uses the query text, but not the
rationale, as the BM25+RM3 search request.

E.2.2 Follow-Up Query-Generation Prompt

When the information evaluator returns a negative sufficiency decision, the query generator
is invoked again. The follow-up prompt adds the accumulated query-retrieval history and
the evaluator’s feedback so that later iterations can target missing evidence rather than
repeat the initial investigation.

E.3 LLM-Based Segment-Selection Prompt

The first two retrieval stages are algorithmic. The third stage presents the article, the
current query, and the 20 highest-ranked candidates to an LLM. The model returns at
most three segment identifiers, ordered by relevance. The preference for diverse sources is
expressed as a soft instruction rather than a hard constraint.

The structured response is a list named segment_ids. The selected segments, rather
than all reranked candidates, are appended to the shared interaction history used by sub-
sequent agents.

E.4 Information-Evaluator Prompt

The information evaluator receives the original article and the complete query-retrieval
history accumulated so far. Its response contains detailed feedback and a Boolean field,
has _sufficient_information. When the Boolean value is false, the feedback is passed to
the follow-up query generator.

E.5 Question-Generator Prompt

After the information-gathering loop terminates, the question generator receives the article
and all LLM-selected evidence. It returns exactly ten questions, each paired with an
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Role: You are a professional fact-checker. Given a news article, your task is to carefully evaluate its
trustworthiness. You will do this by generating five detailed, well-thought-out search queries that a
skilled fact-checker would issue to a search engine, each preceded by a clear rationale explaining why
that query is essential for verifying the article’s reliability. Note that the search engine is based
on the BM25 (with RM3) sparse retrieval algorithm. Frame your queries in a way that works best with it.

Follow the framework below closely:

e

Investigate the Source:
- Examine the publisher or author’s background and reputation.
- Queries should target credibility, potential biases, ownership, or past controversies.

2. Check the Claim:

- Identify the central factual claims or assertions made in the article.

- Queries should verify these claims against reputable external sources, independent coverage, official
statements, or expert opinions.

3. Trace the Information:
- Trace specific quotes, statistics, or media back to their original sources.
- Queries should seek the original context of quotes or verify numbers/statistics with official data.

4. Use Multiple Angles (Lateral Reading):

- Check how widely the claim is reported and who else endorses or disputes it.

- Queries should include terms indicating external verification, debunking, support, or differing
perspectives from reputable third-party sources.

5. Tailor Queries to the Article’s Details:

- Incorporate precise and unique identifiers from the article, such as proper nouns, dates, locations, and
specific terminology.

- Queries should be focused and specific, designed to efficiently surface credible verification or
refutation of the claims.

You have already generated some queries, and some document segments have been retrieved for them. However,
the information obtained so far is still insufficient to assess the article’s trustworthiness. Based on
the previously generated queries and the retrieved segments, generate five additional queries that
either address aspects not yet covered or rephrase queries that remain unanswered by the retrieved
segments. For each search query you produce, you must provide a rationale clearly articulating why this
particular query is important and how it contributes to your fact-checking process. Each rationale
must demonstrate thoughtful analysis, critical thinking, and alignment with professional fact-checking
practices.

User: Here is the news article: {article}
Here are the previously generated queries with retrieved segments: {context}

Feedback on the previously generated queries and retrieved segments: {feedback}

Figure E.2: Follow-up prompt for the query generator.

internal rationale. Both the questions and rationales are passed to the report generator,
whereas only the question text is included in the Task 1 submission.

The structured response contains ten objects, each with two fields: question text and
rationale. The implementation checks that exactly ten questions are returned and that
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Role: You are an expert assistant tasked with selecting the most relevant text segments
to answer a given question about a news article, which will serve as the context
for the retrieval-augmented generation module to answer that question.

You will be provided with:

1. The news article.

2. A question about the news article.

3. A list of 20 candidate text segments. These segments have been retrieved as
potentially relevant and are pre-ranked (from most relevant to least relevant), but
this ranking might not be perfect.

Your goal is to identify and return at most 3 segments from the candidates that are
most helpful for answering the question. The segments you select should be ordered
from most relevant to least relevant. If fewer than 3 segments are relevant, return

only those that are. If no segments are relevant, return an empty list. Focus on
the direct relevance of the segment to the question in the context of the provided
article. Ideally, the selected segments should come from various sources.

User: Here is the news article: {article}
Here is the question: {query}

Here are the 20 candidate segments, ranked by estimated relevance (highest to lowest):
{candidate_segments}

Please select the (at most) 3 most relevant segments from the list above to answer the
question.

Figure E.3: Prompt for the LLM-based segment selector in the segment retriever.

no question exceeds 300 characters.

E.6 Report-Generator Prompt

The report generator receives the target article, the accumulated queries and selected
evidence segments, and the ten ranked investigative questions. It returns a list of sentence
objects. Each object contains a sentence, zero to three supporting segment identifiers, and
an internal rationale. The sentence text and citations form the Task 2 output.
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E.7 Report-Length Post-Processing Prompt

The report generator was instructed to remain within 250 words. When its output still
exceeded that limit, the submission-production script invoked a separate LLM prompt to
shorten the report. This post-processing preserved the number and order of sentences. The
shortened sentence text was paired with the citation list from the corresponding original
sentence. The script could repeat this step up to five times until the report met the length
constraint.

The structured response is an ordered list of shortened sentence strings. The post-
processing step does not ask the model to regenerate citations; it reuses the citations
assigned to the corresponding sentences by the report generator.
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Role: You are a rigorous fact-checker with a skeptical mindset, tasked with evaluating
the trustworthiness of news articles. You have previously generated several search
queries, and the search engine has retrieved relevant information segments. Your
role is to be highly critical and demanding when determining whether you have
collected sufficient information to confidently evaluate the trustworthiness of the

given news article.

Apply this framework with extreme scrutiny to assess whether you have enough
information:

1. Investigate the Source: Thoroughly examine the publisher’s or author’s background
and reputation. Look for any red flags including credibility issues, potential
biases, questionable ownership structures, past controversies, or conflicts of
interest. Be suspicious of sources with limited track records or unclear funding.

2. Check the Claims: Identify and rigorously challenge every central factual claim or
assertion made in the article. Demand verification from multiple reputable external
sources, independent coverage, official statements, or expert opinions. Be
skeptical of claims that lack proper substantiation.

3. Trace the Information: Meticulously track specific quotes, statistics, or media back
to their original sources. Insist on finding the original context of quotes and
verify all numbers/statistics with official data. Be wary of second-hand reporting
or unverified information chains.

4. Use Multiple Angles (Lateral Reading): Extensively check how widely the claim is
reported and critically assess who endorses or disputes it. Actively seek out
contradictory evidence, debunking efforts, alternative perspectives, and dissenting

opinions from reputable third-party sources.

Maintain a highly skeptical stance: assume information is insufficient unless you have
overwhelming evidence to the contrary. Set a high bar for what constitutes
sufficient information. Only consider information adequate if you can thoroughly
verify claims from multiple independent, credible sources and have addressed
potential counterarguments. First, explain your critical reasoning in detail, then
provide your Boolean evaluation decision regarding whether you have truly
sufficient information.

User: Here is the news article: {article}

Here are the previously generated queries with retrieved segments: {
query_retrieval_history}

Figure E.4: Prompt for the information evaluator.
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Role: You are a professional fact-checker and media literacy expert. Your ultimate task is to evaluate the
trustworthiness of a given news article. You have previously issued some queries and obtained retrieved
text segments that potentially answer those queries. Now, based on the information obtained from those
retrieved text segments, your task is to generate 10 critical and investigative questions that a
thoughtful reader should ask when assessing the article’s trustworthiness. These questions should help
readers evaluate aspects such as source bias, motivation, breadth of viewpoints, and overall
credibility. Ideally, these questions should be answerable by the retrieved segments.

Follow these key principles for question generation:

1. Investigate the Source:

- Generate questions about the publisher’s (or key information sources such as organizations, experts,
reporters, etc.) background, reputation, and potential biases.

- Ask about their credentials, expertise, and past work.

- Inquire about ownership, funding sources, and editorial policies.

2. Examine Claims and Evidence:

- Question the central factual assertions made in the article.
- Ask about the quality and reliability of evidence presented.
- Inquire about missing context or alternative interpretatioms.

3. Trace Information Origins:

- Generate questions about the original sources of quotes, statistics, or claims.
- Ask about the methodology behind any data or research cited.

- Inquire about the chain of information from primary sources.

4. Assess Perspective and Balance:
- Ask about missing viewpoints.

5. Evaluate Context and Timing:

- Generate questions about the broader context surrounding the story.

- Ask about the timing of publication and potential motivations.

- Inquire about related events or developments that might provide additional context.

Requirements for each question:

- Maximum 300 characters long.

- Should require information outside of the article (i.e., avoid questions that the article itself can
answer), such as search engine results.

- Focus on a single topic (avoid compound questions).

- Be specific to the article’s content, not overly general.

- Be actionable for a reader to investigate.

Ranked from most to least important for assessing trustworthiness.

For each question, first provide a clear rationale explaining why it is important for evaluating the article
’s trustworthiness and how it contributes to media literacy.

User: Here is the news article: {article}

Here are the previously generated queries and the retrieved segments: {context}

Figure E.5: Prompt for the final question generator.
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Role: You are a professional fact-checker and media literacy expert. Your ultimate task is to generate a well-attributed report that provides
background and context to help readers assess the trustworthiness of a given news article. You have previously generated queries,
retrieved relevant text segments, and formulated critical questions. Now, based on this information, you must create a comprehensive
report that addresses the most important trustworthiness concerns.

CRITICAL REQUIREMENTS:

1. WORD LIMIT: The entire report must not exceed 250 words total across all sentences.

2. CITATIONS: Each sentence must have at most 3 references (segment docids from MS MARCO V2.1). Sentences can have zero citations if they serve
as connecting/transitional sentences or provide general context that doesn’t require grounding.

3. GROUNDING: Factual claims and specific information must be cited from the retrieved segments. Skip questions that cannot be answered with
available evidence.

4. STRUCTURE: Generate individual sentences, each with its specific citations (or empty citations list for connecting sentences).

5. PRIORITIZATION: The provided questions are ranked from most to least important. Focus on addressing the most important questions first. It is
acceptable to leave less important questions unaddressed if you run out of space within the 250-word limit.

6. THINKING FIRST: For each sentence, first provide a clear rationale explaining why this information is important for trustworthiness
assessment and how it addresses the critical questions. Think through the evidence before crafting the sentence.

REPORT FOCUS AREAS:
Your report should address these key aspects of trustworthiness assessment:
1. Source Investigation:

- Publisher’s background, reputation, and potential biases. - Author credentials, expertise, and past work.
- Ownership, funding sources, and editorial policies. - Any conflicts of interest or credibility issues.

2. Claims and Evidence Analysis:

- Verification of central factual assertions. - Quality and reliability of evidence presented.

- Missing context or alternative interpretations. - Methodology behind cited data or research.

3. Information Origins:

- Original sources of quotes, statistics, or claims. - Chain of information from primary sources.

Verification of attributed statements.
4. Perspective and Balance:
Missing viewpoints or one-sided reporting. - Breadth of sources consulted.
Representation of different stakeholder perspectives.

Context and Timing:
- Broader context surrounding the story. - Timing of publication and potential motivations.
Related events or developments.

&

CITATION GUIDELINES:

- Use exact segment identifiers as provided in the retrieved segments.

- Each sentence can have 0 to 3 citations.

- Factual claims and specific information must be cited; connecting sentences and general context can have empty citatioms.
- Only cite segments that directly support the sentence content.

- If no relevant segments exist for some questions, skip those questions.

WRITING STYLE:

- Write clear, concise sentences suitable for general readers.

- Maintain objectivity while highlighting trustworthiness concerns.

- Focus on actionable insights that help readers make informed judgments.

- Prioritize the most critical trustworthiness factors given the word limit.

QUESTION PRIORITIZATION STRATEGY:

- Start with the most important questions (ranked #1, #2, #3, etc.).

- Thoroughly address high-priority questions before moving to lower-priority onmes.

- If space runs out, it is better to fully address fewer important questions than to superficially cover many.

THINKING PROCESS:

- For each sentence, first provide a clear rationale explaining why this information is important for trustworthiness assessment.
- Think through what specific evidence from the retrieved segments supports your sentence.

- Consider how this sentence contributes to the overall trustworthiness evaluation.

- Then craft the actual sentence based on your reasoning.

Remember: Quality over quantity. It is better to thoroughly address fewer questions with strong evidence than to superficially cover many topics
without proper grounding.

User: Here is the news article to evaluate: {article}
Here are your previously issued queries with their retrieved text segments: {retrieved_segments}
Here are the 10 critical questions that should be addressed (in order of importance): {questions}

Generate a report that addresses as many of the important questions as possible using only the information available in the retrieved segments.
Each sentence should be factual, well-grounded, and include appropriate citations.

Figure E.6: Prompt for the report generator.
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Role: You are a professional fact-checker who has written a report comprising sentences
that provide background and context to help readers assess the trustworthiness of
a news article. The report exceeds the 250-word limit and must be shortened. The
number of words is counted by splitting each sentence on white-space characters.
The current report has {word_count} words. You MUST remove at least {
words_to_remove} words to reduce the report to approximately 240 words.

Your task is to aggressively condense the report while:

- Preserving the core meaning and factual accuracy.

- Maintaining the same number of sentences.

- Ensuring each sentence remains coherent and informative.

- Removing all unnecessary words, redundant phrases, and verbose expressions.

Be decisive in your editing: remove filler words, simplify complex phrases, use shorter
synonyms, and eliminate redundancy. Your goal is to achieve the target word
reduction in one pass.

User: The report is shown below.
{sentences}

Figure E.7: Prompt used to shorten reports that exceeded the 250-word limit.
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