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Abstract

The emergence of noisy intermediate-scale quantum (NISQ) devices represents a signif-
icant milestone in the journey towards the development of large-scale fault tolerant quan-
tum computers. These devices have not only opened avenues for demonstrating a quantum
advantage but have also advanced the practical development of quantum algorithms for
solving challenging problems in physics, chemistry, and computer science. Most notably,
this progress has necessitated a tailored approach to algorithm development that considers
the specific architecture and hardware constraints of these quantum devices in order to
effectively use them. However, the most useful instances of problems that we hope to solve
with quantum computers require significant hardware improvements over the state-of-the-
art, including at least a hundred fold increase in the number of qubits. The transition from
intermediate-scale to large-scale quantum computers also presents other formidable chal-
lenges, particularly for engineering precise quantum control at scale. This thesis attempts
to narrow the gap between intermediate and large-scale devices by proposing methods to
mitigate noise effects on NISQ devices and by enhancing standard quantum algorithms to
minimize resource overhead. One focus is on error correction strategies capable of man-
aging noise on quantum devices. Specifically, we demonstrate the robustness of the sweep
rule (a decoder for topological quantum codes) against measurement errors in quantum
codes. Additionally, we experimentally demonstrate the improvement in performance of
entangling non-Clifford operations when encoded in the [[8,3,2]] code, strengthening the
case for error correction. Furthermore, we improve a well-known technique known as imag-
inary time evolution to reduce the associated qubit and entangling gate overhead, making
it more amenable to implementation on NISQ devices. By exploring these avenues, we aim
to strike a balance, leveraging NISQ devices to expand their computational capabilities
in the short term while serving as a sandbox for the development of future large-scale
fault-tolerant quantum computers.
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Chapter 1

Introduction

The notion of quantum computation was first proposed by Richard Feynman [3] for sim-
ulating quantum many-body physics as a natural and potentially more powerful analog
of classical computation. This idea was concretized in Seth Lloyd’s seminal paper [4] on
simulating time evolution of quantum Hamiltonians via Trotterization. In 1994, Peter Shor
also proposed a quantum algorithm for integer factorization [5] that provides a superpoly-
nomial speedup over its classical counterpart. Together, these ideas led to the development
of quantum computing as a theoretical framework for solving difficult computational tasks
by exploiting the laws of quantum mechanics. The quest to realize a potential quantum
advantage for computation led to the development of quantum devices which implemented
qubits—the quantum analog of bits—using atoms, molecules, trapped ions, superconduc-
tors, as well as photonic systems. These advances also revealed the many challenges that
lay in the way of developing a practical large-scale quantum computer. In particular, the
sensitivity of the atoms and molecules (used for building quantum devices) to noise from
their environment was a serious stumbling block. Noise in quantum systems threatened to
destroy important resources such as quantum entanglement and (coherent) superpositions.

The late 1990s saw many developments that presented ways to circumvent noise in
quantum systems. Most notably, constructions of error correcting codes [6–8] showed
that it is possible to suppress decoherence and noise in quantum circuits using encoding
schemes similar to those used in classical error correction. These early constructions of er-
ror correcting codes led to the formalization of the principles of quantum error correction
and fault-tolerance. The threshold theorem [9–11] for fault-tolerant quantum computation
established that under reasonable assumptions about noise in quantum hardware, it is pos-
sible to use a collection of noisy (physical) qubits to encode a logical qubit whose error rate
can be made arbitrarily small, with the physical qubit overhead only scaling polynomially
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with the number of logical qubits encoded. Although this presented a positive outlook for
the future of quantum computing, one major drawback of fault-tolerant error correction
schemes is that the estimated number of qubits required to reduce the logical error rate
to levels that are desirable for useful quantum computation is still beyond the reach of
state-of-the-art quantum computers. Moreover, the high error rates in the best available
quantum devices also suggest that there remain significant hurdles in the development of
precise quantum control of large collections of qubits, particularly in the implementation
of multi-qubit entangling operations.

Meanwhile there have also been significant developments in other approaches to man-
aging noise in quantum systems. Most notably, the field of error mitigation is aimed at
extracting useful information from noisy quantum computation without using the resource-
intense machinery of quantum error correction. Error mitigation strategies are a hybrid
quantum-classical approach where several instances of noisy quantum computation can
be used to emulate the noiseless computation using classical post-processing. This ap-
proach is best suited for the current generation of quantum devices, which have lower error
rates than ever before, but for which error correction schemes still lie beyond reach. In
literature, error-mitigation strategies have quite often been treated as merely a stepping
stone (useful only in the short term) on the path towards large-scale fault-tolerant error
correction. While in the long term we expect large-scale fault-tolerant devices to have
reduced logical error rates (compared to physical error rates), the logical error rates will
still be non-zero owing to the finite size of the device. Thus, even in the long term, error
mitigation strategies will serve as an important extra step that allows noisy quantum com-
putation to be refined with classical post-processing. This fits into the paradigm of hybrid
quantum-classical or quantum-accelerated computation that has long been foreshadowed
in blueprints for large-scale quantum architectures.

In this thesis, I will discuss my research that contributes to, and is inspired by strategies
in error correction and error mitgation. In the remainder of chapter 1, I will first introduce
some fundamentals of quantum information, and a few useful models of noise in quan-
tum devices. Then I will discuss some strategies for error correction and error mitigation
that are relevant for the results presented in this thesis. In chapter 2, I will present our
research on error correction with the sweep rule—a cellular automaton decoder for topolog-
ical quantum error correcting codes. We numerically and analytically show that the sweep
rule has a phase transition under biased bit-flip noise which indicates that it is robust to
quantum (syndrome) measurement errors when used as a decoder for topological quantum
codes. In chapter 3, I will present our research on the implementation of logical operations
in the [[8, 3, 2]] quantum code on superconducting and trapped ion devices. We demon-
strate a fault-tolerant implementation of the [[8, 3, 2]] code’s non-Clifford logical gates on
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quantum hardware and show that the encoded gates have an improved performance over
the unencoded version. In chapter 4, I discuss a quasiprobabilistic algorithm for quan-
tum simulation, particularly for implementing imaginary time evolution of Hamiltonians.
We develop a new method to implement imaginary time evolution of quantum Hamil-
tonians (such as the 1D Heisenberg model) and estimate their thermal properties. Our
algorithm is inspired by an error mitigation strategy, making it inherently noise-resilient,
as demonstrated via experiments on IBM’s superconducting device. Finally in chapter 5, I
summarize my research contributions and discuss the future scope and impact of my work
for the development and use of the next generation of quantum devices.

1.1 Preliminaries of quantum information

A qubit is the basic unit of quantum information. It is the quantum analog of a classical
bit and is typically represented by a two-dimensional vector in the complex Hilbert space
H = C2. The computational basis elements of this Hilbert space are (conventionally)
chosen to be

|0⟩ =
[
1
0

]
, |1⟩ =

[
0
1

]
. (1.1)

Quantum states and their representations

A pure quantum state can be expressed as a normalized vector |ψ⟩ ∈ H, where

|ψ⟩ = α |0⟩+ β |1⟩ , |α|2 + |β|2 = 1. (1.2)

The quantities |α|2, |β|2 are called the probability amplitudes of the state and denote the
probability of the outcomes 0 and 1 when a quantum measurement (in the computational
basis) is performed on the quantum state. A quantum state |ψ⟩ can also be represented
by its density (matrix) operator1 σ, which is the outer product of |ψ⟩ with itself,

σ = |ψ⟩ ⟨ψ|. (1.3)

A statistical mixture (ensemble) of pure quantum states is called a mixed state and can
be denoted by its density matrix ρ, where

ρ =
∑

i

pi|ψi⟩ ⟨ψi|,
∑

i

pi = 1, (1.4)

1In literature, the terms density operator and density matrix are often used interchangeably.
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and {pi} is a probability distribution. As a consequence of Eqs. 1.2 and 1.4, the trace of
the density matrix of a quantum state is 1.

Quantum channels and their representations

A quantum system comprising qubits is assumed to evolve under quantum channels that are
modelled as completely positive trace-preserving (CPTP) maps which map one quantum
state to another. The action of a quantum channel E on an n−qubit input state ρ (in the
d = 2n Hilbert space) is given by—

E(ρ) =
N∑

i=1

KiρK
†
i , N ≤ d2, (1.5)

where the {Ki} are known as the Kraus operators of the channel and satisfy the complete-
ness relation

N∑

i

K†
iKi = 1 (1.6)

The Kraus operators in Eq. 1.5 are not unique and the Kraus representation depends on
the choice of basis.

A quantum state is said to undergo unitary evolution if the quantum channel has a single
Kraus operator given by some unitary operator U . Unitary operators acting on quantum
states are usually referred to as quantum gates. When a unitary gate U is applied to an
initial (pure) quantum state |ψ⟩, the final state |ϕ⟩ can be obtained by matrix multiplication
of the operator and the state vector,

|ϕ⟩ = U |ψ⟩ . (1.7)

This same operation can be viewed as applying a (unitary) quantum channel to the state
ρ = |ψ⟩ ⟨ψ| to obtain the final state σ = |ϕ⟩ ⟨ϕ| as shown below—

σ = |ϕ⟩ ⟨ϕ| = UρU †. (1.8)

The notation of quantum channels (as in Eqs. 1.5, 1.8) is a convenient way of expressing
the action of quantum operations on general quantum states—pure or mixed.

The Pauli operators X, Y , and Z are examples of single-qubit unitary operators that
can act on quantum states and are given by—

X =

[
0 1
1 0

]
, Y =

[
0 −i
i 0

]
, Z =

[
1 0
0 −1

]
. (1.9)
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The Pauli operators are themselves Hermitian, and particularly useful because together
with the single-qubit Identity operator 1, they form a basis P = {1, X, Y, Z} for the real
vector space over 2 × 2 Hermitian matrices. Thus, any 2 × 2 Hermitian matrix ρ can be
expressed as a linear combination (with real coefficients) of the elements of P—

ρ =
1

2
(1+ rxX + ryY + rzZ), (1.10)

where r⃗ = (rx, ry, rz) ∈ R3. When ρ is the density matrix of a quantum state, r⃗ is called its
Bloch vector and |r⃗| = 1. The set P is also a basis for all 2× 2 complex-valued matrices.

For a general quantum channel given by Eq. 1.5, the n−qubit Pauli basis P⊗n is a
conventional choice of basis for the Kraus operators—

Ki =
d2∑

j=1

aijPj, Pj ∈ P⊗n. (1.11)

Thus, a general quantum channel E can be represented in the n−qubit Pauli basis as

E(ρ) =
d2∑

j,k=1

ΓjkPjρPk (1.12)

where Γjk is known as the process matrix of the channel. It is a d2 × d2 complex-valued,
Hermitian, positive semi-definite matrix that parameterizes the channel [12]. Another
important representation of a channel is its Pauli transfer matrix (PTM) [12]. It captures
the effect of the channel on each element of the Pauli basis P⊗n as represented in the same
basis. The PTM ΛE

ij of a channel E is a d2 × d2 real-valued matrix given by—

ΛE
ij =

1

d
Tr[PiE(Pj)]. (1.13)

The Pauli transfer matrix (PTM) is a useful representation because the composition of two
channels can be evaluated by taking the matrix product of their respective PTMs. The
trace-preserving nature of quantum channels imposes d2 constraints on both the process
matrix and the PTM to ensure that a general quantum channel can be expressed using
d4 − d2 free parameters.

As per Eq. 1.7, the quantum state vector (of dimension d = 2n) resulting from the
action of an operator U (d × d) can be obtained from direct matrix multiplication. Since
the conventional representation of a quantum channel does not permit a similar treatment
for the density operator, the representation of the density operator ρ can be lifted from
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a d × d matrix in the d-dimensional Hilbert space to a vector |ρ⟩⟩ in the d2-dimensional
Hilbert-Schmidt space [12]. For example, a general single-qubit state ρ (see Eq. 1.10) may
be expressed in the n−qubit Pauli basis2 P⊗n as the Hilbert-Schmidt vector

|ρ⟩⟩ =




1
rx
ry
rz


 . (1.14)

The Hilbert-Schmidt inner product of two vectors |ρ⟩⟩ and |σ⟩⟩ is given by

⟨⟨ρ|σ⟩⟩ = 1

d
Tr[ρ†σ] (1.15)

where ρ, σ on the RHS are density operators. This lifting of operators from the Hilbert
space to the Hilbert-Schmidt space is known as the superoperator formalism [12]. In this
picture, quantum operations (which map density operators to other density operators) are
represented as d2 × d2 matrices, and the state resulting from applying a quantum channel
to a quantum state can be obtained by matrix multiplication.

Quantum measurements

Quantum measurements are another important type of quantum channels. In this thesis
the term measurement will be used to refer specifically to projective measurements. Such
measurements comprise Kraus operators that are projectors of the form Πm = |em⟩ ⟨em|,
where {|em⟩} is an orthonormal eigenbasis of the observable O (having real eigenvalues
{m}) that is being measured. Thus, for an observable O defined as

O =
∑

m

m|em⟩ ⟨em| =
∑

m

mΠm, (1.16)

the action of the measurement channel on the input state ρ is given by—

M(ρ) =
∑

m

ΠmρΠm,
∑

m

Πm = 1. (1.17)

Although Eq. 1.17 appears to be a simple case of the general quantum channel in Eq. 1.5,
the measurement channel is special because the action of each projector Πm on the input

2For convenience, when considering representations in the n−qubit Pauli basis P⊗n, the Pauli operators
are rescaled from Pi to Pi/

√
2n.

6



state is associated with a classical measurement outcome given by the real eigenvalue m of
the observable [13]. The probability Pr[m] of occurrence of the measurement outcome m,
and the resulting post-measurement quantum state σm are given by—

Pr[m] = Tr[Πmρ], σm =
ΠmρΠm

Pr[m]
. (1.18)

The quantum state described by Eq. 1.17 is the mixed state corresponding to the statistical
ensemble [14] of post-measurement quantum states resulting from measuring the observable
O. In practice, the expected value of measurement outcomes is a quantity of interest and
is known as the expectation value ⟨O⟩ρ of O with respect to the input state ρ. It is defined
as

⟨O⟩ρ =
∑

m

mPr[m] (1.19)

=
∑

m

mTr[Πmρ] (1.20)

= Tr

[(∑

m

mΠm

)
ρ

]
(1.21)

= Tr[Oρ]. (1.22)

While there are various prespectives from which to approach quantum computation,
it is generally modelled as a circuit, i.e., a sequence of quantum gates and measurements
applied to some initial quantum state. This is known as the circuit model of quantum
computation and will be the approach used throughout this thesis.

1.2 Noise characterization of quantum systems

Information stored in a physical system is prone to errors due to imperfect control of the
system’s interactions with its surroundings. While both classical and quantum systems
are affected by noise, the sensitive nature of the building blocks of quantum hardware
makes the rate of errors in quantum systems several orders of magnitude higher than
that in classical systems. The noise in quantum computers threatens to destroy resources
such as quantum entanglement and interference that may provide a significant advantage
over classical computers in performing difficult computational tasks. Understanding the
noise in a quantum system is a crucial first step in the development of strategies for
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protecting information from the noise. In this section, a few standard ways of modelling
and characterizing the noise in quantum systems are briefly described.

In classical systems, where information is stored in classical bits, these errors belong to
one of two main categories—bit-flip errors (1 ↔ 0) and bit erasure errors (loss of the bit).
Analogously, in quantum systems too the qubits can incur bit-flip errors and erasure errors.
Additionally, qubits are also prone to phase-flip errors which may occur in combination
with bit-flip errors.

Examples of noise channels

Noise affecting quantum systems is typically modelled as a CPTP map acting on a quantum
state. In this model, the bit-flip noise channel is given by

Bp(ρ) = (1− p)ρ+ pXρX, K0 =
√
1− p1, K1 =

√
pX (1.23)

where the parameter p is the probability of a bit-flip and K0, K1 are the Kraus operators
of the channel. A quantum state affected by the bit-flip channel Bp is affected by the
X operator with probability p and is unchanged with probability (1 − p). Similarly the
phase-flip channel is given by

Zp(ρ) = (1− p)ρ+ pZρZ, K0 =
√

1− p1, K1 =
√
pZ (1.24)

As mentioned previously, quantum states can also be affected by a combination of bit-flip
and phase-flip noise, where with probability p, the state is affected by the Y operator.

The depolarizing noise channel is another important example of a quantum noise chan-
nel and is given by—

Dp(ρ) = (1− p)ρ+
p

3
(XρX + Y ρY + ZρZ) (1.25)

where the parameter p is the probability of error. A quantum state ρ affected by the
depolarizing channel Dp remains in its original state with probability (1− p) while it can
be affected by any one of the Pauli operators with equal probability p/3. The depolarizing
channel is a special case of the general Pauli channel which has the form—

Ep(ρ) = (p1)ρ+ pXXρX + pY Y ρY + pZZρZ, pX + pY + pZ = 1 (1.26)

The aforementioned noise channels are simple and useful models for noise in quantum
systems. However, in reality, the true nature of the noise affecting quantum systems is often
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much more complicated. One major complication is that depending on the hardware, the
noise in quantum devices may be time-dependent and affected by previous operations run
on the device (non-Markovian noise). A quantum system with several qubits can also
be affected by more sophisticated forms of noise due to unwanted interactions between
the qubits within the system (for example, cross-talk [15]). In general, an unknown noise
channel is hard to characterize because it can require O(16n) parameters (see Eqs. 1.12) to
describe it completely. Nevertheless, there have been several useful methods developed to
probe the nature of noise in a quantum device. These include quantum process tomography
and randomized benchmarking, which are briefly introduced below.

1.2.1 Quantum process tomography

The goal of quantum process tomography (QPT) is to fully characterize an unknown
quantum channel by identifying the d4 parameters (see discussion in Sec. 1.1) in the PTM of
the channel (see Eq. 1.13). It is useful, however, to first consider quantum state tomography
which involves estimating the d2 parameters that describe a state.

A general n−qubit quantum state may be described as a d2 vector |ρ⟩⟩ in the Hilbert-
Schmidt space (see discussion on superoperator formalism in Sec. 1.1), where d = 2n—

|ρ⟩⟩ =
d2∑

i

ci |Pi⟩⟩, Pi ∈ P⊗n. (1.27)

The coefficient ci is given by

ci = Tr[Piρ] (1.28)

which is the expectation value ⟨Pi⟩ρ according to Eq. 1.19. Thus, ci can be estimated by
applying a measurement (see Sec. 1.1) ρ in the Pi basis, requiring d

2 measurements in all.
Now, a general quantum channel E is given by its d2 × d2 Pauli transfer matrix ΛE as in
Eq. 1.13. The elements of the PTM are given by3

ΛE
ij = Tr[PiE(Pj)]. (1.29)

Each Pj may be expressed in its eigenbasis
{
|+⟩ ⟨+|j, |−⟩ ⟨−|j

}
corresponding to eigenval-

ues {+1,−1} as follows–

Pj = (+1)|+⟩ ⟨+|j + (−1)|−⟩ ⟨−|j (1.30)

3Note that here the n−qubit Pauli operators have been rescaled from Pi to Pi/
√
2n for compact notation.
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Thus, Eq. 1.29 can be rewritten as

ΛE
ij = Tr[PiE(|+⟩ ⟨+|j)]− Tr[PiE(|−⟩ ⟨−|j)]. (1.31)

The key idea of quantum process tomography is to essentially apply quantum state to-
mography to each of the d2 states E(|+⟩ ⟨+|j). As described earlier, each state tomography

protocol requires d2 measurements, resulting in d4 measurements in all for the QPT pro-
tocol. QPT is clearly a resource intensive protocol that requires an exponentially growing
number of measurements (16n) in order to characterize an arbitrary n−qubit noise channel.

1.2.2 Randomized benchmarking

Another approach to characterizing an unknown noise channel is to understand its “aver-
age” effect on input states. Mathematically, the average fidelity Fave(E) of a channel E is
defined [16] as

Fave(E) =
∫

⟨ψ| (E |ψ⟩ ⟨ψ|) |ψ⟩ dψ, (1.32)

where the integral over all input pure states |ψ⟩ quantifies the average effect of the channel.
The idea behind randomized benchmarking is to capture the average behavior of noise by
reducing the exponentially growing number of parameters (with number of qubits) to
a smaller (constant or polynomially scaling) set of parameters that can be more easily
estimated. It was shown in [17] that twirling a quantum channel with elements of the
Pauli group results in a Pauli channel, while twirling a channel with elements of the Clifford
group results in a depolarizing channel due to the 1−design and 2−design properties of
the Pauli and Clifford group respectively [18, 19]. The randomized benchmarking (RB)
protocol essentially benchmarks an unknown noise channel by twirling with the Clifford
(or Pauli) group and estimating the probabilities of error associated with the resulting
depolarizing (or Pauli) channel [20].

For an n−qubit channel N described by Kraus operators Ai

N (ρ) =
∑

i

AiρA
†
i , (1.33)

its Clifford twirl is defined as—

NCliff(ρ) =
1

|Cn|
∑

U∈Cn

U †N
(
UρU †)U (1.34)
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=
1

|Cn|
∑

U∈Cn

∑

i

U †AiU(ρ)U
†A†

iU, (1.35)

where Cn is the n− qubit Clifford group. It can be shown [17] that the Clifford twirl of a
channel yields a depolarizing channel Dp (see Eq. 1.25 in Sec. 1.2) where the probability
of error parameter p is dependent on the Pauli decomposition of the Kraus operators of
the channel. Similarly a Pauli twirl (where U ∈ P⊗n) of the channel results in a Pauli
channel whose probabilities of Pauli errors depend on the Kraus operators of the channel.
Crucially, the average fidelity of the unique depolarizing channel Dp and the Pauli channel
obtained from the Clifford and Pauli twirls respectively is equal to the average fidelity of
the channel N .

The simplest RB protocol implements an effective Clifford twirl with the use of a
sequence of randomly sampled Clifford unitary gates. The protocol for a single-qubit noise
channel can be explained using the schematic circuit in Eq. 1.36.

ρ V1 V2 V3 ... Vm V −1 (1.36)

Here the {Vi} are picked uniformly at random from the single qubit Clifford group C1. The
last gate is chosen to be the inverse of the combination of all the gates before so that the
ideal circuit implements the identity operations 1.

V −1 = (VmVm−1...V2V1)
−1 = V −1

1 V −1
2 ...V −1

m−1V
−1
m . (1.37)

When the circuit in Eq. 1.36 is executed on noisy quantum hardware that is affected by a
noise channelN given by Eq. 1.33, the noisy version Ṽi of each ideal gate Vi is implemented.
It is assumed that the noisy version of each gate is the composition of the noise channel
N and the ideal channel Vi(.) = Vi(.)V

†
i i.e.

Ṽi = N ◦ Vi. (1.38)

For m ≥ 2, the output of circuit 1.36 is

ρout = Ṽ−1 ◦
(
Ṽm... ◦ Ṽ2 ◦ Ṽ1

)
(ρ) (1.39)

=
∑

j1...jm+1

(
Ajm+1V

−1AjmVm...Aj2V2Aj1V1ρV
†
1A

†
j1
V †
2A

†
j2
...V †

mA
†
jm

(
V −1

)†
A†

jm+1

)
(1.40)

=
∑

j1...jm+1

Ajm+1V
−1AjmVm...Aj2V2 V1V

†
1︸ ︷︷ ︸

1

Aj1V1ρV
†
1A

†
j1
V1V

†
1︸ ︷︷ ︸

1

V †
2A

†
j2
...V †

mA
†
jm

(
V −1

)†
A†

jm+1

(1.41)
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=
∑

j1...jm+1

Ajm+1V
−1AjmVm...Aj2V2V1(V

†
1Aj1V1ρV

†
1A

†
j1
V1︸ ︷︷ ︸

NV1
(ρ)

)V †
1 V

†
2A

†
j2
...V †

mA
†
jm

(
V −1

)†
A†

jm+1

(1.42)

...

= NVm+1...V2V1 ◦ .... ◦ NV3V2V1 ◦ NV2V1 ◦ NV1(ρ) (1.43)

= NV ′
m+1

◦ NV ′
m−1

◦ .... ◦ NV ′
3
◦ NV ′

2
◦ NV ′

1
(ρ)

︸ ︷︷ ︸
Composition of m independent channels

, (1.44)

where NU =
∑

i U
†AiUρU

†A†
iU . Here V ′

j = VjV
′
j−1 for j ≥ 2 and V ′

1 = V1. Since each of
the {Vi} are chosen independently at random, the {V ′

i } are also independent. Thus the
output of the circuit is a composition of m independent channels NV ′

i
. For a given value of

m, K random instances of the circuit 1.36 are executed on noisy quantum hardware and
for each ouput state ρ

(j)
out, its fidelity with respect to the input state F (ρ

(j)
out, ρ) is estimated.

Taking the average of these output state fidelities over the K random instances of the
circuit gives the average sequence fidelity

Fseq(m, ρ) =
1

K

K∑

j=1

F (ρ
(j)
out, ρ). (1.45)

which is expected to scale with the noise channel’s associated depolarizing channel param-
eter p as

Fseq(m, ρ) = Apm +B, (1.46)

where A,B represent the state preparation and measurement (SPAM) parameters of the
noise [21]. By applying this procedure to obtain Fseq(m, ρ) for multiple values of m, the
effective depolarizing parameter p of the noise in the system can be estimated by numerical
fitting techniques. In a simplified way, Eq. 1.46 exploits the idea that averaging Eq. 1.44
over different random sequences {Vi} for a given sequence length m approximates the
composition of m depolarizing channels Dp (which together form a depolarizing channel
Dpm with parameter pm) applied to the input state ρ. The number of instances K and the
depth m of the circuits required to estimate the average behaviour of the noise channel
has been heuristically found to scale linearly [22] in the number of qubits n, making RB a
more scalable approach to characterizing noise in devices.

On the one hand, the QPT protocol permits a complete characterization of some un-
known noise channel at the expense of O(16n) measurements (uses) of the noise channel,
while the Clifford RB protocol performs an average characterization of the channel using
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significantly fewer measurements. The number of measurements required to learn an un-
known noise channel is proportional to the level of detail that is desired in understanding
the effects of the noise channel. However, as the size of a quantum system increases, the
scalability of the noise characterization protocol becomes a more pressing concern and
methods such as QPT that scale exponentially with the system size become practically
infeasible. In recent years, there have been significant developments [23] in methods for
learning arbitrary noise channels where a middle ground can be achieved between QPT
and RB.

1.3 Error correcting codes

The construction of quantum error correcting codes (QECC) was one of the first approaches
to managing noise in quantum systems. Peter Shor’s 9−qubit error correcting code is a
notable example. It protects a single logical qubit of information by encoding it in a system
of 9 physical qubits and can correct any single qubit error that affects the system. The
construction of Shor’s code paved the way for the development of QECC by overcoming
two major challenges in quantum systems. Firstly, it showed that despite the fact that
measurements destroy coherence, it is possible to perform operations that extract classical
information from a quantum system to check whether an error has occurred. This is
accomplished by using stabilizer operators which are chosen so that the system is always an
eigenstate of the operator, with the eigenvalue indicating whether the system has incurred
an error. Secondly, it exploited the linearity of quantum mechanics so that a continuous
set of errors (such as arbitrary rotations) could be corrected by correcting the discrete set
of Pauli errors [13, 24]. These important ideas have since been cemented into the stabilizer
formalism [25] for QECC which has allowed the field to borrow heavily from classical error
correction. While, the idea of protecting information by encoding in a larger subspace
carries over naturally and has led to the development of quantum versions of classical
codes [7, 8, 24, 26], other ideas like decoding strategies [27–30] have also been adopted
from the field of classical error correction.

1.3.1 The stabilizer formalism

The stabilizer formalism is a framework that views QECC as maps of logical qubits to
physical qubits without focusing on the individual codewords, i.e., the state of the physical
qubits. Rather, the approach here is to establish a subspace of the Hilbert space, known
as the codespace, where error correction is possible, and analyze the various operations
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(logical, and error-recovery) allowed within it. Codes within this formalism are also known
as stabilizer codes, and will be the only class of QECC discussed in this thesis. The
stabilizer formalism [25] is briefly summarized below:

Stabilizer codes

Definition 1. A stabilizer group S is an Abelian subgroup of the n-qubit Pauli group P⊗n.

S = {S ∈ P⊗n | S |ψ⟩ = |ψ⟩}

where |ψ⟩ is a codeword of the QECC defined by S. The stabilizer group S defines a
non-trivial code if −1 /∈ S.

Thus, the simultaneous +1 eigenspace of the stabilizer group S defines the codespace
of a QECC. For a group S that can be generated by a set of r independent generators,
S = ⟨S1, S2, ...., Sr⟩, we say that the QECC having stabilizers S encodes k = n− r logical
qubits.

Definition 2. CSS stabilizer codes are codes whose stabilizer generators can be expressed
as a set of only Pauli-X operators and only Pauli-Z operators i.e.

SCSS = ⟨SX1 , SX2 , ...., SZ1 , SZ2 , ....⟩

Logical operations of stabilizer codes

Definition 3. The centralizer Z(S) is the subgroup of P⊗n containing elements that com-
mute with the stabilizer S.

By definition, each element of S leaves the codeword unchanged and therefore performs
the logical identity operation on the codespace. Since the elements of Z(S) commute with
the elements of S, they map the codespace onto itself. Thus elements in Z(S) are logical
operations on the encoded qubit. In particular, the set Z(S) \ S contains the non-trivial
logical operations of the code (i.e. not including logical identity). Note here that S ⊆ Z(S),
and that for any element Z ∈ Z(S) and S ∈ S, Z and ZS have the same action on the
codespace. Therefore the quotient set Z(S)/S is the set of representatives of the logical
operations on the codespace.
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Error correction with stabilizer codes

It has been shown that for correcting the continuous set of all n− qubit errors, it is sufficient
to correct [13] the discrete set of n−qubit Pauli errors. Thus, the correction of Pauli errors
is the main focus of error correction with stabilizer codes. It is also generally assumed
that the noise in a quantum system is local, and each qubit is affected by independent,
identically distributed (i.i.d.) Pauli errors, although the latter assumption can be relaxed
in some cases [31] to account for more realistic correlated noise in quantum systems.

Error-detection in a stabilizer code is performed by applying a syndrome measurement
to obtain the eigenvalues of the stabilizer generators with respect to the state of the system.
Syndrome measurements are implemented using a phase-estimation circuit [13]. As an
example, for a code with stabilizer generators X1X2, Z1Z2, the circuits to measure X1X2

(left) and Z1Z2 (right) operators are shown below—

|0⟩A H • • H |0⟩A
•

•

(1.47)

Here, the qubit labelled A is the ancilla qubit from which the eigenvalue is retrieved after
measurement.

When the state of the system is found to be in the −1 eigenspace of any stabilizer
generator of S, an error is said to be detected. Suppose a codeword |ψ⟩ is affected by an
error E that anticommutes with the ith stabilizer generator,

|ψ⟩ → E |ψ⟩ , SiE |ψ⟩ = −E |ψ⟩ . (1.48)

A suitable error-recovery operator R, such that RE ∈ S, can then be applied to the state
to correct the error and return the system to the codespace. Syndrome measurements are
thus similar to parity checks in classical error correction. Since syndrome measurements
only provide classical information (eigenvalues) about the quantum system, the decoding
strategy for stabilizer codes is essentially a classical problem involving a search for the
appropriate recovery operation R for a given error E. Additionally, for CSS codes, the
decoding problem for X and Z errors can be solved independently [25]. Note that this
approach for CSS codes may be suboptimal, particularly when the noise in the system
includes correlated X and Z errors.

A Pauli operator E ∈ P⊗n either commutes or anticommutes with each of the stabilizer
generators. When a Pauli operator E of weight w (the number of non-Identity locations)
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anticommutes with any of the generators of S, the syndrome measurements corresponding
to those generators results in the eigenvalue −1. Such an operator E is called a detectable
error of weight w. When an error E commutes with S, it is an element of the centralizer
Z(S) making it an undesired logical operation, i.e., a logical error. Since logical operations
do not map codewords out of the codespace, logical errors are undetectable. Thus, if all
the elements in the set of logical operations of the code have a minimum weight d, then
this prevents arbitrary Pauli errors with weight w ≥ d from being detectable. This is the
motivation for defining the distance of a stabilizer code.

Definition 4. The distance of a stabilizer code ‘d’ is the minimum weight of elements in
Z(S) \ S. A stabilizer code is degenerate if S has an element (other than Identity) with
weight less than d.

A stabilizer QECC with k logical qubits encoded in n physical qubits with distance d is
an [[n, k, d]] code. An [[n, k, d]] code can detect errors with weight up to d− 1 and correct
those with weight up to t =

⌊
d−1
2

⌋
.

1.3.2 Shor’s 9-qubit code

Shor’s 9−qubit is an example of a stabilizer code. It is a [[9,1,3]] CSS code whose X and
Z stabilizer generators are given by

SX = {X1X2X3X4X5X6, X4X5X6X7X8X9} (1.49)

SZ = {Z1Z2, Z2Z3, Z4Z5, Z5Z6, Z7Z8, Z8Z9}. (1.50)

Shor’s code has distance d = 3, and thus it can be used to correct any single-qubit Pauli
error on the physical qubits. Fig. 1.1 shows the circuit for encoding a state in the [[9, 1, 3]]
code, and syndrome measurement circuits for the stabilizer generators X1X2X3X4X5X6

and Z8Z9. The logical states |0⟩ and |1⟩ are encoded as follows—

|0⟩ = 1

2
√
2
(|000⟩+ |111⟩)⊗ (|000⟩+ |111⟩)⊗ (|000⟩+ |111⟩) (1.51)

|1⟩ = 1

2
√
2
(|000⟩ − |111⟩)⊗ (|000⟩ − |111⟩)⊗ (|000⟩ − |111⟩). (1.52)

Representatives of logical Pauli operators X and Z are given by—

X = Z1Z4Z7, Z = X1X2X3 (1.53)
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Encoding X1X2X3X4X5X6 measurement

|ψ⟩ • • H • • (1)

|0⟩ (2)

|0⟩ (3)

|0⟩ H • • (4)

|0⟩ (5)

|0⟩ (6)

|0⟩ H • • (7)

|0⟩ • (8)

|0⟩ • (9)

|0⟩a0 H • • • • • • H

|0⟩a1
Z8Z9

measurement

Figure 1.1: Encoding circuit for Shor’s code (qubits indexed in blue on the right) to encode
a state |ψ⟩ = α |0⟩ + β |1⟩ into the state |ψ⟩ = α |0⟩ + β |1⟩ (see Eq. 1.51). The syndrome
measurement circuits for stabilizer generators X1X2X3X4X5X6 and Z8Z9 are also shown.
The measurement of ancilla qubits a0, a1 gives the eigenvalues of X1X2X3X4X5X6 and
Z8Z9 respectively (see Eq. 1.47).

1.3.3 Topological quantum codes: The 2D Toric code reviewed

Topological quantum codes are a family of stabilizer codes associated with the spatial
arrangement of qubits on a manifold with stabilizer generators that are geometrically local.
The 2D Toric code [32, 33] is a popular example of a topological quantum code. It is a
CSS code defined by S = ⟨FZ , VX⟩ where FZ is a plaquette stabilizer generator and VX is
a vertex stabilizer generator as shown in Fig 1.2. It can be visualized as a square lattice
embedded on a torus. The lattice of dimension L× L has qubits residing on the edges of
the lattice. FZ corresponds to Z⊗4 acting on the qubits on a square cell of the lattice and
VX corresponds to X⊗4 acting on the qubits that meet at a vertex. The 2D Toric code
can be laid out on a flat surface by considering a square lattice with periodic boundary
conditions, i.e., the top and bottom of the lattice wrap around, as do the right and left
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Figure 1.2: Plaquette FZ and Vertex VX stabilizer generators of the 2D Toric Code with
qubits (black dots) on the edges of a square lattice with periodic boundary conditions.

edges. The number of physical qubits in this lattice is n = 2L2, while there are f = L2

plaquette stabilizers (number of faces) and v = L2 vertex stabilizers (number of vertices).
However, because of periodic boundary conditions, the Z-type (and X-type) stabilizers are
not all independent. In fact, the Z-type (and X-type) stabilizers satisfy—

∏

f

Fz = 1,
∏

v

Vx = 1 (1.54)

Therefore, the number of independent stabilizer generators of the 2D Toric code is r =
2L2 − 2. Thus the Toric code encodes k = n− r = 2 logical qubits.

The logical operators of the 2D Toric code are closed string operators, as shown in Fig.
1.3.

Note that the horizontal and vertical strings intersect at precisely one qubit location
and thus they have the appropriate commutation relations to be the X1 and Z1. The
logical operator corresponding to X2 (Z2) is the vertical (horizontal) closed string of X
(Z) operators in the dual4 lattice (regular lattice). It is known that the distance of the 2D
Toric code is L, the dimension of the lattice. Thus, the 2D Toric code is an [[2L2, 2, L]]
code. The number of logical qubits encoded in the 2D Toric code is independent of the

4In this case, the dual lattice is the square lattice having the qubits on its vertices.
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Figure 1.3: Logical operators of the 2D Toric code are closed strings on the regular (and
dual) lattice. The operators X1 and Z1 are the X and Z logical operation on one of the
two logical qubits encoded in the 2D Toric code, where X1 is a closed string on the dual
lattice while Z1 is a closed string on the original lattice. The two blue string operators
(Z1) are equivalent even though one of them is deformed, since either can be obtained from
the other by multiplying by stabilizer generators. The non-trivial logical operators (loops
B, C) form are non-trivial closed loops on the torus while the stabilizers (logical identity)
form closed loops on the surface of the torus that are continuously deformable to a single
point (loop A).

number of physical qubits and is related to the topology of the lattice arrangement (in this
case, the torus).

It is common to represent topological quantum codes in terms of the Hamiltonian that
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can be constructed from their stabilizer generators—

H = −
r∑

j=1

Sj (1.55)

Since the codewords are +1 eigenvalues of the stabilizer generators, they are degenerate
groundstates of H. The Hamiltonian corresponding to the Toric code is given by

Htoric = −
∑

f

FZ −
∑

v

VX (1.56)

The geometry of the lattice ensures that any detectable Pauli error anticommutes with
at least one pair of stabilizer generators. Every stabilizer generator it anticommutes with
raises the energy of the system by one unit resulting in an excitation. Consider the single-
qubit Z operator on a qubit on the lattice as shown in Fig 1.4. It anticommutes with the two
vertex (X) stabilizers adjacent to it producing two X-type excitations (also called electric
charges). Similarly X errors can produce Z-type excitations (also known as magnetic flux).

Since detectable errors in the 2D Toric code occur in pairs (like the two ends of a string),
the most common strategy for correcting errors is to match an excitation to its most likely
pair. This strategy is implemented using the classical algorithm known as minimum weight
perfect matching (MWPM) [33, 34]. The 9−qubit code and the 2D toric code discussed
above are two illustrative examples of QECC. Since the discovery of these codes, there
have been other code constructions with different useful properties such as fault-tolerant
logical operations, efficient encoding rate (i.e., the ratio of logical to physical qubits k/n),
etc. There have also been many developments in efficient classical decoding strategies for
these codes. Chapter 2 of this thesis involves a detailed discussion of a decoding strategy
based on cellular automata that has been proven to be successful for many topological
codes.

1.4 Fault-tolerant error correction

An [[n, k, d]] error correcting code provides a way to correct errors of weight at most
t =

⌊
d−1
2

⌋
in a system of n physical qubits that encodes k logical qubits. Due to the sensi-

tivity of qubits to their environment, errors in quantum systems can rapidly accumulate.
If these errors are permitted to accumulate in an uncontrolled manner, the effective error
in the system could have weight w > t and potentially become an undetectable (and hence
uncorrectable) logical error. Thus an error correcting code is only effective at protecting
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Figure 1.4: (Left) Excitations due to a single-qubit Z error are represented by yellow
dots (in the dual lattice) and correspond to the two vertex stabilizers (X-type) which
anticommute with this error. (Right) Consider the case when a 3-qubit Z error (shaded
blue) occurs in the system. The three Z string operators having weight 1 (shaded green),
weight 3 (shaded blue, i.e., the error itself) and weight 7 (shaded red) are all possible
recovery operations because when multiplied by the error, they result in an element of the
stabilizer group (and implement logical identity). The minimum weight perfect matching
(MWPM) algorithm is a classical decoding strategy which matches each excitation to its
most likely pair, and in this case would select the string having the lowest weight, i.e.,
single qubit Z operator as the suitable error-recovery operation. In fact, it would apply
this same recovery operation when any of the three Z strings occur as errors in the system.

logical information if it can be guaranteed that the errors most likely to be acting on the
system have weight w ≤ t. The field of fault-tolerant error correction is concerned with
protocols to control the propogation of errors. One natural strategy is to periodically
perform error correction cycles (comprising syndrome measurements followed by recovery
operations) so that errors are corrected without allowing them to accumulate over time.
The frequency of the error correction cycles would depend on the expected time taken for
errors of weight t to occur with high probability (which can be evaluated from the physical
error rates). In most quantum devices, the 2-qubit entangling gates have an error rate
that is at least one order of magnitude higher [35, 36] than the error rates of single qubit
gates. Moreover, since entangling gates involve an interaction between multiple qubits,
errors on one qubit can propagate to other qubits in the interaction. For instance, an X
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error on the control qubit of a CNOT gate can propogate to the target qubit, causing a
single qubit error to evolve into a 2-qubit error. Thus, another strategy for fault-tolerance
is to minimize the number of 2-qubit entangling gates required for logical operations in an
error correcting code. Transversal logical gates are one such strategy. A logical operation
in a code that can be implemented using only single qubit gates on the physical qubits is
an example of a transversal gate. Such a logical operation prevents the physical qubits in
a single code block from interacting, thus controlling the propagation of error within that
code block. Consider for example the [[7, 1, 3]] Steane code [7, 25] having the following
stabilizer generators—

Z1Z2Z3Z4,

Z1Z2Z5Z6,

Z1Z3Z5Z7,

X1X2X3X4,

X1X2X5X6,

X1X3X5X7.

Some of the transversal logical operations available in the Steane code are—

X = X1X2X3X4X5X6X7,

Z = Z1Z2Z3Z4Z5Z6Z7,

H = H1H2H3H4H5H6H7,

where H is the Hadamard gate

H =
1√
2

[
1 1
1 −1

]
. (1.57)

Additionally, the Steane code also has a transversal CNOT logical gate (shown in Fig. 1.5)
where a logical CNOT can be applied to two logical qubits (in two different codeblocks)
without applying entangling gates within a codeblock. Interestingly, it is known that all
CSS codes have a transversal logical CNOT gate [10] that can be implemented between
two code blocks as shown in Fig. 1.5. While transversal logical operations are a simple
and popular approach to fault-tolerance, the Eastin-Knill theorem [37] proves that no
QECC can have a universal set of transversal logical gates. Chapter 3 presents details of
implementing fault-tolerant logical operations in the [[8,3,2]] code, an important color code
(which is a class of topological quantum codes, of which the Steane code is the simplest
example).
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CB1
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

CB2

Figure 1.5: Transversal logical CNOT between two codeblocks (CB1 and CB2) of the
[[7, 1, 3]] Steane code. This is a fault-tolerant logical CNOT gate because no two qubits
within the same codeblock interact, curtailing the uncontrolled spread of errors within the
block.

1.5 Error mitigation protocols

The field of fault-tolerance has shown that for sufficiently low physical error rates, it is
possible to encode qubits in error correcting codes and control the propagation of errors
in the logical qubit to perform useful quantum computation. However, fault-tolerant error
corrected architectures are resource intensive due to the large number of physical qubits
required per logical qubit. For instance, the 2D surface code (which is derived from the
2D Toric code) is a popular QECC candidate for fault-tolerant error corrected architec-
tures. As discussed in Sec. 1.3.3, these codes require O(d2) physical qubits to encode
(with distance d) a single qubit. Other topological codes (such as color codes) which are
well-suited for fault-tolerant architectures also have similar qubit overheads. Current error
corrected algorithmic primitives estimate the number of logical qubits required to perform
useful tasks (quantum simulation, prime factorization) at approximatedly 104 qubits [38]
Significant engineering challenges need to be overcome in order to improve quantum con-
trol and reduce physical error rates to regimes in which large-scale fault-tolerant quantum
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computers will be practical.

The field of error mitigation has developed as a way to employ the noisy intermediate-
scale quantum (NISQ) devices available today to perform useful tasks without error cor-
rection. The spirit of error mitigation protocols is to repeat noisy circuits or use multiple
instances of noisy quantum resources on a device and subsequently use classical post-
processing techniques to piece together the ideal version of those operations. Since er-
ror correction mechanisms are not required, error mitigation strategies tend to have low
(nearly constant) qubit overhead, generally not requiring more qubits than those in the
actual quantum system of interest. The space cost (number of extra qubits that would be
required for error correction) is traded-in for an increased (usually exponential) sampling
cost on the device [39].

Since the focus of error mitigation is to use quantum computers without the machinery
of error correction, the system is not guaranteed to be protected from noise and quantum
information cannot remain coherent for long times. In order to preserve quantum resources
such as entanglement and perform useful tasks with NISQ devices, the quantum circuits
used in error mitigation are constrained to have low-depth [39], preventing them from
performing prolonged computation on quantum states. Due to this, the goal in most error
mitigation protocols is the estimation of (ideal) expectation values of observables without
necessarily requiring a coherent preparation of the actual quantum state of interest.

1.5.1 Probabilistic error cancellation

Probabilistic error cancellation (PEC) is an example of an error mitigation technique that
has been used for inverting noise in a quantum device [40]. Given a device whose (noisy)
native gates are characterized, an ideal unitary U that is to be implemented can be de-
composed into a linear combination (with real coefficients) of the (noisy) gates available
on the NISQ device. This linear combination (see Eq. 1.58) is known as a quasiprobabil-
ity decomposition (QPD) and has coefficients that sum up to 1. More specifically, for a
complete set of basis operations {Bi} and the noise channel N on a noisy quantum device,
there exists a quasi-probability decomposition (QPD) onto the noisy basis {Ei = N ◦ Bi}
with real coefficients qi given by—

U(ρ) =
m∑

i

qiEi(ρ),
m∑

i

qi = 1, (1.58)

γ =
m∑

i

|qi|, pi = |qi|/γ. (1.59)
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Here U(ρ) = UρU † and pi is a true probability distribution associated with the QPD. Since
the coefficients are real numbers which may be negative, the negativity γ ≥ 1 of the QPD
indicates how far the QPD is from a true probability distribution.

ρ U

ρ E1

ρ E2
...

ρ Em

γ sgn(q1)

γ sgn(q2)
...

γ sgn(qm)

p1 = |q1|
γ

p2 = |q2|
γ

pm = |qm|
γ

Figure 1.6: Probabilistic error cancellation via a quasiprobabilistic distribution of noisy
basis operations {Ei} available on a NISQ device. The expectation value of the observable
A can be estimated with respect to the ideal state U(ρ) = UρU † by sampling circuits from
the basis according to the probability distribution {pi}.

⟨A⟩U(ρ) := Tr [AU(ρ)] (1.60)

= γ

(
m∑

i

sgn(qi) · pi · Tr [AEi(ρ)]
)

(1.61)

= γ

(
m∑

i

sgn(qi) · pi · ⟨A⟩Ei(ρ)
)

(1.62)

Given the QPD in Eq. 1.58, the expectation value of an observable A (having operator
norm ∥A∥ ≤ 1) with respect to the ideal state U(ρ) can be estimated (Eq. 1.62) using
Algorithm 1. In particular, this is done by taking the weighted sum of the measurement
outcomes of each (noisy) circuit that is randomly sampled from the possible basis operations
Ei = N ◦ Bi according to the probability distribution {pi} (see Fig. 1.6). The number
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Algorithm 1 Estimate expectation value of A w.r.t. U(ρ)
input: QPD of unitary gate U as U(·) =∑i qiEi(·), initial state ρ
output: estimate of expectation value ⟨A⟩U(ρ)

1: for j = 1 to N do
2: sample i from distribution |qi|/γ
3: apply Bi to ρ, implementing its noisy version Ei on the device
4: measure the observable A and store its outcome Mj

5: store the weighted measurement outcome Wj = γ · sgn(qi) ·Mj

6: return empirical estimate of Tr[AU(ρ)] =∑N
j=1Wj

of samples N required in Algorithm 1 to estimate ⟨A⟩U(ρ) up to additive error ϵ with
probability 1− δ, where 0 ≤ δ, ϵ < 1, is given by [40–42]—

N =
2γ2

ϵ2
log

(
1

δ

)
. (1.63)

The budding field of error mitigation has brought to the forefront many classical tech-
niques for quantum simulation which may benefit from acceleration with quantum comput-
ers. Notably, PEC is an error mitigation strategy that was inspired by a classical technique
for quantum simulation based on quasiprobability decompositions [40, 43]. In chapter 4
of this thesis, a similarly-inspired quasiprobabilistic method for implementing imaginary
time evolution on quantum computers is discussed.
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Chapter 2

Sweep rule: A cellular automaton
decoder for topological codes

Topological codes are a promising candidate for fault-tolerant error correction architec-
tures. The 2D Toric code discussed in Sec. 1.3 is an ubiquitous example of this class
of codes. As mentioned in Sec. 1.3.3, errors in the 2D Toric code manifest as pairs of
X−type or Z−type excitations. A popular decoding strategy for these errors is minimum
weight perfect matching (MWPM), a classical algorithm that corrects errors by system-
atically matching each excitation with its most likely pair (see Fig. 1.4.) Extensions of
the Toric code to D ≥ 3 dimensions permit transversal non-Clifford logical operations [44]
such as the CCZ gate, which are appealing for quantum computation because they are
not efficiently classically simulable [45]. However, errors in the 3D and 4D Toric code are
slightly different than those in the 2D Toric code, and therefore require different decoding
algorithms. Sweep rule is a cellular automaton (CA) which has inspired decoders for topo-
logical quantum codes such as the 3D Toric code and will be the subject of study in this
chapter. In order to understand the motivation behind sweep rule, it is important to first
consider as an example the 3D Toric code and the manifestation of errors in this code.

2.1 The 3D Toric code

The 3D Toric code is a simple extension of the 2D Toric code on a three-dimensional
lattice [44]. It is a CSS code encoding 3 logical qubits in an L× L× L cubic lattice with
3L3 physical qubits arranged on the edges and having distance L. The stabilizer group
of the 3D Toric code is generated by S = ⟨FZ , VX⟩ where FZ are Z−operators of weight

27



12 acting on the 12 qubits on the edges of each cubic cell of the lattice, while VX are the
X−operators of weight 6 acting on the qubits on all the edges incident on each vertex (see
Fig. 2.1).

Figure 2.1: The 3D Toric code is an [[3L3, 3, L]] code with physical qubits (black dots) on
the edges of an L× L× L cubic lattice. The weight-12 Z stabilizer generators (green) act
on each qubit on the edges of a cubic cell while the weight-6 X stabilizer generators (red)
act on all the qubits on the edges incident on a vertex of the lattice.

Just as in the 2D Toric code, Z errors in the 3D Toric code produce pairs of X−type
excitations. However, X errors in the 3D Toric code produce loop-like excitations in the
dual lattice (see Fig. 2.2). Therefore, although Z errors can be decoded using an algorithm
similar to MWPM, the correction of X errors requires a fundamentally different strategy.
Like the 3D Toric code, many topological codes in D ≥ 3 dimensions tend to have at
least one type of errors (X or Z) that produces loop-like excitations (or excitations that
form k−simplices for k ≥ 2) in the volume of the lattice. Classical CA are a prime
candidate for the development of a generalized approach to correcting such errors since
they are data structures that evolve using geometrically-local update rules and whose
implementation can be parallelized. The sweep rule is a classical CA that inspired the
sweep decoder [28] for topological color codes [46–49]. At its crux, the sweep decoder
corrects errors by using sweep rule to systematically shrink loop-like excitations generated
within the lattice. Moreover, unlike other similar strategies to shrink loop-like excitations
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Figure 2.2: Errors in the 3D Toric code can produce excitations of two types. A single-
qubit Z error (red) in the code anticommutes with two VX stabilizers producing a pair of
X−type excitations (yellow). A single-qubit X error (blue) anticommutes with four FZ

stabilizers producing four Z-type excitations (light blue) that form a closed loop in the
dual lattice of the code. In general, Z-errors produce string-like excitations, as in the 2D
Toric code. But unlike the 2D case, X-errors in the 3D Toric produce loop-like excitations
in the dual lattice.

(such as the Glauber CA based on the 2D Ising model [50]), the sweep rule is robust
to bias (h ̸= 0) in syndrome measurement errors, i.e., incorrectly reported outcomes of
syndrome measurments. The remainder of this chapter involves an investigation of the
error correction properties of sweep rule via the study of a classical memory model based
on sweep rule [1]. In Sec. 2.2, we describe the classical memory model based on the sweep
rule. In Sec. 2.3, we numerically analyze the memory lifetime of the model. To corroborate
our results for h = 0, we identify the phase transition of the sweep rule using statistical-
mechanical techniques in Sec. 2.4 and discuss a simple analytical model that captures the
memory lifetime at high temperatures in Sec. 2.5. We conclude by discussing the impact
of our results in Sec. 2.6.
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2.2 Error correction with sweep rule

We introduce the sweep rule by first presenting a simple model of classical memory. This
model consists of a 2D system of N = 2L2 classical two-state spins arranged on the faces
of a triangular lattice of linear size L with periodic boundary conditions. The state of the
ith spin is denoted by s

(t)
i ∈ {+1,−1} for i ∈ {1, 2, ..., N} at discrete half-integer time steps

t = 0, 0.5, 1, . . .. At t = 0, we encode a logical bit in this system in one of two completely
aligned configurations, either ∀i : s(0)i = +1 or ∀i : s(0)i = −1, corresponding to logical state
1 or 0, respectively.

v

v v
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t + 0.5
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Figure 2.3: (a) Neighborhood of the vertex v comprises the highlighted spins s1, s2, s3, s4
situated on the (light and dark green) triangular faces. The deterministic rule updates
s2, s3 (dark green) based on the restriction of the domain wall on the thick black edges.
(b) Different configurations of the restricted domain wall (thick red edges) at time t and
the resulting updated spins at t+ 0.5.

The system evolves under the sweep rule applied at each vertex of the lattice simul-
taneously (synchronous update). The sweep rule is a probabilistic cellular automaton
(PCA) [51] comprising a deterministic and a probabilistic update rule. A single time step
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t→ t+1 of this PCA can be divided into two half-steps. In the first half-step t→ t+0.5,
the system is updated by the deterministic rule and in the second half-step t+0.5 → t+1,
the system is updated by the probabilistic rule. In a single time step, the sweep rule can
only update the spins s2, s3 in the neighborhood of the vertex v (see Fig. 2.3). The de-
terministic rule updates s2, s3 based on the local configuration of the domain wall, which
is defined as the set of edges of the lattice that separate oppositely aligned spins. In par-
ticular, if the spins s1 and s4 are equal, then the deterministic rule updates spins s2, s3 to
match them, i.e., if s

(t)
1 = s

(t)
4 , then set s

(t+0.5)
2 = s

(t+0.5)
3 = s

(t)
1 = s

(t)
4 . The probabilistic

rule then updates the spins s2 and s3 as follows

Pr
(
s
(t+1)
i = +1

∣∣∣s(t+0.5)
i = −1

)
= p, (2.1)

Pr
(
s
(t+1)
i = −1

∣∣∣s(t+0.5)
i = +1

)
= q, (2.2)

where p, q ∈ [0, 1] are the two parameters of the model. A single time step in the evolution
of the system comprises synchronous update of all N spins with the deterministic rule
followed by the probabilistic rule. In Appendix A.3, we also report properties of a variant
of this PCA, the asynchronous sweep rule, where in a single time step the sweep rule is
applied sequentially at N vertices selected via simple random sampling with replacement.
Since the sweep rule updates the state of the system based only on its current state, its
evolution is a Markov process.

output 
logical state

readoutencodeinput 
logical state

PCA
probabilistic update

deterministic update
/

Figure 2.4: Schematic model of classical memory that protects logical information via a
probabilistic cellular automaton. The deterministic update removes noise (random spin-
flips) added to the system in the probabilistic update.

At time t, the instantaneous magnetization M(t) of the system is defined as

M(t) =
1

N

N∑

i=1

s
(t)
i . (2.3)
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We can infer the state of the logical bit from the instantaneous magnetization M(t) or
from the coarse-grained magnetization, i.e., a simple moving average of the instantaneous
magnetization; a positive value indicates logical state 1, whereas a negative value indicates
logical state 0. In Sec. 2.2.1, we discuss the evolution of the instantaneous magnetiza-
tion and how coarse-graining can remove fluctuations in the instantaneous magnetization,
making the coarse-grained readout a more reliable method of inferring the logical bit.

Figure 2.5: An illustration of the synchronous deterministic update which contracts the
domain wall (red edges) in the sweep direction.

The evolution of this PCA simulates error correction in the system (see Fig. 2.4),
where the deterministic rule may be viewed as a protocol that attempts to remove noise,
i.e., random spin-flips introduced by the probabilistic rule, by contracting the domain wall
in the sweep direction (see Fig. 2.5). From this perspective,

T = p+ q, h =
p− q

p+ q
(2.4)

are analogous to temperature and magnetic field [52]; however, for clarity, we will refer to h
as bias. By definition, T ∈ [0, 2], where T = 1 is analogous to the infinite temperature limit
in thermodynamics; T ∈ [0, 1) and T ∈ (1, 2] are analogous to the positive and negative
temperatures, respectively. By definition, h ∈ [−1, 1]. The non-zero bias h indicates
whether one of the two possible spin-flips described in Eqs. (2.1)-(2.2) is more likely than
the other. In particular, at h = −1 the probabilistic update only affects +1 spins, whereas
only −1 spins are affected at h = +1.

We define the memory lifetime of the PCA as the time it takes on average for a logical
bit-flip in the system with dynamics described by the PCA. The memory lifetime τL,T of
the system of linear lattice size L at temperature T can be estimated as follows

τL,T =
1

n

n∑

j=0

tj, (2.5)
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where tj is the time it takes for the first logical bit-flip to occur in the jth simulation of
the PCA for j ∈ {1, 2, ..., n}. Our goal is to identify a region in the (T, h) plane, where the
memory lifetime of the system increases exponentially with system size, i.e., the system
serves as a good memory. The boundary of this region tells us the maximum temperature
(which we refer to as the critical temperature T h

c ) that can be tolerated at a given value
of bias h.

In the context of QECC, it is particularly useful to consider the action of the update
rules on the domain wall (shrinking domain walls along a sweep direction) rather than on
the individual spins. This shift in perspective from the individual spins in the lattice to the
domain wall is important because syndrome measurements in topological codes only pro-
vide access to the excitations, i.e., the local domain wall configuration, produced by errors
without revealing the exact location and weight of the errors causing them. The memory
of the sweep rule PCA is directly related to the sweep rule’s ability as a QECC decoder to
successfully apply corrections that shrink loop-like excitations without incurring a logical
error in the encoded qubit. The temperature T is an indicator of the average number and
size of loop-like excitations in the lattice, while the bias h indicates whether syndrome
measurement errors that misreport measurement outcome +1 as -1 are more likely than
the reverse. The region in the (T, h) plane where the PCA behaves like a good classical
memory demarcates the regime where the sweep rule can be a good decoder for topological
codes. Most notably, in the following sections we show that the sweep rule PCA exhibits
memory even when h ̸= 0 making it robust to bias in syndrome measurement errors.
These important connections make the aforementioned classical memory model a simple
and interesting system to investigate the mechanisms that make sweep rule applicable to
QEC.

2.2.1 Simulating the sweep rule

In this section, we study how a logical bit encoded in the PCA evolves to estimate the
memory lifetime of the system. Since we infer the state of the logical bit from the instan-
taneous magnetization M(t), we numerically analyze the behavior of M(t) and its moving
average over time.

Evolution of the instantaneous magnetization

First, we study the system with no bias to identify the critical temperature T 0
c . In this case,

the spin-flip noise is symmetric with p = q = T/2. Thus, without loss of generality, we focus

on the evolution of the logical bit 1 encoded in the initial spin configuration ∀i : s(0)i = +1.
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Over the course of simulation, we observe the magnetization of the system and detect three
different kinds of behavior depending on the temperature T and its relation to the critical
temperature T 0

c (see Fig. 2.6).

0 0.5 1 1.5 2
Time (t) #10 5

-1

0

1

M(t)

T=0.12

(a)
tANY

0 0.5 1 1.5 2
Time (t) #10 5

-1

0

1

M(t)

T=0.19

(b)
t&

0 1 2
Time (t) #10 4

-1

0

1

M(t)

T=0.30

(c)
t&

0 0.5 1 1.5 2
Time (t) #10 5

-1

0

1

M(t)

T=0.12

(d)
t t*

0 0.5 1 1.5 2
Time (t) #10 5

-1

0

1

M(t)

T=0.19

(e)
t&

0 1 2
Time (t) #10 4

-1

0

1

M(t)

T=0.30

(f)
t

Figure 2.6: Evolution of magnetization of the PCA with N = 512 spins on a 16 × 16
triangular lattice for h = 0 at: (a)(d) low, (b)(e) moderate and (c)(f) high temperatures.
The plots in (d)-(f) depict magnetization after it is smoothened (see Appendix A.1 for
details). Logical bit-flips are noted as occurring at time steps when the value of smoothened
magnetization is zero.
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Figure 2.7: Evolution of smoothened magnetization of the PCA with N = 512 spins on a
16×16 triangular lattice for h = 0.75 at: (a) low, (b) moderate and (c) high temperatures.
Since h > 0, the memory lifetime is limited by the lifetime of the logical state 0 (orange
lower curve) that was initially encoded with −1 spins; the logical state 1 (blue upper curve)
does not undergo logical bit-flips.

At low temperatures, i.e., T < T 0
c , the magnetization of the system exhibits fluctuations

around a valueMlow ≈ 1−T (see Fig. 2.6(a)) with standard deviation scaling linearly with
T . These fluctuations can be attributed to the addition of random spin-flips at each
time step. At low temperatures, the probabilistic update sparsely introduces flipped spins
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(see Fig. 2.8(a)) that are removed by the deterministic rule in the next few time steps
ensuring that the value of magnetization remains close to Mlow for the entire duration of
the simulation. Thus, at low temperatures, we observe that for a long time we are able to
correctly infer the logical bit-state.

At moderate temperatures, i.e., T ≲ T 0
c , at the beginning, the magnetization of the sys-

tem fluctuates around some positive valueMmod < 1−T . The variance of the magnetization
is greater than in the low temperature regime and diverges at the critical temperature Tc
as indicated by the plot of magnetic susceptibility χ (defined in Eq. (A.5)) in Fig. 2.11(b).
In this temperature range, at each time step, the probabilistic update creates clusters of
flipped spins that are likely to be larger than those in the low-temperature regime (see
Fig. 2.8(b)). The larger the cluster of flipped spins, the more time steps (and applications
of the deterministic rule implementing error correction) are required to completely remove
it from the system. Large clusters have the potential to eventually coalesce and cause the
majority of the spins to flip leading to a logical bit-flip. Thus, unlike in the low temperature
range, where the value of magnetization remains close to Mlow over the whole duration of
the simulation, in this case, the magnetization changes from a positive value Mmod to a
negative value −Mmod (see Fig. 2.6(b)), indicating a logical bit-flip. Over the course of the
simulation, the magnetization continues to flip between Mmid and −Mmid.

At high temperatures, i.e., T > T 0
c , the magnetization fluctuates about Mhigh = 0

over the duration of the entire simulation. The variance of the magnetization in this
temperature range is smaller than in the moderate temperature regime (see Fig. 2.11(b)).
The system appears to lose the initially encoded state of the logical bit within a very short
time (compared to the system size N).

The plots in Fig. 2.6(a)-(c) show that fluctuations in magnetization occur at all three
temperature regimes due to the random physical spin-flips introduced by the probabilistic
update. At moderate and high temperatures, these fluctuations are likely to build up within
a short time interval (proportional to the system size N) and cause logical bit-flips, while
at low temperatures these fluctuations disappear and do not affect the logical bit state.
We thus choose to smoothen the plots of instantaneous magnetization (see Fig. 2.6(d)-(f))
by first coarse-graining it and then calculating its moving average (see Appendix A.1 for
details).

For the PCA with non-zero bias, the spin-flip noise is not symmetric. In particular, for
h > 0 the memory lifetime of the system is limited by the memory lifetime of the logical
state 0. As in the case of h = 0, we smoothen the magnetization (see Fig. 2.7) to remove
fluctuations that do not result in logical bit-flips.
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8
Figure 2.8: Snapshots of spin configurations on a 128 × 128 triangular lattice with N =
32768 spins at h = 0. (a) At low temperature T = 0.12, small clusters of −1 spins (black)
are isolated from each other. (b) At T = 0.19, large clusters of −1 spins of arbitrary
size appear, indicating critical behavior. As the system evolves, these clusters coalesce
and cause logical bit-flips. (c) At high temperature T = 0.30, the spin configuration is
disordered, with roughly equal numbers of +1 and −1 spins.

2.3 Numerical analysis of memory lifetime of sweep
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Figure 2.9: Plots of memory lifetime τL,T of the sweep rule as a function of the linear
lattice size L at various temperatures T . This data is fit into the ansatz in Eq. (2.6). (a)
At h = 0, we identify the critical temperature T 0

c = 0.197± 0.002 as the point where b = 0
(inset). The system behaves as a good memory below T 0

c . (b) At h = 0.75, we similarly
identify the critical temperature T 0.75

c = 0.0670 ± 0.0004. Additionally, for T > T 0.75
c we

observe that τL,T increases with L as long as L < L∗
T , where L

∗
T is the linear lattice size

maximizing τL,T ; further increase of L decreases τL,T .

We estimate the memory lifetime at various values of temperature T and bias h (see
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Appendix A.1 for detailed data) and analyze how it scales with the linear lattice size L. We
plot τL,T as a function of L for various T (see Fig. 2.9). We fit this data in the numerical
ansatz

log τL,T = a logL+ bL+ c, (2.6)

where a, b and c are fitting parameters. The parameter b captures the exponential scaling
of memory lifetime with L. For T ≈ T h

c , we observe that the parameters a, c do not
exhibit a strong dependence on temperature. Therefore, we constrain a, c to be fixed over
the temperature range (see Fig. A.1 in Appendix A.1) and report the behavior of b as a
function of T (see Fig. A.3 in Appendix A.1).

For h = 0, we observe that at low temperatures, the memory lifetime scales exponen-
tially with linear lattice size L as indicated by the parameter b being positive (see inset
of Fig. 2.9(a)). At T ≈ 0.197, this exponential scaling of memory lifetime with L is lost
(b = 0) and the memory lifetime τL,T scales polynomially in L, i.e., τL,T ∝ La with a ≈ 2.
Thus, we estimate the critical temperature to be T 0

c = 0.197 ± 0.002. Similarly, we per-
form the numerical analysis of memory lifetime of the PCA for multiple values of h. For
instance, when h = 0.75, the parameter b (see inset of Fig. 2.9(b)) intersects the x-axis at
T 0.75
c = 0.0670± 0.0004 and the memory lifetime τL,T scales as La, where a ≈ 7, indicating

a phase transition. Subsequently, we obtain the phase transition points T h
c in each case

(see Figs. A.2 and A.3 in Appendix A.1), thus recovering the phase diagram shown in
Fig. 2.10.

2.4 Statistical-mechanical analysis of memory phase

transition of sweep rule

In this section, we use standard statistical-mechanical techniques (see Fig. 2.11) to identify
a phase transition in the sweep rule with no bias. In particular, we study the scaling of
the (ensemble) averages of the system’s magnetization M , magnetic susceptibility χ, and
two-point correlation function ξ (see Appendix A.2 for details). In the neighborhood of
T 0
c , this phase transition is characterized by critical exponents ν, β and γ corresponding

to the following scaling relations [53]

ξ̃(L
1
ν |ε|) = L−1⟨ξ⟩, (2.7)

χ̃(L
1
ν |ε|) = L− γ

ν ⟨χ⟩, (2.8)

M̃(L
1
ν |ε|) = L

β
ν ⟨M⟩, (2.9)

37



0 0.1 0.2
0

0.2

0.4

0.6

0.8

1

T

h

Figure 2.10: Phase diagram of the sweep rule with noise parameters p, q ∈ [0, 1] in the
(T, h) plane, where T = p + q and h = (p− q)/(p + q) can be interpreted as temperature
and bias. The shaded region corresponds to a region, where two stable phases coexist and
the sweep rule can work as memory. The diagram is symmetric with respect to the h = 0
axis.

where ε = (T − T 0
c )/T

0
c is the reduced temperature of the system. The numerical data

for different linear lattice sizes L is collapsed onto scaling functions ξ̃, M̃ , and χ̃, which
are independent of the lattice size L (see Fig. 2.11(d)-(f)). This method yields the critical
exponents β = 0.122± 0.007, γ = 1.63± 0.02 and ν = 0.93± 0.01 with Tc = 0.197± 0.001.
These values of critical exponents are also found to satisfy the hyperscaling relation [50,
53]

2β + γ = νd, (2.10)

where d = 2 since we are studying 2D lattices. Moreover, the ratios γ/ν = 1.75± 0.04 and
β/ν = 0.13 ± 0.01 obtained are equal to the corresponding ratios for the 2D Ising model
indicating that the sweep rule belongs to the weak universality class [54] of the Ising model.
This is also in agreement with the universality class of Toom’s rule [52, 55, 56] (which
the sweep rule generalizes) reported in Ref. [50]. The statistical-mechanical analysis of the
sweep rule independently identifies a second-order phase transition at T 0

c = 0.1973±0.0001
from ferromagnetic behavior at lower temperatures to paramagnetic behavior at higher
temperatures (see Fig. 2.11(a)-(c)). In the absence of bias, i.e., h = 0, the ferromagnetic
behavior of a system permits the stability of two different phases corresponding to average
magnetization +M and −M , which can be used to encode the two states of a logical bit.
Such ferromagnetic behavior is an indicator that the system behaves as a good memory
as in the case of the 2D Ising model at h = 0. The use of two independent techniques,
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Figure 2.11: Critical behavior of the sweep rule at h = 0. (a) The ensemble average
of magnetization ⟨M⟩ drops continuously from a non-zero value to zero at the critical
temperature, indicating a second-order phase transition. (b) The ensemble average of the
magnetic susceptibility ⟨χ⟩ captures the variance of the magnetization, which diverges at
the critical temperature. (c) We can identify the critical temperature from the intersection
of the plots of the ensemble average of two-point correlation functions ⟨ξ/L⟩ for different
L. (d)-(f) The data collapse of ⟨M⟩, ⟨χ⟩ and ⟨ξ/L⟩ into L-independent functions M̃ , χ̃

and ξ̃ respectively, is used to obtain the critical exponents β, γ, ν (see Table A.1) with
critical temperature T 0

c = 0.1973± 0.0001.
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numerical analysis of memory lifetime scaling and statistical mechanical analysis of the
sweep rule spin model, to identify the same phase transition suggests that the scaling
of memory lifetime with linear lattice size is a good indicator of the sweep rule’s phase
transition.

2.5 Analytical model of sweep rule

In this section, following Ref. [57] we discuss a simple analytical model of the PCA at h = 0.
We note that in the infinite temperature limit, i.e., T = 1, the probabilistic update flips
each spin with probability p = q = 0.5, i.e., each spin has a 50% chance of being flipped
irrespective of the outcome of the deterministic update. Thus, we can treat the system as
a collection of N independent spins with a mean flipping rate λ = 0.5 per time step. At
T ≲ 1, the probability of spin-flips in one time step is less than 0.5 and depends on the
outcome of the deterministic rule, which in turn depends on the state of the neighboring
spins. As temperature decreases, the effects of the deterministic update compete with those
of the probabilistic update. Nevertheless, for sufficiently high temperatures, the system
is still predominantly affected by random spin-flips and the system can be modelled by a
smaller collection of Neff < N effective spins that independently flip at some mean flipping
rate λ < 0.5 per time step. Since we only take into account the effects of random spin-
flips in this simple model, we can expect that the model will break down for temperatures
close to the critical temperature, where the effect of the deterministic updates cannot be
neglected.

Using the same reasoning as presented in Ref. [57], the fidelity F (t) of the logical bit
encoded in the PCA at time step t can be written as

F (t) =
1

2

(
1 + erf

(
Neff − 2µ

2
√
2σ

))
, (2.11)

µ =
1

2
Neff(1− e−2λt), (2.12)

σ =
1

2
[Neff(1− e−2λt)(1 + e−2λt)]1/2. (2.13)

Here, F (t) is the probability that at time step t a logical bit-flip does not occur in the
system, i.e., fewer than half of the spins in the system have flipped an odd number of times
since initialization, erf(·) denotes the error function, and Neff, λ are the two parameters of
the model that vary with temperature. As per this model, F (t) approximates a binomial
distribution with mean µ and standard deviation σ. By definition, the fidelity at initializa-
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tion is F (0) = 1. As time progresses, the fidelity is expected to decrease from this initial
value and limt→∞ F (t) = 0.5.

(a) (b)

Figure 2.12: The plots of fidelity F (t) of the logical bit encoded in the PCA at h = 0.
The width of the peak in the F (t) plot captures the memory lifetime of the PCA at that
temperature. (a) At T = 0.40, the fidelity estimated from simulation agrees very well
with the proposed model in Eq. (2.11). For a system with N = 200 spins, we obtain
parameters Neff = 38.7 ± 1.2, λ = 0.0884 ± 0.0001 from the model, with goodness of
fit parameters χ2 = 335 and degrees of freedom DOF = 398. (b) For the same system
at a lower temperature T = 0.21, we obtain the parameters to be Neff = 1.373 ± 0.006,
λ = (1.105 ± 0.003) × 10−3 with χ2 = 1181, DOF = 998. The ratio χ2/DOF is found
to increase as T is lowered, indicating that the model best captures the behavior of the
system at high temperatures [57].
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Figure 2.13: (a) The plot of the mean flipping rate λ as a function of T . λ does not change
noticeably with L. (b) The plot of the effective number of spins Neff as a function of T .
In the range T ∈ [0.25, 0.5], this parameter scales linearly with temperature, as captured
by Eq. (2.14). (c) We plot the slope a and the x-intercept of this linear fit as a function
of lattice size L. The x-intercept gives the temperature at which Neff = 0, subsequently
indicating the breakdown of the model.

We test the validity of the model in Eq. (2.11) by numerically estimating the fidelity
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of the system as a function of time and checking the goodness of fit of the model. We
simulate the PCA initialized with all spins in state +1 for n = 104 trials and at each time
step t, we estimate F (t) as the fraction of the trials for which M(t) > 0. We observe
that in the high temperature range, i.e., T ∈ [0.25, 1], the model is a good description of
the system. For instance at T = 0.4 (see Fig. 2.12(a)), the goodness of fit ratio indicates
agreement between numerical data and Eq. (2.11). However, as the temperature is lowered,
the quality of this fit diminishes. In particular, at T = 0.21, the goodness of fit ratio (see
Fig. 2.12(b)) suggests that the model starts to break down.

In Fig. 2.13, we plot the parameters λ and Neff against temperature T for different
lattice sizes L. We observe that λ is predominantly dependent on T and does not change
noticeably with L. In the range T ∈ [0.25, 0.5], the parameter Neff can be approximated
with the following ansatz

Neff = aT + b, (2.14)

where a, b are fitting parameters. The slope a scales linearly with L and by finding the
x-intercept of the numerical ansatz in Eq. (2.14) we can identify that our simple analytical
model breaks down at T ≈ 0.22, as Neff (that corresponds to the effective number of
independent spins) becomes zero (see Fig. 2.13(c)). This is indicative of a phase transition
in the system and corroborates our numerical findings at h = 0.

2.6 Discussion

In this chapter, we studied a classical spin system evolving under the sweep rule, and used
numerical simulations to find the region in the (T, h) plane, where its memory lifetime scales
exponentially with linear lattice size. For h = 0, we supported our numerical analysis by
an additional statistical-mechanical study of the sweep rule and a simple analytical model
that captures the memory lifetime at high temperatures. We also found that the sweep rule
belongs to the weak 2D Ising universality class. Most notably, we found that unlike the
Glauber CA [50] (Ising model [58–61]) that also removes noise in a system by contracting
domain walls, the sweep rule behaves as a good memory even in the presence of bias.

In the main text, we focused on the synchronous sweep rule on triangular lattices.
However, our results do not change qualitatively if we consider square lattices instead
(see Appendix A.1.4). In fact, the sweep rule on square lattices is identical to Toom’s
rule. From this perspective, our results recover and are consistent with the previous works
on Toom’s rule [50, 52, 55]. We also remark that our findings are largely the same for
the asynchronous sweep rule, with the main difference being that it belongs to the Ising
universality class (see Appendix A.3 for details).

42



PCAs such as the sweep rule and Toom’s rule are at the heart of many decoding
algorithms [28, 33, 46, 62–65] for quantum error correcting codes. This is due to their ability
to protect encoded information in the presence of bias, which guarantees robustness to
measurement errors that are unavoidable in quantum error correction protocols. Studying
classical spin models and their phase transitions gives insights into the performance of
quantum error correcting codes and their optimal decoding algorithms [31, 33, 66–69].
Such studies of PCAs are motivated by the hope that they will bring us closer to realizing
(possibly self-correcting) quantum memories [70, 71].

43



Chapter 3

Fault-tolerant logical operations in
QECC

Quantum error correcting codes (QECC) can be used to encode k logical qubits into a
system of n > k physical qubits so that the probability of errors on the logical qubit is lower
than that on the physical qubits. In this way, QECCs offer a way to prolong the coherence of
quantum information. Another crucial aspect of QECCs is the ability to perform quantum
computation with the encoded information using encoded logical operations (see Sec. 1.3).
As discussed in Sec. 1.4, QEC is only feasible over the course of quantum computation
if errors in the system are prevented from propagating in an uncontrolled fashion. While
transversal logical operations are a simple and popular approach to fault-tolerance, the
Eastin-Knill theorem [37] proves that no QECC can have a universal set of transversal
logical gates. In many stabilizer codes, Clifford group operations can be easy to implement
transversally. But non-Clifford operations, a crucial component of universal gate sets, are
generally more challenging to implement fault-tolerantly in QECCs, often requiring more
complex procedures such as magic state distillation [72, 73].

There exists a family of codes known as triorthogonal codes [74] with transversal non-
Clifford gates, implemented by tensor products of single-qubit T = diag (1, exp(iπ/4))
gates. The [[8,3,2]] code [75, 76] is the smallest known code in this family having a transver-
sal entangling non-Clifford gate—the CCZ = diag(1, 1, 1, 1, 1, 1, 1,−1) gate. From a fault-
tolerance perspective, it is particularly desirable to implement complex entangling gates
transversally using single-qubit gates, as single-qubit gates on most hardware platforms [35,
36, 77–80] are often less noisy than entangling gates by at least an order of magnitude.
Using small codes to demonstrate fault-tolerant Clifford and non-Clifford operations has
previously been suggested [81] and implemented in NMR [82, 83], trapped-ion [84–87], and
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superconducting hardware [88–90].

In this chapter, we investigate the performance of the encoded gates of the [[8,3,2]] code
on superconducting and trapped-ion hardware platforms. We compare the performance
of the encoded gates with the same gates executed with no encoding, finding that the
encoded gates perform better than their bare (non-encoded) counterparts in every case
where the encoded gate is non-Clifford, even though the encoded circuits contain more
entangling gates than the bare circuits. Notably, we observe improved performance for the
CCZ gate, which is the dominant gate in circuits such as adders [91, 92] and the modular
exponentiation used in Shor’s algorithm [93, 94]. In Sec. 3.1, we review the definition of
the [[8,3,2]] code and its transversal logical gates. In Sec. 3.2, we give fault-tolerant circuits
for preparing encoded states of the [[8,3,2]] code and for logical measurements. In Sec. 3.3,
we describe our demonstrations on quantum hardware and their results, and we conclude
with Sec. 3.4.

3.1 The [[8,3,2]] color code

The [[8,3,2]] color code is a stabilizer code [95], encoding 3 logical qubits into 8 physical
qubits with distance 2 (meaning that it can detect any single-qubit error). It is convenient
to define the code using a geometric representation, where the physical qubits reside at the
vertices of a cube, as shown in Fig. 3.1. The stabilizer group is generated by an X-type
operator acting on all the qubits, and by Z-type operators associated with the faces of the
cube. Concretely, using the qubit indices in Fig. 3.1, the stabilizer group is

S = ⟨X⊗8,Z0Z1Z2Z3, Z4Z5Z6Z7,

Z0Z1Z4Z5, Z0Z2Z4Z6⟩,
(3.1)

where Zi denotes a Pauli Z operator acting on qubit i etc. We note that the stabilizer
generators in Fig. 3.1 are either X-type or Z-type, meaning that the [[8,3,2]] code is a CSS
code [8, 24].

The logical operators of the [[8,3,2]] code also have a geometric interpretation. Logical
X operators are associated with the faces of the cube, and logical Z operators with the
edges of the cube. We can choose the following basis of logical Pauli operators

X1 = X0X1X2X3, Z1 = Z0Z4,

X2 = X0X1X4X5, Z2 = Z0Z2,

X3 = X0X2X4X6, Z3 = Z0Z1,

(3.2)
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Figure 3.1: Geometric representation of the [[8, 3, 2]] code. (a) The physical qubits reside
at the vertices of the cube. (b) Z-type stabilizers are associated with faces, for example
the blue face has an associated stabilizer Z0Z1Z2Z3. (c) The X-type stabilizer acts on all
the qubits.

where we use overlines to distinguish operators acting on the logical qubits from operators
acting on the physical qubits.

The [[8,3,2]] code is notable for having a non-Clifford transversal gate, CCZ imple-
mented by T and T † gates. Specifically,

CCZ = T0T
†
1T

†
2T3T

†
4T5T6T

†
7 . (3.3)

This gate again has a geometric interpretation: vertices and edges of the cube form a
bipartite graph and CCZ is implemented by applying T to (the qubits on) one set of the
vertices and T † to the other. The transversality of CCZ and Pauli X imply that the [[8,3,2]]
code also has transversal CZ = diag(1, 1, 1,−1) gates, as follows

CZ12 = S0S
†
2S

†
4S6,

CZ13 = S0S
†
1S

†
4S5,

CZ23 = S0S
†
1S

†
2S3,

(3.4)

where S = T 2 and CZij acts on logical qubits i and j.

3.2 Fault-tolerant circuits

For an error-detecting code such as the [[8,3,2]] code, we say that a circuit is fault-tolerant
if any single-qubit error on the input state or an error at any single location in the circuit
can at worst lead to a detectable error on the output state. A circuit location can be a
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state preparation, gate, or measurement. We need only consider Pauli errors due to error
discretization [96]. And we note that as the [[8,3,2]] code is a CSS code, it is sufficient
to analyse X and Z errors independently. We remark that the logical CCZ and CZ gates
discussed in Sec. 3.1 are transversal and are therefore trivially fault-tolerant. We also need
fault-tolerant circuits for logical measurement and logical state preparation, and we now
discuss each of these in turn.

As the [[8,3,2]] code is a CSS code, we can do a fault-tolerant measurement of the logical
qubits in the X or Z basis by measuring all of the physical qubits in the X or Z basis,
respectively, and processing the classical outcomes [96]. In the case of an error-detecting
code such as the [[8,3,2]] code, the classical processing is especially simple: we simply
discard any measurement result that corresponds to a state that is not a +1 eigenvalue of
the stabilizers. For example, when measuring in the X basis we accept any result whose
parity is even, i.e., a +1 eigenstate of X⊗8. This is fault-tolerant because single-qubit
errors before the measurements are detectable by definition, and any single measurement
error is equivalent to a single-qubit error before the measurement.

3.2.1 GHZ state preparation

First we consider a fault-tolerant circuit for preparing the logical GHZ state, |GHZ⟩ =
(|000⟩ + |111⟩)/

√
2. Our circuit (shown in Fig. 3.2) factorizes into two independent and

identical sub-circuits acting on qubits 0, 3, 5, 6 and qubits 1, 2, 4, 7 (the two bipartite
sets discussed in Sec. 3.1). The [[8,3,2]] code can detect any weight ≤ 3 X error and so
we only need to consider the four-qubit errors X0X3X5X6 and X1X2X4X7. However, each
of these errors is in fact a logical X1X2X3 operator and so leaves the target |GHZ⟩ state
invariant. The only possible Z errors are weight one (detectable) and weight two (non-
detectable). However, one can verify that all the non-detectable errors have trivial action
on the target |GHZ⟩ state. For example, the first CNOT could fail giving a Z1Z2 error, but
this implements a logical Z2Z3 operator (see Eq. 3.2) and hence leaves the target |GHZ⟩
state invariant.

3.2.2 |+++⟩ state preparation

Next, we provide a fault-tolerant circuit for preparing the |+++⟩ state, shown in Fig. 3.3.
In this circuit, the potentially problematic errors are those that can propagate through the
CNOT gates. Consider, for example, the CNOT gates with qubit 0 as the control. The
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Figure 3.2: Fault-tolerant circuit for preparing the |GHZ⟩ state in the [[8,3,2]] code.

possible multi-qubit X errors that can arise from these gates are

X0X3 (detectable),

X0X2X3 (detectable),

X0X1X2X3 (X1),

(3.5)

where the only non-detectable error has trivial action on the target encoded state. The
same is true for the other groups of CNOT gates with the same target. Certain Z errors
can also propagate through CNOT gates. For example, consider the CNOT gates with
qubit 1 as the target. The possible multi-qubit Z errors that can arise from these gates
are

Z1Za0 (detectable),

Z1Z7Za0 (detectable),

Z1Z6Z7 (detectable),

Z1Z6Z7Za0 (detectable),

Z0Z1Z6Z7 (stabilizer).

(3.6)
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Figure 3.3: Fault-tolerant circuit for preparing the state |+++⟩ in the [[8,3,2]] code.
The qubits a0, a1 and a2 are flag qubits whose purpose is to detect certain Z errors that
could cause logical errors. If we measure the three flag qubits (into the classical register c
indicated by a double line) to be in the |0⟩ state then we accept the output.

The purpose of the flag qubit [97], a0, is to make the error Z1Z7 = Z1Z2 detectable.
Similarly, the flag qubits a1 and a2 catch the errors Z2Z7, Z3Z6 and Z4Z6.

3.3 Demonstration results

We investigate the performance of circuits comprised of three parts: state preparation, a
transversal logical gate, and logical measurement.

For the state preparation part, we consider either |GHZ⟩ or |+++⟩ state preparation,
using the circuits described in Sec. 3.2. For the logical gate part, we consider each of the
distinct products of the transversal logical CCZ, CZ12, CZ02 and CZ01 gates available in
the [[8,3,2]] code along with the logical identity gate implemented as a ‘no operation’. For
the logical measurement part, we consider transversal Z basis and X basis measurements.
In the encoded case, the fault-tolerant measurement involves post-selection and we provide
the post-selection rates for each of the demonstrations in Appendix B.

We test these circuits on two quantum computers: ibm mumbai, a 27-qubit device
developed by IBM [98], and ionq-11q, an 11-qubit device developed by IonQ [35]. The
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Figure 3.4: Performance of bare (non-encoded) and encoded versions of circuits for prepar-
ing states of the form g |GHZ⟩, where g is a transversal gate of the [[8,3,2]] code. In each
case, we measure the qubits in the X basis and we plot the statistical distance of the
observed measurement distribution from the ideal distribution. The upper two plots show
the data for ionq-11q, where we ran 1024 shots for each circuit, and the lower two plots
show the data for ibm mumbai where we ran 10,000 shots for each circuit. In both cases,
the error bars are calculated using bootstrap resampling.
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Figure 3.5: Performance of bare (non-encoded) and encoded versions of circuits for prepar-
ing states of the form g |+++⟩, where g is a transversal gate of the [[8,3,2]] code. In each
case, we measure the qubits in the X basis and we plot the statistical distance of the
observed measurement distribution from the ideal distribution. Each data point represents
1024 shots of the circuit performed on ionq-11q, and we use bootstrap resampling to cal-
culate the error bars.

IonQ device has all-to-all qubit connectivity, whereas the IBM device has “heavy-hexagon”
qubit connectivity [99]. We only consider |GHZ⟩ state preparation on the IBM device, as
our circuit for preparing logical |+++⟩ states (Fig. 3.3) does not respect the connectivity
constraints of the IBM device and would therefore require SWAP gates to implement,
meaning that our error analysis is no longer valid. We leave open the possibility of finding
a fault-tolerant circuit for preparing logical |+++⟩ states on the IBM device. We compare
the performance of the encoded circuits against the performance of the bare (no encoding)
circuits, using the statistical distance of the output distribution from the ideal output
distribution as our metric. The data and analysis code is available at [100].

We show the results for |GHZ⟩ state preparation and X basis measurement in Fig. 3.4.
For both devices and for every transversal gate, we observe improved performance of the
encoded version of the circuit.

We show the results for |+++⟩ state preparation and X basis measurement in Fig. 3.5.
The bare version of the circuit performs better for transversal Clifford gates, whereas the
encoded version performs better for transversal non-Clifford gates. Notably, we observe
lower statistical distances for the preparation of the encoded magic state CCZ |+++⟩. We
can attribute the difference between the results for Clifford and non-Clifford gates to the
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Figure 3.6: Performance of bare (non-encoded) and encoded versions of circuits for prepar-
ing states of the form g |+++⟩, where g is a transversal gate of the [[8,3,2]] code. In each
case, we measure the qubits in the Z basis and we plot the statistical distance of the ob-
served measurement distribution from the ideal distribution. Each data point represents
1024 shots of the circuit performed on ionq-11q, and we use bootstrap resampling to cal-
culate the error bars.

compilation of the three-qubit CCZ gate into a circuit involving multiple two-qubit gates
on the IonQ device [101]. And the discrepancy between the results for |+++⟩ and |GHZ⟩
state preparation is expected, given that the bare circuit for preparing the former requires
only single-qubit gates and the latter requires two entangling gates.

The results for Z basis measurement (Figs. 3.6, 3.7) are qualitatively similar to that of
the X basis measurement. For the demonstrations with |+++⟩ state preparation and Z
basis measurement, we observe improved performance for the encoded circuits containing
a transversal non-Clifford gate; see Fig. 3.6. And for the demonstrations with |GHZ⟩ state
preparation and Z basis measurement, we observe improved performance for all of the
encoded circuits; see Fig. 3.7. We note that in these cases the gates have no effect on the
expected output measurement distribution, as the gates commute with the measurements.

3.4 Discussion

We have shown that using the [[8,3,2]] code allows us to prepare certain (encoded) states
more accurately (as measured by the statistical distance) than using the native gates to
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Figure 3.7: Performance of bare (non-encoded) and encoded versions of circuits for prepar-
ing states of the form g |GHZ⟩, where g is a transversal gate of the [[8,3,2]] code. In each
case, we measure the qubits in the Z basis and we plot the statistical distance of the ob-
served measurement distribution from the ideal distribution. The upper two plots show
the data for ionq-11q, where we ran 1024 shots for each circuit, and the lower two plots
show the data for ibm mumbai where we ran 10,000 shots for each circuit. In both cases,
the error bars are calculated using bootstrap resampling.
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prepare the same (non-encoded) states. We observe this advantage across a range of
circuits on two different hardware platforms: IBM’s superconducting qubits and IonQ’s
trapped-ion qubits. The all-to-all connectivity of the IonQ device that we used enabled us
to run more circuits fault-tolerantly than we could on the IBM device. In particular, we
were able to interrogate the performance of the [[8,3,2]] code for preparing magic states
of the form g |+++⟩, where g ∈ CCZ × {I,CZ12,CZ13,CZ23}. We observe an improved
performance for the encoded version of circuits for preparing these states, illustrating the
utility of codes like the [[8,3,2]] code, where multi-qubit non-Clifford gates can be applied
using single-qubit operations.

The [[8,3,2]] belongs to the family of codes, known as generalized triorthogonal codes [102–
104], with transversal multi-qubit Z rotations implemented by single-qubit gates. In future
it would be interesting to test the performance of larger codes in this family with higher
distance. For example, Ref. [104] gives a [[64,6,4]] code with a transversal CCZ⊗2 gate and
it is possible that smaller examples could be found using the techniques of [105–107]. In
addition, 3D color codes [108–110] are also generalized triorthogonal codes and therefore
our approach could be extended to to the error-correcting regime by exchanging the [[8,3,2]]
code for a color code with larger distance (for concrete examples see [111, 112]).

As with any stabilizer code, the transversal gates of the [[8,3,2]] code do not form a
universal set of gates. Therefore, in order to use the [[8,3,2]] code or a similar code to
implement an actual quantum algorithm, we would need to supplement the transversal
gates with additional fault-tolerant gates in order to obtain a universal gate set. One
possibility worth considering would be to explore the implementation of logical gates via
permutations of the physical qubits [113, 114], which can be fault-tolerant if implemented
by qubit relabelling or physically moving the qubits.
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Chapter 4

An algorithm for imaginary time
evolution of quantum systems

The primary objective of error correction and mitigation strategies is to minimize noise
in quantum systems to enable effective quantum computation. Originally, quantum com-
puters were conceived to efficiently simulate quantum systems [3, 4], a task crucial for
advancing fields such as chemistry and materials design. Quantum simulation, for a sys-
tem described by a Hamiltonian, broadly encompasses two main objectives: understanding
static properties such as ground and thermal states of the Hamiltonian, and studying dy-
namic evolution under the Schrödinger equation (for closed systems) or general master
equations (for open systems) over time. Numerous classical and quantum methods have
emerged over the years to simulate the static and dynamical properties of quantum sys-
tems [115–118]. This chapter explores a technique known as imaginary time evolution for
estimating static properties of Hamiltonians.

4.1 Imaginary time evolution (ITE)

For a closed quantum system given by a Hamiltonian H, the state |Ψ⟩ of the system over
time is determined by the time-dependent Schrödinger equation,

iℏ
∂ |Ψ⟩
∂t

= H |Ψ⟩ . (4.1)

For a time-independent Hamiltonian H with energy eigenstates {|ek⟩} and corresponding
energy values {Ek} (enumerated in ascending order), the initial state |Ψ0⟩ of the system
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can be expressed as

|Ψ0⟩ =
∑

k

ck |ek⟩ . (4.2)

For this system, the solution to the Schrödinger equation prescribes the time-dependent
state of the system to be

|Ψt⟩ =
∑

k

cke
−i

Ek
ℏ t |ek⟩ . (4.3)

A transformation of the variable t → τ = it, (also known as Wick rotation [119]), gives
the imaginary time Schrödinger equation:

−ℏ
∂ |Ψ⟩
∂τ

= H |Ψ⟩ . (4.4)

The state of the system at imaginary time τ is then given by

|Ψτ ⟩ =
∑

k

cke
−Ek

ℏ τ |ek⟩ . (4.5)

The state in Eq. 4.5 shows that as the system evolves in imaginary time, the initial co-
efficients of each eigenstate undergo exponential decay, with the higher energy states de-
caying faster than the lower energy states. In the limit τ → ∞, the state of the system is
|Ψτ ⟩ ≈ |e0⟩ provided that c0 ̸= 0, where |e0⟩ corresponds to the ground state of the Hamil-
tonian. This simple transformation from real time to imaginary time evolution (ITE) can
thus be used to prepare the ground state of the system.

The ITE operator is also related to the partition function Zβ of the quantum system
which is given by

Zβ = Tr(e−βH), (4.6)

and links imaginary time τ to the inverse temperature β associated with the partition
function. This suggests that ITE may also be used to estimate thermal properties of the
system [115, 117, 120, 121].

Observe that unlike the real time evolution operator U = e−iHℏ t which is unitary, the
ITE operator V = e−

H
ℏ t is non-unitary, making it difficult to directly implement on a

quantum computer. Since the ITE operation is non-trace-preserving (NTP), applying it to
a system requires the resulting state to be normalized. A number of classical and quantum
algorithms have been developed for ITE, including recent proposals [115, 122–128] that
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are aimed at intermediate to near-term quantum computers. Nevertheless, implementing
these algorithms on quantum hardware is likely to require extensive error-mitigation.

In the remainder of this chapter, we propose and analyze a new quantum algorithm to
compute imaginary-time evolved expectation values which incorporates ideas from quan-
tum error-mitigation [40]. Specifically, we use a technique inspired by probabilistic error
cancellation (PEC) (See discussion in Sec. 1.5) to implement trotterized ITE as a proba-
bilistic linear combination of quantum circuits followed by post-processing. Our algorithm
for ITE requires no ancillary qubits, and is also inherently noise-resilient since we can di-
rectly implement it as a probabilistic linear combination of native noisy gates. In Sec. 4.2,
we first present our algorithm in the context of more general NTP maps and then in
Sec. 4.3, we consider its application to ITE, specifically the ITE of the 1D Heisenberg
model.

4.2 Quasiprobability decompositions of linear maps

Let {Bi} be a set of ideal basis operations that can be implemented on a quantum device.
Note that the elements1 of {Bi} are completely positive, and trace preserving (CPTP). For
an n−qubit device, the set {Bi} is said to be complete if it contains 24n linearly independent
elements. Suppose T is a hermiticity preserving linear map from the set of operators that
maps a 2n-dimensional Hilbert space to itself. There exists a decomposition of T into a
linear combination of the elements of a complete basis set {Bi} given by

T (ρ) =
∑

i

qiBi(ρ), (4.7)

such that the qis are real numbers [41] and ρ is the initial state of the system to which the
map T is applied. We can then define

γ =
m∑

i

|qi|, pi = |qi|/γ, (4.8)

where {pi} is a probability distribution over the basis elements {Bi}. Note that Eq. 4.7
is similar to Eq. 1.58, with the constraint

∑
i qi = 1 being relaxed since we allow T to be

NTP. In literature, a linear combination such as that in Eq. 4.7 is called a quasiprobability
distribution (QPD) only when the constraint

∑
i qi = 1 is satisfied. In the remainder of

1with the exception of some projective measurements which are completely positive (CP), but not
necessarily trace preserving (TP).
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this chapter, we abuse this terminology and continue to refer to the decomposition as a
QPD even though the qis do not necessarily sum to 1.

Given a basis {Bi}, the QPD of a map T can be obtained by solving a linear program.
The size of this optimization problem scales polynomially with Hilbert-space dimension
(2n) and is generally considered practically feasible only for a few (O(1)) qubits[40, 41].
We also remark that when T is NTP, the basis set {Bi} must necessarily contain at least
one NTP element in order to be able to obtain a QPD. The single-qubit basis [129] shown
in Table 4.1 is an example of a complete basis consisting of NTP elements.

4.2.1 An algorithm for estimating expectation values for states
evolving under non-trace-preserving maps

For an observable A (having operator norm ∥A∥ ≤ 1), we can use Eq. 4.7 to write

Tr[AT (ρ)] =
∑

i

sgn(qi) · |qi| · Tr[ABi(ρ)] (4.9)

= γ
∑

i

sgn(qi)pi · Tr[ABi(ρ)]. (4.10)

This immediately suggests a method to compute quantities Tr[AT (ρ)] given a quantum
state ρ, in a manner similar to traditional probabilistic error cancellation (discussed in
Sec. 1.5 and Algorithm 1). Note, however, that since T is not assumed to be unitary or
even trace-preserving (TP), T (ρ) is not necessarily a quantum state. Therefore, to estimate
the expectation value of the observable A with respect to the quantum state resulting from
applying T , we must rescale Eq. 4.10 by Tr[T (ρ)] as follows—

⟨A⟩T :=
Tr[AT (ρ)]

Tr[T (ρ)]
. (4.11)

The quantity Tr[T (ρ)] can itself be estimated from Eq. 4.9 by replacing the observable A
with the Identity—

Tr[T (ρ)] =γ
∑

i

sgn(qi)pi · Tr[Bi(ρ)] (4.12)

=γ

( ∑

i,Bi∈BTP

sgn(qi)pi +
∑

i,Bi∈BNTP

sgn(qi)pi · Tr[Bi(ρ)]

)
, (4.13)

where BTP and BNTP correspond to the trace-preserving and non-trace-preserving oper-
ations in {Bi} respectively. Thus, in order to estimate the rescaling factor Tr[T (ρ)], we
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need to determine the quantities Tr[Bi(ρ)] for Bi ∈ BNTP. In the rest of this work, we
consider choices of basis where the NTP operations are projections onto certain states, as
is the case for the Endo Basis [129] (refer to the last six elements of Table 4.1). Then, for
the NTP basis elements, Tr[Bi(ρ)] is simply the rate of successful projections to the state
corresponding to the element Bi.

[1]
[σX ] = [H][S]2[H]
[σY ] = [H][S]2[H][S]2

[σZ ] = [S]2

[RX ] = [1+iσX
√
2

] = [H][S]3[H]

[RY ] = [1+iσY
√
2

] = [S][H][S]3[H][S]3

[RZ ] = [1+iσZ
√
2
] = [S]3

[RY Z ] = [σ
Y +σZ
√
2

] = [H][S]3[H][S]2

[RZX ] = [σ
Z+σX
√
2

] = [S]3[H][S]3[H][S]3

[RXY ] = [σ
X+σY
√
2

] = [H][S]2[H][S]3

[πX ] = [1+σX

2
] = [S][H][S][H][P0][H][S]3[H][S]3

[πY ] = [1+σY

2
] = [H][S]3[H][P0][H][S][H]

[πZ ] = [1+σZ

2
] = [P0]

[πY Z ] = [σ
Y +iσZ

2
] = [S][H][S][H][P0][H][S][H][S]3

[πZX ] = [σ
Z+iσX

2
] = [H][S]3[H][P0][H][S][H][S]2

[πXY ] = [σ
X+iσY

2
] = [P0][H][S]2[H]

Table 4.1: Endo Basis : The set {Bi} of 16 single-qubit operations shown in this table
is a complete basis for general single-qubit maps. The map [P0] refers to projection (via
measurement) onto state |0⟩ and is a non-trace-preserving, post-selection operation. This
set contains 10 trace-preserving elements and 6 non-trace-preserving elements. These op-
erations were introduced in [129] using the notation [U ](·) = U(·)U † to represent the action
of maps. All these operations can be realized using Hadamard gates H, phase gates S and
postselection operations P0.

We provide in Algorithm 2 a protocol to estimate the rescaled expectation values of
observable A as shown in Eq. 4.11. The strategy is to use Eqs. 4.9 and 4.12 to separately
estimate the numerator and denominator on the RHS of Eq. 4.11. The proof of Lemma 1
in Appendix C.1 shows that the number of circuits N that need to be sampled from the
distribution {pi} is proportional to γ2. Related results on the use of linear decompositions
to implement NTP operations [130] have shown that the optimal value of γ for a general
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linear map T is given by its diamond norm.

We remark that while in Eq. 4.7 we consider the basis operations {Bi} to be ideal
(noiseless), in the presence of noise it may also be possible to compose the basis elements
with a noise channel N and use the noisy basis set {Ei = N ◦ Bi} to obtain a QPD just
as in traditional probabilistic error cancellation [129] (PEC) approaches (see discussion
on the basis set in Sec. 1.5). Thus, our algorithm can be made inherently noise-resilient
(as corroborated by the experimental demonstration in Fig. 4.1). Moreover, in contrast to
methods such as block encoding [131, 132] which require ancillae to implement non-unitary
operations, our algorithm requires no ancillae to estimate expectation values with respect
to states evolving under non-unitary maps.

Algorithm 2 Estimate re-scaled expectations

input: QPD of map T as T (·) =∑i qiBi(·), initial state ρ
output: estimate of re-scaled expectation value ⟨A⟩T

1: for j = 1 to N do
2: sample i from distribution |qi|/γ
3: if Bi is TP then
4: apply Bi directly to ρ.
5: else
6: measure in basis corresponding to Bi and store outcome.

7: measure A
8: estimate Tr[T (ρ)] from the rate of post-selection (of mid-circuit measurement) of each

circuit.
9: estimate Tr[AT (ρ)] from the measurement outcomes of A for the post-selected circuits.
10: return empirical estimate of Tr[AT (ρ)]/Tr[T (ρ)]

Lemma 1 (Algorithm 2 cost). Given the QPD of a linear map T as in Eq. 4.7, with γ
given by Eq. 4.8, and an observable A with ∥A∥ ≤ 1, Algorithm 2 returns an estimate of
the re-scaled expectation value ⟨A⟩T within error ϵ · (Tr[T (ρ)])−1 using O(γ2ϵ−2) randomly
chosen operations sampled from {Bi} according to the probability distribution {pi = |qi|/γ}.
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4.3 Estimating expectation values for ITE states via

QPD

In this section, we consider the specific case where the map T in Eq. 4.7 is chosen to be
the ITE operator for a Hamiltonian H

H =
L∑

l=1

Hl (4.14)

presented as a sum of L = O(poly(n)) local terms Hl acting non-trivially on at most k
qubits. We refer to T = e−βH as the ITE operation with β denoting the inverse tempera-
ture. Since the ITE operation is HP, we can use Algorithm 2 to estimate expectation values
of an observableA with respect to the normalized quantum state (e−βHρe−βH/Tr

[
e−βHρe−βH

]
)

that results from applying ITE to a system’s initial state ρ.

As an example, we consider the ITE operation for the simple case of the 2−qubit 1D
Heisenberg Hamiltonian—

H = −XX − Y Y − ZZ (4.15)

Since the basis {Bi} in Table 4.1 is known to be complete for all linear maps on single-
qubits, we use the 256-element Cartesian product set {Bi} × {Bj} as the basis for de-
composing the 2−qubit ITE operator e−βH . In Fig. 4.1, we use the QPD obtained and
demonstrate the implementation of Algorithm 2 for estimating the energy of the 2−qubit
Heisenberg model when it is initialized in the state |00⟩ and undergoes ITE for increasing
values of β.

The basis used to obtain the QPD of a map is not unique. In fact, different choices
of basis can result in QPDs with different coefficients qi, and hence different values of γ.
In Lemma 1, we show that γ is related to the sampling complexity of Algorithm 2, thus a
lower value of γ is preferable. It is known that the optimal value of γ for a map is lower
bounded by its diamond norm [130]. In our example, we additionally consider the 2−qubit
Takagi basis proposed in Table II. of [133] (also shown in Table 4.2) and find that the ITE
operator for the 2−qubit Heisenberg Hamiltonian can be decomposed into it with a lower
value of γ, which is closer to the lower bound (see Fig. 4.2). This reduced value of γ can
be attributed to the presence of entangling operations in the Takagi basis. Since the Endo
basis for 2−qubits is simply the (uncorrelated) Cartesian product of two single-qubit basis
sets, it has a high sampling overhead for simulating entangling operations in expectation.
This is apparent in the case of the CNOT operation [133, 134], which has γCNOT = 9 for
the 2−qubit Endo basis but γCNOT = 1 when decomposed into the Takagi basis.
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Figure 4.1: Estimation of energy for the 2-qubit Heisenberg model using ITE. For the
Hamiltonian H = −XX−Y Y −ZZ, we implement the ITE operation T (·) = e−βH(·)e−βH

for β = {0.01, 0.02, 0.03, 0.04, 0.05} on the initial state |00⟩. The blue data points represent
the ideal expected energy. The orange points indicate the energies calculated by classically
simulating our ITE algorithm. The green points are obtained by running our ITE algorithm
with the noisy gates available on the 7-qubit superconducting quantum device ibm manila

with no additional error mitigation. The agreement between the ideal values and the
quantum experimental data demonstrates the noise-resilience of our ITE algorithm. Note
that the data point for the experimental and numerical simulation for β = 0.05 is shown
to have no error bar because it was obtained from a single experiment while those for the
other values of β were obtained from the mean of 10 experiments each.

We remark that although the Takagi basis permits a decomposition of the ITE operator
in this case, it is not a complete basis for general linear maps on 2−qubits since it has only
241 elements instead of the 256 elements required. The problem of obtaining a QPD for
a given map requires careful consideration of two important factors—the choice of basis
set used for the decomposition and the value of γ obtained from the QPD. It has been
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B1–B169 {Bi}13i=1 ⊗ {Bi}13i=1

B170–B178 CX + conjugation with K1,2,K†
1,2

B179–B187 X1 ◦ CX ◦ X1 + conjugation with K1,2,K†
1,2

B188–B196 CS + conjugation with K1,2,K†
1,2

B197–B205 CH + conjugation with K1,2,K†
1,2

B206–B214 CHX + conjugation with K1,2,K†
1,2

B215–B223 CX ◦ H1 + conjugation with K1,2,K†
1,2

B224–B226 SW + conjugation with K2,K†
2

B227–B232 iSW + conjugation with K1,2,K†
2

B233–B241 SW ◦ H1 + conjugation with K1,2,K†
1,2

Table 4.2: Takagi Basis [133] : A universal basis for CPTP maps acting on two-qubit
systems. {Bi}13i=1 refers to the first 13 elements of the Endo Basis. CX , CS, CH, CHX are
channel versions of CNOT, controlled-phase, controlled-Hadamard, and NOT controlled
with ±1 eigenstates of the Hadamard gate. K is the channel version of the gate K = SH.
SW and iSW are channel versions of SWAP and iSWAP gates. The subscripts refer to the
subsystems that the operations act on. “U + conjugation with V” refers to V† ◦ U ◦ V .
Then, “U + conjugation with K1,2,K†

1,2” collects all of the nine possible conjugations with

112, K1, K2, K†
1, K†

2, K1 ⊗K2, K1 ⊗K†
2, K†

1 ⊗K2, K†
1 ⊗K†

2 for U .

established that the Endo basis is complete for all linear maps [134]. The Takagi basis is
known to be complete [133] for the set of all 2−qubit CPTP maps. However, these bases
are not guaranteed to produce the optimal value of γ when decomposing a specific map of
interest. In general, the QPD corresponding to the optimal value of γ, i.e., its diamond
norm, could be a linear combination of operations that may be expensive (in gate depth) to
implement directly on a quantum device. This tradeoff between the generality of the basis
and the optimality of the decomposition [133–135] has been well studied for the specific
case of QPDs for CPTP maps, with several results on optimizing [41, 136] the choice of
basis for different usecases. However, the solution to this problem for general HP maps,
including NTP maps such as ITE which commonly occur in physics, is yet (to the best
of our knowledge) unknown. Additionally, the problem of finding a basis for decomposing
maps acting on systems larger than 2-qubits quickly becomes intractable (since the size of
the associated optimization problem grows polynomially with the dimension of the Hilbert
space) and remains a challenge even for the case of decomposing CPTP maps.

Thus, when applying our method to the general n−qubit Hamiltonian in Eq. 4.14, we
circumvent the problem of obtaining a direct decomposition of the n-qubit operation e−βH
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Figure 4.2: We plot the parameter γ, which governs the sampling complexity of Algo-
rithm 2, obtained from the decomposition of the ITE operation e−βH for the 2−qubit
Heisenberg Hamiltonian for different values of inverse temperature β, and using two differ-
ent basis sets. The lower bound [130] of γ is obtained from the diamond norm of the map.

by considering its 1st-order Lie-Trotter product formula approximation—

e−βH ≈ e−βH1e−βH2 ...e−βHL . (4.16)

Since each Hl is k−local for some constant k, we obtain the QPD of each local ITE oper-
ation e−∆τHl separately and implement a trotterized ITE (see Fig. 4.3) using Algorithm 3
(See Lemmas 2, 4).

Lemma 2 (First-order Trotter approximation error). The error in estimating the normal-
ized expectation value ⟨A⟩T of an observable A for T (ρ) = e−βHρe−βH using the 1st order
Trotter approximation in Eq. 4.16 is ϵtrot · (Tr[T (ρ)])−1 where

ϵtrot = O(c2L2β2e2cLβ) (4.17)

and ||Hl|| ≤ c for each k−local term Hl in Eq. 4.14.
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T1 = e−βH1

T2 = e−βH2

T3 = e−βH3

T4 = e−βH4

Figure 4.3: A schematic of the trotterized imaginary time evolution of a Hamiltonian
H = H1 +H2 +H3 +H4. The QPD of each 2−qubit ITE operation Ti = e−βHi is used to
approximately implement e−βH in expectation using Algorithm 3.

In Algorithm 3, we present the protocol for the application of a sequence (T1, ..., TL)
of maps and in Lemma 3 we analyze its sampling cost (See proof in Appendix C.3). For
the n−qubit 1D Heisenberg Hamiltonian, we implement the trotterized ITE operator via
n− 1 applications of the ITE of the 2−qubit local Hamiltonian in Eq. 4.15.

Lemma 3 (Algorithm 3 cost). Suppose we are given the QPDs of linear maps T1, ..., TL,
each acting non-trivially on a constant number of qubits, into a set of operations {Bi} as
in Eq. 4.7 with parameters γ1, ..., γL respectively (Eq. 4.8). Define the n-qubit map ξ as
the composition of the operations (T1, ..., TL). Then, for a Hermitian observable A with
∥A∥ ≤ 1, Algorithm 3 returns an estimate of the re-scaled expectation value ⟨A⟩ξ within
error ϵ · (Tr[ξ(ρ)])−1 using O(γ21 ...γ

2
Lϵ

−2) random circuits.

Lemma 4 (Cost of trotterized ITE via QPD). Suppose we are given the QPDs of linear
maps T1, ..., TL, where each Tl(·) = e−βHl(·)e−βHl is the ITE operation for the k−local
Hamiltonian Hl, into a set of operations {Bi} as in Eq. 4.7 with negativities γ1, ..., γL
respectively. Define the n-qubit map ξ as the composition of the operations (T1, ..., TL)
which is the 1st order Trotter approximation of T (·) = e−βH(·)e−βH for the Hamiltonian in
Eq. 4.16. Then, for a Hermitian observable A with ∥A∥ ≤ 1, Algorithm 3 for implementing
ξ returns an estimate of the re-scaled expectation value ⟨A⟩T within error ϵ · (Tr[T (ρ)])−1

using O(γ21 ...γ
2
Lϵ

−2) random circuits. Here ϵ = ϵtrot + ϵqpd is the sum of the corresponding
trotterization error (Lemma 2) and the error from Algorithm 3 (see Lemma 3).
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Algorithm 3 Estimate re-scaled expectations for repeated applications of T
input: Operator ξ = TR ◦ ... ◦ T1 implemented by the sequence of maps (T1, ..., TR),

QPDs of the maps Tk as Tk(·) =
∑

i qk,iBi(·), initial state ρ
output: estimate of re-scaled expectation value ⟨A⟩ξ

1: for j = 1 to N do
2: sample (i1, ..., iR) from the joint distribution {(|q1,i1|/γ, ..., |qR,iR |/γ} and implement

the circuit consisting of the gate sequence (Bi1 , ...,BiR)
3: for k = 1 to R do
4: if Bik is TP then
5: apply Bik directly to the current state.
6: else
7: measure in basis corresponding to Bi and store outcome.

8: measure A
9: estimate Tr[ξ(ρ)] from the rate of simultaneous post-selection (of all the mid-circuit

measurements) of each of the N circuits.
10: estimate Tr[Aξ(ρ)] from measurement outcomes of A for the post-selected circuits.
11: return empirical estimate of Tr[Aξ(ρ)]/Tr[ξ(ρ)]

4.3.1 Estimating thermal state properties via QPD

The thermal state of a system with Hamiltonian H at inverse temperature β is given by
the mixed state

ρβ =
e−βH

Zβ

, (4.18)

where Zβ = Tr
[
e−βH

]
is the partition function. The thermal expectation value of an

observable O at inverse temperature β is given by

⟨O⟩β = Tr[Oρβ] =
Tr[Oe−βH ]

Tr[e−βH ]
(4.19)

It has been shown that we can estimate the thermal expectation values of an observable O
by estimating the expectation value of O with respect to a thermal pure quantum state [120,
137, 138]. We follow the discussion in [120] where thermal pure quantum states (TPQ)
are defined as the (normalized) pure quantum states |ψβ⟩ obtained by applying the ITE
operation e−βH/2 to a random n−qubit Clifford state—

|ψβ⟩ =
e−βH/2U |0⟩√

Tr[⟨0|U †e−βHU |0⟩]
, U ∈ Cn (4.20)
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Figure 4.4: We plot the mean error in the estimate of thermal expectation values Tr[ρβOj]
of 30 Pauli observables (Oj) by preparing 10 TPQ states |ψβ⟩, (see Eq. 4.20) for 1D
Heisenberg models with n = {4, 5, 6, 7, 8} qubits respectively. The TPQ states are pre-
pared by applying the ITE operation e−βH/2 using Algorithm 3 to a random Clifford
state for β = 0.04. The estimation of expectation values of each TPQ state required
N = {1024, 9400, 51200, 409600, 1638400} for n = {4, 5, 6, 7, 8} qubits respectively. The
mean error in the estimate of thermal expectation values decays with increasing n, as ex-
pected from the inequality in Eq. 4.21. The agreement of the plots of the exact calculated
values of TPQ expectations and those obtained via a QPD implementation for the mean
error in the estimate of the thermal expectation values via TPQ states suggests the validity
of our method.

Since sampling from the n−qubit Clifford group Cn yields a unitary 3-design [139], a TPQ
state |ψβ⟩ satisfies

Pr[| ⟨ψβ|O |ψβ⟩ − Tr[ρβO]| ≥ ϵ] ≤ Cϵe
−αn, (4.21)

for all Hermitian observables O with at most polynomially large spectral norm ||O||.
As an example, we estimate thermal state properties of the n−qubit 1D Heisenberg

Hamiltonian (Eq. 4.22) by implementing the ITE operation e−βH .

H =
n−1∑

i=1

−(XiXi+1 + YiYi+1 + ZiZi+1) (4.22)
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The Heisenberg model has n − 1 local terms acting on pairs of nearest neighbors. Each
local term is given by the 2−qubit Hamiltonian Hlocal = −(XX + Y Y + ZZ). Thus, we
implement a trotterized ITE of the n−qubit Heisenberg model via n − 1 applications of
the ITE operator e−βHlocal using Algorithm 3.

For each system size n, we prepare 10 TPQ states as per Eq. 4.20 by implementing
trotterized ITE as described. For each of the 10 TPQ states, we estimate the expectation
values of a set of 30 randomly chosen Pauli operators {Oj}. In Fig. 4.4, we plot the mean
(over 10 TPQ states and the 30 observables {Oj}) error in the estimate of the thermal
expectation values ⟨Oj⟩β. The plot reflects the 3-design property of the Clifford group
and indicates that the mean error in estimates of thermal expectation values decays with
increasing system size. Fig. 4.4 demonstrates the use of TPQ states for estimating thermal
properties of the Heisenberg model. Our demonstration is similar to that in Fig. A2. of
Ref. [120] where ITE is implemented using a block encoding of the Hamiltonian requiring at
least log(n) ancillae, along with controlled operations between the ancillae and the system
qubits.

Our method of simulating ITE in expectation via QPDs has two merits that make it
amenable for implementation on NISQ devices—where qubits are few, and multi-qubit en-
tangling gates are at least 10x noisier than single qubit gates. Firstly, our methods require
no ancillae. Secondly, we avoid the problem of implementing multi-qubit-controlled opera-
tions between the ancillae and the data qubits which can require large SWAP networks for
implementation on devices that only permit entangling operations between nearest neigh-
bors (such as IBM’s superconducting devices). The cost of our technique lies predominantly
in the number of random circuits N = O(γpoly(n)) required to estimate expectation values
for an n−qubit system. We also remark that despite this exponential sampling cost, our
method provides an explicit strategy for implementing ITE in terms of local operations
implementable on a quantum device. Finding these local operations requires solving a clas-
sical optimization problem, but over a space of dimension O(2k) for k−local Hamiltonians.
We may contrast these with variational methods [128, 140] for implementing ITE which re-
quire solving optimization problems over a heuristic parameter space that generally scales
with the system size n.

4.4 Discussion

In this chapter, we discussed imaginary time evolution (ITE) and presented a new quasiprob-
abilistic approach to estimating expectation values of imaginary time evolved quantum
states. We showed how a modification of the traditional probabilistic error cancellation

68



(PEC) technique can allow us to estimate rescaled expectation values for systems evolving
under non-unitary operations, while requiring no ancillary qubits. Moreover, we demon-
strated that our quasiprobabilistic method is inherently noise-resilient, allowing us to sim-
ulate general linear maps (in expectation) as a probabilistic linear combination of native
noisy gates. The cost of our method lies in the exponential sampling overhead, which we
argue is on par with other methods of implementing non-unitary operations such as block
encoding. Another key component of our protocol is the choice of basis for decomposing
a given map. Identifying a basis that leads to a low value of the sampling parameter γ
while still being easy to implement on a device (low native-gate depth) requires solving
a linear program over the space of CP operations. However, in the case of ITE of local
Hamiltonians, we can fix the search space of the basis by trotterizing the ITE operation.
Thus, our method suggests a clear strategy for scaling up the size of the system being sim-
ulated, without relying on heuristic ansatze. As a proof of concept of our method, we also
simulated our quasiprobabilistic approach to successfully estimate thermal properties of
the 1D Heisenberg model. We remark that in its current form, the implementation of ITE
via QPD (to generate thermal pure quantum states) on quantum hardware is challenging
because of the n−qubit random Clifford states that need to be prepared. In future work,
we could consider replacing the random Clifford unitaries by other t−designs sampled from
simpler gates, for example matchgates, to obtain similar bounds on the error in estimating
thermal properties, while also making the preparation of thermal states more amenable to
implementation on NISQ hardware.
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Chapter 5

Conclusion

Modern day quantum devices boast a large number of qubits (∼ 10 − 100) compared to
the previous generations, but the noise in these devices continues to present a significant
challenge to quantum computation. Nevertheless, the era of noisy-intermediate scale quan-
tum devices has provided an exciting testbed for the development of techniques that will
be useful for building large-scale fault tolerant quantum computers. They have also led
to a transition from a purely theoretical, device-agnostic approach to quantum algorithms
design to a more tailored approach that takes into account constraints such as the ratio of
2−qubit to 1-qubit gate errors, and qubit connectivity in the device architecture, in order
to learn new ways to make quantum computers scalable for performing useful computa-
tion. In this thesis, I have demonstrated methods to reduce the effects of noise on NISQ
devices along with new ways to improve standard quantum algorithms to make them more
amenable to implementation on quantum devices. In chapter 2, we showed that the sweep
rule is robust to quantum (syndrome) measurement errors when used as a decoder for topo-
logical quantum codes, making it a prime candidate for fast, local decoders for QECC. In
chapter 3, we implementated logical operations in the [[8, 3, 2]] quantum code on super-
conducting and trapped ion devices. We demonstrated a fault-tolerant implementation of
the [[8, 3, 2]] code’s non-Clifford logical gates on quantum hardware and showed that the
encoded gates have an improved performance over the unencoded version. The [[8, 3, 2]]
code permits a fault-tolerant CCZ gate which is crucial for the creation of magic states,
which are resource states for many quantum algorithms such as Shor’s algorithm. The
demonstrated improvement of these encoded non-Clifford gates on NISQ devices serves as
a simple, yet powerful proof-of-concept of the advantages of fault-tolerant quantum com-
putation via quantum error correcting codes, while also underlining the utility of NISQ
devices. In chapter 4, I presented an improved algorithm for quantum simulation, par-
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ticularly the implementation of imaginary time evolution of quantum systems to estimate
static properties of quantum systems. Our quasiprobabilistic approach for estimating prop-
erties of imaginary time-evolved states is based on a modification of similar QPD-based
approaches to error mitigation and quantum simulation, and requires no ancillae or con-
trolled operations between ancillae and the system of interest. We also showed that our
protocol is inherently noise-resilient and thus applicable to NISQ devices.

In addition to presenting specific findings in each chapter, this thesis aims to un-
derscore the diverse range of paradigms employed to address the challenges faced when
using quantum devices. These include cellular automata, the use of flag qubits in QEC,
quasiprobabilistic implementations of linear maps, and twirling. As we enter the era of pre-
fault-tolerant quantum computation, we envision these paradigms, borrowed from maths,
physics, and computer science, forming a valuable toolkit for overcoming the unique chal-
lenges on the path to constructing large-scale fault tolerant quantum computers.
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Appendix A

Simulation of sweep rule

A.1 Details of numerical analysis of memory lifetime

A.1.1 Obtaining data

For parameters T, h and linear lattice size L, we simulate the sweep rule n = 1000 times,
each simulation starting with all spins aligned. For each simulation, we smoothen the
magnetization M(t) as follows.

• Coarse graining the magnetization M(t) by a factor of L/2 to obtain the coarse
grained magnetization

MCG(t
′) =

2

L

t′+L/2∑

t=t′+1

M(t), (A.1)

where t′ is a multiplicity of L/2.

• Convolving MCG(t
′) by a rectangular filter (moving average filter) of width w = L

(at low temperatures) or w = L/2 (at high temperatures) to obtain the smoothened
magnetization

Msmooth(t
′) =

1

w

w−1∑

i=0

MCG

(
t′ + 1

2
iL
)
. (A.2)
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For the ith simulation, where i ∈ {1, 2, ..., n}, we record the smallest value of ti for which
Msmooth(ti) = 0. This is noted as the time of the first logical bit-flip in the ith simulation.
The memory lifetime τL,T of the system of lattice size L at temperature T is then estimated
by the mean of the recorded values ti.

We remark that in our numerical analysis we also compared the rectangular filter in
Eq. (A.2) with Gaussian filters of the same width. We observed that the smoothened
magnetization Msmooth obtained with the rectangular filter enabled a clearer identification
of logical bit-flips than that obtained with the Gaussian filter.

A.1.2 Identifying phase transitions

For a given value of h, we fit the τL,T data obtained for various L and T into the fitting
ansatz in Eq. (2.6). We use the bootstrapping method to estimate the variance of the
fitting parameters (a, b, c), i.e., for each L, T , we resample (with replacement) from the
data set ti, i ∈ {1, 2, ..., n} to obtain data sets t1i , t

2
i ,..., t

B
i , where B = 50. For each of the B

data sets we calculate τL,T and fit into the ansatz to obtain the value of the fit parameters
a, b, c. Each parameter is then estimated by its mean and variance over the B samples (see
Fig. A.1).

We identify the phase transition as the temperature where the parameter b becomes zero
and exponential scaling of memory lifetime with L is lost. In our analysis, we observed that
in the neighbourhood of the phase transition, the parameters a, c do not strongly depend on
temperature T . So, in this neighbourhood, we fit the resampled memory lifetime data into
the ansatz while constraining parameters a, c to be constant over the range of temperatures.
Constraining parameters a, c in this manner (see Fig. A.1(b)) gives a smooth plot of b as
a function of T allowing us to clearly identify the point where b = 0.

A.1.3 Analysis of the sweep rule on triangular lattices

We use the aforementioned techniques and identify the critical temperatures T h
c of the

sweep rule at different values of bias h = {0, 0.125, 0.25, 0.5, 0.75, 1}. In Fig. A.2 we
show the fit obtained at each value of h for the memory lifetime τL estimated using the
original data set (no resampling). Fig. A.3 shows the plots of b as a function of T for the
corresponding values of h obtained after resampling from the original data set. The points
(T h

c , h) are use to construct the phase diagram of the sweep rule shown in Fig. 2.10.
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Figure A.1: (a) Estimating parameters a, b, c from the values obtained by fitting resampled
data sets at h = 0.5 into the ansatz Eq. (2.6). (b) By constraining a, c to be constant
over the range of temperatures we obtain a smoother plot of b as a function of T and,
subsequently, can identify the phase transition as the point where b = 0, i.e., T 0.50

c =
0.082± 0.001.

A.1.4 Analysis of Toom’s rule on square lattices

We also report the same numerical analysis (see Fig. A.5) of memory lifetime for Toom’s
rule on square lattices and obtain the corresponding phase diagram (see Fig. A.4). This
phase diagram corroborates the prediction in Ref. [52] of the existence of a region of non-
zero measure in the (T, h) plane where two stable phases coexist.

A.2 Details of statistical-mechanical analysis

We simulate the sweep rule at h = 0 for 226−1 time steps, divided into consecutive windows
of size W ∈ {20, 21, . . . ,Wmax = 225} for linear lattice sizes L = {12, 16, 24, 32, 48, 64, 96}.
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Figure A.2: Plots of memory lifetime τL,T of the sweep rule as a function of L. The dashed
lines indicate the best fit into the ansatz in Eq. 2.6. The data in these plots have been fit by
taking into account the statistical errors in the numerical estimation of memory lifetime.
To avoid clutter, we do not display the corresponding asymmetric error bars.

The states of the system at each time step in the last window of the simulation (from
t = 225 to t = 226−1) together constitute an ensemble of states sampled from the stationary
distribution of the PCA. We estimate ensemble averages of a property A of the PCA as

⟨A⟩ = 1

Wmax

2Wmax−1∑

t=Wmax

A(t), (A.3)

where A(t) is the value of the property A of the system at time step t. In Sec. 2.4, we
study the ensemble averages of the magnetization M , magnetic susceptibility χ and the
two-point correlation function ξ (see Fig. 2.11). These ensemble averages are estimated as
follows

⟨M⟩ = 1

Wmax

2Wmax−1∑

t=Wmax

|M(t)|, (A.4)

⟨χ⟩ = 1

2L2

⟨M2⟩ − ⟨M⟩2
T

, (A.5)

⟨ξ⟩ = 1

2 sin(kmin/2)

√
⟨χm(⃗0)⟩

⟨χm(k⃗min)⟩
− 1, (A.6)
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Figure A.3: Plot of parameter b as a function of temperature T for respective values of h
corresponding to the fit obtained in Fig. A.2. We identify the critical temperature T h

c at
each value of h as the point where b = 0. In each case, we constrain the parameters a, c to
be fixed in the neighborhood of T h

c and report the values of a (polynomial scaling). The
critical temperatures thus obtained are T 0

c = 0.198± 0.001, T 0.125
c = 0.129± 0.001, T 0.25

c =
0.106± 0.002, T 0.50

c = 0.082± 0.001, T 0.75
c = 0.0670± 0.0004 and T 1.00

c = 0.0564± 0.0004.
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Figure A.4: Phase diagram of the Toom’s rule in the (T, h) plane. The shaded region
corresponds to a region where two stable phases coexist and the Toom’s rule can work as
memory. The diagram is symmetric with respect to the h = 0 axis.

where k⃗min is the shortest wave vector of the lattice,

χm(k⃗) =
1

N

〈∑

i,j

sisje
ik⃗·R⃗i,j

〉
, (A.7)

and R⃗ij is the displacement vector from the spin at the ith cell to the spin at the jth cell
of the lattice. Note that although we represent the triangular lattice (see Fig. 2.3) as a
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Figure A.5: Plots of parameter b as a function of temperature T obtained from fitting
memory lifetime of Toom’s rule into the ansatz in Eq. (2.6). The critical temperatures
obtained are T 0

c = 0.177 ± 0.005, T 0.125
c = 0.125 ± 0.003, T 0.25

c = 0.106 ± 0.002, T 0.50
c =

0.080± 0.002, T 0.75
c = 0.0662± 0.0008 and T 1.00

c = 0.0556± 0.0006.

square lattice with double the number of faces for convenience, we are actually studying
the triangular lattice of equilateral triangles (see Fig. A.6) with periodic boundaries. This

is reflected in the way the displacement vector R⃗i,j is calculated to estimate the ensemble
average of the two-point correlation function ξ [141].

si

js
Rij

kmin

1-

Figure A.6: The sweep rule is implemented on a triangular lattice with periodic boundary
conditions. A lattice of linear lattice size L = 4 is shown here. The N = 32 spins situated
at the face centres of the triangles form a honeycomb lattice (black edges) whose wave

vector lies along the unit vector k̂min (red). The displacement vector R⃗i,j from si to sj is
depicted in blue.
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A.3 Critical exponents of variants of the sweep rule

As discussed in Sec. 2.2, sweep rule can be implemented synchronously or asynchronously.
Similarly, Toom’s rule (which is equivalent to the sweep rule acting on square lattices)
can also be implemented both synchronously and asynchronously. In Table A.1, we report
the critical temperature T 0

c and critical exponents ν, β, γ obtained from the statistical-
mechanical analysis of each of these variants at h = 0 (see Figs. A.7, A.8 and A.9). The
critical exponents we report for Toom’s rule are in agreement with those reported previously
in Ref. [50]. In case of the synchronous variant of both sweep rule and Toom’s rule, the
ratios β/ν and γ/ν are equal to those of the 2D Ising model. Therefore, they belong to the
weak universality class of the Ising model [50]. The asynchronous variants of both rules
have the same critical exponents as the 2D Ising model (with some discrepancies in our
reported values of γ).
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Figure A.7: Critical behavior of the asynchronous sweep rule at h = 0. In (a)-(c), we plot
ensemble averages of magnetizationM , magnetic susceptibility χ and two-point correlation
function ξ/L, whereas in (d)-(f), we plot their respective data collapses.
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Figure A.8: Critical behavior of synchronous Toom’s rule at h = 0. In (a)-(c), we plot
ensemble averages of magnetizationM , magnetic susceptibility χ and two-point correlation
function ξ/L, whereas in (d)-(f), we plot their respective data collapses.
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Figure A.9: Critical behavior of asynchronous Toom’s rule at h = 0. In (a)-(c), we plot
ensemble averages of magnetizationM , magnetic susceptibility χ and two-point correlation
function ξ/L, whereas in (d)-(f), we plot their respective data collapses.

PCA ν β γ T 0
c

synchronous sweep 0.924(8) 0.120(2) 1.62(1) 0.1973(1)
asynchronous sweep 1.06(3) 0.132(6) 1.88(3) 0.1548(1)
synchronous Toom’s 0.89(3) 0.112(6) 1.54(6) 0.1779(1)
asynchronous Toom’s 1.08(2) 0.130(6) 1.85(6) 0.1342(1)

Table A.1: Critical exponents of the synchronous and asynchronous variants of the sweep
rule (on triangular lattices) and Toom’s rule (on square lattices).
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Appendix B

Additional details of the
demonstration of [[8,3,2]]code

B.1 Post-selection rates

Here, we provide the post-selection rates (proportion of accepted shots) for our demonstra-
tions. Two-qubit gates and measurements are the noisiest operations in superconducting
and trapped-ion devices [35, 36], hence we can approximate the error model in these de-
vices with ideal state preparation and one-qubit gates, but noisy two-qubit gates and
measurements (1% error rate). Suppose that any two-qubit gate error or measurement
error causes us to discard the run, then (to first order) we would expect a post-selection
rate of 1− 0.01(nm + ng), where nm is the number of measurements and ng is the number
of two-qubit gates. By counting the relevant locations in Figs. 3.2, 3.3, we therefore esti-
mate a post-selection rate of 69% and 86% for the circuits with |+++⟩ and |GHZ⟩ state
preparation, respectively. These estimates are reasonably close to the values we observe in
our demonstrations; see Tables B.1,B.2, B.3.

B.2 Additional hardware details
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State Gate Measurement Device Post-selection rate
|+++⟩ I X basis ionq-11q 78%
|+++⟩ CZ12 X basis ionq-11q 78%
|+++⟩ CZ13 X basis ionq-11q 69%
|+++⟩ CZ12CZ13 X basis ionq-11q 76%
|+++⟩ CZ23 X basis ionq-11q 80%
|+++⟩ CZ12CZ23 X basis ionq-11q 77%
|+++⟩ CZ13CZ23 X basis ionq-11q 79%
|+++⟩ CZ12CZ13CZ23 X basis ionq-11q 80%
|+++⟩ CCZ X basis ionq-11q 75%
|+++⟩ CZ12CCZ X basis ionq-11q 81%
|+++⟩ CZ13CCZ X basis ionq-11q 74%
|+++⟩ CZ12CZ13CCZ X basis ionq-11q 84%
|+++⟩ CZ23CCZ X basis ionq-11q 75%
|+++⟩ CZ12CZ23CCZ X basis ionq-11q 83%
|+++⟩ CZ13CZ23CCZ X basis ionq-11q 77%
|+++⟩ CZ12CZ13CZ23CCZ X basis ionq-11q 77%
|+++⟩ I Z basis ionq-11q 73%
|+++⟩ CZ12 Z basis ionq-11q 78%
|+++⟩ CZ13 Z basis ionq-11q 71%
|+++⟩ CZ12CZ13 Z basis ionq-11q 74%
|+++⟩ CZ23 Z basis ionq-11q 72%
|+++⟩ CZ12CZ23 Z basis ionq-11q 72%
|+++⟩ CZ13CZ23 Z basis ionq-11q 73%
|+++⟩ CZ12CZ13CZ23 Z basis ionq-11q 71%
|+++⟩ CCZ Z basis ionq-11q 74%
|+++⟩ CZ12CCZ Z basis ionq-11q 74%
|+++⟩ CZ13CCZ Z basis ionq-11q 70%
|+++⟩ CZ12CZ13CCZ Z basis ionq-11q 74%
|+++⟩ CZ23CCZ Z basis ionq-11q 72%
|+++⟩ CZ12CZ23CCZ Z basis ionq-11q 73%
|+++⟩ CZ13CZ23CCZ Z basis ionq-11q 74%
|+++⟩ CZ12CZ13CZ23CCZ Z basis ionq-11q 73%

Table B.1: Post-selection rates for the results shown in Figs. 3.5, 3.6, where the percentage
indicates the proportion of shots that were accepted. The average post-selection rate was
75%.
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State Gate Measurement Device Post-selection rate
|GHZ⟩ I X basis ionq-11q 90%
|GHZ⟩ CZ12 X basis ionq-11q 86%
|GHZ⟩ CZ13 X basis ionq-11q 90%
|GHZ⟩ CZ12CZ13 X basis ionq-11q 78%
|GHZ⟩ CZ23 X basis ionq-11q 83%
|GHZ⟩ CZ12CZ23 X basis ionq-11q 81%
|GHZ⟩ CZ13CZ23 X basis ionq-11q 82%
|GHZ⟩ CZ12CZ13CZ23 X basis ionq-11q 79%
|GHZ⟩ CCZ X basis ionq-11q 80%
|GHZ⟩ CZ12CCZ X basis ionq-11q 78%
|GHZ⟩ CZ13CCZ X basis ionq-11q 82%
|GHZ⟩ CZ12CZ13CCZ X basis ionq-11q 87%
|GHZ⟩ CZ23CCZ X basis ionq-11q 83%
|GHZ⟩ CZ12CZ23CCZ X basis ionq-11q 83%
|GHZ⟩ CZ13CZ23CCZ X basis ionq-11q 82%
|GHZ⟩ CZ12CZ13CZ23CCZ X basis ionq-11q 84%
|GHZ⟩ I Z basis ionq-11q 86%
|GHZ⟩ CZ12 Z basis ionq-11q 81%
|GHZ⟩ CZ13 Z basis ionq-11q 84%
|GHZ⟩ CZ12CZ13 Z basis ionq-11q 85%
|GHZ⟩ CZ23 Z basis ionq-11q 81%
|GHZ⟩ CZ12CZ23 Z basis ionq-11q 90%
|GHZ⟩ CZ13CZ23 Z basis ionq-11q 84%
|GHZ⟩ CZ12CZ13CZ23 Z basis ionq-11q 81%
|GHZ⟩ CCZ Z basis ionq-11q 86%
|GHZ⟩ CZ12CCZ Z basis ionq-11q 80%
|GHZ⟩ CZ13CCZ Z basis ionq-11q 87%
|GHZ⟩ CZ12CZ13CCZ Z basis ionq-11q 75%
|GHZ⟩ CZ23CCZ Z basis ionq-11q 74%
|GHZ⟩ CZ12CZ23CCZ Z basis ionq-11q 83%
|GHZ⟩ CZ13CZ23CCZ Z basis ionq-11q 75%
|GHZ⟩ CZ12CZ13CZ23CCZ Z basis ionq-11q 85%

Table B.2: Post-selection rates for the results shown in Figs. 3.4, 3.7 for the IonQ device,
where the percentage indicates the proportion of shots that were accepted. The average
post-selection rate was 83%.
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State Gate Measurement Device Post-selection rate
|GHZ⟩ I X basis ibm mumbai 76%
|GHZ⟩ CZ12 X basis ibm mumbai 69%
|GHZ⟩ CZ13 X basis ibm mumbai 72%
|GHZ⟩ CZ12CZ13 X basis ibm mumbai 79%
|GHZ⟩ CZ23 X basis ibm mumbai 69%
|GHZ⟩ CZ12CZ23 X basis ibm mumbai 76%
|GHZ⟩ CZ13CZ23 X basis ibm mumbai 78%
|GHZ⟩ CZ12CZ13CZ23 X basis ibm mumbai 80%
|GHZ⟩ CCZ X basis ibm mumbai 72%
|GHZ⟩ CZ12CCZ X basis ibm mumbai 73%
|GHZ⟩ CZ13CCZ X basis ibm mumbai 79%
|GHZ⟩ CZ12CZ13CCZ X basis ibm mumbai 76%
|GHZ⟩ CZ23CCZ X basis ibm mumbai 73%
|GHZ⟩ CZ12CZ23CCZ X basis ibm mumbai 79%
|GHZ⟩ CZ13CZ23CCZ X basis ibm mumbai 79%
|GHZ⟩ CZ12CZ13CZ23CCZ X basis ibm mumbai 72%
|GHZ⟩ I Z basis ibm mumbai 74%
|GHZ⟩ CZ12 Z basis ibm mumbai 70%
|GHZ⟩ CZ13 Z basis ibm mumbai 74%
|GHZ⟩ CZ12CZ13 Z basis ibm mumbai 77%
|GHZ⟩ CZ23 Z basis ibm mumbai 71%
|GHZ⟩ CZ12CZ23 Z basis ibm mumbai 71%
|GHZ⟩ CZ13CZ23 Z basis ibm mumbai 75%
|GHZ⟩ CZ12CZ13CZ23 Z basis ibm mumbai 73%
|GHZ⟩ CCZ Z basis ibm mumbai 76%
|GHZ⟩ CZ12CCZ Z basis ibm mumbai 78%
|GHZ⟩ CZ13CCZ Z basis ibm mumbai 78%
|GHZ⟩ CZ12CZ13CCZ Z basis ibm mumbai 77%
|GHZ⟩ CZ23CCZ Z basis ibm mumbai 78%
|GHZ⟩ CZ12CZ23CCZ Z basis ibm mumbai 77%
|GHZ⟩ CZ13CZ23CCZ Z basis ibm mumbai 77%
|GHZ⟩ CZ12CZ13CZ23CCZ Z basis ibm mumbai 71%

Table B.3: Post-selection rates for the results shown in Figs. 3.4, 3.7 for the IBM device,
where the percentage indicates the proportion of shots that were accepted. The average
post-selection rate was 75%.
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IonQ

The ionq-11q device has 11 qubits and all-to-all connectivity. The characterization data provided by
IonQ for the dates that the demonstrations were carried out are given in Table B.4.

Date 1q fid. 2q fid. SPAM fid. T1 T2 1q gate 2q gate Readout Reset
26/07/23 0.9958 0.9652 0.99752 10 000 s 0.2 s 10 µs 200 µs 130 µs 20 µs
15/08/23 0.9976 0.9906 0.99752 10 000 s 0.2 s 10 µs 200 µs 130 µs 20 µs

Table B.4: Characterization data for ionq-11q. The demonstrations shown in Figs. 3.5,3.6 were con-
ducted on 26/07/23 and the demonstrations shown in Figs. 3.4,3.7 were conducted on 17/08/23 (the
data for 15/08/23 shown in the table is the nearest in time to when the relevant demonstrations were
carried out). The fidelities are mean values. SPAM stands for state-preparation and measurement.
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IBM

The layout of the ibm mumbai device is shown in Table B.1. The demonstrations were
carried out on 14/04/23. The 1-qubit and 2-qubit gate characterization data provided by
IBM for this date are given in Tables B.5, B.6. The qubit characterization data provided
by IBM for this date are given in Table B.7 and the qubit reset time was 3612 ns for all
qubits.

0 1 4 7 10 12 15 18 21 23

6 17

2

3

13

14

24

255 8 11 16 19 22 26

9 20

Figure B.1: Layout of the ibm mumbai device. Vertices represent qubits and edges repre-
sent the availability of entangling gates between the two endpoints. The mapping from the
qubits of the [[8, 3, 2]] code to the qubits of the device was (q0, 7), (q1, 4), (q2, 1), (q3, 10),
(q4, 2), (q5, 12), (q6, 13), (q7, 3).
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Qubit Gate Error Time

0 I,X,
√
X 0.0002951 35.56 ns

1 I,X,
√
X 0.0001877 35.56 ns

2 I,X,
√
X 0.0001816 35.56 ns

3 I,X,
√
X 0.0002697 35.56 ns

4 I,X,
√
X 0.0003707 35.56 ns

5 I,X,
√
X 0.0002801 35.56 ns

6 I,X,
√
X 0.000267 35.56 ns

7 I,X,
√
X 0.0001768 35.56 ns

8 I,X,
√
X 0.0001585 35.56 ns

9 I,X,
√
X 0.0003164 35.56 ns

10 I,X,
√
X 0.0002868 35.56 ns

11 I,X,
√
X 0.0002381 35.56 ns

12 I,X,
√
X 0.0001866 35.56 ns

13 I,X,
√
X 0.0001609 35.56 ns

14 I,X,
√
X 0.000182 35.56 ns

15 I,X,
√
X 0.0004084 35.56 ns

16 I,X,
√
X 0.0001818 35.56 ns

17 I,X,
√
X 0.002198 35.56 ns

18 I,X,
√
X 0.0002243 35.56 ns

19 I,X,
√
X 0.0001976 35.56 ns

20 I,X,
√
X 0.0002066 35.56 ns

21 I,X,
√
X 0.0004652 35.56 ns

22 I,X,
√
X 0.000166 35.56 ns

23 I,X,
√
X 0.0003324 35.56 ns

24 I,X,
√
X 0.0001602 35.56 ns

25 I,X,
√
X 0.0002232 35.56 ns

26 I,X,
√
X 0.0002714 35.56 ns

Table B.5: 1-qubit gate characterization data for ibm mumbai on 14/04/23.
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Qubits Gate Error Time
3,2 CNOT 0.008789 433.8 ns
2,3 CNOT 0.008789 469.3 ns
14,11 CNOT 0.005348 391.1 ns
11,14 CNOT 0.005348 426.7 ns
5,8 CNOT 0.01016 604.4 ns
8,5 CNOT 0.01016 640.0 ns
12,13 CNOT 0.00516 547.6 ns
13,12 CNOT 0.00516 583.1 ns
13,14 CNOT 0.004559 320.0 ns
14,13 CNOT 0.004559 355.6 ns
22,19 CNOT 0.004825 327.1 ns
19,22 CNOT 0.004825 362.7 ns
3,5 CNOT 0.01117 476.4 ns
5,3 CNOT 0.01117 512.0 ns
18,21 CNOT 0.01269 497.8 ns
21,18 CNOT 0.01269 533.3 ns
25,22 CNOT 0.005982 448.0 ns
22,25 CNOT 0.005982 483.6 ns
2,1 CNOT 0.01161 704.0 ns
1,2 CNOT 0.01161 739.6 ns
8,11 CNOT 0.01248 604.4 ns
11,8 CNOT 0.01248 640.0 ns
10,12 CNOT 0.007643 604.4 ns
12,10 CNOT 0.007643 640.0 ns
10,7 CNOT 0.007437 398.2 ns
7,10 CNOT 0.007437 433.8 ns
20,19 CNOT 0.005657 369.8 ns
19,20 CNOT 0.005657 405.3 ns
23,21 CNOT 0.008342 362.7 ns
21,23 CNOT 0.008342 398.2 ns
6,7 CNOT 0.007037 248.9 ns
7,6 CNOT 0.007037 284.4 ns
17,18 CNOT 0.01205 248.9 ns
18,17 CNOT 0.01205 284.4 ns
4,7 CNOT 0.009587 604.4 ns
7,4 CNOT 0.009587 640.0 ns
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8,9 CNOT 0.008003 604.4 ns
9,8 CNOT 0.008003 640.0 ns
16,19 CNOT 0.01609 682.7 ns
19,16 CNOT 0.01609 718.2 ns
24,23 CNOT 0.01297 604.4 ns
23,24 CNOT 0.01297 640.0 ns
4,1 CNOT 0.006135 312.9 ns
1,4 CNOT 0.006135 348.4 ns
15,18 CNOT 0.006877 305.8 ns
18,15 CNOT 0.006877 341.3 ns
16,14 CNOT 0.005754 291.6 ns
14,16 CNOT 0.005754 327.1 ns
26,25 CNOT 0.006879 312.9 ns
25,26 CNOT 0.006879 348.4 ns
0,1 CNOT 0.007626 419.6 ns
1,0 CNOT 0.007626 455.1 ns
15,12 CNOT 0.006138 369.8 ns
12,15 CNOT 0.006138 405.3 ns
24,25 CNOT 0.007386 433.8 ns
25,24 CNOT 0.007386 469.3 ns

Table B.6: 2-qubit gate characterization data for
ibm mumbai on 14/04/23.
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Qubit T1 T2 Frequency Anharmonicity Readout error p(0|1) p(1|0) Readout time
0 100.5 µs 125.9 µs 5.071GHz −0.3285GHz 0.0435 0.0714 0.0156 3576 ns
1 116.4 µs 163.8 µs 4.93GHz −0.3313GHz 0.0401 0.0476 0.0326 3576 ns
2 94.52 µs 114.8 µs 4.67GHz −0.3369GHz 0.0153 0.0206 0.01 3576 ns
3 103.2 µs 168.3 µs 4.889GHz −0.3312GHz 0.057 0.0622 0.0518 3576 ns
4 105.9 µs 47.41 µs 5.021GHz −0.3302GHz 0.03 0.0424 0.0176 3576 ns
5 86.9 µs 151.6 µs 4.969GHz −0.3298GHz 0.1603 0.178 0.1426 3576 ns
6 122.5 µs 81.42 µs 4.966GHz −0.3293GHz 0.0169 0.0236 0.0102 3576 ns
7 125.2 µs 164.3 µs 4.894GHz −0.331GHz 0.0162 0.0232 0.0092 3576 ns
8 212.2 µs 256.6 µs 4.792GHz −0.3326GHz 0.018 0.0192 0.0168 3576 ns
9 149.8 µs 119.8 µs 4.955GHz −0.3306GHz 0.0119 0.0184 0.0054 3576 ns
10 99.87 µs 115.1 µs 4.959GHz −0.3309GHz 0.0211 0.0288 0.0134 3576 ns
11 148.1 µs 137.1 µs 4.666GHz −0.3326GHz 0.032 0.0422 0.0218 3576 ns
12 151.6 µs 249.3 µs 4.743GHz −0.333GHz 0.0348 0.0414 0.0282 3576 ns
13 192.4 µs 236.7 µs 4.889GHz −0.3281GHz 0.0124 0.0184 0.0064 3576 ns
14 156.7 µs 223.5 µs 4.78GHz −0.3326GHz 0.0214 0.0276 0.0152 3576 ns
15 111.2 µs 36.64 µs 4.858GHz −0.3332GHz 0.024 0.0364 0.0116 3576 ns
16 131.2 µs 187.7 µs 4.98GHz −0.3299GHz 0.0634 0.075 0.0518 3576 ns
17 63.8 µs 114.2 µs 5.003GHz −0.3299GHz 0.0206 0.0314 0.0098 3576 ns
18 132.7 µs 172.1 µs 4.781GHz −0.3331GHz 0.0787 0.0852 0.0722 3576 ns
19 169.2 µs 209.2 µs 4.81GHz −0.3321GHz 0.0306 0.0316 0.0296 3576 ns
20 96.24 µs 218.2 µs 5.048GHz −0.328GHz 0.0137 0.0226 0.0048 3576 ns
21 105.7 µs 162.3 µs 4.943GHz −0.3313GHz 0.0418 0.0666 0.017 3576 ns
22 161.2 µs 194.7 µs 4.911GHz −0.3318GHz 0.0145 0.0232 0.0058 3576 ns
23 102.2 µs 166.8 µs 4.893GHz −0.3315GHz 0.0471 0.0582 0.036 3576 ns
24 139.5 µs 41.14 µs 4.671GHz −0.3359GHz 0.0152 0.0226 0.0078 3576 ns
25 146.9 µs 182.3 µs 4.759GHz −0.3336GHz 0.0159 0.0184 0.0134 3576 ns
26 135.8 µs 244.6 µs 4.954GHz −0.3295GHz 0.018 0.0214 0.0146 3576 ns

Table B.7: Qubit characterization data for ibm mumbai on 14/04/23. p(i|j) is the probability
of measuring a |i⟩ state, given that a |j⟩ state was prepared.
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Appendix C

Sampling complexity of
quasiprobabilistic algorithms

C.1 Proof of Lemma 1

Proof. Let I be a random variable that takes values in {1, ..., D} with probability

Pr[I = i] =
qi
γ
. (C.1)

Let LI ∈ {0, 1} be the indicator variable that is 1 when the operation BI is succesfully
implemented, and let YI denote the outcome of measuring the observable A. Note that

Pr[Li = 1] = 1, if Bi is trace preserving, (C.2)

Pr[Li = 1] = Tr[Bi(ρ)] ≤ 1, if Bi is non-trace preserving. (C.3)

Now, we define the random variables

F = γsgn(qI)LIYI G = γsgn(qI)LI . (C.4)

Their expectations can be computed as

E[F ] = γ

D∑

i=1

∑

Li

E
Yi

sgn(qi)Pr[I = i]Pr[Li = 1]Yi (C.5)

= γ

D∑

i=1

|qi|
γ

sgn(qi)Tr[ABi(ρ)] (C.6)
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= Tr[AT (ρ)], (C.7)

E[G] = γ

D∑

i=1

∑

Li

sgn(qi)Pr[I = i]Pr[Li = 1] (C.8)

= γ

D∑

i=1

|qi|
γ

sgn(qi)Tr[Bi(ρ)] (C.9)

= Tr[T (ρ)], (C.10)

Thus we see that the rescaled expectation value is given by

⟨A⟩T =
E[F ]
E[G]

(C.11)

proving the correctness of Algorithm 2.

We use standard concentration inequalities to bound the number of measurements
needed to estimate ⟨A⟩T within a given precision. We note that both F and G lie between
±γ. For N independent trials (where each trial consists of sampling an index i, running
the quantum circuit corresponding to element Bi, post-selecting, and measuring A), we
define F̄ = 1

N
(F1 + F2 + · · · + FN) and Ḡ = 1

N
(G1 + G2 + · · · + GN). Then, Hoeffding’s

inequality implies

Pr
[
|F̄ − E[F ]| ≥ ϵ

]
≤ exp

(
−Nϵ2

2γ2

)
(C.12)

Pr
[
|Ḡ− E[G]| ≥ ϵ

]
≤ exp

(
−Nϵ2

2γ2

)
. (C.13)

Choosing

N =
2γ2

ϵ2
log(1/δ) (C.14)

ensures that the RHS’s of Eq. C.12 are at most δ. Then, we have with probability at least
(1− δ)

∣∣∣∣
F̄

Ḡ
− E[F ]

E[G]

∣∣∣∣ =
∣∣∣∣
E[G](F̄ − E[F ]) + E[F ](E[G]− Ḡ)

ḠE[G]

∣∣∣∣ (C.15)

≤
∣∣∣∣
E[G](F̄ − E[F ])

ḠE[G]

∣∣∣∣+
∣∣∣∣
E[F ](E[G]− Ḡ)

ḠE[G]

∣∣∣∣ (C.16)
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=
1

|Ḡ|

(
ϵ+ ϵ

∣∣∣∣
E[F ]
E[G]

∣∣∣∣
)

(C.17)

=
2ϵ

|Ḡ| (C.18)

where we have used Eqs. C.7, C.10 and that E[F ]
E[G]

≤ 1. Moreover

1

|Ḡ| ≤
1

|E[G]− ϵ| ≤
1

|E[G]|

(
1 +

ϵ

|E[G]|

)
. (C.19)

Using Eqs. C.18,C.19 and recalling Eq. C.7 we see that

∣∣∣∣
F̄

Ḡ
− ⟨A⟩T

∣∣∣∣ ≤
2ϵ

|Tr[T (ρ)]| ·
(
1 +

ϵ

|Tr[T (ρ)]|

)
(C.20)

with probability at least (1− δ) for choice of N as in Eq. C.14. Therefore, our algorithm
requires the claimed number of measurements to return an estimate within precision ϵ ·
(Tr(T (ρ)))−1 under the condition ϵ ≤ |Tr[T (ρ)]|.

C.2 Proof of Lemma 2

Proof. Let us denote the ITE operation of the Hamiltonian H by T = e−βH and its 1st

order Trotter approximation (see Eq. 4.16) by P =
(
e−βH1e−βH2 ...e−βHL

)
. Let T (·) and

P(·) denote the corresponding maps. From [142] we know that

||T − P || = O



(

L∑

l=1

||Hl||β
)2

e
∑L

l=1 ||Hl||β


 (C.21)

= O
(
c2L2β2ecLβ

)
, (C.22)

where ||Hl|| ≤ c for each Hl. For an input state ρ, the trotterization error in the estimate
of Tr

[
Ae−βHρe−βH

]
for an observable A is given by—

|Tr[AT (ρ)]− Tr[AP(ρ)]| = |Tr[ATρT )− Tr[APρP ]| (C.23)

= |Tr[ATρT ]− Tr[ATρP ] + Tr[ATρP ]− Tr[APρP ]| (C.24)

= |Tr[ATρ(T − P )] + Tr[A(T − P )ρP ]| (C.25)

≤ |Tr[ATρ(T − P )]|+ |Tr[A(T − P )ρP ]| (C.26)
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≤ ||A|| · ||T || · ||(T − P )||+ ||A|| · ||(T − P )|| · ||P || (C.27)

≤ 2||e−βH || · O
(
c2L2β2ecLβ

)
(C.28)

= O
(
c2L2β2e2cLβ

)
(C.29)

Similarly,

|Tr[T (ρ)]− Tr[P(ρ)]| = O
(
c2L2β2e2cLβ

)
(C.30)

Using analysis similar to that in the Eq. C.15 of Proof of Lemma 1, the error in esti-

mating the normalized quantity
Tr[Ae−βHρe−βH]
Tr[e−βHρe−βH]

using the first-order Trotter approximation

is

2ϵtrot
Tr[T (ρ)]

(
1 +

ϵtrot
Tr[T (ρ)]

)
, (C.31)

where ϵtrot = O
(
c2L2β2e2cLβ

)

C.3 Proof of Lemma 3

Proof. The proof essentially follows that of Lemma 1 with more involved notation. First
note that for a ξ given by R repeated applications of T we have

Tr[Aξ(ρ)] =
D∑

i1=1

D∑

i2=1

· · ·
D∑

iR=1

sgn(qi1qi2 · · · qiR)|qi1qi2 · · · qiR | · Tr[ABiR (· · · Bi2 (Bi1(ρ)))].

(C.32)

We define Iir be a random variable that takes values in {1, ..., D} with probability

Pr[Iir = i] =
qi
γ
. (C.33)

Similar to the proof of Lemma 1, for each ir we define Lir ∈ {0, 1} to be the indicator
variable that is 1 when the operation Bir is successfully implemented. We have Lir = 1 if
Bir is trace-preserving and

Pr[Lir = 1] =
Tr
[
Bir(Bir−1(· · · Bi1(ρ)))

]

Tr
[
Bir−1(· · · Bi1(ρ))

] , (C.34)
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if Bir is non trace-preserving. We let Y be the random variable denoting measurement
outcome of the observable A and define

F := γR
D∑

i1=1

D∑

i2=1

· · ·
D∑

iR=1

sgn(qi1qi2 · · · qiR) · LiR · · ·Li2Li1Y (C.35)

G := γR
D∑

i1=1

D∑

i2=1

· · ·
D∑

iR=1

sgn(qi1qi2 · · · qiR) · LiR · · ·Li2Li1 . (C.36)

The expectation values of F and G are given by

E[F ] =
D∑

i1=1

D∑

i2=1

· · ·
D∑

iR=1

sgn(qi1qi2 · · · qiR)|qi1qi2 · · · qiR | · Tr[BiR (· · · Bi2 (Bi1(ρ)))]

= Tr[Aξ(ρ)], (C.37)

E[G] =
D∑

i1=1

D∑

i2=1

· · ·
D∑

iR=1

sgn(qi1qi2 · · · qiR)|qi1qi2 · · · qiR | · Tr[BiR (· · · Bi2 (Bi1(ρ)))]

= Tr[ξ(ρ)] (C.38)

and thus

⟨A⟩ξ =
E[F ]
E[G]

(C.39)

proving correctness of Algorithm 3. Now, both F and G lie between ±γR (recall that
∥A∥ ≤ 1). For N independent trials (each trial consists of sampling a multiset of indices
{i1, i2, . . . , iR}, running the corresponding quantum circuit and accepting/rejecting, and
finally measuring A), we define F̄ = 1

N
(F1+F2+ · · ·+FN) and Ḡ = 1

N
(G1+G2+ · · ·+GN).

Then Hoeffding’s inequality implies

Pr
[
|F̄ − E[F ]| ≥ ϵ

]
≤ exp

(
− Nϵ2

2γ2R

)
(C.40)

Pr
[
|Ḡ− E[G]| ≥ ϵ

]
≤ exp

(
− Nϵ2

2γ2R

)
. (C.41)

Following the same analysis as in the proof of Eq. 1 (c.f.Eq. C.14 to Eq. C.20), we see that
choosing

N =
2γ2R

ϵ2
log(1/δ) (C.42)
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ensures that
∣∣∣∣
F̄

Ḡ
− ⟨A⟩ξ

∣∣∣∣ ≤
2ϵ

|Tr[ξ(ρ)]| ×max

{
1,

ϵ

|Tr[ξ(ρ)]|

}
(C.43)

with probability at least (1− δ).
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