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Abstract 

With recent events, such as the Covid-19 pandemic, it is increasingly important to develop 

strategies to combat viral diseases. Due to technological advancements, computer-aided drug 

design and machine learning (ML)-based hit identification strategies have gained popularity. 

Applying these techniques to identify novel scaffolds and/or repurpose existing therapeutics 

for viral diseases is a promising approach. As an avenue to improve existing classification 

models for antiviral applications, this thesis aimed to make improvements to non-binding data 

selection within these models. We created a classification model using molecular fingerprints 

to assess the performance of machine learning predictions when the model is trained using 

randomly selected and rationally selected non-binding datasets. Our analyses revealed that 

machine learning predictions can be improved using a rational selection approach. We further 

used this approach and trained three machine learning models based on XGBoost, Random 

Forest, and Support Vector Machine to predict potential inhibitors for the SARS-CoV2 main 

protease (Mpro) enzyme. Probability-ranked hits from the combined model were further 

analyzed using classical structure-based methods. The binding modes and affinities of the hits 

were identified using AutoDock Vina, and molecular dynamics simulations-enabled MM-

GBSA calculations. The top hits identified from this multi-step screening approach revealed 

potential candidates that show improved affinity and stability than existing non-covalent Mpro 

inhibitors. Thus, our approach and the model could be useful for screening large ligand 

libraries. 
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Chapter 1 

Introduction 

Just over 100 years ago, when the Spanish Flu spread across the world resulting in the deaths 

of 20-50 million people, no effective treatments were available. The only approaches were 

mandatory masks, physical distancing, and washing of hands [1]. Over the next century, we 

learned from this pandemic and others.  In current days, we have immunizations and drug 

treatments available, but as new diseases arise, we need to develop ways to combat them more 

quickly. Towards this goal, we now have updated public health and research strategies at our 

disposal, including high-throughput screening of therapeutic candidates for testing and 

employing innovative computational methods, such as machine learning and structure-based 

drug discovery. 

Investigation and development of drugs to combat these diseases is a crucial strategy. 

This process has a high cost, of approximately $1.3 billion per drug [2], and is highly selective, 

resulting in a less than 10 % chance for a drug to reach market approval [3]. The approved 

drugs have undergone rigorous testing with a pipeline of preclinical, phase I and phase II trials, 

taking a significant investment of time and cost, as shown in Figure 1. 

 

 

Figure 1. Drug discovery pipeline.Reprinted (adapted) with permission from [4]. Copyright 

2004 Nature Reviews Drug Discovery. 
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In the past, drugs that could be repurposed were identified through serendipitous 

discoveries and experimental measures, and then more recently through computational efforts, 

known as ñComputer-Aided Drug Designò (CADD). These CADD strategies have been 

attributed to the discovery of protein inhibitors Saquinavir and Indinavir for HIV-1 protease 

through structure-based computational approaches in 1995 and 1996, respectively [5]. Of these 

strategies, structure-based drug design (SBDD), where 3D information on the protein target is 

used to find ligands that bind and provide a óhit,ô remains a promising strategy in CADD. When 

3D structure is not available for use, ligand-based virtual screening (LBVS) can be employed 

to identify hit candidates provided there is some knowledge regarding the known binder. In 

LBVS, the binders are used as a template to compare and identify other ligands that share 

similar structure and/or properties as similar ligands are assumed to have similar activity [6]. 

Recently, there have been some impressive antiviral screening efforts using machine 

learning (ML). One example is the ódeep dockingô approach, a structure-based deep learning 

model that uses a sampling procedure to efficiently compute scores for a large number of 

structures. This approach was used for screening a library of 1.3 billion drug-like compounds, 

leading to the identification of 11 hits as potential inhibitors for SARS-CoV-2, and 585 unique 

scaffolds [7]. Another study reported the supervised machine learning screening of two subsets 

of the ZINC15 database, one comprising 39,442 compounds and another containing 1577 

approved drugs. A third screening set contained 115 natural products, extracted from literature 

[8]. This combination approach used virtual screening, through AutoDock Vina/DOCK6, and 

a machine learning classification model to find hits for three SARS-CoV-2 target proteins: 

spike, nucleocapsid, and 2ô-o-ribose methyltransferase. The top 100 hits per dataset and target 

underwent further processing, and the final results indicated that some anti-hepatitis C drugs 

could be promising candidates for treatment against SARS-CoV-2. Similarly, other targets 

from different viruses, e.g., protein targets from West Nile and Dengue viruses have also 

undergone computational screening. One example is a notable pharmacophore-based 
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approach, which screened over a billion compounds from PubChem. This effort resulted in a 

shortlist of ranked lead compounds [9]. 

Despite the development of multiple strategies, identifying promising hits and 

transforming them to marketable drugs is highly challenging due to safety and efficacy 

problems. However, by screening the set of drugs meeting human safety protocols, the pipeline 

can be shortened, resulting in both time and cost savings. Additionally, re-use of previously 

approved drugs for a new indication (drug repurposing) also reduces the risk of drug-induced 

toxic side effects. In the case of viral infections, a drug can be used on the same target protein 

against a new virus, such as an approved antiviral drug targeting proteases on one virus that 

can be repurposed for targeting proteases in another virus [10]. Currently, nirmatrelvir and 

ritonavir are antiviral drugs that are repurposed drugs used in combination to treat SARS-CoV-

2 [11]. On the other hand, a drug may also be reused for a new target protein with a new 

indication, as with an anti-cancer drug being reused to treat a respiratory infection. Since these 

drugs have already undergone clinical trials and have been approved for an alternate use with 

no adverse effects, drug repurposing has a higher likelihood of approval since phases of the 

drug trials may be bypassed (preclinical/phase I). Through use of computational methods, 

either by way of large-scale screening efforts to find novel scaffolds, or drug-repurposing 

computer-aided drug design, these methods are used with the goal of minimizing time and 

costs within the drug discovery pipeline. 

The aim of this thesis is three-fold. First, to study the impact of molecular features and 

proportions of binding/non-binding data on the prediction accuracy using a basic classification 

model. Second, to apply the optimal classification model and a probability-based ranking to 

screen a small molecule database to identify potential drug-like candidates with antiviral 

properties. Finally, to understand the mode of interactions, stability, and affinities of the top 

hits from the machine learning model through structure-based methods such as molecular 

docking and dynamics simulations. 

Chapter 2 outlines the tools and methodology. For model building, there is an overview 

of datasets available that are used for model training, and along with this, there is a description 
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of machine learning model algorithms and procedures. Following this, methods for ñhitò 

validation, including molecular docking, molecular dynamics, and binding free energy 

calculations, are described. 

Chapter 3 outlines the training and testing of the classification machine learning models 

and reports the impact of the quantity and type of non-binding data on model performance 

using the DUD-E dataset. In this chapter, we also apply this classification model to the Mpro 

antiviral case, where two Mpro external datasets are tested with the optimal classification 

model. 

Finally, Chapter 4 investigates the screened hits from the combined machine learning 

model for the Mpro target protein, through use of the Chem-space virtual screening dataset. 

Unique poses are then validated structurally for interactions, binding mode, stability, and 

affinity with molecular dynamics simulations, to determine the most favourable binders for 

future experimental validations. 
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Chapter 2 

Methods 

This chapter outlines methods required to complete the steps of an iterative virtual screening 

procedure, to determine protein-ligand binding for an Mpro protein that is screened against a 

set of ligands, or ódrugô molecules. Initially , databases containing binding information for 

proteins with small molecules and drug-like compound libraries are introduced. Next, a 

description of machine learning algorithms and methods applied to the drug screening pipeline 

and the common evaluation metrics used for assessing the qualities of the ML models is 

provided. Finally, other structure-based analysis methods, such as protein-ligand docking, 

molecular dynamics, and binding free energy calculations used for validating a subset of ML-

screened óhitsô are described. 

2.1 Datasets 

A machine learning-based predictive model was trained using the features from the three-

dimensional (3D) structures of the ligand-bound complexes of the biological targets. Further, 

we used different small molecule libraries for training and testing the performance of the ML 

models. The data sources used for this are listed within this section.  

2.1.1 Binding Information 

The Protein Data Bank (PDB) [12], is a comprehensive repository for experimentally resolved 

structures of biomolecules. It is comprised of the three-dimensional (3D) structures of protein 

(187,536), DNA (9055), RNA (6141), NA-hybrid (230), and other molecules. Each four digit 

óPDB IDô value points to and describes a 3D structure. The binding data for ligands were 

obtained from the PDBbind dataset [13], which is a curated set from the full PDB collection 

and includes entries with Kd and Ki experimental binding data. The PDBbind set contains 

multiple subsets: the órefinedô data are checked and validated entries of the highest quality, and 

the ógeneralô set is the remainder of the PDBbind entries that have a lower crystal structure 

resolution. These PDBbind datasets are typically released annually, with updated crystal 
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structures extracted from the PDB. From these sets, benchmarking protocols have been created, 

such as with the 2007 collection, named by the year it was created, containing 1300 proteins. 

This benchmark set is typically used to compare regression models and instructs users to follow 

a specific protocol. These datasets are widely used for benchmarking, training, and testing of 

ML models. Since this curated data is considered as a gold-standard dataset, we used the 2007 

dataset from the PDBbind for initial training and testing procedures to determine a fingerprint 

threshold value. 

In contrast, The Directory of Useful Decoys ï Enhanced (DUD-E) [14], contains a 

much smaller number of target proteins (102) along with corresponding óboundô or óactiveô 

ligands, and ónon-bindingô or ódecoyô ligands. The set of ódecoysô contains 50 times more data 

points than the positive set and were identified based on physicochemical characteristics and 

similarity measures. Table 1 provides the summary of all databases used for ML model 

training and testing. 
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Table 1. Protein databases used for ML model training and testing. 

Database Name Quantity Description 

Protein Databank (PDB) [12] 191,565 biological 

macromolecular structures 

 

Collection of 

experimentally 

determined crystal 

structures 

PDBbind 2020 [13] 23,496 biomolecular 

structures: 

19,443 protein-ligand, 

2,852 protein-protein, 

1,052 protein-nucleic acid, and 

149 nucleic acid-ligand 

complexes 

2007 benchmark: 1300 

protein-ligand complexes 

Curated to contain 

only binding pairs that 

have corresponding 

experimental 

information 

Updated bi-annually 

Directory of Useful Decoys ï 

Enhanced (DUD-E) [14] 

102 proteins 

Actives ~224 per target 

Decoys ~11,200 per target 

Collection of 102 

proteins. Each protein 

has a set of óactiveô 

and ódecoyô small 

molecule binders 

 

2.1.2 Small Molecule Screening Libraries 

Multiple libraries of small molecules are available for in silico screening of hit candidates. For 

drug repurposing applications, databases such as DrugBank [15] provide a collection of 
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approved, investigational, and experimental molecules that may be screened. However, this 

database is small, with only 11,682 molecules. To expand the diversity of the hits and identify 

novel scaffolds, we performed virtual screening of the óChem-space virtual screeningô dataset, 

which includes 3,878,821 compounds [16]. Given the higher efficiency of current 

computational methods, especially ML-based techniques, larger databases may be screened to 

find novel potential inhibitors for a given target.  

2.1.3 Molecular Representations and Similarity Indices 

Molecular fingerprints are a method of describing the chemical features of a molecule; two 

fingerprints may be compared to one another to evaluate similarity between two molecules 

[17]. Thus, this method is employed in ligand-based virtual screening, a procedure where only 

the structure of a known active ligand molecule is used in a screening procedure to search for 

similar molecules that could be a potential binder for a given target. Specifically, two-

dimensional (2D) molecular fingerprints are used as descriptors by way of a bit-encoded 

representation of a particular molecule.  

To compare these bit-based representations, similarity between molecules can be 

calculated using mathematical coefficients that include Tanimoto, dice, cosine, etc. [18]. These 

mathematical methods/similarity metrics are used to compare the fingerprints to each other 

and yield a score between 0 and 1 depending on their similarity, where the score range is from 

0 (completely dissimilar) to 1 (identical). Fingerprint similarity comparison is outlined in 

Figure 2. The simplistic representations of fingerprints allow for faster comparison between 

molecules and thus, can be used for virtual screening efforts for a large database.  
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Figure 2. Example of structural comparison between two molecules. Reprinted (adapted) with 

permission from [19]. Copyright 2022 Elsevier Inc. Substructures that are equal result in a ó1ô 

within the array. Differing substructures result in a ó0.ô Total similarity score is calculated 

using a mathematical coefficient, such as the Tanimoto coefficient, to determine whether the 

fingerprint is a óhitô (Ó 0.8) or not (< 0.8), when compared to the reference structure using a 

particular threshold value. 

 

Fingerprints have different strengths/weaknesses. For example, topological, or path-

based fingerprints give more weightage towards structures with a similar óskeleton.ô In 

contrast, fingerprints, such as MACCS (Molecular ACCess System), are key-based, which can 

aid with óscaffold hoppingô and finding hits with different core molecular structures [20]. To 

use these differences as an advantage, combined scoring strategies can be used to minimize 

individual weaknesses, where a hit is deemed suitable based on the average of the fingerprint 

group. To incorporate these into computational workflows, fingerprints are included in 

common molecular toolkits, such as RDKit, as it contains base functionality of molecule and 

protein data structures. 

мммммммммммммммллмлΧ

Reference structure

Ligand Database

Fingerprint generation and comparison

Best similarity values are óhits,ô 

e.g., Tanimotocoefficient >= 0.8
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Types of fingerprints that will be utilized in this study are substructure, path-based, and 

circular fingerprints. Specifically, fingerprints were chosen from RDKit and include Daylight-

based substructure (RDKit implemented), topological (substructure/layered fingerprint), key-

based (MACCS), and circular (extended-connectivity subtype, Morgan). The óRDKitô 

implementation of the Daylight fingerprint is a method that uses hashing, and linear pathways 

to encode a molecule [21]. Bits are not assigned to one specific characteristic in the Daylight 

fingerprint. Next, the layered fingerprint utilized in this study is an adaptation of the 

topological fingerprint, where a more generic approach is used, with pre-defined substructures, 

but the same method of searching through the molecule. Alternatively, óMACCSô is a 

fragment/key-based approach that uses 166 structural keys, representing important chemical 

features, to determine the bit-representation. Finally, óMorganô fingerprints are circular 

fingerprints, where a circular radius is used for determination of the fingerprint encoding. 

These fingerprints are also known as ECFP (extended-connectivity fingerprints); a radius of 6 

was used for the Morgan fingerprint within this study.  

2.2 Machine Learning Methods 

Machine learning methods learn from a large amount of data and make a ótargetô prediction by 

determining a mathematical relationship between a set of input ófeaturesô and the ótargetô value 

[22]. In cheminformatic applications, the feature data could consist of molecular weight, 

charge, solvent accessible surface area, number of hydrogen bond donors, and more. In the 

ideal case, a machine learning model trained with large amounts of high-quality data will  learn 

the overall trends within the data and accurately predict a property of interest [23]. Machine 

learning is typically performed through ósupervised,ô óunsupervised,ô ósemi-supervisedô or 

óreinforcement learning,ô the four main types of machine learning. 

Of these, the two most commonly used learning methods are ósupervisedô and 

óunsupervised.ô First, the ósupervisedô model requires labelled input and output data that is to 

be predicted by the model [24]. Supervised learning can be further categorized into 

classification-based and regression-based models. In the classification scheme, the aim is to 

use classifier labels (e.g., binary) to train a model to predict that label. For example, a 
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classification model in hit identification can predict a molecule to be a óbinderô (1) or a 

ónonbinderô (0). Pre-classifier probabilities can also be extracted and utilized to provide 

additional information for categorical predictions.  In the regression scheme, a model is trained 

on quantitative data and learns to predict the specific values or rank them.  For example, a 

simple regression model can predict the óbinding affinityô values for a hit molecule. In contrast, 

unsupervised learning aims to predict trends within data, but with no set target label [24]. This 

approach is applicable for categorization; for example, unsupervised learning can be used for 

clustering protein families based on the protein sequences or binding sites.  

2.2.1 Algorithms 

2.2.1.1 Random Forest 

The random forest (RF) algorithm uses the óbaggingô method, where a quantity of decision 

trees each receive a random set of features to produce an output from [25]. There is an equal 

probability for any feature to be used. A consensus score is determined from the decision tree 

predictions. Either the trees make a classification prediction (0 or 1), with the majority taken 

as the prediction, or have a regression prediction with the average number as the outcome; this 

process is visualized in Figure 3 [25, 26]. 
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Figure 3. Visualization of random forest algorithm. Visualization of use of óbaggingô 

method. The result is from the averaged trees, and any feature has an equal probability to 

contribute to this, since each decision tree that makes up the result is comprised of a random 

selection of features. 

2.2.1.2 XGBoost 

In contrast to óbagging,ô óboostingô is another method that uses decision trees to make a 

prediction. In this case, each decision tree is built upon to improve the prediction, where the 

feature weighting for the next decision tree is based on the last one, as depicted by Figure 4. 

Extreme gradient boosting refines gradient boost and provides advantages such as faster 

execution speed and improved handling of noise and sparse data [27]. 
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Figure 4. Gradient boosting.Rows represent the ability for this method to learn from 

previous decision trees, to make an improved prediction. Duplicated from [28]. 

2.2.1.3 Support Vector Machine 

Support Vector Machine (SVM) is an algorithm that was created to use feature data to group 

inputs into two categories [29]. In this sense, it is an excellent choice for a model requiring 

óbinding (1)ô and ónon-binding (0)ô categorization. The categorization of SVM occurs through 

creating cut-off values for feature data and clustering the binding and non-binding features of 

each. Through use of mathematical operations, all feature data can be plotted onto a graph that 

represents N-dimensional space, in order to find the óhyperplaneô that separates the data 

categories, illustrated in Figure 5 [24]. Understandably, points closer to the hyperplane are the 

most crucial, as they dictate where the optimal hyperplane will lie. This further emphasizes the 

importance of validated data inputs, as a few crucial data points close to the hyperplane could 

make a significant difference in overall model accuracy. 
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Figure 5. Support vector machine graphical depiction. Categorization of the SVM algorithm 

shows the division of data on either side of a defined hyperplane with the optimal separation 

between datapoints of two different categories. Reprinted (adapted) with permission from [29]. 

Copyright 2005 American Chemical Society. 

2.2.2 Evaluation 

Model evaluation can occur through the use of standardized datasets and performance metrics. 

This gives an objective gauge of model effectiveness between computational methods [20]. In 

addition to the common evaluation metrics of accuracy, precision, and recall used in ML model 

evaluation, AUC (Area Under the Curve) and Cohen Kappa score are also used in structure-

based virtual screening applications. A summary of important metrics is outlined in Table 2. 
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Table 2. Evaluation metrics and their mathematical significance. Within the table: TP = true 

positive, FP = false positive, FN = false negative and TN = true negative, and N = TP + FP + 

TN + FN [30]. 

Metric  Description 

Area Under the Curve Measure of ability to distinguish between 

classes, compared to random chance. 

Precision Ὕὖ

Ὕὖ Ὂὖ
 

Recall/Sensitivity/True positive rate Ὕὖ

Ὕὖ Ὂὔ
 

Specificity/Selectivity/True negative rate Ὕὔ

Ὕὔ Ὂὖ
 

F1 Score 
ςϽ
ὖὶὩὧὭίὭέὲϽὙὩὧὥὰὰ

ὖὶὩὧὭίὭέὲὙὩὧὥὰὰ
 

Accuracy Ὕὖ  Ὕὔ

Ὕὖ  Ὂὔ  Ὕὔ  Ὂὖ
 

FM Index Ὕὖ

Ὕὖ ὊὖϽὊὖ Ὂὔ
 

Matthewôs Correlation Coefficient Balanced measure, useful when data classes 

are of different sizes; ranges from -1 to 1 

Jaccard Index Ὕὖ

Ὕὖ Ὂὖ Ὂὔ
 

Cohen Kappa Level of agreement between two class labels, 

ranges from -1 to 1 

False Positive Rate Ὂὖ

Ὂὖ Ὕὔ
 

False Negative Rate Ὂὔ

Ὂὔ Ὕὖ
 

Informedness Ὕὖ

Ὕὖ Ὂὔ

Ὕὔ

Ὕὔ Ὂὖ
ρ 

Markedness Ὕὔ

Ὕὔ Ὂὔ

Ὕὔ

Ὕὔ Ὂὔ
ρ 
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Specifically, the AUC metric is determined graphically by counting backwards from 

highest to lowest ranked compounds and plotting that against the number of actives [16]. The 

area under the curve is calculated, with a higher value indicating more accurate predictions. 

Matthewôs correlation coefficient, Jaccard Index, Cohen Kappa (ranging from -1 to 1), and 

informedness/markedness are useful metrics when evaluating dataset performance where true 

positives and true negatives are equally important [30]. The informedness and markedness 

metrics are variations on recall and precision, respectively [31]. These metrics take into 

consideration all aspects of the confusion matrix (true positive, true negative, false positive 

and false negative), and range from a -1 to 1 score value. Informedness builds upon recall and 

indicates probability of predicting true positives and true negatives. Similarly, markedness 

builds upon precision and is an indication of the trustworthiness of these predictions. 

2.2.3 Over and under-sampling 

For imbalanced datasets, SMOTE (Synthetic Minority Oversampling Technique) 

oversampling, and under-sampling steps can be added to minimize biases that are introduced 

due to class imbalance.  Over-sampling procedures create additional data points by estimating 

according to the feature space [32]. These procedures perform well within drug-target 

interaction prediction strategies [33]. Additionally, their combination with under-sampling 

techniques has been shown to provide good performance. Under-sampling removes samples 

to equalize the quantities for class data [34]. These steps can be helpful to avoid biases within 

machine learning models, while still taking advantage of an imbalanced dataset as input.  

2.3 Additional Computational Analysis Methods 

Either used as standalone methods, or in combination, molecular docking, molecular dynamics, 

and binding free energy (MM-PBSA/MM-GBSA) methods are utilized to evaluate binding 

affinity predictions.  
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2.3.1 Molecular Docking 

Molecular docking is a high throughput computational approach used to predict the mode of 

binding of a molecule and its binding affinity to a target [35]. The model of binding is obtained 

through an exhaustive sampling of ligand conformations in the proteinôs binding site, and the 

affinity of the molecule is predicted using a scoring function. We used molecular docking to 

obtain the binding modes and affinities of the hits identified through the ML model. All 

docking calculations were performed using AutoDock Vina v1.1.2, an efficient docking 

program, which uses a mixture of empirical and knowledge-based methods to make a 

prediction [36]. This program was selected for the virtual screening processes in this study due 

to AutoDock Vinaôs fast performance; this program can utilize multiple CPUs in parallel to 

further increase performance. 

2.3.2 Molecular Dynamics 

Molecular dynamics (MD) simulations use mathematical approximations to describe the 

motions and time-dependent conformational changes of molecules. In drug discovery, it is 

commonly used for studying the protein-ligand dynamics, interactions, and their affinities. 

Forces that act on both bonded and non-bonded atoms are estimated using the functions and 

parameters described by a force field. Bonds, atom to atom angles, dihedral angles, and non-

bonded atoms are approximated with springs, sinusoidal function, and Coulombôs Law, 

respectively [37]. The MD simulations in this thesis were carried out using the 

óAMBERff14SBô force field of the Amber18 package. The ligands were parameterized using 

General Amber Forcefield (GAFF2) as shown in Equation 1, and atom/bond types and partial 

charges assigned through antechamberôs AM1-BCC package [38].  

 

Equation 1. Amber forcefield functional form [39]. 
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Next, parmchk2 checked for missing forcefield parameters. The tleap program was 

utilized to prepare the system for the molecular dynamics simulations, and with this program, 

a 12 Å box was created with TIP3P water molecules, and NaCl counter ions in a concentration 

of 150 mM. Simulations consisted of five steps: 1) energy minimization, 2) heating, 3) 

equilibration, 4) pre-production, and 5) production. 

First, five stages of energy minimization were performed; initial stages were carried 

out with 10,000 steps and strong harmonic constraints of 100, 50, 25, 10, and 5 kcal/mol/Å 

applied to solute atoms. A final minimization with 20,000 steps and no constraints was then 

performed. Three steps of equilibration took place with restraint masks of 5, 0.1, 0.01 

(backbone only), each 100 ps in length at a constant 310 K. A fourth equilibration step was 

performed with no constraints and for 400 ps, followed by a 2 ns pre-production phase held at 

constant temperature and pressure. Temperature throughout the simulations was controlled 

with the Langevin thermostat [40], and pressure, with the Berendsen barostat [41]. Finally, 

three production runs were performed, at 10 ns each, with sampling at 2 fs, resulting in 15,000 

production frames. These simulations were run on the University of Waterlooôs ótqtmasterô 

cluster. 

To analyze these trajectory files, Root Mean Squared Deviation (RMSD) plots are a 

method to visualize how atom placement and protein structure changes over time [42]. 

Different aspects can be visualized, such as the conformational changes of a ligand over the 

course of a molecular dynamics simulation, or protein backbone fluctuations that are taking 

place. Another analysis method is Root Mean Squared Fluctuation (RMSF), which operates on 

the same principal, but in this case, specific residue changes are recorded and visualized. 

Through RMSF analysis, regions of high and low flexibility may be identified within a protein. 

Additionally, hydrogen bonding was examined; strong hydrogen bonding aids in ligand 

stability within a protein binding site. 
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2.3.3 Binding Free Energy 

óMolecular mechanics PoissonīBoltzmann surface areaô (MM-PBSA) and ómolecular 

mechanics generalized Born surface areaô (MM-GBSA) are two major endpoint methods used 

widely in drug discovery for calculating the binding free energy of the hit molecules towards 

their target proteins. These methods use implicit solvent models to estimate the free energy of 

binding of ligands from the dynamic trajectories and have been shown to have better accuracy 

in relative ranking of the hit molecules [43]. 

The main difference between these two methods is that the polar solvation term is 

calculated differently; in MM-PBSA, this term is calculated through the Poisson Boltzmann 

equation, while MM-GBSA solves this term using the Generalized Born equation. To solve 

the polar solvation term of MM-PBSA, the AMBER program contains finite difference 

solution methods (a manner of approximating differential equations): four linear and six 

nonlinear, for obtaining this term [43]. Alternatively, polar solvation is calculated in the 

Generalized Born method through the approximation of molecules as charged spheres with the 

goal of determining the electric field strength based on molecule proximity and amount of óde-

screeningô if two molecules are close to each other [43]. Of the two, the Poisson Boltzmann 

method is more resource intensive and time consuming, but also more accurate. However, 

studies have shown that the MM-GBSA method can provide results that are close to that of 

MM-PBSA, depending on the system, and specifically that this method also can provide 

accurate relative binding affinities when comparing bound ligands for a system. 
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Chapter 3 

Classification Model 

3.1 Introduction 

This study was comprised of three main components. First, an investigation of individual and 

combination fingerprints through use of the known binders and non-binders of the DUD-E 

dataset was carried out, where the selected fingerprints would be compared against the random 

selection method. Next, there was further exploration using these fingerprints within a smaller 

dataset to select a similarity threshold value. Finally, these non-binding dataset parameters 

were utilized for creation of a model that was subsequently tested with two Mpro external test 

sets. The final model was utilized to assist in a virtual screening procedure of the óChem-space 

virtual screeningô dataset, containing 3,878,821 compounds. 

Databases such as the RCSB Protein Data Bank [44], and PDBbind database [45] 

provide high quality structural data and curated experimental binding/inhibition/dissociation 

constants. However, these datasets, by definition, contain only binding information for these 

complexes, and do not contain known non-binding crystal structure complexes and 

information. Despite the lack of non-binding data, it is important to provide well-balanced 

datasets to be used in machine learning models. Existing strategies supplement this data 

through two main approaches. 

The first approach is through random selection, where a potential non-binder is 

randomly chosen from the binder pool of ligands. In this case, it is assumed that a randomly 

chosen ligand is likely not to bind. Another strategy is the use of specifically generated ódecoyô 

molecules, such as with the DUD-E dataset [14]. This is a more rigorous approach, where 

potential non-binders are created based on a protein and its binding dataset. However, using 

specific property information can introduce biases. This strategy is very restricted in terms of 

the target space covered and computationally expensive to generate the non-binder dataset 

prior to training. To implement an efficient process for selecting non-binders for training a 

model, we propose to use a fingerprint-based selection approach. Fingerprints are widely used 
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for finding molecules with similar or dissimilar structures [17]. Utilizing the fingerprints to 

pick the non-binders could offer a more rational way for training models and may improve the 

overall learning when compared to the traditional random non-binder selection method. 

Nevertheless, it is important to verify the general application of this approach for various 

targets, as the performance could change with different targets. 

Therefore, we studied the impact of the fingerprint-based negative data selection 

method on the model performance. We used a simple classification model and compared the 

performance of the models using gold-standard datasets. We explored different factors, 

including the type of fingerprint, the proportion of the non-binding data, and the performance 

with different classification algorithms. Types of fingerprints that will be utilized in this study 

were chosen from RDKit and include Daylight-based substructure (óRDKitô implemented), 

óTopologicalô (substructure/layered fingerprint), key-based (óMACCSô), and circular 

(extended-connectivity subtype, óMorganô). 

3.2 DUD-E Fingerprint Screening 

To evaluate the DUD-E dataset of actives and decoys, various fingerprints and their 

combinations were examined and assessed through analysis of top scores across DUD-E 

targets for binding/non-binding predictability and contribution breakdown within multi-

fingerprints. 

3.2.1 Methodology 

For each DUD-E target (102 total), molecular fingerprints were calculated for both the 

óbinding/activeô (1) and ónon-binding/decoyô (0) ligand sets using Python with the RDKit 

package [46] and then stored as bit strings, along with the ligandôs óactual value,ô meaning its 

label of óactiveô (1) or ódecoyô (0). Each of the DUD-E target sets contains subsets of known 

binders, as well as computationally generated ódecoys.ô For each molecule in the combined set 

of óactivesô and ódecoys,ô a randomly selected binder was chosen to compute the fingerprint 

similarity via the Tanimoto coefficient per each fingerprint type. This procedure was replicated 

50 times with unique active molecules chosen, and then an average value was computed per 
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the selected individual fingerprint types (RDKit, Morgan, MACCS, Topological). Data values 

were stored in óPandasô data frames per target, to be used for further calculations. This 

procedure is outlined in Figure 6. 

 

 

Figure 6. Workflow for DUD -E fingerprint generation. A. Each target in the DUD-E dataset 

was processed (102 total). B. A randomly chosen ligand was tested against the known 

binders/positive set. C. Fingerprints were computed per type over n = 50 trials for m number 

of ligands; an average of 11,424 ligands per target. D: The entries were averaged across the 50 

trials per each target and each ligand. 
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Next, combination fingerprint scores were determined through using each of the 

óminimumô, ómaximumô, and óaverageô methods. Given an array of single fingerprint values 

for a particular ligand of a target protein, the óminimumô function took the smallest value from 

the set as the score for that ligand, the ómaximumô took the largest value, and the óaverageô 

took the average value. Total combination fingerprints tested were: 

1. Pairwise fingerprints (6): minimum, maximum, average (18 total) 

2. Triplet fingerprints (4): minimum, maximum, average (12 total) 

3. All combined fingerprints (1): minimum, maximum, average (3 total) 

3.2.1.1 DUD-E Prediction Ability of Binders/Non-Binders  

The first method evaluated was a 1:1 ratio (actives vs. decoys) dataset, where the total number 

of óactivesô along with their computed similarities were extracted, and then a random and equal 

subset of the total decoys was extracted from the total dataset. Once this data was compiled, 

the ideal fingerprints were determined through examination of the prediction ability of the 1:1 

subset to evaluate the óbindingô and ónon-bindingô abilities, and which of the 

minimum/maximum/average methods to pursue in the next steps. This subset was sorted, 

smallest to largest for the ónon-bindersô set, and largest to smallest for the óbindersô set, and 

the top 1%, 2%, and 10% were examined for best performance across the DUD-E targets. 

Additionally, the top 1% of predictions were also examined through heatmap visualization 

between individual targets.  

3.2.1.2 Whole Dataset Prediction Ability for Individual Targets 

Next, all ligands from the dataset were examined across all targets for the ónon-bindingô case. 

In this case, particular threshold percentages of correct ónon-bindingô predictions across each 

method per target were selected (starting with 55%, and then proceeding in increments of 5%) 

and method type and threshold. The targets that fit these criteria were summed, with a final 

comparison across the thresholds and methods being made.  
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3.2.1.3 Unique Ligand Prediction Ability 

To further examine the individual ligand prediction abilities among actives and decoys from 

each DUD-E target for the 50 trials, a uniqueness test was performed. In this case, out of a 

proportion of the data, any correctly predicted non-binder was extracted from a fingerprint type 

and assigned an ID value. Among each of the 11 fingerprints (average was taken for the 

combined), any subtype with the same prediction as another was summed into the ócombinedô 

fingerprint, and individual fingerprints were counted separately. In the case of the two 

fingerprint combined methods, per each target, the proportion of the values predicted by each 

individual fingerprint and the combination fingerprint were computed, where an overall 

average per these combined fingerprints yields the overall contribution of these combined 

fingerprints versus them alone, with a score between 0-1, where a score of 0 would indicate 

each of the two fingerprints predict only different ligands, and no ligands are predicted the 

same. A score of 1 would indicate that all predicted ligands are the same, and that these 

methods complement each other. The scores between fingerprint methods can be compared to 

each other, and visualization with heatmaps is an efficient method to determine the individual 

fingerprints that contribute the most per each of the combined fingerprints. 

3.2.2 Results and Discussion 

Although a 1:50 proportion of fingerprint data exists for each target within the dataset, the 1:1 

prediction ratio was used for this aspect due to the largely disproportionate data, and to be able 

to observe trends more clearly among the binding/non-binding predictions. Although random 

chance selection is calculated, the 1:1 approach additionally means that both óbindingô and 

ónon-bindingô strategies are uniform and can be compared to each other; the positive and 

negative predictions may be considered with equal chance of random selection, and equal 

weight towards the fingerprint selection criteria, while examining the entire dataset through 

other analysis methods.  
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3.2.2.1 DUD-E Binding Ability Prediction 

Based on this evaluation, the ómaximumô and óminimumô prediction methods performed very 

similarly, as exemplified in Figure 7. Notably, fingerprints perform almost two times better 

compared to the random selection method for the 1%, 2%, and 10% predictions among the 

minimum and maximum methods. Additionally, for the top 10% of predictions, the best 

performance was observed among the óMACCSô and óMorganô individual fingerprints. 

Furthermore, from the minimum/maximum top 10% predictions, several of the pairwise 

fingerprints, namely óRDKit/Topologicalô, óMorgan/Topologicalô, and óRDKit/Morganô, and 

multi-combined fingerprints, specifically óMACCS/RDKit/Topologicalô, 

óMorgan/RDKit/Topologicalô and óMACCS/RDKit/Topological/Morganô, showed the best 

binding predictive capabilities. 
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Figure 7. Positive predictions 1:1. Top 1%, 2%, and 10% scores. Scores are calculated per 

target as a percentage based on the maximum total based on the number of ligands within the 

top percentage. 
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3.2.2.2 DUD-E Non-binding Ability Prediction 

As shown in Figure 8, when the óminimumô, óaverageô, and ómaximumô fingerprints are 

compared across the top 1% values, the óminimumô method yields higher predictive values for 

the individual fingerprints, which remain constant across each of the 1, 2, and 10% metrics, 

when compared to the combinations. In contrast, the óaverageô and ómaximumô methods 

perform similarly across methods, with the óaverageô performing slightly better throughout. 

Within these methods, and the top 10%, fingerprints providing the highest performance were 

óMorganô and óMACCS/RDKit/Topologicalô. However, all fingerprint predictions were only 

about 5% different from these top predictions. Similar to the positive 1:1 prediction method, 

fingerprints perform just under two times better compared to the random method for the top 

1% of predictions. 
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Figure 8. Negative predictions 1:1. Top 1%, 2%, and 10% scores. Scores are calculated per 

target as a percentage based on the maximum total based on the number of ligands within the 

top percentage. 
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To further illustrate the trend, Figure 9 displays the normalized heatmaps per target for the 

negative and positive 1% prediction calculations. To account for the differences in top 

prediction value totals among the targets, the percent of correct predictions was computed per 

target. Lighter areas of the heatmap show the fingerprint types that predicted non-binders in a 

better capacity than the darker portions. From this visualization, it is clear that the órandomô 

method performs significantly worse when compared to any of the fingerprint methods. For 

example, the random method showed decreased performance when compared to fingerprint 

methods for targets ócomt,ô ókithô, and óptn1.ô Furthermore, there are targets with poor 

performance across all methods: óthbô and óxiapô target predictions are close to zero. However, 

this visualization does not give a good indication as to how each fingerprint performs compared 

to each other; additional trends cannot be well observed in this case. This is why additional 

analyses were performed, so that fingerprint performance could be visualized in different 

capacities.  
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Figure 9. Heatmaps that display top 1% predictions across all targets. A: Top 1% predictions across all targets in predicting non-binders. 

B: Top 1% predictions across all targets in predicting binders. Lighter regions show more accurate predictions. Clearly, fingerprints 

predict the top 1% of each of these targets with increased accuracy compared to random selection (last row). 
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3.2.2.3 Best Fingerprint Based on Top Prediction Ability 

To more easily visualize the performance differences among the various method types, 

comparison per target of total prediction ability was performed, from 55% to 95%. This 

analysis and graphical representation in Figure 10 outlines performance across targets. The y-

axis represents how many targets are predicted, and the value is determined based on how 

many targets fit the percentage criteria. In the case of 55%, a target is tallied for a particular 

selection method if 55% or greater of the ligands are predicted correctly. For this 55% 

prediction, all prediction methods besides órandomô have a high prediction accuracy for the 

binding ability of 55% of the ligands or greater. The órandomô method gives no correct 

predictions when targets are only tallied where 85% or greater have been correctly predicted. 

There is increased separation between the prediction ability of the fingerprints until 95%, 

where óMorganô and óMACCS/RDKit/Topologicalô methods predict 95% or greater of the 

ligands correctly for about 70/102 targets. Clearly, there is an improvement among the 

combined fingerprints compared to the individual fingerprints. 
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Figure 10. Percentage of correct predictions across all targets using fingerprints and random selection method.
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3.2.2.4 Pairwise Fingerprint Comparison 

Next, paired results were extracted from the top 50% of predictions, and checked for 

complementary effects, as seen in Figure 11. Since a threshold to define óbinderô vs ónon-

binderô has not yet been imposed, using 100% of predictions would not yield informative 

results. Thus, the top 50% of predictions were selected for this analysis. Per target and 

fingerprint pair type, a fraction was computed per each of the contributing fingerprints to the 

pair. This value was then averaged across all targets to give an overall contribution of each 

individual fingerprintôs contribution to the score, and the combined contribution to the score 

(0-1). These combined values were organized into the heatmap, as shown in Figure 11, where 

the highest combination is between the óRDKitô and óTopologicalô fingerprints, where a 

fraction of 0.62, greater than half of the predictions, are through a joint contribution. These 

observations would indicate that, since the performance of this fingerprint combination is 

greater than the individual fingerprint contributions, these combination fingerprints show a 

complementary effect. The óMorgan/MACCSô fingerprint combination has the next best score, 

with the joint contribution equaling almost half (0.49) of the total contributions.  

 

Figure 11. Combination fingerprint pairwise uniqueness value comparison.Comparison 

among combined fingerprints for the top predicted 50% per fingerprint type. 
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3.2.2.5 Combined Fingerprint Unique Prediction Ability 

Although this method does not consider all sub-combinations within the three and four type 

fingerprints, these are considered for the triplet and pairwise when they are compared to each 

other with other methods. The objective is to see how each type of combination fingerprints 

complement each other. Among the fingerprint types, the fingerprints that were the best at 

predicting the correct binders were the total combination, or óall fingerprints.ô The top three 

were: 1) All_fingerprints (0.76), 2) MACCS/Topological/RDKit (0.63), and 3) 

RDKit/Topological (0.62), represented graphically in Figure 12. 

 

 

Figure 12. Numbers of unique total combination fingerprints. Values were normalized in the 

range of 0-1 based on the total number of ligands per target. 
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3.2.2.6 Conclusions 

Based on the 1:1 prediction of non-binders, the óaverageô method was deemed to be the most 

suitable for use with other analysis methods, and to make a non-binder prediction. However, 

the óminimumô and ómaximumô methods performed very similarly across fingerprints. Within 

the non-binder predictions, fingerprints that proved to be the best at making predictions were 

óMorganô and óMACCS/RDK/Topologicalô. Within the 1:1 óbinderô predictions, the 

óminimumô and ómaximumô methods were the best performing and showed improved 

predictive capabilities with the paired combined fingerprints óRDKit/Topologicalô, 

óMorgan/Topologicalô, and óRDKit/Morganô; triplet fingerprints, 

óMACCS/RDKit/Topologicalô and óMorgan/RDKit/Topologicalô; and the all-combined 

óMACCS/RDKit/Topological/Morganô fingerprint. 

Further investigation into the performance of the non-binder óaverageô method was 

performed. When all targets were observed for these through a heatmap visualization, it was 

clearly observed that fingerprint methods outperformed the random selection method. Next, 

through ótop abilityô predictions, notably the óMorganô and óMACCS/RDKit/Topologicalô, 

fingerprints correctly predicted 95% of ligands for 70/102 targets. When complementary 

effects are investigated for the pairwise fingerprints, the óRDKitô and ótopologicalô fingerprints 

were deemed to complement each other the most. Finally, the óunique prediction abilityô was 

investigated within the top 50% of the dataset. Within this analysis, the combination with the 

most complementary effects was the óMACCS/RDKit/Topological/Morgan,ô or óall 

fingerprintsô combination. 

Based on the performance of the various fingerprint methods, the óMorganô, 

óMACCS/RDKit/Topologicalô, and óMACCS/RDKit/Topological/Morganô methods were 

selected to be further tested with a machine learning classification model, and further compared 

with the órandomô method. 
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3.3 Classification Model Refinement 

3.3.1.1 Dataset Preparation  

Given a set of fingerprints to test, non-binding data was generated to be used with a 

classification machine learning model. To generate non-binding data per sample, the binding 

data was processed with a Python script, which split the protein features from the ligand 

features. Next, each PDB ID/sample was iterated through, and a random ligand entry was 

selected and checked if it met the threshold. Threshold values ranged from 0.2 to 0.6, with 

intermediate values with a step value of 0.1 between 0.2 and 0.6. In the case of single 

fingerprints, the Tanimoto similarity between the bound ligand and a potential non-binder were 

calculated through use of the ligand bit vectors corresponding to this fingerprint. Multiple 

fingerprints followed this same procedure, but a combined value was used to check against the 

threshold similarity. If the calculated score value was greater than the threshold, the ligand was 

logged, so that it was not re-checked, and the procedure was repeated with another random 

ligand. To improve efficiency, and for simplicity with memory constraints for any large 

dataset, the non-binders were computed in subsets, and then merged afterwards.  

3.3.1.2 Threshold Value Determination 

The non-binder fingerprint generation method was next tested with a machine learning 

classification model from the Scikit-learn Python library [47] using default model parameters 

and a fixed seed value. Initially, a trial set between the fingerprints was performed with the 

benchmark PDBbind subset (1300 proteins) and a limited feature set (280 binding site features 

and 280 ligand features) to test the fingerprint selection threshold values on a small dataset 

across 1) data proportion, 2) machine learning model type, and 3) fingerprint method types. 

Proportions of non-binding data were generated to be 1, 2, 5, 10, 20, and 50 times the binding 

data with the selected ligand chosen based on: A) random selection, and B) fingerprint 

selection across threshold values (0.2, 0.3, 0.4, 0.5, 0.6). With the PDBbind benchmarking set, 

top combinations of fingerprints were iterated through for 25 trials each, averaging the AUC 

score values and calculating the metrics based on the averaged values for true positive, true 
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negative, false positive, and false negative. This procedure was repeated with machine learning 

models of random forest, support vector machine, and XGboost, to test for an ideal threshold 

value to proceed with. 

3.3.1.3 Model Training and Cross-Validation 

A more comprehensive feature set, of ligand (280), binding site (280), and sequence (1810) 

features, were generated for the full  PDBbind dataset, using a mixture of the Python libraries 

ODDT [48], RDKit [46], and PyBioMed [49]. Over and under-sampling steps were performed 

on this dataset as well. Feature data was generated for the PDBbind full dataset, which 

contained 18,100 known protein binders, after data generation and cleaning. The chosen 

threshold value was now used for testing with the full PDBbind dataset, to investigate non-

binding dataset selection ability with differences between 1) data proportion size, 2) machine 

learning model type, 3) fingerprint selection threshold values, and 4) fingerprint method types, 

where each fingerprint used was one from among the top fingerprints determined through the 

investigation of the DUD-E methods. Models were evaluated through 10-fold cross validation; 

to provide a rigorous comparison, each cross-validation fold was computed and saved prior to 

training, to ensure that models were provided with an identical fold of data. 

Then, the full PDBbind dataset was used to determine the proportion as well as the 

fingerprint types to use within the selected threshold value, and comparison for each fingerprint 

and proportion in the threshold set, along with the random selection was performed. Among 

the top three fingerprints, three aspects were compared: 1) the summation of the best score 

value per category, 2) an average across all indices, and 3) a percent improvement metric, 

comparing the average cross-validation score to the equivalent model random selection. 

3.3.1.4 Model Testing with External Test Set 

Finally, two Mpro sets were prepared and used as external test sets for models containing non-

binding data determined by the optimal fingerprint, and its varying proportions. The first Mpro 

test set was generated from Protein Data Bank (PDB) extracted Mpro crystal structures. A 

similarity search was performed in the PDB, and then the corresponding PDB IDs were saved. 
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These PDB IDs were run using the same Python code for feature generation as per the PDBbind 

sets. The structures were filtered to be independent from PDBbind (258 unique entries), and 

10 times the proportion of binders were used for generating the non-binder dataset using the 

fingerprint method.  

To provide further validation for this model, a second Mpro dataset was used as an 

additional screening dataset. The binding data was downloaded from Chem-space and named 

ñPart 3 Fight COVID2 set,ò containing 5346 inhibitors for PDB id = 5RF7. These structures 

from Chem-space [16] were compiled from structure-based screening calculations. A 

proportion equal to 10 non-binder dataset was also created for this dataset with the fingerprint 

method. 

Both datasets were evaluated with a range of metrics, and additionally, the prediction 

probability threshold values were considered, through choosing an optimal threshold value 

based on the datasetôs Cohen Kappa value.  

3.3.2 Results and Discussion 

3.3.2.1 Threshold Value Determination 

A comparison between threshold values was made to determine the optimal value, based on 

observations made from models trained using the PDBbind benchmark dataset with the limited 

feature set. This smaller set was used to generate non-binding data for each threshold value 

(6), model type (3), proportion (6), and filtering type (fingerprint or random) (4), totaling 342 

models. The three fingerprints tested were those determined to be the best performing based 

on the DUD-E analyses. This threshold value was selected through observation of the 

numerical trends between important metrics, which are exemplified through heatmaps and line 

graphs in Figure 13, which highlight an overall trend. 
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Figure 13. Threshold value selection. Heatmaps and line graphs were generated from average 

values between the random forest, support vector machine, and XGBoost models.  
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When the trend across the averaged dataset is observed, clearly, a lower threshold value 

used for generation of non-binding data resulted in higher observed scores. This can be clearly 

observed in Figure 13, where the averaged results between the three models (XGBoost, 

support vector machine, and random forest) illustrate the trends between the metrics AUC, 

Jaccard index, and PPV (positive predictive value/precision). 

3.3.2.2 Model Training and Cross-Validation 

Next, to evaluate the full PDBbind model, 10-fold cross validation was performed. The 

averaged values are shown in Table 3, where results are summarized per model and type. This 

summary includes top results for the tallied number of metrics that were 1) the maximum per 

metric within each of the three model types (support vector machine/XGBoost/random forest), 

2) the average value of the computed indices, and 3) an improvement score, which is a percent 

improvement calculated based on the random score per proportion. Within the óMaxô column, 

for XGBoost, random forest, and support vector machine the total number is 18, which 

corresponds to the total number of metrics.  
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Table 3. Summary of 10-fold cross-validation. Categorized based on proportions (P) and 

fingerprint types for XGBoost (XGB), random forest (RF), and support vector machine (SVM) 

models. Within the table, óPô indicates the proportion of the non-binding data compared to the 

binding data. The óMaxô column shows, out of the 18 metrics, how many times the fingerprint 

model combination achieved the maximum metric value, compared to other fingerprint models 

with the same machine learning algorithm. óAvgô is the average among the eight indices 

studied, and óIô is the importance score, or a percent improvement/decrease compared to the 

random value. The highest improvement score result among each column is highlighted within 

this table.
 

XGB RF SVM 

Fingerprint P Max Avg I  Max Avg I  Max Avg I  

All fingerprints 1 0 0.92 18.51 0 0.89 21.84 0 0.94 0.73 

Maccs/rdkit/top 1 5 0.95 22.83 7 0.94 28.13 5 0.96 3.13 

Morgan 1 0 0.77 -0.02 0 0.74 1.15 0 0.75 -19.76 

Random 1 0 0.77 0.00 0 0.73 0.00 0 0.93 0.00 

All fingerprints 2 0 0.93 17.67 0 0.90 17.82 0 0.94 1.39 

Maccs/rdkit/top 2 0 0.96 21.46 2 0.94 23.81 2 0.96 3.93 

Morgan 2 0 0.79 0.57 0 0.77 0.78 0 0.77 -16.69 

Random 2 0 0.79 0.00 0 0.76 0.00 0 0.93 0.00 

All fingerprints 5 0 0.94 19.98 0 0.90 17.93 0 0.94 0.52 

Maccs/rdkit/top 5 1 0.96 23.40 0 0.94 23.60 0 0.96 2.90 

Morgan 5 0 0.79 1.37 0 0.77 1.42 0 0.78 -16.97 

Random 5 0 0.78 0.00 0 0.76 0.00 0 0.94 0.00 

All fingerprints 10 0 0.94 21.03 0 0.90 20.34 0 0.95 1.55 

Maccs/rdkit/top 10 0 0.96 24.42 0 0.93 24.91 1 0.96 3.30 

Morgan 10 0 0.78 0.83 0 0.76 1.09 0 0.78 -16.39 

Random 10 0 0.78 0.00 0 0.75 0.00 0 0.93 0.00 

All fingerprints 20 0 0.94 25.03 0 0.91 25.71 0 0.94 1.86 

Maccs/rdkit/top 20 1 0.96 28.53 0 0.93 28.81 0 0.96 3.62 

Morgan 20 0 0.77 1.99 0 0.74 2.39 0 0.77 -16.35 

Random 20 0 0.75 0.00 0 0.72 0.00 0 0.93 0.00 

All fingerprints 50 0 0.94 30.24 3 0.91 32.42 10 0.94 1.33 

Maccs/rdkit/top 50 11 0.97 34.36 6 0.93 36.33 0 0.62 -32.71 

Morgan 50 0 0.74 2.34 0 0.71 3.15 0 0.74 -20.16 

Random 50 0 0.72 0.00 0 0.68 0.00 0 0.93 0.00 
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3.3.2.2.1 XGBoost Proportion Comparison 

When compared to the average órandomô score per proportion, the 

óMACCS/RDKit/Topologicalô combination yields the highest improvements that range from 

21 ï 34 %, and óMACCS/RDKit/Topological/Morganô combination scores range from 18 ï 30 

%. The óMorganô fingerprint scores the lowest of the three, with improvements from 0 ï 2 %. 

Clearly, the óMACCS/RDKit/Topologicalô and óMACCS/RDKit/Topological/Morganô 

fingerprints yield the highest performance. Additionally, the óMorganô fingerprint performs 

either similarly, or slightly better than, the órandomô method, depending on the data proportion. 

The highest performing fingerprint, óMACCS/RDKit/Topologicalô, performs the best at a 

proportion = 50 with an average score of 0.97. However, it should be noted that there is only 

a small difference between this highest prediction and the lowest, where the proportion = 1 and 

score = 0.95. Additionally, when the best performing selection type 

(óMACCS/RDKit/Topologicalô), is compared to óMACCS/RDKit/Topological/Morganô, the 

addition of the óMorganô fingerprint yields a score only slightly lower, within a range of 2.1 ï 

3.3 %, across proportions. 

3.3.2.2.2 Random Forest Proportion Comparison 

Next, the random forest algorithm displayed a similar trend to XGBoost, with the 

óMACCS/RDKit/Topologicalô and óMACCS/RDKit/Topological/Morganô methods showing 

23.60 ï 36.33 % and 17.82 ï 36.33 % improvement over the random method, respectively. 

These two methods also perform very similarly to each other, with differences ranging between 

2.2 ï 5.3 % across all proportions. In contrast, the óMorganô fingerprint has only slight 

improvements compared to the random method (0.78 ï 3.15 %). 

3.3.2.2.3 Support Vector Machine Proportion Comparison 

Lastly, the support vector machine cross validation results had varied performance among the 

proportions and fingerprints. The óRDKit/Topological/MACCSô method again performed the 

best, but unlike the other methods, the best score was with proportion = 2. Unlike the other 
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methods, the óMorganô fingerprint received scores lower than the random method, within the 

range of -32.71 to -16.39 %.  

3.3.2.2.4 Further Discussion 

Based on the initial DUD-E fingerprint results, which indicated that the óMorganô fingerprint 

performed highly, it was expected that the óMorganô fingerprint would perform more similarly 

to the two combined fingerprints. However, other analyses indicated that the combination 

fingerprints provide complementary effects, so when this is considered, the higher results for 

the óRDKit/Topological/MACCSô combined fingerprint and the 

óMACCS/RDKit/Topological/Morganô are in line with expectations, and, as illustrated in 

Table 3, were expected to perform more similarly. Additionally, a combined fingerprint with 

greater diversity would be expected to perform better. It is also consistent that if the individual 

óMorganô fingerprint is underperforming on this dataset, that the combination fingerprint 

óMACCS/RDKit/Topological/Morganô would also have decreased performance. 

Additionally, when scores are compared among the proportions for the 10-fold cross 

validation, results are extremely similar across the machine learning methods, which can be 

visualized in Figure 14 XGBoost shows a slight improvement, but besides the score for the 

support vector machine method with proportion = 50, these results indicate that models using 

any of the tested proportions perform very similarly compared to each other.  
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Figure 14. Visualization of machine learning model scores for XGBoost, random forest, and 

support vector machine non-binding proportions. A. óRDKit/Topological/MACCSô scores 

graphed by proportion and compared among the XGBoost, random forest, and support vector 

machine models. B. Comparison between óRDKit/Topological/MACCSô fingerprint model 

and the random model, using XGBoost. C. Comparison between 

óRDKit/Topological/MACCSô fingerprint model and the random model, using random forest. 

D. Comparison between óRDKit/Topological/MACCSô fingerprint model and the random 

model, using support vector machine. 
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Finally, based on the 10-fold cross validation results, the best performing fingerprint 

combination was the óRDKit/Topological/MACCSô. Performance among the proportions per 

model was similar, so these proportions were maintained for further investigation with this 

óRDKit/Topological/MACCSô combined fingerprint on the external datasets. 

3.3.2.3 Model Testing with External Test Sets 

3.3.2.3.1 Mpro Crystal Structure Dataset Observations 

Key metrics for the full PDB model tested against an Mpro crystal structure dataset are outlined 

in Table 4. First, for the XGBoost model, very low thresholds yield the best Cohen Kappa 

scores.  Proportion = 10 is best performing, with lower data proportions (5, 2, 1) performing 

similarly. Proportions 20 and 50 appear to be unfavourable for this model. 

 

Table 4. Summarized results from the Mpro crystal structure dataset, across proportions and 

models. 

 

Model P Threshold TPR Precision RecallAccuracyAUC Fbeta F1 JaccardMCC Cohen kappa

1 0.90 0.52 0.42 0.52 0.89 0.72 0.49 0.46 0.30 0.40 0.40

2 0.10 0.54 0.46 0.54 0.90 0.74 0.52 0.49 0.33 0.44 0.44

5 0.05 0.52 0.44 0.52 0.90 0.73 0.50 0.48 0.31 0.42 0.42

10 0.05 0.54 0.47 0.54 0.90 0.74 0.52 0.50 0.34 0.45 0.45

20 0.05 0.29 0.44 0.29 0.90 0.63 0.31 0.35 0.21 0.31 0.30

50 0.05 0.21 0.38 0.21 0.90 0.59 0.23 0.27 0.16 0.23 0.22

1 0.65 0.41 0.43 0.41 0.90 0.68 0.42 0.42 0.27 0.37 0.37

2 0.45 0.81 0.45 0.81 0.89 0.86 0.70 0.58 0.41 0.56 0.53

5 0.45 0.92 0.60 0.92 0.94 0.93 0.83 0.73 0.57 0.72 0.70

10 0.45 0.94 0.67 0.94 0.95 0.95 0.87 0.78 0.64 0.77 0.75

20 0.40 0.97 0.66 0.97 0.95 0.96 0.88 0.79 0.65 0.78 0.76

50 0.40 0.96 0.70 0.96 0.96 0.96 0.90 0.81 0.68 0.80 0.79

1 0.85 0.40 0.39 0.40 0.89 0.67 0.39 0.39 0.24 0.33 0.33

2 0.75 0.40 0.38 0.40 0.89 0.67 0.39 0.39 0.24 0.32 0.32

5 0.85 0.37 0.40 0.37 0.89 0.66 0.38 0.38 0.24 0.32 0.32

10 0.75 0.40 0.37 0.40 0.88 0.66 0.39 0.38 0.24 0.32 0.32

20 0.85 0.37 0.40 0.37 0.89 0.66 0.38 0.39 0.24 0.33 0.33

50 0.80 0.36 0.41 0.36 0.89 0.66 0.37 0.39 0.24 0.33 0.33

SVM

XG

RF
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For random forest, proportions 10, 20, and 50 are promising due to their Cohen Kappa 

scores. Threshold values for optimal Cohen Kappa scores were close to 0.5, and the true 

positive prediction ranges from 0.92 - 0.97 for proportions 5, 10, 20, and 50. The 20 and 50 

proportions are the best performing, especially in terms of true positive score. 

The support vector machine model exhibits very similar performance across all 

proportions. Threshold values have been adjusted to ~0.8 on average, for the optimal Cohen 

Kappa score. Specifically, the true positive rates are slightly higher with the proportions 1, 2, 

and 10. However, these differences are less than 10% between the highest and lowest true 

positive score. Overall, the support vector machine predictions for the Mpro crystal structure 

dataset are not ideal. Cohen Kappa scores range from -1 to 1, so the 0.3 scores are showing 

some overall prediction ability according to this metric. However, since the rest of the 

predictions should be > 0.5 to show an informed prediction, this model is not giving adequate 

performance. Additionally, due to the similar scores, one proportion cannot be chosen over 

another for the model on this test set. 

To note, accuracy scores are high due to the high number of predicted true negative 

values. An example calculation of this is shown in Equation 2, where the accuracy calculation 

from the first row of Table 4 is highlighted. Other metrics do not score as well because, unlike 

the accuracy measure, true negatives are not incorporated into the numerator of these 

equations.  

 

Equation 2. Accuracy calculation example; first row of Table 3. 

ὃὧὧόὶὥὧώ 
Ὕὖ Ὕὔ

Ὕὖ Ὕὔ Ὂὖ Ὂὔ

ρσσςσωυ

ρσσςσωυρψυρςυ
πȢψω 
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 For example, precision, recall, and F1 calculations do not incorporate true negative 

values. Precision, is calculated from true positive, and false positive values, as shown in 

Equation 3. In an ideal model, a low number of false positives gives a high precision score 

that is close to or equal to 1. 

 

Equation 3. Precision calculation example; first row of Table 3. 

ὖὶὩὧὭίὭέὲ
Ὕὖ

Ὕὖ Ὂὖ

ρσσ

ρσσρψυ
πȢτς 

 

Recall (also named true positive rate or sensitivity) is calculated in a similar manner 

but as shown in Equation 4, is calculated from the set of known positives; those that are 

correctly categorized as true positives, and those that are mislabeled (false negative). 

 

Equation 4. Recall calculation example. 

ὙὩὧὥὰὰ
Ὕὖ

Ὕὖ Ὂὔ

ρσσ

ρσσρςυ
πȢυς 

 

Next, F1 score uses true positive, false negative and false positive value to compute the 

harmonic mean between precision and recall, as shown with an example calculation in 

Equation 5 [31]. 

 

Equation 5. F1 calculation example; first row of Table 4. 

Ὂρ
ὴὶὩὧὭίὭέὲϽὶὩὧὥὰὰ

ὴὶὩὧὭίὭέὲὶὩὧὥὰὰ
ς
πȢτςϽπȢυς

πȢτςπȢυς
πȢτφ 
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3.3.2.3.2 Chem-space Inhibitor Dataset Observations 

Key metrics for the full PDB model tested against the Chem-space dataset are outlined in Table 

5. First, at the optimal Cohen kappa values, the XGBoost model has a wide range of threshold 

values (0.05-0.95). However, within this range, proportions 2 and 5 have mid-range threshold 

values (0.45), close to the default value of 0.5. In terms of prediction of true positives, 

proportions 1, 2, and 10 predict binders very well. However, in this case, it appears that 

proportion = 2 would be the best suited for the model, because this proportion has the best 

Cohen Kappa value, indicating high predictability for both binders and non-binders, and yields 

the highest true positive rate. 

Next, random forest gives the strongest predictions overall. Notably, the Cohen Kappa 

and true positive values are the highest. Since the proportion = 5 performs the best across all 

categories, this would seem the most reasonable to be selected for the random forest model.  
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Table 5. Summarized results from the Chem-space inhibitor dataset, across proportions and 

models. 

 

 

The performance of the three selected models across probabilities, for the combined 

RDKit/Topological/MACCS fingerprint are visualized in Figure 15, where there is shown to 

be an optimal separation between the binder and non-binder predictions in the XGBoost and 

random forest models. However, the support vector machine model predicts some non-binders 

incorrectly as binders within the 0.8-1.0 probability range.  

Model P Threshold TPR Precision RecallAccuracyAUC Fbeta F1 JaccardMCC Cohen kappa

1 0.95 0.98 0.86 0.98 0.98 0.98 0.95 0.92 0.85 0.91 0.91

2 0.45 0.98 0.93 0.98 0.99 0.99 0.97 0.96 0.92 0.95 0.95

5 0.45 0.92 0.91 0.92 0.98 0.96 0.92 0.92 0.85 0.91 0.91

10 0.25 0.97 0.91 0.97 0.99 0.98 0.96 0.94 0.89 0.94 0.94

20 0.05 0.82 0.97 0.82 0.98 0.91 0.85 0.89 0.80 0.88 0.88

50 0.05 0.58 0.97 0.58 0.96 0.79 0.63 0.73 0.57 0.74 0.71

1 0.70 0.99 0.92 0.99 0.99 0.99 0.98 0.95 0.91 0.95 0.95

2 0.70 0.99 0.94 0.99 0.99 0.99 0.98 0.96 0.93 0.96 0.96

5 0.60 0.99 0.90 0.99 0.99 0.99 0.97 0.94 0.89 0.94 0.94

10 0.55 0.99 0.89 0.99 0.99 0.99 0.97 0.94 0.89 0.93 0.93

20 0.50 0.98 0.90 0.98 0.99 0.99 0.97 0.94 0.89 0.94 0.93

50 0.45 0.98 0.96 0.98 0.99 0.99 0.97 0.97 0.93 0.96 0.96

1 0.85 0.65 0.64 0.65 0.93 0.81 0.65 0.65 0.48 0.61 0.61

2 0.75 0.73 0.61 0.73 0.93 0.84 0.70 0.66 0.50 0.63 0.63

5 0.80 0.86 0.53 0.86 0.92 0.89 0.76 0.65 0.48 0.63 0.61

10 0.75 0.74 0.61 0.74 0.93 0.85 0.71 0.67 0.50 0.64 0.63

20 0.80 0.83 0.54 0.83 0.92 0.88 0.75 0.66 0.49 0.63 0.61

50 0.75 0.81 0.55 0.81 0.92 0.87 0.74 0.66 0.49 0.63 0.62

XG

RF

SVM
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Figure 15. Predictions of binders and non-binders within the three machine learning 

models.Class 0 represent the non-binders, and class 1 represent binders. A. Support vector 

machine, proportion = 5. B. RF, proportion = 5. C. XGBoost, proportion = 2. 
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To address the high scores and concerns of overfitting, specifically for the random 

forest model, a check of the feature contribution was performed, shown in Figure 16; this 

model contains a high fraction of ligand features, which could be biasing the model to give 

overfitted scores. Among these selected models, the features can also be visualized for only 

the random forest and XGBoost predictions. There is no feature breakdown for the version of 

support vector machine that was utilized in this case, as the format of this model used does not 

provide feature results that can be extracted. Random forest has a majority of ligand features 

contributing to the prediction, and only a small number of sequence features. This may explain 

the very high predictions observed on the Chem-space inhibitors set, as using a model with a 

high proportion of ligand features could be overfitting/contributing to bias. However, the 

XGBoost model yields a more equitable distribution of features among the three major 

categories, with the sequence features contributing to about half of the overall feature 

weightage, then the ligand features, and then binding site features.  

 

 

Figure 16. Feature contributions from random forest and XGBoost.  In this case, the 

óMACCS/RDKit/Topologicalô fingerprint model was utilized. A. The random forest model 

with a proportion equal to 5. B. The XGBoost model with a proportion equal to 2. 
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Finally, a feature importance comparison was made among the top three fingerprint 

types with a constant proportion value of 2 for the XGBoost model, as illustrated in Figure 17. 

All fingerprint-generated models yielded higher performance compared to the órandomô 

method. Additionally, within the óMACCS/RDKit/Topologicalô model (Figure 17A) is a more 

evenly distributed feature importance, with emphasis on the sequence features (~50 %). This 

is an indication that the selected model is trained from a variety of types of features, and not 

biasing results highly towards a particular feature type, especially compared to the feature 

importance of the other fingerprint selection models and random method (Figures 17 B, C, 

D), where sequence importance is highly weighted, compared to other feature types. 

 

 

Figure 17. Feature importance comparison among the top three fingerprints. Among the 

trained XGBoost models with a proportion of 2, graphs depict the percentage contribution of 

each of the three categories of features for the top three fingerprint types. A. óMACCS/ 

RDKit/Topologicalô fingerprint selection. B. óMACCS/RDKit/Topological/Morganô 

fingerprint selection. C. óMorganô fingerprint selection. D. óRandomô fingerprint selection.  
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Another feature importance comparison was made among the top three fingerprint 

types with a constant proportion value of 5 and the random forest model, shown in Figure 18. 

The random forest fingerprints consist primarily of ligand and sequence features.  Fingerprint 

selection types were compared, and the selected fingerprint combination, 

óMACCS/RDKit/Topologicalô (Figure 18A) utilizes ligand features as a majority. As 

discussed, random forest received high scores across both external test sets. However, since 

feature importance is skewed towards ligand (óMACCS/RDKit/Topologicalô and óAll 

Combinedô), or sequence (óMorganô and órandomô), these results indicate that overfitting may 

be occurring in this case. Since both combined fingerprints with a high importance of ligand 

features received high scores within the 10-fold cross-validation check, this feature type would 

be the most likely cause of potential overfitting for the random forest model.  
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Figure 18. Feature importance comparison among the top three fingerprints.  Within the 

trained random forest models with a proportion of 5, graphs depict the percentage 

contribution of each of the three categories of features for the top three fingerprint types. A. 

óMACCS/RDKit/ Topologicalô fingerprint selection. B. óMACCS/RDKit/Topological/ 

Morganô fingerprint selection. C. óMorganô fingerprint selection. D. óRandomô fingerprint 

selection. 

 

3.3.2.4 Conclusions 

An efficient approach to supplement a machine learning model with informed non-binding 

data was tested. This approach utilized individual and combination molecular fingerprints, 

which were determined through an initial effectiveness evaluation with the DUD-E library. 

The best performing fingerprints, as determined from the DUD-E methods, were the individual 

óMorganô fingerprint, and the combination fingerprint of óMACCS/RDKit/Topologicalô and 
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óMACCS/RDKit/Topological/Morgan.ô These fingerprints and a corresponding threshold 

value were evaluated with a benchmark PDBbind dataset across proportions 1, 2, 5, 10, 20, 

and 50, the machine learning models support vector machine, XGBoost, and random forest, 

and the selected fingerprints. A random selection method was also tested with each of the 

proportions, and models. Across methods, the lowest threshold, 0.2, was deemed to yield the 

highest machine learning scores on the PDBbind benchmark dataset. 

Additional evaluations were performed with the selected fingerprints and random 

selection method, proportions, and models, with 10-fold cross validation on the full PDBbind 

dataset. Per model and fingerprint, results were very similar across the metrics, with the 

óMACCS/RDKit/Topologicalô fingerprint yielding the highest scores. All proportion 

combinations of this combination fingerprint were then tested against two external datasets: a 

PDBbind derived Mpro dataset, and a Chem-space inhibitors dataset. Although the dataset 

proportions provided similar performance, from these external test sets it was determined that 

the best proportions for the óMACCS/RDKit/Topologicalô fingerprint per model are proportion 

= 5 for random forest, proportion = 5 for SVM, and proportion = 2 for XGBoost. 

3.3.2.5 Future Directions 

Future directions for this work are to expand the type and quantity of fingerprints that were 

used in the initial DUD-E dataset screening. Additionally, we plan to implement more testing 

and checks with another dataset to ensure that no forms of bias are contributing to the 

performance. Ideally, an experimental dataset would be used for testing, and not a 

computationally generated dataset. Although diversity is typically important for fingerprint 

screening, we still would want to be careful when considering very well-performing 

fingerprints, such as 3D pharmacophore, as this may introduce its own biases into the non-

binding data for the dataset. 
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Chapter 4 

Structure-Based Analysis 

4.1 Introduction 

High throughput virtual screening, through use of molecular docking, can be used as a 

standalone strategy to screen for compounds with favourable binding affinity [50]. Given the 

advancements in ML-based modeling, it would be efficient to combine this approach with 

traditional methods to improve the speed and hit rate of the screening process. Therefore, we 

performed classical structure-based analyses of the machine learning modelôs pre-filtered hit 

candidates from the óChem-spaceô dataset to assess the quality of the hits, mode of binding, 

and their binding affinities. We believe that this would not only help reduce the screening time 

but might improve the quality of the hits. 

The antiviral target chosen for this screening effort was the SARS-CoV-2 Main 

Protease (Mpro). As a potential target for SARS-CoV-2, its main protease is attractive, since 

this protein is not homologous to human proteases, and therefore the chance of negative off-

target effects is decreased [51]. Additionally, this protein is a dimer that is characterized as 

having three domains, with the active site between domains I (residues 1-101) and II (residues 

102-184), and joined by linker regions, as shown in Figure 19 [52]. At the binding site, HIS41 

and CYS145 form a catalytic dyad. The Mpro target has been studied through various methods, 

and interactions between residues HIS41, GLY143, SER144, GLU166, and GLN189 have 

been identified as important for potential drugs [53].  
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Figure 19. Mpro visualization of domains. Depiction of reference ligand bound in active site 

of monomeric Mpro, along with key residues, generated in Visual Molecular Dynamics 

(VMD) [54]. 

 

4.2 Methodology 

4.2.1 Molecular Docking and Pose Filtering 

The determined machine learning model combinations were used to make predictions for 3.9 

million compounds within the Chem-space virtual screening database. The dataset was split 

into 785 sections, due to memory constraints. To ensure that a manageable number could be 

docked, 0.1% of the total dataset, or the top ~5000 structures were selected for molecular 

docking. Since a probability threshold was required to be selected, probabilities starting at 0.9, 

with a 0.1 probability interval, were tested to find the combined threshold value resulting in a 
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value of total structures closest to 0.1%. Next, this ligand set was further processed through 

docking with AutoDock Vina. 

Bash and Python scripts preprocessed each ligand; these scripts automated the 

conversion of the Chem-space molecules from the .SMILES format to the .PDB 3D format 

(using the Python package RDKit functionality). To prepare for docking, scripts from the 

Scripps Institute converted protein and ligand files to .PDBQT format. To generate 

configuration files, calculation of the centre of mass of the bound ligand and a grid box size of 

ςȢω  the radius of gyration of each potential ligand binder were carried out. After the docking 

procedure, Python scripts collected important information (binding affinity output and the 

corresponding molecule IDs) into a summary file, where results were ranked according to 

binding affinity of the top pose from each molecule. 

For each of the ten compounds with the highest binding affinity, our in-house PyMOL 

plugin óPoseFilter,ô was used for filtering the docked poses [55]. A combination of Simple 

Interaction, Structural Protein Ligand Interaction Fingerprint (SPLIF), and Root Mean Squared 

(RMS) comparisons were made to identify three top-scoring unique poses. Fingerprint 

similarity is computed using a similarity coefficient (dice, or a tailored metric for SPLIF) to 

determine the similarity between two protein-ligand complexes. Results are sorted into folders 

based on a user specified óuniquenessô threshold value and outputted into graphs to visualize 

similarity.  The initial parameters of 2.0 Å for RMS threshold and 0.5 for simple interaction 

and SPLIF (default PoseFilter parameters) sorted uniqueness. Parameters were incrementally 

changed to achieve a consensus of three unique poses for fingerprints and RMS by 0.1 

(minimum of 0.3) and 1.0 Å, respectively. Further adjustments were made until a consensus 

pose was determined; parameters and poses are shown in Appendix A. 

4.2.1 Molecular Dynamics 

Preparation and determination of protonation states were computed for the Mpro (PDB id = 

6w63) protein at a neutral pH with Schrodinger Maestroôs Propka [56], and then PyMOL was 

used for final protein and ligand preparation. Molecular dynamics simulations using Amber 18 
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were run for these 30 structures (3 poses, each with 10 hits), each with a simulation time of 30 

ns. The protein ligand complexes were described using the AMBERff14SB and GAFF2 

forcefield as outlined in Chapter 2. The complexes were solvated using a TIP3P water box and 

electro-neutralized using NaCl- ions. The MD protocol described in Chapter 2 was followed 

for equilibrating the complexes, and the dynamic trajectories were analyzed for their stability, 

conformational changes, ligand binding affinity and interactions. 

The free energy of binding for the ligands was computed using the MM-GBSA 

calculations. The binding free energy values for the ligand poses was estimated by calculating 

the energy difference between the protein-ligand complex, and the receptor and ligand 

(complex ï receptor ï ligand), using the last 10 ns of the trajectory, with a total of 1000 frames.  

The dynamics of the hits were compared to the dynamics of the crystal structure of Mpro bound 

to a non-covalent X77 inhibitor (PDB ID = 6W63, positive control in this thesis). 

4.3 Results and Discussion 

4.3.1 Molecular Docking and Pose Filtering 

The combined machine learning model screening resulted in 4878 Chem-space molecules. Of 

these molecules, the best scoring, or lowest docking energy values, were Ò -10 kcal/mol. From 

the docking results, the maximum screened value was -6.3 kcal/mol, and the median/mean was 

-8 kcal/mol. The distribution of these scores is shown in Figure 20. 
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Figure 20. Distribution of top 0.1 % docking scores. Distribution of the docking affinity of 

4878 Chem-space molecules. 

 

In addition, the ID values assigned to the top ten poses, along with their binding 

affinity, are listed in Table 6. Further information about these structures, such as their SMILES 

strings, 2D structures, and Chem-space IDs, are outlined in Appendix B. As a note, the naming 

convention used for structures was based on the batch number and molecule number out of the 

batch. When docked poses are examined, the final value after the underscore corresponds to 

the pose number. 
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Table 6. AutoDock Vina docking scores of the three unique poses of the top ten hits. 

Complex Unique 

(Pose1) 

Binding 

affinity  

(Pose 1) 

Unique 

(Pose2) 

Binding 

affinity  

(Pose 2) 

Unique 

(Pose3) 

Binding 

affinity  

(Pose 3) 

264_4209 1 -11.1 6 -8.5 7 -8.3 

267_3318 1 -10.4 2 -9.9 9 -8.8 

268_874 1 -10.2 3 -8.5 5 -8.2 

268_2452 1 -10.0 3 -9.1 5 -8.8 

269_1725 1 -10.4 2 -10.2 7 -10.0 

269_1816 1 -10.1 4 -9.4 5 -9.3 

269_3556 1 -10.0 2 -9.2 4 -8.9 

373_2580 1 -10.2 5 -8.5 6 -8.4 

413_1761 1 -10.4 3 -8.8 4 -8.4 

574_2168 1 -10.0 4 -8.9 6 -8.6 

 

4.3.1.1 MM-GBSA Calculations 

All three unique poses for the top 10 hits were subjected to 30 ns molecular dynamics 

simulations, and the binding free energy for the ligands was calculated using the MM-GBSA 

method. Figure 21 provides a summary of the estimated free energies and the standard error 

values. Our previous analyses on the Mpro crystal structures showed that < -30 kcal/mol free 

energy is a good threshold for classifying strong binding Mpro inhibitors [52]. Further, as can 

be noted, the positive control (X77, 6W63 ligand, green bar on the far right in Figure 21) used 

in this study also had a binding free energy of -30.8 kcal/mol. The free energy plot illustrates 

that at least one of the three poses for the hits has significant affinity comparable to that of the 
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control molecule. This emphasizes the importance of the combined screening protocol 

incorporated in this thesis. While the affinities are significant, it is essential to check whether 

the bound ligands remain stable in the binding pocket and satisfy the key interactions observed 

in other Mpro inhibitors. 

 

Figure 21. MM-GBSA calculations for the ten potential hits, three unique poses each, along 

with the native binder from PDB ID = 6W63 (green bar on the far right). 

 

4.3.1.2 RMSD Results 

Overall protein RMSD results indicate that of the 31 screened structures, almost all have 

relatively low fluctuations within the backbone, with all but one structure below 2.5 Å RMSD, 

as shown in Figure 22. The majority of structures (27/30) also lie within 1.5 ï 2.0 Å, the same 

range as the bound crystal structure (2.0 Å). 
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Figure 22. Average RMSD per complex. 

 

Ligand RMSD varies more widely than the protein RMSD. Discounting the natively 

bound 6w63, which achieved the lowest ligand RMSD (0.6 Å), of the screened compounds, 9 

had ligand fluctuations of less than 1.5 Å, and 15 structures achieved an RMSD less than 2 Å. 

Ranked ligand RMSD results are outlined in Figure 23, plotted against their binding free 

energy. All ligands achieved less than 3.5 Å of fluctuations.  
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Figure 23. Average ligand RMSD per structure. 

 

4.3.1.3 Energy Decomposition and Hydrogen Bonding 

Among the 30 óhit-basedô results, MM-GBSA overall energetics were examined, along with 

their hydrogen bonding. Since the key contributing residues to binding within the Mpro 

catalytic site include residues GLU166, GLN189, HIS163, SER144, and GLY143 [52], an 

emphasis on these residues was made when examining these structures for hydrogen bonds 

and the corresponding decomposition plots. Structures with promising decomposition results 

were screened for the occurrence of hydrogen bonding, and distance between the donor and 

acceptor pairs was plotted using VMD. 

First, the 6W63 crystal structure complex had stable hydrogen bond interactions with 

residues GLY143, GLU166, and HIS163 and a weaker hydrogen bonding interaction with 
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ASN 142. Within the energy decomposition graph, in Figure 24A, the ASN142 residue 

contributes mostly through electrostatic interactions, and MET165 contributions are through 

electrostatic and van der Waals forces. Notably, the ligand RMSD is very stable for this crystal 

structure bound ligand. 
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Figure 24. Combined results for 6W63 native ligand. A: Energy decomposition per residue. B: graphical depiction of hydrogen bonding 

interactions between 6W63 native molecule and ASN142, HIS163, GLU166, and GLY143. C: overall production RMSD. D: production 

RMSD of protein and ligand. E. RMSF plot for reference molecule. 
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To further visualize the placement and interactions occurring in the binding site, the 

structure of the 6W63 positive control and its hydrogen bonding is represented in Figure 25 

with a 2D interaction diagram, along with a corresponding 3D visualization of the residue 

interactions with this molecule. Within this diagram, the interactions between GLU166, 

HIS163, and GLY143 are highlighted. 

 

 

Figure 25. 6W63 crystal structure interactions depicted in 2D and 3D structures. A. 2D 

representation of hydrogen bonding, generated with Schrödinger Maestro. Strong hydrogen 

bonds, represented by the purple lines, are formed with GLU166, HIS163, and GLY143. B: 

3D visualization of hydrogen bonds and interactions within the 6W63 binding pocket. 

 

Based on MM-GBSA, protein and ligand fluctuations, and key hydrogen bond 

interactions, three molecules were selected as the top three out of the molecular dynamics 

simulations that were run. First, molecule 268_874_5 yielded a binding free energy of -36.3 

kcal/mol. According to the breakdown of decomposition energies, as shown in Figure 26A, 

residues MET165 and GLN189 contribute through van der Waals forces, and residue THR26 

contributes through a mixture of Van der Waals and electrostatic interactions. This molecule 
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exhibited hydrogen bonding with residues GLN192, THR26, and CYS145. To visualize these 

interactions, the hydrogen bonding distances were plotted and are shown in Figure 26B. 

Similar to the reference crystal structure, this molecule has a key interaction with GLN192 

within the binding site, and MET165/GLN189 are energetic contributors common to the 

reference structure. However, the THR26 interaction does not occur in the reference crystal 

structure. In this case, the protein backbone remains relatively stable over the course of the 

simulation (Figure 26C), with an average value of 1.8 Å. Additionally, the ligand remains 

stable within the binding pocket, yielding an average value of 1.1 Å (Figure 26D), however, 

it is less stable than the reference structure. 
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Figure 26. Combined results for molecule 268_874_5. A. Energy decomposition per residue. B. Graphical depiction of hydrogen 

bonding interactions between molecule 268_874_5 and GLY143 and GLN189. C. Overall production RMSD. D. Production RMSD of 

protein and ligand, E. RMSF plot for molecule 268_874_5.  
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The 268_874_5 moleculeôs hydrogen bonding interactions can be more closely examined in 

Figure 27A, where additional hydrogen bond lines were added to the 2D image to correspond 

to the frame capture of the 3D structure in Figure 27B. 

 

 

Figure 27. Hydrogen bond interactions for structure 268_874_5. A. 2D diagram generated 

using Schrödinger showing hydrogen bonds between molecule 268_874_5 and GLN192, 

CYS145, THR26. B. 3D depiction of hydrogen bonding occurring during the production 

simulation with VMD. 

 

Next, the 269_1816_1 molecule resulted in a very favourable binding free energy value 

of -44.6 kcal/mol. The decomposition breakdown of this molecule within Figure 28A revealed 

that the MET165 energy contribution was primarily through van der Waals interactions, and 

GLN189 was through electrostatic interactions. Additionally, brief hydrogen bonding was 

observed between this molecule and residues GLN189, GLN192, and GLY143; distance plots 

(Figure 28B) show that these residues are within range for hydrogen bonding for some of the 

simulation, but there is movement within the ligand, and these hydrogen bonds are not 

sustained. As with the crystal structure, interactions consist of the potential for hydrogen 

bonding with residues GLN192 and GLY143. Additionally, MET165 and GLN189 are key 
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energetic contributors in the reference structure as well. Protein (Figure 28C) and ligand 

(Figure 28D) production RMSD graphs show good overall stability over the course of the 

simulations, with average fluctuations of 1.8 Å and 1.7 Å, respectively. Protein stability is 

comparable to the reference structure, and the ligand stability is greater than that of the 

reference. 

Although this molecule shows some non-ideal characteristics, the highly favourable 

binding affinity for it is very promising. To further investigate, first steps would be to run a 

longer simulation, and then to investigate whether potential structural changes could be made 

to this molecule hit to further stabilize it, since, although transient, the potential hydrogen bond 

interactions are key interactions that have the potential to greatly stabilize the ligand within the 

binding pocket if sustained. 
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Figure 28. Combined results for molecule 269_1816_1. A. Energy decomposition per residue. B. Graphical depiction of hydrogen 

bonding interactions between molecule 269_1816_1 and CYS145 and GLN189. C. Overall production RMSD. D. Production RMSD 

of protein and ligand. E. RMSF plot of molecule 269_1816_1. 
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A snapshot of molecule 269_1816_1 undergoing transient hydrogen bonding 

interactions is shown in Figure 29. Bonding with residues 189, GLN192, and GLY143 can be 

seen in 2D and 3D diagrams. 

 

 

Figure 29. Hydrogen bond interactions for structure 269_1816_1. A. 2D diagram generated 

using Schrödinger showing hydrogen bonds between molecule 269_1816_1 and GLN192, 

GLN189, GLY143. B. 3D depiction of hydrogen bonding occurring during the production 

simulation with VMD. 

 

Finally, molecule 269_3556_4 yielded an overall binding free energy of -47.6 kcal/mol. 

Of the individual residues that are contributing the most energetically (Figure 30A), CS145 

contributes through van der Waals and electrostatic interactions, and MET165 and MET49 

each contribute through van der Waals interactions. This molecule exhibited hydrogen bonding 

with residues GLY143 and HIS41 (Figure 30B). CYS145 showed some potential to create 

hydrogen bonds, but the distance and angle of the interaction was not as ideal for this type of 

bonding. For this molecule, overall protein backbone RMSD was 1.8 Å (Figure 30C) and 

ligand RMSD was 1.6 Å (Figure 30D). Common to the reference crystal structure are the 

CYS145, MET165, and GLY143 interactions. 
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Figure 30. Combined results for molecule 269_3556_4 A. Energy decomposition per residue. B. Graphical depiction of hydrogen 

bonding interactions between molecule 269_3556_4 and GLY143, HIS41, and CYS145. C. Overall production RMSD. D. Production 

RMSD of protein and ligand. E. RMSF plot of molecule 269_3556_4. 
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A 2D interaction image of the hydrogen bonding between residues GLY143, HIS41, 

and molecule 269_3556_4 is shown in Figure 31, along with the corresponding 3D 

visualization of this hydrogen bonding. 

 

 

Figure 31. Hydrogen bond interactions for structure 269_3556_4. A. 2D diagram generated 

using Schrödinger showing hydrogen bonds between molecule 269_3556_4 and GLY143 and 

HIS41. B. 3D depiction of hydrogen bonding occurring during the production simulation with 

VMD. 

 

4.3.1.4 Conclusions 

Top structures from the machine learning model were selected, and then 0.1% of this dataset, 

or 4878 Chem-space molecules, were docked with AutoDock Vina. Structures that yielded the 

best binding affinity were examined further with molecular dynamics simulations. These 

structures were compared to the 6W63 reference structure. Among the three compounds 




































