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Abstract

Zero-knowledge succinct non-interactive arguments of knowledge (zkSNARKs) are gain-
ing widespread adoption across various applications. Despite significant progress in devel-
oping post-quantum secure zkSNARKs, current schemes still encounter notable challenges,
particularly regarding computational complexity. This thesis proposes utilizing the Cantor
special basis (Cantor, 1989) to enhance post-quantum secure zkSNARKs operating over
binary extension fields. By adopting this basis, the additive fast Fourier transform (FFT)
algorithm employed in Aurora (Ben-Sasson et al., 2019), a plausible post-quantum secure
zkSNARK, is optimized by replacing the previously utilized Gao-Mateer FFT (Gao and
Mateer, 2010) with the more efficient Cantor FFT (Cantor, 1989). The implementation
demonstrates substantial reductions in computation time for Aurora, indicating potential
performance improvements for other zkSNARK systems reliant on additive FFTs. A thor-
ough theoretical analysis of the computational complexity of the Cantor FFT algorithm
is provided, including precise counts of required additions, multiplications, and precom-
putation overhead. Additionally, the FFT call complexity within the rank-1 constraint
system (R1CS) encoding is examined for Aurora. Furthermore, this thesis includes an
extensive analysis of the algorithms within Polaris (Fu and Gong, 2022), a plausible post-
quantum zkSNARK protocol, by systematically decomposing its components for detailed
evaluation. To address the critical need for efficient real-world implementations, a concrete
GKR (Goldwasser et al., 2008) arithmetic circuit is proposed for integration into Polaris.
Additionally, the efficiency of the FRI protocol (Ben-Sasson et al., 2018) within Polaris is
enhanced by eliminating costly field inversion operations.

Finally, as an illustrative example of a privacy-preserving protocol utilizing zkSNARKs,
a novel Anonymous Authentication Token (AAT) scheme is proposed. This scheme sup-
ports the unlinkable transfer of token ownership (AAT Ownership Transfer or AATOT),
including the merging and dividing of tokens in an unlinkable manner. The construc-
tion leverages zkSNARK protocols to ensure anonymity, unlinkability, and authentication.
Building upon this foundation, the Zupply framework is introduced, a decentralized system
designed to maintain directed acyclic graphs (DAGs) of authentic data records. Zupply
operates atop a permissionless blockchain equipped with smart contracts, offering a trust-
less environment that preserves participant anonymity and unlinkability. At the same
time, the integrity and authenticity of data records are ensured across the entire supply
chain ecosystem. Optimized arithmetic circuits are designed and implemented within the
Zupply framework to minimize proof sizes and verification costs. Post-quantum secure solu-
tions are concurrently explored to future-proof the framework against quantum computing
advancements. The implementation of Zupply is carried out in C++ and Solidity, utiliz-
ing two distinct zkSNARK protocols: Groth16 (Groth, 2016) and Aurora. The Groth16
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zkSNARK, while vulnerable to quantum attacks, provides computational efficiency and
reduced operational costs, thereby demonstrating Zupply’s practicality for real-world de-
centralized supply chain management (SCM) systems. In contrast, the Aurora zkSNARK
is designed to be plausibly secure against quantum-capable adversaries. A comparative
analysis of computation efficiency and proof sizes between these two zkSNARK variants is
conducted.
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Chapter 1

Introduction

Zero-knowledge succinct non-interactive argument of knowledge (zkSNARK) protocols are
cryptographic schemes involving a prover and a verifier. The prover generates a publicly
verifiable and succinct proof that demonstrates knowledge of a witness vector (secret in-
puts) satisfying a given constraint system (NP statement). The proof does not reveal
any information about the witness itself. These protocols have a wide range of applica-
tions, such as post-quantum secure digital signature algorithms [24, 59, 62, 111], privacy-
preserving applications over blockchains [31, 117, 164, 48, 181], blockchain scalability so-
lutions using rollups [14, 57, 171, 147, 188, 163], data availability proofs for lightweight
clients in Ethereum [99], the proof of replication in Filecoin [40], verifying the computation
of neural networks [167, 60, 179], and verifying the authenticity of edited images [72]. The
efficiency of the prover and verifier algorithms, along with the proof size of the zkSNARK
protocol, are crucial factors influencing the cost-effectiveness and overall practicality of the
aforementioned applications. Additionally, two other important factors are: first, whether
the zkSNARK protocol relies on a trusted setup or employs a transparent setup; and
second, whether it offers plausible post-quantum security against a malicious prover with
quantum computing capabilities.

With the increasing adoption of zkSNARKs, optimizing or accelerating the implemen-
tation of algorithms within these protocols has become an active and extensively studied
research area [29, 28, 70, 128, 107, 105]. Fast Fourier transform (FFT) algorithms are
central to the performance of zkSNARK constructions, as both post-quantum vulnera-
ble [95, 65, 53, 82, 102] and post-quantum secure [9, 27, 35, 66, 81] variants depend on
polynomial commitment schemes. These commitments are applied to polynomials inter-
polated from the secret and public values in the constraint system.
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The FFT algorithm used in a zkSNARK protocol can be either multiplicative [67, 148,
46] or additive [56, 84, 83, 123], depending on the structure of the polynomial evaluation
domains. These domains are typically either multiplicative cosets in a prime field or addi-
tive cosets (affine subspaces) in a binary extension field. The choice of domain is influenced
by the underlying polynomial commitment scheme employed in the protocol, which deter-
mines whether the values in the constraint system (i.e., polynomial evaluations) lie in a
prime field or a binary extension field. For instance, zkSNARKs based on pairing-based
polynomial commitments (e.g.,[110]) and inner-product argument schemes (e.g.,[53]) typ-
ically operate over prime fields. In contrast, zkSNARKs utilizing Merkle hash tree [134]
based commitment schemes (e.g., [26]) can operate over either binary extension fields or
prime fields. Merkle hash tree based schemes do not rely on cryptographic hardness as-
sumptions that are vulnerable to quantum attacks, this property makes them attractive
for constructing post-quantum secure zkSNARKs [9, 27, 35, 66, 186].
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Figure 1.1: Comparison of Aurora zkSNARK [35] performance over prime fields and binary
extension fields on an AMD Ryzen 9 9950X @ 5.7 GHz. The prime field is defined by a
255-bit prime p, corresponding to the scalar field of the BLS12-381 curve [22]. N denotes
the number of constraints.
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Additive FFTs offer distinct advantages in scenarios where multiplicative FFTs are con-
strained. Specifically, multiplicative FFTs require the evaluation domain of size n = 2m

to contain an n-th root of unity, which is not always available. In such cases, zkSNARK
protocols over prime fields must resort to slower alternatives, such as the method proposed
in [47], for polynomial interpolation and evaluation, instead of using efficient FFT-based
techniques. Moreover, finite field arithmetic operations (addition/subtraction, multipli-
cation, squaring, and inversion) tend to be faster, more power-efficient, and more area-
efficient in hardware when performed over binary extension fields as compared to prime
fields [180, 70]. Figure 1.1 compares the runtime of the Aurora zkSNARK [35] prover al-
gorithm implemented over two different fields: the prime field corresponding to the scalar
field of the BLS12-381 curve [22], and the binary extension field F2256 , as implemented in
libiop [34]. The figure also illustrates the performance gains achieved through the acceler-
ation techniques for additive FFT algorithms presented in Chapter 4.

While FFT algorithms play a crucial role in accelerating zkSNARKs and numerous
other applications [44, 63, 121, 42, 41], the optimization of post-quantum secure zkSNARKs
can be pursued through various approaches. The fast Reed-Solomon (RS) interactive
oracle proof of proximity (FRI) serves as the foundation for many post-quantum secure
zkSNARKs, including [27, 35, 66, 81]. In addition, the Polaris zkSNARK [81] leverages the
GKR protocol [89] to offload certain computations to the prover. Chapter 5 proposes an
optimization technique to accelerate the FRI protocol and introduces an efficient method
for instantiating the arithmetic circuit used in Polaris’s GKR protocol.

As previously mentioned, zkSNARK protocols are widely used in privacy-preserving
applications and typically rely on the rank-1 constraint system (R1CS), which is well-
suited for representing arithmetic circuits. This structure is particularly advantageous
because it allows the prover to generate a zero-knowledge proof (ZKP) of knowledge of
the preimage of a leaf node in a Merkle hash tree [134], where the tree is computed using
the circuit representation of a hash function (e.g., SHA-256). Several applications, such
as those presented in [31, 117, 181, 48, 165], leverage Merkle hash trees to preserve user
privacy. Chapters 6 and 7 present a design and implementation of a privacy preserving
protocol based on zkSNARK protocols and Merkle hash tree.

In the remainder of this thesis, Chapter 2 provides the definitions and mathematical
preliminaries essential to the presented work, Chapter 3 reviews the literature relevant to
this research. The contributions of the thesis are presented in Chapters 4, 5, 6, and 7.
Finally, Chapter 8 concludes the thesis by summarizing its contributions and outlining
directions for future work.
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Main Contributions

1. Chapter 4 presents a comprehensive study and optimization of additive FFT algorithms,
focusing on the Cantor [56] and Gao-Mateer [83] methods. In the Cantor algorithm,
a novel theoretical analysis of vanishing polynomials is provided, where the number of
terms is precisely determined based on Hamming-weight, allowing for accurate estimation
of additions, improving upon previously reported upper bounds. The vanishing polyno-
mials and multiplication factors are efficiently computed. Modular building blocks for the
Cantor FFT are proposed and integrated into the Aurora zkSNARK [34], resulting in sig-
nificant performance improvements over the Gao-Mateer algorithm. In the Gao-Mateer
method, the Expand and Aggregate modules are analyzed, the Cantor special basis is
incorporated, and two levels of precomputation are introduced to reduce computational
overhead. The FFT/IFFT call complexity in Aurora is analyzed, with emphasis on how
the choice of shift elements in affine subspaces reduces space complexity in the Cantor
FFT. Optimized C++ implementations of all algorithms and precomputation techniques
are provided, and a detailed comparative evaluation is performed.

2. Chapter 5 presents an instantiation of the FRI protocol, in which field inversion opera-
tions are eliminated in both the Commit and Query phases to achieve improved efficiency.
Additionally, an instantiation of the GKR circuit tailored to the Polaris [81] implementa-
tion is described. The circuit is designed as a satisfiability circuit to enable the verifiable
computation of values essential to the Polaris protocol while minimizing the number of
gates. This design reduces communication overhead as well as the complexities of the
verifier and the prover.

3. In Chapter 6, a novel AAT scheme is designed using zero-knowledge proofs (ZKPs) on
smart contract-enabled public blockchains. The proposed framework, Zupply, consists
of a set of algorithms and protocols that enable on-chain unlinkable AAT ownership
transfers (AATOT) and off-chain anonymous data authentication. Four main properties
are satisfied: (1) Anonymity is preserved for data uploaders and AAT owners, except for
AATs that initiate a DAG; (2) Unlinkability is ensured by concealing the link between
entities collaborating to maintain the DAG of supply chain data records; (3) Integrity
is guaranteed as each data record is authenticated, remains unaltered, and is verifiably
created by the authorized entity responsible for that stage; and (4) Trustlessness is
achieved by eliminating the need for trusted parties during protocol execution, relying
instead on public blockchains for decentralization. In addition, storage is separated from
the blockchain while maintaining a concealed link to the AATs. This design enables
entities to anonymously upload data. The off-chain anonymous authentication mecha-
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nism reduces blockchain storage costs, enhances anonymity, and allows entities to choose
storage strategies that best align with their decentralization and cost requirements.

4. In Chapter 7, four arithmetic circuits, Auth, Trans, Merge, and Div, are designed and
employed in the Zupply framework to express the NP statements required for ZKPs.
In the first implementation variant of the Zupply framework, Groth16 [95], a zkSNARK
known for producing succinct proofs and enabling fast verification, is integrated. This
protocol is based on bilinear groups and requires a trusted setup to generate the neces-
sary cryptographic parameters. The implementation is evaluated over two elliptic curves:
BN254 [23], which offers approximately 100-bit security [20], and BLS12-381 [22], de-
signed for 128-bit security. In the second implementation variant, Aurora [35] is inte-
grated into the Zupply framework to achieve a transparent setup and plausible post-
quantum security against quantum-capable adversarial provers. The computational per-
formance of this variant is compared with the Groth16-based implementation over the
BN254 and BLS12-381 curves.
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Chapter 2

Preliminaries

Declaration of Contributions

This chapter contains preliminary material from an unpublished work and the paper [19]
(©2025 Springer Nature), both of which I co-authored. The preliminaries in those works
were written in collaboration with all co-authors. In addition, this chapter includes content
from [17], of which I was the sole author under the supervision of Professor Gong.

2.1 Algebraic Foundations

2.1.1 Finite Fields

Let F denote a finite field and Fq denote the finite field with q elements, where q = pk for
a prime p and a positive integer k. The elements of a finite field with characteristic p can
be represented as vectors over Fp. In other words, there exists a vector space isomorphism
from Fpk to Fk

p defined by

x = (x0α0 + x1α1 + · · ·+ xk−1αk−1) 7→ (x0, x1, . . . , xk−1),

where {α0, α1, . . . , αk−1} is a basis of Fpk over Fp [157].

A polynomial of degree n over a finite field Fq is an expression in an indeterminate x
of the form

f(x) =
n∑

i=0

cix
i,
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where ci ∈ Fq and cn ̸= 0. More precisely, f(x) is referred to as a univariate polynomial.
The set of polynomials over Fq in the variable x is denoted as Fq[x].

The finite extension Fqm of the field Fq forms a vector space of dimension m over the
field Fq. Let F2 denote the binary field, the finite field F2256 is defined as

F2256 := F2[X]/(X256 +X10 +X5 +X2 + 1), (2.1)

and is utilized in our implementation in Chapter 4.

The trace function is a mapping from Fqm to Fq which will turn out to be linear.

Definition 2.1. For an element β ∈ Fqm , the trace TrFqm/Fq(β) over Fq is defined by

TrFqm/Fq(β) = β + βq + · · ·+ βqm−1

.

The trace function satisfies the following properties, which are relevant to our discus-
sions in this thesis:

(i) TrFqm/Fq(β + γ) = TrFqm/Fq(β) + TrFqm/Fq(γ) for all β, γ ∈ Fqm .

(ii) TrFqm/Fq(cβ) = cTrFqm/Fq(β) for all β ∈ Fqm and c ∈ Fq.

(iii) TrFqm/Fq takes on each value in Fq equally often, i.e., qm−1 times.

2.1.2 Affine Subspace

Let us define the subspace Wm of F2k as the linear combinations of {β0, β1, . . . , βm−1}. We
order the elements of the subspace Wm by {η0 = 0, η1, η2, . . . , η2m−1} where

ηj =
m−1∑
i=0

xiβi and j =
m−1∑
i=0

xi2
i, xi ∈ F2.

Note that for any 0 ≤ m < k, we can decompose the elements of Wm+1 into two
disjoint sets: the subspace Wm and the affine subspace βm+Wm, where βm+Wm is the set
obtained by translating (or shifting) the subspace Wm by the vector βm. More formally,
this decomposition is given by Wm+1 = Wm ∪ (βm +Wm), where

βm +Wm = {βm + w : w ∈ Wm}.

Furthermore, if m < k − 1 and θ is any linear combination of {βm+1, βm+2, . . . , βk−1},
then we can decompose the elements of θ+Wm+1 into two pairwise disjoint affine subspaces
θ +Wm and βm + θ +Wm.
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2.1.3 Rank-1 Constraint System

Zero-knowledge proof (ZKP) system toolchains, such as [95, 35, 66, 9] that generate arith-
metic or boolean circuits from high-level programming languages, usually use rank-1 con-
straint systems (R1CSs), which is so straightforward that it can be used to create efficient
argument systems. R1CS has also proven to be reliable in real-world applications, such as
Zerocash [31]. We provide the definition of R1CS in the following:

Definition 2.2 (rank-1 constraint system (R1CS)). Let d1, d2, and d3 be positive integers
that denote the number of constraints, the number of variables, and the number of public
inputs respectively. The R1CS relation consists of matrices A,B,C ∈ Fd1×(d2+1) and
public inputs v⃗ ∈ Fd3 . A vector w⃗ ∈ Fd2−d3 , denoting private (auxiliary) inputs, satisfies
the system if Az⃗ ◦Bz⃗ = Cz⃗, where z⃗ := (1, v⃗, w⃗) ∈ Fd2+1 and “◦” denotes the Hadamard
product.

Let an R1CS instance be denoted as (F, d1, d2, d3,A,B,C, v⃗), and accordingly, define
the R1CS relation RR1CS as

RR1CS = {(F, d1, d2, d3,A,B,C, v⃗, w⃗) | Az⃗ ◦Bz⃗ = Cz⃗, where z⃗ := (1, v⃗, w⃗) ∈ Fd2+1}.

In this thesis, we define a notation for the R1CS parameter as (F, d1, d2, d3,A,B,C),
where the public input v⃗ has not been set yet. Therefore, this does not constitute an R1CS
instance or relation. Instead, it only specifies the constraint system, which may be derived
from an arithmetic or Boolean circuit. In the following, we will explain arithmetic and
Boolean circuits and how they can be compiled to R1CS instances.

Arithmetic and Boolean Circuits

Any computer program can be compiled into either an arithmetic or a Boolean circuit [144].
As described by Gong [92], arithmetic circuits consist of ADD and MULTIPLY gates, each
with a fan-in of two. For any gate g in a circuit C, let gl, gr, and go denote its left input,
right input, and output, respectively. If g is an ADD gate, it satisfies the equation

gl + gr − go = 0.

If it is a MULTIPLY gate, then
gl × gr − go = 0.

Similarly, Boolean circuits comprise AND and XOR gates. If g is an AND gate, it satisfies

gl ∧ gr ⊕ go = 0,
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and if it is an XOR gate, then
gl ⊕ gr ⊕ go = 0.

In the conversion of a circuit to an R1CS representation, only MULTIPLY gates in arith-
metic circuits and AND gates in Boolean circuits are considered, as other gate types can
be expressed in terms of these two. The arithmetic (or Boolean) circuit is then compiled
into an R1CS instance, where d1 denotes the number of MULTIPLY (AND) gates, and Az⃗,
Bz⃗, and Cz⃗ represent the left input, right input, and output of these gates, respectively.
Appendix A, provides an exmaple of converting a Boolean circuit to an R1CS instance.

2.1.4 Vanishing Polynomial

Definition 2.3. The polynomial ZWm(x) =
∏

a∈Wm
(x−a) which is a linearized polynomial

given by ZWm(x) =
∑m

i=0 cix
2i , ci ∈ F2k . This polynomial is called the vanishing polynomial

for the subspace Wm.

Observe that the vanishing polynomial of ϵ+Wm is given by

∏
a∈ϵ+Wm

(x− a) =
∏

a∈Wm

(x− a− ϵ) = ZWm(x− ϵ).

Now, since Wm+1 = Wm ∪ (βm +Wm), we have

ZWm+1(x) = (ZWm(x))
2 − ZWm(βm) · ZWm(x).

2.1.5 Univariate Polynomials Vectorial Representation

For any univariate polynomial f(x) =
∑n−1

i=0 cix
i, ci ∈ F, where deg(f) < n = 2m, the

coefficients are represented as a vector of n elements, ordered from the constant term to
the highest degree term. Namely,

f = (c0, ..., cn−1), ci ∈ F2k

represents the polynomial f(x), where deg(f) < n.
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2.1.6 Additive Discrete Fourier Transform

Now we will discuss the evaluation of a univariate polynomial f(x) over the subspace Wm.

Definition 2.4. The evaluation of f(x) at the points η0, η1, . . . , η2m−1 is given by

f̂ = (f(η0), f(η1), . . . , f(η2m−1)) .

This set of evaluations is referred to as the additive discrete Fourier transform (DFT) of
f(x) over the subspace Wm. We sometimes refer to the vector f̂ as the discrete Fourier
transform of length n = 2m for the function f(x), denoted as DFT(f,Wm). The additive
fast Fourier transform (FFT) is an efficient method for computing DFT(f,Wm), which we
will denote as FFT(f,Wm).

2.1.7 Reed-Solomon Code

Reed-Solomon (RS) code was proposed in 1960 [149]. It is a block-based error-correcting
code that has several applications in digital communications and storage. Let the evalua-
tion domain L be a subset of F. RS[F, L, ρ] is the set of all codewords f̂ : L → F defined
as follows:

Definition 2.5 (Reed-Solomon code). Let L ⊆ F and ρ ∈ [0, 1] denote the codeword
domain and the rate parameter respectively. RS[F, L, ρ] is the set of all codewords f̂ : L→ F
that are evaluations of polynomials over L with degree < ρ|L|.

2.2 Cryptographic Primitives

Let λ > 0 be an integer and represent an adjustable security parameter in our scheme. A
negligible function negl(λ) is negligible in λ. Namely, for every polynomial p, there exists
a λ0, such that for all λ > λ0 it holds that negl(λ) < 1

p(λ)
. With the security parameter

and the negligible function in place, we now define the cryptographic primitives:

Definition 2.6 (Collision and Preimage Resistance Hash Function). A hash function H :
{0, 1}∗ → {0, 1}O(λ) satisfies the following properties:

• Collision Resistance: It is infeasible for any probabilistic polynomial time (PPT) adver-
sary A to find two distinct inputs x, y, such that H(x) = H(y) [112].
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• Preimage Resistance: It is infeasible for any PPT adversary A to find any input x given
H(x).

Definition 2.7 (Statistically-hiding Commitment). A statistically-hiding commitment
scheme {COMMρ : {0, 1}∗ → {0, 1}O(λ)}ρ [31] where ρ denotes the commitment trapdoor,
should hold the following two properties [112, 31]:

• Statistically Hiding : The commitment reveals nothing about the committed value for
every adversary.

• Computationally Binding : It is impossible for all PPT adversaries to output a commit-
ment that can be opened in two different ways.

Definition 2.8 (Strongly-unforgeable Digital Signature). A digital signature scheme Sig
is defined as a tuple of algorithms Sig = (Gsig,Ksig,Ssig,Vsig) such that:

• Gsig(1λ) → ppsig. Given a security parameter, outputs public parameters ppsig for the
digital signature scheme.

• Ksig(ppsig) → (PKsig, SKsig). Given public parameters ppsig, outputs a public key and
a secret key for a single user.

• Ssig(SKsig,m) → σ. Given a secret key SKsig and a message m, signs m and outputs
the signature σ.

• Vsig(PKsig,m, σ) → {0, 1}. Given a public key PKsig, message m, and a signature σ,
outputs 1 if the signature σ is valid for message m; otherwise, outputs 0.

The signature scheme Sig satisfies the following security property:

• Strong Unforgeability under Chosen Message Attack (SUF-CMA): The adversary cannot
only produce a signature for a message that the key owner has not previously signed,
but also cannot create an alternative signature for a message that has already been
signed [51].

Definition 2.9 (Symmetric-key Encryption). A symmetric-key encryption scheme SymEnc
is defined as a tuple of algorithm SymEnc = (Ksym, Esym,Dsym), such that:

• Ksym(1
λ)→ k Given a security parameter, outputs a symmetric key k for the encryption

scheme.
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• Esym(k,m) → c. Given a symmetric key k and a message m, encrypts m and outputs
the cipher-text c.

• Dsym(k, c) → m. Given a symmetric key k and a cipher-text c, decrypts c and outputs
the plain-text m. D outputs ⊥ if decryption fails.

The symmetric-key encryption scheme SymEnc satisfies the Indistinguishability under Cho-
sen Plaintext Attack (IND-CPA) security property [112].

2.3 Proof Systems

The construction of zero-knowledge proof (ZKP) protocols is based on the interactive proof
system (IP) introduced in 1985 by Goldwasser, Micali, and Rackoff in [90]. This section
includes the introduction of IP, ZKP property, and non-interactive proofs.

2.3.1 Interactive Proof System

An IP consists of an interactive pair of a computationally unbounded prover (P ) and a
probabilistic polynomial time (PPT) verifier (V ). Goldwasser et. al. [90] modeled each
of P and V as an interactive Turing machines, which is a Turing machine with a read-
only input tape, a read/write work tape, a read-only communication tape, a write-only
communication tape, and a read-only random tape, where the random tape contains an
infinit sequence of random bits. P and V share the same input tape denoted as x. The
write-only communication tape of P is the read-only communication tape of V and vice
versa. In the original description of the interactive pair of Turing machines presented
in [90], V is initially active, after which P and V alternate their activation. However,
in the scenarios discussed later, P initiates the interaction by sharing a commitment to
certain values. Each machine uses an input tape, work tape, communication tapes and
random tapes during its ith active stage, then it writes its ith message on its write-only
communication tape and becomes deactive. V may terminate the protocol and either
accept or reject the input x in its kth active stage. Here we provide a definition of IP:

Definition 2.10 (Interactive Proof System). Let L ∈ {0, 1}∗ be a language, and let P and
V be an interactive pair of Turing machines. We say that P and V form an IP for L if P is
computationally unbounded, V is PPT, and a common input x ∈ {0, 1}n, with sufficiently
large n, is given to both P and V . They must satisfy the following properties:
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1. For each k and any x ∈ L, V halts and accepts with probability at least 1− 1
nk .

2. For each k and any x /∈ L, for any interactive Turing machine P ∗, V halts and accepts
with probability at most 1

nk .
Here, the probabilities are taken over V ’s internal randomness.

An interactive polynomial-time is a class of languages, denoted as IP , posessing an
interactive proof system (IP), where the membership of a common input x ∈ {0, 1}n in
the language is decided (verified) by a PPT verifier through k rounds of message exchange
between the prover (P ) and the verifier (V ). Since V is probabilistic, its messages may de-
pend on its internal randomness, often described as the verifier tossing a coin. Additionally,
the prover’s probabilistic behavior is crucial for achieving the zero-knowledge property [90],
which we will discuss later.

Let (P, V ) denote an IP which includes a computationally unbounded P and a PPT
V . Let ⟨P, V (rV )⟩(x) ∈ {0, 1} denote the output of the verifier V when interacting with a
deterministic prover P , where rV represents the internal randomness of V .

Definition 2.11. An IP (P, V (rV )) for a language L, given a public input x ∈ {0, 1}n,
is said to have completeness error δc and soundness error δs if it satisfies the following
conditions:

1. Completeness: For any x ∈ L, the prover P convinces V with probability

Pr[⟨P, V (rV )⟩(x) = 1] ≥ 1− δc.

2. Soundness: For any x /∈ L, every cheating deterministic prover P ∗ convinces V with
probability at most

Pr[⟨P ∗, V (rV )⟩(x) = 1] ≤ δs.

The language L belongs to the class IP if and only if δc, δs ≤ 1
3
.

Remark 2.1. Every language in the nondeterministic polynomial-time class (NP), denoted
as L ∈ NP , has an interactive proof system (IP) in which both the prover and the verifier
operate deterministically. Namely, NP ⊆ IP .

Perfect Completeness

As stated in [170], for any IP where δc < 0, the system satisfies perfect completeness,
meaning that δc = 0. In all the IP systems discussed in this thesis, we assume δc = 0, i.e.,
P always convinces V when x ∈ L.
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Argument Systems and Computational Soundness

Definition 2.11 requires statistical (or information-theoretic) soundness, meaning that sound-
ness holds against computationally unbounded provers in IP. However, argument systems,
a special case of IP introduced in [49], require computational soundness, where soundness is
guaranteed only against PPT provers [36]. This implies that an infinitely powerful prover
could cheat in an argument system. Such systems typically assume that a PPT prover
cannot cheat under a given cryptographic assumption. Through Θ(k) repetitions of the
protocol, the soundness error δs can be reduced to δks .

2.3.2 Zero-knowledge Proof and Proof of Knowledge System

A zero-knowledge proof (ZKP) system for verifying whether a common input x belongs to
a language L is an augmented IP in which the verifier is convinced of x’s membership in
L without gaining any additional knowledge beyond x ∈ L. The prover in ZKP systems
is also probabilistic, meaning that we assume a read-only random tape, denoted as rP for
the prover machine.

Auxilary Input Tapes

Before defining ZKP systems, we introduce a secret tape for each interactive Turing ma-
chine described in Section 2.3.1, called the read-only auxiliary input tape. These tapes
represent prior information available to P and V and may depend on the common input x,
whose membership in L is to be verified by V through the IP protocol [87]. Let w denote
the auxiliary input for P and z denote the auxiliary input for V . The input w may contain
information that helps the prover efficiently perform its tasks. For example, for a language
L ∈ NP , w may be the witness for x ∈ L. On the other hand, z represents additional
information about x that may be used by a dishonest verifier V ∗ to extract knowledge
(e.g., beyond the mere fact that x ∈ L) through interaction with P . A ZKP system must
guarantee that whatever the knowledge V ∗ can extract from x, z, and interaction with P ,
can also be extracted from x and z alone, without any interaction with P .

Computational Indistinguishability and Simulation Paradigm

The required property of ZKP systems is defined through the simulation paradigm. Let the
view of any verifier V ∗ during its interaction with the prover P be denoted as ViewP (rP ,w)

V ∗(rV ,z)(x).
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This view consists of the verifier’s random tape (rV ), auxiliary input tape (z), and the mes-
sages exchanged between the prover and verifier over the k interactions of the IP protocol.
The verifier’s view is often referred to as the transcript of the interactions in IP and is
formally defined as

ViewP (rP ,w)
V ∗(rV ,z)(x) := (rV , z, p1, . . . , pk),

where pi denotes the prover’s ith message.

Let {Xi}i∈I denote a sequence of random variables, also known as an ensemble, indexed
by I, where each Xi is a random variable [87]. Let present the definition of computational
indistinguishability, following [87, Definition 3.2.2]:

Definition 2.12 (Computational Indistinguishability). Two ensembles {Xs}s∈S and {Ys}s∈S
are computationally indistinguishable if for any PPT distinguisher algorithm D, and all
sufficiently long s ∈ S,

|Pr[D(Xs, s) = 1]− Pr[D(Ys, s) = 1]| < negl(s).

Now, suppose there exists a PPT simulator S∗, which, given the common input x and
the verifier’s auxiliary input z, produces an output S∗(x, z) such that the ensembles

{ViewP (rP ,w)
V ∗(rV ,z)(x)}x∈L,z∈{0,1}∗ and {S∗(x, z)}x∈L,z∈{0,1}∗ ,

for any arbitrary w that satisfies the completeness condition of x ∈ L, are computationally
indistinguishable, as defined in Definition 2.12. Since the same transcript can be generated
by S∗ without any interaction with P , the existence of such a simulator implies that V ∗

does not gain any additional knowledge from interacting with P .

Zero-Knowledge Proof

We now present the definition of the computational zero-knowledge IP, following [87, Def-
inition 4.3.10].

Definition 2.13 (Zero-Knowledge Proof Property). Assume an IP (P, V ) for a language
L, as defined in Definition 2.10. Let w and z denote the auxiliary input tapes of P and V ,
respectively, where w ∈ WL(x). Here, WL(x) denotes the set of auxiliary inputs that may
be used to satisfy the completeness condition for x ∈ L. The IP (P, V ) is zero-knowledge
if for any PPT machine V ∗, there exist a PPT algorithm S∗, such that the following two
ensembles are computationally indistinguishable, as defined in Definition 2.12:
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1. {ViewP (rP ,w)
V ∗(rV ,z)(x)}x∈L,z∈{0,1}∗ for any w ∈ WL(x),

2. {S∗(x, z)}x∈L,z∈{0,1}∗ .

Namely, for all sufficiently long x ∈ L, every w ∈ WL(x), and z ∈ {0, 1}∗,∣∣∣Pr[D(x, z,ViewP (rP ,w)
V ∗(rV ,z)(x)) = 1]− Pr[D(x, z, S∗(x, z)) = 1]

∣∣∣ < negl(|x|).

Zero-Knowledge Proofs for NP Languages

Let R be a binary relation for a language L ∈ NP , where:

L = {x | ∃w such that (x,w) ∈ R}.

Moreover, there exists a PPT algorithm that decides membership in R. Any language
L ∈ NP is polynomial-time reducible to an NP-complete language, such as the Graph
3-Colorability (G3C) problem. Goldreich, Micali, and Wigderson [88] presented a zero-
knowledge IP protocol for G3C under the assumption of a secure bit commitment scheme,
which can be instantiated using any one-way function. Shortly afterward, Brassard and
Crépeau [50] developed a zero-knowledge IP protocol for Boolean circuit satisfiability, an-
other well-known NP-complete problem. Since any language L ∈ NP can be reduced to
NP-complete, we state the following theorem based on [87, Theorem 4.4.11]:

Theorem 2.1. If a commitment scheme exists as defined in Definition 2.7, then every
language L ∈ NP admits a zero-knowledge IP system.

This thesis focuses exclusively on ZKP protocols for languages in the complexity classNP .
Unless explicitly stated otherwise (e.g., zero-knowledge IPs), any reference to ZKPs through-
out this work adheres to the following definition:

Definition 2.14 (Zero-Knowledge Proof). A zero-knowledge proof (ZKP) is a protocol
consisting of a prover P , a verifier V , and an NP language L

x
corresponding to NP-

staement x. The prover P possesses an instance (public input) x and a witness (private or
auxiliary input) w such that (x,w) ∈ R

x
, where R

x
is a polynomial-time decidable binary

relation associated with L
x
. The prover aims to convince the verifier that x ∈ L

x
without

revealing any information about w.
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Proof of Knowledge for NP Statements

Bellare and Goldreich [25] introduced a formal definition for the notion of proof of knowl-
edge. Here, we summarize their central idea. Let the prover’s knowledge refer to the
auxiliary input (witness) w provided to the prover. Consider a PPT oracle machine E ,
which has oracle access to OP ∗(x,rP ,w)(m̄). This oracle outputs messages generated by the
prover P ∗(x, rP , w) upon receiving previous message history m̄, and it can be viewed as a
rewindable transcript generator. Let

Pr [⟨P ∗, V ⟩(x) = 1]

denote the probability that P ∗ convinces V , and δk denote the probability that V ac-
cepts even if P ∗ did not know a witness w. E outputs a w∗ during its interation with
OP ∗(x,rP ,w)(m̄), where (x,w∗) ∈ R with probability at least

Pr [⟨P ∗, V ⟩(x) = 1]− δk.

2.3.3 Non-Interactive Proof System

Any IP defined in Definition 2.10 can be transformed into a non-interactive proof system
using the Fiat-Shamir transformation [77]. Before discussing this transformation, we first
introduce the concepts of private-coin versus public-coin IP protocols and the random
oracle model.

Private Coin versus Public Coin

In the IP proposed by Goldwasser et al. [90], the verifier V does not reveal the random bits
from its random tape to the prover P ; that is, V ’s random tape remains private. Instead,
V transmits only the results of computations performed on these random bits to P . This
model is commonly referred to as a private-coin IP. In contrast, the IP introduced by
Babai [15], known as the Arthur-Merlin proof system, allows P full access to V ’s random
bits, leading to what is referred to as a public-coin IP. In this protocol, V does not perform
any computations on the random bits but instead transmits them directly. Any subsequent
deterministic computations that V would typically perform can instead be carried out
by P . Goldwasser and Sipser later proved in [91] that these two models are equivalent,
demonstrating that any private-coin IP can be efficiently simulated by a public-coin IP.
Representing an IP as a public-coin protocol enables the technique of the Fiat-Shamir
transformation [77], allowing the IP to be converted into a non-interactive proof.
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Random Oracle Model

Let R : {0, 1}∗ → {0, 1}κ be a function that maps a binary string input to a sufficiently
large, uniformly distributed random string. R represents a random oracle, accessible to
both P and V . For each query q ∈ {0, 1}∗ made by either P or V , the oracle responds with
R(q), which is independently and uniformly sampled from {0, 1}κ. The oracle maintains
a record of its responses to ensure that if q is queried again, it returns the same value as
before [170].

Fiat-Shamir Transformation

As mentioned earlier, any private-coin IP can be transformed into a public-coin IP, where
V only sends public random bit strings. The Fiat-Shamir transformation introduced in [77]
replaces V ’s random bits with values derived from the random oracle R. Given that x is
the common public input to the IP, the ith random value, denoted as ri, which would have
been sent by V , is instead computed as ri = R(qi), where

qi = (x, i, ri−1, p1, . . . , pi−1)

is the query to the random oracle R, where pi is the P ’s ith message in the interaction with
V . This eliminates any interaction with V . Consequently, P can provide the transcript
of the entire protocol, replacing the verifier’s random bits with the corresponding outputs
from R. As a result, this transcript is also publicly verifiable, meaning that anyone who sees
the transcript can verify whether x belongs to L. Throughout this thesis, such a publicly
verifiable transcript is referred to as a proof and is denoted by π.

Since the instantiation of the ideal random oracle R is impractical in real-world sce-
narios, it is replaced with hash functions in practice. This substitution enables a publicly
verifiable, non-interactive argument system [170].

2.3.4 Succinct Non-Interactive Argument of Knowledge

In statistically sound IPs of languages in NP , the communications is as much the size of
the witness [141]. However, in argument systems relying on cryptographic assumptions
(as discussed in Section 2.3.1), it is sufficient to achieve computational soundness against
computationally bounded (i.e., polynomial-time) provers. In the following, we discuss
methods for reducing the communication complexity (proof size) in such argument systems.
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Succinct Non-Interactive Argument

In [114], Kilian introduced the notion of a notarized envelope to allow the prover to avoid
revealing a random subset of committed bits. This approach enables the prover to reuse
the same commitment to the bits across multiple rounds, rather than generating new
commitments for each new permutation of bits, all while preserving the zero-knowledge
property discussed in Section 2.3.2. Kilian, showed that this approach can be constructed
via collision-resistant hash (CRH) functions, as defined in Definition 2.6. This construction
facilitates a succinct interactive argument system, reducing communication overhead and
significantly improving the verifier’s efficiency compared to traditional NP verification
methods. Namely, the membership of x ∈ L, where L ∈ NP can be verified by V in
logarithm the time originally is required for NP verification. By applying Fiat-Shamir
transformation [77], discussed in Section 2.3.3, we can have a succinct non-interactive
argument (SNARG) system. To further reduce the proof size, the prover can commit
to a polynomial constructed from witness values using a hiding and binding polynomial
commitment scheme, rather than committing to each witness individually [170].

SNARG of Knowledge

The prover P in a SNARG system proves that there exists a witness w for the “x ∈
L” statement (the statement is true), where L ∈ NP . However, it is not enough in
many applications. Usually, P must prove that she knows that witness too (argument
of knowledge). The SNARGs in which P is able to prove that she knows the witness
are called succinct non-interactive argument of knowledge (SNARK). In [45], Bitansky et
al. proved that if and only if extractable collision-resistant hash (ECRH) functions exist,
verifier of SNARKs will exist. The prover can use an extractable polynomial commitment
to shorten the proofs, while extractability ensures that the prover knows the polynomial
constructed from the witnesses [170]. SNARKs can be modified so that a verifier does
not learn anything about the witness by converting that to a zero-knowledge succinct
non-interactive argument of knowledge (zkSNARK).

In summary, zkSNARK is a non-interactive zero-knowledge (NIZK) argument of knowl-
edge that has succinct proof size and the proofs are publicly verifiable. Here, we provide
a formal definition of algorithms and properties of the zkSNARK protocol, which will be
referenced throughout this thesis:

Definition 2.15 (zkSNARK Algorithms). zkSNARK consists of a triple of polynomial-
time algorithms which are defined as follows:
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• KeyGen(1λ,x) → (pk
x
, vk

x
). Given a security parameter λ and an NP statement x,

KeyGen outputs a proving key pk
x

and a verification key vk
x
. The proving and verifying

keys are both published as public parameters. They can be used, any number of times,
to prove membership in L

x
and verify the proof, respectively.

• Prove(pk
x
, x, w) → π. Given a proving key pk

x
and any (x,w) ∈ R

x
, the algorithm

outputs a non-interactive publicly verifiable proof π for the instance x ∈ L
x
.

• Verify(vk
x
, x, π) → {0, 1}. Given a verification key vk

x
, public input x, and a proof π,

the algorithm outputs 1 if proof π can convince that x ∈ L
x
.

Depending on the commitment scheme used in the zkSNARK construction, the KeyGen
algorithm may need to be executed by a trusted third party. In the literature, pk

x
and

vk
x

are sometimes collectively referred to as the public parameters (pp) or the common
reference string (CRS).

Definition 2.16 (zkSNARK Properties). zkSNARK satisfies the following properties:

• Perfect Completeness : A prover P who knows a witness w for x ∈ L
x

can convince a
verifier V with probability 1.

• Soundness : If x /∈ L
x
, a dishonest PPT prover P ∗ can convince a verifier with probability

less than δs < negl(λ).

• Knowledge Soundness (proof of knowledge) with error δk: For every dishonest PPT prover
P ∗ and every problem statement x and public input x, if there exist a PPT extractor
E
x

algorithm, the probability of E
x

extracting the witness w given oracle access to OP ∗ ,
must be at least as high as the success probability of P ∗ in convincing the verifier.

Pr
[
(x,w) ∈ R

x
: w ← EOP∗

x
(x)
]
≥

Pr [⟨P ∗, V ⟩(x) = 1]− δk

Where the oracle access to P ∗ is denoted as EOP∗ and δk < negl(λ).

• Succinctness : The size of a publicly verifiable proof π and the verification algorithm
Verify(vk

x
, x, π) run-time is at most linear in the size of the instance x (Oλ(|x|)).

• Computational Zero-knowledge: For a polynomial-time simulator Sim that can produce
a proof π∗, and for all stateful disinguishers D, the probability that D(π) = 1 on an
honest proof is equal to the probability that D(π∗) = 1 on a simulated proof.
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Different zkSNARK constructions result in varying proof sizes. For instance, Groth’s
scheme [95] generates constant-size proofs, while the Aurora zkSNARK[35], which is dis-
cussed in Section2.4.3, produces proofs whose sizes grow linearly with the instance size.

2.3.5 Trusted vs. Transparent Setup zkSNARKs

The extractable polynomial commitment scheme underlying a zkSNARK determines whether
the protocol requires a trusted or transparent setup. Protocols using polynomial commit-
ments such as the KZG scheme, proposed by Kate, Zaverucha, and Goldberg [110], require
a one-time trusted setup to generate a structured common reference string (CRS). In con-
trast, polynomial commitment schemes like Bulletproofs [53] do not require such a trusted
setup. However, the security of both KZG commitments and Bulletproofs relies fundamen-
tally on the discrete logarithm assumption.

Conversely, polynomial commitment schemes based on RS interactive oracle proofs
(IOP) of proximity, such as FRI [26], enable transparent setups. These schemes avoid
reliance on the discrete logarithm assumption and other cryptographic assumptions known
to be vulnerable to quantum computing attacks. Instead, their security relies on the
existence and security properties of cryptographic hash functions (CRHs).

2.4 Relevant Proof Protocols

This section presents various protocols that are used in this thesis.

2.4.1 GKR Protocol

GKR [89] is a public coin interactive proof protocol for any language computable by a
log-space uniform layered (fan-in 2) arithmetic circuit C, in which a prover P can run the
computation and interactively prove the correctness of the result (output gate(s)) to a
verifier V . Consider a circuit with depth denoted by d and size represented by S, where
the size is defined as the total number of gates. For any layer ℓ within the circuit, Sℓ

indicates the number of gates at that layer. Specifically, ℓ = 0 corresponds to the output
layer, while ℓ = d represents the input layer. Additionally, ν is the size of the input to the
circuit C. The communication cost is O(S0 + d log(S)), the cost of V is O(ν + d log(S)),
and the runtime of the P is bounded by O(S3). In the following, we briefly describe the
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GKR protocol following Thaler’s presentation of the protocol in [170].

Circuit Encoding. At each layer ℓ, the gates are numerically labeled in binary from 0
to Sℓ − 1, assuming Sℓ is a power of two (expressed as Sℓ = 2kℓ). The functions in1ℓ and
in2ℓ, each defined as in1ℓ, in2ℓ : {0, 1}kℓ → {0, 1}kℓ+1 , map a binary gate label at layer ℓ to
its input gates at layer ℓ + 1. This mapping explicitly encodes the wiring—how outputs
from gates at layer ℓ + 1 serve as inputs to a gate at layer ℓ. Accordingly, the functions
addℓ and multℓ, representing addition and multiplication gates at layer ℓ, are defined as

addℓ,multℓ : {0, 1}kℓ × {0, 1}kℓ+1 × {0, 1}kℓ+1 → {0, 1}.

For a gate labeled a at layer ℓ, these functions take as input the labels of three gates (a, b, c),
and return 1 if and only if (b, c) = (in1ℓ(a), in2ℓ(a)). ãddℓ and m̃ultℓ denote the Multilinear
Extension (MLE) of addℓ and multℓ. Additionally, the function Wℓ : {0, 1}kℓ → F, maps
gate at layer ℓ to the outputted value of the gate. Accordingly, W̃ℓ denote the MLE of Wℓ.
The following equation describes how W̃ℓ can be derived form W̃ℓ+1, ãddℓ, and m̃ultℓ:

W̃ℓ(z) =
∑

b,c∈{0,1}kℓ+1

(
ãddℓ(z, b, c)

(
W̃ℓ+1(b) + W̃ℓ+1(c)

)
+ m̃ultℓ(z, b, c)

(
W̃ℓ+1(b) · W̃ℓ+1(c)

))
.

Multivariate Sum-check. The GKR protocol consists of an iteration for each layer. In
the iteration corresponding to layer ℓ < d of the circuit, P claims a specific value for W̃ℓ(rℓ),
with rℓ ∈ Fkℓ being a randomly selected point. Note that rℓ may have non-Boolean entries.
In order to check the claim, P and V cooperate in a multivariate sum-check protocol [127]
to the polynomial f (ℓ)

rℓ defined as

f (ℓ)
rℓ
(b, c) =ãddℓ(rℓ, b, c)

(
W̃ℓ+1(b) + W̃ℓ+1(c)

)
+ m̃ultℓ(rℓ, b, c)

(
W̃ℓ+1(b) · W̃ℓ+1(c)

)
.

Given that V does not know the polynomial f (ℓ)
rℓ , to evaluate f (ℓ)

rℓ (b
∗, c∗) in the final round

of the sum-check protocol at a randomly chosen point (b∗, c∗) ∈ Fkℓ+1 × Fkℓ+1 , V asks P to
provide z1 = W̃ℓ+1(b

∗) and z2 = W̃ℓ+1(c
∗), which are then verified in the subsequent itera-

tion (i + 1) through the round consistency check process. However, V can independently
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evaluate ãddℓ(rℓ, b
∗, c∗) and m̃ultℓ(rℓ, b

∗, c∗), according to the circuit’s structure.

Round Consistency Check. To verify z1 and z2, V aims to reduce these verifications into
a single task: validating the P ’s claim of W̃ℓ+1(rℓ+1). This claim represents the summation
outcome at the next layer denoted as

W̃ℓ+1(rℓ+1) =
∑

b,c∈{0,1}kℓ+2

f (ℓ+1)
rℓ+1

(b, c).

To do so, we define the unique line λ : F → Fkℓ+1 , such that λ(0) = b∗ and λ(1) = c∗. P
then sends the polynomial q = W̃ℓ+1

∣∣
λ

to V , representing the restriction of W̃ℓ+1 to the
line λ. Upon receiving the polynomial, V first verifies that q(0) = z1 and q(1) = z2. Subse-
quently, V selects a random r∗ ∈ F and sets rℓ+1 = λ(r∗), then checks if q(r∗) = W̃ℓ+1(rℓ+1),
which is the claim made by P for the next round.

Final Round Check. In the final round, V independently checks W̃d(rd).

2.4.2 FRI Protocol

Fast Reed-Solomon interactive oracle proof of proximity (FRI) protocol is a low-degree test
for polynomials. It is used to determine whether a polynomial f is low-degree with respect
to the size of the evaluation domain, without actually knowing f itself [26].

The FRI protocol begins with a polynomial f0(X) and its evaluation domain L0, which
is an affine subspace in F. The polynomial f0(X) and domain L0 undergo a stepwise
reduction process using a random folding procedure, resulting in a sequence of polynomials

f0(X), f1(X), · · · , fr(X) ∈ F[X], (2.2)

and a sequence of domains
L0 ⊇ L1 ⊇ · · · ⊇ Lr. (2.3)

Suppose dk is the upper bound of polynomial’s degree, i.e., deg fk(X) < dk. We assume
the degrees decrease with the same ratio as the domains, which means the quotients

dk
dk+1

=
|Lk|
|Lk+1|

(2.4)

are the same, called reduction factors, and in this papar we always assume the reduction
factors to be 2.
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Let f (k) ( 0 ≤ k ≤ r) be a Reed Solomn (RS) codeword defined as follows,

f (k) : Lk → F,
x 7→ fk(x).

(2.5)

The notation caveat should be noted here that fk(X) represents a polynomial, while f (k)

is an array of points representing a RS codeword. The interpolant of f (k) would construct
the polynomial fk(x). The rate of the RS codeword is defined as

ρ =
dk
|Lk|

. (2.6)

FRI is an IP containing a Commit phase and a Query phase, running for r rounds.

Commit Phase. During the k-th round of the Commit phase (0 ≤ k ≤ r − 1), the
prover commits to f (k) and the verifier has oracle access to f (k). In this paper, Merkle tree
commitment is employed.

During the last round k = r, prover sends the f (r) to the verifier. By this point, the
degree of fr(X), which is the interpolant of f (r), should be no more than ρ · |Lr| − 1.

Query Phase. The verifier will validate that the prover adheres to the prescribed proce-
dures.

Specifically, the verifier will randomly select s(0) from L0, and iteratively computes a
sequence of points s(0), s(1), · · · , s(r). The verifier will query the value fk+1(s

(k+1)), and
two other points from f (k), and check the round consistency among those three points
(0 ≤ k ≤ r − 1). The verifier will repeat this check for ℓ times, and accept only when all
checks pass.

If verifier accepts, it means that the degree of the original polynomial f0(X) should be
no more than ρ · |L0| − 1.

2.4.3 Aurora zkSNARK Protocol

Aurora [35] is a zkSNARK protocol for R1CS relations. It encodes an R1CS instance into
entries of Reed-Solomon (RS) codewords and employs an interactive oracle proof (IOP)
framework, which leverages the FRI [26] to perform a sumcheck proof on these entries.
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FRI is employed to verify that the given codeword is close to a low-degree polynomial,
or low degree testing (LDT). It progressively reduces the size of the codeword based on
a localization parameter η. Aurora ensures the zero-knowledge property for its univariate
sumcheck protocol and LDT, and consequently for the entire protocol, by employing the
technique introduced in [30].

At the beginning of the protocol, the prover P and verifier V establish a finite field F,
a security parameter λ, a rate ρ, an FRI localization parameter η, an R1CS parameters
(F, d1, d2, d3,A,B,C), and two subspaces H1, H2 ⊂ F, where |H1| = d1 and |H2| = d2 + 1
such that H1 ⊆ H2 or H2 ⊆ H1. We can write H1 ∪ H2 = {h0, . . . , ht−1}, where t =
|H1 ∪H2| = max(d1, d2 + 1).

First, the prover computes the low degree extension (LDE) of the unique polynomial
of degree d3 + 1

f(1,v)(hi) =

{
1 for i = 0,

vi−1 for i ∈ [1, d3].

Accordingly, the prover computes RS codewords listed in Table 2.1, where L denotes the
codeword domain. To achieve zero-knowledge against query bound b malicious verifier, the
degree of non-masking polynomials in Table 2.1 is incremented by b to enable sampling the
polynomials at random while it evaluates to pre-determined values in H1∪H2. Accordingly,
any set of b evaluations of the polynomials outside of H1 ∪ H2 are independently and
uniformly distributed in F. Hence, the codeword domain is chosen such that L∩(H1∪H2) =
∅.

Aurora consists of λi rounds of lincheck protocol, where in round ℓ = 1, . . . λi the
verifier sends four random numbers represented as αℓ, s

A
ℓ , s

B
ℓ , s

C
ℓ ∈R F, then both prover

and verifier compute the polynomials

pαℓ
(hi) =

{
αℓ

i+1 for i = 0, . . . , d1 − 1

0 for i = d1, . . . , d2 (if d2 ≥ d1),
(2.7)

and
pABC
αℓ

(hj) =
∑

M∈{A,B,C}
sAℓ p

M
αℓ
(hj), (2.8)

where

pMαℓ
(hj) =

{∑
i=0...d1−1Mi,jαℓ

i+1 for j = 0, . . . , d2,

0 for j = d2 + 1, . . . , d1 (if d1 ≥ d2 + 1 ).
(2.9)
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Table 2.1: Codewords generated by prover. λ′i denote the number of repetitions of LDT.
The mechanism for randomizing polynomials, denoted as ∗, is omitted here for the sake of
simplicity.

Codeword(Oracle) Description

f̂w ∈ RS[L, d2−d3+b
|L| ] f̂w := f ∗

w|L, where f ∗
w is a random polynomial of degree

< d2 − d3 + b such that for d3 < i ≤ d2, fw(hi) =
(wi−d3−1 − f(1,v)(hi))/Z{h0,...,hd3

}.

f̂Az ∈ RS[L, d1+b
|L| ],

f̂Bz ∈ RS[L, d1+b
|L| ],

f̂Cz ∈ RS[L, d1+b
|L| ]

f̂Mz := f ∗
Mz|L for M ∈ {A,B,C}, where f ∗

Mz is a random
polynomial of degree < d1 + b such that for i = 0, . . . , d1 − 1,
fMz(hi) = Mzi.

r̂ℓ ∈R RS[L, 2t+b−1
|L| ] For ℓ ∈ [1, λi], r̂ℓ is a random masking codeword for lincheck

ĥℓ ∈ RS[L, t+b
|L| ] For ℓ ∈ [1, λi], ĥℓ := h|L, where h is a polynomial of degree

< t+ b such that it is the quotient of the polynomial division
rℓ(X)+

∑
M∈{A,B,C}

(
fMz(X)pαℓ

(X)− fz(X)pMαℓ
(X)

)
= gℓ(X)

+
∑

i∈[0,t−1] rℓ(hi)∑
i∈[0,t−1] h

t−1
i

·X t−1 +ZH1∪H2 · h(X)

r̂′ℓ ∈R RS[L, 2t+2b
|L| ] For ℓ ∈ [1, λ′i], r̂ℓ is a random masking codeword for LDT
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The prover then proceeds to prove the consistency of the known witness with the R1CS
instance. This is achieved by reducing the random combination of the codewords to a
univariate sumcheck protocol, equivalent to a LDT which is realized using the FRI of
proximity parameter

δ = min

(
1− 2ρ

2
,
1− ρ
3

, 1− ρ
)
. (2.10)

Furthermore, the transformation described in [36] is employed to compile the described
interactive protocol into a zkSNARK. In Section 4.4, we will discuss the FFT complexity
of Aurora which includes the size of the codeword domain |L|, and the number of input
lengths FFT/IFFT calls. For example, the prover calls FFT and IFFT algorithms to
compute the codewords in Table 2.1 and both prover and verifier call IFFT to interpolate
the polynomials pα and pABC

α .

2.4.4 Polaris zkSNARK Protocol

Polaris [81] is a zkSNARK protocol without a trusted setup that has quasi-linear time com-
plexity for the prover and polylogarithmic proof size. Its verification time is relative to the
size of the arithmetic circuit representing the statement to be proven. It achieves this effi-
ciency by encoding the R1CS instance as a univariate polynomial in a quadratic arithmetic
program (QAP) [85]. The main source of Polaris’ efficiency is an arithmetic layered circuit
design that allows the verifier to delegate query computations to the prover and verify
the results using the GKR protocol [89]. Polaris combines univariate polynomial encoding
described in Section 2.4.4 with univariate sumcheck protocol in Aurora [35]. By accom-
plishing this, the protocol constructs an interactive proof that is complete and sound, and
then extends it to incorporate zero-knowledge and non-interativeness using Fiat-Shamir
protocol [77]. Figure 2.1 below shows the building blocks of the Polaris protocol.

R1CS Instance

Following Definition 2.2 The R1CS instance can be represented as a tuple
x = (F, A,B,C, v⃗,m, n), where m := d1 = d2 + 1, F is the finite field, A,B are
input matrices and C is the output matrix of degree m×m from the R1CS construction.
v⃗ represents the vector containing the instance’s public parameter. There are at most n
non-zero entries in each matrix.
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R1CS Instance
Univariate
Polynomial
Encoding

Quad-check Lin-check

Polynomial
Commitment

Low-Degree
Test (LDT)

GKR Protocol

Figure 2.1: Structure of the Polaris protocol with key sub-protocols.

An R1CS relation RR1CS is said to be satisfiable if there exists a witness w⃗ ∈ Fm−|v|−1

consisting of the circuit’s private input and wire values such that

(Az⃗) ◦ (Bz⃗) = Cz⃗,

where z⃗ := (1, w⃗, v⃗) and “◦” denotes the Hadamard product of the two vectors Az⃗ and Bz⃗.
This relation RR1CS represents the input and output vectors of the gates in the arithmetic
circuit.

Univariate Polynomial Encoding

Let H be an s-dimensional affine space of F such that |H| = m. The vector z = (1,v,w) ∈
FH is interpreted as a univariate function Z : H → F. This allows the accessing of any
element of vector z using an index in H. The function Fw(·) encodes z, which contains the
private witness w, into a polynomial form for use in the protocol. It is defined as

Fw(X) =

(∑
y∈H

A(X, y) · Z(y)

)
·

(∑
y∈H

B(X, y) · Z(y)

)
−

(∑
y∈H

C(X, y) · Z(y)

)
.

A witness-instance pair (x,w) is deemed valid, i.e., (x,w) ∈ RR1CS if and only if
Fw(x) = 0 for any x ∈ H. Polaris utilises the polynomial extension of Fw(·), for its
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arithmetisation in the protocol. We assign

Ā(X) =
∑
y∈H

A(X, y) · Z(y),

B̄(X) =
∑
y∈H

B(X, y) · Z(y),

C̄(X) =
∑
y∈H

C(X, y) · Z(y).

To find the coefficients of the three polynomials, we can compute the vector products
Az, Bz and Cz, and then interpolate those vector results over H. Given that A, B and
C are sparse matrices, the prover employs sparse encoding approach for efficiently finding
the coefficient of each Ā, B̄, and C̄. To do so, we define three functions for each matrix M ,
where M ∈ {A,B,C}. These functions, row, col : [n]→ H, and val : [n]→ F, respectively
map from the set of indices [n] to the row and column indices, and to the value of the
non-zero entries within the matrix M . Here [n] := {1, 2, · · · , n}. Thus, for every x ∈ H,

M̄(x) =
∑

i∈[n] s.t. row(i)=x

val(i) · Z(col(i)).

We can represent any sequence of length N over F as a univariate polynomial by us-
ing Lagrange interpolation. For a sequence {fi}, applying Lagrange interpolation would
result in a polynomial f , where f(ρ(i)) = fi. Here, ρ(i) = i0α0 + · · · + is−1αs−1 with
(i0, · · · , is−1) as the binary representation of i. The points used in the Lagrange interpola-
tion are (ρ(i), fi), 0 ≤ i < 2s − 1. In other words, we have

f(x) =
2s−1∑
i=0

fiσi(x), (2.11)

where {σi | 0 ≤ i < 2s} is the Lagrange basis, given by

σi(x) =

∏
j ̸=i(x− ρ(j))∏

j ̸=i(ρ(i)− ρ(j))
. (2.12)

Since f(x) is a polynomial with coefficients in F, we can naturally extend f from a function
mapping N2s → F to a function over F.

Given the definition of the vanishing polynomial, we can further represent ZH(x), an
affine linearized polynomial of F with dimension s, as below,

ZH(x) = x2
k

+
s∑

i=1

cix
2i−1

+ c0, ci ∈ F.
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If H is linear, then c0 = 0. Note that c1 ̸= 0, since ZH(x) has no repeated roots. This also
means that ZH has degree |H|. To perform univariate encoding, Polaris makes use of the
following bivariate polynomial:

∆H(x, y) :=
ZH(x)− ZH(y)

x− y
, (2.13)

which is a polynomial of degree |H| − 1 because ZH(x)−ZH(y) is divisible by x− y. With
the above notation, the Lagrange basis in 2.12 is given as

σi(x) =
∆H(x, ρ(i))

c1
=

1

c1

ZH(x)

x− ρ(i)
, 0 ≤ i < 2s,

and (2.11) now becomes

f(x) =
1

c1

∑
i∈N2s

fi∆H(x, ρ(i)) =
1

c1

∑
i∈N2s

fi
ZH(x)

x− ρ(i)
. (2.14)

Equation (2.14) represents a univariate polynomial leveraged from bivariate interpolation.

Quadratic and Linear Checks In the Polaris protocol, the prover P wants to convince
the verifier V that (x,w) ∈ RR1CS which is true if and only if the univariate Fw(x) = 0 at
all points within the affine subspace H of F. According to the factor theorem (Theorem
1 in [81]), this verification is the same as determining if there’s a polynomial G(X) where
deg(Fw)− |H| ≤ |H| − 2, such that

Fw(X) = ZH(X) ·G(X). (2.15)

This is verified through two distinct checks, namely, the Quad-Check and the Lin-Check,
as presented in the following sections.

Quad-Check. In the Quad-Check protocol, V conducts a probabilistic check of Equation
(2.15) at a randomly selected point. To realize this, P commits to the polynomial G(X)
using FRI univariate polynomial commitment and sends the commitment to V . Section
5.2 presents the instantiation of the FRI commitment scheme in our protocol. Then, V
sends the randomly selected point rx ∈ F \H to P . Then, the prover evaluates η = G(rx)
and sends the result to V . Finally, V query the commitment to verify the evaluation.
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To verify Fw(rx) = ZH(rx) · G(rx), the verifier also needs to compute Fw(rx). Recall
that

Fw(rx) = Ā(rx) · B̄(rx)− C̄(rx).

The prover makes three separate claims to V , say that Ā(rx) = vA, B̄(rx) = vB, and
C̄(rx) = vC . Then the verifier V can check if

vA · vB − vC = G(rx) · ZH(rx).

This equation is represents the quadratic-check of the R1CS instance, or quad-check, owing
to it checking the R1CS verifiability in ρ(i), where i is within the range of the matrix degree
m. But the verifier must now additionally verify three new claims from the prover P :

Ā(rx) = vA, B̄(rx) = vB, and C̄(rx) = vC . (2.16)

To do so, P and V engage in the Lin-check protocol.

Lin-Check. In the Lin-Check protocol, the three claims presented in Equation (2.16)
are combined into one to be evaluated in a single claim. Accordingly, the verifier chooses
rA, rB, rC ∈ F uniformly at random and sends them to the prover, which can test if

c = rA · Ā(rx) + rB · B̄(rx) + rC · C̄(rx). (2.17)

We can rewrite c as follows.

c = rA ·
∑
y∈H

A(rx, y) · Z(y) + rB ·
∑
y∈H

B(rx, y) · Z(y) + rC ·
∑
y∈H

C(rx, y) · Z(y)

=
∑
y∈H

(
rA ·A(rx, y) + rB ·B(rx, y) + rC · C(rx, y)

)
· Z(y).

where y ∈ H. We denote

Qrx(Y ) :=
(
rA · A(rx, Y ) + rB · B(rx, Y ) + rC · C(rx, Y )

)
· Z(Y ). (2.18)

Consequently, to verify c =
∑

y∈H Qrx(y), P and V engage in the univariate sumcheck
protocol realized by the FRI low degree test (LDT). Section 5.2 presents our instantiation
of the FRI LDT protocol. At the end of the FRI protocol, V needs oracle access to the
evaluations of Qrx(·) at κ points ry ∈ L, where L is an affine subspace L ⊆ F such that
|L| > 2|H| and L ∩H = ∅.
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We denote the evaluations of A(rx, ry), B(rx, ry), and C(rx, ry) in Qrx(ry) as M(rx, ry)
where M ∈ {A,B,C} using row(i), col(i), and val(i) functions as the following equation:

M(rx, ry) =
ZH(rx) · ZH(ry)

c21
·
∑
i∈[n]

val(i)

(rx − row(i)) (ry − col(i))
, (2.19)

where we denote the second part as CM(rx, ry), such that

CM(rx, ry) :=
∑
i∈[n]

val(i)

(rx − row(i)) (ry − col(i))
. (2.20)

Given that row(i), col(i) ∈ H, rx ∈ F \ H and ry ∈ L, such that L ∩ H = ∅, the
denominators in CM(rx, ry) are non-zero. To reduce the computational burden on the
verifier, the task of evaluating CM(rx, ry) at κ points ry ∈ L is not performed locally.
Instead, this computation is outsourced to the prover. The verifier then uses the GKR
protocol to validate the results provided by the prover. In Section 5.3, we explain how we
utilized the GKR protocol and designed the corresponding circuit for CM(rx, ry).

Adding Zero-Knowledge

The interactive protocol reveals information about the witness w when P sends evalua-
tions of G(rx), Ā(rx), B̄(rx), C̄(rx) and Z(·), and invokes the low degree test on related
polynomials of ((Qrx(Y )). To prevent these “leakages” and achieve zero-knowledge, three
main modifications are employed:

1. Eliminating leakage of queries on Z(·). The prover chooses a random polynomial
RZ(·) of degree κ and computes a Z̃(Y ) := Z(Y ) + ZH(Y ) · RZ(Y ). Even though
Z̃(y) = Z(y) for y ∈ H, Z̃(·) polynomial evaluations outside H preserve zero knowledge
as RZ(·) masks the information of polynomial Z(·).

2. Modifications to the evaluations of Ā(·), B̄(·), C̄(·). The prover P samples some
random polynomials RA(·), RB(·), RC(·) of degree |H| − 1 and provides that

Ã(X) :=
∑
y∈H

A(X, y) · Z̃(y) + ZH(X) ·
∑
y∈H

RA(y),

B̃(X) :=
∑
y∈H

B(X, y) · Z̃(y) + ZH(X) ·
∑
y∈H

RB(y),
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C̃(X) :=
∑
y∈H

C(X, y) · Z̃(y) + ZH(X) ·
∑
y∈H

RC(y).

As the R(·) are random, revealing the evaluations of Ã(·), B̃(·), C̃(·) outside H does not
leak information about the values in the witness w.

3. Modifications to the polynomial Q(rx)(·). To uphold the zero-knowledge property of
the Qrx(·) polynomial from Equation (2.18) in the univariate sumcheck phase, the prover
P picks a random polynomial SQ(·) of degree 2|H|+κ−1, and sends an s1 =

∑
y∈H SQ(y)

to V . To this, V responds with a random challenge α1 ∈ F. P and V then run a sumcheck
on the following linearised representation:

α1 · c̃+ s1 =
∑
y∈H

(α1 · Q̃rx(y) + SQ(y)).

where c̃ = rA · Ã(rx) + rB · B̃(rx) + rC · C̃(rx), referenced from Equation (2.17). This
ensures c̃ and s1 can be correctly computed due to the random linear combination of the
sumcheck, while revealing no information about Q̃rx(·) as it is masked by the random
polynomial SQ(·) [35][186] .

To obtain the full zero-knowledge protocol, we replace relevant components with their
zero-knowledge versions, with the additional need for the prover P to commit to the random
polynomials using Merkle tree commitments at the beginning, to be later opened at κ points
by V . A key advantage is that the GKR protocol remains unchanged, avoiding expensive
cryptographic computations.

2.5 Additive Fast Fourier Transform

2.5.1 Cantor Additive FFT

The evaluation of a polynomial f(x) of degree less than n = 2m over the subspace Wm

using the Cantor algorithm is valid only when Wm is a subspace of the field (or subfield)
F2k , where k = 2ℓ. Furthermore, Cantor introduced a special basis to facilitate the efficient
evaluation of f(x). In [83, Appendix], the authors discuss how to easily construct such a
basis. In the following, we will provide a more detailed discussion of this approach in a
broader context.
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The Cantor Special Basis

Consider the function S : F2k → F2k defined by S(x) = x2 + x, and let the following
sequence of functions be defined recursively:

S0(x) = x and Sm(x) = S(Sm−1(x)).

A nonrecursive formula for Sm(x) can be derived as Sm(x) =
∑m

i=0

(
m
i

)
x2

i , where
(
m
i

)
denotes the binomial coefficient reduced modulo 2. Thus, when m = 2t for some t, we have
S2t = x2

t
+ x.

Now, for 1 < m ≤ k, assume that there exists βm−1 ∈ F2k such that Sm−1(βm−1) = 1.
We will now show that there exists a basis {β0, β1, . . . , βm−1} for the subspace Wm such
that S(βi) = βi−1 for i = 1, . . . ,m − 1 with β0 = 1. This basis is referred as the Cantor
special basis , as mentioned in [130].

If we set βm−2 = β2
m−1 + βm−1, then S(βm−1) = βm−2. Similarly, choosing βm−3 =

β2
m−2 + βm−2, and continuing this process, we obtain the following sequence of elements:

βm−2 = β2
m−1 + βm−1, i.e., S(βm−1) = βm−2

βm−3 = β2
m−2 + βm−2, i.e., S(βm−2) = βm−1

...
β0 = β2

1 + β1, i.e., S(β1) = β0.

(2.21)

Thus, we have Sm−1(βm−1) = β0, which implies that β0 = 1.

Now, we will demonstrate that the set {β0, β1, . . . , βm−1} forms a basis. While a proof
of this can be found in [130, Appendix], we provide a detailed proof below for the sake of
completeness.

Theorem 2.2. Let {β0, β1, . . . , βm−1} be a set of elements in F2k such that

β0 = 1 and S(βi) = β2
i + β = βi−1 for i = 1, . . . ,m− 1.

Then, the set {β0, β1, . . . , βm−1} is linearly independent over F2.

Proof. We will use the mathematical induction to prove this. If c1 · β1 = 0, then we must
have c1 = 0. This implies that the result is true for i = 1.

Now suppose that the result is true for i = ℓ, i.e., β0, β1, . . . , βℓ are linearly independent
over F2. We need to show that β0, β1, . . . , βℓ, βℓ+1 are also linearly independent over F2.
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If possible, let β0, β1, . . . , βℓ, βℓ+1 are linearly dependent over F2. So there exists some
scalars ci, not all zero, such that

c0 · β0 + c1 · β1 + · · ·+ cℓ · βℓ + cℓ+1 · βℓ+1 = 0

=⇒ S(c0 · β0 + c1 · β1 + · · ·+ cℓ · βℓ + cℓ+1 · βℓ+1) = 0

=⇒ c0 · S(β0) + c1 · S(β1) + · · ·+ cℓ · S(βℓ) + cℓ+1 · S(βℓ+1) = 0

=⇒ c1 · β0 + · · ·+ cℓ · βℓ−1 + cℓ+1 · βℓ = 0

=⇒ β0 = 1, β1, . . . , βℓ are linearly dependent

Therefore, β0 = 1, β1, . . . , βm−1 are linearly independent.

Therefore, we have a basis {β0 = 1, β1, . . . , βm−1} for Wm such that S(βi) = βi−1 for
i = 1, 2, . . . ,m− 1. Also, from the set of Equations 2.21, we can also check that Si(βi) = 1
for i = 0, 1, . . . ,m− 1. Since ZW1 = x2 + x = S(x), we have

ZW2(x) = (S(x))2 + S(β1) · S(x) = S2(x)

Similarly, we can show that ZW3(x) = S3(x) and so on. Thus, for the Cantor special
basis, we have ZWi

(x) = Si(x) for i = 0, 1, . . . ,m.

Thus, the coefficients of the vanishing polynomials ZWi
(x) are always equal to 1. Ad-

ditionally, from (2.21), we have
Si(βi+ℓ) = βℓ (2.22)

for any i, ℓ ≥ 0 with i+ ℓ ≤ m− 1.

We know that for the Cantor special basis, ZWi
(x) = Si(x) for i = 0, 1, . . . ,m. Thus,

the polynomials Si(x) are linearized polynomials with coefficients in F2. Hence, for any
θ ∈ F2k , we have the property Si(x + θ) = Si(x) + Si(θ), which means that in Si(x + θ),
there may be at most one term that is not equal to 1. This makes the Cantor algorithm
highly efficient when performing polynomial division with the polynomials Si(x+θ). Now,
we are ready to explain the Cantor algorithm.

When k = 2ℓ for some ℓ: In this case, we have k− 1 = 2ℓ− 1. Choose an element βk−1

from the field (or subfield) F2k such that TrF
2k

/F2(βk−1) = 1, i.e.,

βk−1 + β2
k−1 + β22

k−1 + · · ·+ β2k−1

k−1 = 1 =⇒ Sk−1(βk−1) = 1. (2.23)
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Thus, as described above, we can find a set of Cantor special basis B = {β0, β1, . . . , βk−1}
of Wk. Now for an m-dimensional subspace, with m ≤ k, of F2k , we will select the first m
elements β0, β1, . . . , βm−1 from the set B. Note that from Property (iii) of trace function,
we know that exactly half of the elements have a trace value of 1. Therefore, we can easily
find an element βk−1 such that TrF

2k
/F2(βk−1) = 1.

Cantor FFT Algorithm

Let f(x) ∈ F2k be a polynomial of degree less than n = 2m and we want to evaluate f(x)
over the affine subspace θ + Wm = θ + ⟨β0, β1, . . . , βm−1⟩, where {β0 = 1, β1, . . . , βm−1}
is a Cantor special basis. The evaluation of f(x) using the Cantor algorithm proceeds
as follows: First, compute two polynomials f0(x) and f1(x) such that f0(x) = f(x) for
all x ∈ θ + Wm−1 and f1(x) = f(x) for all x ∈ θ + βm−1 + Wm−1. Since the affine
subspaces θ + Wm−1 and θ + βm−1 + Wm−1 correspond to the roots of the polynomials
ZWm−1(x+ θ) = Sm−1(x+ θ) and ZWm−1(x+ θ+βm−1) = Sm−1(x+ θ+βm−1), respectively,
the polynomials f0(x) and f1(x) can be obtained by taking the remainders of f(x) when
divided by these polynomials. Specifically, we have

f0(x) = f(x) mod Sm−1(x+ θ) and f1(x) = f(x) mod Sm−1(x+ θ + βm−1).

Each polynomial f0(x) and f1(x) has degree less than 2m−1. We then proceed by
recursively evaluating f0(x) and f1(x) over the affine subspaces θ +Wm−1 and θ + βm−1 +
Wm−1, respectively. The recursion continues until all the resulting polynomials f0(x) and
f1(x) are constants. This is summarized in Algorithm 2.1.

2.5.2 Gao-Mateer Additive FFT

In [83], Gao and Mateer propose two algorithms for computing the additive FFT using
Taylor expansion. In this section, we will focus on the first algorithm, which applies to
lengths n = 2m for any arbitrary m. It is also important to note that this algorithm is
originally formulated for a subspace Wm = ⟨β0, β1, . . . , βm−1⟩, but here we will discuss its
application over an affine subspace θ +Wm.

Consider the subspace G = ⟨γ0, γ1, . . . , γm−2⟩, where γi = βi ·β−1
m−1 for i = 0, 1, . . . ,m−

2, and D = ⟨δ0, δ1, . . . , δm−2⟩, where δi = γ2i + γi. Since β0, β1, . . . , βm−1 are linearly
independent, we will now show that the set {γ0, γ1, . . . , γm−2, 1} and {δ0, δ1, . . . , δm−2} also
form a basis.
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Algorithm 2.1 Cantor additive FFT of length n = 2m

Require: f(x) ∈ F2k [x] of degree < n = 2m, where k = 2ℓ, and the affine subspace
θ + Wm = θ + ⟨β0, β1, . . . , βm−1⟩, where {β0 = 1, β1, . . . , βm−1} is a Cantor special
basis.

Ensure: FFT(f, θ +Wm).
1: if m = 0 then
2: return f(θ)
3: end if
4: Compute:

f0(x) = f(x) mod Sm−1(x+ θ),

f1(x) = f(x) mod Sm−1(x+ θ + βm−1).

5: return FFT(f0, θ +Wm−1) ∥ FFT(f1, θ + βm−1 +Wm−1)

Theorem 2.3. Let β0, β1, . . . , βm−1 ∈ F2m are linearly independent over F2. Then, for any
non-zero element α ∈ F2m, the elements β0 · α−1, β1 · α−1, . . . , βm−1 · α−1 are also linearly
independent.

Proof. Suppose for any scalars c0, c1, . . . , cm−1, we have

c0β0α
−1 + c1β1α

−1 + · · ·+ cm−1βm−1α
−1 = 0

⇐⇒ c0β0 + c1β1 + · · ·+ cm−1βm−1 = 0.

Thus, β0, β1, . . . , βm−1 are linearly independent if and only if β0α−1, β1α
−1, . . . , βm−1α

−1

are also linearly independent.

Corollary 2.1. Let G = ⟨γ0, γ1, . . . , γm−2⟩, where γi = βi · β−1
m−1 for i = 0, 1, . . . ,m − 2.

Then, G is a subspace of dimension m− 1.

Proof. We have G = ⟨γ0, γ1, . . . , γm−2⟩, where γi = βi · β−1
m−1 for i = 0, 1, . . . ,m − 1.

Now, since β0, β1, . . . , βm−1 are linearly independent and βm−1 ̸= 0, by Theorem 2.3,
γ0, γ1, . . . , γm−2 are also linearly independent. Therefore, G is a subspace of dimension
m− 1.

Theorem 2.4. Let D = ⟨δ0, δ1, . . . , δm−2⟩, where δi = γ2i + γi. Then, D is a subspace of
dimension m− 1.

Proof. We have D = ⟨δ0, δ1, . . . , δm−2⟩, where δi = γ2i + γi. We will show that
δ0, δ1, . . . , δm−2 are also linearly independent. Suppose, for the sake of contradiction, that
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δ0, δ1, . . . , δm−2 are linearly dependent. So there exists some scalars c0, c1, . . . , cm−2 such
that some ci ̸= 0 and

c0δ0 + c1δ1 + · · ·+ cm−2δm−2 = 0

=⇒ c0(γ
2
0 + γ0) + c1(γ

2
1 + γ1) + · · ·+ cm−2(γ

2
m−2 + γm−2) = 0

=⇒ c0 · S(γ0) + c1 · S(γ1) + · · ·+ cm−2 · S(γm−2) = 0

=⇒ S(c0γ0 + c1γ1 + · · ·+ cm−2γm−2) = 0 [since S is linearized over F2]

=⇒ c0γ0 + c1γ1 + · · ·+ cm−2γm−2 ∈ {0, 1}

Now, c0γ0+c1γ1+ · · ·+cm−2γm−2 = 0 implies γ0, γ1, . . . , γm−2 are linearly dependent which
is a contradiction. Again, c0γ0 + c1γ1 + · · ·+ cm−2γm−2 = 1 implies that γ0, γ1, . . . , γm−2, 1
are linearly dependent which is again a contradiction. Thus, δ0, δ1, . . . , δm−2 are linearly
independent over F2. Therefore, D is a subspace of dimension m− 1.

Now, we are ready to discuss the Gao-Mateer algorithm. Consider the function g(x) =
f(βm−1x). Therefore, the evaluation of f(x) over θ +Wm is equivalent to the evaluation
of g(x) over

β−1
m−1(θ +Wm) = β−1

m−1θ + β−1
m−1 ·Wm

= (θ0 +G) ∪ (1 + θ0 +G),

where θ0 = β−1
m−1θ. Therefore, we have

FFT(f, θ +Wm) = FFT(g, θ0 +G) ∥ FFT(g, 1 + θ0 +G).

For β = θ0 + α ∈ θ0 + G, let β′ = (θ0 + α)2 + θ0 + α be the corresponding element in
θ20 + θ0 +D. Suppose that the Taylor expansion1 of g(x) at x2 + x is

g(x) =
ℓ−1∑
i=0

(gi0 + gi1x)(x
2 + x)i, where ℓ = 2m−1 and gij ∈ F2k . (2.24)

Consider the two polynomials f0(x) =
∑ℓ−1

i=0 gi0x
i and f1(x) =

∑ℓ−1
i=0 gi1x

i.

Now, for any β = θ0 + α ∈ θ0 +G and b ∈ F2, we have (b+ β)2 + b+ β = β2 + β = β′.
Thus, from (2.24), we have

g(b+ β) = f0(β
′) + β · f1(β′) + b · f1(β′). (2.25)

1We provide a detailed discussion of the Taylor expansion in Section 4.3.1.
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Hence, the FFT of g(x) over β−1
m−1(θ+Wm) can be obtained from the FFT of f0(x) and

f1(x) over θ20 + θ0 +D. Let

FFT(f0, θ
2
0 + θ0 +D) = (u0, . . . , uℓ−1) and

FFT(f1, θ
2
0 + θ0 +D) = (v0, . . . , vℓ−1).

Thus, from (2.25), we have

FFT(g, θ0 +G) = (u0 + η0v0, . . . , uℓ−1 + ηℓ−1vℓ−1) and
FFT(g, 1 + θ0 +G) = ((u0 + η0v0) + v0, . . . , (uℓ−1 + ηℓ−1vℓ−1) + vℓ−1),

where ηi denotes the i-th element of θ0 +G.

By applying this reduction step again to FFT(f0, θ
2
0+θ0+D) and FFT(f1, θ

2
0+θ0+D),

we continue until D has a dimension of 1. This is summarized in Algorithm 2.2.
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Algorithm 2.2 Gao-Mateer additive FFT of length n = 2m

Require: f(x) ∈ F2k [x] of degree < n = 2m and the affine subspace θ + Wm = θ +
⟨β0, β1, . . . , βm−1⟩.

Ensure: FFT(f, θ +Wm).
1: if m = 1 then
2: return (f(θ), f(θ + β0))
3: end if
4: Compute g(x) = f(βm−1x)
5: Compute the Taylor expansion of g(x) at x2 + x to get f0(x) and f1(x).
6: Compute γi = βi · β−1

m−1 and δi = γ2i + γi for 0 ≤ i ≤ m− 2.
7: Let θ0 = β−1

m−1θ. Consider the affine subspaces:

θ0 +G = θ0 + ⟨γ0, . . . , γm−2⟩,

θ20 + θ0 +D = θ20 + θ0 + ⟨δ0, . . . , δm−2⟩

8: Let ℓ = 2m−1 and compute:

FFT(f0, θ
2
0 + θ0 +D) = (u0, . . . , uℓ−1),

FFT(f1, θ
2
0 + θ0 +D) = (v0, . . . , vℓ−1)

9: for i = 0 to ℓ− 1 do
10: ωi ← ui + ηi · vi
11: ωℓ+i ← ωi + vi
12: end for
13: return (ω0, . . . , ωn−1)
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Chapter 3

Literature Review

Declaration of Contributions

Section 3.1 of this chapter includes material from an unpublished work that I am a co-
author. Additionally, other sections incorporate content from published works [16] (©
2023 IEEE), [18] (©2025 IEEE), and an unpublished pre-print [17], all of which I authored
under the supervision of Professor Guang Gong.

3.1 Additive FFT Algorithms

The fast Fourier transform (FFT) over additive groups, known as additive FFT, over finite
fields was developed in the late 1980s. Wang and Zhu [178] first introduced this concept
in 1988, followed independently by Cantor [56] in 1989. These algorithms evaluate poly-
nomials at the roots of the vanishing polynomial corresponding to a subspace or an affine
subspace. In [56], Cantor introduced an FFT algorithm for the evaluation of a polynomial
f(x) of degree less than n = 2m over an m-dimensional affine subspace of the field (or
subfield) F2k , with k = 2ℓ for some ℓ. This foundational work was later generalized to ac-
commodate any arbitrary values of k by von zur Gathen and Gerhard [84], although their
approach incurs a greater operational cost. Subsequently, Gao and Mateer [83] proposed
two algorithms for computing the additive FFT utilizing the concept of Taylor expansion.
The first algorithm is applicable to any arbitrary k and requires fewer operations com-
pared to the method developed by von zur Gathen and Gerhard. Their second algorithm,
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designed for the additive FFT of length 2m, where m is a power of 2, matches Cantor’s in
the number of multiplications while reducing the number of additions.

In 2014, Lin, Chung, and Han [124] designed a new polynomial basis, referred to as the
LCH basis, constructed using the subspace polynomials over F2k to implement FFT. Their
evaluation algorithm takes the coefficients of a polynomial in the LCH basis as input and
operates with a complexity of O(n log n) additions and O(n log n) multiplications. Later,
Lin et al. [123] addressed the challenge of converting between the LCH basis and the mono-
mial basis. They proposed algorithms that perform this conversion with O(n log n log log n)
additions and no multiplications, specifically when the subspace is generated by the Cantor
special basis. The LCH additive FFT for Cantor bases has since been applied to binary
polynomial multiplication in several works [63, 121]. It is important to note that when ap-
plying the additive FFT using these algorithms, for a polynomial with (t+ 1) coefficients
(i.e., of degree t), if t + 1 is less than 2m, zero-padding is required to make its size 2m.
In [42], Bernstein et al. generalized the algorithm of Gao-Mateer a to avoid wasting time
on manipulating coefficients that are known to be zero. Later, Bernstein and Chou [41]
introduced additional improvements to the algorithm by considering the Cantor basis and
the use of tower field construction. These improvements are primarily discussed for FFT
of lengths up to 64.

3.2 Blockchain Based Privacy Preserving Protocols

Bitcoin [136] is the first blockchain platform provides an authenticated tamper-proof record
of transactions maintained in a peer-to-peer network. Transactions on Bitcoin are linked
together. Many research works such as [151, 154, 132] showed that analyzing the transac-
tion graphs, values, and dates of transactions helps to retrieve information that leads to
attribute ownership of Bitcoin addresses. Consequently, the identity of the owners could be
revealed easier than was expected. Researchers have proposed privacy-focused solutions,
such as CoinJoin [131], in response to privacy concerns. However, these solutions do not
necessarily provide complete privacy guarantees.

Zerocash [31] is a cryptocurrency that shares similarities with Bitcoin in terms of its
blockchain technology. However, Zerocash uses zero-knowledge proofs (ZKPs) to break the
link between the input of a new transaction and the unspent transaction output (UTXO)
of an existing transaction on the blockchain, thereby providing enhanced privacy. Zerocash
can be implemented on top of Bitcoin or other blockchains, and the use of private trans-
actions is optional. The core of Zerocash’s privacy features centers around two primary
algorithms: Mint and Pour. The Mint algorithm allows a user to convert any coin value
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they own into a committed coin, which is then securely stored within a Merkle tree [134].
This tree maintains all such commitments. When a user wishes to transfer the committed
coins, they utilize the Pour algorithm. This process enables the user to spend up to two of
their committed coins, creating up to two new coin commitments or making them directly
spendable as public values. The recipient of these coins is specified within the algorithm,
ensuring that only they can spend these new commitments. The brilliance of the Pour
algorithm lies in its ability to maintain the anonymity of both the sender and receiver. It
does so by concealing the commitments being spent and encrypting the details of the new
commitments with the receiver’s public keys. Additionally, it breaks the traceable link
between the spent coins and the newly created commitments, further enhancing privacy.

With the possibility of implementing the idea of smart contracts on Blockchain plat-
forms (such as Ethereum [54]), we can see an increasing growth in the implementation
of various financial decentralized applications (dApps) on Blockchain. Transferring finan-
cial activities to the blockchain platforms without paying attention to the privacy of users
can have worrying consequences. However, Zerocash lacks support for smart contracts,
which limits its adaptability for diverse applications, such as SCM. To redesign Zerocash
to accommodate SCM application, one would need to develop a new layer-1 blockchain.
Achieving the necessary widespread adoption for this blockchain to maintain its security
is a considerable challenge, rendering such a redesign impractical. Because of this, many
efforts have been made to provide methods to protect people’s privacy in the blockchain.
Such as, Hawk [117], Zexe [48], ZeeStar [164], etc. These methods are general approaches
that aim to preserve the privacy of users.

Hawk [117] is a smart contract compiler that enables users to interact with a smart con-
tract in a secure manner. Hawk developers implemented zkSNARKs protocols on Ethereum
smart contracts. Hawk incorporates the privacy-enhancing Mint and Pour algorithms, orig-
inally from Zerocash, into smart contracts. Users wishing to execute a computation (e.g.,
an auction) first commit their native tokens (e.g., ETH) using the Mint algorithm in the
Hawk smart contract. They then utilize the Pour algorithm to allocate a portion of these
committed tokens for specific computations. Subsequently, users reveal their private inputs
to a trusted manager, who executes the computation off-chain and publishes the results on
the blockchain. This process ensures the confidentiality of the users’ inputs while enabling
the execution of complex computations. This allows the use of native cryptocurrency on
smart contracts anonymously by hiding money transfers within a smart contract. However,
this approach is not suitable for many dApps. For example, where users need to transfer
other tokens on Ethereum anonymously, or they want to employ functionalities of smart
contracts other than token transformations (Pour). Additionally, Hawk requires a protocol
manager.
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Bowe et. al presented Zexe [48] that addresses privacy and scalability in Ethereum
blockchain. They propose decentralized private computation (DPC) scheme which extends
Zerocash. Zexe leverages DPC to enable offline computation. The offilie computations
produces publicly-verifiable transactions that prove correctness of these offline executions.
However, it requires cryptographic expertise for implementing new applications [164] and
a separate trusted setup for each application [184]. Xiong et al. [184] proposed a new DPC
scheme called VeriZexe which needs only one single universal setup to be able to support
any number of applications.

ZeeStar [164] is a compiler that converts a smart contract into an anonymous smart
contract where computations are performed off the blockchain on the user side. The en-
crypted values are then assigned to variables on the smart contract, ensuring that no one
knows the actual values of the variables. To verify the accuracy of the computation done
by the user, a zero-knowledge proof is uploaded along with the newly encrypted variables.
This means that the new state of the smart contract is computed off chain and its correct-
ness is verified by nodes on the Ethereum platform. To achieve this capability, the user
must rewrite the smart contract and add privacy annotations to the code. Accordingly,
the user specifies which parts of the code should be private and which parts can be public.
ZeeStar [164] provides more applicability than Hawk [117]. However, it still needs to verify
the transaction sender according to its address to determine if the sender has permission
to execute the rest of the called function. Therefore, using address-based authentication
to verify the transaction sender of a smart contract can lead to significant information
leakage.

Narula et. al [137] proposed zkLedger which is a private but also audiable transaction
ledger. Their focus is on banks that want their transactions be encrypted; but, let regula-
tors have an insight into bank assets and trades. Auditor can query the bank and have a
verifiable proof that the answer actually is true. zkLedger leverages Peterson commitment
[146] for committing values. Peterson commitment enables linear functions over trans-
action values. For example, ratios, percentages, sums, averages, etc. zkLedger leverages
zero-knowledge proofs to ensure that banks have valid transactions, i.e., they had consent
to transfer the asset, they had enough asset to transfer, and the assets are neither created
or destroyed.

3.3 Supply Chain Management

A supply chain management (SCM) is a system used by a business and its suppliers to make
and deliver certain products to the customers. An SCM consists of different components
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such as inventory management, transportation and logistics, and supply chain analytics.
In SCM schemes, it is necessary to monitor the history of each product to gain visibility
of the product’s flow from producers to consumers. At each stage, entities possessing the
product must have access to its history to trace its origins. This traceability ensures the
product’s quality and compliance with ethical standards [168, 98, 4, 150]. Data is either
captured by the Internet of things (IoT) sensors connected to products or entered manually.
In the first case, the data is transmitted via different communication protocols, such as
radio-frequency identification (RFID) [172, 169], ZigBee sensors [155], or Bluetooth low
energy (BLE) [96] to receivers. Then, the manually entered or sensor-captured data are
aggregated for real-time analysis or future research. The collected data provides valuable
information for business owners. Also, it eases the mind of the final customers about their
product. For example, whether a wild-caught salmon is really caught from a lake, river,
etc. or it is just a farm-raised salmon.

In supply chains, the ownership of products often changes as the products move through
the chain. To accommodate this, ownership models has been developed for RFID tags that
enables the current owner to authenticate the tag and transfer its ownership. For example,
numerous research works, such as [43, 64, 185], focus on transferring the ownership of RFID
tags while maintaining privacy. However, the process of uploading measured data from the
products still can potentially compromise the privacy of the product owners. It is crucial
to protect personal details and trade secrets within the supply chain. This includes main-
taining confidentiality about trading partners and involvement in specific supply chains.
Moreover, an SCM necessitates enabling trusted interoperability among various entities,
not only within a predetermined supply chain but also fostering cooperation between dif-
ferent supply chains [143]. This is particularly crucial in the face of unforeseen situations
(e.g., pandemics and natural disasters) where the transiliency of a supply chain becomes
paramount [69, 158]. Transiliency is defined as the ability to both return to the origi-
nal form and simultaneously undergo transformation (through adaptation and innovation)
when facing disruptions, is essential for maintaining continuity and efficiency in supply
chains [69]. An SCM requires the establishment of trustworthy collaborations with Micro,
Small and Medium Enterprises (MSMEs), which are defined as firms with fewer than 300
employees [104]. The involvement of MSMEs in SCMs offers several benefits, including
transparency, traceability, resilience, and sustainability [182, 11, 174].

Traditional SCM systems have encountered numerous challenges, particularly in achiev-
ing comprehensive transparency and visibility across their operations. The absence of ef-
fective traceability measures, lead to significant risks of fraud and product mislabeling. For
instance, a study conducted by Shehata et al. (2019) reports a mislabeling rate of 32.3%
among targeted finfish species within the supply chain in southern Ontario, Canada [160].

45



Furthermore, research by Lechmere (2016) shows that up to one in five bottles of fine
wine in the market may be counterfeit [119]. These findings highlight the critical need
for enhanced traceability and verification mechanisms within an SCM to mitigate such
risks. The heterogeneity of SCM platforms, the use of independent centralized databases,
and the adoption of different data standards by various entities within a supply chain sig-
nificantly limit transparency and traceability. Additionally, mistrust among supply chain
partners further impedes collaboration [100]. Moreover, payments in current SCM systems
are centrally managed by the owners according to invoices from their business partners,
a process that is both error-prone and difficult, requiring entities to trust the centralized
authority [79]. The lack of agility in inter-SCM collaboration also renders these networks
vulnerable during crises. For instance, the COVID-19 pandemic’s disruption of manufac-
turing and logistics activities highlighted the need for supply chains to rapidly employ
alternative resources. Examples include converting passenger airplanes to carry freight in
their belly cargo, consolidating freight, and implementing on-site storage solutions [166].
Furthermore, MSMEs face greater challenges than large companies in integrating with
larger SCMs. They often depend on their larger partners for relation-based rents, profits
generated jointly in an exchange relationship [71, 11]. Additionally, due to their lesser-
known reputations, MSMEs frequently struggle to gain the trust of other companies [11].

Supply chains’ data records have a sequential format since they represent the conditions
of a product over time. Furthermore, two distinct supply chains might merge due to various
reasons, such as using the same warehouse, the same transportation, or assembly in the
manufacturing stage. In contrast, a single supply chain can be divided into two or more
sub supply chains for reasons like the distribution of a product to different locations.
Consequently, directed acyclic graphs (DAGs) are an optimal data structure for storing
supply chain data records. For instance, a food supply chain can be seen as a DAG, where
each node in the DAG signifies a data record captured by an entity responsible for moving,
storing, or processing batches of food over a period of time.

3.3.1 Blockchain in Supply Chain Management

Applying blockchain technologies to secure SCM is a promising approach. Blockchain
removes the need for trusting third parties; Moreover, the potential benefits that blockchain
and IoT can give to SCM, such as traceability, transparency, less paperwork and less code
of conduct violation and fraud [6]. Blockchain platforms can be divided into two categories:
permissioned and permissionless blockchains.

In permissioned blockchains, the number of participants is limited, all parties are known,
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and there is no anonymity. Permissioned blockchains, while providing visibility and au-
tomation for supply chain owners, impose certain limitations on their partners, who are
required to adhere to the owner’s platforms, protocols, and standards. This requirement
undermines the agility necessary for maintaining a sustainable SCM system; notably, in-
tegrating a new partner into the system demands a time-consuming process to align with
these protocols. Furthermore, the cost of permissioned blockchain solutions can be pro-
hibitively expensive. For example, the IBM Food Trust’s [103] minimum featured solution,
accommodating up to five supply chain partners, costs USD 2,000 per month [3]. IBM
Food Trust leverages Hyperledger Fabric [76] which is a permissioned blockchain and one
of the Hyperledger projects hosted by The Linux Foundation. In Hyperledger Fabric, mem-
bership service provider (MSP) registers member who can publish and share information.
Permissioned data access is an essential part of IBM Food Trust. Walmart collaborated
with IBM in 2016 to build a permissioned blockchain-based system to trace the origin and
transportation of food goods [101]. Their blockchain platform is also build on Hyperledger
Fabric to trace over 25 products from 5 different suppliers. Blockchain technology has
enabled Walmart to track a food item from the store back to its source within seconds.
For instance, with the use of blockchain, the time required to trace the origin of mangoes
in the U.S. has been reduced from 7 days to just 2.2 seconds [80]. However, the lack of
flexibility, challenge the practicality and scalability of permissioned blockchains in dynamic
supply chain environments.

Permissionless (public) blockchains provide a fully decentralized and trustless envi-
ronment, enabling a wide array of global entities to collaborate, with this collaboration
facilitated by smart contracts. Smart contracts offer financial guarantees through their
transparent and immutable execution, significantly aiding MSMEs in building trust with
their partners. By automating contract enforcement, these digital agreements ensure that
all parties fulfill their obligations, such as timely payments or delivery of services or prod-
ucts, thereby mitigating risks associated with traditional contracts [5]. Furthermore, the
integration of entities into the SCM system is facilitated by the transparent rules estab-
lished by smart contracts, making the SCM more agile. Moreover, public blockchains offer
enhanced security against 51% attacks. This accessibility, transparency and security pave
the way for developing more sustainable solutions, making public blockchains an attractive
option for future SCM innovations. This category of blockchains can provide a higher level
of transparency and robustness. Also, they do not need a centralized party to grant or
revoke permissions. Bitcoin and Ethereum are two well-known examples of permissionless
blockchains. Permissionless blockchains can let any user participate as an entity in a supply
chain. One problem in permissionless blockchains is that data storage on the blockchain is
very expensive. So in some approaches data is stored on decentralized data storages like
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interplanetary file system (IPFS) [38].

Tracr™ [2] is an example of an SCM that uses the public blockchain Ethereum. Tracr
has been introduced by the De Beers Group to monitor diamonds from the mining stage,
through cutting and polishing, and finally to the jewellers. This system provides tamper-
proof assurance of the diamond’s source [118]. Musamih et al. [135] proposed blockchain-
based system for pharmaceutical supply chain to address counterfeit drugs issue that is
one of the consequences of complex healthcare supply chains structures. They use smart
contract over Ethereum platform to define different functions of the different stakeholders
(entities) in a supply chian. Such as initializing (manufacturing) a Food and Drug Ad-
ministration (FDA) approved drug on blockchain. In their approach the manufacturer and
distributors can update data captured by IoT devices on the blockchain. Their scheme
provides the capability of uploading product images to the IPFS, where the hash of the
image is published on Ethereum blockchain. The smart contract authenticate stakeholders
using their Ethereum address.

Salah et al. [156] proposed an SCM solution based on the Ethereum Blockchain and
IPFS to solve the problem of traceability in the agricultural supply chain where it is difficult
to track and trace products in centralized controlled supply chain. Accordingly, in the event
of contamination, identifying the source will be easier in blockchain based SCM solution.
They employ Ethereum smart contracts to automate and enforce the rules and regulations
of the supply chain and execute specific actions automatically when certain conditions are
met. In their approach details of the product is captured and saved on IPFS as images.
The details can be the time-stamped corp growth images. Hash of the stored file in IPFS
is stored in the smart contract. The authentication of entities in their proposed approach
is based on Ethereum address.

Toyoda et al. [173] proposed a novel product ownership management system (POMS).
They have implemented POMS on a Ethereum smart contract. In their proposed approach,
the manufacturer assign Electronic Product Code (EPC) to each product and write that
into the RFID tag attached to the product. The product’s EPC is registered on the smart
contract. Furthermore, functions such as product owner transformation, incentivising en-
tities to follow POMS protocol, and unauthorized party prevention are enabled by their
smart contract. Toyoda et al. claimed PMOS system makes counterfeiters’ efforts to clone
real tags ineffective.
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3.3.2 Blockchain Based Privacy Preserving Solutions for Supply
Chain Management

Privacy, especially against public exposure, is crucial in SCM applications. It encompasses
entities’ anonymity—ensuring that auditors reviewing the history of a product cannot
identify the creator of a specific data record unless the entity chooses to reveal its identity.
Additionally, privacy involves unlinkability among entities, meaning that businesses desire
to keep their partners and the supply chains they are involved in confidential. Our analysis
reveals that all of the privacy preserving SCM solutions reviewed are not practical to be
employed as SCM systems on public blockchains.

The importance of privacy preservation in SCMs fuels research into permissioned
blockchains such as [7, 120] that offer restricted access and rely on a centralized mem-
bership service provider [10]. However, preserving the entities’ anonymity while verifying
the authenticity of the data they have uploaded is an important issue that needs to be
resolved in permissionless blockchains. Many SCM schemes developed over permissionless
blockchains, such as those mentioned above, do not preserve the privacy of their partici-
pants. Each entity has to interact with the blockchain ledger through a generated address
for invoking smart contract functions and covering gas fees with the blockchain’s native
token (e.g., ETH), which compensate for the processing and validation of transactions.
Entities typically obtain the required tokens through exchanges enforcing know your cus-
tomer (KYC) protocols, or they may acquire them from other recognized addresses, with or
without the involvement of an intermediary. This requirement introduces a risk: through
detailed analysis of blockchain transactions, it is possible to infer the identity of the entities
involved [176, 187]. Given the transparency of transactions on permissionless blockchains,
these schemes could potentially compromise participants privacy. Following reviews some
privacy preservation methods over public blockchains.

AlTway et al. presented Mesh [8], a supply chain solution over Ethereum smart con-
tracts. Mesh uses group signatures to preserve the privacy of participant and employs
a forward secrecy approach to preserve the confidentiality of data. Both are required to
protect business secrets. However, Mesh requires a centralized server to keep the protocol
going. Mesh uses Petersen’s group signature [146] to authorize members of a supply chain.
For each supply chain, all entities that are involved in that supply chain must build a
group. The group must have a group manager which sends a list of identities of all group
members to the Mesh Server and the Mesh’s SupplyChain smart contract (CSC) instance.
For each smart contract, a separate instance of CSC should be created. Only the group
members of a supply chain are able to upload data to the related CSC . The data is stored
on Ethereum’s Blockchain. To limit the upload access to the group members, Altawy et
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al. [8] use Petersen’s group signature [146] for members’ authorization. Consequently, CSC

will be able to verify the membership of an entity without learning the identity of that user.
However, it is clear that the transaction is from a known group without knowing which
group member is sending the data. Also, Petersen’s scheme provides plausible anonymity
which means that although group members are locally anonymous, their identity can be
revoked by the manager, Mesh Server or coalition of members. Although transactions are
anonymous, they are still recognizable as originating from a known group, preserving local
anonymity of group members. Mesh utilizes forward secrecy techniques to protect data
confidentiality. Forward secrecy, as described in [61], allows any entity to decrypt and
view the product’s history up to the point of its ownership transfer. However, access to
subsequent records is restricted, preventing entities from viewing future transactions or
exchanges after the point of transfer.

DECOUPLES [129] is an SCM solution utilizing the blockchain presented in [175].
This blockchain features a customized block validation mechanism specifically designed for
DECOUPLES, rendering it incompatible with established blockchain like Bitcoin [136] or
Ethereum [54]. In their approach, certificates are issued and signed by a certificate orga-
nization (CO) for each participant in the supply chain. These certificates are then sent
to the participant through certificate transactions on the blockchain. Certificate holders
can subsequently use Schnorr signatures [159] to authenticate certificate ownership in their
transactions, which include product information. Within the framework, Maouchi et al.
proposed the product-specific stealth addresses (PASTA) protocol. This protocol employs
Stealth addresses [68], to ensure that multiple payments made to the same payee are unlink-
able, thereby preserving the transaction receiver’s anonymity. Furthermore, to anonymize
the sender, they utilized multi-layered linkable spontaneous anonymous group (MLSAG)
ring signatures [142]. Additionally, confidential transaction information is encrypted using
the elliptic curve integrated encryption scheme (ECIES) [52], with the public key of the
receiving party. The DECOUPLE framework does not account for complex supply chain
operations, such as the dividing or merging of products. Additionally, the security of a
blockchain is largely contingent on its decentralization, typically achieved through a diverse
and distributed network of validators. However, the framework relies on their customized
blockchain might impact its decentralization.

zkLedger [137] is a transaction ledger designed to offer both privacy and auditability,
making it ideal for banks seeking to encrypt their transactions while granting regulators
access to their assets and deals. It allows auditors to request and receive verifiable con-
firmation from the banks, ensuring the accuracy of their responses. zkLedger utilizes a
columnar ledger structure for secure and private transaction management. In this design,
each column represents a different bank, while each row details a transaction where assets
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are transferred between banks. To execute a transaction, the sending bank makes two com-
mitments using Pedersen commitments [146]: one for the assets deducted from its account
and another for the assets credited to the recipient’s account. These commitments are
then placed in their respective columns. To enhance unlinkability, the sending bank also
commits to zero for all other banks, effectively anonymizing the transaction by obscuring
the involvement of banks not participating in the transaction. This approach ensures that
the details of the transaction remain private, except to the parties involved and authorized
auditors. zkLedger incorporates three crucial types of cryptographic proofs to maintain
integrity and privacy: (1) Proof of Balance (πB) ensures that the total assets transferred
in a transaction equate to zero, indicating no creation or destruction of assets, without
disclosing the sender. (2) Proof of Assets (πA) verifies that the spending bank has enough
assets for the transfer. (3) Proof of Consistency (πC) guarantees the integrity of the ledger
by preventing the inclusion of invalid data that could compromise the ledger’s verifiabil-
ity or an auditor’s ability to validate transactions. Pedersen commitments enable banks
to perform secure statistical analyses—like calculating sums, averages, and variances—on
their assets for auditors without revealing specific transaction details. This ensures both
transparency and privacy, allowing banks to verify their financial health while maintain-
ing the confidentiality of transactions. zkLedger’s design mandates that all transactions
be recorded directly on the ledger. This requirement poses challenges for SCM applica-
tions that necessitate detailed documentation of product histories. Deploying zkLedger
on public blockchains, such as Ethereum, could incur prohibitive costs due to the exten-
sive information storage required. Additionally, utilizing zkLedger as an Ethereum smart
contract would inadvertently reveal the addresses of entities uploading data records, po-
tentially compromising their privacy. Furthermore, zkLedger requires unanimous consent
among all participating banks for adding or removing an entity (column) from the ledger.
This consensus mechanism, combined with the increased complexity and time demands for
transaction processing, broadcasting, and verification with more participants, significantly
decelerates the process. These constraints impede zkLedger’s scalability and adaptability
in SCM scenarios, essentially preventing smaller entities from easily integrating into the
network. Lastly, zkLedger recommends that auditors maintain commitment caches to ex-
pedite the verification of column value sums. Without these caches, auditors are compelled
to process the entire ledger for transaction confirmation, regardless of their relevance to
the audited entity or asset. This necessity places a considerable burden on end customers,
particularly those who do not consistently monitor the ledger
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Chapter 4

Accelerating Post-quantum Secure
zkSNARKs through Optimizing
Additive FFT

Declaration of Contributions

This chapter is based on a currently unpublished paper which is accepted to the Selected
Areas in Cryptography (SAC), 2025. I have co-authored the paper and my main contribu-
tions are as follows:

• Deriving the exact number of additions and multiplications in the Cantor additive fast
Fourier transform (FFT) [56].

• The C++ implementation of the Cantor additive FFT.

• The design and implementation of precomputations in the presented additive FFTs and
their required storage.

• The C++ implementation of modified versions of the Gao-Mateer additive FFT [83].

• The FFT Complexity analysis of the Aurora zero-knowledge succinct non-interactive
arguments of knowledge (zkSNARK) and modified the Aurora C++ to employ the Cantor
additive FFT instead of the Gao-Mateer additive FFT.
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4.1 Introduction

The FFT over additive groups can be utilized in various zkSNARK protocols operating
over binary extension fields. Examples of such protocols include Ligero [9], STARK [27],
Aurora [35], Fractal [66], and Polaris [81]. Among these zkSNARKs, Fractal features
the fastest verifier algorithm, Ligero boasts the fastest prover algorithm, and Aurora
achieves the smallest proof size. While STARK employs algebraic intermediate repre-
sentation (AIR), which is designed for converting the execution trace of a program into
algebraic representations (e.g., polynomials), the others rely on rank-1 constraint system
(R1CS) [92], which is suited for arithmetic circuit and is preferred in cryptography related
applications, as many privacy-preserving solutions rely on zero-knowledge proofs (ZKPs)
of knowledge of the preimage of a leaf in a Merkle hash tree constructed by the circuit of a
hash algorithm (e.g., SHA-256). Furthermore, zkSNARK-based post-quantum digital sig-
nature schemes typically involve proving knowledge of the secret key for a symmetric-key
encryption algorithm (e.g., AES) represented as an arithmetic circuit.

For this study, we select Aurora [35] to demonstrate the performance improvements
achieved by optimizing the FFT algorithm using the Cantor special basis [56]. While
our optimization is applicable to all the aforementioned zkSNARKs, Aurora was chosen
due to its small proof size, which makes it a strong candidate for post-quantum secure
digital signature schemes. Accordingly, Aurora serves as the foundation of Preon [62], a
post-quantum digital signature scheme that was a first-round candidate in NIST’s post-
quantum cryptography standardization process [138].

Contributions Our main contributions are summarized as follows:

• In the Cantor FFT algorithm, we present a theoretical analysis of the vanishing polyno-
mials, providing a precise count of their terms based on Hamming-weight. This approach
enables an accurate determination of the number of additions required. To the best of
our knowledge, prior works have only reported upper bounds. We also efficiently com-
puted the vanishing polynomials and multiplication factors, improving the efficiency even
without precomputation.

• We propose building blocks for the Cantor FFT algorithm and demonstrate its signifi-
cant performance improvements compared to the Gao-Mateer algorithm while using our
Cantor FFT algorithm in the current Aurora implementation [34]. Table 4.1 shows how
our FFT algorithm optimizations using the Cantor special basis can accelerate the prover
and verifier algorithms in Aurora.
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Table 4.1: Prover and Verifier of the Aurora zkSNARK [35] over F2256 based on the number
of constraints N and the size of the Reed-Solomon codeword domain |L|, using Gao-Mateer
and Cantor FFTs, on an AMD Ryzen 9 9950x @ 5.7 GHz (sec).

log2(N) log2(|L|)
Aurora Prover Aurora Verifier

GM FFT* Cantor FFT GM FFT* Cantor FFT
[34] (this work) [34] (this work)

10 17 0.879 0.654 0.047 0.046
11 18 1.825 1.338 0.063 0.062
12 19 3.755 2.713 0.094 0.093
13 20 7.888 5.727 0.153 0.151
14 21 18.014 11.708 0.269 0.264
15 22 39.153 25.085 0.495 0.485
16 23 82.302 49.981 0.946 0.926
17 24 171.490 102.191 1.885 1.792
18 25 363.369 212.064 3.597 3.506
19 26 753.485 435.800 7.100 6.909

* Gao-Mateer FFT using standard basis.

• For the Gao-Mateer algorithm, we also provide a detailed breakdown of its two core
components: the Expand and Aggregate modules. We incorporate the Cantor special
basis into the Gao-Mateer algorithm to enhance the computational and space efficiency.
We also introduce the precomputation techniques that substantially reduce overhead in
the Cantor algorithm and two levels of precomputation in the Gao-Mateer algorithm.

• We propose an analysis of the FFT call complexity in the Aurora zkSNARK, evaluating
the number and size of each FFT/IFFT call based on the number of constraints and vari-
ables in a given R1CS, and the target security parameter. Additionally, we demonstrate
how the careful selection of the shift element in the affine subspaces of Aurora enables a
significant reduction in the space complexity of the precomputation in the Cantor FFT
by leveraging the unique properties of the Cantor special basis.

• We provide a C++ implementations of the Cantor algorithm, the Gao-Mateer algorithm
which uses the Cantor special basis and, our precomputation techniques. We then pro-
vide a comprehensive comparison of these algorithms, along with their respective pre-
computations in Figure 4.4.

• We adopt the Cantor special basis and Cantor additive FFT algorithm in the current
Aurora implementation [34], and our optimized FFT algorithm implementation uses the
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same field arithmetization library (libiop [34]) as Aurora. This ensures compatibility
with the library and facilitates a fair comparison between the algorithms.

The chapter is structured as follows. Section 4.2 presents optimizations for the Cantor
algorithm, while Section 4.3 details the Gao-Mateer algorithm and its precomputations.
Section 4.4 analyzes FFT call complexity in Aurora, and Section 4.5 compares the FFT
algorithms. Finally, Section 4.6 summarizes findings.

4.2 Cantor Algorithm Building Blocks

In our implementation of the Cantor algorithm, we opted for iteration rather than recursion.
The recursive approach, as presented in Algorithm 2.1, introduces extra overhead due to
function calls and the increased memory needed to track these calls. Therefore, our Cantor
FFT of length n = 2m consists of m iterative rounds to evaluate a polynomial f(x) ∈ F2k [x]
of degree < 2m over the affine subspace θ+Wm, where θ ∈ F2k and Wm must be generated
by the Cantor special basis as described in Section 2.5.1. Also, for the Cantor special
basis, we know that ZWi

(x) = Si(x) for i = 0, 1, . . . ,m. Thus, the coefficients of the
vanishing polynomials ZWi

(x) are in F2. Additionally, we have Si(βi) = 1. We can derive
the following result regarding the existance of the Cantor special basis.

Theorem 4.1. If the polynomial Si(x) has no solution βi ∈ F2k such that Si(βi) = 1,
then for any ℓ > i, the polynomial Sℓ(x) also has no solution for Sℓ(x) = 1 in F2k . In
other words, there does not exist a set of Cantor special basis β0 = 1, β1, . . . , βℓ such that
S(βj) = βj−1 for j = 1, . . . , ℓ.

Let 0 ≤ r ≤ m− 1 be the round number. In each round r, the algorithm processes 2r

polynomials of degree < 2m−r, resulting in 2r+1 polynomials of degree < 2m−r−1 at the end
of the round. f(x) is represented by f , a vector of size 2m that stores the coefficients as
described in Section 2.1.5. We use the same vector to store all intermediate polynomials
during each round. For example, in round r, f stores the concatenation of the 2r+1 poly-
nomials. Finally, in round r = m− 1, the algorithm outputs 2m constant values stored in
the vector f , representing the evaluations of f(x) over θ +Wm.

Before presenting the details of our Cantor algorithm implementation, we first explain
the selection process of the Cantor basis of length m, denoted as {β0, β1, . . . , βm−1}. From
[83, Appendix], we know that Wm = ⟨β0, β1, . . . , βm−1⟩ must be a subspace of the field
(or subfield) F

22ℓ
. To determine the Cantor special basis for F

22ℓ
, we begin by defining a
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basis {β0, β1, . . . , β2ℓ−1} such that TrF
22

ℓ /F2(β2ℓ−1) = 1. Then, we recursively determine the
remaining basis elements by βj−1 = β2

j + βj for 1 ≤ j ≤ 2ℓ − 1. We then select the first
m elements from this basis to construct our Cantor special basis of dimension m. In our
implementation, we randomly try different values of β2ℓ−1 and compute its trace. With a
probability of 0.5, this value will have a trace of 1.

4.2.1 Vanishing Polynomials

In the Cantor additive FFT of length 2m, the vanishing polynomials ZW0 ,ZW1 , . . . ,ZWm−1

must be computed to perform the division algorithm. The coefficients in each ZWi
(x) are

derived from

ZWi
(x) =

i∑
j=0

[(
i

j

)
mod 2

]
x2

j

.

Employing Lucas’s theorem [126], we efficiently compute
(
i
j

)
≡
∏t−1

k=0

(
ik
jk

)
mod 2, where

i = i0 + i12 + i22
2 + · · ·+ it−12

t−1 (ik ∈ F2),

j = j0 + j12 + j22
2 + · · ·+ jt−12

t−1 (jk ∈ F2).

Theorem 4.2. [78, Theorem 2] The number of integers j not exceeding i for which
(
i
j

)
̸≡ 0

(mod 2) is
∏t

k=0(ik + 1).

Thus, by the above theorem we conclude that the number of non-zero coefficients in
ZWi

(x) equals to 2wt(i), where wt(i) denotes the Hamming weight of i, i.e., the number of
bits equal to 1. Since the number of non-zero coefficients in most vanishing polynomials is
considerably less than its degree (i.e., 2i), we avoid using vectorial representation of univari-
ate polynomials described in Section 2.1.5 for these polynomials. Otherwise the polynomial
division algorithm would require excessive addition operation on zero coefficients.

To efficiently represent the vanishing polynomials, we store the index number of the
coefficients in the reverse order. Specifically, let zi represent ZWi

(x) =
∑i

j=0 cjx
2j in our

implementation. We define

zi = (ζ0, ζ1, . . . , ζ2wt(i)−1) = (2i − 2j|cj = 1 in ZWi
(x)),

where Algorithm 4.1 describes how zi is computed.

Algorithm 4.1 also computes the evaluation of ZWi
(θ) which is used later in Section

4.2.3. Reversing the order (i.e., measuring the distance from 2i rather than from 0) elimi-
nates the need for degree shifting in ZWi

(x) during the division rounds. Additionally, since

56



Algorithm 4.1 Vanishing Polynomial (i, θ)
Require: i ∈ N and θ ∈ F2k

Ensure: zi, eval.
1: ℓ← 0
2: eval← θ
3: for j = 0 to i− 1 do
4: t← ⌈log2(j + 1)⌉
5: k ← 0
6: while (ik ∨ ¬jk) ∧ (k < t) do
7: k ← k + 1
8: end while
9: if k = t then

10: ζℓ ← 2i − 2j

11: eval← eval+ θ2
j

12: ℓ← ℓ+ 1
13: end if
14: end for
15: eval← eval+ θ2

i
▷ As the highest degree term is not in zi

16: assert ℓ = 2wt(i) − 2
17: return zi ← (ζ0, ζ1, . . . , ζ2wt(i)−2), eval.

(
i
i

)
= 1, ci is always one, and ζ2wt(i)−1 is zero which can be omitted from zi. This omission

excludes this coefficient from the polynomial division algorithm, saving one addition per
division round while keeping the quotient in the same vector as the dividend.

4.2.2 Polynomial Division

In round r of the Cantor algorithm, the 2r polynomials fi,r(x), each of degree < 2p, are
divided by ZWp−1(x + θi,r) and ZWp−1(x + θi,r + βp−1), where p = m − r and 0 ≤ i ≤
2r−1. The corresponding remainders of these divisions for each fi,r(x) are outputted to be
processed in the next round. Since the vanishing polynomials are linearized polynomials,
we have

ZWp−1(x+ θi,r) = ZWp−1(x) + ZWp−1(θi,r), and
ZWp−1(x+ θi,r + βp−1) = ZWp−1(x) + ZWp−1(θi,r) + ZWp−1(βp−1),
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where ZWp−1(βp−1) = 1. Since deg(fi(x)) < 2 deg(ZWp−1(x)), we reduce the two divisions
required for each fi(x) to a single division by ZWp−1(x), and then compute the remainders
of the original divisions accordingly.

Proposition 4.1. Let f(x) and g(x) be polynomials such that deg(f) < 2m and deg(g) =
2m−1. Suppose that dividing f(x) by g(x) yields the quotient q(x) and the remainder r(x), so
that f(x) = g(x)q(x)+r(x). Let c be a constant, and let q′(x) and r′(x) be the quotient and
remainder when dividing f(x) by g(x)+c. Then, q′(x) = q(x), and r′(x) = r(x)−c q(x).

Proof. We prove this in two steps:

1. According to polynomial division algorithm, deg(q) = deg(q′) = deg(f)−deg(g) < 2m−1,

2. Let f(x) = (g(x) + c)q′(x) + r′(x), then

(g(x) + c)q′(x) + r′(x) = g(x)q(x) + r(x)

=⇒ g(x)(q′(x)− q(x)) = r(x)− r′(x)− cq′(x).

Now, assume the opposite, that is, q′(x) ̸= q(x). This implies q′(x) − q(x) ̸= 0, meaning
deg(q′(x)−q(x)) ≥ 0. Since g(x) divides g(x)(q′(x)−q(x)), the degree of the right-hand side
r(x)−r′(x)−cq′(x) must be at least deg(g). However, by the polynomial division algorithm,
deg(r) < deg(g) and deg(r′) < deg(g), and according to step 1, deg(q′) < deg(g) = 2m−1.
Therefore, deg(r(x)−r′(x)−cq′(x)) < deg(g), which is a contradiction. Hence, q′(x) = q(x),
and consequently, r′(x) = r(x)− c q(x).

Since the coefficients in ZWp−1(x) are in F2, division by ZWp−1(x) requires only additions.
In the division algorithm, the dividend polynomial, denoted as fi,r(x), is added to scaled
degree-shifts of ZWp−1(x). However, we eliminate the need for degree shifts by using the
reversed index order in zi, which represents the distance of each non-zero coefficient from
the highest degree (i.e., 2p).

Dividing fi,r(x), a polynomial of degree < 2p, by ZWp−1(x) yields the quotient qi,r(x)
and the remainder ri,r(x), each with degree < 2p−1. Let fi,r represent the (i + 1)-th sub-
vector of 2p elements in the vector f at the beginning of round r. This sub-vector stores
the coefficients of fi,r(x), ordered from the constant term to the highest degree term. Our
polynomial division algorithm begins with the coefficient of the highest degree term in
fi,r and subtracts that coefficient from the lower-degree coefficients, spaced by distances
determined by zi. Since zi does not include zero, the coefficient of the highest degree term
remains unaffected. In the next round of the polynomial division, the algorithm repeats
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Figure 4.1: Computing the polynomials for the next round from the outputs of dividing
fi,r(x) (of degree < 8) by ZWp−1 , represented by zp−1.

this process with the second highest degree term. After 2p−1 rounds, the higher-degree
(right) half of fi,r stores the coefficients of qi,r(x), while the lower-degree (left) half stores
the coefficients of ri,r(x). Then, given Proposition 4.1, the algorithm processes the outputs
of the polynomial division, which serve as inputs to the next round, as follows:

f2i,r+1(x) = ri,r(x)− ZWp−1(θi,r) qi,r(x), and
f2i+1,r+1(x) = f2i,r+1(x)− qi,r(x),

where ZWp−1(θi,r) denotes the evaluation of the vanishing polynomial at θi,r. Figure 4.1
illustrates the computation of the polynomials for the next round from the quotient and
remainder in each round. Our polynomial division algorithm implementation integrates
the computation of the quotient, remainder, and the polynomials for the next round.

The polynomial division algorithm requires 2p−1 ×
(
2wt(p−1) + 1

)
additions and 2p−1

multiplications. The peak space complexity is O(1) since the algorithm does not require
any auxiliary vectors for storing intermediate values.

The Canopy module, described in the next section, is responsible for providing all of
the inputs of the polynomial division algorithm.
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Algorithm 4.2 Polynomial Division (fin, zp−1, ZWp−1(θi,r), p, i)

Require: fin = (c0, c1, . . . , cn−1), zp−1 = (ζ0, ζ1, . . . , ζ2wt(p−1)−2), ZWp−1(θi,r) ∈ F2k , p =
m− r, and i determines the polynomial fi,r(x), of degree < 2p, in fin.

Ensure: fout

1: offset← i× 2p ▷ The offset at which the coefficients of fi,r(x) are in fin
2: for k = 2p + offset− 1 to 2p−1 + offset do ▷ Iterates over the higher-degree half in

decreasing order
3: for ℓ = 0 to 2wt(p−1) − 2 do
4: c(k−ζℓ) ← c(k−ζℓ) + ck
5: end for
6: c(k−2p−1) ← c(k−2p−1) + ck × ZWp−1(θi,r) ▷ Computes f2i,r+1(x)
7: end for
8: for k = 2p−1 + offset to 2p + offset− 1 do
9: ck ← ck + c(k−2p−1) ▷ Computes f2i+1,r+1(x)

10: end for
11: return fout ← (c0, c1, . . . , cn−1)

4.2.3 Canopy Module

Cantor algorithm is implemented by Canopy modules of varying input sizes 2p and indices
i, denoted as Canopyp,i. The index i indicates the module number in each round and
determines the offset from the start of the f vector, where the coefficients of the input
polynomial begin with offset = i2p. Figure 4.2 illustrates our iterative approach of using
Canopy modules to implementing the Cantor algorithm.

The Canopyp,i determines θi,r and then evaluate ZWp−1(θi,r), which is necessary for
running Algorithm 4.2. Let Cantor algorithm evaluate f(x) of degree < 2m over θ+ ⟨β0 =
1, β1, . . . , βm−1⟩. Let θ0,0 = θ, and for 1 ≤ r ≤ m− 1 and 0 ≤ i ≤ 2r − 1, θi,r is determined
recursively according to the following rules:

θi,r =

{
θi/2,r−1 if i mod 2 = 0,

θ(i−1)/2,r−1 + βp if i mod 2 = 1,

where p = m − r. This equation can be simplified to θi,r = θ⌊i/2⌋,r−1 + (i mod 2)βp, and
can be written as,

θi,r = θ +
r−1∑
j=0

(
⌊ i
2j
⌋ mod 2

)
βp+j = θ +

r−1∑
j=0

ij βp+j,
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Figure 4.2: The Cantor FFT algorithm of length n = 23 which evaluates f(x) ∈ F[x] of
degree < 8 over θ + W3, where θ ∈ F2k and W3 is the Cantor special basis.
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where i = i0 + i12 + i22
2 + · · · + ir−12

r−1 (ij ∈ F2), denotes the binary representation of
i. Then, to evaluate ZWp−1(θi,r), we employ the rule Si(βi+ℓ) = βℓ provided earlier in this
section to simplify the computation. Specifically, we write ZWp−1(βp−1+j) = βj. Therefore
ZWp−1(θi,r) can be evaluated as

ZWp−1(θi,r) = ZWp−1(θ) +
r−1∑
j=0

ij βj+1,

where ZWp−1(θ) is evaluated at each round while constructing zp−1 from ZWp−1(x) during
Algorithm 4.1. The computation of ZWp−1(θ) is shared across all the Canopy modules in
each row since the vanishing polynomial remains consistent.

Algorithm 4.3 Canopyp,i (fin, {β0, β1, . . . , βm−1}, zp−1, ZWp−1(θ), p, i)

Require: fin, {β0, β1, . . . , βm−1} is the Cantor special basis, zp−1 = (ζ0, ζ1, . . . , ζ2wt(i)−2),
ZWp−1(θ) ∈ F2k , p = m− r, and i = (i0, i1, i2, . . . , ir).

Ensure: fout

1: ψi,r ← ZWp−1(θ)
2: for j = 0 to r − 1 do
3: ψi,r ← ψi,r + ij × βj+1

4: end for
5: fout ← Polynomial Division(fin, zp−1, ψi,r, p, i) ▷ Algorithm 4.2, where

ZWp−1(θi,r) = ψi,r

6: return fout

Algorithm 4.3 details the steps within the Canopyp,i module, and Algorithm 4.4 describes
the implementation of the Cantor algorithm based on those modules.

4.2.4 Detailed Cost Analysis

At the rth iteration of the algorithm, we perform 2r divisions by the polynomial
ZWm−r−1(x). Consequently, the total number of additions resulting from polynomial di-
vision in the Cantor additive FFT is given by

m−1∑
r=0

2r · 2m−r−1
(
2wt(m−r−1) − 1

)
= 2m−1

m−1∑
r=0

2wt(r) −m2m−1
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Algorithm 4.4 Cantor Algorithm (fin, θ, {β0, β1, . . . , βm−1})
Require: fin is a vector of size 2m representing the coefficients in f(x) (where deg f < 2m),

θ ∈ F2k is the affine shift, and {β0, β1, . . . , βm−1} is the Cantor special basis.
Ensure: fout is the vector of evaluations of f(x) over θ + ⟨β0, β1, . . . , βm−1⟩.
1: for r = 0 to m− 1 do
2: p← m− r
3: zp−1, eval← Vanishing Polynomial(p− 1, θ) ▷ Algorithm 4.1
4: for i = 0 to 2r − 1 do
5: Canopyp,i(fin, {β0, β1, . . . , βm−1}, zp−1, eval, p, i) ▷ Algorithm 4.3
6: end for
7: end for
8: return fout

From Steps 6 and 9 of Algorithm 4.2, we know that for the input polynomial in the
(r+1)th iteration, we require 2×2r polynomial additions, each of degree less than 2m−r−1.
This leads to a total of

∑m−1
r=0 2 · 2r · 2m−r−1 = 2mm additions. Therefore, the total number

of additions in the Cantor additive FFT is given by

2mm+ 2m−1

m−1∑
r=0

2wt(r) −m2m−1 =
1

2
n log2 n+

1

2
n

log2(n)−1∑
r=0

2wt(r).

This provides an exact count of the additions required in the Cantor additive FFT,
whereas previous works, to the best of our knowledge, have only established upper bounds.

On the other hand, from Step 6 of Algorithm 4.2, we know that for the input polynomial
in the (r+1)th iteration, we require 2r×2m−r−1 = 2m−1 multiplications. Thus, the number
of multiplications in the Cantor additive FFT is given by

∑m−1
r=0 2m−1 = 1

2
n log2 n.

If the Cantor additive FFT is performed over a subspace Wm, due to Step 6 of the
Algorithm 4.2, we must account for a reduction of

∑m−1
r=0 2m−r−1 = 2m − 1 = n − 1 in

both additions and multiplications. Thus, the costs for additions and multiplications are
changed to 1

2
n log2 n+ 1

2
n
∑log2(n)−1

r=0 2wt(r) − n+ 1 and 1
2
n log2 n− n+ 1, respectively.

4.2.5 Precomputation

The computations of ZWp−1(θi,r) for each Canopyp,i, denoted as ψi,r in Line 3 of Algorithm
4.3, and the computation of the vanishing polynomials in Line 3 of Algorithm 4.4, do
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not depend on the input polynomial. The storage required to store the precomputed
values for the Cantor algorithm of length n = 2m is

∑m−1
i=0

(
2wt(i) − 1

)
integers to store

Z = (z0, z1, . . . , zm−1) and 2m − 1 field elements to store Ψ = (ψ0,ψ1, . . . ,ψm−1), where
ψr = (ψ0,r, ψ1,r, . . . , ψ2r−1,r). Algorithm 4.5 describes the precomputation algorithm.

Algorithm 4.5 Cantor Precomputation (θ, {β0, β1, . . . , βm−1})
Require: θ ∈ F2k is the affine shift, and {β0, β1, . . . , βm−1} is the Cantor special basis.
Ensure: Z = (z0, z1, . . . , zm−1) is a vector of vanishing polynomials, Ψ =

(ψ0,ψ1, . . . ,ψm−1), where ψr = (ψ0,r, ψ1,r, . . . , ψ2r−1,r)
1: for r = 0 to m− 1 do
2: zi, eval← Vanishing Polynomial(m− r − 1, θ)
3: for i = 0 to 2r − 1 do
4: ψi,r ← eval
5: for j = 0 to r − 1 do
6: ψi,r ← ψi,r + ij × βj+1

7: end for
8: end for
9: ψr ← (ψ0,r, ψ1,r, . . . , ψ2r−1,r)

10: end for
11: return Z← (z0, z1, . . . , zm−1), Ψ← (ψ0,ψ1, . . . ,ψm−1)

For a special case where the affine shift θ is an element of the Cantor special basis,
we do not have to pre-compute all ZWp−1(θi,r), since these values are only combinations of
the cantor basis. In this case we can precompute the lookup table where each store the
combinations of subset of Cantor basis elements.

4.3 Gao-Mateer Algorithm Building Blocks

The Gao-Mateer FFT implementation of length n = 2m consists of 2m iterative rounds
to evaluate a polynomial f(x) ∈ F2k [x] of degree < 2m over the affine subspace θ +Wm,
where θ ∈ F2k and Wm = ⟨β0, β1, . . . , βm−1⟩.

We describe the Gao-Mateer algorithm through two primary modules: the Expand
module and the Aggregate module. Expand is an r-round algorithm where in each round
0 ≤ r ≤ m− 1, it expands 2r polynomials of degree < 2m−r into 2r+1 smaller polynomials
of degree < 2m−r−1. Similar to our Cantor algorithm implementation, only one vector of
length 2m denoted as f is required to store all the polynomials in each round. Aggregate
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is an r-round algorithm that takes the output of Expand, and iteratively folds them over
r rounds, ultimately producing the evaluations of f(x) on θ +Wm. In the following, we
start by presenting the Taylor expansion algorithm, which serves as the core component of
Expand.

4.3.1 Taylor Expansion

Let f(x) =
∑m−1

i=0 cix
i, ci ∈ Fq, δ(x) = x2 + x. We denote y = δ(x). Then we may write f

as
f(x) = f0(y) + xf1(y) (4.1)

Here, fi, i ∈ {0, 1}, are polynomials in F2k with degree < 2m−1. The representation of f
by (4.1) is referred to as the Taylor expansion in [83]. The polynomials fi can be obtained
iteratively as follows. Let f = (c0, . . . , cn−1), referred to as the coefficient vector of f(x),
where n = 2m, denoted as f(x)↔ f . Let t = m− 2, we define a quadrant concatenation of
f as f = (c0, c1, c2, c3) where ci = (ci·2t , ci·2t+1, . . . , c(i+1)·2t−1). In the following, we model
the Taylor expansion of f in terms of the concept of Tn module. The Tn module operation
on f is defined as b = (c0, c1 + h,h, c3),where h = c2 + c3. From b = (b0,b1,b2,b3), we
have the following result.

Lemma 4.1. With the above notation, we have

f(x) = g0(x) + g1(x)y
2t ,where y = δ(x) (4.2)

where g0(x)↔ (b0,b1) and g1(x)↔ (b2,b3).

Now, to compute the Taylor expansion of f(x) ∈ F[x] of degree < n = 2m, the Taylor
expansion of f(x) at δ(x) = x2 + x, denoted as TE(f, n, 2) can be computed through the
Taylor expansions of two polynomials:

TE(f, n, 2) = (TE(g0, n, 2),TE(g1, n, 2)) (4.3)

where g0 and g1 are computed in Lemma 4.1 by Tn module.

Theorem 4.3. Let u = (u0, u1, . . . , un−1) be the output at the recursion t in (4.3), then
the Taylor expansion of f , defined by (4.1), is given by

f0 ↔ (u0, u2, . . . , u2i, . . . , u2⌊n/2⌋)
f1 ↔ (u1, u3, . . . , u2i+1, . . . , u2⌊n/2⌋+1),

where f0 and f1, are polynomials each of degree < ⌊n/2⌋ = 2m−1.
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As described in the above theorem, the polynomials f0 and f1 are constructed by
performing an even-odd rearrangement on u. Subsequently, as described in Algorithm 2.2,
the evaluations TE(f0, n/2, 2) and TE(f1, n/2, 2) also need to be computed and so on their
outputs as well. Alternatively, as implemented in [34], instead of performing the even-odd
rearrangements, the positions of the coefficients of these two polynomials can be retained
within u. This allows us to compute a single TE(u, n/2, 2) on the entire polynomial u(x),
represented by u, in t−1 recursive steps (one fewer recursion than required for f). Finally,
to account for the skipped even-odd rearrangements, in the last round the resulting vector
is rearranged in bit-reversal order defined as follows:

Define a recursive process that splits the sequence of indices {0, 1, . . . , 2n − 1} into
two groups based on the least significant bit (LSB): the even-index group, containing
indices where the LSB is 0, and the odd-index group, containing indices where the LSB
is 1. Recursively apply the same splitting process to each group based on the next least
significant bit until all groups contain exactly two indices.

Proposition 4.2. The final arrangement of indices, after applying the recursive splitting
process, represents the bit-reversal of the original sequence of indices {0, 1, . . . , 2n − 1}.

Proof. We will prove this statement using mathematical induction on n.

For n = 2, we have the set of indices {0, 1, 2, 3}. In binary, the indices are represented as
{002, 012, 102, 112}. The recursive splitting based on the least significant bit (LSB) yields:

• Even-index group: {0, 2} = {002, 102} (LSB = 0)

• Odd-index group: {1, 3} = {012, 112} (LSB = 1)

Thus, after splitting, the order is {0, 2, 1, 3}, which corresponds to the bit-reversal of
the binary representations of the original sequence:

{002, 012, 102, 112} becomes {002, 102, 012, 112}.

Hence, the base case holds for n = 2.

Now, assume that for some n = k ≥ 2, the recursive process results in a bit-reversal
permutation for the sequence of indices

{
0, 1, . . . , 2k − 1

}
. That is, after the recursive split-

ting, the sequence of indices corresponds to the bit-reversal of their binary representations.

We need to show that the result holds for n = k + 1.

Consider the sequence
{
0, 1, . . . , 2k+1 − 1

}
of 2k+1 elements. This sequence can be split

into two groups based on the least significant bit (LSB):
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• Even-index group E: Indices where the LSB is 0, i.e.,

E =
{
0, 2, 4, . . . , 2k+1 − 2

}
.

• Odd-index group O: Indices where the LSB is 1, i.e.,

O =
{
1, 3, 5, . . . , 2k+1 − 1

}
.

Note that each group E and O contains 2k indices. By the inductive hypothesis, the
recursive splitting within each group E and O will result in the bit-reversal of the indices
within that group.

After recursively applying the bit-reversal process to both groups, the final sequence
of indices is formed by first placing the indices from the even group E (which are already
in bit-reversed order) followed by the indices from the odd group O (also in bit-reversed
order).

• Indices in E correspond to even indices from the original sequence
{
0, 1, . . . , 2k+1 − 1

}
.

• Indices in O correspond to odd indices from the original sequence
{
0, 1, . . . , 2k+1 − 1

}
.

Note that the binary representations of the indices in E all end in 0, and those in
O all end in 1. When these groups are combined back together, the resulting sequence is
formed by first appending the bit-reversed even-index group E, followed by the bit-reversed
odd-index group O.

Since the even-index group E and odd-index group O are already in bit-reversed order,
combining them results in the bit-reversal of the entire sequence

{
0, 1, . . . , 2k+1 − 1

}
.

Hence, by the principle of mathematical induction, the result holds for all n.

Figure 4.3 compares the two approaches for computing the Taylor expansion in each
round of the Expand module, as described in the next section. We present the alternative
Taylor Expansion algorithm using an iterative approach in Algorithm 4.6, where the input
parameter r specifies how many iterations are skipped from the end of the algorithm.
Specifically, the algorithm runs form−r−1 iterations for the input length of 2m. Algorithm
4.6, on input of size n = 2m and parameter r, involves 2m−1(m−r−1) finite field additions.
In the next section, we present our Expand module where we employed an alternative
approach, as implemented in [34].
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Algorithm 4.6 Taylor Expansion (fin, r)
Require: fin = (c0, c1, . . . , cn−1) and r denotes the number of rounds reduction.
Ensure: fout

1: k ← m− 2
2: while k ≥ r do
3: j ← 0
4: while j ≤ n− 4 · 2k do ▷ The following for-loop implements T4·2k
5: for i = 0 to 2k − 1 do
6: c2·2k+i+j ← c2·2k+i+j + c3·2k+i+j

7: c2k+i+j ← c2k+i+j + c2·2k+i+j

8: end for
9: j ← j + 4 · 2k ▷ Sets the offset for the starting indices of T4·2k modules

10: end while
11: k ← k − 1
12: end while
13: return fout ← (c0, c1, . . . , cn−1)

4.3.2 Expand Module

The Expand module involves multiple invocations of Algorithm 4.6, polynomial scaling (e.g.,
f(βmx)), and computing basis vectors and shifts for the Aggregate module. As discussed in
Section 4.3.1, we omit even-odd rearrangements, so the coefficients of terms with the same
degree are placed next to each other. This allows Expand to multiply consecutive elements
by the same scaling factor.

In the last round of the Expand module, f is rearranged in bit-reversal order. Let
the bit-reversed index of j be denoted as j-rev. During the bit-reversal rearrangement
process, the elements cj where j = j-rev are not swapped. These elements are referred to
as fixed elements. For an input of length n = 2m, the number of fixed elements is 2⌈m/2⌉.
Consequently, the algorithm requires 6× 2m−2⌈m/2⌉

2
memory accesses, as each swap involves

3 memory reads and 3 memory writes. Algorithm 4.8 details the Expand module. The
Bit-Reversal Rearrangement algorithm is described in Algorithm 4.7.
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(a) Original Approach: Groups even and odd indices after each Taylor expansion

(b) Alternative Approach: Rearranges the vector in bit-reversal order in the final round

Figure 4.3: The Expand module in the Gao-Mateer FFT algorithm of length n = 23, which
evaluates a polynomial f(x) ∈ F[x] of degree < 8 over θ+W3, where W3 = ⟨β0, β1, β2⟩. In
Figure (a), the Expand module groups even and odd indices after each Taylor expansion. In
contrast, Figure (b) skips these rearrangements by using one T8 module instead of two T4

modules in round r = 1 then performs the bit-reversal in the final round. Additionally, in
this figure, β0,2 = β2, and β1,1 = (β1β

−1
2 )2− (β1β

−1
2 ). Given that β1,0 = (β0β

−1
1 )2− (β0β

−1
1 ),

we can compute β2,0 = (β1,0β
−1
1,1)

2 − (β1,0β
−1
1,1).
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Algorithm 4.7 Bit Reverse Rearrangement (fin)
Require: fin = (c0, c1, . . . , cj, . . . , cn−1), where n = 2m, and each index j is represented as

an m-bit integer.
Ensure: fout

1: for j = 0 to n− 1 do
2: j-rev← 0
3: jtmp ← j
4: for k = 0 to m− 1 do
5: j-rev← (j-rev≪ 1) OR (jtmp AND 1)
6: jtmp ← jtmp ≫ 1
7: end for
8: if j < j-rev then
9: Swap cj and cj-rev

10: end if
11: end for
12: return fout ← (c0, c1, . . . , cn−1)
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Algorithm 4.8 Expand (fin, θ, {β0,0, . . . , β0,m−1})
Require: fin = (c0, c1, . . . , cn−1), which represents f(x) ∈ F[x] of degree < n = 2m, θ ∈ F2k

is the affine shift, and β0,i ∈ F2k are the basis of Wm.
Ensure: fout, θ = (θ0, . . . , θm−1), Γ = (G0 = ∅,G1, . . . ,Gm−1), where θr and Gr =
{γr,0, . . . , γr,r−1} denote the affine shift and basis corresponding to round r of the Ag-
gregate module.

1: for r = 0 to m− 1 do ▷ Scaling polynomials:
2: ψ ← 1 ▷ ψ denotes the scaling factor of each term
3: offset← 2r

4: while offset ≤ 2m − 1 do
5: for i = 0 to 2r − 1 do
6: coffset+i ← coffset+i × ψ
7: end for
8: ψ ← ψ × βr,m−r−1

9: offset← offset+ 2r

10: end while
11: (c0, . . . , cn−1)← Taylor Expansion((c0, . . . , cn−1), r) ▷ Algorithm 4.6
12: for i = 0 to m− r − 2 do
13: γm−r−1,i ← βr,i × β−1

r,m−r−1

14: βr+1,i ← γ2m−r−1,i + γm−r−1,i

15: end for
16: Gm−r−1 ← (γm−r−1,0, . . . , γm−r−1,m−r−2)
17: θm−r−1 ← θ × β−1

r,m−r−1

18: θ ← θ2m−r−1 + θm−r−1

19: end for
20: (c0, . . . , cn−1)← Bit Reverse Rearrangement((c0, . . . , cn−1))
21: return fout ← (c0, c1, . . . , cn−1)
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4.3.3 Aggregate Module

The Aggregate module combines 2r adjacent elements in f during round r, where 0 ≤ r ≤
m−1. Let {η0, η1, . . . , η2r−1} denote the elements in the affine subspace θr+⟨γr,0, . . . , γr,r−1⟩
provided in the Expand module. At each round r, it computes those elements by spanning
the mentioned affine subspace, which requires a total of

∑r−1
i=0 2

i = 2r − 1 finite field
additions and 2r+r memory accesses: r memory reads for retrieving the γis and 2r memory
writes for storing the ηks. The algorithm for computing ηks is described in Algorithm 4.9.

Algorithm 4.9 Span (G = {γ0, . . . , γr−1}, θ)
Require: G = {γ0, . . . , γr−1} is a linearly independent set over F2, and θ ∈ F2k is an affine

shift.
Ensure: {η0, η1, . . . , η2r−1} = θ + ⟨γ0, . . . , γr−1⟩
1: η0 ← θ
2: if G = ∅ then
3: return {η0}
4: end if
5: for i = 0 to r − 1 do
6: for k = 0 to 2i − 1 do
7: ηk+2i ← ηk + γi
8: end for
9: end for

10: return {η0, η1, . . . , η2r−1}

4.3.4 Detailed Cost Analysis

We now compute the number of multiplications and additions required by the algorithm.
From Algorithm 4.8, we know that at the rth iteration, we need to scale 2r polynomials,
each of degree 2m−r. Thus, the multiplication for the scaling is given by

∑m−1
r=0 2r · (2m−r−

1) = 2mm−
∑m−1

r=0 2r = n log2 n− n+ 1.

From Algorithm 4.10, we know that at the rth iteration, the number of required mul-
tiplications is 2r · 2m−r−1 = 2m−1. Thus, the total multiplication cost in Algorithm 4.10 is∑m−1

r=0 2m−1 = 1
2
n log2 n. Therefore, the total number of multiplications in the Gao-Mateer

algorithm is given by n log2 n− n+ 1 + 1
2
n log2 n = 3

2
n log2 n− n+ 1.

From Algorithm 4.6, we know that in the rth iteration, the number of additions due to
the Taylor expansion is 2m−1(m− r− 1). Thus, the total number of additions required for
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Algorithm 4.10 Aggregate (fin,Γ,θ)
Require: fin = (c0, c1, . . . , cn−1) is a vector of length n = 2m, θ = (θ0, . . . , θm−1), Γ =

(G0 = ∅,G1, . . . ,Gm−1), where θr and Gr = {γr,0, . . . , γr,r−1} denote the affine shift
and basis corresponding to round r.

Ensure: fout is the vector of evaluations of f(x) over θ +Wm.
1: for r = 0 to m− 1 do
2: {η0, η1, . . . , η2r−1} ← Span(Gr, θr)
3: for j = 0 to 2m−r−1 − 1 do
4: d← j · 2r+1

5: for i = 0 to 2r − 1 do
6: cd+i ← cd+i + cd+2r+i × ηi
7: cd+2r+i ← cd+2r+i + cd+i

8: end for
9: end for

10: end for
11: return fout ← (c0, c1, . . . , cn−1)

the Taylor expansions is
∑m−2

r=0 2m−1(m− r−1) = 2m−2m(m−1). Also, in Algorithm 4.10,
we know that at the rth iteration, the number of required additions is 2 · 2r · 2m−r−1 = 2m.
Therefore, the total addition cost for the algorithm is given by 2m−2m(m− 1) +m · 2m =
1
4
n(log2 n)

2 + 3
4
n log2 n.

When performing the FFT over a subspace, at each rth iteration of Algorithm 4.10, we
have η0 = 0. Thus, for Steps 6 and 7, we need no multiplications are required, and only one
addition is needed. Consequently, we must account for a reduction of

∑m−1
r=0 2m−r−1 = 2m−

1 = n−1 in both additions and multiplications. Therefore, the costs for multiplications and
additions are changed to 3

2
n log2 n−2n+2 and 1

4
n(log2 n)

2+ 3
4
n log2 n−n+1, respectively.

4.3.5 Optimization for Cantor Special Basis

If we have a Cantor special basis of dimensionm, we can avoid the scaling in every iteration.
We know that a Cantor special basis satisfy the following

β0 = 1 and S(βi) = β2
i + βi = βi−1 for 1 ≤ i ≤ m− 1,

where S(x) = x2 + x. In addition, we know that Si(βi) = β0 = 1 for 0 ≤ i ≤ m − 1 and
Si+ℓ(βi+ℓ) = βℓ for any i, ℓ ≥ 0 with i+ ℓ ≤ m− 1. Now, consider the Cantor special basis
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in the reversed order, i.e.,

Wm = ⟨βm−1, βm−2, . . . , β1, 1⟩ = ⟨βm−1, S(βm−1), . . . , S
m−2(βm−1), 1⟩.

Thus, we have G = ⟨βm−1, S(βm−1), . . . , S
m−2(βm−1)) and

D = ⟨S(βm−1), S
2(βm−1), . . . , S

m−1(βm−1)) = ⟨S(βm−1), S
2(βm−1), . . . , 1⟩.

Thus, we do not need the scaling for the functions f0(x) and f1(x). Also, at the j-th
iteration, G and D will be of the form

G(j) = ⟨Sj(βm−1), S
j+1(βm−1), . . . , S

m−2(βm−1)⟩ and

D(j) = ⟨Sj+1(βm−1), S
j+2(βm−1), . . . , S

m−1(βm−1) = 1⟩.

Therefore, at each iteration there is no need for scaling. Also, due to the chosen basis,
computing the basis elements in G(j) and D(j) does not require any multiplications or
additions. This can be done simply by selecting one fewer element from G(j−1) and D(j−1).

Detailed cost analysis of the optimized algorithm When using the Cantor basis in
Algorithm 4.8, no scaling is required for the polynomials. All other steps in Algorithms 4.8
and 4.10 remain unchanged. Thus, the number of additions remains the same, as evaluated
in Section 4.3.4. Consequently, the multiplication and addition costs are 1

2
n log2 n and

1
4
n(log2 n)

2 + 3
4
n log2 n, respectively.

Furthermore, as discussed in Section 4.3.4, when performing the FFT over a subspace,
the total multiplication and addition costs for the algorithm are 1

2
n log2 n − n + 1 and

1
4
n(log2 n)

2 + 3
4
n log2 n− n+ 1, respectively.

Thus, by using Cantor special basis in the Gao-Mateer algorithm, we can efficiently
compute the additive FFT of f(x) ∈ F2k [x] over θ +Wm where F2k contain a subfield F

22ℓ

with m ≤ 2ℓ.

4.3.6 Precomputation

In this section, we introduce two levels of precomputation. The first level precomputes the
set β = {β0,m−1, . . . , βr,m−r−1, . . . , βm−1,0}, which is essential for determining the scaling
factors. Additionally, it precomputes Γ = (G0 = ∅,G1, . . . ,Gm−1) and θ = (θ0, . . . , θm−1)
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required by the Aggregate module, initially provided by the Expand module. This precom-
putation requires m finite field elements for β and θ, along with

∑m−1
i=0 i = m(m − 1)/2

finite field elements for Γ. Consequently, this algorithm stores a total of (m2+3m)/2 finite
field elements. For the variant of the Gao-Mateer algorithm described in Section 4.3.5, the
scaling operation is omitted, and each basis Gr is defined as {β0, β1, . . . , βr−1}. Therefore,
this level of precomputation is not applicable for that.

Algorithm 4.11 Gao-Mateer Precomputation Level 1 (θ, {β0, β1, . . . , βm−1})
Require: θ ∈ F2k is the affine shift, and {β0, β1, . . . , βm−1} is a linearly independent set

over F2

Ensure: β = {β0,m−1, . . . , βr,m−r−1, . . . , βm−1,0}, θ = (θ0, . . . , θm−1), Γ = (G0 =
∅,G1, . . . ,Gm−1)

1: β0,m−1 ← βm−1

2: G0 ← ∅
3: for r = 0 to m− 2 do
4: for i = 0 to m− r − 2 do
5: γm−r−1,i ← βr,i × β−1

r,m−r−1

6: βr+1,i ← γ2m−r−1,i + γm−r−1,i

7: end for
8: Gm−r−1 ← (γm−r−1,0, . . . , γm−r−1,m−r−2)
9: θm−r−1 ← θ × β−1

r,m−r−1

10: θ ← θ2m−r−1 + θm−r−1

11: end for
12: return β = {β0,m−1, . . . , βr,m−r−1, . . . , βm−1,0}, θ = (θ0, . . . , θm−1), Γ = (G0 =
∅,G1, . . . ,Gm−1)

The second level of precomputation precomputes the powers of the actual scaling
factors. Moreover, instead of storing the basis Gr, it precomputes all elements in
each affine subspace θr + ⟨γr,0, . . . , γr,r−1⟩. This requires storing

∑m−1
r=0 (2

m−r − 1) =
2m+1 − m − 2 finite field elements for all scaling factors stored in Ψ = (ψ0, . . . ,ψm−1)
where ψr = (ψr,1, . . . , ψr,2m−r−1) and ψr,d = βd

r,m−r−1. Also, it stores
∑m−1

r=0 2r = 2m − 1
finite field elements for all computed elements stored in H = (η0, . . . ,ηm−1), where
ηr = {η0, . . . , η2r−1} are elements in θr + ⟨γr,0, . . . , γr,r−1⟩. Consequently, this algorithm
stores a total of 3 · 2m−m− 3 finite field elements. For the optimized variant described in
Section 4.3.5, the scaling factor is not required, and we only need to obtain the elements
in θ + ⟨β0, β1, . . . , βm−1⟩, which equals 2m finite field elements.

Algorithms 4.11 and 4.12 summarize those precomputations.
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Algorithm 4.12 Gao-Mateer Precomputation Level 2 (θ, {β0, β1, . . . , βm−1})
Require: θ ∈ F2k is the affine shift, and {β0, β1, . . . , βm−1} is a linearly independent set

over F2

Ensure: Ψ = (ψ0, . . . ,ψm−1), H = (η0, . . . ,ηm−1), where each ηr = {η0, . . . , η2r−1} is the
output of Span(Gr, θr)

1: β,θ,Γ← Gao Precomputation Level 1(θ, {β0, . . . , βm−1})
2: for r = 0 to m− 1 do
3: ψr,0 ← 1 ▷ ψ is the scaling factor of round r
4: for j = 1 to 2m−r − 1 do
5: ψr,j ← ψr,j−1 × βr,m−r−1

6: end for
7: ψr ← (ψr,1, . . . , ψr,2m−r−1) ▷ Note: ψr,0 = 1 is skipped
8: ηr ← Span(Gr, θr)
9: end for

10: Ψ← (ψ0, . . . ,ψm−1)
11: H← (η0, . . . ,ηm−1)
12: return Ψ, H

4.4 Aurora FFT Complexity Analysis

Given a target security parameter λ, and subsets H1 and H2, the size of the codeword do-
main (i.e., |L|) is determined. This size is important for the analysis of the FFT complexity
of Aurora, as the input length of many FFT and IFFT instances is |L|. Before computing
|L|, we need to review how the number of queries to the codeword is determined based on
the target security parameter.

4.4.1 Soundness Errors: Queries and Repetition Analysis

Given λ, ϵq and ϵi represent query and interactive soundness errors such that ϵq+ϵi < 2−λ,
where 2−λ−1 is allocated to each. According to [35, Theorem 4],

ϵi =

(
d1 + 1

|F|

)λi

+

(
|L|
|F|

)λ′
i

+ ϵFRI
i , and ϵq = ϵFRI

q ,

where
(

d1+1
|F|

)λi

and
(

|L|
|F|

)λ′
i

denote the lincheck and LDT soundness errors respectively.
ϵFRI
i and ϵFRI

q denote the interactive and query soundness errors in FRI, respectively. Each

76



term in ϵi gets 2−λ−3 and ϵq gets 2−λ−1 soundness error bound. The codeword is queried
during FRI. Given, the target proximity parameter in (2.10), the number of query repeti-
tions in FRI is:

λFRI
q =

log(ϵFRI
q )

log

(
1−min

(
δ,

1−3ρ−2ϕ/
√

|L|
4

)) . (4.4)

Moreover, the required lincheck and LDT repetition parameters are determined as: λi =
−λ−3

log( d1+1
|F| )

, and λ′i =
−λ−3

log( |L|
|F| )

.

4.4.2 Codeword Size

The maximum degree of the polynomial in the codeword of size |L| is d = 2t+2b (according
to Table 2.1), where b is determined by the expected number of queries to the corresponding
codeword, and t = |H1 ∪ H2| = max(d1, d2 + 1). The number of queries to the codeword
is b = λFRI

q · 2ϕ, where according to (4.4), λFRI
q also relies on |L|. To solve this loop, we

initialize |L| = 4t/ρ and b as mentioned. Then, we check the following condition: Let
r = ⌊log(ρ|L|)/ϕ⌋ denote the number of reductions in FRI, d′ = 2t + b − 1 (lincheck
maximum degree) must be divisible by 2rϕ, otherwise, d′ must be increased to the nearest
multiple of 2rϕ. Then, we check if the new d′ ≤ ρ|L|, otherwise, increase the dimension of
L by one. Again, we compute b and check if it is the same as it was; otherwise, we update
that and again check the condition with the new L. This iteration is continued until the b
remains unchanged, at which point |L| is determined.

4.4.3 Construction of H1, H2, and L

Let {β0, β1, . . . , βk−1} represent basis elements of F2k . Then, we construct subsets
H1 = ⟨β0, β1, · · · β⌈log d1⌉⟩ and H2 = ⟨β0, β1, · · · β⌈log(d2+1)⌉⟩ and the affine subspace L =
β⌈log(|L|)⌉+1 + ⟨β0, β1, · · · β⌈log(|L|)⌉⟩. In this way, L ∩ (H1 ∪ H2) = ∅. If the basis elements
are Cantor special basis, the Cantor FFT can be used without precomputation due to this
special construction, as detailed in Section 4.2.5.

4.4.4 FFT/IFFT Calls

Table 4.2 summarizes the FFT and IFFT calls for computing the codewords in Table
2.1. Virtual oracles are used for consistency checks, and are not included in the random
combination of codewords input to the FRI protocol.
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Table 4.2: The FFT and IFFT calls in the Aurora zkSNARK protocol

FFT Calls Description

λi× FFT of len. |L| Compute the masking oracle r̂ℓ: Evaluate the polynomial
rℓ of degree < 2t+ b− 1 over L, where ℓ ∈ [1, λi].

(1) IFFT of len. d3+1
(2) FFT of len. d2 + 1
(3) IFFT of len. d2+1
(4) FFT of len |L|

Compute the oracle f̂w:
(1) Interpolate v to get f(1,v) of degree < d3 + 1.
(2) Evaluate f(1,v) over H2.
Then, computing
f ′w = wi−d3−1[0 : d2 − d3 − 1]− f(1,v)[d3 + 1 : d2]
(3) Interpolate f ′w over H2 to get f ′

w of degree < d2 + 1.
Then, divide f ′

w by Z{h0,...,hd3
} to get fw.

(4) Evaluate f ∗
w over L.

(1) 3× IFFT of len. d1
(2) 3× FFT of len. |L|

Compute the oracles f̂Az, f̂Bz, and f̂Cz:
(1) Interpolate Az, Bz, and Cz to get fAz, fBz, fCz of
degree < d1.
(2) Evaluate f ∗

Az, f ∗
Bz, f ∗

Cz over L.

λ′i× FFT of len. |L| Compute the masking oracle r̂′ℓ: Evaluate the polynomial
r′ℓ of degree < 2t+ 2b over L, where ℓ ∈ [1, λ′i].

λi× IFFT of len. t Interpolate the polynomial pαℓ
in (2.7), where ℓ ∈ [1, λi].

λi× IFFT of len. t Interpolate the polynomial pABC
αℓ

in (2.7), where ℓ ∈ [1, λi].

FFT of len. |L| Compute the virtual oracle f̂z := f̂w · Z{h0,...,hd3
} + f̂(1,v)(hi)

which requires Evaluating f(1,v) over L.

λi×2×FFT of len. |L| Compute virtual oracles q̂M
ℓ := f̂Mz · p̂αℓ

− f̂z · p̂ABC
αℓ

, where
ℓ ∈ [1, λi] and M ∈ {A,B,C}, by evaluating pαℓ

and pABC
αℓ

over L.

(1) λi×IFFT of len. d
where d = 2⌈log(t+b)⌉

(2) λi×FFT of len. |L|

Compute the oracle ĥℓ:
(1) Interpolate

∑
M∈{A,B,C} s

M
ℓ q̂M

ℓ to get a polynomial of
degree less than the minimum power of two greater than
t + b.Then, compute the polynomial h according to Table
2.1
(2) Evaluate h over L
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4.5 Complexity Analysis and Benchmarking

In this section, we provide a comprehensive comparison of the Cantor and the Gao-Mateer
algorithms, along with their respective variants. The short names for these algorithms are
summarized in Table 4.3, and will be referenced throughout this section for clarity.

Table 4.3: Short names for the algorithms used in the comparison.

Name Description

Cantor Cantor Algorithm [Section 4.2]
Cantor PC Cantor Algorithm with precomputation [Section 4.2.5]
GM Gao-Mateer algorithm (implemented libiop [34])
GM PCL1 Gao-Mateer algorithm with level 1 precomputation [Section 4.3.6]
GM PCL2 Gao-Mateer algorithm with level 2 precomputation [Section 4.3.6]
GM CO Gao-Mateer algorithm using Cantor Basis (Cantor Optimized)
GM CO PCL2 Gao-Mateer algorithm using Cantor Basis with level 2 precomputation

Table 4.4 presents the number of additions and multiplications for the precomputed
variant of the FFT algorithms, while Table 4.5 compares the space requirements of each
precomputation method. Figure 4.5 illustrates the contribution of each sub-algorithm
in the Gao-Mateer FFT implementation from [34]. The basis computations, which are
precomputed in GM PCL1, require fewer resources as m increases. In contrast, the com-
putational cost of bit-reversal rearrangement and Taylor expansion grows more rapidly for
larger m, significantly impacting the overall FFT runtime.

Table 4.4: Comparison of the number of additions and multiplications

Name # Additions # Multiplications

Cantor PC 1
2
n log2 n+ 1

2
n
∑log2(n)−1

r=0 2wt(r) 1
2
n log2 n

GM PCL2 1
4
n(log2 n)

2 + 3
4
n log2

3
2
n log2 n− n+ 1

GM CO PCL2 1
4
n(log2 n)

2 + 3
4
n log2

1
2
n log2 n

We implemented the all variants of the Cantor and Gao-Mateer algorithms in C++

except Gao-Mateer which has been implemented in the libiop library [34]. We used the same
library, libff [37], for finite field operations as in libiop. We selected the field F2256 for our
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Table 4.5: The storage required for precomputation of each algorithm

Method Storage

Cantor PC 2m − 1 elements in F2k and
∑m−1

i=0

(
2wt(i) − 1

)
integers [Section 4.2.5]

GM PCL1 (m2 + 3m)/2 elements in F2k [Section 4.3.6]
GM PCL2 3 · 2m −m− 3 elements in F2k [Section 4.3.6]
GM CO PCL2 2m elements in F2k [Section 4.3.6]

experiments. Each field element is represented using four 64-bit limbs. Field multiplication
is performed using 13 carry-less multiplication (CLMUL) instructions, commonly available
on many x86 processors [97], following the Karatsuba multiplication [109] method for
multiplying 4-limb values [34]. This approach is provided in Appendix B.

The benchmarks were conducted on a system featuring an AMD Ryzen 9 9950x @ 5.7
CPU, equipped with 64 GB of DDR5 RAM. The CPU governor was set to Performance, to
ensure the CPU operates at its maximum clock speed throughout testing, thus minimizes
fluctuations caused by power-saving mechanisms. We executed each algorithm for 500
different random polynomials f(x) ∈ F2256 [x] of degree less than n = 2m, where 4 ≤ m ≤ 28.

Figure 4.4 compares the runtime of the FFT algorithms. It shows that the time savings
in Cantor PC are consistent across different input lengths. However, for Gao PCL1, Gao
PCL2, and Gao CO PCL2, the savings become insignificant for largerm. The reason is that
GM requires extensive memory access for Taylor expansion, the Aggregate module, and bit-
reversal rearrangements, which suppresses the savings gained from the precomputations.
Figure 4.5 depicts the fraction of each sub-algorithm in GM.

4.6 Summary

This work demonstrates the effectiveness of leveraging the Cantor special basis to enable
the use of the Cantor additive FFT algorithm in post-quantum secure zkSNARKs, with
a focus on Aurora [35]. Our implementation shows that replacing the Gao-Mateer FFT
with the Cantor FFT results in a significant reduction in computation time. Furthermore,
we present a detailed theoretical analysis of the computational costs of the Cantor FFT,
including exact counts of additions and multiplications, and an evaluation of FFT call
complexity within the encoding of the R1CS in Aurora, based on the number of constraints,
variables, and the target security parameter. Additionally, we introduce optimized building
blocks for the Cantor FFT implementation and propose precomputation techniques that

80



4 6 8 10 12 14 16 18
10−1

100

101

102

103

104

105

m

T
im

e
(m

ic
ro

se
co

nd
s)

18 20 22 24 26 28
0

0.5

1

1.5

·108

m

T
im

e
(m

ic
ro

se
co

nd
s)

GM [34]
GM PCL1
GM PCL2
GM CO

GM CO PCL2
Cantor

Cantor PC

Figure 4.4: Performance comparison of variances of Gao-Mateer and Cantor additive FFT
algorithms of length n = 2m for 4 ≤ m ≤ 28. The left plot is in a logarithmic scale.

reduce overhead in both the Cantor and Gao-Mateer FFT algorithms when the basis of
the affine subspaces is predetermined.
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Chapter 5

Polaris zkSNARK Optimization

Declaration of Contributions

This chapter is based on [19] (©2025 Springer Nature) I have co-authored the paper and
my main contributions are as follows:

• Design of the GKR circuit for the Polaris zkSNARK.

5.1 Introduction

The efficient implementation of the post-quantum secure zkSNARK protocols is crucial for
enabling practical deployment in real-world applications. To address concerns regarding
efficiency, this chapter proposes the fast implementation of Polaris by emphasizing on the
optimization of GKR and FRI protocols. In this chapter, we present an instantiation of
the FRI protocol. This instantiation eliminates the field inversion operations in both the
Commit phase and Query phase, expecting to show better efficiency. Also, we present an
instantiation of the GKR circuit tailored for the Polaris implementation. By designing the
circuit as a satisfiability circuit, we ensure the verifiable computation of values essential
for the Polaris protocol while minimizing the number of gates. This would reduce the
communication overhead, and the verifier and the prover complexities.
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5.2 FRI Instantiation

In the FRI protocol, let r be the number of rounds, let {β0 = 1, β1, β2, · · · , β191} be one of
the F2-basis of F2192 defined as:

F2192 := F264 [Y ]/(Y 3 + Y + 1), (5.1)

where
F264 := F2[X]/(X64 +X4 +X3 +X + 1). (5.2)

Evaluation Domains. We assume that the verifier and prover have agreed upon the
evaluation domains Lk (0 ≤ k ≤ r), whose sizes are the powers of 2, and m = log2(|L0|).
Those affine subspaces are adopted in Preon [62]. The evaluation domains are recursively
defined as follows. First,

L0 =< β0, β1, · · · , βm−1 > +βm. (5.3)

For an integer i (0 ≤ i ≤ 2m − 1), its binary expression is

i = (im−1im−2 · · · i1i0)2 = i0 + i1 · 2 + · · ·+ im−1 · 2m−1, ij ∈ {0, 1}.

Then we can define the i-th element in L0 as

L0[i] = (i0 · β0 + i1 · β1 + · · ·+ im−1 · βm−1) + βm, 0 ≤ i < 2m. (5.4)

Let us define the polynomial
q0(X) = X(X − β0) (5.5)

and
β
(1)
j = q0(βj+1), 0 ≤ j ≤ m− 1,

then L1 is defined as

L1 = q0(L0) =< β
(1)
0 , β

(1)
1 , . . . , β

(1)
m−2 > +β

(1)
m−1, (5.6)

and the i-th element in L1 is

L1[i] = (i0 · β(1)
0 + i1 · β(1)

1 + · · ·+ im−2 · β(1)
m−2) + β

(1)
m−1, 0 ≤ i < 2m−1.
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We can thus recursively define that, for 1 ≤ k ≤ m− 1,

qk(X) = X(X − β(k)
0 ),

β
(k+1)
j = qk(β

(k)
j+1), for 0 ≤ j ≤ m− k − 1,

Lk+1 = qk(Lk) =< β
(k+1)
0 , β

(k+1)
1 , · · · , β(k+1)

m−k−2 > +β
(k+1)
m−k−1,

(5.7)

and for 0 ≤ i < 2m−k−1, the i-th element of Lk+1 is defined as

Lk+1[i] = (i0 · β(k+1)
0 + i1 · β(k+1)

1 + · · ·+ im−1 · β(k+1)
m−k−2) + β

(k+1)
m−k−1.

FRI Commit Phase.

Prover’s input: f (0) : L0 → F, a purported Reed Solomn codeword corresponding to
polynomial f0(X), with rate ρ.

Loop for 0 ≤ k ≤ r − 1:

1. Prover commits to all codewords.

• f (k) : Lk → F is recursively defined in Step 3.

• Prover computes a Merkle commitment to f (k) and sends out the Merkle root.

2. Verifier sends a uniformly random α(k) ∈ F.

3. Prover defines the codeword f (k+1) with domain Lk+1, such that for each 0 ≤ i < |Lk+1|,

• It is easy to check that

qk(Lk[2i]) = qk(Lk[2i+ 1]) = Lk+1[i].

• The values in codeword f (k+1) is derived from the previous codeword,

fk+1(Lk+1[i]) =
fk(Lk[2i])− fk(Lk[2i+ 1])

Lk[2i]− Lk[2i+ 1]
(α(k) − Lk[2i]) + fk(Lk[2i]).

Here the denominator Lk[2i]− Lk[2i+ 1] = β
(k)
0 , whose inverse can be precomputed.

For k = r:
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• f (r) : Lr → F is defined in Step 2.

• prover sends out the last codeword f (r).

FRI Query Phase.

1. Verifier extracts all Merkle roots, all challenges α(0), α(1), · · · , α(r−1), and the last code-
word f (r). Verifier has oracle access to f (0), f (1), · · · , f (r−1).

2. Verifier computes the interpolant fr(X) from points f (r), then check if the degree of
fr(X) is no more than ρ · |L(r)| − 1. If not, reject.

3. Verifier does the consistency check between two neighboring codewords.

Repeat ℓ times:

• Sample random index s(0) = i from 0 ≤ i < |L0|, and for 0 ≤ k ≤ r − 1, compute
s(k+1) = ⌊s(k)/2⌋.

• If s(r) is repeated, resample s(0).

• Round consistency check:
Denote

x
(k)
1 = Lk[2s

(k+1)], x
(k)
2 = Lk[2s

(k+1) + 1],

the verifier first queries

fk+1(Lk+1[s
(k+1)]), fk(x

(k)
1 ), fk(x

(k)
2 ),

and checks the Merkle commit paths for those three points, then checks that for every
k ∈ {0, 1, 2, · · · , r − 1},

fk+1(Lk+1[s
(k+1)]) =

fk(x
(k)
1 )− fk(x(k)2 )

x
(k)
1 − x

(k)
2

(α(k) − x(k)1 ) + fk(x
(k)
1 ). (5.8)

If any one equation of the consistency check fails, reject.
Notice that x(k)1 − x

(k)
2 = β

(k)
0 , whose inverse can be precomputed.

4. Accept if all checks pass. This implies that the degree of the original polynomial f0(X)
is no more than ρ · |L0| − 1.
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5.3 GKR Circuit

In this section we are going to present the circuit C to provide a verifiable computation
for CM(rx, ry). By considering that the arithmetic circuit can only include addition and
multiplication operations, computing the multiplicative inverse is expensive. Therefore, we
turn the straightline computation, in which we should compute the multiplicative inverse,
into an satisfiability circuit instance [170]. Therefore, the circuit C receives a set of inputs
that includes c(d) = {c(d)(i) | i ∈ [n]}, alongside rx, ry, row = {row(i) | i ∈ [n]}, col =
{col(i) | i ∈ [n]}, and val = {val(i) | i ∈ [n]}, where d denotes the depth of the circuit and
c(ℓ)(i) is defined as follows:

c(ℓ)(i) :=


val(i)

(rx−row(i))(ry−col(i))
, ℓ = d, i ∈ [n]

c(ℓ+1)(2i− 1) + c(ℓ+1)(2i), ℓ ∈ [0, d), i ∈ [2ℓ−dn]

0 otherwise.
(5.9)

This definition specifies that C encompasses all terms included in the summation out-
lined in Equation (2.20), utilizing these terms as inputs (where ℓ = d). To enable verifiable
computation of this summation, C is equipped with a summation component structured
as a binary tree. Within this structure, for any level ℓ < d, the function c(ℓ)(i) calcu-
lates the sum of two preceding terms from the immediately lower layer (i.e., layer ℓ + 1),
using addition gates. In Equation (5.9), we simplify our notation by assuming a bal-
anced binary tree structure for ease of definition. This assumption entails that the input
layer, denoted by c(d)(i), comprises a power of two elements. Consequently, the number
of layers are d = log n. The output layer, serving as the tree’s root, is designated by
c(0)(1) = CM(rx, ry). However, this binary structure is not a strict requirement for the
actual implementation. In practice, given that each addition gate necessitates two inputs,
layers featuring an odd number of elements incorporate a zero as the supplemental input
for the subsequent layer. This zero is consistently available at every layer of the circuit.

For C to qualify as a satisfiability circuit, it must verify that each asserted term c(d)(i)
aligns with the parameters rx, ry, row(i), col(i), and val(i). Consequently, we need to
design a consistency component embedded to the circuit. The number of layers d = log n
is determined by the summation component presented above.

Layer ℓ = d − 1: (The immediate layer beyond the input layer) α(i) = rx − row(i),
β(i) = ry − col(i), where α = {α(i) | i ∈ [n]} and β = {β(i) | i ∈ [n]} are realized by
addition gates.
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Figure 5.1: The GKR satisfiability circuit for calculating CM(rx, ry) (Equation (2.20)).
Sample connections are shown for clarity. ∀i, ζ(i) = 0, and c(0)(1) = CM(rx, ry).

Layer ℓ = d − 2: γ(i) = α(i)β(i) for i ∈ [n], where γ = {γ(i) | i ∈ [n]} is realized by
multiplication gates

Layer ℓ = d − 3: val′(i) = γ(i)c(d)(i), where c(d)(i) is copied to this layer from the input
layer by being added to zero in previous two layers. This zero is consistently available at
every layer of the circuit. val′ = {val′(i) | i ∈ [n]} is realized by multiplication gates.

Layer ℓ = d − 4: ζ(i) = val′(i) + val(i), where val(i) is also copied from the input layer
to this layer by being added to zero. This layer performs an addition of val′(i) to val(i),
such that, when val′(i) equals val(i), ζ(i) = 0, since the addition is equivalent to the XOR
operation in this field. This property ensures val′(i) and val(i) are equal. ζ = {ζ(i) | i ∈ [n]}
is realized by addition gates.

Layers ℓ < d− 4: ζ is copied to the upper layer till the output layer.

Figure 5.1 illustrates the GKR circuit used in Polaris. For clarity, only connections
from the input layer are shown, as the other connections follow a similar pattern and have
been omitted from this visual representation.
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The summation component of the presented GKR circuit consists of 2n − 1 gates,
under the assumption that it forms a balanced binary tree (i.e., n is a power of two). If
this condition is not met, the circuit will have a number of gates that is close to this figure.
The consistency component of the circuit has (n + 1) log n + 7n + 2 gates. Consequently
the size of the circuit is S = (n+ 1) log n+ 9n+ 1 (2n of them are multiplication and the
rest are addition gates). The prover only needs to send c(0)(1) to the verifier as the output
of the circuit because the verifier assumes that the other n+ 1 gate values should be zero;
therefore, S0 = 1 (S0 is the size of the output layer). Note that the depth of the circuit
is d = log(n). According to Section 2.4.1, the communication cost is O(S0 + d log(S)) =
O(log(n) · log((n+1) log n+9n)) which simplifies to O(log(n) · log(n log n)) = O((log(n))2).

The input size to the circuit is ν = 4n + 3. According to Section 2.4.1, the verifier’s
computation cost O(ν + d log(S)) = O(n + log(n) · log(n log(n))) = O(n + (log(n))2).
However, in the implementation of the GKR protocol, this computation can be delegated
to the prover via verifiable polynomial delegation (VPD) schemes such as Virgo [186].
Finally, the prover’s computation is O(S3) = O((n log(n))3).

5.4 Conclusion

In this chapter, we introduced the Polaris protocol and its construction components. We
presented an instantiation of the GKR circuit to minimize the number of gates, with the
aim to reduce communication overhead, as well as the verifier and prover’s complexities.
We also explained an instantiation of the FRI protocol that eliminates the field inversion
operations in both the Commit phase and Query phase, while would help to achieve better
efficiency. A full performance benchmark and the expected improvements will be presented
in future work on the complete implementation of Polaris.
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Chapter 6

Zupply Framework Design

Declaration of Contributions

This chapter is based on [17]. I am the sole author of this chapter under the supervision
of Professor Guang Gong.

6.1 Introduction

The Zupply framework facilitates the authenticated and privacy-preserving, decentralized
maintenance of directed acyclic graphs (DAGs). DAGs, which are pivotal in representing
data flows, find utility in diverse applications. One notable application is in supply chain
management (SCM), where a DAG is instrumental in tracking a product’s progression.
In this context, each DAG node represents a unique stage in the product’s lifecycle, fa-
cilitating an understanding of the sequence and interdependencies of these stages. DAG
data structure has the flexibility to either extend a sequence, divide it into two, or merge
two sequences into one. Beyond SCM, DAG structured data (or simply DAG) is also
employed in various other domains, including version control systems (VCS) (e.g., Git
[86] and Mercurial [133]). Proposing a practical, fully decentralized, and trustless scheme
for maintaining DAG that simultaneously preserves the privacy of entities creating data
records and ensures the authentication of these records addresses significant challenges in
current SCM solutions.

SCM brings together numerous entities, from suppliers to consumers, requiring the
secure flow of items, information, and funds [183]. Ensuring product quality and origin
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compliance necessitates transparent traceability [168], but protecting private information
and trade secrets is equally vital, especially for smaller enterprises [182]. Existing systems
often rely on centralized authorities or permissioned blockchains, which are neither fully
trustless nor decentralized. Permissionless (public) blockchains create a trustless environ-
ment, but their full transparency and high on-chain storage costs pose challenges [187].
Although solutions based on interplanetary file system (IPFS) [38] can address storage
issues, they lack privacy-preserving authentication [113, 135].

We are proposing a universal SCM framework that meets various requirements, such
as transparency, agility in collaboration, and affordability for micro, small and medium
enterprises (MSMEs). To achieve this, we suggest designing an SCM system that uses
public blockchains. This system aims to provide cost-efficient solutions by using off-chain
storage for product histories while ensuring data integrity and authenticity. This way,
all supply chain participants, including end consumers, can verify a product’s history.
Since products often comprise materials from various sources, we recommend using DAG
structured data to manage multi-sourced products, enhancing traceability and efficiency.

The trustless nature of public blockchains underpins our framework, where the autho-
rization of entities is managed via smart contracts. This setup facilitates a fully decen-
tralized structure, allowing for the autonomous execution of business agreements. Con-
sequently, entities, regardless of their prior reputations, can establish trust within this
immutable blockchain environment. Moreover, this system streamlines the inception of
new collaborations, enabling partners to engage effortlessly and swiftly through mutual
smart contract adherence. Nevertheless, the inherent transparency of public blockchains
presents a challenge to privacy. To address these challenges, Zupply introduces anonymous
authentication token (AAT), AAT ownership transfer (AATOT), and leverages off-chain
storage for anonymous, affordable, transparent, and decentralized product histories while
guaranteeing data authenticity and preserving the unlinkability of collaborators. Zupply
incorporates AAT and AATOT to ensure anonymity and unlinkability among entities. By
employing DAG structures, it efficiently manages multi-sourced products and eliminates
the need for centralized intermediaries. Zupply is the first framework enabling fully decen-
tralized anonymous authentication for off-chain DAG data, Zupply has extensive potential
beyond SCM, including VCS and general-purpose anonymous authentication.

Our Contributions:

1. Zupply Framework with Enhanced Security Properties: We utilize zero-
knowledge proof (ZKP) to design a novel AAT scheme on smart contract-enabled public
blockchains. Zupply includes a set of algorithms and protocols that execute on-chain
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unlinkable AATOT and off-chain anonymous data authentication, satisfying four main
properties: (1) Anonymity: The anonymity of data uploaders and AAT owners is pre-
served, except for AATs initiating a DAG. (2) Unlinkability: The link between entities
collaborating in maintaining a DAG, which represents supply chain data records, is hid-
den. (3) Integrity: Each data record is authenticated and unaltered, allowing the auditor
to verify that the data record is created solely by the authorized entity for uploading at
that stage. (4) Trustlessness: Zupply operates without trusted parties during protocol
execution and achieves high decentralization by relying on public blockchains.

2. Off-chain Authenticated Storage: Zupply separates storage from blockchain while
maintaining a concealed link to the AATs. This allows entities to anonymously upload
data. The off-chain anonymous authentication capability decreases blockchain storage
costs, enhances anonymity, and allows entities to chose their storage approach based on
their specific needs for decentralization and cost. Our framework decreases blockchain
storage costs mores by minimizing proof sizes and introducing a novel algorithm for
Merkle hash trees [134].

6.2 Zupply Framework

Table 6.1: The main symbols used in the Zupply framework

Symbol Description
τ Time

ei,Eτ The i-th entity, the set of all es at τ
Ti,Tτ The i-th AAT, the set of all T s at τ
cmi,Cτ Commitment to the i-th AAT, the set of all cms at τ
eoli,Xτ End-of-life of the i-th AAT, the set of all eols at τ
txi,TXτ The i-th transaction, the set of all txs at τ
MHT, rtτ Merkle Hash Tree, the MHT’s root at τ
dn,Dτ The n-th data record, the set of all ds at τ

cidn,CIDτ CID of the n-th data record, the set of all cids at τ
Tagi Data ownership transfer tag associated with Ti
Lτ The shared ledger at τ

Zupply is a portmanteau of ‘Z’ from ZKPs [90] and ‘Supply’ from SCM. Zupply presents
a novel AAT scheme, using ZKP algorithms that are efficiently managed on smart contract-
compatible public blockchains (e.g., Ethereum [54]), including an anonymous, unlinkable
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AATOT. This enables the creation of authenticated records of DAG, thereby maintaining a
verifiable history of products in the supply chain. At the same time, the anonymity of each
entity and the unlinkability among them are preserved. Namely, any auditor can verify that
a data record is authenticated (Definition 6.2) while the data creator remains anonymous.
Additionally, no adversary may learn the collaboration between different entities and the
supply chain each entity is involved with.

The main symbols used in this chapter are listed in Table 6.1. The Zupply framework
comprises three primary components, as illustrated in Figure 6.1. The following descrip-
tions provide an overview of each component:

1. Entities : Data uploaders or auditors in the supply chain, ranging from producers to
consumers, form the entity set in the Zupply Framework. Entities need to run Zupply
Node (Z-Node).

2. Blockchain Platform (BP): Zupply operates on a smart contract-enabled, permissionless
blockchain, essential for managing the Zupply smart contract (CZ) that enables the
creation and transfer of AATs.

3. Decentralized Cloud Storage (DCS): The DCS utilized by Zupply is a secure, manager-
less system based on IPFS [38], storing data records (d) addressed by content identifiers
(cid).

In the Zupply’s DAG structure, data records are organized in sequences that can either
split or merge. Except for the initial record, each one links back to its predecessor’s cid.
When sequences merge, they incorporate the cids from previous records. Consequently,
given any data record dn, an auditor can trace back and retrieve all preceding records of
dn. This system allows any entity, such as a customer, to access a product’s entire history
up to that point by obtaining the most recent data record linked to the product, which
could be uploaded by the last retailer in the chain. Given that the cid for each data record
is derived from its multihash1 [38], any modification to a record will invalidate the entire
data sequence. Every data record comes with a ZKP, showing ownership of an AAT on
the blockchain without revealing the owner’s identity. Additionally, each record is digitally
signed with a secret key, and the corresponding public key is a part of the AAT.

In the initial stage of a supply chain (represented as a source vertex in a DAG), an AAT
is created using the Init algorithm, which is executed by the first entity. This token can

1Multihash is a self-identifying hash. It is a protocol designed to distinguish between the outputs of
various established cryptographic hash functions [39].
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Figure 6.1: Primary components of the Zupply framework. In the figure, τ denotes time;
pp represents public parameters; Tei

τ denotes the set of AATs associated with ei; rtτ is
the root of the MHT; Xτ is the set of AATs that have reached their end-of-life (preventing
re-transfer); tx denotes a transaction; LPI

τ (rt) is the proof-of-inclusion (PI) of rtτ in the
blockchain; d denotes a data record; and Dτ is the set of all such data records.

then be passed along the supply chain to subsequent entities through AATOT, including
three algorithms: Trans for transferring the token, Merge for combining two tokens before
transferring, and Divide for splitting a token into two tokens, which are then transferred.
These processes, which employ ZKPs, not only ensure the token’s continuous and secure
progression through the supply chain but also preserve the unlinkability between entities.
Entities within a supply chain can embed essential certificates into their data records to
verify the product’s originality to auditors. For instance, the initial data record could
include a digital certificate of origin for a diamond, ensuring transparency and trust from
the outset. However, subsequent entities responsible for transferring or storing the product
can provide anonymous reports on conditions such as temperature, among others. These
entities receive authorization to upload data from their predecessors, ensuring a secure and
transparent chain of custody.

The Zupply Framework ensures that any entity uploading a data record has been au-
thorized by its preceding entity. Therefore, it might be necessary for the first entity in a
DAG to upload a certificate as a data record, allowing auditors to verify the source. This
requirement remains indispensable in all SCM platforms, as customers check certificates
issued by trusted certificate authorities, such as governments at the source or various steps
of the supply chain. These certificates may or may not disclose the identity of the entities
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holding the certificates. In the initial stage of a DAG, the first AAT must be committed
by an entity for its own use during the Init algorithm. While this process compromises the
AAT’s anonymity, the authenticated data record will not reveal any information about the
AAT itself. In contrast, the anonymity of owners for subsequently transferred tokens is
maintained. This is because each AAT is committed by its preceding entity, ensuring the
owner’s anonymity.

6.2.1 Cryptographic Building Blocks

Zupply utilizes the following cryptographic building blocks:

1. Statistically-hiding commitment scheme (Definition 2.7) allows an entity to commit to
their AAT T by sending cm := COMMρ(T ) to the blockchain.

2. Strongly-unforgeable digital signature scheme (Definition 2.8) is used for signing data
records stored on DCS.

3. Symmetric-key encryption scheme (Definition 2.9) is used for encrypting the private part
of data records.

4. Zero-knowledge succinct non-interactive argument of knowledge scheme (Definition 2.16)
is used to ensure the authenticity of data records while preserving the anonymity of
entities and unlinkability of AAT commitments.

6.2.2 Threat Model

The adversary is driven by three primary motivations: the forgery or alteration of data
records, the deanonymization of data uploaders, and the linking of collaborating entities.

This adversary possesses the capability to access the blockchain, all data records stored
on the DCS, and observe all entities and their interactions with CZ . Zupply operates
under the assumption that the adversary lacks possession of the product at each step of
its lifecycle within the supply chain. This implies that they never hold an authentication
token transferred from an authenticated entity. Therefore, any data reported by authorized
entities, who are legitimately involved in the supply chain, is considered accurate.
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6.2.3 Security Goals

The Zupply framework is designed as a trustless system for recording product histories,
aiming to satisfy the following conditions:

1. The authenticity of data records,

2. The integrity of data records,

3. The anonymity of data record uploaders and owners of transferred tokens,

4. The unlinkability among all entities collaborating within a supply chain.

6.2.4 Terms and Concepts in the Framework

This section introduces the notations and symbols for data structures employed by Zupply.
The symbol τ represents time and is also used to denote the state of each data structure.
The superscript is for attribution, and the subscript is for indexing. For instance, T ea

i is
the ith AAT which is attributed to or known by entity ea, while txea signifies that the
transaction tx is published by ea on the blockchain. Furthermore, to emphasize which
entity runs a specific algorithm, the algorithm’s name is presented as a superscript of the
entity. For instance, if entity ea executes the algorithm Init, it is denoted as eInita .

Entities

The set of all entities in Zupply is Eτ = {e1, . . . , e|Eτ |}. Each entity ei, possesses a
blockchain addresses denoted as BPAddrei . This scheme operates without a central man-
ager, placing all entities at an equal level of authority. Each entity runs the Zuppy Node
(Z-Node).

Anonymous Authentication Token (AAT)

For each AAT Ti the keys SKsigi and PKsigi are generated using the key generation
algorithm Ksig based on a public key scheme, as defined in Definition 2.8. Then, each AAT
is represented as Ti := (T̃i, SKsigi). Here T̃i := (qi,PKsigi, ρi) denotes a partial AAT. Let
qi ∈ {0, 1}Nq keep track of the quantity of products, where Nq is a pre-determined security
parameter which denotes the bit-length of quantity values in AATs. It should be kept
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Figure 6.2: The process of committing to an AAT and its corresponding EoL.

unchanged unless two supply chains are merged or one supply chain is divided into two
sub supply chains.

The owner of the AAT Ti uses SKsigi to sign the data records uploaded by them. It is
important not to confuse PKsigi, which represents the public key associated with the token
Ti, with the public keys related to the entity’s BPAddr. Moreover, ρi ∈R {0, 1}Nρ , where Nρ

is a pre-determined security parameter which denotes the bit-length of ρ values in AATs,
plays a crucial role in preventing the token’s owner from re-transferring the AAT after
transferring its ownership to the new owner(s). This is achieved by publishing the end-of-
life (EoL) of the AAT, denoted as eoli = H(ρi), on the blockchain. Tτ = {T1, . . . , T|Tτ |}
denotes the time-ordered set of AATs and Xτ = {eol1, . . . , eol|Xτ |} is the time-ordered
set of published EoL of the obsoleted tokens.

Commitment to Anonymous Authentication Token

Cτ = {cm1, . . . , cm|Cτ |} is the time-ordered set of commitments to Tτ . So, the correspond-
ing commitment to Ti is denoted as cmi := COMMρi(T̃i). Figure 6.2 illustrates the diagram
of committing to an AAT.

Merkle Hash Tree

Commitments to AATs are stored on an L-layer Merkle hash tree (|Tτ | < 2L−1) denoted
as MHT whose root is rtτ . Each leaf of MHT has an index number ind ∈ [2L−1] and pathind
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represents the Merkle proof corresponding to ind. MHT is a data structure that keeps the
whole Merkle hash tree nodes and encompasses three algorithms:

1. MHT.Add(cm) → (rtnew, ind, pathind). Given a new cm, the algorithm adds cm to the
MHT and outputs the new Merkle root rtnew, the index of the new commitment (ind),
and pathind.

2. MHT.Verify(rtτ−1, rtτ , cm, ind, pathind) → {0, 1}. Given the previous and the new root
of MHT before and after assigning cm to the tree at ind, with corresponding pathind, this
algorithms verifies whether rtτ is computed correctly.

3. MHT.Search(cmi) → (indi, pathindi). Given cmi, MHT.Search returns the index of cmi
(indi), and the corresponding pathindi .

MHT.Add() and MHT.Search() are stateful, having direct access to the MHT data struc-
ture. In contrast, MHT.Verify() does not. This algorithm is implemented within the smart
contract, which does not store the MHT.

Blockchain Platform Ledger

We can model the blockchain as an immutable, public, decentralized ledger, denoted as
Lτ , on which the Zupply smart contract, CZ , is deployed. CZ maintains rtτ , and Xτ .
The commitments in Cτ are uploaded to the blockchain via transactions that invoke CZ .
Consequently, Lτ records all transactions associated with the Zupply framework (discussed
below), along with other unrelated transactions on the blockchain platform.

Wherever data records are concerned, the protocol employs the proof-of-inclusion (PI)
mechanism provided by the blockchain to prove the correctness of the value rtτ used in
off-chain proofs. The PI of rtτ in ledger Lτ at time τ is represented as LPI

τ (rt). This proof
ensures that the auditors can verify rt employed for off-chain authentication.

Transactions

Each transaction tx ∈ {txInit, txTrans, txMerge, txDiv} invokes a specific function in CZ . Each
tx contains one or two cms, and whenever it finalizes on the blockchain, its corresponding
cms are added to MHT locally and updates rtτ on the blockchain. For a transactions that
transfers the ownership of AAT(s), tx ∈ {txTrans, txMerge, txDiv }, the transaction contains
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cidn = Multihash(dn)

Public data:
dn,pub

Private data:
cn = Esym (kn, dn,pri)

Preceding data records:
pred = {cidn−1,cidm}

Tags:
tags =

{
Tagn−1, Tagm

}
πAuth, xAuth,L

PI
τ (rtτ), σn

dn

dn−1

dm

d0 dn+1

Figure 6.3: Data records create a DAG structured data. dn represents the data record
after two data sequences merges in the DAG.

the EoL of AAT(s) whose commitment(s) are stored on MHT, and a ZKP of owning them.
These proofs are denoted as π

x
∈ {πTrans, πMerge, πDiv}. The EoL should not be included

in Xτ prior to issuing the transaction. Only after the transaction is finalized by CZ , the
smart contract updates Xτ by adding the EoL to it. The time-ordered set of transactions
on blockchain is denoted as TXτ = {tx1, . . . , tx|TXτ |}.

Data Records

The time-ordered set of data records is denoted as Dτ = {d1, . . . , d|Dτ |}. Data records are
stored on a DCS. The CID of a data record dn in the DCS is denoted as cidn. The set of
all CIDs is CIDτ = {cid1, . . . ,cid|CIDτ |}. DCS(cidn) → dn denotes a query to the DCS
to get the data record corresponding to the cid. Each data record dn contains references
to its predecessor, dp and dq, where p, q < n, in the array dn.pred if applicable. Specifically,
dn.pred[b] ∈ CIDτ for b = 0, 1; although one or both entries of the array may be ∅. A data
record dn contains public data dn,pub which is stored as plain-text, and private data dn,pri
which is stored as cipher-text cn = Esym(kn, dn,pri). Zupply may incorporate the forward
secrecy scheme outlined in Mesh [8] to determine kn (Appendix 6.5.3). dn also includes a
ZKP πAuth of owning Ti such that its corresponding cmi is in MHT. The public input to this
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proof is denoted as xAuth. Each Ti, can be used more than once to prove authenticity. Also,
the data record dn includes σn = Ssig(SKsigi, dn), where SKsigi is the secret key associated
with PKsigi in Ti. Consequently, dn is denoted as the following tuple and illustrated in
Figure 6.3:

dn :=
(
dn,pub, cn, pred = {cidp,cidq}, tags = {Tagp, Tagq},
πAuth, xAuth = {rtτ ,PKsigi},LPI

τ (rtτ )
)
,

where the digital signature σn is uploaded together with the data dn and the data ownership
transfer tags (tags) are explained in the following.

Data Ownership Transfer Tag

When two consecutive data records dn−1, dn in a data sequence uses different secret keys
for signing the data records. Namely, σn−1 = Ssig(SKsigi, dn−1) and σn = Ssig(SKsigj, dn).
In this scenario, the later data record (dn) has to include the Tagi = Ssig(SKsigi,PKsigj)
created by the owner of the former data record (dn−1). Data ownership transfer tags are
created and used in AATOT presented in Section 6.3.2.

Directed Acyclic Graph

Given that each data record can reference its predecessor, they collectively form a DAG.
Consequently, we define three key concepts integral to our DAG data structure:

1. Init data (dn,Init): Any data record dn which does not have any predecessor, i.e.,
dn.pred[b] = ∅ for both b ∈ {0, 1}.

2. Data Sequence (Sk): Sk is a sequence of data records where each data record has one and
only one predecessor. The first data record in Sk can have zero, one, or two predecessors.

3. Progressive Data Sequence (Ŝk): is a data sequence denoted as Ŝk = {di1 , . . . , dim},
where data record dim is the most recent, and it’s ensured that no subsequent data
record references dim .

Remark 6.1 (AAT Public Key). In the πAuth, PKsig is used as a public input. πAuth is
then published off-chain on data records. However, for proofs directly published on the
blockchain (πTrans, πMerge, and πDiv), PKsig is treated as a private input. Also, the PKsig
is never published on blockchain.
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Definition 6.1 (Valid AAT). Ti2 is a valid AAT for authenticating a data record dn2 if
and only if the cmi2 := COMMρi2

(Ti2) is included in MHT.

Definition 6.2 (Authenticated Data). A data record dn is an authenticated data if and
only if dn contains

1. a valid zero-knowledge proof of (πAuth) of owning a valid AAT Ti (Definition 6.1).

2. a valid signature σ is created using the secret key SKsigi, ensuring that both it and its
corresponding public key PKsigi are included in Ti.

3. valid tag(s) if and only if the predecessor data record is signed by different key(s) and
dn.pred ̸= ∅.

Definition 6.3 (Valid Transaction). A transaction tx ∈ {txInit, txTrans, txMerge, txDiv} is
a valid transaction if and only if

1. MHT.Verify(rtτ , rtnew, cm, ind, pathind) = 1, where The root of MHT was rtτ before tx.
For Div transaction (i.e., tx = txDiv) the transition of the root is examined in two rounds
of running MHT.Verify algorithm: rtτ → rtnew

1 → rtnew
2 .

2. eol /∈ Xτ , where txTrans and txDiv contain one and txMerge contains two eols. This value
represents the AAT that is expired during the owner transferring algorithms.

3. Verify(vk
x
, x

x
, π

x
) = 1 for x ∈ {Trans, Merge, Div}

6.2.5 NP Statements

This section presents the NP-statements related to ZKPs employed in Zupply.

Authenticity proof (πAuth)

Whenever an entity wants to upload a data record on DCS, the entity (prover) proves
they own a commitment cm in the MHT. The NP problems associated with this proof are
explained as follows:

• cmi = COMMρi(T̃i)

• pathi is a valid path from leaf cmi to root rtτ ,

where T̃i = (qi,PKsigi, ρi) and public inputs are denoted as xAuth = (rtτ ,PKsigi). To prove
that the used rt is a valid value stored on CZ , the entity provides the PI LPI

τ (rt).
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Transferability proof (πTrans)

When an entity wishes to transfer the ownership of an AAT (Ti1), it (as the prover)
proves that the newly minted T̃i2 maintains the same product quantity as Ti1 (i.e., qi1 =
qi2), without disclosing details about Ti1 and T̃i2 . Moreover, cmi1 is kept confidential. In
addition, the entity proves that the published eoli1 is equal to H(ρi1), while keeping ρi1
secret. The NP problems associated with this proof are explained as follows:

• eoli1 = H(ρi1)

• cmi1 = COMMρi1
(T̃i1)

• pathi1 is a valid path from leaf cmcmi1 to root rtτ

• cmi2 = COMMρi2
(T̃i2)

• qi1 = qi2 ,

where T̃i1 = (qi1 ,PKsigi1 , ρi1), T̃i2 = (qi2 ,PKsigi2 , ρi2), and public inputs are denoted as
xTrans = (eoli1 , cmi2 , rtτ ).

Mergeability proof (πMerge)

An entity may merge two AATs Ti1 and Ti2 to create Ti3 . The entity proves that the
quantity in Ti3 is the same as the summation of quantities in Ti1 and Ti2 (i.e., qi1+qi2 = qi3).
The ZKP πMerge follows the same approach as πTrans. The NP problems associated with
this proof are explained as follows:

• eoli1 = H(ρi1) and eoli2 = H(ρi2),

• cmi1 = COMMρi1
(T̃i1), cmi2 = COMMρi2

(T̃i2),

• pathi1 and pathi2 are valid paths respectively from leaf cmcmi1 and cmcmi2 to root rtτ ,

• cmi3 = COMMρi3
(T̃i3),

• qi1 + qi2 = qi3 ,

where T̃i1 = (qi1 ,PKsigi1 , ρi1), T̃i2 = (qi2 ,PKsigi2 , ρi2) and T̃i3 = (qi3 ,PKsigi3 , ρi3). The
public input to the proof is denoted as xMerge = (eoli1 , eoli2 , cmi3 , rtτ ).
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Divisibility proof (πDiv)

An entity can divide an AAT Ti1 into two new Ti2 and Ti3 . The approach of creating ZKP
πDiv follows the same approaches in πTrans and πMerge. The NP problems associated with
this proof are explained as follows:

• eoli1 = H(ρi1),

• cmi1 = COMMρi1
(T̃i1),

• pathi1 is a valid path from leaf cmcmi1 to root rtτ ,

• cmi2 = COMMρi2
(T̃i2) and cmi3 = COMMρi3

(T̃i3)

• qi1 = qi2 + qi3 ,

where T̃i1 = (qi1 ,PKsigi1 , ρi1), T̃i2 = (qi2 ,PKsigi2 , ρi2) and T̃i3 = (qi3 ,PKsigi3 , ρi3). The
public input is denoted as xDiv =

(
eoli1 , cmi2 , cmi3 , rtτ

)
.

6.3 Zupply Algorithms and Protocols

The Zupply framework comprises a set of algorithms and protocols detailed in Sections
6.3.1 and 6.3.2, respectively.

Definition 6.4 (Zupply Framework). Zupply framework Π Consists of a tuple of
polynomial-time algorithms and protocols Π = (Setup, Init, Trans, Merge, Divide, Upload,
VerifyTX, Audit; OT-Protocol, MHT-Protocol).

6.3.1 Algorithms

All algorithms have read-only access to TXτ , Cτ , MHT, Xτ , and Dτ (accessible via DCS
queries). The smart contract is responsible for updating TXτ , Cτ , Xτ , and the root of
MHT when the VerifyTX algorithm outputs 1.
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Setup (1λ) → pp

Given a security parameter λ, Setup generates a set of global public parameters, denoted
as pp. The specific implementation of Setup depends on the zkSNARK algorithm in use: it
may require a trusted party, or it may rely on a transparent (public) setup. The resulting
pp is made publicly available. The pseudocode for Setup is provided in Algorithm 6.1.

Algorithm 6.1 Setup (1λ) → pp

(pkAuth, vkAuth)← KeyGen(1λ,Auth)
(pkTrans, vkTrans)← KeyGen(1λ,Trans)
(pkMerge, vkMerge)← KeyGen(1λ,Merge)
(pkDiv, vkDiv)← KeyGen(1λ,Divide)
ppsig ← Gsig(1λ)
pp ← (pkAuth, vkAuth, pkTrans, vkTrans, pkMerge, vkMerge, pkDiv, vkDiv, ppsig )
return pp

Init (pp, qi1) → (txInit, Ti1)

Initiates a DAG. The algorithm gets qi1 , which will be maintained in the DAG. It creates
a new token Ti1 , commits to it, and sends the commitment via

txInit := (cmi1 , rt
new, indi1 , pathindi1 )

to the blockchain. The pseudocode for Init is provided in Algorithm C.1 in Appendix C.

Trans (pp, Ti1, PKsigi2) → (txTrans, T̃i2, Tag)

This algorithm takes an existing AAT Ti1 and renders it obsolete by publishing its associ-
ated EoL on the blockchain. Specifically, it computes eoli1 := H(ρi1), where ρi1 is a secret
contained in Ti1 , and includes this value in the resulting transaction txTrans. Subsequently,
the algorithm constructs a new partial AAT, denoted T̃i2 , by sampling a fresh random
value ρi2 and assigning it the same quantity as in Ti1 . The public key PKsigi2 is used to
bind the new token to its intended recipient, in accordance with the OT-Protocol described
in Section 6.3.2. The algorithm commits to T̃i2 and includes the resulting commitment in
the transaction. The transaction also includes a ZKP demonstrating: (1) knowledge of Ti1
whose commitment is included in the MHT, without revealing the commitment itself, (2)
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consistency of this commitment with the published eoli1 , (3) knowledge of the preimage
of the new commitment (cmi2) to T̃i2 , and (4) equality of the quantity values in Ti1 and T̃i2 .
Accordingly, the contents of the transaction txTrans are defined as:

txTrans :=
(
πTrans, xTrans, eoli1 , cmi2 , rt

new, indi2 , pathindi2

)
where

xTrans :=
(
eoli1 , cmi2 , rtτ

)
denotes the public inputs to the ZKP, rtnew is the updated root of the MHT after inserting
the new commitment cmi2 , and indi2 with pathindi2 represent the index and Merkle proof of
the new commitment. Finally, the algorithm outputs a Tag, which enables the new AAT
owner to continue the data sequence, ensuring continuity with the most recent data record
generated using Ti1 . The pseudocode for Trans is provided in Algorithm C.2 in Appendix C.

Merge (pp, Ti1, Ti2, PKsigi3) → (txMerge, T̃i3, Tagi1, Tagi2)

The Merge algorithm follows a similar approach to the Trans algorithm. In this procedure,
two AATs, Ti1 and Ti2 , are rendered obsolete, and their corresponding EoLs, eoli1 and
eoli2 , are published to the blockchain via txMerge. A new partial token, T̃i3 , is created using
the input public key PKsigi3 , sampling a random value ρi2 , and a quantity value set to the
sum of the quantity values in Ti1 and Ti2 . The transaction also includes a commitment
to the new AAT, denoted by cmi3 , along with a ZKP that proves the following statements
without revealing the underlying values: (1) knowledge of Ti1 and Ti2 whose commitments
are included in the MHT, (2) consistency of these commitments with the published eoli1
and eoli2 , (3) the knowledge of T̃ i3 in the new commitment cmi3 to T̃i3 , and (4) that the
quantity in T̃i3 equals the sum of the quantities in Ti1 and Ti2 . Accordingly, the transaction
txMerge is defined as:

txMerge := (πMerge, xMerge, eoli1 , eoli2 , cmi3 , rt
new, indi3 , pathindi3 ),

where
xMerge = (eoli1 , eoli2cmi3 , rtτ )

denotes the public inputs to the ZKP. Here, rtnew
1 is the updated root of the MHT after

inserting the first new commitment cmi2 , and rtnew
2 is the root after inserting the second

new commitment cmi3 . Accordingly, indi2 with its corresponding Merkle path pathindi2 , and
indi3 with pathindi3 , represent the indices and Merkle proofs for the first and second new
commitments, respectively. The Merge algorithm also outputs two data ownership transfer
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tags, Tagi1 and Tagi2 , which are used together in a new data record to ensure continuity
with the two most recent data records generated by the AATs Ti1 and Ti2 and merging
those sequences. The pseudocode for the Merge algorithm is provided in Algorithm C.3 in
Appendix C.

Divide (pp, Ti1, PKsigi2, PKsigi3, qi2, qi3) → (txDiv, T̃i2, T̃i3, Tagi2, Tagi3)

The Divide algorithm is the inverse of the Merge algorithm. It takes a single AAT, Ti1 , as
input and creates two new partial AATs, denoted T̃i2 and T̃i3 . These are generated using the
provided public keys PKsigi2 and PKsigi3 , sampled random values ρi2 and ρi3 , and quantity
values qi2 and qi3 , such that the sum qi2 + qi3 equals the quantity in Ti1 . This algorithm
renders Ti1 obsolete, and its associated EoL, denoted eoli1 , is included in the transaction
sent to the blockchain. The transaction also includes the commitments to the newly created
partial tokens, cmi2 and cmi3 , as well as a ZKP proving the following statements: (1)
knowledge of Ti1 , whose commitment is included in the MHT, (2) consistency between the
commitment to Ti1 and the published eoli1 , (3) knowledge of T̃i2 and T̃i3 which are the
preimages of the commitments cmi2 and cmi3, and (4) that the quantity in Ti1 equals the
sum of the quantities in T̃i2 and T̃i3 . Accordingly, the transaction txDiv is defined as:

txDiv := (πDiv, xDiv, eoli1 , cmi2 , cmi3 , rt
new
1 , , rtnew

2 , indi2 , indi3 , pathindi2 , pathindi3 )

where
xDiv =

(
eoli1 , cmi2 , cmi3 , rtτ

)
denotes the public inputs to the ZKP. The algorithm also outputs two data ownership
transfer tags, Tagi2 and Tagi3 , which are used in two separate data records whose common
predecessor is the most recent data record generated by Ti1 . Each resulting data record
initiates a new data sequence. The pseudocode for the Divide algorithm is provided in
Algorithm C.4 in Appendix C.

VerifyTX (pp, tx
x
) → b ∈ {0, 1}

The VerifyTX algorithm is executed within the Zupply smart contract CZ . It takes as input
a transaction tx and returns one if and only if tx is valid, as defined in Definition 6.3.
Below, we present the algorithm in more detail.

The verification steps depend on the type of transaction, denoted by x, which can be
one of Trans, Merge, or Div. Regardless of the type, the algorithm ensures that the EoL

106



in the transaction is not included in the set Xτ . It also calls the MHT.Verify algorithm
(described in Algorithm 6.3) to check whether the proposed updated Merkle root rtnew has
been computed correctly, following the MHT-Protocol, which is introduced later. Note that
the smart contract does not store the MHT itself. Furthermore, the ZKPs corresponding to
each transaction type, πTrans, πMerge, and πDiv, are verified using their respective verification
keys, namely vkTrans, vkMerge, and vkDiv, along with the public inputs embedded in the
transaction.

In addition to the shared verification logic, tx of type Merge includes one extra EoL
element that must also be checked for exclusion from Xτ . On the other hand, a Div
transaction includes two new commitments, requiring an additional verification step. After
verifying the first new Merkle root as described, the algorithm verifies the second root
against the second commitment.

If any of these verifications fail, the algorithm returns zero. Otherwise, it returns one.
The pseudocode for VerifyTX is provided in Algorithm C.4 in Appendix C.

Upload (pp, [pred], Ti, dpub, dpri, kn3, [tags]) → dn3

The Upload algorithm processes components of dn3 along with the cid of the predecessor
data records and the corresponding data ownership transfer tags, if applicable.

The algorithm commits to the AAT Ti provided as input and searches for the corre-
sponding commitment in the MHT. Once the commitment is located, it generates a ZKP,
denoted as πAuth, that proves knowledge of a pre-image to a commitment in the MHT.
Unlike the ZKPs generated by other algorithms, this proof includes PKsigi, which is em-
bedded in Ti, as a public input to the proof. This inclusion is essential because, once
all components of the new data record dn3 are generated, the record is signed using the
SKsigi found in Ti. The presence of PKsigi as a public input allows the verifier to validate
the signature and ensures that the same Ti (which includes PKsigi) was used throughout
the sequence. If a different AAT were substituted in the sequence, the Audit algorithm,
described later, would reject the data record, as it detects a mismatch in the PKsig relative
to previous records. An exception to this rule occurs only when a data ownership transfer
tag is included in the first data record that uses a different AAT. Such a tag is generated
by one of the Trans, Merge, or Divide algorithms.

The public input to the aforementioned ZKP includes the Merkle root at the time the
proof is generated, denoted as rtτ . Since auditors are lightweight clients and do not store
the blockchain, they cannot directly verify whether the claimed rtτ is indeed the Merkle
root of the MHT. To address this, the prover includes LPI

τ (rtτ ), a proof that attests to the
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correctness of rtτ on the blockchain. This proof is constructed in a manner that allows
verification by lightweight clients.

Moreover, given the secret key kn3 and the private portion of the data record, denoted
as dpri, the Upload algorithm encrypts dpri using kn3 . The pseudocode for Upload is provided
in Algorithm C.6 in Appendix C.

Audit (pp, dn) → b ∈ {0, 1}

The Audit algorithm takes a data record dn and returns one if and only if it is an au-
thenticated data record, as specified in Definition 6.2. More precisely, it verifies the ZKP
included in dn, and checks the correctness of rtτ using LPI

τ (rtτ ).

If the set of predecessor data records pred is non-empty, the algorithm retrieves each
predecessor and checks whether they share the same PKsig. Otherwise, dn must include
a data ownership transfer tag, which consists of the PKsig in dn signed by the key that
signed the predecessor data record. The Audit algorithm then verifies the signature in dn as
well as the data ownership transfer tags, if present. The pseudocode for Audit is provided
in Algorithm C.7 in Appendix C.

6.3.2 Protocols

Ownership Transfer (OT-Protocol)

Let A and B be two consecutive entities within a supply chain. A (the transferor) wants
to transfer TA

1 to B (the transferee). They communicate via an off-chain secure channel,
which can be realized in multiple ways, such as through their in-person interaction during
the product transfer. First, A requests B for a new PKsigB2 . Then, passes TA

1 and PKsigB2
to the Trans algorithm to generate T̃B

2 and Tag1. Then, gives them to B. Subsequently, B
samples new pairs of PKsigB3 and SKsigB3 and runs the Trans again to obsolete the received
AAT (T̃B

2 ) and create T̃B
3 . This preserves the privacy of the lifecycle of the transferred AAT

from A, who can determine when the AAT TB
2 is transferred since A knows ρB2 . However,

A cannot discern if, when and to whom TB
3 is transferred. Also, entities not involved

cannot recognize a link between the corresponding AAT commitments, i.e., cmA1 , cmB2 , cmB3 .
Additionally, for merging and dividing, A runs Merge or Divide locally, then transfers the
outputted token(s) using the explained protocol.Figure 6.4 describes the protocol.
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Protocol: Anonymous Authentication Token Ownership Transfer (AATOT)
Entity A Entity B

TA
1 =

(
(qA

1 ,PKsigA
1 , ρ

A
1 ), SKsigA

1

) “Req PKsig2”

PKsigB
2

(PKsigB
2 , SKsigB

2 )← BKsig(ppsig)

(txATrans1 , T̃
B
2 , Tag1)← ATrans(pp, TA

1 ,PKsigB
2 )

Sends txATrans1to CZ
T̃B
2 ; Tag1

TB
2 ← (T̃B

2 , SKsigB
2 )

(PKsigB
3 , SKsigB

3 )← BKsig(ppsig)

(txBTrans2 , T̃
B
3 , Tag2)← BTrans(pp, TB

2 ,PKsigB
3 )

Sends txBTrans2to CZ

Figure 6.4: OT-Protocol: A and B are two entities where A transfers the ownership of an
AAT to B.

Merkle Hash Tree (MHT-Protocol)

Storing all 2L − 1 nodes of an L-layer MHT on the blockchain is costly. However, in CZ ,
it suffices to maintain rtτ . Therefore, the MHT populating follows a mechanism to let CZ
verify consistency among the current rtτ , the new cm, and the new rtnew. Such that, MHT
leaves are initialized with their ind ∈ [2L−1]. MHT.Add adds the new cm to the smallest
unassigned ind, which is tracked in CZ . MHT.Verify first investigates pathind to ensure it
is consistent with rtτ for the leaf that holds the value ind. Then, it passes cm to pathind
and expects rtnew. If both conditions passes, the root updates from rtτ to rtnew in CZ .
The pseudocodes for MHT.Add and MHT.Verify are presented in Algorithms 6.2 and 6.3,
respectively.

Algorithm 6.2 MHT.Add(cm) → (rtnew, ind, pathind)
1: ind← The smallest unassigned index maintained in BP
2: pathind ← The Merkle proof corresponding to the index ind.
3: Assign cm to the index ind of MHT
4: rtnew ← Updates MHT root after adding cm
5: return (rtnew, ind, pathind)

Considering the properties of hash functions and the structure of the Merkle Tree, the
tree provides collision resistance, meaning that it is computationally infeasible for any PPT
adversary to find two different sets of leaves that produce the same Merkle root. Moreover,
it is computationally infeasible for any PPT adversary to generate the same valid Merkle
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Algorithm 6.3 MHT.Verify(rtτ , rtnew, cm, ind, pathind) → b ∈ {0, 1}
1: if not VerifyPath(rtτ , , pathind, ind) then
2: return 0
3: end if
4: if not VerifyPath(rtnew, pathind, cm) then
5: return 0
6: end if
7: return 1

proof and root combination for two different leaves in a tree. Namely, a valid Merkle proof
(Pathi) and Merkle root (rt) for a leaf with index i uniquely determine the leaf at index i.

The MHT.Verify algorithm (Algorithm 6.3) initially executes VerifyPath to ascertain if
the provided Merkle proof (pathind) corresponds to the leaf at index ind, which also contains
the value ind. This step also ensures that the leaf has not previously held any commitment.
Then, the algorithm executes VerifyPath again. However, this time it changes the value of
ind to cm. While the Merkle proof pathind remains the same, the root is updated to rtnew.
If both calls to VerifyPath return 1, indicating success, it can be concluded that cm has
been added to the index ind, and rtnew represents the new root after the addition of the
new authentication token commitment.

If an adversary attempts to overwrite an existing commitment cm∗ at index ind∗, the
first VerifyPath execution will return 0, as the value of the leaf at that index does not equal
ind∗. Moreover, as previously mentioned, it is computationally infeasible to generate an
identical valid Merkle proof and root combination for different leaf indices in a Merkle tree.
Additionally, there is a negligible probability of two Merkle trees having the same Merkle
root, where one holds the value cm∗ at index ind∗ and the other holds ind∗ at the same
index. Therefore, the algorithm can ascertain that the new commitment is added to the
index ind, which has not previously held any commitment. Additionally, if the adversary
aims to corrupt the root by passing rt∗ as an argument to the second VerifyPath execution,
where rt∗ is not computed correctly from adding the new cm to MHT, VerifyPath will return
0. This is because pathind is not consistent with rt∗ and the commitment.

Consequently, The MHT.Verify algorithm guarantees that no PPT adversary can pro-
pose a root rtnew that is accepted as valid without assigning the input commitment cm to
the specified leaf index ind.
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6.4 Security Analysis

The Zupply framework appears to offer security properties such as anonymity, unlinkabil-
ity, and integrity given its structural similarities to Zerocash [31]. Before delving into the
technical details, we first provide an informal overview of the privacy-preserving properties
expected against a potential adversary.

• Data anonymity guarantees that the adversary cannot establish a link between an arbi-
trary data record dn and an AAT commitment cmi ∈ Cτ , where the ZKP of knowledge
of the AAT associated with cmi is included in dn for authentication.

• Token anonymity guarantees that the adversary cannot decide which entity in Eτ is the
owner of any cm ∈ Cτ where the type of the transaction that publishes cm is either
Trans, Merge, or Div.

• Token unlinkability guarantees that the adversary cannot determine which commitment
in cm∗ ∈ Cτ corresponds to the AAT used in the execution of a Trans, Merge, or Divide
algorithm that resulted in publishing any new commitment cm via a transaction of type
Trans, Merge, or Div, respectively.

• Data integrity guarantees that the adversary cannot generate an authenticatiod data
record d∗ (see Definition 6.2) where d∗.pred includes the CID of any d ∈ Dτ created by
an honest entity.

To formalize more these privacy properties, we assume three properties for the com-
mitments to AATs: attribution, ownership and class. A commitment cm is attributed
to an entity e if and only if e uploads cm; this is denoted as

cm.attr = e.

A commitment cm is said to be owned by an entity e′ ̸= e, denoted as

cm.owner = e′,

if and only if e′ receives cm through a transaction of type txTrans, txMerge, or txDiv. Also,
the attribution and ownership of a commitment coincide (i.e., cm.attr = cm.owner) when
the commitment is uploaded to the blockchain via a transaction of type txInit or an en-
tity transfers the ownership to itself, as described in OT-Protocol (see Figure 6.4). Recall
from Section 6.2.4 that each entity e is uniquely associated with a single BPAddre. This
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blockchain address may reveal information about the entities uploading transactions to
the blockchain, which we will discuss in more detail later. Finally, the class of each com-
mitment is the type of the transaction that uploads the commitment to the blockchain.
Figure 6.5 illustrates how the attribution, ownership and class properties of a commitment
are determined.

Additionally, we assume certain properties for transactions in the Zupply framework
to formalize the underlying privacy guarantees. Our analysis focuses on transactions of
type txInit and txTrans. Both transaction types possess the properties of attribution and
new commitment: the attribution property identifies the entity that submitted the
transaction, denoted by

tx.attr = e,

and the new commitment property specifies the commitment published on the blockchain,
denoted by

tx.cm_new = cmnew.

Transactions of type txTrans,which can be generalized to txMerge and txDiv, additionally
include the old commitment property, denoted by

tx.cm_old = cmold.

which identifies the commitment corresponding to the AAT whose ownership is being
transferred.

Moreover, we assume a commitment property for each data record d, denoted as

d.cm = cm,

which links the data record to its corresponding commitment. This implies that the data
record d includes a ZKP demonstrating knowledge of the value committed to in cm. Also,
d is signed using the secret key associated with the AAT that is committed to in cm.

Based on the modeling of commitments and their associated properties, we present the
assumptions about adversaries in the Zupply framework in the following subsection. This
is followed by a description of the required security properties, and finally, an explanation
of the security measures implemented to achieve them.

6.4.1 Threat Model

In the Zupply framework Π, the set of honest entities is denoted by Eτ and is assumed to
be predetermined. We consider three types of adversaries
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e1 initiates an AAT

Transaction txInit
cm_new = cm1
attr = e1

Commitment cm1
attr = e1
owner = e1
class = Init

(a) cm1 is created through txInit

e1 e2

Transaction txTrans
� cm_old = cm1
cm_new = cm2
attr = e1

Commitment cm2
attr = e1

� owner = e2
class = Trans

Commitment cm1
attr = ∗

� owner = e1
class = ∗

� denotes a confidential value
∗ denotes a context-dependent value

ownership transfer

(b) cm2 is created through txTrans

Figure 6.5: Illustration of how properties of commitment and transactions are determined.
In Figure 6.5a, the commitment is both attributed to and owned by e1 via a txInit trans-
action. In Figure 6.5b, the commitment cm2 is attributed to e1 but the ownership is
transferred to e2 via a txTrans transaction.

• eavesdropper adversary AE,

• strong eavesdropper adversary AS, and

• forgery adversary AF ,

each characterized by different assumptions and goals.

Adversary Assumptions

Eavesdropper adversary AE:

• is a probabilistic polynomial-time (PPT);

• does not send or receive AATs to or from honest entities in Eτ ;
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• has read access to Eτ , TXτ , Cτ , Xτ , MHT, and Dτ ;

• can execute either the original or modified versions of the algorithms defined in Π,
excluding the Setup algorithm when a trusted setup zkSNARK is used;

• can query the commitment classification oracle OClass, which categorizes commitments
based on the type of transaction in which they appear, such that OClass : Cτ 7→
{Init,Trans,Merge,Div}.

• does not have access to the attribution properties (i.e., attr) of transactions in TXτ or
commitments in Cτ .

Strong eavesdropper adversary AS:

• has all the capabilities of AE;

• can query the commitment attribution oracle OAttr : Cτ → Eτ . This oracle maps each
commitment cmi to the entity ej that put that on the blockchain, i.e., OAttr(cmi) = ej;

• as a result, has access to the attribution properties (i.e., attr) of transactions in TXτ

and commitments in Cτ .

If we assume that blockchain public addresses reveal the identities of their owners, the
strong eavesdropper adversary AS becomes realistic. Many existing on-chain privacy-
preserving protocols [8, 48, 137, 164] do not adequately address this assumption. Also, the
use of address anonymization techniques in Ethereum, such as Tornado Cash [145], makes
the assumptions underlying AE more realistic than those of AS.

Forgery adversary AF :

• has all the capabilities of AS;

• has write access to TXτ , Cτ , Xτ , MHT, and Dτ ,

• as a result, can send AATs to honest entities in Eτ , but does not receive any AAT from
them and can add or modify data records in Dτ ;
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Adversary Goals

Eavesdropper adversary AE:

• Data de-anonymization attack : Given a data record d ∈ Dτ , the adversary attempts to
guess a commitment cm∗ ∈ Cτ such that d.cm = cm∗.

• Token de-anonymization attack : Given a commitment cm ∈ Cτ published through a
transaction of type txTrans, txMerge, or txDiv, the adversary attempts to guess an entity
e∗ ∈ Eτ such that cm.owner = e∗.

• Token linking attack : Given a commitment cm ∈ Cτ that is published through a trans-
action tx of type txTrans, txMerge, or txDiv the adversary attempts to guess a prior com-
mitment cm∗ ∈ Cτ that was used to generate cm, such that tx.cm_old = cm∗.

Strong eavesdropper adversary AS:

• has the same goals as the eavesdropper adversary AE.

Forgery adversary AF :

• Proof forgery attack : Given a public key PKsig∗, the adversary attempts to forge
a proof π∗

Auth with the public input x∗Auth = (rtτ ,PKsig∗i ) such that they satisfy
Verify(vkAuth, x

∗
Auth, π

∗
Auth) = 1.

• Signature forgery attack : given a PKsig∗, the adversary samples a message (data record)
m∗ and attepts to forge a signature σ∗ such that it satisfies Vsig(PKsig,m∗, σ∗) = 1.

6.4.2 Required Security Properties

The Zupply framework is designed to satisfy the following security properties:

• Data anonymity : The Zupply framework satisfies (strong) data anonymity if the eaves-
dropper adversary AE (the strong eavesdropper adversary AS) has only a negligible
probability of succeeding in the data de-anonymization attack.

• Token anonymity : The Zupply framework satisfies (strong) token anonymity if the eaves-
dropper adversary AE (the strong eavesdropper adversary AS) has only a negligible
probability of succeeding in the token de-anonymization attack.
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• Token unlinkability : The Zupply framework satisfies (strong) token unlinkability if the
eavesdropper adversary AE (the strong eavesdropper adversary AS) has only a negligible
probability of succeeding in the token linking attack.

• Data integrity : The Zupply framework satisfies data integrity if the forgery adversary
AF has only a negligible probability of succeeding in either a proof forgery or a signature
forgery attack.

6.4.3 Implemented Security Measures

This section outlines the design rationale of the Zupply framework in achieving the se-
curity properties introduced earlier. For the security properties of data anonymity, token
anonymity, and token unlinkability, we first demonstrate how each property is preserved
against the eavesdropper adversary AE. We then analyze whether the strong eavesdrop-
per adversary AS, equipped with additional capabilities, can compromise any of these
properties.

Data Anonymity

The Zupply framework must ensure that, given any d ∈ Dτ , AE has only a negligible
probability of correctly guessing a corresponding cm∗ ∈ Cτ . Let

d =


pred = p-set,
dpub, c,
tag = t-set,
πAuth,
xAuth = {rt,PKsig},
σ, LPI

τ (rt)


be the data record given to the adversary, where p-set denotes a set of at most two data
records from d ∈ Dτ , and t-set is a set of at most two ownership transfer tags. Let
d.cm = cmd denote the commitment associated with d. If we assume both p-set and t-set
are empty, and the data record is uploaded by an honest entity, then cmd.class = Init. The
fields in the data record are either computationally indistinguishable from random, due to
the security guarantees of the underlying cryptographic protocols, or are irrelevant to cmd.
We now provide a more detailed explanation of why AE cannot learn anything about cmd
from the elements of the data record that are relevant to cmd:
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1. PKsig is directly came frome one part of the AAT whose commitment is cmd. If A be
able to decide whether PKsig is a part of the pre-image of which cm ∈ Cτ , they will be
able to deduce cmd. According to the Statistically Hiding property of the commitment
scheme COMM, AE has a negligible chance to determine cmd from PKsig.

2. σ = Ssig(SKsig,m) does not include any pre-image of the AAT without needing to
consider the security properties of the signature scheme. We have discussed above that
PKsig used for verifying σ, also does not help AE guess cmd. Hence, the attacker will
not gain any advantage from σ.

3. According to the Statistical Zero-knowledge property of the zkSNARK scheme, AE has a
negligible chance of learning the private inputs (witnesses) of the ZKP πAuth. The public
inputs to consider are rt and PKsig. rt2 is independent of which commitment is used.
As previously mentioned, having knowledge of PKsig doesn’t reveal any information
about cmd.

Consequently, since p-set and t-set are empty, AE learns that cmd.class = Init.
Therefore, AE can attempt to guess cmd from among the commitments whose class is Init.

Now, we consider different scenarios where p-set and t-set are not both empty:

1. If p-set = {dold
1 } and t-set = ∅, then this indicates that the current data record reuses

the same commitment as a previous one, i.e., d.cm = dold
1 .cm = cmd. In this scenario, all

fields in dold
1 that are relevant to cmd, except for σ, are identical to those in d. Conse-

quently, AE does not gain any additional information about cmd from this observation.
However, by traversing the data sequence retrospectively, AE may still deduce the class
of cmd and attempt to guess the commitment from among those belonging to the same
class.

2. If p-set = {dold
1 } and t-set = {Tag1}, then this indicates that the current data record

uses a different commitment from the previous one, i.e., d.cm ̸= dold
1 .cm. In this scenario,

all fields in dold
1 that are relevant to its corresponding commitment, denoted cmdold

1
, are

irrelevant to cmd. Additionally, given that Tag1 = Ssig(SKsig1,PKsig), where SKsig1 is
associated with cmdold

1
, AE does not learn anything about either cmd or cmdold

1
. Conse-

quently, AE gains no additional information about cmd from this observation. However,
since the class of cmd must be either Trans or Div, AE may still attempt to guess the
commitment from among those belonging to the same class.

3. If p-set = {dold
1 , dold

2 } and t-set = {Tag1, Tag2}, his implies that the current record
uses a commitment distinct from both dold

1 and dold
2 . As in the previous case, AE gains
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no knowledge about cmdor the commitments in the prior data records. However, given
that the class of cmd must be Merge, AE may still attempt to guess the commitment
from among others of that class.

Therefore, AE may not learn the exact commitment cmd. However, inferring its class
still enables a bounded guessing strategy. Moreover, the strong eavesdropper adversary AS

does not have any advantage over AE in guessing cmd, since knowledge of the attributes
(attr) associated with commitments does not reveal which specific commitment is used in
d, given our assumption that data records do not contain any information identifying the
entity who uploaded them.

Token Anonymity

The Zupply framework must ensure that given a commitment cm ∈ Cτ published through
a transaction of type txTrans, txMerge, or txDiv, the adversary AE has a negligible chance of
correctly guessing an entity e∗ ∈ Eτ such that cm.owner = e∗. Let transaction

txTrans =


πTrans,
xTrans = (eol, cm, rt),
eol, cm,
rt, ind, path

 (6.1)

publishes cm on the blockchain. Assuming that AE does not have access to the oracle
OAttr, and consequently to cm.attr, no information regarding any entity is retrievable from
this transaction or any other transaction in TXτ . This assumption implies that blockchain
addresses do not reveal the identities of the entities. Accordingly, AE has to guess cm.owner
from among Eτ .

On the other hand, AS has access to the oracle OAttr, and thus to the attr field of
every commitment in Cτ . This assumption implies that the blockchain addresses used to
pay the gas fees for transactions reveal the identities of the entities who submitted them.
Therefore, we examine whether and how this knowledge enables AS to narrow its guessing
strategy.

Let us assume that cm.attr = e denotes the entity who submits the transaction txTrans,
as defined in (6.1), to the blockchain, thereby transferring ownership of one of its AATs to
an entity e∗. The transaction itself does not contain any element dependent on e∗, and the
AAT committed to by cm is transferred to e∗ via a secure off-chain channel. Hence, the
transaction does not include any information about e∗.
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Now, suppose it is known that e∗ will transfer ownership of cm within a time window δ
via a new transaction of type txnew

Trans, txnew
Merge, or txnew

Div , and subsequently publishes cmnew

on-chain. At this point, we assume that AS is unable to link cmnew to cm; the validity of
this assumption will be discussed later under the token unlinkability property.

Consequently, AS may attempt to identify e∗ among all entities who submit a trans-
action of type txTrans, txMerge, or txDiv within the time window δ. We conclude that the
higher the volume of AAT transfers occurring through the Zupply framework during δ, the
lower the probability that AS correctly identifies e∗.

Token Unlinkability

The Zupply framework must ensure that given a commitment cm ∈ Cτ that is published
through a transaction tx of type txTrans, txMerge, or txDiv the adversary AE has a negligable
chance to correctly guess a prior commitment cm∗ ∈ Cτ that was used to generate cm, such
that tx.cm_old = cm∗.

Let us assume, without loss of generality, that the transaction txTrans, defined in (6.1), is
submitted to the blockchain by entity e, i.e., tx.attr = e, and it publishes the commitment
cm. This transaction transfers the ownership of one of the AATs, whose commitments is
in Cτ , to either the same entity or another entity in Eτ . Let cm∗ denote the commitment
corresponding to the specific AAT, where cm∗.owner = e, and its ownership is transferred
in this transaction. The published commitment cm satisfies cm.attr = e, and cm.owner
is either e, if the AAT is transferred to the same entity, or another entity in Eτ , if it is
transferred to a different one.

As the goal of AE is to determine cm∗, we examine the components of txTrans, as
described in (6.1), to assess whether any of them reveal information about cm∗. Among
these components, πTrans and eol are related to the AAT denoted by T ∗, which is committed
to in cm∗.

1. πTrans is a ZKP attesting to the knowledge of the pre-image (i.e., T ∗) of a commitment
(i.e., cm∗) in Cτ , as well as the consistency of the AAT with eol and cm. The value eol
represents the hash of ρ∗ in T ∗ and the AAT corresponding to the new commitment cm
has the same product quantity parameter as T ∗. Due to the Statistical Zero-knowledge
property of the employed zero-knowledge protocol, AE has a negligible chance to deduce
cm∗ or T ∗ from πTrans.

2. Let eol ← H(ρ∗) where ρ∗ is in T ∗. Since H is a Preimage Resistance hash function,
the adversary AE has a negligible chance to deduce ρ∗, cm∗ or T ∗ from eol.
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Therefore, the adversary AE has only a negligible probability of identifying cm∗ among the
commitments in Cτ , based on the transaction txTrans that publishes cm. This conclusion
similarly holds for transactions of types txMerge and txDiv.

We now examine whether AS has any advantage over AE in identifying cm∗, given its
superior knowledge of the attribution properties of transactions and commitments. We
begin by analyzing the possible values of cm∗.attr to assess whether AS can narrow its
guessing domain. Specifically, cm∗.attr = e in two cases: (i) when cm∗ is published via
a transaction of type txInit with txInit.attr = e; or (ii) when entity e transfers ownership
of one of its previous AATs to itself via a transaction of type txTrans, txMerge, or txDiv, in
which the attribution is again e.

In all other cases, cm∗.attr may correspond to any entity in Eτ , implying that cm∗

could be any commitment in Cτ whose class is not Init. Thus, AS can discard those
commitments in Cτ whose class is Init and whose attr is not e, since e is not their
owner and therefore cannot transfer their ownership. However, AS does not have any
further advantage in determining the ownership of the remaining commitments. Hence, the
probability of correctly identifying cm∗ among the remaining commitments in Cτ remains
negligible.

Data Integrity

The Zupply framework must ensure that, given a public key PKsig∗, the adversary AF has
only a negligible probability of forging a proof π∗

Auth with public input x∗Auth = (rtτ ,PKsig∗i )
such that

Verify(vkAuth, x
∗
Auth, π

∗
Auth) = 1.

Moreover, given PKsig∗, the adversary AF must also have only a negligible probability of
forging a signature σ∗ for any sampled message m∗ such that

Vsig(PKsig∗,m∗, σ∗) = 1.

In the first case, AE attempts to generate an invalid ZKP π∗
Auth along with its public

input x∗Auth, without knowledge of the corresponding witness w∗
Auth, which must be derived

from the associated AAT. The goal is to deceive the Verify algorithm into outputting 1.
However, due to the soundness property of the zkSNARK scheme employed in the Zupply
framework, the probability that AE successfully deceives the verifier is negligible.

In the second case, AE attempts to forge a signature σ∗ that should have been generated
using the secret key SKsig∗ ∈ T ∗. Since AE does not know SKsig∗, it must forge σ∗ such
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that the signature verification algorithm Vsig accepts it. As the digital signature scheme
used in the Zupply framework satisfies the SUF-CMA (Strong Unforgeability under Chosen
Message Attack) security property, AE cannot produce a valid σ∗ for any data record m∗

with more than negligible probability.

6.5 Discussion

In this section, we discuss the applicability of the Zupply framework in real-world scenarios.

6.5.1 Product Lifecycle
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Figure 6.6: The lifecycle of a Product in the Zupply framework
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The Zupply framework is designed to ensure the integrity and authenticity of a product’s
historical data, represented as a DAG.

This section describes how the Zupply framework can be employed in its main applica-
tion i.e. SCM. Entities in our framework refer to participants in a supply chain — includ-
ing producers, distributors, and retailers — who upload data records related to products.
These entities have three primary objectives in this ecosystem: verifying the authenticity
of previously uploaded data records, preserving the integrity of their data records over
time, and maintaining their anonymity. Figure 6.6 illustrates all three components of the
Zupply framework in an example supply chain.

The initial entity in the supply chain, referred to as e0 (e.g., a supplier of raw materials),
creates an AAT, denoted as T e0

j1
. To accomplish this, e0 executes the Init function, passing

the product quantity (qj1) as an argument. Consequently, a new token, T e0
j1

, is generated,
and its commitment, defined as cme0j1 := COMMρj1

(T e0
j1
), is transmitted to the blockchain

through a transaction termed txe0Init. Then updates its localized version of the MHT, and
also updates the root rtτ on the smart contract (CZ). The smart contract verifies the
correctness of the new root accordingly (as explained in Section 6.3.2). Following this,
entity e0 can begin uploading data records to the DCS by utilizing the Upload function.
This function employs a public parameters, referred to as pp, to establish a ZKP, proving
the ownership of an authentication token in MHT. Moreover, each data record is signed
using a private key, denoted as SKsige0j1 . SKsigi and its corresponding PKsigi are included
in T e0

j1
(see Section 6.2.4). This ensures the authenticity and integrity of the data.

In supply chains, a product is transferred among various entities, and each entity needs
to transfer the ownership of the products they possess. If the entity e0 wants to give
a batch of products to the next entity e1 and the corresponding AAT to the batch is
T e0
j1

, the entity executes Trans algorithm, passing the AAT as one of its arguments. The
algorithm generates a new T̃ e1

j2
for the batch and passes it to e1 in a secure off chain channel

and submits transaction txe0Trans to the blockchain (the AAT ownership transfer protocol,
i.e. OT-Protocol, is presented in Section 6.3.2). According to the OT-Protocol, e0 cannot
use T̃ e1

j2
to upload data records since it does not know the corresponding SKsige1j2 . The

transaction txe0Trans contains a ZKP of four things: (1) knowing the pre-image of the cme0j1
which is in the MHT without revealing cme0j1 , (2) the included eol in the transaction is
related to cme0j1 , (3) the proof of knowledge of T̃ e1

j2
related to cme1j2 := COMMρ(T

ei2
j2

) included
in the transaction (4) the quantity qj2 = qj1 does not change.

In the Zupply framework, entities can split a single authentication token into two using
the Div algorithm. For instance, e1 receives a batch from e0 and decides to divide it into two
smaller batches. One batch is sent to entity e2, while the other is transferred to a different

122



supply chain. Importantly, both supply chains should be able to access the product’s
history prior to this division. Additionally, entities have the ability to merge two of their
authentication tokens into one using the Merge algorithm. For example, e2 receives some
products from a different supply chain and seeks to batch them together before passing
them to e3. Furthermore, auditors should have the capability to access and review the
data records pertaining to both merged supply chains. These functionalities allow for the
merging and dividing of data sequences associated with the AATs, thereby enabling the
maintenance of data in a DAG structure within the framework.

6.5.2 Business Contracts

Employing smart contract-enabled blockchain platforms for managing AAT in the Zupply
framework can enable business smart contracts that employ Zupply smart contract CZ as
a lower layer of their operations. Business smart contracts can provide financial security
for entities so they will not rely on a trusted third party for their payments. One example
of a business contract is transferring funds upon delivering a product (i.e. transferring an
AAT). Here, we are going to present an example of a business contract CB that checks
whether a specific cm is uploaded to CZ or not. Then, it transfers the funds that were
locked in CB.

In this example, e1 wants to send a product to e3 via e2. e2 uploads data collected from
the product till it transfers that to e3. Later on, e3 is going to continue uploading data
records related to the product. e2 wants a guaranteed payment by the time the product
is delivered to e3. Therefore, any entity who is responsible for the payment (e1 in this
example) can lock some funds in CB. The funds will be transferred to e2 if the entity
uploads an AAT commitment cm, which has been determined at the time of locking the
funds to CB.

The followings are the steps of the the protocol:

1. (PKsige31 , SKsige31 )← e3
Ksig(pp)

2. e3 passes PKsige31 to e1.

3. e2: ρ
R←− {0, 1}O(λ)

4. e2 passes ρ to e1 upon receiving the product from e1.

5. e1 creates T̃ = (q,PKsige31 , ρ) cm← COMMρ(T̃ )
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6. e1 locks some funds in CB. These funds will go to e2 whenever cm is uploaded to CZ in a
txTrans transactions.

7. Upon receiving the product by e3, both e2 and e3 will engage in the OT-Protocol presented
in Section 6.3.2. e3 will send PKsige31 to e2 after receiving “Public key request” from e2
in the protocol.

8. e2 uses ρ received from e1 at the time of taking the product and PKsige31 received from
e3 at the time of giving product. Then outputs a new authentication token commitment
cm via Trans algorithm.

9. In the previous step cm is uploaded to the CZ contract; therefore, e2 can take the funds
from CB.

6.5.3 Data Encryption

In the Zupply framework, various key management schemes can be employed to encrypt
the private parts of the data records, adapting them according to different applications.
In this thesis, we suggest following the Mesh forward secrecy approach for generating keys
[8]. Such that the secret keys k are generated by the radio frequency identification (RFID)
tag’s Pseudo-random bit generator (PRBG). This approach ensures that, in supply chain
applications, a new product owner must have access to all previous encryption keys to
trace the product’s history effectively. However, it should not be able to decrypt the future
data records after the point of transfer to the following entity. Ultimately, the final entity
in the supply chain can view the complete history of the associated data progressive chain.

6.6 Summary

Transferring applications such as SCM to permissionless (public) blockchains eliminates
the need for trust in a manager and offers a range of benefits, which we will discuss later in
this paper. However, by the nature of permissionless blockchain, miners, monitors, auditors
and validators see the plain transactions on the blockchain. This could reveal the privacy
of the data providers and actors in ownership transfer of the data from one to another.
However, those will expose inventory information of different business sectors. So, for
blockchain based SCM, the privacy of data uploader (anonymous problem), and ownership
transfer of data (unlinkable problem) is a crucial factor to deploy this technology.
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This chapter proposed a novel anonymous authentication token (AAT) framework
that supports unlinkable AAT ownership transfer (AATOT) including unlinkable merging
and dividing of AATs, realized by OT-Protocol to ensure unlinkability during ownership
transfer. The construction leverages zero-knowledge proof (ZKP) protocols to guarantee
anonymity, unlinkability, and authentication. Building on this foundation, we introduce
Zupply, a decentralized framework for maintaining directed acyclic graphs (DAGs) of au-
thentic data records. Designed on a permissionless, smart contract-enabled blockchain,
Zupply provides a trustless framework that preserves anonymity and unlinkability among
participants while ensuring the integrity and authenticity of data records throughout the
supply chain. Its efficiency is realized by minimizing the number of public inputs to the
ZKPs, and the MHT-Protocol which updates the root of the MHT on the CZ and eliminate
the need for storing the entire tree on-chain.

Compared with previous methods, which overlooked the fact that the underlying
blockchain platform does not preserve the anonymity of transaction issuers (adversary’s
access to OAttr) Zupply incorporates a ZKP-based privacy-preserving mechanism to ensure
both the anonymity of transaction issuers and secure ownership transfer within transac-
tions. Moreover, transactions scale independently of participant count, Zupply requires no
centralized servers or layer-1 changes, and let auditors focus only on relevant records. In
contrast, zkLedger [137] has to involve all entities per transaction, Mesh [8] lacks unlinka-
bility and needs a central server, and DECOUPLES [129] modifies the base blockchain.
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Chapter 7

Zupply Framework Implementation

Declaration of Contributions

This chapter is based on [17] and [18] (©2025 IEEE). I am the sole author of this chapter
under the supervision of Professor Guang Gong.

7.1 Introduction

In the previous two chapters, we introduced the design and security analysis of the Zupply
framework. This chapter focuses on its implementation, detailing the instantiation of core
building blocks, and the implementation of the zero-knowledge proving and verification
algorithms. Specifically, we describe the arithmetic circuits for the NP problems associated
with Auth, Trans, Merge, and Div. These circuits generate R1CS instances in a manner
that enables succinct zero-knowledge proofs (ZKPs) while preserving confidentiality. To
optimize on-chain costs (i.e., smart contract execution) we minimize the public inputs
to these circuits. We provide two implementation variants of Zupply based on its ZKP
algorithms. The first employs Groth16 [95] zkSNARK over BN254 [23] and BLS12-381 [22]
elliptic curves, accommodating different security levels. The second leverages Aurora [35],
a zkSNARK designed for a transparent setup and post-quantum security against quantum-
capable malicious provers.

Zupply is implemented in C++ and Solidity, demonstrating both computational and
cost efficiency. This development validates the framework’s practicality for real-world ap-
plications. While directed acyclic graphs (DAGs) are widely used for maintaining product
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histories in supply chains, Zupply’s utility extends beyond this domain. We show that
Zupply provides a practical, cost-efficient, and privacy-preserving solution for decentral-
ized supply chain management (SCM) systems.

7.2 Zupply Arithmetic Circuits

The Auth, Trans, Merge, and Divide algorithms in the Zupply framework generate ZKPs
to demonstrate knowledge of the pre-image for one or two commitments to anonymous
authentication tokens (AATs) in the Merkle hash tree (MHT), with the root at time τ is
denoted by rtτ . These ZKPs are used in Zupply algorithms to prove ownership of an AAT
for authenticating a data record or to transfer ownership of the AATs. In all cases, the
prover avoids revealing the AAT or its commitment stored in the MHT. Figure 7.1 shows
a schematic view of the arithmetic circuits associated with each of these ZKPs.

These circuits represent the NP problem related to each ZKP and are converted into
R1CS, which are satisfied only when the prover provides consistent inputs to the constraint
system. For example, in a circuit designed to prove knowledge of the pre-image of a leaf in
a Merkle hash tree with root rt, without revealing the specific leaf, the root of the Merkle
hash tree is given as a public input. The private inputs include the corresponding leaf
pre-image and the Merkle proof. These private inputs must align with the root and satisfy
the circuit constraints. As a result, the prover must provide valid private inputs, thereby
demonstrating knowledge of the pre-image of a leaf in the Merkle hash tree. In the Zupply
framework, the root value is determined by the shared MHT, which is maintained within
the framework and serves as a public input to the circuits. The prover must demonstrate
knowledge of the pre-image of a leaf in the fully decentralized MHT. Importantly, this
process does not reveal any information about the AAT or its commitment (the leaf itself).

Each arithmetic circuit in the Zupply framework includes a proof of knowledge for one
or two leaves within the MHT. These circuits are constructed using the arithmetic circuits
for the hash function and the Merkle hash tree. The R1CS generated by the hash function
arithmetic circuit is satisfied if and only if, for a given input value x assigned to the circuit,
the output value y satisfies y = H(x), where H is the hash function. The arithmetic
circuit of the Merkle hash tree implements the Merkle proving algorithm. At each level, a
hash function output is concatenated to either the left or right of its adjacent hash. The
concatenated value is then input to the hash function of the subsequent layer, continuing
until the root is reached. Formally, this chain of hash functions is expressed as:

hi,j+1 = H
(
si,j · (hi,j | pathi,j) + (1− si,j) · (pathi,j | hi,j)

)
,
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(a) Auth circuit

(b) Merge circuit

(c) Trans circuit (d) Div circuit

Figure 7.1: Schematic representation of the arithmetic circuits for ZKPs in the Zupply
framework. The Merkle hash tree has a depth of L, with public inputs highlighted in blue.
Inputs highlighted in orange, along with the intermediate values within the arithmetic
circuits, are private (auxiliary) inputs. The hash function used in the implementation is
SHA-256.
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where at layer j, hi,j is the output from the previous hash in the chain. Let hi,0 denote the i-
th leaf value and hi,L is equal to the root rt. pathi,j represents the adjacent hash at layer j in
the Merkle proof related to index i, and si,j ∈ {0, 1} determines whether hi,j is concatenated
to the left or right of its adjacent hash. The arithmetic circuit responsible for managing
this order selection is called the “Swap” block. The R1CS generated by the arithmetic
circuit of a Merkle hash tree with L layers is satisfied if and only if the leaf h0 exists in
a Merkle hash tree with root rt, and the Merkle proof, comprising {pathi,0, . . . , pathi,L−1}
and {si,0, . . . , si,L−1}, is consistent with both the leaf and the root.

In the following, we delve into the details of each circuit.

7.2.1 Auth Circuit

The Auth circuit, illustrated in Figure 7.1a, generates the ZKP πAuth, which is embedded
in data records to prove that the data creator possesses an AAT within a Merkle hash
tree. The root rtτ serves as a public input to this proof to allow the auditor to verify that
the commitment to the claimed AAT is stored in the MHT with root rtτ . Specifically, the
prover asserts, “she knows a preimage of one of the commitments to an AAT in the MHT
with root rtτ ,” without revealing which commitment. Additionally, the PKsig associated
with the AAT is also provided as a public input. The data creator signs the data record
using the corresponding SKsig, thereby proving that the data has been signed by the token
owner and remains unaltered.

7.2.2 Trans Circuit

The Trans circuit generates the ZKP πTrans, which is submitted to the blockchain platform
when an entity transfers ownership of an AAT during OT-Protocol. Specifically, it obsoletes
an AAT owned by the entity and creates a new AAT that is consistent with the obsoleted
AAT. The circuit used for generating this proof is depicted in Figure 7.1c. In the Trans
circuit, the pre-images of the commitments to both the new and obsoleted AATs are private
inputs. The circuit ensures that the q value, representing the quantity of the product,
remains unchanged. The commitment to the new AAT serves as a public input to the
circuit, which will be added to the MHT. Additionally, the end of life (eol) value of the
obsoleted AAT is a public input to the circuit and is published on the blockchain platform.
This ensures that an entity cannot reuse an AAT included in the MHT but transferred
before. In this proof, the prover asserts: “She knows an AAT in the MHT with root rtτ ,
where the end-of-life value of the claimed token is eol, and she has created a new AAT
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with a commitment cm, such that the quantity in the new token matches the quantity in
the originally claimed token.”

7.2.3 Merge Circuit

The Merge circuit is similar to the Trans circuit, but it merges two existing commitments
to two known AATs in MHT with root rt. Hence, this circuit generates the ZKP πMerge

which proves the knowledge of two AATs, where their corresponding eols are public inputs
to this circuit, allowing the verification algorithm to check whether those AATs have been
transferred before. This circuit also guarantees that the quantity of the product in the
new commitment is equivalent to the sum of the product quantities in the two preceding
AATs. The new commitment to the new AAT is a public input to this circuit.

7.2.4 Div Circuit

The Div circuit is the opposite of the Merge circuit. It generates the ZKP πDiv, which proves
that a known existing AAT in MHT with root rt divides into two new AATs. The eol
of the divided token and the commitments to the two new AATs are public inputs to this
circuit. This circuit ensures consistency in the product quantity before and after division,
so that the sum of the q values in the new tokens equals the q value in the original AAT.

7.3 Cryptographic Primitives and Parameters

In this section, we present the instantiation of each building block of the Zupply framework,
considering a 128-bit security level.

7.3.1 Blockchain platform

Ethereum provides the highest level of security among all ethereum virtual machine (EVM)
compatible blockchains, such as Arbitrum and Avalanche [139, 108, 152]. Therefore, we
have selected Ethereum as the blockchain platform upon which Zupply is built. If Zupply
remains practical with respect to the costs incurred when calling the smart contract CZ ,
then its feasibility extends to other EVM-compatible blockchains as well. To realize the
proof-of-inclusion (LPI

τ (rt)), Ethereum employes Merkle Patricia tree (trie) [75, 54] and
provides eth_getProof API which is elaborated in EIP-1186 [106].

130



7.3.2 Decentralized Cloud Storage (DCS)

Zupply utilizes the InterPlanetary File System (IPFS) network [38] for file storage, offering
flexibility in data management based on the preferences of the supply chain entities. For
instance, entities can opt to share their data records directly from their computers via a
Tor hidden service [125] to obscure their IP address, or they can entrust storage to major
stakeholders within the suppl y chain. These stakeholders then anonymously publish the
data records to the IPFS network, ensuring availability. Furthermore, Zupply guarantees
the authenticity and integrity of data records, which are independently verified by auditors,
thus eliminating reliance on DCS for this verification.

7.3.3 Collision-resistance Hash Function

The collision resistance hash function H is a 512-bit input to a 256-bit output mapping;
namely, H : {0, 1}512 → {0, 1}256. It can be implemented by either SHA-256 or SHA3-256.
For SHA-256, it has 512 bit input and 256 output, so there is no padding bits needed. For
SHA3-256, the input size is 1088 bits and outputs 256 bits. So, in this case, padding is
needed. In our implementation, we selected SHA-256 for its simplicity and wide adoption.

7.3.4 Statistically-hiding Commitment

We instantiate the commitment scheme COMM via H. Such that cm := COMMρ(T̃ ) =
H(q||PKsig||[ρ]192) Where, q ∈ {0, 1}64, PKsig ∈ {0, 1}256, and ρ ∈ {0, 1}512. Moreover,
[ρ]192 denotes that the 512-bit ρ is truncated to 224 bits by dropping most significant bits.
Both PKsig and ρ can serve as randomness for the commitment.

7.3.5 Merkle Hash Tree

MHT is constructed based on the collision resistance hash function H (i.e., SHA-256). Let
the number of layers L be equal to 20, then MHT has 220 − 1 nodes, and each node has
256 bits. Consequently, the tree requires 32 MB of storage. Recall that the tree is stored
off-chain on entities’ Z-Node software, and only the root rt is maintained on the smart
contract CZ .

131



7.3.6 Strongly-unforgeable Digital Signature

The signature scheme algorithm Sig used in the framework is Elliptic Curve Schnorr sig-
natures (EC-Schnorr) [159] over the elliptic curve secp256k1 [162] where the size of both
PKsig and SKsig are 256 bits and signature has 512 bits. The algorithm uses SHA-256
as the hash function required for the signatures. This algorithm satisfies the SUF-CMA
security property.

7.3.7 Symmetric-key Encryption

For SymEnc, we use 128-bit advanced encryption standard (AES-128) algorithm in cipher
block chaining (CBC) mode which satisfies IND-CPA security property [153, 161].

7.4 zkSNARK Instantiations

The choice of zkSNARK protocol in the Zupply framework enables a trade-off between
computational efficiency and enhanced security properties, such as post-quantum security
and a transparent setup.

7.4.1 Groth16

In the first implementation variant of the Zupply framework, we employ Groth16 [95],
a zkSNARK known for generating succinct proofs and enabling fast verification. This
protocol is a pairing-based zkSNARK for R1CS. The scheme requires a trusted setup phase
that can be done via a secure multi-party computation (SMPC) [33, 140]. We evaluate
the implementation using two elliptic curves: BN254 [23], offering the fastest algorithms
and the smallest proof sizes and approximately 100-bit security [20], and BLS12-381 [22],
designed for 128-bit security.

By using the Groth16 zkSNARK in the Zupply framework, the verification keys (vk
x
),

stored in CZ , remain small when the number of public inputs (x
x
) is minimal. Additionally,

the verification algorithm (Verify) of Groth16 is less complex compared to other zkSNARKs.
Due to the high cost of on-chain storage, this efficiency makes Groth16 particularly suitable
for public blockchains where execution and storage costs are high. In Groth16, the proof
size remains constant regardless of the number of constraints in the associated R1CS. The
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proof is denoted as π ∈ G2
1 ×G2, where G1 consists of points on the elliptic curve, and G2

comprises points on a twist of the curve.

The size of the verification key vk depends on the number of public inputs in each
R1CS instance within the Zupply framework. The public input of the instances in the
Zupply framework are denoted as xAuth, xTrans, xMerge, and xDiv. Let |x

x
| represent the

number of public inputs for an instance x. As described in [95], vk consists of |x
x
| + 2

elements in G1 and three elements in G2. It may also include a precomputed element in
GT via the bilinear pairing e : G1 × G2 → GT applied to two specific elements in vk,
since the verification process requires only their pairing, not those elements themselves.
Consequently, one element from each of G1 and G2 can be omitted from vk and replaced
by an element in GT .

In the Zupply framework, every public input is represented as either a 256-bit hash or
a 256-bit public key. However, like other scalar elements in R1CS instances, these inputs
must belong to the scalar prime field of the underlying elliptic curve. Since the scalar
numbers in BN254 and BLS12-381 have bit-lengths of 254 and 255 bits, respectively, each
256-bit value is split into two 128-bit public inputs to minimize the public input size. In
contrast, the original implementation of the SHA-256 arithmetic circuit in [32] treats each
256-bit hash as 256 distinct public inputs, significantly increasing the size of the verification
keys. Based on our construction, the number of public inputs represented as n(x

x
) in Table

7.1 are double the count of public inputs as per the arithmetic circuits presented in Section
7.2. Moreover, the size of the proving key pk is determined by the number of constraints
in each instance and the proving keys in the Zupply framework are stored off-chain on
the devices of entities. The number of constraints is determined by the size of the circuit
implementing NP statements in Section 6.2.5.

Over BN254 Curve

We initially implement the Groth16 zkSNARK over the BN254 curve. The curve was
generally assumed to offer around 128 bits of security [23]; however, research by Kim et
al. [115] suggests that its actual security level might be lower. In Groth16, the proof size
is constant, denoted as π ∈ G2

1 × G2, where G1 consists of points on the BN254 elliptic
curve, and G2 comprises points on a twist of the BN254. Consequently, the proof size is
128 bytes, regardless of the size of the number of constraints in the R1CS related to the
proof. Since Ethereum only provides pre-compiled contracts for the BN254 curve [55, 74],
we selected this pairing-friendly curve for the on-chain Groth16 verification algorithms
implementation.
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Table 7.1: Comparison of verification and proving key sizes of Groth16 zkSNARK for NP
statements in the Zupply framework for L = 20. ν = n(x

x
) is the number of public inputs,

N is the number of constraints, |vk
x
| is the size of the verification key in Bytes, and |pk

x
|

is the size of the proving key in MegaBytes.

x ν N
|vk

x
| (B) |pk

x
| (MB)

BN254 BLS12-381 BN254 BLS12-381

Complexity - O(L) O(ν) O(N)
Auth 4 588,248 768 1,152 182.5 456.3
Trans 6 642,876 896 1,344 200 246.75
Merge 8 1,258,337 1,024 1,536 393.8 447.93
Div 8 670,091 1,024 1,536 210 262.5

Over BLS12-381 Curve

To strengthen the security of our framework, we replace the BN254 curve with BLS12-
381, which offers 128-bit security. However, as of the time of writing, Ethereum does not
provide precompiled support for operations over this curve [177]. Consequently, we did not
implement our smart contract CZ using BLS12-381, leaving this for future work. Adopting
this curve increases the proof size to 192 bytes regardless of the size of the number of
constraints in R1CS. Table 7.1 compares the verification and proving key sizes for each
instance in Zupply using both the BN254 and BLS12-381 curves.

7.4.2 Aurora

In the first implementation variant of the Zupply framework, we employ Aurora [35]. It
is a zkSNARK protocol that offers transparent-setup, which eliminates the necessity for a
trusted parties in the setup phase. Aurora is built upon particularly the Interactive Oracle
Proofs (IOPs) [36] for R1CS obtained by the Fast Reed-Solomon Interactive Oracle Proof
of Proximity (FRI) protocol for low degree testing [26]. Aurora notably avoids dependence
on hard mathematical problems such as discrete logarithms or integer factorization, which
makes Aurora plausibly post-quantum secure. Aurora relies on minimal assumptions as
it requires only a collision-resistant hash function. This makes it a suitable choice for
transitioning the Zupply framework toward enhanced post-quantum security.

Since the R1CS constraints generated for the Zupply framework in the previous im-
plementation have their elements in the scalar field associated with the chosen elliptic
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curve, we used the Aurora implementation over the same finite fields and on multiplicative
groups. But, Aurora can also be used over binary extension fields and additive groups,
which can make its computations faster due to simpler arithmetic operations and reduced
computational overhead. We chose the former configuration for compatibility with the first
implementation.

7.5 Software Implementation

In this section, we provide a detailed overview of the C++ software implementation1 for
each variant discussed above. Additionally, we introduce a baseline model for comparison,
which does not incorporate privacy preservation.

7.5.1 Baseline Model

To assess the cost overhead introduced by privacy preservation using ZKPs in the Zup-
ply framework for a supply chain management (SCM) application, we propose a non-
privacy-preserving baseline model that maintains the same functionality; specifically, (non-
anonymous) authentication tokens for off-chain data uploading. In the baseline model’s
smart contract, a token owned by an entity ei holds ei’s address (BPAddrei) and is only
transferable by ei. Furthermore, each token holds a quantity, enabling the merging and
dividing of tokens. The token owner ei can use the private key corresponding to BPAddrei
to sign off-chain data records, as explained in ERC-4361 [58], or transfer the token.

7.5.2 Groth16 Based Implementation

For the Groth16 zkSNARK instantiation, we employed libsnark [32], a C++ library devel-
oped by SCIPR lab [1], which offers implementations of the Groth16 zkSNARK scheme
for provers and verifiers. This library was instrumental in generating R1CS constraints
for NP problems within our framework, achieved by implementing them as arithmetic cir-
cuits. Additionally, to integrate the Groth16 verification algorithm into CZ , we utilized the
ZoKrates [73] toolbox. As previously discussed, we only provide the Zupply smart contract
implementation using Groth16 over BN254.

1The implementation is available at https://github.com/mtbadakhshan/zupply-zkp
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Table 7.2 presents the costs associated with executing transactions in both the Zupply
framework and the baseline model on the Ethereum blockchain. At the time of deploying
CZ , some one-time costs should be paid as it uploads the code, a 256-bit rt, and all
verification keys except vkAuth to blockchain. vk sizes are listed in Table 7.1. Transactions
txTrans, txMerge, and txDiv execute VerifyTX on CZ and contain a 256 bytes π, one or two
20 × 256 bits path (for L = 20), new 256-bit rts, 256-bit cms, and 256-bit eols. While
the deployment cost is a one-time expense, entities incur transaction fees each time they
transfer products to the next entity.

We also implemented the zero-knowledge proving and verification algorithms of the
Zupply framework using Groth16 over the BLS12-381 curve. Consequently, the elements
in the R1CS constraint system are in the scalar prime field associated with the BLS12-381
curve.

7.5.3 Aurora Based Implementation

The implementation of the Aurora zkSNARK is provided in libiop [34], which utilizes the
libff [37] library for finite field arithmetic. Similarly, libsnark employs an older version of
libff for operations involving both finite fields and elliptic curves. To enable the simul-
taneous execution of prover and verifier algorithms in both zkSNARKs (i.e., Aurora and
Groth16) for the R1CS constraint systems generated by the arithmetic circuits, we updated
several lines of code in the libsnark library to ensure compatibility with the newer version
of the libff library2.

The current implementation of the Aurora zkSNARK in libiop [34] requires that the
number of constraints in the R1CS be a power of two, and that the number of variables
and public inputs be one less than a power of two. To meet these requirements, constraints
and variables are padded with zeros as necessary. Since the prover time, proof size, and
verifier time in the Aurora zkSNARK asymptotically depend on the number of constraints,
the computational complexity and proof size for any arithmetic circuit encoded into R1CS
effectively correspond to those of an R1CS with a number of constraints equal to the next
power of two.

2The new version of the libsnark library is available at: https://github.com/mtbadakhshan/libsnark
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Table 7.2: Comparison of the transaction costs for the baseline model and the CZ smart
contract based on Groth16 over BN254 curve and L = 20. The costs are in Gas and USD,
based on ETH’s value of USD 2,030.01 and gas price of 32 Gwei at the time of writing.

Zupply Baseline model
Transaction Gas USD Gas USD

Deployment 3,088,611 $200.63 902,355 $58.62
txInit 133,415 $8.67 96,166 $6.25
txTrans 448,013 $29.10 29,649 $1.93
txMerge 455,534 $29.59 92,382 $6.00
txDiv 518,701 $33.69 168,740 $10.96

7.6 Benchmark

The benchmarks were conducted on a system featuring an Intel® Core™ i7-4790 CPU at
3.60 GHz, using 4 physical cores and 8 threads. The system was equipped with 32 GB of
DDR3–1333 RAM and ran Ubuntu 20.04 LTS. The CPU governor was set to Performance
to ensure the CPU operated at its maximum clock speed throughout testing, thus mini-
mizing fluctuations caused by power-saving mechanisms. We used the Google Benchmark
library [93] to measure the average execution time for each MHT depth L and prover and
verifier algorithms for each circuit.

We executed the prover and verifier algorithms in Aurora and Groth16 for each circuit
in the Zupply framework, using varying numbers of layers in the MHT. Figure 7.2 shows
the number of constraints generated for each circuit. As previously noted, the Aurora
zkSNARK implementation in libiop [34] requires the number of constraints to be padded
to the next power of two. Consequently, as shown in the figure, the number of constraints
for each L in each circuit is increased to the next power of two. This padding introduces
significant computational overhead for the prover and verifier algorithms and leads to an
increase in proof size.

For each L in each circuit, the computation times of the prover algorithms were aver-
aged over multiple executions using different sets of inputs (i.e., public inputs and auxiliary
inputs) to generate proofs. These inputs were randomly generated through separate func-
tions simulating the circuit, ensuring consistency with the R1CS of each circuit. Similarly,
the computation times of the verifier algorithms were averaged over executions using dif-
ferent valid proofs generated by the prover algorithm given the aforementioned randomly
generated inputs. The experiments for the prover and verifier algorithms in Groth16 were
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Figure 7.2: The number of constraints in the R1CS instances generated by arithmetic
circuits in the Zupply framework for both Aurora [35] and Groth16 [95] zkSNARKs, as the
Merkle hash tree depth L varies from 10 to 25.

conducted using both BN254 and BLS12-381 curves to evaluate the computational over-
head introduced by the BLS12-381 curve, which achieves 128 bits of security at the cost
of increased execution time for the algorithms. Likewise, the experiments for the prover
and verifier algorithms in Aurora were executed over the scalar prime fields associated
with the BN254 and BLS12-381 curves, with sizes of 254 and 255 bits, respectively. Fig-
ure 7.3 shows the execution times of the prover and verifier algorithms for both Groth16
and Aurora zkSNARKs.

Figure 7.4 illustrates the proof sizes for Aurora. The results are provided for each
circuit in the Zupply framework, with the number of MHT layers ranging from 10 to 25.
Note that the proof size for Groth16 is independent of the circuit; it is 128 bytes for the
BN254 curve and 192 bytes for the BLS12-381 curve. As discussed in Section 7.5.3, the
Aurora implementation in Libiop [34] increases the prover and verifier computation times
and proof sizes to match those of a circuit where the number of constraints, public inputs,
and variables are equal to the smallest power of two that exceeds the actual values in the
circuit.
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7.7 Performance Analysis

Figure 7.3 demonstrates that operating over BLS12-381 significantly increases the execu-
tion times of Groth16 algorithms. This disparity arises because Groth16 algorithms rely
heavily on bilinear pairings over elliptic curves. Pairing operations on the BLS12-381 curve
are more computationally intensive than those on BN254, primarily due to BLS12-381’s
larger base field size of 381 bits compared to BN254’s 254 bits. However, the scalar field
sizes of the two curves are nearly identical, with BN254 and BLS12-381 having scalar fields
of 254 and 255 bits, respectively.

The results clearly show that adopting Aurora into the Zupply framework adds a sig-
nificant overhead to the runtime of the algorithms. This illustrates the importance of both
theoretical and implementation optimizations for current post-quantum transparent setup
zkSNARKs and the arithmetic circuits of Zupply. Aurora and many other post-quantum
transparent setup zkSNARKs, such as STARK [27] and Fractal [66], heavily rely on the
fast Fourier transform (FFT). Although there has been a great deal of research aimed at
optimizing these algorithms, using special basis elements (e.g., the Cantor special basis) to
construct evaluation domains in these zkSNARKs can still significantly reduce the runtime
of additive FFT algorithms. On the other hand, the arithmetic circuits can be optimized by
replacing the standard cryptographic hash function we used (i.e., SHA-256) with algebraic
hash functions such as Poseidon [94], which require fewer R1CS constraints.

Entities handling product histories must store all proving keys (pk
x
, see Table 7.1) and
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a MHT of 32 MB for L = 20. This requires significant storage due to numerous constraints,
but it is manageable even on smartphones. In contrast, auditors, like final customers, only
need to store vkAuth (less than 1 KB) and audit only the relevant records.

7.8 Evaluation

Zupply employs off-chain data storage while anonymously authenticating the data, which is
a significant advantage considering the high costs associated with on-chain storage3. None
of the studied related works could provide anonymous authenticated off-chain storage. On-
chain storage forces all full nodes in the blockchain platform to maintain a replication of
each data record, which is why it is very expensive.

Moreover, the separation of storage and blockchain enhances anonymity, even when an
adversary’s access to OAttr, is assumed. In other words, Zupply employs a more restrictive
adversary model in which the underlying blockchain platform (e.g., Ethereum) does not
preserve the anonymity of the transaction issuer. Then, if a data record is uploaded to the
blockchain platform, the identity of the data uploader will be linked to the data record.
However, this adversary’s assumption is not considered in any of the previous works. For
example, Mesh [8] and zkLedger [137], which are deployed over public blockchains, are
prone to this attack.

To achieve unlinkability among entities involved in a token transfer, we proposed an
anonymous authentication token ownership transfer algorithm (AATOT), presented in Sec-
tion 6.3.2. zkLedger requires involving the entire set of entities (including non-participating
ones) in each transaction, which has a negative impact on its scalability. zkLedger commits
to a value of zero for non-participating entities to obscure the link between the entities in-
volved in the transaction. This increases the size of transactions in zkLedger by increasing
the number of participants. In contrast, the size of transactions in Zupply is independent
of the number of entities. Mesh requires the first entity in a supply chain to send a list of
the accounts of the involved entities in the supply chain to a smart contract, while the list
is sorted by the order in which the products are going to be owned. Therefore, it cannot
provide unlinkability. Moreover, since adding a new entity to the supply chain list in the
Mesh framework requires a new setup, Mesh cannot provide good scalability.

DECOUPLES [129] proposes a layer-1 blockchain where multilayered linkable sponta-
neous anonymous group (MSLAG) ring signatures and stealth addresses are used to provide

3For example, storing a 1 MB data record on the Ethereum blockchain currently costs over USD 38,000
based on ETH’s value at the time of writing.
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Table 7.3: Comparison of security properties and costs among Zupply, related works, and
baseline model. , , and indicate that the framework satisfies, partially satisfies, and
does not satisfy a security property, respectively. , , and indicate that the framework
has high, medium, and low cost, respectively.
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Mesh [8] N/A N/A N/A
DECOUPLES [129] N/A N/A

zkLedger [137] N/A
Zupply

Baseline model N/A
∗Anonymous Authentication Token Ownership Transfer

full anonymity and unlinkability. However, DECOUPLES is not fully decentralized (trust-
less) because it requires the mass adoption of the protocol among a large number of miners.
However, Zupply does not require any changes to the layer-1 blockchain platform and is
fully applicable to existing public blockchains. This enables it to facilitate the complete
decentralization of current public blockchains. Additionally, although Mesh also operates
over decentralized public blockchains, it requires a centralized Mesh server, which makes
the protocol not fully trustless.

In Zupply, entities who are actively involved in a supply chain (i.e., those who may
possess a product and upload product histories ) should retain all proving keys (i.e., pk

x
)

in their local storage, with sizes as reported in Table 7.1. Additionally, they must maintain
MHT, which occupies 32 MB if it contains 20 layers. Accordingly, entities in Zupply need
extensive storage due to the R1CS relations related to the NP statements of Zupply, which
have a large number of constraints. However, providing the required storage is feasible
even on smartphones. In contrast, entities auditing the history of data records, such as
final customers, only need to maintain vkAuth, less than a kilobyte in size, and audit data
records relevant to their product. However, within the zkLedger framework, a customer
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(likely acting as an offline auditor) must verify all transactions, both related and unrelated
to the product, to be able to audit the product history. A transaction in zkLedger is
analogous to a data record in the Zupply ecosystem. Finally, Table 7.3 summarizes the
comparison between the frameworks studied in this research.

7.9 Summary

In summary, this chapter presented the designs of four arithmetic circuits, Auth, Trans,
Merge, and Div, employed in the Zupply framework. It also introduced two implementations
of this framework and compared their performance. The first implementation utilizes
Groth16 [95] over two elliptic curves, the BN254 curve [23] that is computationally efficient
but limited to a security level of 100 bits [20] and the BLS12-381 curve [22] that achieves
a 128-bit security level, as recommended by NIST even for post-2030 applications in the
absence of quantum computers [21]. Figure 7.3 shows the computational overhead enforced
by using the BLS12-381 curve. The reported costs in Table 7.2 underscore the practicality
of the Zupply framework using Groth16 over BN254.

Our framework extends beyond Groth16, accommodating other zkSNARK instantia-
tions. Notably, Aurora [35] is transparent setup and offers potential post-quantum security.
The second implementation replaced the Groth16 zkSNARK protocol with Aurora, which
not only is secure against quantum-enabled malicious provers attempting to forge invalid
proofs but also enables the framework to operate without a trusted setup, whether at ini-
tialization or during updates. Updates may include increasing the number of MHT layers
or modifying the structure of anonymous authentication tokens. Figures 7.3 compares the
computation times of the prover and verifier algorithms of Groth16 and Aurora, given the
arithmetic circuits, and Figure 7.4 shows shows the proof sizes in Aurora. As the results
indicate, the Aurora zkSNARK introduces a significant overhead in the runtime of the
algorithms within the Zupply framework. This highlights the importance of optimizing
algorithms for post-quantum secure zkSNARKs, such as Aurora. Therefore, the next two
chapters focus on accelerating post-quantum secure zkSNARKs.
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Chapter 8

Conclusions and Future Works

8.1 Concluding Remarks

This thesis conducted a comprehensive study on optimizing and enhancing the performance
of post-quantum secure zero-knowledge succinct non-interactive arguments of knowledge
(zkSNARKs). As zkSNARKs play an increasingly vital role in privacy-preserving appli-
cations, blockchain scalability, and cryptographic proofs of data integrity, improving their
efficiency is paramount. A central focus was placed on additive Fast Fourier Transform
(FFT) algorithms, which are foundational to post-quantum secure zkSNARK construc-
tions. The thesis also introduced Zupply, a proof-of-concept framework that demonstrates
the practical use of zkSNARK protocols for building privacy-preserving, decentralized ap-
plications on public blockchain platforms.

Chapters 1, 2, and 3 provided the introduction and background necessary to understand
zero-knowledge proofs (ZKPs), zkSNARKs, and explored the design of additive FFT algo-
rithms. Chapter 3 also reviews existing challenges and current solutions in supply chain
management (SCM) systems. It highlighted the critical need for a privacy-preserving
framework to support SCM systems deployed over permissionless blockchains.

Chapter 4 demonstrated the effectiveness of leveraging the Cantor special basis [56] to
enable the use of the Cantor additive FFT algorithm in post-quantum secure zkSNARKs,
with a particular focus on the Aurora protocol [35]. The implementation showed that re-
placing the Gao-Mateer FFT [83] with the Cantor FFT resulted in a substantial reduction
in computation time. In addition, this chapter presented a detailed theoretical analysis of
the Cantor FFT’s computational cost, including exact counts of additions and multiplica-
tions. It also evaluated the FFT call complexity arising during the encoding of the rank 1
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constraint system (R1CS) in Aurora, with respect to the number of constraints, variables,
and the chosen security parameter. Additionally, this chapter introduced optimized build-
ing blocks for the Cantor FFT implementation and proposed precomputation techniques
that reduced overhead in both the Cantor and Gao-Mateer FFT algorithms when the basis
of the affine subspaces was predetermined.

Chapter 5 presented an instantiation of the fast Reed-Solomon interactive oracle proofs
of proximity (FRI) protocol [26] that eliminated field inversion operations in both the Com-
mit and Query phases, contributing to improved efficiency. It also introduced a tailored
instantiation of the GKR circuit designed to minimize the number of gates, with the goal
of reducing communication overhead as well as the computational complexities of both the
verifier and the prover.

Chapter 6 presented the Zupply framework, which offers an anonymous, unlinkable,
trustless, fully decentralized, and efficient solution for managing off-chain, directed acyclic
graph (DAG) structured data in supply chains. The framework introduced an anonymous
authentication token (AAT) scheme, including the AAT ownership transfer (AATOT) pro-
tocol, realized through the OT-Protocol, to ensure unlinkability during ownership transfers.
Its efficiency is achieved via the MHT-Protocol, which updates the Merkle hash tree (MHT)
root on the contract CZ , eliminating the need to store the entire tree on-chain. By sup-
porting off-chain data storage with anonymous authentication, the framework addresses
the high cost of on-chain storage1. This flexibility enables customizable storage strategies
while preserving user anonymity.

Chapter 7 presented the implementation of the Zupply framework. The framework was
implemented in C++ and Solidity, initially using the Groth16 zkSNARK [95] over the BN254
curve [23]. This implementation demonstrated efficiency despite the high gas costs on
Ethereum, although its security level is limited to approximately 100 bits [20]. To improve
security, the BLS12-381 curve [22] was also used, offering 128-bit security. Furthermore,
replacing the Groth16 zkSNARK with Aurora [35] enhanced the framework by providing
plausible post-quantum security against quantum-enabled malicious provers attempting to
forge invalid proofs. It also enabled the system to operate without requiring a trusted setup,
either at initialization or during future updates. Such updates may include increasing the
number of MHT layers or modifying the structure of AATs.

1For example, storing 1 MB of data on Ethereum exceeds USD 38,000 at current ETH prices.
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8.2 Future Works

Looking ahead, several promising research directions emerge. Building on the results and
optimizations presented in Chapter 4, several promising directions for future research can
be explored. One such direction is to investigate the LCH additive FFT [122], including
its basis conversion in conjunction with the Cantor special basis, and explore optimiza-
tions for other components of Aurora, such as the FRI protocol [26]. Another avenue
could involve applying tower field constructions, or using FFT algorithms to accelerate
field multiplications, where the CLMUL instruction is not available on CPUs. Moreover,
extending the additive FFT optimizations to support parallelism on hardware accelerators
(e.g., GPUs and FPGAs) could further boost performance. Additionally, the proposed
optimizations may also be applied to other post-quantum secure zkSNARKs operating
over binary extension fields, such as Fractal [66], STARK [27], Ligero [9], etc. In addition,
integrating the proposed optimizations into emerging zkEVMs and rollup architectures,
such as [163, 147, 188] will be key to scaling computation in future decentralized applica-
tions. Also, this can be used in post-quantum secure digital signature algorithms such as
Preon [62].

In future work, a full implementation of the Polaris zkSNARK, accompanied by com-
prehensive performance benchmarks and an evaluation of the expected improvements, will
be presented as part of the complete realization of the Polaris protocol. Future work can
investigate alternative Reed–Solomon (RS) proximity testings that have less query com-
plexity, such as STIR [12], or faster verification algorithm, such as WHIR [13].

The Zupply framework presented in Chapters 6 and 7, enabled the maintenance of
authenticated DAG-structured data, with a focus on supply chain management (SCMs).
However, DAGs are widely used in various domains where representing data flow, depen-
dencies, and sequential relationships is essential. The DAG structure facilitates mapping
the progression between different stages while preserving their ordering and interdepen-
dencies. A notable example is version control systems (VCSs), such as Git [86] and Mer-
curial [133], which leverage DAGs to represent the evolution history of a project through
its commits. Extending the Zupply framework to support such applications remains a
promising direction for future work.

Moreover, the arithmetic circuits used in the Zupply framework can be optimized by
replacing the standard cryptographic hash function we used (i.e., SHA-256) with algebraic
hash functions such as Poseidon [94], which require fewer R1CS constraints. Moreover,
the arithmetic circuits can be instantiated over smaller fields while running the zkSNARK
algorithms over larger fields by leveraging the methods proposed in [70] and [92].
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Future work can also explore alternative decentralized cloud storage (DCS) platforms,
such as PriCloud [116], which provides enhanced user privacy and stronger unlinkability
between users and their stored files. However, it is important to consider that different
DCS platforms may adopt varying standards for content addressing. Additionally, the
IPFS protocol [38] does not inherently guarantee data availability or persistence unless
nodes are explicitly pinned and maintained. Therefore, investigating DCS alternatives that
offer more robust and persistent storage solutions presents another promising direction for
future research.
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Appendix A

An Example of Converting a Boolean
Circuit to R1CS

In this appendix we adopt an example from [92] which shows the computation of rank-1
constraint system (R1CS) instance from encoding a Boolean circuit depicted in Figure A.1.
To encode the circuit to an R1CS instance, we are going to find A,B,C ∈ Fd1×(d2+1)

2 matri-
ces for the circuit, where d1 = 3 denotes the number of AND gates (number of constraints)
and d2 = 7 denotes the number of variables. We have three AND gates, denoted as gatei.
Let vector z⃗⊺ = (z0, z1, . . . , z7) where z0 = 1 represents inputs and wire values, Table A.1
shows left and right inputs and output of each gate.

Table A.1: Left and right inputs, along with the output of each gate. XOR gates are merged
into AND gates.

gatei gl gr go

1 z1 ∧ z2 ⊕ z5 = 0
2 z2 ∧ z3 ⊕ z6 = 0
3 (z5 ⊕ z6) ∧ (z3 ⊕ z4) ⊕ z7 = 0

Accordingly, we can make A,B,C matrices:

A =

0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 0 0 1 1 0

 , B =

0 0 1 0 0 0 0 0
0 0 0 1 0 0 0 0
0 0 0 1 1 0 0 0

 , C =

0 0 0 0 0 1 0 0
0 0 0 0 0 0 1 0
0 0 0 0 0 0 0 1


(A.1)
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✕ ✕ +

+

✕

x0 x1 x2 x3

z1 z2
z3 z4

z5 z6

z7

mult-gate 1 mult-gate 2

mult-gate 3

Input

Figure A.1: An example of a Boolean circuit in which mult-gates are AND gates.

Consequently, setting (z1, z2, z3, z4) = (1, 1, 0, 1) (inputs) results the remaining
(z5, z6, z7) = (1, 0, 1) which are internal wires or the output. Hence, z⃗⊺ =
(1, 1, 1, 0, 1, 1, 0, 1). The computed z⃗ satisfies (A · z⃗) ◦ (B · z⃗)− (C · z⃗) = 0.
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Appendix B

Multiplication of Elements in Binary
Extension Field F2256

In this appendix we provide the approach existed in [37] for multiplying two elements in
a, b ∈ F2256 . Let

F2256 := F2[x]/(x
256 + x10 + x5 + x2 + 1) (B.1)

define the field, where p(x) := x256 + x10 + x5 + x2 + 1 denotes a primitive irreducible
polynomial over F2. Accordingly,

a(x) · b(x) mod p(x)

denotes the multiplication of a and b in the field F2256 as defined above, where a(x) and
b(x) are the polynomial representations of a and b, respectively, as described below.

Partitioning Let a, b ∈ F2256 be represented as binary polynomials of degree < 256

a(x) := a0 + a1x+ a2x
2 + a3x

3 + · · ·+ a255x
255 ∈ F2[x],

b(x) := b0 + b1x+ b2x
2 + b3x

3 + · · ·+ b255x
255 ∈ F2[x],

such that their polynomial product c(x) = a(x) · b(x) is represented as

c(x) := c0 + c1x+ c2x
2 + c3x

3 + · · ·+ c510x
510 ∈ F2[x].

Given a multiplication function M : {0, 1}64 × {0, 1}64 → {0, 1}128 that multiplies two
64-bit binary numbers and is instantiated by the CLMUL instruction on many x86 architec-
ture CPUs [97], the Karatsuba multiplication algorithm [109] is applied to compute the
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product of a(x) and b(x). To do so, each polynomial is partitioed into four 64-bit limbs
a′i(x), b

′
i(x) ∈ {0, 1}64 for i = 0, 1, 2, 3 defined as

a′0(x) := a0 + · · ·+ a63x
63, a′1(x) := a64 + · · ·+ a127x

127,

a′2(x) := a128 + · · ·+ a191x
191, a′3(x) := a192 + · · ·+ a255x

255,

b′0(x) := b0 + · · ·+ b63x
63, b′1(x) := b64 + · · ·+ b127x

127,

b′2(x) := b128 + · · ·+ b191x
191, b′3(x) := b192 + · · ·+ b255x

255.

Accordingly, a and b will be represented in terms of X = x64 as

a(X) = a′0 + a′1X + a′2X
2 + a′3X

3,

b(X) = b′0 + b′1X + b′2X
2 + b′3X

3.

Accordingly, c will be

c(X) := c′0 + c′1X + c′2X
2 + · · ·+ c′6X

6, (B.2)

where c′i ∈ {0, 1}128 for i = 0, . . . , 6 are overlapping 128-bit limbs in c(X).

Polynomial Multiplication Algorithm Now, we present the multiplication algorithm
used in [34]. Given the function M previously defined, let t and u, v intermediate auxiliary
128-bit binary variables have the following values:

t :=M(a′1, b
′
1),

u :=M(a′2, b
′
2),

v := t⊕128 u,

where ⊕128 : {0, 1}128×{0, 1}128 → {0, 1}128 denotes the 128-bit XOR opreator. Moreover,
the following values are 64-bit itermediate auxiliary variables:

w0 := a′0 ⊕64 a′1, y′0 := b0 ⊕64 b′1,

w1 := a′0 ⊕64 a′2, y1 := b′0 ⊕64 b′2,

w2 := a′2 ⊕64 a′3, y2 := b′2 ⊕64 b′3,

w3 := a′1 ⊕64 a′3, y3 := b′1 ⊕64 b′3,

w4 := w0 ⊕64 w2, y4 := y0 ⊕64 y4,
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where ⊕64 : {0, 1}64 × {0, 1}64 → {0, 1}64 denotes the 64-bit XOR opreator. Using these,
the valuse of c′is are computed as follows:

c′0 :=M(a0, b0),

c′6 :=M(a3, b3),

c′1 :=M(w0, y0)⊕128 c′0 ⊕128 t,

c′2 :=M(w1, y1)⊕128 c′0 ⊕128 v,

c′5 :=M(w2, y2)⊕128 c′6 ⊕128 u,

c′4 :=M(w3, y3)⊕128 c′6 ⊕128 v,

c′3 :=M(w4, y4)⊕128 c′0 ⊕128 c′1 ⊕128 c′2 ⊕128 c′4 ⊕128 c′5 ⊕128 c′6.

Now, the overlapping cis in (B.2) are merged to represent c(X) as non-overlaping four
128-bit limbs c′′i ∈ {0, 1}128 for i = 0, . . . , 3, such that

c(Y ) := c′′0 + c′′1Y + c′′2Y
2 + c′′3Y

3, (B.3)

where Y = x128 and each c′′i is computed as follows:

c′′0 := c′0 ⊕128 (c′1 ≪ 64),

c′′1 := c′2 ⊕128 (c′1 ≫ 64)⊕128 (c′3 ≪ 64),

c′′2 := c′4 ⊕128 (c′3 ≫ 64)⊕128 (c′5 ≪ 64),

c′′3 := c′6 ⊕128 (c′5 ≫ 64),

where ≪ 64 shifts the bits to the left by 64 positions, discarding the bits shifted out from
the most significant end and inserting zeros into the least significant positions. Similarly,
≫ 64 shifts the bits to the right by 64 positions, discarding the bits shifted out from the
least significant end and inserting zeros into the most significant positions.

Reduction In this step, the polynomial in (B.3) is reduced modulo p(x). Then the final
result lies in F2256 , and is denoted as

d(x) := a(x) · b(x) mod p(x),

where d(x) = d0 + d1x+ · · ·+ d255x
255 is the polynomial representation of d ∈ F2256 , which

can alternatively be expressed using four 64-bit limbs as

d(X) := d′0 + d′1X + d′2X
2 + d′3X

3, (B.4)
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where d′i ∈ {0, 1}64 for i = 0, 1, 2, 3. Let us define the polynomial p′(x) := x10+x5+x2+1
from p(x), corresponding to the 10-bit binary number p′ = (10000100101)2. To compute
d(X), we assume the following partitioning of terms in (B.3) into two 64-bit limbs:

c′′0 := c′′00 + c′′01X, c′′1 := c′′10 + c′′11X,

c′′2 := c′′20 + c′′21X, c′′3 := c′′30 + c′′31X,

where c′′i0, c′′i1 ∈ {0, 1}64 for i = 0, 1, 2, 3. Now, we define the following 128-bit auxiliary
intermediate values

z0 :=M(c′′31, p), z1 :=M(c′′30, p),

z2 :=M(c′′21, p), z3 :=M(c′′20 ⊕64 z01, p),

where they are partitioned into two 64-bit limbs as follows:

z0 := z00 + z01X, z1 := z10 + z11X,

z2 := z20 + z21X, z3 := z30 + z31X,

where zi0, zi1 ∈ {0, 1}64 for i = 0, 1, 2, 3.

Now, d′0, d′1, d′2, d′3 are computed as follows:

d′0 := c′′00 ⊕64 z30,

d′1 := c′′01 ⊕64 z20 ⊕64 z31,

d′2 := c′′10 ⊕64 z10 ⊕64 z21,

d′3 := c′′11 ⊕64 z00 ⊕64 z11.

Consequently, d(X) and then d = a.b are derived.
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Appendix C

The Pseudocodes of the Algorithms in
the Zupply Framework

Algorithm C.1 Init (pp, qi1) → (txInit, Ti1)
1: ppsig ← pp
2: ρi1

R←− {0, 1}Nρ

3: (PKsigi1 , SKsigi1)← Ksig

(
ppsig

)
4: T̃i1 ←

(
qi1 ,PKsigi1 , ρi1

)
, Ti1 ←

(
T̃i1 , SKsigi1

)
5: cmi1 ← COMMρi1

(T̃i1)
6: (rtnew, indi1 , pathindi1 )← MHT.Add(cmi1)
7: txInit ←

(
cmi1 , rt

new, indi1 , pathindi1

)
8: return txInit, Ti1

177



Algorithm C.2 Trans
(
pp, Ti1 ,PKsigi2

)
→
(
txTrans, T̃i2 , Tag

)
1: cmi1 ← COMMρi1

(T̃i1)
2: if cmi1 /∈ Cτ then
3: return ⊥
4: end if
5: (indi1 , pathindi1 )← MHT.Search(cmi1)
6: pkTrans ← pp
7: eoli1 ← H

(
ρi1
)

8: qi2 ← qi1
9: ρi2

R←− {0, 1}Nρ

10: T̃i2 ←
(
qi2 ,PKsigi2 , ρi2

)
11: cmi2 ← COMMρi2

(T̃i2)

12: xTrans ←
(
eoli1 , cmi2 , rtτ

)
13: wTrans ←

(
T̃i1 , T̃i2 , pathindi1

)
14: πTrans ← Prove

(
pkTrans, xTrans, wTrans

)
15: (rtnew, indi2 , pathindi2 )← MHT.Add(cmi2)
16: txTrans ←

(
πTrans, xTrans, eoli1 , cmi2 , rt

new, indi2 , pathindi2

)
17: Tag← Ssig(SKsigi1 ,PKsigi2)
18: return txTrans, T̃i2 , Tag
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Algorithm C.3 Merge
(
pp, Ti1 , Ti2 ,PKsigi3

)
→
(
txMerge, T̃i3 , Tagi1 , Tagi2

)
1: cmi1 ← COMMρi1

(T̃i1), cmi2 ← COMMρi2
(T̃i2)

2: if cmi1 /∈ Cτ or cmi2 /∈ Cτ then
3: return ⊥
4: end if
5: (indi1 , pathindi1 )← MHT.Search(cmi1)
6: (indi2 , pathindi2 )← MHT.Search(cmi2)
7: pkMerge ← pp
8: eoli1 ← H

(
ρi1
)
, eoli2 ← H

(
ρi2
)

9: qi3 ← qi1 + qi2
10: ρi3

R←− {0, 1}Nρ

11: T̃i3 ←
(
qi3 ,PKsigi3 , ρi3

)
12: cmi3 ← COMMρi3

(T̃i3)

13: xMerge ←
(
eoli1,2 , cmi3 , rtτ

)
14: wMerge ←

(
T̃i1,2 , T̃i3 , pathindi1,2

)
15: πMerge ← Prove

(
pkMerge, xMerge, wMerge

)
16: (rtnew, indi3 , pathindi3 )← MHT.Add(cmi3)
17: txMerge ←

(
πMerge, xMerge, eoli1,2 , cmi3 , rt

new, indi3 , pathindi3

)
18: Tagi1 ← Ssig(SKsigi1 ,PKsigi3)
19: Tagi2 ← Ssig(SKsigi2 ,PKsigi3)
20: return txMerge, T̃i3 , Tagi1,2
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Algorithm C.4 Divide
(
pp, Ti1 ,PKsigi2 ,PKsigi3 , qi2 , qi3

)
→
(
txDiv, T̃i2 , T̃i3 , Tagi2 , Tagi3

)
1: cmi1 ← COMMρi1

(T̃i1)
2: if cmi1 /∈ Cτ or qi1 ̸= qi2 + qi3 then
3: return ⊥
4: end if
5: (indi1 , pathindi1 )← MHT.Search(cmi1)
6: pkDiv ← pp
7: eoli1 ← H

(
ρi1
)

8: ρi2
R←− {0, 1}Nρ , ρi3

R←− {0, 1}Nρ

9: T̃i2 ←
(
qi2 ,PKsigi2 , ρi2

)
, T̃i3 ←

(
qi3 ,PKsigi3 , ρi3

)
10: cmi2 ← COMMρi2

(T̃i2), cmi3 ← COMMρi3
(T̃i3)

11: xDiv ←
(
eoli1 , cmi2,3 , rtτ

)
12: wDiv ←

(
T̃i1 , T̃i2,3 , pathindi1

)
13: πDiv ← Prove

(
pkDiv, xDiv, wDiv

)
14: (rtnew

1 , indi2 , pathindi2 )← MHT.Add(cmi2)
15: (rtnew

2 , indi3 , pathindi3 )← MHT.Add(cmi3)
16: txDiv ←

(
πDiv, xDiv, eoli1 , cmi2,3 , rt

new
1,2 , indi2,3 , pathindi2,3

)
17: Tag2 ← Ssig(SKsigi1 ,PKsigi2)
18: Tag3 ← Ssig(SKsigi1 ,PKsigi3)
19: return txDiv, T̃i2,3 , Tagi2,3
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Algorithm C.5 VerifyTX
(
pp, tx

x

)
→ b ∈ {0, 1}

1: x ← type of tx
x

▷ x ∈ {Trans,Merge,Div}
2: vk

x
← pp

3: (x
x
, π

x
, eol1, cm1, rtnew

1 , ind1, pathind1)← tx
4: if eol1 ∈ Xτ then
5: return 0
6: end if
7: if x = Merge then
8: eol2 ← tx
9: if eol2 ∈ Xτ then

10: return 0
11: end if
12: end if
13: if Verify

(
vk

x
, x

x
, π

x

)
̸= 1 then

14: return 0
15: end if
16: if MHT.Verify(rtτ , rtnew

1 , cm1, ind1, pathind1) ̸= 1 then
17: return 0
18: end if
19: if x = Div then
20: (cm2, rtnew

2 , ind2, pathind2)← tx
21: if MHT.Verify(rtnew

1 , rtnew
2 , cm2, ind2, pathind2) ̸= 1 then

22: return 0
23: end if
24: end if
25: return 1
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Algorithm C.6 Upload
(
pp, [pred], Ti, dpub, dpri,kn3 , [tags]

)
→ dn3

1: pkAuth ← pp
2: cmi1 ← COMMρi1

(T̃i1)
3: (indi1 , pathindi1 )← MHT.Search(cmi1)
4: (PKsigi, SKsigi)← Ti
5: cn3 ← Esym(kn3 , dn3,pri)
6: xAuth ← (rtτ ,PKsigi)
7: wAuth ← (Ti, pathindi)
8: πAuth ← Prove

(
pkAuth, xAuth, wAuth

)
9: m← ([pred], dpub, cn3 , [tags], πAuth, xAuth,L

PI
τ (rtτ ))

10: σn3 ← Ssig
(
SKsigi,m

)
11: dn3 ←

(
[pred], dpub, cn3 , [tags], πAuth, xAuth,LPI

τ (rtτ ), σn3

)
12: return dn3
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Algorithm C.7 Audit
(
pp, dn

)
→ b ∈ {0, 1}

1: vkAuth ← pp
2:
(
[pred], dpub, cn, [tags], πAuth, xAuth,LPI

τ (rtτ ), σn
)
← dn

3: (rtτ ,PKsigi)← xAuth
4: m← ([pred], dpub, cn, [tags], πAuth, xAuth)
5: if LPI

τ (rtτ ) is not valid then
6: return 0
7: end if
8: if Vsig(PKsigi,m, σn) = 0 then
9: return 0

10: end if
11: if Verify(vkAuth, xAuth, πAuth) = 0 then
12: return 0
13: end if
14: while not pred.isEmpty() do
15: cid← pred.pop()
16: dp ← DCS(cid)
17: PKsigj ← dp
18: if PKsigi ̸= PKsigj then
19: Tag← tags.pop()
20: if Vsig(PKsigj,PKsigi, Tag) = 0 then
21: return 0
22: end if
23: end if
24: end while
25: return 1
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