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Abstract

This thesis introduces a standardized benchmark for a diverse set of architectures for
weekly Pan-Arctic sea-ice forecasts with a 13-week (91-day) horizon. This benchmark is in-
troduced in combination with a meta-learning ensemble model which consistently produces
improved ice forecasts. The diverse suite of deep learning baselines is trained and evaluated
under a common protocol to predict sea-ice concentration (SIC), sea-ice thickness (SIT),
and sea-ice presence (SIP) on a Pan-Arctic grid. Building on these baselines, the proposed
Meta-Learner employs stacked generalization within a sequence-to-sequence forecasting
setup, learning to fuse model outputs with spatio-temporal and lead-time context to im-
prove robustness and reliability. Utilizing atmospheric reanalysis from ERA5 and oceano-
graphic reanalysis from GLORYS12, the study assesses skill across short-, medium-, and
long-lead regimes up to the 13-week horizon. Results demonstrate that the Meta-Learner
outperforms the best individual baseline, with reductions in ice concentration MAE of 11%
and a reduction in ice thickness MAE of 21% while reducing the cross-entropy in ice pres-
ence classification by 5%. Improvements are most pronounced in lower variance across
random initializations for all tracked metrics, indicating enhanced stability. The bench-
mark and ensemble framework provide a reproducible foundation for Pan-Arctic weekly
forecasting and highlight learned ensembling as a practical pathway to more accurate and
dependable SIC/SIT/SIP predictions at operationally relevant horizons.
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Chapter 1

Introduction

While popular imagination might view the Arctic as a cold and barren region, it is home
to a complex and important ecosystem [47]. Unfortunately, in recent years the Arctic has
experienced a rapid warming due to climate change resulting in unprecedented changes to
sea-ice cover [47, 107]. The Arctic is the fastest warming region on earth [101, 111] and
the National Snow and Ice Data Center (NSIDC) reports that Arctic sea ice extent (SIE)
has been steadily declining [95]. In fact, research has found possible scenarios where the
Arctic is ice free at the end of the melt period in September [85].

Along with the long-term climate e�ects that the shrinking Arctic ice extent has, know-
ing the shorter-term and seasonal ice patterns are also critical for day-to-day operations
within the Arctic [15] as well as weather forecasts [31]. These areas have direct impacts on
Arctic shipping. With reductions in ice concentration, Arctic shipping routes have become
a realistic alternative to southern ones [83]. While shipping through the Arctic has become
increasingly possible, it is important to ensure economic feasibility, minimize risk, and en-
sure safety [83] for these routes to be successful. Accurate sea-ice forecasts are therefore
critical for e�ectively leveraging these shipping routes.

Another impact of these changes is on the many remote and indigenous Arctic com-
munities where sea ice is relied upon for travel, sustenance hunting, and other activities
[16, 23]. These communities have traditionally relied upon inter-generational knowledge
of sea-ice patterns to thrive in the Arctic climate [24, 7]. However, warming climate con-
ditions [101, 111] have lead to some Arctic communities expressing concerns related to
the safety of traveling on ice [36, 116]. Ice forecasts, including ice thickness predictions,
can therefore be bene�cial for informing local communities about the safety of current ice
conditions [10].
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Sea-ice forecasting has historically drawn on two broad modeling paradigms: statistical
and dynamical approaches [14]. Statistical approaches range from methods such as per-
sistence and climatology to regression type models and auto-regressive time series models
[50, 29, 106, 122, 12]. While computationally e�cient and interpretable, these methods
struggle with nonstationary processes and complex nonlinear interactions. Alternatively,
dynamical models explicitly represent the thermodynamics and are often coupled with
ocean and atmospheric components [18, 79, 98, 113, 80]. When combined with data assim-
ilation, these systems can produce physically consistent, multivariate forecasts; however,
they are computationally intensive, sensitive to parameterizations and forcings, and can
exhibit structural model errors for certain regional or lead-time regimes.

More recently, deep learning techniques have gained popularity for sea ice forecasting
due to the inference time computational e�ciency, increased robustness under changing
climate and oceanic dynamics, and more broadly accessible datasets of historical ice con-
ditions for training. Modern deep learning architectures are also well suited to learning
multiscale, complex, and nonlinear spatial-temporal patterns. Within the branch of deep
learning approaches to spatiotemporal sea ice forecasting there exists a wide variety of
architectural decisions, discussed further later in this thesis. Despite the rise in popular-
ity of deep learning approaches, a signi�cant limitation of existing literature is the lack
of comparable training environments and regimes to evaluate di�erent approaches against
one another. Many works either focus on di�erent regions, use di�erent spatial resolutions,
forecast forward di�erent time horizons, work with di�erent temporal sample frequencies,
focus on di�erent time ranges for training and evaluating models, or simply report di�er-
ent metrics. These di�erences, among others, make direct comparisons among published
literature di�cult if not impossible in certain cases. Compounding this limitation, many
published works will compare the results of their deep learning method with a number of
statistical, dynamical, and rarely a small subset of other deep learning approaches that typ-
ically lack diversity. To remedy this issue one component of this thesis presents a baselines
of a diverse set of varied architectures on the Pan-Arctic region. These forecasts include
ice thickness and ice presence along with ice concentration to demonstrate the modeling
capabilities on di�erent components of the sea ice.

The pan-Arctic domain formulates weekly forecasts with a 13-week (91-day) forecast
horizon for three targets of practical relevance: sea-ice concentration (SIC), sea-ice thick-
ness (SIT), and sea-ice presence (SIP). The pan-Arctic domain is chosen to capture basin-
scale couplings and to avoid arti�cial boundaries that truncate information. Because spa-
tial operators in spatio-temporal models are sensitive to grid geometry, all inputs are
re-projected to a common polar stereographic grid (EPSG:3413). This choice reduces scale
distortion at high latitudes, provides near-uniform resolution across the Arctic Ocean, and
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avoids discontinuities that arise when joining regional products. Using a single, consistent
grid facilitates fair comparisons among architectures and supports reproducible evaluation
while following data processing protocols of existing literature.

With a consistent training paradigm, di�erent spatio-temporal forecasting architectures
can be directly compared to one another. When comparing architectures it becomes evi-
dent that while the performance di�ers, di�erent families of architectures tend to struggle
at di�erent lead times, di�erent seasons, or di�erent geographical regions of the forecast.
Given the importance of robustness when selecting the optimal ice forecasting architecture,
the �nal architecture would ideally combine the strengths and limit the weaknesses of the
di�erent architectures. As mentioned prior, while modern deep learning architectures take
time and compute to train, this is a process that occurs once and they are signi�cantly
more e�cient during inference. To take advantage of this e�ciency and leverage the per-
formance di�erences between architectural families, the second component of this thesis
is an ensembling approach to generate more accurate and more robust ice forecasts, that
are more reliable than any single architecture across di�erent seasons, lead times, and
geographical regions.

To summarize this thesis, the work proceeds in two stages. First, a suite of strong
baselines spanning multiple architectural families are developed and evaluated against one
another under identical conditions. Second, a meta-learner ensembling technique is intro-
duced that ingests component predictions together with space{time embeddings, learning
to combine complementary strengths across regimes, with particular emphasis on improv-
ing the robustness of ice forecasts.

The remainder of this thesis is therefore organized as such;

ˆ Chapter 2 provides a background on the problem of sea ice forecasting and modern
deep learning methods, with a focus on those directly used by the work in this thesis.

ˆ Chapter 3 details the methodology used to generate the pan-Arctic forecast baselines
along with the ensembling approach to improve the forecast performance.

ˆ Chapter 4 details the results of the baseline models along with the uplift that the
ensembling approach provides to the pan-Arctic forecasts.

ˆ Chapter 5 concludes the thesis by summarizing the �ndings of the work, how ensem-
bling is leveraged to improve the robustness and reliability of forecasts, and suggests
future research directions for this work.

3



Chapter 2

Background

2.1 Problem De�nition

Forecasting Arctic sea ice is a critical challenge in climate science characterized by signif-
icant complexity across both spatial and temporal dimensions. The core objective is to
predict the future condition of the ice cover based on current environmental data. This
task can be formally de�ned as a spatiotemporal forecasting problem, often treated as a
next-frame prediction task in the context of machine learning.

Mathematically, given an input sequence of observationsX = ( X t � n ; : : : ; X t � 1; X t ),
the goal is to predict the sequence of the nextT future states, (X t+1 ; : : : ; X t+ T ). In this
formulation:

ˆ Each frameX k 2 Rc� h� w represents a snapshot of the system at timek.

ˆ h and w are the spatial dimensions (width and height)of the geographical area.

ˆ c is the number of data channels or variables (ice concentration, ice thickness, ice
presence, and atmospheric variables used as past covariates).

ˆ n is the number of historical time steps used to make the prediction.

ˆ T is the forecast horizon, or the number of future time steps to be predicted.

Accurately predicting the evolution of sea ice is exceptionally di�cult due to several
interconnected factors:
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ˆ Complex Temporal Dynamics: Sea ice evolution is governed by intricate tempo-
ral patterns, from daily 
uctuations driven by weather to strong seasonal cycles of
melting and freezing. These cycles exhibit signi�cant inter-annual variability, making
long-term predictions challenging.

ˆ High Spatial Complexity: The sea ice cover is not a uniform sheet. It is a
heterogeneous mosaic of varying concentrations, thicknesses, and physical properties.
An e�ective model must capture the complex spatial patterns within this domain.

ˆ Multivariate Dependencies: The state of sea ice is the result of a complex inter-
play between the ocean, atmosphere, and the ice itself. Its dynamics are driven by
numerous variables, including air temperature, ocean currents, heat 
uxes, and wind
patterns. Models must e�ectively integrate these diverse data sources.

ˆ Non-Linear Interactions: The relationships between the driving variables and the
sea ice state are highly non-linear. For instance, a small change in temperature can
have a disproportionately large e�ect on ice melt.

ˆ Non-Stationarity and Climate Change: The underlying statistics of the climate
system are changing over time. Due to global warming, long-term trends like the
overall decline in Arctic sea ice extent add a layer of non-stationarity, meaning that
historical patterns are becoming less reliable for predicting future states.

An ideal sea ice forecasting model must therefore be capable of learning complex spa-
tiotemporal dependencies from high-dimensional data, capturing non-linear relationships,
and adapting to the long-term trends induced by climate change.

2.1.1 Existing Forecasting Methodologies

Historically, two main paradigms have been employed for sea ice forecasting: traditional
statistical methods and physics-based dynamical models. Recently, deep learning has
emerged as a powerful third approach, o�ering a data-driven alternative to these estab-
lished techniques.

2.2 Deep Learning

Over the past two decades a view has emerged that computing based models inspired
by biological neural networks may be the key to allowing machines to solve intelligent
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tasks [121]. These computing models, dubbed Arti�cial Neural Networks (ANNs), have
demonstrated an ability to solve complex tasks that cannot easily be expressed with a �xed
set of instructions. ANNs are made up of layers of nodes (neurons) connected from one
layer to the next by weights (synapses). ANNs can be viewed as parallel implementations of
nonlinear static or dynamic systems with varying degrees of complexity [121]. By providing
examples of a speci�c task to the ANN these parallel nonlinear systems can be tuned to
complete tasks too complex for traditional computational methods. An ANN is comprised
of input, hidden, and output layers. The input layer receives a �xed set of inputs to the
network, the hidden layers are a stacked set of nonlinear transformations, and the output
layer provides the desired outputs for the given task. The weights that connect one layer to
the next typically comprised of a linear transformation followed by an activation function,
both of which are discussed further below. When a network has many hidden layers this
is typically what is referred to as a deep neural network, and therefore deep learning.

The key motivation behind deep learning is that the combination of linear transforma-
tions and nonlinear activations allow a neural network to learn to adaptively place basis
functions throughout the domain. When these operations are stacked depth-wise, such as
in deep neural networks, these operations are capable of approximating highly complex,
non-linear, and high dimensional functions.

2.2.1 Basic Concepts

The following section will provide background on the fundamental concepts of deep learning
that are used in this thesis.

Linear Transformations

A linear transformation T : V ! W is a map preserving addition and scalar multiplication
[100]. Therefore, for anyu; v 2 V and all scalars� 2 F then T(u + v) = T(u) + T(v)
and T(� u ) = � T (u). For a transformation T : Rn ! Rm represented by a matrixA, the
matrix A will have dimensionsm � n (m rows andn columns). The number of columns
corresponds to the input dimensions, and the number of rows corresponds to the output
dimensions.
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Activation Functions

In neural networks activation functions introduce the nonlinearities that allow the model
to approximate complex, nonlinear mappings between inputs and outputs [96, 40, 67].
Without these nonlinearities the stacked linear transformation would collapse into a single
linear mapping and be incapable of solving any nonlinear tasks. Activation functions are
commonly applied in a point-wise manner, to each node in a layer individually. While many
activation functions have been developed, the common ones used in this thesis include:

Sigmoid A smooth function that compresses the input between zero and one. The
function is continuously di�erentiable and takes the shape of a smooth S [96]. While once
the most popular choice of activation function, the smoothness of the output function
results in small gradients for larger values. This results in slow optimization and gradient
decay in larger networks. Recently, sigmoid is more commonly used in gating functions or
in an output layer to bound the output values. Sigmoid is de�ned as

� (z) =
1

1 + e� z
(2.1)

Hyperbolic Tangent (tanh) Similar to sigmoid, tanh compresses the input to a range
of negative one to positive one. Tanh is also continuously di�erentiable and takes the shape
of an S. The key di�erences between tanh and sigmoid is that tanh has steeper gradients
and values that are centered around zero [96]. While these qualities can make it preferable
to sigmoid, the small gradients at the tails of the distribution can still result in slower
training and gradient decay in large networks. The tanh function is given by

tanh(z) =
ez � e� z

ez + e� z
(2.2)

Recti�ed Linear Unit (ReLU) The �rst in a class of popular activation functions,
ReLU is a piecewise linear function whose derivative is discontinuous at the origin. ReLU
passes through positive outputs while setting negatives to zero. ReLU is appreciated for
both is computational simplicity and on-o� gradients. The on-o� nature of the activation
function allows the network to adaptively activate and deactivate speci�c pathways while
removing the vanishing gradient issue of the active pathways in a deep network [82]. The
downside of ReLU is the dying ReLU e�ect in which a neurons output is always less than
zero, meaning the gradient will always be zero [96]. This results in dead neurons in the
network. ReLU is given by

ReLU(z) = max(0 ; z) (2.3)
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Leaky ReLU A variation of the ReLU activation that has a small pass through of
negative inputs. This mitigates the dying ReLU problem by providing a small gradient to
inactive neural pathways [56]. The other bene�t of this approach is that it helps create
separability around the discontinuity point zero, whereas all values less than zero in a
traditional ReLU appear the same. Leaky ReLU is given by

LeakyReLU(z) = max(0 :01z; z) (2.4)

Gaussian Error Linear Unit (GELU) This variation of ReLU scales the output of
the neuron by the cumulative density of a standard normal Gaussian [44]. The result is a
continuously di�erentiable activation function that increases in pass through as the neurons
output gets larger. This results in smoother continuous gradients and better separability
around zero, while also providing smaller diminishing gradients to negative outputs to
minimize dead neurons. GELU is given by

GELU(z) = z � �( z) (2.5)

where �( z) is the cumulative distribution function for the standard normal distribution.

Sigmoid Linear Unit (SiLU) This variation of ReLU scales the output of the neuron
by the logistic sigmoid function [32]. This achieves similar results to GELU with longer
tails on the scaling function. SiLU is given by

SiLU(z) = z � � (z) (2.6)

Loss Functions

A loss function, sometimes described as a cost function, is used to determine the di�erences
between the models expected output (commonly the ground truth) and the models observed
output (the predicted values) [67, 40, 112]. This loss function is then used to optimize
the model, ideally closing the gap between the models expected and observed outputs.
These are typically di�erentiable functions allowing for derivatives to specify how this loss
function could be further reduced based upon the input values. There are a number of loss
functions, typically speci�c to certain tasks, but we will provide a short overview of the
ones used within this thesis.
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Mean Absolute Error (MAE) Arguably the simplest loss function, mean absolute
error is simply a measure of the mean absolute di�erence between the expected outputs of
the model and the actual outputs from the model. The derivative of the loss is therefore
zero when the the expected and observed values are equal and one when they are not.
MAE is de�ned by

MAE =
1
n

nX

i =1

jYi � Ŷi j (2.7)

Where Yi is the actual value, Ŷi is the predicted value, andn is the number of data
points.

Mean Squared Error (MSE) Is similar to MAE except using a squared term rather
than an absolute term to determine error magnitude. The squared term results in a
smoother gradients and focuses on punishing outliers more strongly, which is one of the
key reasons that it has been used so commonly for regression tasks.

MSE =
1
n

nX

i =1

(Yi � Ŷi )2 (2.8)

Where Yi is the actual value, Ŷi is the predicted value, andn is the number of data
points.

Binary Cross Entropy (BCE) A classi�cation based loss function that measures the
dissimilarity between the expected class�cation label of a zero or a one and the predicted
probability from the model.

BCE = �
1
n

nX

i =1

Yi � log(Ŷi ) + (1 � Yi ) � log(1 � Ŷi ) (2.9)

Where Yi is the actual value, Ŷi is the predicted value, andn is the number of data
points.

Backpropagation

Backpropagation is the fundamental method used to train neural networks. During the
training phase weights are progressively optimized with the goal of minimizing the loss
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function. The most basic way to accomplish this is throughgradient descent[40], which
calculates the gradient of the loss with respect to each trainable weight, using the chain
rule to pass gradients further back within the network, to determine both the direction and
magnitude that the weights need to be adjusted. A learning rate� is commonly used to
scale down the magnitude of the step sizes, thereby preventing overstepping and bouncing
out of low loss regions.

Gradient descent For a network with one hidden layer and with inputsX 2 RB � C ,
predictions Ŷ 2 RB � Cout and targetsY 2 RB � Cout

H (1) = W1 � X + b11> ; Z (1) = � (H (1) ) 2 RB � Chid

H (2) = W2 � Z (1) + b21> ; Ŷ = H (2) 2 RB � Cout
(2.10)

where the output is linear and the loss function is the mean squared error

L = k Ŷ � Y k2; (2.11)

then the gradients with respects to the last layer is simply

@L
@H(2)

=
1
B

(Ŷ � Y) (2.12)

and the corresponding gradient-descent updates for the last layer are

r W2 L =
@L

@H(2)
Z (1)> ; r b2 L =

@L
@H(2)

1;

W2  W2 � � r W2 L ; b2  b2 � � r b2 L :

(2.13)

continuing this process backwards (propagating backwards)

@L
@Z(1)

=
@L

@H(2)
� W >

2 (2.14)

@L
@H(1)

=
@L

@Z(1)
�

@Z(1)

@H(1)
(2.15)
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@Z(1)

@H(1)
= Z (1) � (1 � Z (1) ) (2.16)

and the corresponding gradient-descent updates for the �rst layer are

r W1 L =
@L

@H(1)
X > ; r b1 L =

@L
@H(1)

1;

W1  W1 � � r W1 L ; b1  b1 � � r b1 L :

(2.17)

One tradeo� in optimization is the number of data points which the loss is calculated
over. Averaging the loss, and therefore the gradients, over all samples in the training
data provides the optimal gradients for updating the trainable weights. Unfortunately,
this process is computationally expensive and results in long wait times between weight
updates [46]. On the other hand if the update step is applied after each individual sample
the network would be able take update steps signi�cantly faster. Unfortunately for this
strategy the gradients calculated for a single sample are a poor estimate for the optimal
gradients that would have been calculated across the entire training set, introducing signi�-
cant amounts of noise that can slow and stall the optimization process [46]. Since there is a
log-like relationship between sample size and how accurately that sample will approximate
the population statistic it is common to average gradients over mini-batches of samples.
This process reduces individual sample noise while also allowing for more frequent weight
updates [46].

Optimizers are used to apply a speci�c weight update strategy given the gradient of
the network parameters with respect to the loss function. A couple common optimizers
include stochastic gradient descent (SGD) and adaptive moment estimation (Adam) [61].

Stochastic Gradient Decent (SGD) A simple gradient descent algorithm which takes
the gradients of the network weights with respect to the loss averaged across some batch
of samples. A learning rate reduces the magnitude of step sizes during weight updating
[2]. The SGD weight update formula is given by

� t+1 = � t � � � r � J (� t ; x i ; yi ) (2.18)

where� are the network weights,� is the learning rate,J is the loss function, and (x i ; yi )
are a batch of samples from the dataset.
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SGD with Momentum Momentum can be used to speed up optimization by accu-
mulating momentum in directions of repetitive weight updates, thereby accelerating the
convergence rate. At the same time momentum reduces the impacts of random noise on
the gradient update direction due to a lack of momentum build up in these dimensions
[89, 88]. SGD with momentum is de�ned as

gt = r � J (� t ; x i ; yi )

bt = �b t � 1 + (1 � � )gt

� t+1 = � t � � � bt

(2.19)

wheret is the step number,gt is the gradient of the samples with respect to the loss,bt is
the gradient momentum (initialized as zero),� is the momentum parameter de�ning the
decay rate of the momentum from one step to the next,� represents the dampening which
de�nes how much of the new gradient should be accumulated into the existing momentum,
� are the network weights,� is the learning rate,J is the loss function, and (x i ; yi ) are a
batch of samples from the dataset.

Adaptive Moment Estimation (Adam) One of if not the most popular optimization
strategy, Adam uses exponential moving averages on the �rst and second moments to pro-
vide adaptive learning rates to di�erent directions in the gradient vector. This provides the
same bene�ts of momentum in reducing the impact of noise and accelerating optimization
in repetitive gradient update directions [61]. Further, scaling the �rst moment estimate
by the inverse square root of the second moment estimate further minimizes the impact
of sparse gradients. This process also creates an adaptive learning rate per dimension,
learning quickly in meaningful gradient dimensions and signi�cantly reducing the e�ective
learning rate in sparse or less meaningful gradient directions [61]. Adam can be de�ned by

gt = r � J (� t ; x i ; yi )

mt = � 1 � mt � 1 + (1 � � 1) � gt

vt = � 2 � vt � 1 + (1 � � 2) � g2
t

m̂t = mt=(1 � � t
1)

v̂t = vt=(1 � � t
2)

� t = � t � 1 � �
m̂tp
v̂t + �

(2.20)

where t is the step number,gt is the gradient of the samples with respect to the loss,mt

and vt are the estimates of the �rst and second moments of the gradients (initialized as
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zero), � 1 and � 2 are the exponential decay rates for the moment estimates. ^mt and v̂t

are the bias corrected estimates for the �rst and second moments,� is a small number to
prevent division by zero,� are the network weights,� is the learning rate, J is the loss
function, and (x i ; yi ) are a batch of samples from the dataset.

Normalization Techniques

A problem that occurs with training neural networks is the internal co-variate shift between
training steps [40]. Since all layers weights are optimized simultaneously this can result in
changing input distributions to layers. The e�ect of this is slowing down training time as
each layer has to continously adapt to the changing input distributions. To mitigate this
issue normalization has been used between layers to maintain a �xed input distribution
for layers. Some common normalization techniques include batch normalization, instance
normalization, layer normalization, and group normalization.

Batch Normalization A common normalization technique that normalizes each channel
dimension in the input data across all samples in the mini batch [51]. During training a
running estimate of the channel means and standard deviation are tracked to be used
during evaluation. Batch normalization can be de�ned by

y =
x � E[x]

p
V ar[x] + �

(2.21)

wherex is the mini-batch of data,E[x] is the mean of the mini-batch,V ar[x] is the variance
of the mini-batch, and � is a small constant for numerical stability.

Instance Normalization A normalization technique that normalizes each channel di-
mension in the input data across all sequences in a single sample [109]. These sequences
may include the time steps in a temporal model or the di�erent spatial locations in an
image. Instance normalization is de�ned by

y =
x � E[x]

p
V ar[x] + �

(2.22)

wherex is the mini-batch of data,E[x] is the mean of the mini-batch,V ar[x] is the variance
of the mini-batch, and � is a small constant for numerical stability.
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Layer Normalization A normalization technique that normalizes across samples. This
means the statistics are calculated across all channel dimensions and across all sequences
per sample [6]. Layer normalization is de�ned by

y =
x � E[x]

p
V ar[x] + �

(2.23)

wherex is the mini-batch of data,E[x] is the mean of the mini-batch,V ar[x] is the variance
of the mini-batch, and � is a small constant for numerical stability.

Group Normalization A normalization technique similar to layer normalization how-
ever rather than all channel dimensions the statistics are calculated over a number of groups
of channels [119]. Group normalization is de�ned by

y =
x � E[x]

p
V ar[x] + �

(2.24)

wherex is the mini-batch of data,E[x] is the mean of the mini-batch,V ar[x] is the variance
of the mini-batch, and � is a small constant for numerical stability.

Regularization Techniques

An important consideration in deep learning is generalization of the neural network. While
the goal of training a network is to properly approximate some generally applicable func-
tion, a network may over�t during training. Over�tting means that the network has begun
to capture the random noise and variance within the training data in the approximated
function it has learned, resulting in poorer performance on data outside the training set
[40]. Regularization is used to help ensure the model generalizes, making over�tting more
di�cult and thus the network more reliable at inference time. Some common regularization
methods include weight decay, dropout, and early stopping.

Weight Decay Weight decay adds a penalty to weights as they get larger. This penalty
can be in the form of the L1, L2, or both norms of the weighted added to the loss function.
This penalty is then scaled down by some constant. This results in a situation where a
weight can grow large if it signi�cantly improves the loss function across multiple mini-
batches otherwise the weight decay penalty pushes the weight back towards zero. This
makes it more di�cult for the network to learn complex weight combinations that would
over�t for a small number of speci�c samples in the training data.
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Dropout Dropout is the idea of randomly setting the values of speci�c nodes within a
layer to zero. Given this random probability of dropping out a nodes value, the network
cannot learn to overly rely on the value of a single neuron within a layer. This also has the
added bene�t of making the network less susceptible to noise in a single channel dimension.

Early Stopping Early stopping is a technique where the models performance on some
withheld set of data is evaluated periodically (typically after each epoch of training). If the
model stops improving on this holdout data before the end of the training is complete then
the early stopping mechanism will halt training immidiately. This prevents the network
from continuing to attempt to learn to capture any noise to training speci�c patterns that
would cause the model to generalize poorly.

2.2.2 Feed Forward Network (FFN) and Multi-Layer Percep-
trons (MLP)

A feed forward network is one of the more simple architectures available when constructing
a neural network. The idea of the feed forward network is to fully connect nodes from
the previous layer to nodes of the current layer. This allows the layers operation to be
parameterized by a single weight matrix acting as a linear transformation from one layer
to the next. When connecting a number of these feed forward layers together with an
input layer and output layer on either end this is commonly referred to as a multi-layer
perceptron network.

2.2.3 Convolutional Neural Networks (CNN)

Convolutional neural networks are a type of neural network that are designed to processes
structured data such as one dimensional sequences, two dimensional images, or three di-
mensional volumes and videos. The key feature of the CNN is that transformations are
applied along localized receptive �elds within the structure of the data rather than across
the entire data sample together. Similar to how we might picture the convolution operator
in signal processing sliding one signal over another, the CNN learns a set number of �xed
window transfomrations that are slid along the structured dimensions of the data. We can
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express the convolution mathmatically for the one, two, and three dimensional cases as

(f � g)( i ) =
X

m

f (m)g(i � m)

(f � g)( i; j ) =
X

m;n

f (m; n)g(i � m; j � n)

(f � g)( i; j; k ) =
X

m;n;l

f (i � m; j � n; k � l)g(m; n; l )

(2.25)

where f is the input data, g is the convolving signal (commonly referred to as a kernel),
i; j; k are di�erent structured dimensions,m; n; l are the o�sets within the kernel. Common
parameters when constructing a CNN are the kernel size, stride, dilation, and padding.
The kernel size indicates the size of the convolving kernelg and is typically an odd number
allowing for the kernel to be centered at each location it is applied. The stride denotes
the distance between each location in which the kernel is applied, a stride of two means
that every other spot would be skipped when centering the kernel transformation thereby
reducing the input data size. Dilation controls the spacing between points from the input
signal that are transformed with the kernel function, this increases the receptive �eld of
the network at the cost of capturing higher frequency more localized information. Padding
allows the output of the CNN layer to be the same shape and size as the input layer. In
the case of a two-dimensional image if we pad the borders with zeros to allow the kernel to
be centered at every pixel location within the image then the resulting output is the same
height and width as the input image.

While padding may help our output share the same shape as the input data, sometimes
we want to either compress the structured representation of the data or expand upon
it. Aside from using the speci�ed convolutional parameters to change shape, a few other
common methods include pooling and transpose convolutions.

Pooling A technique which uses some kernel size and stride to pool data along the
structured dimension of the data. This is commonly done as either averaging or taking
the maximum value of the entries within the kernel. While reducing the input size and
therefore the computational complexity of subsequent layers, pooling can also improve
network generalization and make it more robust to small perturbations and noise [13].
Pooling can be expressed as

MaxPooling = max
withinwindow

(A)

Oi;j = max
0� r;c � S

(X i + r � S
2 ;j + c� S

2
)

(2.26)
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whereA is the local window along the structured dimensions of the data,i; j are the pixel
positions in the image,S is the window size,r; c are the o�sets within the local window, and
X i;j and Oi;j are the inputs and outputs respectively. These pooling operations can also
be applied globally to extract global feature information across the structured dimensions
of the data [74].

Depth-Wise Convolutions Depth-wise separable convolutions are a computationally
e�cient alternative to standard convolutions, factorizing the operation into two distinct
steps. First, a depth-wise convolution applies spatial �lters to each input channel inde-
pendently. This step learns spatial patterns within each channel but does not combine
information across channels. Second, a point-wise convolution (which is simply a 1� 1
convolution) is applied to the output of the depth-wise step. This performs a linear combi-
nation of the channels at each spatial location, e�ectively learning relationships across the
channel dimension. By separating the learning of spatial and cross-channel patterns, this
method drastically reduces the number of parameters and computational cost compared
to a standard convolution, making it a cornerstone of e�cient architectures for mobile and
embedded devices [27].

Transpose Convolutions Transpose convolutions, sometimes referred to as deconvolu-
tions or fractionally strided convolutions, perform an upsampling operation that increases
the spatial dimensions of the input data. They operate inversely to a standard convolution
that downsizes the input. The transpose convolution learns an upsampling kernel that
projects each feature from the input grid onto a larger output grid. Where these projec-
tions overlap in the output grid, their values are summed. This is a useful procedure in
tasks that require generating higher spatial resolution outputs from lower spatial resolution
inputs [30].

2.2.4 Sequence Modeling

Sequence modeling refers to the class of machine learning methods designed to capture
dependencies among elements in ordered data. This can be done by learning some mapping
f that relates past observations to future outcomes [33, 49]. The speci�c application of
interest in this thesis is time series forecasting. The goal of time series forecasting is
to parameterize this mappingf to map from a sequence of past valuesx1; x2; :::; xt to
a sequence of future valuesx t+1 ; xt+2 ; :::; xt+ N where t is the current time and N is the
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forecast horizon giving the de�nition

x t+1 ; xt+2 ; :::; xt+ N = f (x1; x2; :::; xt ) (2.27)

Early statistical methods such as linear regression, auto regressive integrated mov-
ing average (ARIMA), and hidden Markov models [90] provide structured interpretable
frameworks but struggle with complex nonlinear relationships and long-range dependen-
cies. Deep learning architectures have been used to overcome these limitations given their
ability to approximate complex nonlinear functions. Much of this complexity arises from
the fact that a time series model not only needs to capture temporal interactions, but
also be robust enough to handle changing dynamics arising from trends, seasonality, non-
stationary, and noise in the time series input. This complexity is further compounded by
the non-deterministic nature of many time series problems. As the e�ects of unobserved
factors are compounded over time, the range of possible outcomes can drift further and
further apart. This means that the model should also aim to be robust to low probability
trajectories present in the training data, generalizing across a wide variety of unobserved
conditions.

Sequence-to-Sequence Modeling

Sequence-to-sequence (Seq2Seq) is a subset of sequence modeling that aims to learn map-
pings from one sequence to another. This concept was �rst introduced in the context of
machine translation [102] a seq2seq model is comprised of anencoder to encode the input
sequence and adecoder to decode the target sequence. Another use of seq2seq models
are when the set of input variables do not directly match the set of output variables, and
is applicable even if the output sequence directly follows the input sequence. This use
case is most relevant to this thesis as this methodology is what allows for the use of past
co-variates which are non-forcasted historically observed values that help better condition
the forecast trajectory.

Spatio-Temporal Modeling

Spatio-temporal forecasting involves modeling a set of variables across both space and
time. At each time step rather than a single observation we observe a set of variables
across a spatial �eld. The model formulation must therefore consider the interactions
across both space and time, increasing the dimensionality and therefore the complexity of
the forecasting task. This methodology underpins many applications in the forecasting of
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earth based systems. This is relevant to this thesis as sea-ice is observed both spatially
and temporally, and both these dimensions are critical for a model to consider to generate
accurate and well conditioned forecasts.

2.2.5 Autoregressive Neural Networks

Autoregressive (AR) neural networks learn to predict the next value of a time series by
mapping a �xed window of past observations to the next value. Inspired by classical AR
models [9], an AR neural network of lag orderp and function f parameterized by a neural
network with weights � approximates

x t+1 = f
�
x t � p+1 ; : : : ; xt � 1; xt ; �

�
(2.28)

During forecasting, the model generates ^x t+1 , then usesf x t � p+2 ; : : : ; xt ; x̂ t+1 g to predict
x̂ t+2 . This recursive strategy is simple and e�cient but prone to error accumulation which
is when the prediction errors compound across time steps, degrading longer-range forecasts.
Auto regressive approaches are most commonly used for short-range forecasting or appli-
cations in which model e�ciency is critical. Despite these limitations AR neural networks
remain popular for their ease of implementation, interpretability of the sliding-window
approach, and training e�ciency.

2.2.6 Recurrent Neural Networks (RNN)

Recurrent neural networks (RNNs) extend auto regressive architectures by maintaining a
hidden state that evolves recursively over time. This enables the modeling of temporal
dependencies beyond a �xed lag window. At each time stept, the network updates its
hidden stateh t and produces an outputx̂ t+1

h t = g(x t ; h t � 1);

x̂ t+1 = f (h t );
(2.29)

wherex t is the input at time t, g and f are parameterized by neural networks, andh t serves
as a form of di�erentiable memory shared across all time steps [54, 33]. This recurrence
allows the network to capture dependencies of arbitrary length.

To properly learn to manage the hidden state over time RNNs are trained over the
entire forecast horizon. A bene�t of this is the ability for the model to learn to self-correct
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thereby minimizing compounding errors in long-range forecasts. Key drawbacks however
include slower training time due to the need to loop over time steps and gradient instability
arising due to the interconnected dependency of predictions on the ones that have come
before them. Common methods to minimize the gradient instability and better manage the
hidden context include Long Short Term Memory (LSTM) networks and Gated Recurrent
Unit (GRU) networks.

Long Short Term Memory (LSTM)

Long-Short-Term Memory networks augment the simple RNN with gated cells to mitigate
exploding gradients and gradient instability problems in traditional RNNs [49]. Each
LSTM cell maintains a distinct memory state ct and contains three gates for inputi t ,
forget f t , and output ot to regulate information 
ow. This cell state along with the hidden
state ht are persisted between time steps, allowing the model to capture both long and
short range memory of the sequence dynamics. The LSTM cell is de�ned as

i t = �
�
Wxi x t + Whi ht � 1 + bi

�
;

f t = �
�
Wxf x t + Whf ht � 1 + bf

�
;

ot = �
�
Wxox t + Whoht � 1 + bo

�
;

~ct = tanh
�
Wxcx t + Whcht � 1 + bc

�
;

ct = f t � ct � 1 + i t � ~ct ;

ht = ot � tanh(ct );

(2.30)

where� denotes the sigmoid activation and� element-wise multiplication. By adaptively
forgetting old information and retaining new information LSTMs excel at tasks requiring
long term context. Downsides of the LSTM architecture are the lack of parallelization that
results in slow training and di�culties in revising memory given new better context [8].

Gated Recurrent Unit (GRU)

The gated recurrent unit (GRU) simpli�es the LSTM cell by combining the forget and
input gates into a single update gate (zt ) and merging the cell and hidden states, reducing
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parameter count while preserving performance [21]. The GRU cell is de�ned as

zt = �
�
Wxz x t + Whzht � 1 + bz

�
;

r t = �
�
Wxr x t + Whr ht � 1 + br

�
;

~ht = tanh
�
Wxh x t + Whh (r t � ht � 1) + bh

�
;

ht = (1 � zt ) � ht � 1 + zt � ~ht ;

(2.31)

wherer t is the reset gate that controls the forgetting of stored information,zt is the update
gate that controls how much of the new input to incorporate into the current hidden state.
The reduced parameter count and streamlined architecture results in faster training times.

2.2.7 Neural Operators

Traditional neural networks are designed to learn mappings between �nite-dimensional
vector spaces, meaning some �xed set of inputs to some �xed set of outputs, this is limiting
for a signi�cant class of problems [72]. Operator learning focuses on learning mappings
between in�nite-dimensional functional spaces [72]. An operator, denoted asG : A ! U , is
a mapping from input function spaceA to output function spaceU [72]. This formulation
is particularly powerful for modeling physical systems, especially those governed by partial
di�erential equations (PDEs) [72, 72, 87, 43, 62].

The key property of neural operators is their discretization invariance [72], unlike tra-
ditional methods such as MLPs, CNN kernels, or Vision Transformer patches which are
intrinsically tied to the structure and resolution of a speci�c training grid, neural operators
are designed to learn the underlying continuous operator [72]. The key to achieving this is
to de�ne model parameters that are independent of the speci�c points at which the input
and output function are evaluated. This allows the neural operator to be trained on a
given discretization to be evaluated on data from a di�erent one [72].

2.2.8 Transformers

The Transformer architecture was introduced for sequence modeling [110]. Transformers
were the �rst sequence model to rely entirely on attention layers to pass information be-
tween sequence steps. While originally used for sequences such as machine translation
[110], the parallel training and ability to capture long range dependencies have led to the
use of transformers in many �elds including computer vision [28].
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Scaled Dot-Product Attention

The fundamental building block of the Transformer architecture is Scaled Dot-Product
Attention. This mechanism maps query tokens and a set of key-value pair tokens to the
attention output, described below. The input consists of queries and keys of dimension
dk , and values of dimensiondv. In the context of self-attention, these are generated by
projecting the same input sequence into three distinct representations using linear trans-
formations.

The attention output is computed as a weighted sum of the values, where the weight
assigned to each value is determined by the similarity of its corresponding key with the
given query. This similarity is calculated using the dot product between the query and
key. To remove the impact of dimensionality on similarity scores, the results are scaled by
a factor of 1=

p
dk . The full operation is de�ned as:

Attention( Q; K; V ) = softmax(
QK T

p
dk

)V (2.32)

Where Q, K , and V are matrices representing the collection of query, key, and value
vectors. Softmax normalizes the attention weights, ensuring they sum to one.

Multi-Head Attention

Instead of performing a single attention function, modern Transformers employ multi-head
attention. This allows the model to jointly attend to di�erent information at di�erent
positions, and process this information in parallel [110]. This is accomplished by breaking
up the query-key dimensionsdk and value dimensionsdv into h blocks which are recon-
catenated after the attention operation is performed on each head.

Transformer Encoder

The encoder section of a transformer is comprised ofN encoder layers. Each layer con-
tains two primary sub-layers: a multi-head self-attention mechanism to pass information
between elements in the sequence and a fully-connected feed-forward network to combine
the information from di�erent heads. Skip connections are leveraged between layers along
with layer normalization to prevent vanishing gradients and stabilize layer inputs. The
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encoder layer can therefore be expressed as:

x = LayerNorm(x + MultiHeadAttn(x))

x = LayerNorm(x + FFN(x))
(2.33)

Transformer Decoder

The decoder section of a transformer is comprised ofN decoder layers. Each layer contains
three primary sub-layers: a masked multi-head self-attention mechanism, a multi-head
cross attention mechanism, and a fully-connected feed-forward network. The masked self-
attention allows the decoder to attend to previous positions in its own output sequence
while preventing leaking future sequence steps. The cross attention then allows the decoder
to attend to the encoded input sequence, providing the necessary context for the prediction
task. The feed-forward network combines all information. As with the encoder, skip
connections and layer normalization are applied around each sub-layer. The decoder layer
can therefore be expressed as:

x = LayerNorm(x + MaskedMultiHeadAttn(x))

x = LayerNorm(x + MultiHeadCrossAttn(x ; xencoder))

x = LayerNorm(x + FFN(x))

(2.34)

where xencoder is the encoded sequence from the encoder layer. In certain cases a
standalone decoder and the cross-attention step is therefore skipped.

2.3 Related Work

The applications of statistical modeling and, more recently, deep learning techniques have
gained increasing popularity for the forecasting of sea ice. This is partially motivated by
the widespread availability of training datasets of historical ice and climate conditions, and
also partially motivated by the changing ice conditions arising from shifting climate trends.
Many early studies focused on mathematical, statistical, and linear models to predict the
evolving ice dynamics. Horvath et al. (2020) [50] focused on using Bayesian logistic
regression to predict September Arctic ice cover. Drobot et al. (2006) [29] developed a
simple multiple linear regression model to predict the annual September Arctic sea-ice
extent. Tivy et al. (2011) [106] applied canonical correlation analysis for seasonal ice
forecasts in regional waters, estimating ice concentration in Hudson Bay by correlating it
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with large-scale climate variables. Yuan et al. (2016) [122] used a linear Markov model to
predict sea ice concentration in the pan-Arctic region. A major limitation of these works
is the restrictive architectures and lack of overall modeling complexity. While intuitive,
linear relationships can be too restrictive for the complex dynamics of sea-ice. Many
of these models are also unable to capture complex non-linear dynamics generalizing to
complex spatio-temporal patterns and shifting climate dynamics.

To address this lack of complexity, the following studies focused on applying deep
learning approaches. Chi and Kim (2017) [20] were one of the �rst studies in the area
and used a pixel-wise LSTM to forecast sea ice concentration. However this approach did
not consider any spatial information. To address this Kim et al. (2019) [58] later used
a deep neural network to predict sea ice concentration considering interactions between
pixels. This was followed by another study, Kim et al. (2020) [59], that used convolutional
neural networks, which have become a popular component of many sea ice forecasting
methodologies, for their advantageous modeling of spatial interactions. To improve the
complexity of spatial features captured by the networks, U-Nets [94] have been widely
applied to capture multi-scale features within the spatio-temporal domain. Andersson et
al. (2021) [4] trained a U-Net on both climate simulation data and observed data to forecast
monthly ice concentration. Since the publication of [4] a wide array of studies have used
U-Nets for the task of sea ice prediction [42, 35, 1, 4, 60]. While more complex that simple
linear, mathematical, and statistical models, these methods either focus on speci�cally
capturing spatial or temporal dependencies, and do not provide a uni�ed architecture to
capture both simultaneously.

To capture both spatial and temporal dependencies in a single uni�ed architecture
spatiotemporal models were proposed. Liu et al. (2021) [77] took advantage of the con-
volutional LSTM architecture. Asadi et al. (2022) [5] extended this work by proposing a
sequence-to-sequence based convolutional LSTM for ice presence forecasting in the Hud-
son Bay. Following this success a large number of studies have also applied convolutional
LSTMs to sea ice prediction [57, 76, 5, 55, 19].

Recently, a number of studies have built upon these architectures in notable ways.
Wei et al. (2022) [115] combined the convolutional LSTM architecture with attention to
improve the modeling of long-range temporal patterns. To improve the temporal mod-
eling of the U-Net architecture Park et al. (2024) [86] introduce Unicorn, which uses a
Convolutional Neural Ordinary Di�erential Equation to unroll the spatially compressed
latent representation of the ice domain. Gousseau et al. (2025) [41] used recurrent graph
neural networks to subdivide the domain into a number of graph nodes and to apply mes-
sage passing layers that allowed the model to dynamically capture more complex spatial
patterns.
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In recent years, transformers have been gaining popularity for a number of tasks [110,
28, 48] including time series forecasting [73, 78]. Despite this, criticism has been raised as
to the e�ciency and e�ectiveness of transformers for time series applications [123, 120].
Existing works have applied transformers to forecast sea-ice extent (total area of sea ice
in a region) [81], however this does not produce the spatial maps that are critical to
in applications. Other studies have applied transformers in a spatial-temporal nature,
however these either predict ice presence rather than concentration [55], focus on a very
small and speci�c shipping pathway [118], or work with low resolution data [53].
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Chapter 3

Methodology

3.1 Data

The data for this thesis comes from two sources. The �rst source is the ERA5 reanalysis
data, which provides historical atmospheric variables, and the second source is the GLO-
RYS12 reanalysis product, which provides sea ice and oceanic variables. The ice variables
that this thesis aims to forecast are part of the GLORYS12 data product.

3.1.1 ERA5

ERA5 is a global climate reanalysis dataset produced by the European Center for Medium-range
Weather Forecasts (ECMWF) under the Copernicus Climate Change Service. It pro-
vides hourly estimates of atmospheric, land, and ocean variables on a 0.25°Ö0.25° lati-
tude{longitude grid from 1979 to the present. ERA5 is generated using the Integrated
Forecast System (IFS) Cycle 41r2 with a four-dimensional variational (4D-Var) data as-
similation scheme that ingests observations from dozens of satellites and a global network
of on-site stations, yielding a physically consistent reconstruction of past climate states
[45].

Although the IFS is not fully coupled to an ocean{sea ice model, ERA5 incorporates
daily passive microwave derived sea ice concentration �elds from the Ocean and Sea Ice
Satellite Application Facilities (OSI-SAF) as a lower boundary condition over ice-covered
seas [108]. By prescribing sea ice concentration, ERA5 more accurately captures surface
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boundary conditions, which is critical for representing air{sea exchanges, turbulent surface

uxes, and near-surface atmospheric structure in polar regions Copernicus TC.

Following prior works in sea ice forecasting [41, 1, 5], this thesis uses a subset of ERA5
variables known to drive sea ice variability: 2-meter air temperature (t2m), surface pressure
(sp), and surface sensible heat 
ux (sshf). These variables are averaged across four separate
six hour intervals over the course of the day which are then averaged over the course of a
week to align with the sea ice data.

3.1.2 GLORYS

GLORYS12 is a global eddy-resolving ocean and sea-ice reanalysis produced by the Coper-
nicus Marine Environment Monitoring Service (CMEMS) [34]. Covering the period 1993{present
at a nominal 1/12° horizontal resolution (approximately 8km), it provides a comprehensive
suite of oceanic and sea-ice variables, including sea surface temperature (SST), sea ice con-
centration, ice thickness, and ice drift velocities [52]. The core model is NEMO 3.1 (Nucleus
for European Modelling of the Ocean) coupled to the LIM2 sea-ice model with an Elas-
tic{Viscous{Plastic (EVP) rheology, implemented on the tripolar ORCA025 grid (nominal
1/4°) but con�gured to achieve true 1/12° eddy-resolving resolution in GLORYS12 [68].

Atmospheric forcing for the ocean surface is drawn from ECMWF's ERA-Interim re-
analysis (IFS cycle 31r2, 6-hourly, 1979{2019) and from ERA5 (IFS cycle 41r2, hourly,
2016{present) thereafter [25]. This transition ensures consistency with the latest atmo-
spheric analyses while maintaining continuity of surface 
uxes and boundary conditions
throughout the entire reanalysis period.

Data assimilation in GLORYS12 employs a reduced-order Kalman �lter derived from
the Singular Evolutive Extended Kalman (SEEK) �lter. Operating on a 7-day cycle, it
jointly ingests along-track satellite altimetry sea-level anomalies, satellite SST, in situ tem-
perature and salinity pro�les, and sea-ice concentration �elds to update a three-dimensional
multivariate background error covariance matrix [11, 52]. This seamless integration of di-
verse observations yields a dynamically consistent reconstruction of ocean and ice states,
crucial for both retrospective analyses and initialization of forecasting systems.

In this work, we utilize GLORYS12 outputs|speci�cally sea ice concentration, ice
thickness, drift velocities, and sea surface temperature as input features for our sea-ice
forecasting model, leveraging the high spatial resolution of the GLORYS data product.

Acknowledgment: This thesis has been conducted using E.U. Copernicus Marine Ser-
vice Information; Global Ocean Physics Reanalysis. E.U. Copernicus Marine Service In-
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formation (CMEMS). Marine Data Store (MDS). DOI: 10.48670/moi-00021 (Accessed on
23-07-2024)

3.1.3 Study Region and Projection

The Pan-Arctic region is selected for study because of the large and diverse nature of the
domain. Initially motivated by the signi�cant interest of previous works, using the pan-
Arctic provides a diverse set of evaluation regions including multiple complex coastlines,
contains critical shipping routes, and the large domain contains the ice edge at all times of
the year. Motivated by existing works, the geophysical �elds are projected from latitude
longitude to the WGS 84 / NSIDC Sea Ice Polar Stereographic North grid (EPSG:3413).
This conformal projection is centered on the North Pole, uses a standard parallel at 70°
N (true scale), and a central meridian of minus 45°. Choosing this projection aligns the
zone of minimal scale distortion with the marginal ice zone. Shapes and orientation near
the ice edge are represented more faithfully than in geographic (latitude{longitude) co-
ordinates, where meridians converge and grid cells become highly anisotropic. Because
the stereographic projection is angle-preserving, coastline geometry, lead orientations, and
the sharp gradients that de�ne the ice edge are maintained under local transformations,
which improves edge-sensitive operations and reduces spurious curvature introduced by
projection.

Similarly to the projection, the selected region was motivated by existing works [86].
After projecting the data to the EPSG:3413 grid the central 448 by 304 grid cells are cut
from the domain. This removes the padding around the corners of the re-projected data
and encapsulates the Arctic ice even at its peak during the freeze-up period.
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Short Name Full Name Source Description

sic Sea ice concentration GLORYS12 Measure of the fraction of a
grid cell that is covered by
sea ice.

sit Sea ice thickness GLORYS12 Measure of the average
thickness of the sea ice
within a grid cell, helps
de�ne how easily the ice will
mel in a given zone.

sip Sea ice presence | De�nes ice being present
when concentration is �
15%, helps to de�ne the ice
boundaries.

so Sea water salinity GLORYS12 Measure of the salinity of
the sea water which a�ects
the freezing point.

thetao Sea water potential temperature GLORYS12 Measure of the temperature
of the sea water which di-
rectly a�ects the rate at
which ice will freeze or melt.

t2m 2-m temperature ERA5 Measure of the air temper-
ature 2-m above sea level,
which a�ects heat exchange
between sea water and air.

sp Surface pressure ERA5 Measure of the surface pres-
sure either on land or on
the ocean surface which can
have an e�ect on the melt-
ing point of the ice.

sshf Surface sensible heat 
ux ERA5 Measure of the heat ex-
change between the atmo-
sphere and the sea surface.

x x-position | Latitudinal context for each
grid cell.

y y-position | Longitudinal context for
each grid cell.

woy Week of the year | Week of year for the fore-
cast, helps provide temporal
context.

Table 3.1: Selected input variables for the models.
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3.1.4 Variables

3.1.5 Seasonality and Distribution Shift

Figure 3.1: Weekly averaged sea ice concentration percent displayed over the date range
of the data. Notably, and unsurprisingly, strong seasonal e�ects are seen throughout the
year with lower average ice concentrations in the summer months and higher average ice
concentrations in the winter months.

There are strong seasonal patterns present in Arctic sea ice concentration. Warmer tem-
peratures during the summer months and colder temperatures in the winter months along
with seasonal currents and changes in solar readiation result in a predictable cycle of ice
concentration based on the time of year. This pattern is visible by plotting the weekly
averaged ice concentration over the course of the dataset(Figure: 3.1).
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Figure 3.2: Annual averaged sea ice concentration percent displayed over the date range of
the data. Notably, a consistent decrease is seen in the average ice concentration year over
year.

A second observation regarding the ice cover is the decreasing areal averaged ice con-
centration. In data analytics terms this can be described as a distribution shift, where
the distribution of the data is changing with respect to time. This reduction in areal av-
eraged ice concentration and ice extend is commonly attributed to rising temperatures in
the Arctic [107]. This trend can be visualized within the pan-Arctic domain by averaging
the ice concentration across the pan-Arctic for each year (Figure: 3.2). A clear downward
trend can be seen. Fitting a linear regression to the annually averaged ice concentration
data results in a regression model with an R2 of 0.850. This R2 value indicates that a
large portion of the variance in the annually averaged ice concentration can be explained
by a linear trend over the years. Calculating the F-statistic shows that the regression
model is statistically signi�cant while T-tests show that the individual slope and intercept
parameters are statistically signi�cant. The slope is found to be -0.1494 (95% con�dence
interval [-0.173, -0.126]). This means that there is a statistically signi�cant downward
trend of around 0.1494% annually averaged ice concentration per year when this data is
taken between the years 1993 and 2024.
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Figure 3.3: Seasonally averaged sea ice concentration percent anomalies. This helps high-
light the overall reduction in ice concentration year-on-year while also displaying the e�ects
on di�erent seasons. Figure based upon �gure from Gousseau et al. [41].

To emphasize this reduction in ice concentration further, and to expand upon the year
to year trend, all weeks of the year can be grouped into four seasons. The �rst group
January, February, and March is when there is the most ice and during the freeze period.
The second group April, May, June is when the melting period begins in the ice, observing
a reduction in the ice. The third group July, August, and September is when the least ice
is observed. Finally the fourth group of October, November, and December is the freeze-up
period when the ice begins to reform after having melted during the warmer months. The
average ice concentration during each of these seasons can be calculated across the dataset
and the per-year anomaly can be plotted. This helps to show that the reduction in ice
concentration is generally occurring throughout all seasons of the year (Figure: 3.3).

3.1.6 Training Setup

To ensure that the results between di�erent architectures are directly comparable, a code
base was developed such that all models were not just trained and evaluated on the same
data, but also in a consistent manner. Despite di�erent input representations for certain
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architectures, the outputs of all models were projected to a common shape and represen-
tation. This allowed a shared evaluator module to run the same evaluation metrics and
produce the same evaluation plots for each architecture.

Con�guration Files and Experiment De�nitions

To improve the organization, speed of iteration during experimentation, and to easily allow
for running the same experiments with multiple random seeds, YAML con�guration �les
and a class-object based structure was used to organize the code base. YAML �les de�ne
the class to instantiate and contain relevant parameters. The YAML structure easily allows
for the de�nition of experiment �les that can extend the default model con�gurations,
allowing for an easy way to change con�guration details of a model. A further bene�t of
this is that by providing relevant names to these experiment �les and tracking them for
each run it is much easier to see the di�erent combinations of con�gurations that have
been tried.

Memory Limitations

Spatio-temporal forecasting commonly relies on large amounts of GPU memory because
models must ingest high-resolution spatial grids over temporal windows and propagate
gradients back through this deep stack. Storing the outputs of di�erent activation functions
from the forward pass, which can be required to calculate the gradients in the backward
pass, also becomes expensive due to the increased dimensionality of incorporating time into
the inputs and outputs. In sea ice forecasting for example, training models with longer
target sequences and an informatively long input window can result in a very high VRAM
requirement. Without proper consideration, this constraint can force compromises such as
down-scaling of data leading to less detailed forecasts, shorter input sequences reducing the
context provided to the model, smaller batch sizes leading to noisier optimization steps, or
shallower models reducing the complexity that the model can capture. All of these factors
degrade predictive skill of the forecasting model.

To mitigate the issue of large VRAM requirements, gradient accumulation was em-
ployed. Gradient accumulation allows for simulating larger batch sizes by splitting them
into k micro-batches that individually �t the available VRAM. The gradients of the k
micro-batches can be summed before applying the update step of the optimizer, which
results in the same gradient updates as if allk micro-batches were applied in parallel in
a single batch. Formally, with micro-batch sizeb the e�ective batch size isB = b � k.
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Dividing the result of each micro-batch byk preserves the gradient magnitude, yielding up-
dates equivalent to a true batch of sizeB. This strategy stabilizes optimization with larger
batches for better gradient approximation, removes the need to limit sequence length and
spatial resolution, and avoids architectural compromises. Practically, this approach pairs
well with reduced 
oat 32 matrix multiplication precision, another technique that was em-
ployed to further accommodate the large dimensional scale of data. In these experiments,
gradient accumulation was the key enabler for training deeper spatio-temporal models on
longer weekly horizons without reducing input �delity, directly improving forecast accuracy
under �xed VRAM budgets.

Code Base

Alongside the baseline results and ensembling method presented in this thesis, a modular
and con�guration-driven code base was developed to ensure reproducibility, fair compar-
ison between architectures, and ease of extension for future work. An object oriented
programing approach was used to develop the code base, with con�guration options being
speci�ed in YAML or directly in the command line. This structure allows users to eas-
ily change di�erent parameterization setups such as train, validation, and test horizons,
forecast lengths, or the variables ingested without modifying any of the control logic. Fur-
thermore, users are also able to easily extend base classes to implement more complex logic
either in the data loading, data handling, or model stages. To guarantee comparability,
all models produce predictions that are projected to a common target representation, al-
lowing a shared evaluator to compute identical metrics and generate the same diagnostic
plots across architectures.

This structure lowers the barrier to future research, allowing for the inclusion of new
datasets, the addition of new models, and simplifying the process of sweeping hyperparam-
eter con�gurations. This structure also allows for users to easily specify speci�c random
seeds, allowing for reproducible results or to quickly run the same model con�gurations
under di�erent reproducible random initializations.

3.2 Baseline Methods

3.2.1 Convolutional Long Short-Term Memory (ConvLSTM)

As discussed in the previous chapter ConvLSTM networks extend the classic LSTM ar-
chitecture by replacing feed-forward layers with convolutional layers to capture spatial
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dependencies [97]. The mathematical de�nition of the LSTM:

i t = �
�
Wxi � X t + Whi � H t � 1 + Wci � Ct � 1 + bi

�
;

f t = �
�
Wxf � X t + Whf � H t � 1 + Wcf � Ct � 1 + bf

�
;

Ct = f t � Ct � 1 + i t � tanh
�
Wxc � X t + Whc � H t � 1 + bc

�
;

ot = �
�
Wxo � X t + Who � H t � 1 + Wco � Ct + bo

�
;

H t = ot � tanh(Ct );

(3.1)

3.2.2 Convolutional Gated Recurrent Unit (ConvGRU)

ConvGRU extends the GRU architecture by replacing the feed-forward layers with con-
volutional layers to capture the spatial dependencies [71]. The mathematical de�nition of
the GRU:

zt = �
�
Wxz � x t + Whz � ht � 1 + bz

�
;

r t = �
�
Wxr � x t + Whr � ht � 1 + br

�
;

~ht = tanh
�
Wxh � x t + Whh � (r t � ht � 1) + bh

�
;

ht = (1 � zt ) � ht � 1 + zt � ~ht ;

(3.2)

3.2.3 Transformer

Follows the structure of an encoder-decoder style transformer, composed of two speci�c
components [110]. The encoder �rst applies multi-head self-attention to the entire input
sequence to produce a set of contextualized representations, and the decoder then combines
multi-head self-attention with cross-attention to generate the target sequence. Unlike tra-
ditional autoregressive decoders that predict one token at a time, all tokens are decoded
simultaneously in a single pass, enabling fully parallel computation during both training
and inference and improving the models ability to self-correct errors in the forecast. The
structure of this model is de�ned as:

Z = SelfAttention( X t � p+1 ; : : : ; X t )

Y = SelfAttention( X t+1 ; : : : ; X t+ N )

Y = CrossAttention( Y; Z)

(3.3)
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3.2.4 UNet

The U-Net architecture, �rst introduced for biomedical image segmentation [94], consists
of a symmetric \U-shaped" encoder{decoder architecture with skip connections bridging
between corresponding levels. The encoder of the UNet is commonly referred to as the
contracting path and the decoder as the expanding path due the contraction and expansion
of the image spatial dimensions. In the contracting path, successive convolutions and
pooling operations capture increasingly abstract feature maps, while the expanding path
uses up-convolutions to reconstruct the spatial resolution. At each scale, feature maps
from the encoder are concatenated with those from the previous layer in the decoder to
preserve �ne-grained local information alongside global context [94]. This combination of
multiscale context and precise localization makes U-Net ideally suited to tasks requiring
pixel-wise output, such as image segmentation or more relevantly sea ice forecasting. The
U-Net structure can learn complex spatiotemporal relationships across the ice cover [4].

The UNet architecture has been extended in multiple ways for task of sea ice forecasting
due its ease of implementation, computational e�ciency, and ability to capture both global
and localized feature information and dynamics. One of the most popular works discussing
the use of U-Nets for sea ice forecasts is IceNet paper from 2021 [4]. This work uses a U-
Net to properly classify ice prescense. Several works have further extended the U-Net
architecture for sea ice prediction and a number of them will be further discussed as
baselines used in this thesis.

3.2.5 DU-Net

While the encoder-decoder structure of the U-Net serves as a robust baseline, concerns
have been raised regarding the ability to capture temporal information [86]. To mitigate
this DU-Net uses time series decomposition to separate out the trend and residuals from
the input series. Parallel U-Nets then process the trend and residuals separately, before
adding the result of each branch together as the predicted output. The decomposition helps
improve the stationary of the input series along with forcing the model to make predictions
in parts. The trend is computed by taking the sliding moving average, parameterized with
a one dimensional average pooling operation, based on a kernel that is around half the size
the of the input sequence length. To calculate the residuals the trend series is subtracted
from the input sequence. Mathmatically, given an input sequenceX 2 RB � C� H � W we
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apply a 1D moving average of window sizeK along each channel.

Trend: T = X � h; h = 1
K

�
1; : : : ; 1

�
2 RK ; (3.4)

Residual: R = X � T: (3.5)

Where \� " denotes 1D convolution andh is the uniform averaging kernel of lengthK .

3.2.6 NU-Net

Addressing the same issues with the encoder-decoder structure of the U-Net which can
struggle to capture temporal information [86]. NU-Net normalizes each input sequence by
its last time step and then applies two U-Net branches in series. First, it removes the �nal
frame to focus on temporal changes, feeds the remainder through a \feature" U-Net, re-adds
the �nal frame, then feeds the result through a second \structure" U-Net and a sigmoid
to produce the prediction. Therefore given some input sequenceX 2 RB � C� T � H � W , the
last frame of which beingS = X T 2 RB � C� 1� H � W . We can de�ne the centered sequence
as eX = X � S. Then NU-Net's two stages are

Y (1) = Unet F
� eX

�
; (3.6)

Z = Y (1) + S; (3.7)

Y (2) = Unet S
�
Z

�
: (3.8)

Where Y (1) is the output of of the �rst U-Net and Y (2) is the output of the second U-Net.

3.2.7 Convolutional Block Attention Module (CBAM)

CBAM introduces a drop in module that helps capture channel and spatial information.
In this case the CBAM module is used in conjuction with the U-Net architecture [86]. The
CBAM is applied to the hidden state of each resnet block. The CBAM module has two
components applied in series. The �rst component is the channel attention which applies
global average and max pooling to the feature map, providing twoC � 1 � 1 vectors.
A small MLP scores each channel, providing a gate to prioritize speci�c semantic �lters
[117]. The spatial attention module then takes the mean and max across all channels in
the feature map resulting in a 2� H � W that is then fed into a convolutional layer. The
spatial mask that results from this helps highlight salient regions.
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F 0 = M c(F ) � F;

F 00 = M s
�
F 0

�
� F 0;

(3.9)

Where � denotes element-wise multiplication,F 2 RC� H � W is the input feature map,
M c 2 RC� 1� 1 is a 1D channel attention map, andM s 2 R1� H � W is a 2D spatial attention
map.

3.2.8 Temporal{Spatial Attention Module (TSAM)

TSAM generalizes CBAM by replacing the channel attention module with a temporal
attention module. TSAM achieves this through the use of a temporal convolutional net-
work (TCN). Whereas the CBAM uses an MLP to mix the channel representation vectors,
the TCN applies a 1D sliding convolution to capture more localized temporal information
within the channels. This is e�ective when the channels represent temporal data as the
model can more easily learn localized temporal information. The mathmatical representa-
tion is therefore the same as CBAM

F 0 = M c(F ) � F;

F 00 = M s
�
F 0

�
� F 0;

(3.10)

Where � denotes element-wise multiplication,F 2 RC� H � W is the input feature map,
M c 2 RC� 1� 1 is a 1D channel attention map, andM s 2 R1� H � W is a 2D spatial attention
map.

3.2.9 U-Net with Convolutional Neural Ordinary Di�erential Equa-
tions (Unicorn)

Sea ice forecasting must handle highly non-stationary dynamics and complex spatio-temporal
interactions. Traditional physics based systems are computationally expensive while tra-
ditional statistical methods lack the complexity to model these dynamics. Unicorn claims
that while previous deep learning methods improve performance over statistical methods,
they struggle with non-stationarity and jointly modeling spatial and temporal dyanmics.
Unicorn aims to combine continous-time latent dynamics with Neural ODEs, time series
decomposition for non-stationarity, and a U-Net structure for preserving large domain
structure across the forecast [86].
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Unicorn achieves this in a similar method to DU-Net, using two parallelUnetNODE
branches, one processing the trend the other the residuals. While the contracting and
expanding paths are the same as a traditional U-Net, they introduce aConvNODE in the
bottle neck. The ConvNODE treats the latent feature mapZ(t) as evolving via

dZ
dt

= f
�
Z (t); �

�
; (3.11)

wheref is parameterized by a small CNN. The continous time framework capture more

exible dynamics than discrete residual blocks [86].

To further de�ne this process we can de�ne some decomposed input sequenceX 0:T

(trend or residual) and using the discrete form (Euler step) of the ODE

Z0 = Enc( X 0:T ) 2 RB � C� H 0� W 0

Z1 = Z0 + f (Z0; � )
(3.12)

3.2.10 Simpler Yet Better Video Prediction (SimVP)

Video prediction aims to forecast future frames given some sequence of past frames, as
task that naturally adapts to spatio-temporal forecasting. While other spatio-temporal
approaches such as ConvLSTM [97], Neural ODEs [17, 62], or Vision Transformers [28]
trade simlpicity for complex recurrent, continuous, or attention structures, SimVP asks:
how far can end-to-end convolutional models go? This results in far more e�cient models
that are trained to capture both the complex spatio and temporal dynamics of video
prediction or in this case sea ice forecasting [38].

SimVP achieves this with an encoder-decoder structure to compress the spatial dimen-
sions of the input images. During the bottleneck phase a U-Net structure parameterized
with inception layers [38]. The inception layers combine kernels at multiple scales to cap-
ture a more diverse set of feature scales [103]. As opposed to concatenation the di�erent
kernels are simply summed for ease of implementation. To de�ne this mathematically, let
X 0:T � 1 2 RB � C� T � H � W be the input frames andYT :T + T 0� 1 the target future frames.

Ze = Enc( X 0:T � 1; � e); Zt = Trans( Ze; � t ); Ŷ = Dec(Z t ; � d): (3.13)

3.2.11 Simpler Yet Better Video Prediction V2 (SimVPv2)

Built on the success of the SimVP architecture for e�ectively and e�ciently capturing
spatio-temporal dynamics to predict video sequences, SimVPv2 builds upon the translator
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to improve forecast results. SimVPv2 replaces the inception U-Net with gated spatiotem-
poral attention (gSTA) layers. The motivation behind this is that Vision Transformers [28]
are better at adaptively ignoring noisy responses according to feature information. Convo-
lutions can acheive these same bene�ts by using large kernels, capturing better shape bias
rather than texture bias [104].

The gSTA layer achieves this result in a computationally e�cient manner by using
depth-wise convolutions. First a depth-wise convolution is applied with a smaller kernel
size, this is followed by a dilated depth-wise convolution to expand the receptive �eld,
�nally a point-wise convolution applies channel mixing and gating. Given some input
feature mapX 2 RC� H � W We can de�ne this mathematically as

Z = DWConv( X )

Z = DWDilatedConv( Z )

[Y; G] = Conv1� 1(Z )

gSTA(X) = � (G) � Y

(3.14)

3.2.12 Multi-Order Gated Aggregation Network (MogaNet)

The MogaNet authors make the claim that modern ConvNets su�er from representation
bottleneck, encoding either very low order (local texture) or very high order (global shape)
interactions while ignoring the most discriminative middle order ones [70].

MogaNet builds o� the SimVP structure, replacing the translator with their fully convo-
lutional multi-order gated aggregation network. The two key components of the MogaNet
architecture are the spatial aggregation (SA) block and the channel aggregation (CA)
block.

Spatial Aggregation Block First uses feature decomposition to subtract the trivial
interactions via learnable scaling factor� :

X = Conv 1� 1(X )
eX = X + � � (X � GlobalAvgPool(X ))

(3.15)

Multi-Order Gated Aggregation

captures features at three separate scales. The �rst the gateG is obtained from SILU(Conv1� 1( eX )).
A parallel branch extracts the multi-order features via depth-wise convolutions.
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eX 1 = DWConv 5� 5( eX )
eX 1; eX 2; eX 3 = Split( eX 1)

eX 3 = DWConv 5� 5;dilation=2 ( eX 2)
eX 3 = DWConv 7� 7;dilation=3 ( eX 3)
eX = Concatenate(eX 1; eX 2; eX 3)
eX = Conv 1� 1( eX )
eX = eX � G

(3.16)

Channel Attention Block

captures the channel dynamics for the MogaNet architecture. While similar to an MLP
layer the key di�erence is the feature decomposition via the learnable scaling factor� :

eX = Conv 1� 1(X )
eX = X + � � (X � eX )

(3.17)

3.2.13 Temporal Attention Unit (TAU)

Temporal Attention Unit is another architecture that builds o� the SimVP structure,
adapting the translator to improve the capture of spatio-temporal patterns [105]. TAU
implements a fullly parallelizable attention mechanism that decomposes temporal attention
into intra-frame statical attention to capture long-range spatial context within each frame
and inter-frame dynamical attention to capture the context between frames [105].

To capture both styles of attention TAU implements a spatio-temporal block similar
to the gSTA block in SimVPv2 [104]. The key addition is the dynamical attention which
applies a small MLP to the spatially averaged channel values which helps to better capture
temporal patterns. We can de�ne this process mathematically as:

Z1 = DWConv( X )

Z1 = DWDilatedConv( Z1)

Z1 = Conv 1� 1(Z1)

Z2 = GlobalAvgPool(X )

Z2 = MLP( Z2)

Y = X � Z1 � Z2

(3.18)
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3.3 Ensembling

3.3.1 Motivation

Despite the diversity of architectures represented in the baseline methods, along with other
experimentation performed throughout this project, they perform relatively similarly in
terms of raw metrics. Speci�cally, when considering standard deviations between di�erent
random initializations of the top performing architectures, many of their individual metrics
are not signi�cantly di�erent from one another. However, through qualitative evaluation of
the di�erent forecast results it became clear that while the di�erent architectures achieved
relatively similar metric scores, there were notable observable di�erences in forecast per-
formance between the architectures. These qualitative results show that di�erent methods
show stronger and weaker performance in di�erent regions, during di�erent seasons, and
at di�erent lead times. When considering that each architecture has its own individual
shortcomings, it would be desirable to have a forecasting model that took advantage of
the best components of each architecture while minimizing their negative impact. Doing
so would result in more accurate forecasts, but also produce more reliable forecasts by
smoothing out the weak points of individual architectures. From this idea the thought of
ensembling arises as a method to combine the strengths of all architectures while helping
to minimize the weakness of the overall ensemble.

While ensembling has the added cost of using multiple models, as discussed earlier in
this thesis, a bene�t of using deep learning is that the computational e�ciency during infer-
ence is commonly signi�cantly better than during training. While designing a framework
to train the di�erent architectures and the ensembling method requires a fair amount of
engineering, once the models are trained producing forecasts can be both fast and e�cient.

Ensemble Model Selection

A key decision when designing the ensemble method is determining which models will
be part of the ensemble subset. Adding additional models to the subset increases the
computational and engineering requirements of the overall ensemble forecast system, while
alternatively including too few models lacks the diversity of strengths, reducing the overall
forecast performance and reliability.

When looking at the top performing architectures within the set of baselines, four key
families of architectures stood out. The best performing model of each of the architectural
families were selected for the ensemble. The �rst family is the convolutional U-Net struc-
ture in which multi-scale spatial features are extracted in a hierarchical pattern, this family
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was represented by the Unicorn architecture [86]. The second family of architectures is the
fully convolutional spatio-temporal video prediction models, this family is represented by
the MogaNet architecture [70]. The third family of architectures is the recurrent neural net-
works (RNNs) popular for their ability to model temporal series, this family is represented
by the ConvGRU architecture [71]. The last family of architectures is the attention based
architectures, using multiple heads to selectively attend to di�erent spatial and temporal
regions, this family is represented by the Transformer architecture [110, 28].

3.3.2 Ensemble Techniques for Spatio{Temporal Forecasting

Ensembling methods leverage the diverse inductive biases of several di�erent networks to
improve accuracy and robustness. When looking at methods to implement an ensembling
technique, three main methods present themselves.

Simple and Weighted Averaging

Arguably the most simple approach to combining di�erent model forecasts, these methods
involve assigning some static weight to each di�erent model in the ensemble. GivenM
base modelsf f (m)gM

m=1 producing forecastsŶ (m)
t 2 RH � W at time t, the simple averageis:

Ŷt =
1

M

MX

m=1

Ŷ (m)
t : (3.19)

This reduces uncorrelated errors by averaging out individual model biases [26]. In the
case ofSimple Averagingeach member of the ensemble is weighted equally. However,
this method ignores the varying individual model reliabilities. To address this,Weighted
Averaging uses learnable weights that aim to minimize the validation loss to emphasize
more accurate models [64]. We can therefore express this as:

Ŷt =
MX

m=1

wm Ŷ (m)
t ;

MX

m=1

wm = 1; wm � 0; (3.20)

To further build upon this, these weights need not be only per model. We can parameterize
these weights as some matrix such that a di�erent learnable weight is used at each spatial
location, or at each lead time, or a combination of both. The key factor in this method
is that the learned weights are static. This methodology has been used to improve spatio-
temporal tra�c prediction [22]
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Gating Network Ensembling

is the second commonly used technique to ensemble di�erent predictions. A gating network
G takes contextual featuresx t;h;w such as spatio-temporal embeddings along with the
model predictions and outputs logits for each expert:

wt;h;w;m =
exp(G(m)

 (x t;h;w ))
P M

k=1 exp(G(k)
 (x t;h;w ))

; Ŷt;h;w =
MX

m=1

wt;h;w;m Ŷ (m)
t;h;w (3.21)

Here, weights are no longer static and the gating network may dynamically assign impor-
tance to di�erent models based on the "time and place". These weights vary across space
and time, allowing the ensemble to adapt to heterogeneous patterns.

Another key advantage of this dynamic approach is that the ensembling method is now
more capable of learning to account for correlated errors between di�erent members of the
ensemble. Domain speci�c embeddings can be added to the gating network to allow them
to be dynamically generated based on the time of year, spatial location, lead time, and
the speci�c predictions from the existing models within the ensemble. This approach has
been successfully applied to spatio-temporal tra�c forecasting [22] and a slightly adapted
version was successfully applied to a ride hailing system [91].

Stacked Ensemble with a Meta-Learner

Another approach to ensembling is stacking outputs and feeding them into what has been
referred to as a Meta-Learner. The Meta-Learner is a separate model that is trained to fuse
the outputs of the base models. Instead of predicting weights on di�erent models, the Meta-
Learner automatically learns how to map multiple model predictions to the true target.
This can be done with a simple linear regressor or a more complex neural network. This
method has been used to enhance stock market predictions by combining two specialized
deep networks, a ConvLSTM and a Bidirectional LSTM [84]. A similar approach has been
applied to rainfall nowcasting where multiple ConvLSTMs and a physics-based model were
combined by an external ensembling algorithm [3].

This model can be de�ned mathematically as:

Ŷt;h;w = F (ŷ(1)
t;h;w ; :::; ŷ(M )

t;h;w ; Embedt;h;w ) (3.22)

where Ŷt;h;w is the output of the meta-learner. F is some neural network, commonly a
small MLP. ŷ(m)

t;h;w are the outputs of them member of the ensemble. Embedt;h;w are the
spatio-temporal and lead-time embeddings.
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3.3.3 Ensemble Architecture

Figure 3.4: Diagram of Meta-Learner framework. a) Structure of the Meta-Learner dis-
playing the model inputs and transformations. b) Feed-Forward layer that combines a
linear projection, normalization, nonlinearities, and dropout.c Reshaping displays the 2D
grid and the splitting of individual sections of the domain that are passed individually to
the shared Feed-Forward layers and Linear output.

The Meta-Learner approach was selected based on a number of experiments together with
the increased 
exibility to combine the predictions of di�erent models. Since the Meta-
Learner directly predicts the output variables, rather than having to assign weights to the
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di�erent models. This strategy is still able to take advantage of using spatial, temporal, and
lead time embeddings to understand the expected performance of the di�erent baselines
in the ensemble. The added 
exibility allows the Meta-Learner to better capture the
heterogeneous patterns that a dynamic gating mechanism typically cannot capture on
it's own. The Meta-Learner is able to use the understanding of models strengths and
weaknesses along with the covariance between them to make predictions outside the range
of any of the individual baselines. These advantages are what lead to the selection of the
Meta-Learner as the ensembling strategy used to improve the forecasting results.

The Meta-Learner is fed the ice concentration, thickness, and presence predictions from
the four key models within the baseline set. The embeddings are concatenated onto these
to form a vector that is passed through an MLP before producing the predictions for
ice concentration, thickness, and presence. The embeddings contain spatial embeddings
parameterized as x and y variables for the pixel position with respects to the height and
width of the domain. These are speci�cally calculated by taking the pixel height and width
indecies and dividing by the domain height and width to get x and y position variables
scaled between zero and one. The next embeddings is the week of year embedding which
provides temporal context as to where during the year this forecast is being done. This
variable takes the current week of year and divides it by 52 to scale it between zero and one.
This variable is later transformed into sinusoidal embeddings using cosine and sine waves
to create smooth transitions between the beginning and the end of the year. The next
embeddings is a lead time embeddings. This variable is calculated by taking the current
lead time in the forecast and dividing it by 13 to scale the results between zero and one,
providing context for where is the roll out this speci�c forecast is found. Lastly is a land
mask embeddings which provides context as to weather the point of interest is on land or
on ocean with a binary mask.

Since this network is tasked with re�ning the predictions based on the other models
within the ensemble, a potential risk is the increased potential to over�tting on the train-
ing data. Rather than generalizing to the persistent patterns between baseline models,
over�tting would hurt performance on samples outside the training window. To reduce the
impact of this a combination of layer normalization and dropout are employed to promote
generalization. Layer normalization normalizes layer inputs across the channel dimension,
which does not introduce dependencies between training cases [6]. Dropout is further em-
ployed to randomly drop inputs to each layer at training time. This reduces the networks
ability to memorize speci�c patterns, promoting more general learning [99].
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Chapter 4

Results

Results are presented for all baseline approaches as well as the ensemble Meta-Learner.
A combination of quantitative metrics and qualitative �gures and examples help demon-
strate how the ensemble method provides a more accurate, robust, and reliable forecasting
framework as compared to any single individual baseline.

4.1 Evaluation Methods

The metrics presented are evaluated across the held out, or test set, data. This data was
not exposed to the model during training and represents the model's performance if it were
to have been deployed during this period. As discussed, the test set used includes data
from 2022, 2023, and 2024. Unless otherwise speci�ed, all metrics are averaged across all
spatial locations, across all years, and across all forecasts launched each week during this
period.

To minimize the impact of individual initializations, each baseline was run with three
di�erent random weight initializations. The metrics presented represent the mean value
across the three random seeds, with the standard deviations presented next to them. Lower
standard deviations indicate similar performance across di�erent random initializations and
thus a higher degree of robustness.
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4.1.1 Metrics

To evaluate the model performance, we de�ne a number of di�erent metrics. These metrics
can o�er a simpli�ed but still useful view into the model's performance and calibration
without considering error in terms of di�erent spatial regions and forecast horizons.

Mean Absolute Error (MAE) MAE represents the mean absolute di�erence between
the forecast values and the actual values. The equation for MAE is de�ned in the back-
ground section in the discussion of MAE as a loss function.

Root Mean Squared Error (RMSE) The equation for RMSE is similar to the equa-
tion for the MSE loss function de�ned previously, however the square root is taken on the
�nal metric. As this metric involves using the square di�erence rather than the absolute
di�erence, this value is more heavily a�ected by outliers. Comparing the RMSE metric to
the MAE metric helps to assess the e�ect of outliers.

Integrated Ice Edge Error This metric is used to compare the di�erence in predicted
and actual amount of ice in the domain. Ice concentrations greater than 15% are set
to 1, with the remaining points set to 0, and summed spatially over the domain. The
mean absolute di�erence between the predicted and actual amount of ice is reported after
dividing by the total number of non-land grid points.

Accuracy This metric is used for the binary classi�cation of the ice probability. A
decision boundary of 0.5 is used to split the presence probabilities into either ice or no
ice. The accuracy measures the percent of entries in which the predicted label matches the
actual label.

Binary Cross-Entropy (BCE) BCE, also referred to as log loss in the context of classi-
�cation, is a measure of the di�erence between the predicted probabilities of a classi�cation
model and the actual classes. In the case of ice presence prediction, a lower BCE score
indicates that when there is no ice present the model predicts values closer to zero and
when there is ice present the model predicts values closer to one.
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4.2 Sea Ice Concentration (SIC)

Figure 4.1: Sea ice concentration MAE by month of year box-plot for the four key baselines
used in the Meta-Learner along with the Meta-Learner model. Results are taken from the
holdout data spanning the years 2022, 2023, and 2024 with results being averaged spatially
over all non-land locations within the domain.

Ice concentration represents the fraction of area that is covered by sea ice. This is one of
the key variables when discussing sea ice forecasting, and is the variable being predicted
by many existing works. Looking at the distribution of mean absolute errors separated by
month for each of the four key baselines along with the Meta-Learner (Figure: 4.1), the
Meta-Learner clearly presents itself as the top performing model. While the results of the
four key baselines are relatively similar on average, with variations in the top performer
among them based on the month of year, the Meta-Learner is the only model that stands
out as being consistently better for all months of the year. The Meta-Learner displays an
ability to take advantage of the varying strengths and weaknesses of the unique baselines,
resulting in lower average error and tighter error distributions. This results in a model that
is not only more accurate on average, but also more robust, reducing both the frequency
and magnitude of large error predictions.
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Figure 4.2: Sea ice concentration lead time versus MAE. The shaded regions denote the
standard deviations of a given architecture across random initializations while the solid
lines denote the average. Results for each random initialization (random seed) are averaged
spatially across all non-land locations and across all forecast launch dates within the test
window, spanning the years 2022, 2023, and 2024 which were withheld from the model
during training.

A limitation of visualizing the error distribution by month only is that the results
at di�erent lead times are averaged together. Visualizing how the growth in errors with
respect to lead time is critical when evaluating the performance of a forecasting model.
While errors growing with respect to lead time are common in many forecasting problems
given the increased uncertainty further into the future, the slower that error grows the more
reliable a forecasting model is at longer lead times. In terms of machine learning methods,
slower error growth can indicate that a model is better at producing better forecasts even as
the uncertainty increases. Looking at the lead time error curves of the baseline methods as
well as the Meta-Learner (Figure: 4.2) it can be observed that the Meta-Learner shows not
only have the lowest error and tight standard deviations between random initializations,
but also displays a relatively slow logarithmic growth in errors over lead times. This results
in the Meta-Learner outperforming all other methods at every lead time.

Looking at the results of the other baselines, models using recurrent structures (Con-
vGRU and Unicorn) display the steepest growth in error across lead times. As discussed,
recurrent methods iteratively unroll a time series and commonly view one time step at
a time. This is true for both the ConvGRU and the Unicorn. While ConvGRU utilizes
hidden states to persist information across longer periods of time, errors and uncertainty
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can compound in these hidden states resulting in decreased performance at longer lead
times. Another signi�cant factor that can reduce the longer lead-time performance of the
ConvGRU is that future time steps cannot directly take information from past ones. In this
architecture future time steps instead rely on the hidden states to have properly captured
all informative features from past steps. This can be problematic as missing context can-
not be corrected. These hidden states can also be biased towards more recent time steps,
limiting longer context interactions [110, 8]. The Unicorn models implements a similar
recurrent structure, however rather than managing hidden states the Unicorn parameter-
ize a neural ordinary di�erential equation to step through time on a spatially compressed
representation. Because a Neural ODE predicts by integrating a learned continuous-time
vector �eld, small errors in the �eld or the initial state can accumulate over the integration
horizon, making it more sensitive to compounding noise over time. Another limitation is
that by unrolling the temporal features at a compressed spatial representation the Unicorn
model can struggle with capturing higher resolution spatial dynamics. As an example in
our results the Unicorn model struggled with with freeze-ups o� the main ice pack, such
as on the Russian coast, during the freeze-up period.

Alternatively models like MogaNet and Transformer show more stable error growth
resulting in better long-range performance. Both these architectures pass information
across time steps, with MogaNet compressing the temporal representation into a set of
channels that are mixed together and the transformer using attention to allow time steps
to dynamically attend to one another. These approaches result in improved long range
performance with the Transformer speci�cally showing better performance than the other
baselines at the longest lead times.
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Table 4.1: Sea-Ice Concentration Metrics (MAE, RMSE, IIEE).

Model MAE # RMSE # IIEE #

DU-Net[86] 3:531� 0:3370 10:925� 0:2345 1:461� 0:0197
SICNetTASM[86] 3:314� 0:1045 10:776� 0:2479 1:526� 0:0396
SICNetCBAM[86] 3:255� 0:0937 10:546� 0:0750 1:500� 0:0315
NU-Net[86] 3:249� 0:1064 10:263� 0:0684 1:400� 0:0411
ConvLSTM[97] 3:166� 0:0870 9:971� 0:0689 1:398� 0:0653
SimVPv2[104] 3:155� 0:0509 9:536� 0:1371 1:349� 0:0433
SimVP[38] 3:135� 0:0382 9:609� 0:1321 1:303� 0:0262
TauNet[105] 3:130� 0:0543 9:503� 0:0233 1:299� 0:0869
ConvGRU[71] 3:126� 0:1023 9:917� 0:0785 1:389� 0:0709
U-Net[4] 3:093� 0:0469 9:786� 0:1057 1:324� 0:0669
Unicorn[86] 3:077� 0:0909 9:830� 0:2156 1:374� 0:0975
MogaNet[70] 3:048� 0:0622 9:588� 0:0103 1:268� 0:0509
Transformer[28] 2:984� 0:0963 10:078� 0:6454 1:323� 0:0953

Meta-Learner 2:635� 0:0217 9:309� 0:0483 1:209� 0:0127

Tabular metrics of the ice concentration results for all baselines, including those not
present in the ensemble, show the same pattern of the Meta-Learner outperforming other
baselines (Table: 4.1). The tabular metrics, similarly to the results plots, show that
the Meta-Learner outperforms all other evaluated baselines. The Meta-Learner not only
displays improved performance in terms of MAE, RMSE, and IIEE, but also shows the
lowest standard deviations between random initializations. This shows that the Meta-
Learner not only has a higher forecasting performance, but also achieves these results
more reliably. Something that stands out when looking at the raw metrics of the di�erent
baselines is that the four key baselines show relatively similar performance, especially
when considering the standard deviations between random initializations. As an example
the Transformer model produces the best MAE, however it produces the worst RMSE of
any of the four key baselines. RMSE is a metric that is much more sensitive to outliers,
meaning that while the Transformer has good average performance there are a larger
degree of outliers. This same pattern is seen in the di�erent plots where the individual
models perform di�erently under di�erent conditions, such as season of year and lead time.
Therefore, given the knowledge of the di�erent individual strengths and weaknesses of
the di�erent baselines, it is interesting that when looking at key metrics no individual
baseline stands out as the best performer. This factor did however motivate the use of the
Meta-Learner which did achieve stronger results than other baselines.
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Figure 4.3: Sea ice concentration MAE means with 95% con�dence intervals across ran-
dom initializations. Con�dence intervals show a high degree of overlap between the four
key baselines with the Meta-Learner being the only standout that falls outside the 95%
con�dence intervals of the baselines. The results for each random seed are averaged spa-
tially over the domain, temporally over the di�erent lead times, and temporally across the
di�erent forecast launch dates during the test windows of the years 2022, 2023, and 2024
which were withheld during training.

As discussed the performance of the di�erent baselines is relatively similar. To evaluate
this further the standard deviations between random initializations can be used to calculate
the standard error, which is a measure of how much sample means are likely to vary from
the population mean, which can then be used to create a con�dence interval. In this case
a 95% con�dence interval can be used to show the range in which 95% of sample means
are expected to fall within. Looking at the con�dence intervals of the di�erent baseline
methods (Figure: 4.3), there is signi�cant overlap between the ranges. This helps to show
the lack of statistically signi�cant di�erences between the MAE levels of the four key
baselines. Looking speci�cally at the Meta-Learner however, it falls signi�cantly below the
con�dence intervals of the four baselines. This demonstrates how the Meta-Learner is the
model that does produce signi�cantly improved results.
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Figure 4.4: Sea ice concentration forecast errors from the Meta-Learner launched at the
beginning of September for all years within the holdout data (2022, 2023, 2024).

Long-range predictions during the freeze-up period can be critical for operations plan-
ning within the Arctic. Forecasts launched at the beginning of September spanning a
13-week, approximately three month, period cover a signi�cant portion of this freeze-up.
The Meta-Learner displays the ability to capture the moving ice edge as the seasonal freeze-
up occurs (Figure: 4.4). When comparing these results to the other baselines directly, the
Meta-Learner displays similar to improved results (Figures: B.1, B.2).
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Figure 4.5: Sea ice concentration month of year versus MAE around the ice edge box
plot. The ice concentration gradient is used to �nd ice edge boundaries and the domain is
�ltered to only these locations. Results are averaged both spatially and over the month of
year, spanning the years 2022, 2023, and 2024 which were withheld from the model during
training.

Focusing speci�cally on the MAE along the ice edge, a region of particular importance,
the Meta-Learner displays strong forecasting abilities (Figure: 4.5). Similar to the errors
across the entire domain, the Meta-Learner displays both lower average error along the ice
edge as well as tighter error distributions when compared to the other baseline methods.
This results in the Meta-Learner displaying fewer large outlier errors, something bene�cial
to producing more robust forecasts.
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4.3 Sea Ice Thickness (SIT)

Figure 4.6: Sea ice thickness month of year versus MAE box plot. The top plot is across
the entire spatial domain and bottom is the on-ice only results, meaning only locations
where the ice concentration is� 15% are considered. Results are averaged both spatially
and over the month of year, spanning the years 2022, 2023, and 2024 which were withheld
from the model during training.

Ice thickness forecasts are important for operations planning in the Arctic, as well as being
very informative as to how likely the ice is to survive the melt season. When looking at the
results of ice thickness forecasts it is important to consider both the forecast performance
across the domain as a whole as well as the performance on only locations where ice is
present. Looking at the distribution of errors by month the Meta-Learner performs sig-
ni�cantly better than all other baselines when averaged across the entire domain (Figure:
4.6). Alternatively, when measuring the error over locations with an ice concentration�
15% the gap in performance is reduced. While the Meta-Learner still produces the best
results for most months of the year, it struggles during the summer months of June, July,
and August. During these months the MogaNet appears to perform marginally better
than the Meta-Learner when only considering regions that contain ice. However, during
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these same months the MogaNet performs worse averaged across the entire domain. This
increased error averaging over the entire domain comes from the worse performance on
ice thickness where ice is not present (Figures: A.1, A.2). Sample forecasts during both
September (Figure: A.3) and April (Figure: A.4) highlight this by displaying the improved
performance of the Meta-Learner o� the ice edge. While the actual presence of ice was
used to separate the on versus o� ice errors in prior �gures, separating the errors by the
predicted presence of ice displays the same trend in which the MogaNet displays signi�-
cantly increased error as compared to other models (Figure: A.6). Breaking this pattern
down further by combinations of predicted ice presence and actual ice presence much of the
MogaNet o� ice error comes from areas where the MogaNet model is correctly predicting
the absence of ice (Figure: A.7), which is a category that makes up approximately between
80% and 90% of the domain during July and August. Looking at the distribution of ice
thickness errors for MogaNet when the model is correctly predicting the absence of sea ice,
they are disproportionately positive which indicates a tendency to over-predict the thick-
ness of the ice in these zones (Figure: A). Therefore, while there remains room for further
improvement for the on-ice thickness performance of the Meta-Learner, especially during
summer months, the Meta-Learner is still preferable to the other baselines for predicting
ice thickness during times of year and averaged across the entire domain.

Figure 4.7: Sea ice thickness lead time versus MAE. Left is across the entire spatial domain
and right is the on-ice only results, meaning the ice concentration is� 15%. Results are
averaged both spatially and over all forecasts launched during the test window, spanning
the years 2022, 2023, and 2024 which were withheld from the model during training.

The growth of errors with respect to lead time is again important to consider when
evaluating the performance of forecasting models. Under both conditions, when evaluating
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over the entire domain or just where ice is present, the Meta-Learner produces the shal-
lowest error growth curves with respects to lead time. When looking only at the results
on ice the MogaNet produces similar average performance to the Meta-Learner, however
averaging across the entire domain results in a signi�cant upward shift in error.

Table 4.2: Sea-Ice Thickness Metrics (MAE, RMSE).

Model MAE # RMSE #

DU-Net[86] 0:0809� 0:0089 0:1745� 0:0008
SICNetTASM[86] 0:1172� 0:0020 0:3009� 0:0108
SICNetCBAM[86] 0:1037� 0:0025 0:2688� 0:0089
NU-Net[86] 0:0738� 0:0093 0:1633� 0:0072
ConvLSTM[97] 0:0667� 0:0037 0:1617� 0:0055
SimVPv2[104] 0:0797� 0:0111 0:1550� 0:0086
SimVP[38] 0:0778� 0:0049 0:1512� 0:0002
TauNet[105] 0:0722� 0:0037 0:1475� 0:0025
ConvGRU[71] 0:0658� 0:0020 0:1605� 0:0018
U-Net[4] 0:0656� 0:0018 0:1530� 0:0035
Unicorn[86] 0:0633� 0:0031 0:1569� 0:0045
MogaNet[70] 0:0689� 0:0052 0:1462� 0:0011
Transformer[28] 0:0676� 0:0002 0:1644� 0:0057

Meta-Learner 0:0497� 0:0004 0:1433� 0:0005

Comparing ice thickness metrics among all baselines, the Meta-Learner again produces
the best MAE and RMSE results, while also having very low standard deviations between
di�erent random initializations. A similar pattern as observed in the ice concentration,
where the ranking in terms of performance of the baselines for MAE versus RMSE varies.

Table 4.3: Sea-Ice Thickness Metrics In Regions with Ice Concentration� 15% (MAE,
RMSE).

Model MAE # RMSE #

ConvGRU[71] 0:2170� 0:0062 0:2950� 0:0081
Unicorn[86] 0:2048� 0:0103 0:2820� 0:0096
MogaNet[70] 0:1876� 0:0047 0:2691� 0:0053
Transformer[28] 0:2280� 0:0120 0:3105� 0:0157

Meta-Learner 0:1839� 0:0033 0:2703� 0:0027
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As with other plots, examining the ice thickness results focused where ice is present
only is also important. Here the Meta-Learner's results are much closer to those of the
MogaNet (Table: 4.3). While the standard deviations between random initializations are
still quite low. The overall error is not as improved as when averaging over the entire
domain. As discussed prior this has to do with the weak performance of the Meta-Learner
in the summer months when compared to the MogaNet when averaging across ice-only
regions.

Figure 4.8: Sea ice thickness forecast errors from the Meta-Learner launched at the begin-
ning of September for all years within the holdout data (2022, 2023, 2024).

Similarly to the predictions of the ice concentration during the freeze-up period, the
same �gures are presented for ice thickness. While there are some discrepancies within
the ice pack especially at longer lead times, the Meta-Learner is still able to successfully
capture critical long-range patterns (Figure: 4.8). When comparing these results to the

59



other baselines directly, the Meta-Learner displays similar to improved results along the
ice edge (Figures: C.1, C.2). An area of weakness for the Meta-Learner is within the ice
pack when comparing to the MogaNet architecture, however as discussed the performance
around the ice edge and o� the ice sheet is signi�cantly improved.

Figure 4.9: Sea ice thickness month of year versus MAE around the ice edge box plot. The
ice concentration gradient is used to �nd ice edge boundaries and the domain is �ltered
to only these locations. Results are averaged both spatially and over the month of year,
spanning the years 2022, 2023, and 2024 which were withheld from the model during
training.

To further highlight the improvements of the Meta-Learner along the ice edge, an area
of particular importance due to the high levels of change, the domain can be �ltered to
non-land locations around the ice edge at di�erent portions of the forecasts. The Meta-
Learner displays stronger performance and lower error for all months of the year while
also displaying a fewer high error outliers (Figure: 4.9). While the MogaNet approaches
the Meta-Learner especially during the summer months, the Meta-Learner still slightly
outperforms the MogaNet during these months it struggles in.
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4.4 Sea Ice Presence (SIP)

Figure 4.10: Sea ice presence month of year versus accuracy. Results are averaged both
spatially and over all forecasts launched during the test window, spanning the years 2022,
2023, and 2024 which were withheld from the model during training.

The presence of ice is important to understand the probability that a given region is ice,
in
uencing the feasibility of di�erent shipping routes, and in
uencing weather forecasts.
The Meta-Learner displays not only the highest average accuracy during all months of the
year, but also displays tighter distributions with fewer large outlier points representing low
accuracy (Figure: 4.10). Good examples of this occur during June and October which
are di�cult to predict months and the baselines display a larger density of low accuracy
predictions.
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Figure 4.11: Sea ice presence lead time versus accuracy (left) and binary cross-entropy
(right). Results are averaged both spatially and over all forecasts launched during the test
window, spanning the years 2022, 2023, and 2024 which were withheld from the model
during training.

Looking at the accuracy and binary cross-entropy broken down by lead time, the Meta-
Learner stands out as producing slowest drop in ice-presence accuracy while also producing
the most gradual increases in cross-entropy of the ice-presence classi�cation (Figure: 4.11).
This represents that the Meta-Learner is capable of producing the best accuracy while also
minimizing the uncertainty in the classi�cation probabilities for ice-presence. While this
pattern was discussed for both ice concentration and thickness, these results again help
show that the Meta-Learner is better able to capture the ice edge, having a stronger
understanding of where ice is located and where open water is.
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Table 4.4: Sea Ice Presence Metrics (Accuracy, BCE).

Model Accuracy " BCE #

DU-Net[86] 97:232� 0:0714 0:0752� 0:0041
SICNetTASM[86] 97:228� 0:0356 0:0692� 0:0004
SICNetCBAM[86] 97:225� 0:1340 0:0686� 0:0035
NU-Net[86] 97:423� 0:0220 0:0630� 0:0004
ConvLSTM[97] 97:551� 0:0250 0:0573� 0:0006
SimVPv2[104] 97:680� 0:0690 0:0563� 0:0003
SimVP[38] 97:700� 0:0519 0:0560� 0:0016
TauNet[105] 97:721� 0:0214 0:0548� 0:0006
ConvGRU[71] 97:508� 0:0627 0:0579� 0:0018
U-Net[4] 97:628� 0:0431 0:0558� 0:0013
Unicorn[86] 97:621� 0:0599 0:0561� 0:0021
MogaNet[70] 97:694� 0:0099 0:0559� 0:0005
Transformer[28] 97:689� 0:0283 0:0542� 0:0016

Meta-Learner 97:820� 0:0169 0:0511� 0:0005

Looking at the presence probability metrics, the Meta-Learner not only displays the
best accuracy, but also the lowest cross-entropy. This is important as it means that when
applying the decision boundary the actual results are not only better than other baselines,
but that the underlying predicted probabilities are better calibrated to matching the actual
labels. The other factor in favor of the Meta-Learner is the low standard deviations between
random initializations for both the accuracy and the binary cross-entropy meaning, that
the Meta-Learner reliably produces good results.
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Figure 4.12: Sea ice presence forecast errors from the Meta-Learner launched at the begin-
ning of September for all years within the holdout data (2022, 2023, 2024).

Similarly to the predictions of the ice concentration during the freeze-up period, the
same �gures are presented for ice presence. (Figure: 4.12). Understandably the bulk of
the errors fall along the ice edge, however, the Meta-Learner displays an ability to keep
these relatively narrow. Capturing the ice edge during freeze-up has been a di�cult task,
as displayed in this research along with that of other previous works [86, 4].

4.5 Comparison with Other Studies

Several other studies focus on producing sea ice forecasts in the Pan-Arctic domain. For
example, "Unicorn: U-Net for Sea Ice Forecasting with Convolutional Neural Ordinary
Di�erential Equations" [86] studied a number of di�erent architectures when forecasting
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weekly ice concentration up to four weeks ahead. This study uses an older dataset, with the
most recent test data ending in 2021. Despite these di�erences, when accounting for the
shorter lead time, the mean absolute error and root mean squared error remain in a similar
range. In their results, all U-Net variants perform relatively similarly. A key di�erence
between the two studies is the relative performance of the ConvLSTM with respect to
the U-Net methods. The Unicorn study found that the ConvLSTM performed much worse
than the U-Net alternatives; however, the results of this thesis show similar performance for
ice concentration forecasting. A signi�cant contributor to this discrepancy is the di�erence
in ConvLSTM architecture. In this thesis, a sequence-to-sequence ConvLSTM is used to
unroll future time steps. This di�ers from the Unicorn study's implementation, which uses
an MLP to decode the entire forecast window simultaneously. Allowing the ConvLSTM
to leverage its recurrent structure for both encoding and decoding improves forecasting
results, leading to relatively improved performance for the convolutional recurrent models
used in this thesis. Despite these di�erences, both the Unicorn study and the results of
this thesis found similar monthly patterns, with larger errors in the late spring period and
lower errors in the late summer period. Both this thesis and the Unicorn study also �nd a
strong relationship between lead time and ice concentration mean absolute error.

Another study focusing on Pan-Arctic sea ice is "Seasonal Arctic sea ice forecasting with
probabilistic deep learning" [4] which introduced the IceNet model. This study focuses on
monthly ice presence classi�cation with a lead time of up to six months. The structure of
the models used in this study is a U-Net architecture. When examining binary accuracy
across di�erent months of the year, IceNet performs weakest between July and October. In
this thesis, we found that binary accuracy was worst during June, with July below average,
and a wider distribution of errors during October (Figure: 4.10). Interestingly, August and
September show performance that is relatively similar to other times of the year. Based
on the spatial error maps reported in the IceNet study, this thesis �nds a similar pattern,
with errors concentrated along the moving ice edge. Along the ice edge, both the IceNet
study and this thesis show similar di�culty in regions near the Russian coast.

The �nal study we compare against is "SICNetseason V1.0: a transformer-based deep
learning model for seasonal Arctic sea ice prediction by incorporating sea ice thickness
data" [92]. This study combines the U-Net structure with sliding window attention trans-
former blocks to predict monthly sea ice concentration with a lead time of up to six months.
While this study considers longer lead times than our evaluations, the September ice con-
centration MAE shows a similar pattern to that observed in this thesis. Models struggle
more around the Russian coastline during the freeze-up period than in other regions of
the Arctic. One di�erence between the study and this thesis is the relative performance
gap between months. In this thesis we �nd that June produces on average the lowest fore-
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casting performance with July being below the overall average and August and September
following the general average fairly well. This contrasts with the pattern observed in this
study, in which the seasonal trend is reversed: binary accuracy is best in June, worse in
August and September, and July falls in between. These results are averaged over the
years 2000 to 2019, which may help explain why this study observes a di�erent seasonal
pattern than this thesis.
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Chapter 5

Conclusion

This thesis investigated spatio-temporal forecasting of sea-ice conditions in the Canadian
Arctic with a focus on ice concentration initially followed by the incorporation of two other
relevant ice properties: ice thickness and ice presence. This study was done on a Pan-Arctic
weekly dataset on the EPSG:3413 grid to evaluate generalization across regimes and sea-
sons. Within a uni�ed evaluation framework, this thesis established a suite of competitive
baselines ranging from convolutional encoders{decoders, temporal convolutional models,
attention based mechanisms, and recurrent neural networks. Building on these, this the-
sis proposed and analyzed an ensemble that aggregates complementary model biases to
improve robustness across di�erent seasons and lead times.

Results demonstrate that carefully tuned convolutional baselines remain strong for near-
term leads, especially in the freeze-up transition when spatial coherence is high. Attention
based models show advantages in representing longer range dependencies but can be less
stable under sharp seasonal transitions. The stacked ensemble consistently matches or
exceeds the best single model for ice concentration, thickness, and presence, while also
reducing variance across random seeds and launch dates. Qualitative error maps highlight
where the diversity of Meta-Learner is most bene�cial. Coastal zones, narrow straits, and
the marginal ice zone where individual models tend to over- or under-predict, depending
on local geometry and recent history.

The analysis also revealed systematic challenges. Timing errors remain during the
onset of freeze-up and during rapid melt, when the prevalence of complex oceanic and
atmospheric processes interacting nonlinearly increases. Thickness forecasts degrade more
rapidly than concentration with lead time, re
ecting the harder inference problem. Pres-
ence predictions are reliable at very high or very low concentrations but re
ect the true
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underlying uncertainty around the ice edge. These failure modes align with known sensi-
tivity to distribution shift and the variability of ice evolution especially at longer horizons.

Methodologically, the thesis contributes: (1) a reproducible end-to-end pipeline for
Arctic sea ice forecasting with standardized projections, masks, and splits; (2) a balanced
comparison of diverse spatio-temporal architectures under identical training/evaluation
protocols across seasons and lead times; (3) an ensemble design that leverages complemen-
tary inductive biases to improve average performance and stability; and (4) detailed qual-
itative diagnostics (heatmaps and spatial error breakdowns) that tie quantitative gains to
physically interpretable regions and processes. Together, these elements provide a clearer
picture of where architectural complexity pays o� and where careful data handling and
ensembling yield most of the practical bene�t.

However, there are important limitations to the work in this thesis. The weekly Pan-
Arctic observations and �xed grid simplify ingestion and evaluation but blur higher fre-
quency events that unfold sub-weekly. Label quality and consistency (particularly for ice
thickness) introduce irreducible noise. The models used here are largely data driven, with
limited explicit coupling to conservation laws or sea ice physics. As a result of this, they can
produce locally plausible patterns that drift from physical constraints, especially at longer
horizons. Finally, the non-stationarity of the Arctic climate imposes a moving target prob-
lem where models calibrated to historical distributions face regime shifts in recent years
and in the near future. This shift decreases the con�dence that historical performance will
be representative of future results.

These limitations motivate concrete future directions. First, integrating lightweight
physics and priors through loss design, such as multi-task constraints linking concentra-
tion, thickness, and presence; edge-aware movement consistency; and soft mass-balance
penalties. Second, adopting test-time adaptation and domain-shift mitigation methods,
such as self-supervised objectives and feature alignment, to better generalize to the shift-
ing domain. Third, extend the temporal resolution to daily predictions with e�cient long-
sequence models while keeping the inference tractable. Finally, explore resolution-aware
training and coast-preserving augmentations to further reduce errors in the marginal ice
zone, and couple the forecasting pipeline to downstream decision tools for routing and risk
assessment.

In summary, this thesis shows that a principled combination of strong baselines, rigor-
ous evaluation, and an ensemble that exploits model complementarity advances the state
of practical, weekly sea-ice forecasting across the Canadian Arctic. Although challenges
remain in rapidly changing seasonal transitions and distribution shifts under changing cli-
mate, the results establish a robust foundation for operationally relevant forecasting and
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point to a path where modest physics, adaptive inference, and calibrated uncertainty can
substantially improve reliability in the face of a changing Arctic.
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Appendix A

Ice Thickness Error On and O� Ice

Comparing ice thickness on and o� ice is important to understand the accuracy in the
relevant locations. Displaying the ice thickness error where ice is present and where it is
not present (Figure: A.1) helps to highlight model performance under di�erent conditions.
As an example, the MogaNet model performs more closely to the Meta-Learner, slightly
surpassing it in performance during the summer months, however this is not the case when
looking o� the ice sheet where the Meta-Learner signi�cantly outperforms the MogaNet
model.

As discussed during this thesis the MogaNet architecture is the key competitor when
evaluating the performance of ice thickness forecasts against the Meta-Learner. While the
Meta-Learner still outperforms the MogaNet model overall, the performance gap is much
closer when looking only on regions with ice present, especially during the summer months.
A heatmap can expand upon the analysis to display the MAE values with respect to lead
time as well as month of year (Figure: A.2). Based on these results the Meta-Learner
performs worse in the summer months, however in July the MogaNet outperforms the
Meta-Learner across all lead times while during August only the longer lead times show
MogaNet outperforming the Meta-Learner on ice.
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Figure A.1: Sea ice thickness month of year versus MAE box-plots. Figure one (Top) is
averaged only on regions where ice is present and �gure two (bottom) is averaged only on
regions where ice is not present but not over land. The presence of ice is based upon the
target data. The individual errors within each of the box plots are averaged spatially and
represent a single forecasts step within forecasts launched during the years 2022, 2023, and
2024 which were withheld from the model during training.
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Figure A.2: Heatmap displaying the thickness MAE of the Meta-Learner and the MogaNet
model where ice is present and where ice is not present. Top row represents regions where
ice is present (as determined by the actual data) and the bottom row where ice is not present
(as determined by the actual data). The �rst column represnts the MogaNet MAE, the
second column the Meta-Learner MAE, and the third column the percent change in error
from the MogaNet model to the Meta-Learner model, negative percentages thus indicate a
percent reduction in error. The errors are averaged across all random initializations and all
forecasts launched during the test years 2022, 2023, and 2024 which were withheld during
training.

Figure A.3: Displays the di�erence in absolute error between the MogaNet and the Meta-
Learner models for ice thickness in regions where ice is not present (as determined by the
target data) for a forecast launched September 1st, 2024. Blue regions represent where the
Meta-Learner has lower absolute error, and therefore outperforms, the MogaNet model.
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Figure A.4: Displays the di�erence in absolute error between the MogaNet and the Meta-
Learner models for ice thickness in regions where ice is not present (as determined by the
target data) for a forecast launched April 7th, 2024. Blue regions represent where the
Meta-Learner has lower absolute error, and therefore outperforms, the MogaNet model.

Figure A.5: Figure one (left) displays the error distribution of the MogaNet architecture
on locations where the model correctly predicts the absence of sea ice. This distribution
is �ltered to only include regions where the model correctly classi�es the absence of ice
but where the actual or predicted ice concentration is� 1%. This �lter is used to remove
the open water regions which skew the distribution, with the goal of highlighting the
magnitude and direction of error. Figure two (right) shows the MAE distribution of ice
thickness errors along the ice edge for both MogaNet and the Meta-Learner.
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Figure A.6: Sea ice thickness month of year versus MAE box-plots. Figure one (Top)
is averaged only on regions where ice is predicted by the model and �gure two (bottom)
is averaged only on regions where ice is not predicted by the model but not over land.
The presence of ice is based upon the ice presence classi�cation predictions, using 0.5 as a
binary decision boundary for ice being present or not present. The individual errors within
each of the box plots are averaged spatially and represent a single forecasts step within
forecasts launched during the years 2022, 2023, and 2024 which were withheld from the
model during training.
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Figure A.7: Sea ice thickness month of year versus MAE box-plots. From top to bottom
the �gures average their error over the following regions; �gure one is averaged over regions
where ice presence is both predicted and actually present, �gure two is averaged over regions
where ice is predicted but not actually present, �gure three is averaged over regions where
ice is predicted to not be present but is actually present, and �gure four is averaged over
regions where ice is predicted to not be present and is not present. The presence of ice
is based upon the ice presence classi�cation predictions, using 0.5 as a binary decision
boundary, and the actual data where the ice concentration is greater than or equal to 15%.
The individual errors within each of the box plots are averaged spatially and represent a
single forecasts step within forecasts launched during the years 2022, 2023, and 2024 which
were withheld from the model during training.
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Appendix B

Ice Concentration Forecasts

91



Figure B.1: Ice concentration forecast errors launched on September 1st 2024.
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