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Abstract

In this dissertation, we study lower bounds in the streaming and distributed computing
models for graph problems. Both models arise naturally in the design of algorithms for the
massive graphs that are ubiquitous in practice today.

In the streaming model, the edges of the graph arrive in an arbitrary order and must
be processed without storing the entire graph. Of particular interest is the semi-streaming
setting, in which the algorithm is allowed space that is near-linear in the number of vertices.
The stream may be scanned multiple times, and the goal is to minimize the number of passes
needed to solve the problem.

In distributed computing, each vertex acts as a computational agent and initially knows
only its immediate neighborhood. Vertices communicate by sending messages along the
edges of the graph. Communication proceeds in synchronous rounds: in each round, every
vertex can send a (possibly different) message to each of its neighbors, receive all incoming
messages, and then perform local computation. In the CONGEST model, each such message
is restricted to a length logarithmic in the number of vertices. The goal is to minimize the
number of rounds required to solve the problem.

We highlight three results from this dissertation:

1. The number of passes required to find a maximal independent set in semi-streaming is
Ω(log log n). Our result is tight, matching a prior algorithm. This is the first multi-pass
lower bound for this problem.

2. The number of passes required to find any (1−ε)-approximation of maximum matchings
is Ω(log(1/ε)) in semi-streaming. This is the first lower bound on the number of passes
with a dependence on ε for any constant ε.

3. We prove an Ω(log log n) lower bound on the number of rounds required to detect a
triangle in CONGEST. This is the first multi-round lower bound for this problem.

Lower bounds in both models are proven via communication complexity: the input graph
is split among multiple players who send messages to each other over a limited number of
rounds. A common theme underlying the highlighted results is to build on and extend the
round-elimination technique from communication complexity literature. Our main technical
contribution is to adapt this method for a range of different settings to obtain the first
nontrivial multi-pass and multi-round lower bounds for these problems.
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1 Introduction
Leonhard Euler laid the foundations of graph theory in his famous resolution of the problem
“The Seven Bridges of Königsberg” in 1736. There were seven bridges and four landmasses in
the city of Königsberg. The problem was to design a walk through the city that traverses all
the bridges exactly once. He abstracted this puzzle into a graph with four nodes representing
landmasses and seven edges representing the bridges [BLW76].

Graphs have since then found varied applications in genome sequencing, web crawling,
task scheduling, and road networks. The sizes of the graphs in these practical use cases can
range from a few thousand to a few billion vertices. The human genome itself consists of
nearly three billion base pairs, and graph-based representations used in genome assembly and
variation analysis routinely involve billions of nodes and edges [CLJ+14]. The graph network
corresponding to Facebook has more than three billion active users presently [Fac26].

Classical algorithms that analyze graphs make certain assumptions like space usage pro-
portional to the input size and arbitrary (RAM) access to the input as desired. These
assumptions are hard to justify for large graphs we want to process today because they
would be very costly to execute. For instance, counting the number of triangles of a graph
with seventeen million nodes and roughly a billion edges takes more than twenty minutes
even with multiple GPUs [MDQ+18].

Many models of computation have arisen in theoretical computer science to formally
address these access and space challenges to reflect real-world settings. Some of these models
include the streaming model, distributed communication model, query model and massively
parallel computation model (MPC). The focus of this thesis is the following two models:

Multi-pass Streaming Model: There may be situations where the input graph is stored
on a disk, and is too large to fit into memory (RAM). It must be accessed via disk
accesses, and the edges of the graph are stored in a sequential order on the disk. Multi-
pass graph streaming [FKM+04] addresses this scenario: the graph is accessed in an
arbitrary sequential order, and must be processed in limited space without storing it
in its entirety. It may be accessed multiple times, corresponding to each sequential
read from the disk [Vit01]. A variant of this model, called dynamic streaming, also
captures situations where updates to the graph are stored externally and are accessed
sequentially.

Distributed Computing Model: Imagine a situation where the graph is a network topol-
ogy with routers being nodes and connections being edges. It is reasonable to expect
the routers to only know their immediate connections, and not the entire network
topology. This situation is captured by the distributed computing model: nodes of
the graph operate with only local information, and they want to process the underly-
ing graph by communicating with each other across many rounds [AY05, Pel00]. The
communication may not be unlimited and could be restricted to the bandwidth of the
underlying links.
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While the time required to run algorithms is considered the primary resource in classical
algorithms, in these models that process large data, the bottleneck may be different. In the
streaming model, the number of passes over the input and the internal memory required
are considered the main resources we want to optimize over. In distributed computing, the
bandwidth and the number of rounds of communication are of interest. The two models
may look different at the outset, but algorithms in the streaming and distributed models
often employ similar techniques. In fact, progress made in one setting has been used to move
algorithms forward in the other [KMVV13,FMU22,AKM22,FHM23,HS23].

The past few years have seen tremendous algorithmic progress for many crucial problems.
Some examples of such results follow.

(i) Algorithms for finding matchings and vertex covers: in streaming [FKM+08, Kon18b,
AG18, AJJ+22, FMU22, PS18, ABKL23, HW24]; in distributed computing [BEPS12,
LPP15,BCGS17,AKO18,FFK21, IKY24].

(ii) Algorithms concerning distances and connectivity: in streaming [FKM+08, HKN16,
ET22,BFKL21,AJJ+22]; in distributed computing [Nan14,Elk17,FN18b,BN19,GT24].

(iii) Algorithms for vertex coloring and edge coloring: in streaming [CDK19, ACK19a,
AKM22,ACGS23,CCZ25]; in distributed computing [BKM20,GK21,HKMT21,BBKO22a,
BBKO22b,BMdV26].

These algorithms, when compared to the naive benchmark of storing the entire input
in the streaming model, or sending the entire input in the distributed computing model,
perform extremely favorably. How far can we expect these algorithms to go in terms of
optimizing the space and number of passes in graph streaming, or the number of rounds
and amount of bandwidth in distributed computing? Certainly, as low as possible would be
ideal, but it is unclear what “low” means in this context. This brings us to proving formal
lower bounds about the capabilities of algorithms.

Importance of Formal Lower Bounds. Alongside the design of efficient algorithms,
proving formal impossibility results on the feasibility of tasks with a limited amount of
resources is crucial. These lower bounds have a two-fold purpose:

• What can we expect to achieve? Formal lower bound results facilitate informed algo-
rithm design. They can help us set realistic goals for algorithms.

• Which inputs are hard? Constructing hard instances of inputs helps us understand
why certain amounts of resources are needed. Perhaps, for smaller classes of inputs,
better algorithms could be designed if we understand hard input instances well.

Proving lower bounds has been a main focus in theoretical computer science. For
classical algorithms these lower bounds may take the form of hardness of approximation
results [FGL+91, Sud09, Kho05, DS05], circuit lower bounds [KL80, Kan82, Has86, Smo87,
Raz87, Wil14] or fine-grained complexity results [GO95, IPZ01, BI15, WW18]. For dynamic
algorithms and the MPC model, lower bounds are often based on certain widely believed
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conjectures like the OMv conjecture [AW14,HKNS15,AD16,JX22] or the 1vs2 cycle conjec-
ture [YV18,RVW18,ABJ+25].

For the streaming and distributed models, what shape do these lower bounds take?
Unconditional1 results about the impossibility of achieving some tasks with a limited number
of passes over the input or space (in the streaming model) [FKM+05, GO16, CKP+21a] or
a limited number of rounds and amount of bandwidth (in the distributed model) [Lin92,
KMW16, Suo20, ACKL20] can be proven. The one common tool underlying these lower
bound results about space and bandwidth is communication complexity.

Communication complexity: There are players, say Alice and Bob, among whom the
edges of the input graph G := (V, E) are partitioned. Alice has a set EA ⊂ E and
Bob has a set EB ⊂ E, which are disjoint and partition the edge set E. They want to
process the graph G by sending messages to each other.

The resource of interest in communication complexity is the number of messages Alice
and Bob send to each other and the length of the messages. There are multiple other ways
to model communication problems, based on the number of players, the number of rounds,
and the order in which the messages are sent. The model is primarily used as a tool for
proving lower bounds in other contexts like streaming [FKM+08,GKK12], distributed com-
puting [SHK+12, CHKP17], data structures [MNSW98, KW20], property testing [BBM11],
and circuit complexity [KRW95].

There has been exciting progress over the past few years in proving lower bounds for
graph problems in both these models [DKO14,GO16,CHKP17,CK18,FGKO18,KK19,AR20,
Kap21,CKP+21a] using communication complexity techniques. However, optimal results are
not known for even fundamental problems like streaming matchings, streaming maximal in-
dependent sets, and distributed subgraph detection. There is a ‘soft’ barrier in terms of
techniques to extend prior lower bounds to solve these open questions. The communica-
tion complexity framework used to prove lower bounds is algorithmically stronger, both in
streaming and distributed computing. It may not lead to optimal lower bounds in a lot of
cases.2 This thesis aims to overcome these barriers by way of communication complexity
models closer to graph streaming and distributed computing.

Aim: To develop a toolkit to prove optimal lower bounds for
graph problems with more stringent models of communication.

The rest of this chapter will provide a bird ’s-eye view of our technical contributions. The
landscape of lower bounds before this thesis is presented in Chapter 2, and a more detailed
overview of our techniques is presented in Chapter 3.

1Here, unconditional refers to information-theoretic impossibility results which do not rely on computa-
tional assumptions like P does not equal NP, or the Strong Exponential Time Hypothesis.

2See Sections 2.2 and 2.3 for more details on this issue and papers that overcome it for specific problems.
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1.1 Contributions of this Thesis
We now present our contributions in lower bounds for graph problems via communication
complexity tools. The techniques behind our results will be covered in Chapter 3. This
section is just a compilation of the results, how they improve quantitatively over prior work,
and a brief explanation on how they make progress on the aforementioned aim.

Our results can be broadly classified into two parts.

• Lower bounds via embedding arguments: a common theme underlying these results
is the embedding technique. Hard instances for progressively larger r > 1 rounds are
constructed by combining smaller (r−1)-round hard instances in a bottom-up fashion.

• Lower bounds beyond embedding: these results employ the more classic technique of
reductions to communication complexity problems.3 Nonetheless, they fit the theme
of constructing round-specific hard instances, and borrow ideas from prior results.

Chapter 5: Maximal Independent Sets in Streams. We study the maximal indepen-
dent set (MIS) problem in the semi-streaming setting. The study of MIS is motivated by prac-
tical applications like community detection [DKRM25] and document classification [SGB23],
and numerous theoretical uses as a primitive in other algorithms for correlation cluster-
ing [ACG+15,BCMT22], minimum vertex cover [Vel24] and maximum matchings [ABK+25].

The problem of finding an MIS has been studied in many models like LOCAL [Lub85,
KMW16,BBH+19,KS25], MPC, and Congested-Clique [GGK+18,Kon18a]. These algorithms
use the vertex sampling approach dating back to Luby’s parallel algorithm [Lub85], along
with model-dependent insights and modifications. Semi-streaming algorithms (that use Õ(n)
space) for MIS that run in O(log log n) passes were given by [ACG+15] which runs the random
greedy algorithm [YYI09]4 for MIS between batches of vertices.

In terms of lower bounds, in the standard two-party communication where Alice and Bob
can send many messages to each other, finding an MIS is easy. The random greedy algorithm
can be implemented with O(n log n) total communication. However, restricting the number
of rounds makes the problem hard: single-pass algorithms in o(n2) space have been ruled
out by considering one-way communication [ACK19b,CDK19].

Restricting the number of rounds to some r > 1 would lead to lower bounds for multi-pass
algorithms but such results were not known as the standard techniques are not applicable
directly.5 We present a new technique called hierarchical embeddings and close this large
gap by proving that the current algorithms are optimal:
Theorem 1. Any semi-streaming algorithm for finding an MIS with constant probability of
success requires Ω(log log n) passes.

This settles the complexity of this fundamental problem in the semi-streaming model,
and constitutes one of the first optimal multi-pass lower bounds in this model. Moreover,

3In fact, the techniques are simpler compared to Chapters 5 to 7, and give optimal or close to optimal
bounds.

4This is similar to Luby’s except for one detail: while Luby’s uses fresh randomness in multiple rounds of
O(log n), the random greedy algorithm uses one fixed random permutation of vertices for symmetry breaking.

5Refer to Chapter 3 for an explanation.
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our result provides a pass-space tradeoff of the following form: any algorithm that uses p
passes requires n1+1/2Ω(p) space, which is optimal for the entire range of p up to constant
factors in the exponent [ACG+15].

The O(log log n)-pass algorithm of [ACG+15] for MIS was designed as part of a semi-
streaming implementation of the so-called Pivot algorithm [ACN05] which computes the
random order MIS to approximate Correlation Clustering (improving upon [CDK14]; see
also [BFS12, FN18a]). In general, computing MIS, and, in particular, random order MIS,
is a highly useful subroutine in various algorithmic problems; e.g. [YYI09,BFS12,BDH+19,
Beh21,HZ23,CKL+24]. At the same time, this meant that for many of these problems, the
best bounds remained stuck at the same O(log log n) passes of the MIS.

There have been several attempts to bypass this “barrier” by relying on weaker sub-
routines than MIS. Most notably, for correlation clustering, [CLM+21,AW22] designed “non
Pivot” algorithms that use an entirely different subroutine based on sparse-dense decomposi-
tions (at a cost of much larger approximations); and, [BCMT22,BCMT23,CKL+24] designed
semi-streaming algorithms for more relaxed versions of Pivot that can be implemented in
much fewer passes. Another example of similar nature is the O(1)-pass semi-streaming algo-
rithm of [CKPU23] for a relaxation of MIS called the 2-ruling set6, which can replace MIS
sometimes, e.g., in metric facility location [BHP12] (see [KPRR19,AD21] for other streaming
algorithms for ruling sets).

Our lower bound in Theorem 1 now definitively confirms the necessity of relying on these
relaxations (and their accompanying complications), as there is provably no way of imple-
menting any MIS-based algorithm in the semi-streaming model in fewer than O(log log n)
passes.

Theorem 1 appears in a paper co-authored with Sepehr Assadi, Christian Konrad and
Kheeran K. Naidu in the proceedings of STOC 2024 [AKNS24a], and the SICOMP special
issue of STOC 2024 [AKNS24b].

Chapter 6: Matchings in Streams. Matchings are perhaps the most widely studied
problem in the graph streaming literature [McG05, GKK12, AGM12, AG18, Kap21, AS22,
DK20, ALT21]. Matchings also have practical applications like task assignment [RXC+21]
and kidney exchange [MKPV21]. We prove multiple results on matchings in the streaming
model.

Understanding the approximation ratio achievable by multi-pass semi-streaming algo-
rithms for matchings has been a sought-after goal since the introduction of the semi-streaming
model by [FKM+05]. A long line of work since then [FKM+05, McG05, KMM12, Kap13,
EKMS12, KT17, AG18, Kon18b, Tir18, ALT21, FMU22, AJJ+22] has culminated in semi-
streaming algorithms with poly(1/ε) passes for general graphs [FMU22] and O(1/ε2) passes
for bipartite graphs [ALT21].7

The lower bound front, however, has seen much less progress with only a handful of
6For every β ≥ 1, a β-ruling set of a graph G is an independent set such that all other vertices are within

distance β of some vertex in the ruling set. Thus, an MIS is a 1-ruling set.
7There are also algorithms with pass-complexity with better dependence on ε at the cost of mild depen-

dence on n, namely, O(log n/ε) passes in [AG18,AJJ+22,Ass23] or for finding perfect matchings in n3/4+o(1)

passes [AJJ+22] (see also [LSZ20]).
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results known for single-pass algorithms [GKK12, Kap13, AKL17, Kap21, AJX26] that rule
out any approximation ratio larger than 0.55, and two-pass algorithms [KN21,Ass22,KN24]
that rule out any approximation ratio larger than (8/9). No lower bounds beyond two-pass
algorithms are known for constant factor approximation of matchings in the semi-streaming
model.

We present a new lower bound for multi-pass semi-streaming algorithms for the esti-
mation of maximum matching size. The lower bound is parameterized by the density of
RS graphs that we mentioned in Section 2.2.3, namely, graphs whose edges can be par-
titioned into induced matchings of size Θ(n) (see Section 4.2.1). Let βrs ∈ (0, 1) denote
the largest parameter such that there exist n-vertex RS graphs with Ω(nβrs) edge-disjoint
induced matchings of size Θ(n). The current known values of βrs are:

Ω
(

1
log log n

)
≤

[FLN+02]
βrs ≤

[FHS15]
1−Θ

(
log∗n

log n

)
,

Theorem 2. Any (possibly randomized) semi-streaming algorithm for (1−ε)-approximation
of even the size of maximum matchings requires

Ω
( log (1/ε)

log (1/βrs)

)

passes over the stream. The lower bound holds for the entire range of ε ∈ [n−Θ(βrs), Θ(βrs)].

When βrs = Ω(1), our result gives an Ω(log(1/ε))-lower bound on the number of passes.
Theorem 2 appeared in FOCS 2023 and was co-authored with Sepehr Assadi [AS23a].

More recently, we proved the same result unconditionally for outputting a (1 − ε)-
approximate matching. This uses the same technique of hierarchical embeddings that was
developed to prove Theorem 1. Underlying our result is a tradeoff between the number of
rounds and the approximation factor for matchings when the message length is bounded.
Prior to our work, no lower bounds even for three-round protocols in communication com-
plexity were known.
Theorem 3. Any (possibly randomized) semi-streaming algorithm that outputs a (1 − ε)-
approximation of maximum matchings requires Ω(log(1/ε))-passes over the stream.

Although Theorem 2 and Theorem 3 are far from the upper bound of O(1/ε2), we view
them as a first step towards proving multi-pass streaming lower bounds with a dependence
on ε in the number of passes.

Theorem 3 is unpublished work that is in preparation to be submitted for peer review,
and is co-authored with Sepehr Assadi, Christian Konrad and Kheeran K. Naidu.

Matchings in Dynamic Streams. A closely related model of interest is dynamic streams,
which models situations where the graph is not static. The input is given as a sequence of
edge insertions and deletions. We want to process the final graph after all the updates using
limited space [AGM12]. This is suitable for scenarios where the updates to a graph are stored
sequentially without being processed immediately due to memory constraints. We are still
limited to semi-streaming space of Õ(n).
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Strong separations are known between the insertion-only streaming model and dynamic
streams. In one pass, it is known that finding any constant approximation in dynamic
streams requires Ω(n2) space [AKLY16,DK20], again by way of a one-round communication
complexity lower bound. In insertion-only streams this can be trivially done by storing a
maximal matching. In dynamic streams, the best algorithms that find a constant approxi-
mation of matchings use ≈ log n passes [AGM12,AG15]. It was conceivable that the upper
bound could be improved all the way to two passes.

Our result is the first multi-round lower bound for this problem:

Theorem 4. Any randomized semi-streaming algorithm for O(1)-approximation of maxi-
mum matching in dynamic streams with constant probability of success requires Ω(log log n)
passes. The lower bound holds even on (unweighted) bipartite graphs.

We also prove a matching upper bound of O(log log n)-passes to find any constant ap-
proximation in the same work, showing Theorem 4 is tight, although we do not focus on the
details of the upper bound in this thesis.

Theorem 4 is presented in [ABK+25], in the proceedings of SODA 2025. It is another
application of the hierarchical embeddings technique developed in Theorem 1, where prior
techniques failed to give any meaningful multiround lower bounds. This paper was invited
to the TALG special issue of SODA 2025 papers.

Chapter 7: Distributed Triangle Detection. Now, we move to the distributed com-
puting model and specifically look at the triangle detection problem. We work with the
CONGEST model, where the bandwidth limit is O(log n). Detecting a triangle in this prob-
lem means that if the input G contains no triangles, all players should output No; and, if G
contains a triangle, at least some player should output Yes.

The first algorithm for distributed triangle detection is due to [IG17] and achieves Õ(n2/3)
rounds. This was subsequently improved in [CPZ19] to Õ(n1/2) rounds using expander
decompositions, and further refined in [CS19, CPSZ21] to Õ(n1/3) rounds. The only lower
bounds for this problem are due to [ACKL20] and [FGKO18] who, respectively, showed that
deterministic or randomized algorithms cannot solve this problem in a single round. There
are two reasons as to why we do not have stronger lower bounds:

(i) There is a provable barrier for establishing strong lower bounds: [EFF+22] shows that
a lower bound of nδ rounds for any constant δ > 0 implies circuit complexity lower
bounds that are entirely out of reach of existing techniques.

(ii) The two-party communication complexity technique inherently fails to give any mean-
ingful lower bounds as a triangle is comprised of three vertices. In any partition of the
three vertices, at least one of the two players comes to know the existence of a triangle
trivially.

The circuit complexity barrier does not exist for proving an no(1)-round lower bound, and
no lower bound even for two rounds was known. Again, our result gives the first multiround
lower bound for this problem:
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Theorem 5. Any algorithm for distributed triangle detection in CONGEST on n-vertex
graphs requires Ω(log log n) rounds to succeed with high constant probability.

Our model of communication is very close to the CONGEST framework: each vertex is
treated as a separate player and overcomes the two-party issue. The embedding techniques
of Theorems 1, 3 and 4 heavily influence our result, although Theorem 5 is not a direct
application of hierarchical embeddings.

In addition, we perform a slight optimization of the parameters in [EFF+22], and show
that even an nΩ(1/ log log n) lower bound for distributed triangle detection breaks circuit com-
plexity barriers. Moreover, the proof of [EFF+22] relies on algorithms for expander de-
composition and routing in the CONGEST model, which may conceivably become much
faster [CMGS25]. If such fast algorithms exist, even an Ω(logc (n))-round lower bound for
some large constant c > 1 for triangle detection could lead to breaking these circuit com-
plexity barriers. Hence, we believe that realistically, the best lower bound one can hope to
prove for triangle detection is Ω(log n), leaving the gap between Theorem 5 and the target
only an exponential one instead of a doubly exponential one.

Theorem 5 appeared in the proceedings of FOCS 2025 and is co-authored with Sepehr
Assadi [AS25]. It was invited to the SICOMP special issue of FOCS 2025.

Chapter 8: Chained Index. The Chained Index communication problem (chain) was
introduced by [CDK19] as a way to prove lower bounds for finding independent sets in vertex
arrival streams. It can be viewed as the index with multiple tries afforded to get at the
same answer.

For n, k ≥ 1, in chainn,k, there are k instances of indexn, all with the same answer,
distributed among (k + 1) players. Players 1 and 2 take on the role of Alice and Bob
respectively in the first instance, players 2 and 3 take on the role of Alice and Bob respectively
for the second instance, and so on, all the way till players k and k + 1 for the last instance.

Communication is one-way from each player to the next in ascending order. The last
player has to output the answer. The communication cost is the total number of bits in all
the messages sent by the players.

A trivial protocol where one player sends the entire input takes O(n) bits. In [CDK19],
they prove a lower bound of Ω(n/k2) for any k ≥ 1 through a reduction from the conservative
multi-party pointer jumping problem, introduced by [DJS96]. They also conjecture that the
trivial protocol is tight for any k. [FNFSZ20] made some progress on proving this conjecture,
showing that among all the messages sent by the players, there is at least one message with
Ω(n/k2) bits for every k ≥ 1.

We prove a tight lower bound for a very large range of k = o(n/ log n), almost settling
the conjecture.

Theorem 6. For any n, k ≥ 1, any protocol for chainn,k with probability of success at least
2/3 requires Ω(n− k log n) total bits of communication.

Theorem 6 is obtained via a multi-round perspective: we keep track of exactly how much
information is revealed about the answer by each message sent to the blackboard. Theorem 6
is from a solo-authored paper in the proceedings of ITCS 2025 [Sun25].
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Chapter 9: Shortest Paths in Streams. The problem of finding shortest paths in
the streaming model was started by [FKM+04], which presents a single-pass semi-streaming
algorithm for O

(
log n

log log n

)
-approximation of single-source shortest paths, which was shown

to be optimal soon after in [FKM+05]. Multi-pass algorithms are known to improve over
this approximation ratio, and even give constant approximations. After a long line of
work [EZ04,EP04,GO16,HKN16,EN19,BFKL21,AJJ+22], the state-of-the-art for constant
approximation in semi-streaming is as follows:

• polylog(n)-pass upper bounds for arbitrarily small constant approximation ratios, [BFKL21,
AJJ+22] (at least a log7 n factor) and

• ω(1)-pass lower bounds for sufficiently small constant approximation ratios [GO16].

We improve the lower bound significantly:

Theorem 7. For any constant α ≥ 1, any semi-streaming algorithm on unweighted n-
vertex graphs that, with constant probability of success, can output an α-approximation to
the distance between a fixed pair of vertices requires Ω(log n/ log log n)-passes.

We also complement Theorem 7 with an upper bound of O(log2 n)-passes for any con-
stant approximation, bringing the gap down to an O(log n) factor from poly log n factors.
Theorem 7 can be seen as an extension of the lower bound of [GO13] for exact distances to
constant approximation factors.

Theorem 7 is from a paper co-authored with Sepehr Assadi and Gary Hoppenworth from
SODA 2026 [AHS26].

Chapter 10: Hypergraph Edge Cover in Streams. Our last result is on the hyper-
graph edge cover problem, equivalent to set cover. In the streaming set cover problem, m sets
from a universe U of size n are arriving one by one in a stream, and the algorithm is allowed
to process the stream using one or a few passes and a space of o(mn), which is sublinear in
the input size. The goal is to determine the minimal (or approximately minimal) number of
sets that cover the universe at the end of the last pass.

This problem has been studied extensively over the years, leading to several O(log n)
approximation algorithms in Õ(mn1/p) space and p passes [HIMV16,BEM17,IMR+17,Ass17],
which has remained the state-of-the-art. The work of [HIMV16] conjectured that: “this
tradeoff might be tight, at least for ‘low enough’ approximation factors”.

We establish an optimal three-way space-pass-approximation tradeoff for this prob-
lem, proving the conjecture of [HIMV16].

Theorem 8. Any p-pass α-approximation algorithm, whenever α≪ n1/(p+1), for streaming
set cover requires

Ω̃
(

m

α
·
(

n

α

)1/p )
space.

In light of prior work, this result is optimal up to constant factors in p and up to logarith-
mic factors in n for any p and α ≥ p. Our bound is also optimal with respect to the range
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of α [Ass17], and fully settles the complexity of this problem in the streaming model. This
is perhaps our simplest result and uses a direct reduction from a well-known communication
problem called pointer chasing.

Theorem 8 is from a paper co-authored with Sepehr Assadi, and will appear in the
proceedings of STOC 2026 [AS26].

1.1.1 Organization of this Thesis

This thesis is divided into three parts. The first part contains the introduction, a detailed
overview of the state of affairs in graph streaming and distributed computing lower bounds,
an overview of our techniques and some technical preliminaries.

The second part contains the results that embed smaller instances to construct larger
instances. More specifically, hard instances for larger r > 1 are constructed recursively using
smaller (r − 1)-round instances. The proof of the lower bounds is via the celebrated round
elimination technique dating back to [MNSW95].

The third part has the results that use classic techniques of reductions to communication
complexity problems to prove lower bounds. The two problems we use are Index [Abl93,
KNR95] and Pointer Chasing [PS84]. This part also contains a discussion of future directions.

Reading this Dissertation. A common technical overview of our results is presented in
Chapter 3. The basic concepts of information theory and combinatorial graph constructions
that we use in our results can be found in Chapter 4. We suggest the reader use Chapter 4
as a reference while reading Chapter 3 for any new terms or constructions they encounter.
The conclusion and open problems are given in Chapter 11.

The rest of the chapters in the second and third parts contain all the papers and the
technical proofs. These chapters are self-contained and can be read in any order.
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2 Landscape of Prior Lower Bounds
In this chapter, we cover the prior research and techniques in proving lower bounds for graph
problems.

2.1 General Structure of Graph Lower Bounds
Lower bound proofs typically begin with the construction of hard instances, and a proof as
to why all algorithms fail to solve these instances with restricted resources. We can broadly
split the structure of lower bounds into two major parts.

(i) Combinatorial graph constructions: the first step is identifying what kind of graphs
are hard to begin with. This part of the lower bounds predominantly involves using
combinatorial tools to construct appropriate graphs.

(ii) Information-theoretic analysis of constructions: Once hard instances are identified,
they may possess certain properties which could be used to prove that the instances
are impossible to solve with a limited amount of resources. This part of the proof
typically uses information-theoretic arguments to prove these impossibility results.

We give a specific simple example that highlights these two parts. The input is a graph
G = (V, E), with |V | = n and |E| = m, where the vertices are known and the edges are not
known (this is the standard graph streaming model introduced by [FKM+04]). The edges are
sent in a stream in an adversarial order, and two vertices s, t ∈ V are given in the beginning
of the stream of edges, and we want to output the shortest path distance between s, t after
all the edges are seen. The graph must be processed in a limited space s = o(m): without
storing all the edges. We can prove that this is impossible [FKM+04], i.e., one needs Ω(n2)
space to find the exact shortest path distance.

Combinatorial Construction. We begin by constructing a graph instance where the
algorithm has no choice but to remember Ω(n2) edges. Let the vertex set V be:

V = A ∪B ∪ {s, t}
A = {a1, a2, . . . , an−2}
B = {b1, b2, . . . , bn−2}.

There will be no edges inside vertex set A or inside vertex set B. However, any pair ai, bj

for i, j ∈ [n− 2] can have an edge between them. These edges, which are a subset of A×B,
appear at the beginning of the stream. After all such edges are sent, edges to s, t may be
added so that the shortest path distance between s, t can determine whether edge (ai⋆ , bj⋆)
exists for any single choice of i⋆, j⋆ ∈ [n − 2]. We can simply add edges (s, ai⋆) and (bi⋆ , t)
to the end of the stream.

Refer to Figure 2.1 for an illustration. The shortest path distance will be three if the
edge exists between (ai⋆ , bj⋆) and at least five otherwise.
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Figure 2.1: Figure depicting the hard instance for shortest path. The path between s and t
has length 3 if and only if an edge exists between i⋆ and j⋆. Otherwise, the path length is
at least 5.

Information-theoretic Analysis. In the graph from Figure 2.1, intuitively, it is easy to
see why the algorithm may need Ω(n2) space: each pair (ai, bj) for i, j ∈ [n− 2] may become
the important edge, and we have to retain a majority of them to be able to answer the
exact shortest path distance effectively. How would we formally prove this statement? As
mentioned earlier, communication complexity is the main tool used in theoretical computer
science to prove unconditional lower bounds of this form.

For our purpose, the index problem can be used. It is one of the foundational problems
in communication complexity. For k ≥ 1, in the indexk problem, there are two players Alice
and Bob. Alice has a string x ∈ {0, 1}k and Bob has an index i ∈ [k], and Bob has to output
the value of x at position i. If the communication is one-way from Alice to Bob, it is easy to
show that Alice needs to send Ω(k) bits to get any success probability strictly better than
(1/2) by a constant [Abl96,KNR95]. Refer to Figure 2.2 for an illustration.

Figure 2.2: Index problem. Alice has a string x ∈ {0, 1}k. Bob has an index i ∈ [k] that
points to x. Alice can send a single message to Bob, who has to output value of x at position
i.

The lower bound on the Index problem can also be used to prove a lower bound on the
space required by the streaming algorithm. We can interpret whether or not each pair (ai, bj)
is an edge as one of the bits of Alice, and Bob’s index will choose one of these pairs via edges
to s, t. 1

This theme of a combinatorial component and an information-theoretic component will
be prevalent throughout this thesis in all the technical results. Now that we have a basic

1In fact, there is a reduction from a streaming algorithm for exact shortest path to a protocol that solves
the Index problem. We will talk about these reductions in Section 2.2.
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idea of what these lower bounds look like, we give a more comprehensive overview of the
known results. Lower bounds in the streaming model and distributed computing are not
too related beyond the fact that they both use tools from communication complexity, so we
cover them separately.

2.2 Streaming Lower Bounds
The prior results in graph streaming are almost exhaustively proved using communication
complexity, and range from direct reductions to novel information-theoretic tools.2

2.2.1 Role of Communication Complexity

Communication complexity lower bounds give rise to streaming lower bounds, and this was
observed in the seminal paper [AMS99]. More specifically, streaming algorithms give rise
to communication protocols. In the streaming model, input may be adversarially ordered,
and the algorithm has limited space to process the input. In communication complexity, the
input is partitioned across many players. They want to process the input by sending small
length messages to each other.

The players can simulate the streaming algorithm through the messages simply by run-
ning the algorithm on their respective inputs, and sending the memory state of the algorithm
to each other back and forth. If the algorithm is run for multiple passes, many messages
could be necessary. Proving a lower bound on the length of messages immediately implies
lower bounds on the space complexity of the streaming algorithm. See Figure 2.3 for an
illustration.

Figure 2.3: Streaming algorithms give communication protocols. The players run the algo-
rithm on their inputs and send the memory state to the other player as messages.

Certain canonical hard problems in communication complexity like Index [Abl96,KNR95],
Pointer Chasing [PS84,NW91,Yeh16] and Set Disjointness [KS92,Raz92,BJKS02] have been
used to prove streaming lower bounds by way of reductions. The graph problem of interest
is used to encode the communication problem.

Concretely, let Alice and Bob be two players who want to solve problem f : X × Y →
{0, 1}. Alice is given some input x ∈ X and Bob is given some input y ∈ Y . Alice and Bob
collectively create a graph G = (V, EA ∪ EB) that encodes (x, y) ∈ X × Y , such that the
streaming algorithm that process graph G also solves f . Alice can find edges EA only using
input x and Bob finds EB only using y, without any communication between each other.

2More details can be found in the surveys [McG14,Ass23].

14



One pass of the algorithm can be simulated with one message from Alice to Bob, and an-
other message from Bob to Alice. Multiple passes require multiple rounds of communication
between Alice and Bob. See Figure 2.4 for a depiction of the simulation.

Figure 2.4: Some communication problems can be reduced to graph streaming problems.

2.2.2 Reductions to Index, Pointer Chasing and Set Disjointness

The canonical communication complexity problems that have been used to prove graph
streaming lower bounds are Index, Pointer Chasing and Set Disjointness.

Index and Pointer Chasing. The first set of results that prove lower bounds for graph
problems in the streaming model rely on the information-theoretic hardness of the Index
problem [Abl96,KNR95] and the Pointer Chasing problem [PS84,Yeh20].

The result covered in Section 2.1 is an example of a graph streaming lower bound that
relies on the hardness of the Index problem. Other examples include a lower bound of
Ω(n2) for finding an exact maximum matching [FKM+05], directed s-t reachability in one
pass [FKM+05], approximating the number of triangles by a constant factor [BOV13] and
finding a maximal independent set [ACK19a,CDK19]. These results show that no non-trivial
streaming algorithm exists for these problems, as the space required to store the entire graph
is O(n2).

What about problems where non-trivial o(n2) algorithms exist? Many problems like
testing connectivity, bipartiteness and finding the cost of an exact MST in graphs with
poly(n) edge weights admit O(n log n) space algorithms in a single pass.3 Again using Index,
an Ω(n) lower bound was established for these problems by [FKM+08], which was later
improved to the optimal Ω(n log n) lower bound by [SW15] using a slight variant of Index
called the Perm problem.4

All of the aforementioned results only hold for single-pass algorithms due to a very
simple reason: the Index problem is only hard with one-way communication. There is a
trivial protocol with O(log n) bits if Bob can send messages to Alice, as Bob can just send
the index [MNSW95]. The Pointer Chasing problem, introduced by [PS84], can be viewed
as a multiround extension of Index. There are two sets A and B, each of size ℓ. Alice has

3The formal semi-streaming model with O(n ·poly log n)-space was introduced by [FKM+05] as the sweet
spot where non-trivial algorithms exist for many problems. Moreover, o(n)-space algorithms are provably
impossible for many basic questions like computing a spanning tree and bipartiteness testing.

4Some problems, like parameter estimation, property testing or general problems on restricted classes
of graphs, admit o(n)-space algorithms also [CCHM15, CJMM17, HP19, CCEW23]. There is a line of work
studying lower bounds in sublinear-in-n space regime [VY11, KKS15, AKSY20, AN21, CKP+23], relying on
the information-theoretic hardness of gap cycle counting. As the technical details of gap cycle counting is
orthogonal to the rest of this thesis, we refer the reader to these papers.
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a function f1 from A to B and Bob has a function f2 from B to A. Let z0 be an arbitrary
element in A known to both Alice and Bob. 5 We define:

z1 = f2(z0), z2 = f1(z1), z3 = f2(z2), z4 = f1(z3), . . .

These values z0, z1, . . . , zk for any k ∈ N are found by following the functions starting
from z0, and alternating between Bob and Alice. Both players want to know the value of zk.
Alice begins speaking, and they can exchange messages with each other over many rounds.
Refer to Figure 2.5 for an illustration.

Figure 2.5: An illustration of the functions in pointer chasing. Alice holds f1 and Bob holds
f2. If z1 = a1, z2 = b4 and z3 = a3.

If (k+1) messages can be sent in total, Alice and Bob can find the value of zk in O(k log ℓ)
length messages, by simply following the pointers from f1 and f2. However, if only k messages
can be sent, it has been proved that the message length must be Ω(ℓ/k) [NW91,Yeh20]. This
is close in spirit to the streaming model: the hardness of the problem is rooted in the minimal
number of passes over the input.

Pointer Chasing has been used to prove multi-pass streaming lower bounds. [CW16]
used a direct reduction to prove a tight lower bound of n1/(p+1) against p-pass algorithms
for hypergraph edge cover in Õ(n)6 space for any p ≥ 1. A direct sum version of pointer
chasing, where the players are required to solve t-many independent versions of pointer
chasing simultaneously, is known to require Ω(t · (ℓ/k)) length messages [JRS03]. This
version, with t = nΩ(1/p) and ℓ = Ω(n/poly(k)) was used by [FKM+08] to prove that any p-
pass streaming algorithm for finding undirected shortest paths or directed reachability paths
requires n1+Ω(1/p).

In place of a direct sum where all t instances of pointer chasing have to be solved, [GO16]
introduced the set chasing problem, where it is sufficient to solve the OR of t many pointer
chasing instances. They proved that the set chasing problem also requires Ω̃(t·(ℓ/k)) message
length, and used a reduction to prove similar tradeoffs of p-passes requiring n1+Ω(1/p)-space for
decision versions of undirected shortest path, and directed reachability. Set chasing was used

5Many versions of pointer chasing exist, and we use the simplest two player version to illustrate the
problem here.

6We use Õ(f), Ω̃(f) to hide logarithmic factors in f .
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by [HIMV16] to prove a lower bound of mnΩ(1/p) against p-pass algorithms computing the
exact cost of hypergraph edge cover. Similar arguments as [GO16] were used by [CKP+21b]
to prove a lower bound for sampling random walks in directed graphs.

We mentioned that the reductions from the Index problem are optimal for single-pass
algorithms for many standard problems [FKM+05,FKM+08,SW15]. In contrast, the reduc-
tions from pointer chasing are not optimal even for two passes for problems like directed
reachability and shortest paths [FKM+08, GO16].7 The hard instances only have n1+Θ(1/p)

edges: t = nΘ(1/p) many “random” looking graphs of constant degree are superimposed to
create the input. There are two technical reasons behind this construction:

(i) The smaller sparse graphs of constant degree are derived from individual pointer chas-
ing instances, and the hard inputs to pointer chasing are uniform functions [NW91,
Yeh20] .

(ii) The direct sum arguments of [JRS03, GO16] rely on the independence of the t many
individual instances: they cannot be correlated with each other.

This leaves us with hard instances that are almost random graphs with degree nΘ(1/p).
These instances only form easy cases of the respective problems in [FKM+08,GO16]. Refer
to Figure 2.6 for an illustration.

Figure 2.6: An illlustration of direct sum of pointer chasing. Each color represents one
independent instance. Bob holds all the functions in one column, and Alice in the next and
so on.

Thus, we do not know any way of extending the techniques of [FKM+08, GO16] to get
stronger lower bounds. The current state-of-the-art upper bounds for exact undirected short-
est paths and directed reachability are O(

√
n) [CFHT20,BFKL21]. We now move to another

technique for proving multi-pass streaming lower bounds.

Set Disjointness. Index and Pointer Chasing are hard only for limited rounds of com-
munication, and become trivially easy even if one extra round is given to the players. In

7The exceptions are [CW16] which is optimal for all passes, and [CKP+21b] which is optimal for two
passes.
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the other extreme is the set disjointness problem, which is proven to be hard, even with
unbounded rounds of communication. Here, Alice and Bob have a set A, B ⊂ [ℓ]. They
simply want to find if A ∩ B = ∅ or not, and we know that, for any r ≥ 1, this problem
requires Ω(ℓ/r) message length if at most r messages can be sent [KS92,Raz92,BJKS02].

Reductions from set disjointness have been successful in proving lower bounds for maxi-
mum clique or independent set approximation [HSSW12], girth computation [FKM+08], tri-
angle detection [BOV13,BC17], and finding minimum vertex cover [ACKP21]. These lower
bounds are tradeoffs of the form p-passes versus Ω(nc/p) space for some constant 1 ≤ c ≤ 2.
Thus, poly(n)-pass lower bounds for algorithms using poly(n) space can be shown.

Communication complexity with unbounded rounds is algorithmically much stronger
than the streaming model. This captures the setting when there is no limit on the number of
passes, and we are only interested in the total space used across all the passes, whereas in the
standard streaming model, we want to minimize the number of passes and the space used by
the algorithms. Hence, we can use this technique to prove lower bounds for problems which
have high unbounded round communication complexity only. Directed reachability and
maximal independent sets have trivial O(n) total communication protocols. Approximation
of maximum matchings also has a protocol that has total message length as O(n log2 n)
[BvdBE+22].

Next, we look at technical advances that overcome the challenges associated with direct
reductions from index, pointer chasing and set disjointness.

2.2.3 New Techniques for Stronger Lower Bounds

There have been many breakthrough results that go beyond direct reductions, and these
have been focused on semi-streaming algorithms which use Õ(n) space. We can broadly
classify these results in two directions.

Strong Streaming Lower Bounds but Low Communication. Given the caveat that
strong poly(n)-pass lower bounds for semi-streaming algorithms only exist when the com-
munication complexity is large, the work of [ACK19a] asks the following question:

Is there a problem that has Õ(n) communication protocols, but needs
nΩ(1)-passes in semi-streaming?

[ACK19a] answers this question in the affirmative. They show that the lexicographically
first maximal independent (LFMIS) set problem, in p-passes, requires Ω(n2/p5) space. A
maximal independent set (MIS) is any independent set that is not a proper subset of some
other independent set. LFMIS is a particular MIS that is picked by choosing the vertex
with the lowest ID at each step, removing its neighbors and recursing on the remaining
graph. This simple algorithm can be run in O(n log n) communication in unlimited number
of rounds.

The main technique of [ACK19a] is a new communication problem called hidden pointer
chasing (HPC). It can be viewed as a composition of set intersection and pointer chasing:
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instead of the functions given to Alice and Bob in the standard pointer chasing instance, the
output of the function is hidden via a set intersection instance between two players.

In the set intersection problem, there are two players Alice and Bob and a universe W .
Alice and Bob each have a set A and B respectively, such that A, B ⊆ W and A∩B = {w}
for some w ∈ W . Alice and Bob have to find the value of w. It is known that this problem
requires Ω(|W|) communication irrespective of the number of rounds [KS92,Raz92,BJKS02].

In the HPC problem, there are four players PA, PB, PC and PD, and two disjoint universes
X = {x1, . . . , xℓ} and Y = {y1, . . . , yℓ}. PA, PB together take on the role of Alice in pointer
chasing, except that each pointer is hidden with a set intersection instance. For each x ∈ X
players PA, PB are given a set intersection instance Ax, Bx, with a unique intersecting element
tx ∈ Ax ∩ Bx, and the function fAB : X → Y is defined as fAB(x) = tx. Similarly, PC , PD

take on the role of Bob with |Y| many set intersection instances over X , each of which points
to an element in X . The function fCD is used to denote these pointers.

The sequence z0, z1, . . . , zr is defined the same as in pointer chasing:

z0 = g, z1 = fCD(z0), z2 = fAB(z1), z3 = fCD(z2), . . .

where g is an arbitrary element in Y . The players want to compute zr.
If (r + 1) messages can be exchanged from {PA, PB} to {PC , PD}, solving this problem is

easy, and can be done in O(rℓ) communication. The players can solve the corresponding set
intersection instances in O(ℓ) total communication. However, [ACK19a] shows that if only
r messages can be exchanged across {PA, PB} and {PC , PD}, the communication required is
at least Ω(ℓ2/r2). This “bounded round” aspect allows [ACK19a] to prove a lower bound of
Ω(n2/p5) space for p-pass algorithms for LFMIS.

Follow-up work by [AGL+24] improves the lower bound of HPC to Ω(ℓ2) when different
set intersection instances are used for each value of zi for i ∈ [r], with a total of rℓ instances.
They give a novel combinatorial construction which yields a lower bound of Ω̃(n2/p3) for
degeneracy and k-core computation. A k-core of graph G is a maximal vertex subset S ⊂ V
such that each vertex in S has at least k other neighbors in S, and the degeneracy of G is
the largest integer k ≥ 0 such that G contains a non-empty k-core.

[AGL+24] also gives an Õ(n) communication protocol that computes the degeneracy
and the k-core, answering the earlier question definitively. The combinatorial component
of these results is the reduction from HPC and the information-theoretic component is the
communication lower bound for the HPC problem. The next direction focuses on few passes
and aims to get optimal lower bounds for small number of passes.

Smaller Independent Subgraph Instances. [FKM+08,GO16] prove an Ω(log n/ log log n)
lower bound on the number of passes required to solve s, t reachability. They use a direct
sum version of pointer chasing and to construct a graph which contains all the independent
instances of pointer chasing, they simply overlap the edges from each instance (see Fig-
ure 2.6). What if we want to capture independent instances of other complex constructions?
As we will see, a family of graphs called Ruzsa-Szemerédi-graphs [RS78] can be used for this
purpose.

The use of RS-graphs in proving streaming lower bounds was pioneered by [GKK12]
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for single pass algorithms who give an upper bound of 2/3 on the approximation ratio of
maximum matchings in Õ(n) space, and by [AR20] for algorithms using more than one pass.

More concretely, [AR20] proves that any algorithm that checks if t ∈ V is reachable from
s ∈ V in two passes requires Ω(n2−o(1)) space, this is almost quadratic, and close to optimal!
In one pass, a lower bound of Ω(n2) is easy to see (Figure 2.7) [FKM+05].

Figure 2.7: An illustration of the hard instance of s, t reachability for one pass algorithms.

[AR20], similar to HPC, uses the set intersection problem to hide the pointers from s, t
even after one pass over the edges. For parameters p, q, they construct q many set intersection
instances over a universe of size p each, to hide the pointer from s to s⋆ and from t to t⋆.
See Figure 2.8. Among the q-many set intersection instance, which one reveals the pointer
s⋆ and t⋆ is revealed only at the end of the first pass, and therefore, an algorithm would have
to solve all of them using Ω(pq) space. This can be proven using direct sum arguments.8

Figure 2.8: An illustration of using set intersecion instances to hide the pointers in one pass
reachability.

This plan would allow one to prove the following lower bound for two-pass algorithms
8 [AR20] proves something stronger: for each set intersection instance, the distribution of the answer

remains ϵ-close to uniform in total variation distance with o(ϵ2 · q) length messages.
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that find whether t is reachable from s:

Ω(1) ·min{ p · q
set intersection instances

, q2

index instance
}

Taking p = Θ(q) gives an Ω(q2) = Ω(n2) lower bound. However, there is one important caveat
here. How do they capture the set intersection instances as a graph input? Importantly, the
independence of the set intersection instances have to be preserved, while using only O(q)
many vertices in total to embed the instances.

The survey by [McG05] raises this issue prevalent in proving graph lower bounds:

less is known about graph stream lower bounds because it is often
harder to decompose graph problems into multiple simpler

“independent” problems and use existing communication complexity
techniques

[AR20] shows that Ruzsa-Szemerédi (RS) graphs [RS78] can be used to construct graphs
that embed q many set intersection instances over universe of size p. They are parametrized
by p, q and are a family of graphs whose edges can be partitioned into q many induced
matchings of size p each. In an induced matching, there are no other edges between the end
points of the matching edges.

The edges of each induced matching can embed one set intersection, and the inducedness
of the matchings makes sure that different instances do not interfere with each other. More
explicitly, they can be used to hide set intersection instances over universe [p], which is the
size of each matching. The end points of the matching are arbitrarily mapped to [p]. From
s, there are edges corresponding to one set of the set intersection instance, and edges to t
corresponding to the other set. Refer to Figure 2.9 for more details.

The framework of [AR20] was extended to many passes using by [CKP+21a] who show
that any streaming algorithm that uses even o(

√
log n) passes and computes whether t is

reachable from s requires Ω(n2−o(1)) space. The framework was also extended to provide
a lower bound on the approximation ratio of matchings in two passes and semi-streaming
space (Õ(n) space) based on the density of Ruzsa-Szemerédi-graphs [Ass22].

The work by [KN24] uses RS-graphs to prove an unconditional upper bound of 8/9 on
the approximation ratio of matchings in Õ(n) space, by directly extending the framework
of [GKK12], and embedding “smaller” RS-graphs through induced matchings. Roughly
speaking, each edge is replaced by an RS-graph which is a hard instance for one-pass algo-
rithms.

This concludes our overview of the prior work on graph streaming lower bounds. Let us
move to the lower bounds for graph problems in distributed computing.

2.3 Distributed Computing Lower Bounds
We start by defining the distributed computing model. We have an n-vertex graph G =
(V, E) representing a distributed network with one player for each vertex of the graph who
sees the edges incident on the vertex. Players communicate in synchronous rounds over
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(a) An example of an RS graph with 4 match-
ings of 3 edges each.

(b) Hiding one set intersection instance
X, Y ⊂ [p] with one matching. Vertices t
is reachable from s if and only if the end-
points of at least one edge in the matching is
present in both the sets.

Figure 2.9: Using RS graphs to hide set intersection instances.

the edges of the graph. In the LOCAL model, the players can send arbitrary messages of
unlimited length over the edges in each round. In the CONGEST model, the message length
is restricted to O(log n) over each edge.

The players want to process the underlying graph, and after all the rounds are over, they
output the required answer in a distributed manner.9

2.3.1 LOCAL Lower Bounds

LOCAL lower bounds are typically not proven using communication complexity, and there
are a lot of other techniques that can yield optimal results. There is a rich history of work
in proving lower bounds in the this model starting from [Lin92] which proves a tight lower
bound of Ω(log∗ n) on the number of rounds required to 3-color an n-cycle [CV86]. This
is the first use of the celebrated round elimination technique. Given an algorithm A that
uses r-many rounds for a problem, the technique transforms A into another algorithm A′

that uses only (r − 1)-rounds to perform a different (slightly simpler) task. Repeating this
procedure r-times leads to an algorithm that performs a non-trivial task using 0-rounds, and
gives a contradiction.

With unlimited bandwidth and arbitrary messages, observe that any node in the LOCAL
model, in r rounds, knows its entire r-hop neighborhood and no other information. Hence,
an r-round algorithm is assumed to have access to the entire r-hop neighborhood while

9This is highly problem dependent. For instance, in vertex coloring, each vertex must output its own
color. In subgraph detection, if there is no subgraph, then all players must say NO, and otherwise at least one
player must say YES. Typically, the format of output is such that the players do not have to communicate
the answer through the edges, and it is sufficient for one of the players to find the answer.
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proving lower bounds (see Figure 2.10).10 This technique has led to many interesting lower
bounds including: maximal matching and maximal independent sets [KS25,BBH+21], ruling
sets [BBO20], vertex coloring [BBKO22a,BBK+25] and sinkless orientation [BKK+23].

(a) The r-hop neighborhood surrounding
vertex u. This is what any r-round proto-
col has access to.

(b) The r-round protocol is transformed into
one that only looks at (r − 1)-hop neighbor-
hood to solve a different problem.

Figure 2.10: Round Elimination to prove LOCAL lower bounds.

Another notable way of proving LOCAL lower bounds is the indistinguishability tech-
nique. Here, a family of graphs is constructed so that the r-hop neighborhoods of many
vertices look identical, but a correct algorithm forces them to output different answers,
which would be impossible. Perhaps the most prominent LOCAL lower bound is the work
by [KMW16] that gives lower bounds for minimum vertex cover and maximum match-
ing among other problems. More results that employ the indistinguishability technique
are [Nao91,BFH+16].

Now, we move to the CONGEST model where in addition to locality constraints, there
is also a bandwidth limitation of O(log n). The LOCAL model is significantly more pow-
erful than the CONGEST model, and hence lower bounds here automatically apply to the
CONGEST model as well. However, we do not know of round elimination or the indistin-
guishability technique yielding stronger lower bounds in CONGEST.

2.3.2 Information Bottleneck

The main technique to prove lower bounds in CONGEST is via an information bottleneck. If
a vertex with degree d needs to output a solution that is Ω(nc) in length for some constant c,
a lower bound of Ω(nc/(d log n)) on the number of rounds follows directly in the CONGEST
model, because each vertex only receives a total of O(d log n) bits as messages in each round.
An example of this technique is a lower bound of Ω(n/ log n) on the number of rounds required

10The article [Suo20] is an excellent introduction to round elminiation in the LOCAL model.
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to approximate weighted all pairs shortest path (APSP) up to any poly(n) approximation
by [Nan14].

In APSP, at the end of all the rounds, we require any vertex v ∈ V to know the shortest
path distance of v from every other node v′ ∈ V . [Nan14] shows that if v has only one edge
to the rest of the graph, it has to potentially learn n bits about the entire graph through one
edge, leading to a lower bound of Ω(n/ log n) rounds. See Figure 2.11 for an illustration.

Figure 2.11: An illustration of the hard instance of APSP in CONGEST. Each of the dashed
edges can have weight as α or 1. The vertex v must learn all these weights using its one
incident edge.

Further examples of this technique are the work of [IG17] for triangle listing, [FGKO18]
for more general clique listing. Observe that the output size for this problems is extremely
large, and the information bottleneck is over one vertex having to receive a lot of information.

It is not necessary to only focus on the information one vertex receives, because we can
isolate a small cut and prove that many messages have to be sent across the cut. Choos-
ing cuts of small size leads to strong lower bounds, even for problems where the output
size is small. Formally, these lower bounds are proved via reductions from communication
complexity, starting from [PR00]. The hard problem used is almost always set disjoint-
ness [SHK+12,FHW12].

The input graph G = (V, E) is carefully split between two induced subgraphs GA and
GB with only few edges between GA and GB. They then show that the hard two-party
communication problem can be embedded in the edges of GA and GB, while keeping the
few edges between GA and GB fixed and input-independent. Assuming one needs t bits of
communication for solving the two-party problem and there are only k edges between GA

and GB, this construction immediately implies an Ω(t/(k log n)) round lower bound for the
original problem; see Figure 2.12.

This technique has had a lot of success in proving lower bounds in CONGEST including
but not limited to approximation of diameter [ACK16, FHW12], minimum spanning tree
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GA GB

Figure 2.12: An illustration of using a small cut to prove lower bounds in CONGEST. There
are only 2 edges between GA and GB, so a lower bound of Ω(t/ log n) will be proved. Here,
t is a lower bound on the communication complexity of the underlying hard problem.

[KP95, SHK+12], minimum vertex cover [CHKP17, ACKP21], subgraph detection [DKO14,
CK18,Cen22] and minimum dominating set [BCD+19].

Reductions from set disjointness have led to optimal lower bounds for many problems such
as global min-cut [DEMN21,SHK+12], approximate minimum spanning tree [GKP98,PR00,
SHK+12], 4-clique detection [CK18,CCGL21], maximum independent sets [CHKP17] and all
pairs shortest path [LP15,Nan14,BN19], but the technique suffers from similar drawbacks as
in the graph streaming model. Namely, algorithmically, the two-party communication model
is much stronger than the CONGEST model where players only have local access, and hence
some problems are provably easy in two-party communication.

2.3.3 Further Techniques

For many problems, efficient two-party communication protocols have been found, which
preclude using a reduction from two-party communication to prove strong CONGEST lower
bounds. For instance, state-of-the-art algorithm for detecting k-cliques uses Õ(n1−2/k)
[CCGL21] rounds, and the lower bound is Ω̃(

√
n) rounds for constant k and this lower bound

is tight in two-party communication [CK18]. Another example is that of maximum indepen-
dent sets where there is a protocol that gets a (1/2) approximation ratio in two-party commu-
nication, whereas this problem could be hard in the CONGEST model [BCD+19,EGK20].11

Multiparty Communication Complexity. A natural way to overcome the issue of two
parties is to use reductions from multiparty communication complexity. This is closer to
the CONGEST model, where the entire graph is divided among n players. Multiparty set
disjointness is a natural candidate here. In this problem, there are k players, each with a
set S1, S2, . . . , Sk ⊆ U . In one case, there is some element x ∈ U which is present in all the
sets, and in the other case, all the sets are pairwise disjoint. It is known that this problem
requires Ω(|U| /(k log k)) communication [CKS03].

The work of [EGK20] uses a reduction from set disjointness over t = O(1/ϵ) players
to prove that maximum independent set cannot be approximated to a (1/2 + ϵ) factor in
O(n/ log3 n) rounds, and to a (3/4 + ϵ)-factor in O(n2/ log3 n) rounds, and these results

11Refer to Section 5 of [BCD+19] for a list of problems and the limitations of proving lower bounds via
two-party communication.
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cannot be proved using two-party communication complexity. Their reduction uses the tools
developed in [BCD+19], which proves that an approximation ratio better than (7/8 + ϵ)
requires Ω̃(n2) rounds. [BCD+19] uses error correcting codes and probabilistic tools to create
gaps in the size of the maximum independent set in the input instances, to extend the exact
computation lower bound of Ω̃(n2) to approximate maximum independent set also.

Fooling Views. The problem that perhaps exemplifies the issue of two-party communi-
cation is that of triangle detection. However one divides the three vertices of a triangle, at
least one of Alice or Bob will have two vertices. [ACKL20] states that triangle detection is:

one of the best illustrations of the lack and necessity of new
techniques for proving lower bounds in distributed computing

They introduce a new technique called fooling views which combines the indistinguisha-
bility tool from LOCAL lower bounds and the information bottleneck in CONGEST lower
bounds. For a simple hard instance of tripartite graphs composed of 6-cycles and trian-
gles, their bound shows that if the bandwidth is 1, then the number of rounds required is
Ω(log∗ n).12 In the standard indistinguishability arguments, any r-round algorithm is as-
sumed to have access to the entire r-hop neighborhood, and applying this technique directly
for triangle detection does not give any meaningful multiround lower bounds. [ACKL20]
overcomes this issue by exploiting the bandwidth limitations, and proving that a large sub-
set of nodes receive the same messages irrespective of whether they are a part of a 6-cycle
or a triangle. Such a vertex is called a fooled vertex, and the number of fooled vertices
decreases exponentially in each successive round leading to a lower bound of Ω(log∗ n).

The assumption of many vertices receiving the same messages is infeasible in the standard
CONGEST model because there may be 2O(log n) = nO(1) different messages possible over each
edge. Follow-up work by [FGKO18] uses the same technique, without the assumption that
all messages have to be the same. They look at the entire transcript of the protocol13 and
show that a small number of vertices will still not know whether they are a part of a 6-
cycle or two different triangles with a local view of the transcript. Their lower bound also
holds only in the restricted model where the bandwidth is 1-bit and as far as we know this
technique has not been adapted to the CONGEST model. This concludes our overview of
the prior techniques used to prove lower bounds in distributed computing for large graphs.

12Their result does not lead to any lower bounds in the standard CONGEST model, and the main contri-
bution of the paper is the technique of fooling views.

13Transcript contains all the messages across all the rounds sent by the protocol, with the identifiers of
the edges through which the messages are sent.
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3 A Brief Technical Overview
A central theme of our results is the construction of round-specific hard instances, in contrast
to classical reductions that are inherently insensitive to the number of rounds. We see that
these techniques can give optimal or near-optimal results in many contexts, and non-trivial
tradeoffs between rounds and communication for a variety of problems.

We describe our techniques with a focus on three parts: (i) the prior one round lower
bounds; (ii) the combinatorial components in our constructions; and (iii) the information-
theoretic analysis of our constructions. In this chapter, we only provide a high level overview,
and more specific tools unique to the results can be found in the respective chapters. We
start with a primer on the round elimination technique of [MNSW95].

3.1 On Round Elimination
The one technical tool in common between Chapters 5 to 7 is the round elimination technique
of [MNSW95] that was used to prove round-sensitive communication lower bounds. We give
a brief summary of this technique, and how it can be adapted to prove our results. This
technique was used by [ANRW15] to prove a lower bound for the communication complexity
of bipartite maximal matching, where only one partition of the vertices can communicate.
Another use of this technique is the work of [AKZ22], giving round-communication trade-
offs for maximal independent sets. Note that this technique is different from the round
elimination of LOCAL lower bounds that was discussed in Section 2.3.1.

The ‘Round Elimination Lemma’ of [MNSW95] is one way to prove communication com-
plexity lower bounds when the number of rounds is limited. Informally, the lemma has the
following structure: an r-round hard instance of the problem is created by picking multi-
ple (r − 1)-round hard instances of the same problem I1, . . . , Ik, and giving them to the
players. The players also receive additional inputs that “point” to one of these instances
I∗ ∈ {I1, . . . , Ik} as being the special one in a way that, to obtain the final answer, they
need to solve I∗.

The pointer is hidden to the players at first (e.g., is only given to the player not speaking
first) and so they cannot reveal enough information about I∗ in their first round; thus, they
now need to solve I∗ which is a hard (r− 1)-round instance in (r− 1) rounds, with “almost
no help” from the first round, implying the lower bound. At a high level, the hardness of
the instances constructed using the round elimination lemma has an Index flavor. The bits
of the Index problem are replaced with hard instances for (r−1)-rounds, and this makes the
problem harder for one more round. See Figure 3.1 for an illustration.

Some important observations about the round elimination lemma are in order. The k
instances given to the players are independent of each other. If the answers or the instances
are correlated in some way, even in the first round, it is conceivable that the players make a
lot of headway in solving them together.

Let us say that the input size of the smaller instance is nr−1, and solving it in (r − 1)-
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I1 I2 IkI*

gives solution

Figure 3.1: The round elimination framework of [MNSW95]. The hard instance is made of k
smaller hard instances, where solving I∗ gives the solution to the full instance. The identity
of I∗ is not revealed until the first round messages are sent.

rounds requires sr−1(nr−1) communication. The best lower bound we can hope to prove, even
for r rounds is the same sr−1(nr−1), as solving I∗ can be done in (r−1)-rounds in sr−1(nr−1)
communication. The input size of the r-round instance, however, grows by a factor k. Thus,
we can only prove weaker bounds with each successive round (which is to be expected; we
are adding computational power with each round!), and mitigating this decay boils down to
having small values of k.

What happens if k is extremely small, however? The players can use the first round to
gain some information about all the instances, with only Ω(k) bits of communication. This
leads to a balancing act:

1. Large values of k lead to larger instances for each subsequent round, and weaker bounds
relative to the size of the instances.

2. Small values of k may mean that the first round actually reveals non-trivial information
about I∗ that aids the players in solving the problem.1

r-rounds (r − 1)-rounds
Input size k · nr−1 nr−1

Lower bound min{k, sr−1(nr−1)} sr−1(nr−1)

Table 3.1: Table with the instance and lower bound sizes in Round Elimination Lemma.

The best lower bound we can hope to prove, hence becomes a minimum of Ω(k) and
Ω(sr−1(nr−1)). The lemma shows that this lower bound indeed holds in many settings when
the underlying k instances are independent. We illustrate round elimination with a simple
example by proving an Ω(n) lower bound for the Index problem.

3.1.1 Using Round Elimination for Index

We informally defined the Index problem in Section 2.2.2. Now, we give a formal definition
and use round elimination to prove a communication lower bound for Index.2 The key idea is
to simulate the first-round message M using public randomness which eliminates one round.

1More formally, we want the players to only convey o(1) information about I∗, which is only true if o(k)
bits are sent in the first round.

2There are multiple ways to prove a linear lower bound for Index, and our proof is folklore.
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The joint distribution of the inputs and the message is approximately preserved even with
this sampling.
Definition 3.1.1. For any n ≥ 1, in the indexn problem, there are two players Alice and
Bob. Alice receives a string x ∈ {0, 1}n and Bob receives i ∈ [n]. Alice sends a single message
M to Bob, and after receiving the message from Alice, Bob has to output the value of xi.

In addition, Alice and Bob also have a source of public randomness that they can use.

The index is a one round communication problem. Assume towards a contradiction
that there exists a protocol π1 where Alice sends messages of length at most s ≪ n with
probability of success at least 2/3.

Our proof for index is by way of Yao’s minimax principle [Yao77], which reduces our
task to proving a lower bound for deterministic algorithms over a hard input distribution.
The hard distribution we use is simple: x ∈ {0, 1}n and i ∈ [n] are chosen uniformly at
random and independently. This distribution of the inputs induces a distribution over the
messages of π1 also. Let D be the joint distribution of (x, M, i) in protocol π1.

We use the following 0-round problem, that is hard to solve trivially.
Definition 3.1.2. The echo is defined as follows. There are two players Alice and Bob.
They have a source of finite but arbitrary length random bits public to both Alice and Bob.
They also have a source of private randomness for both of them.

Alice has a bit b ∈ {0, 1} chosen uniformly at random, and Bob has to output the bit b
without any communication from Alice.

It is easy to see that whatever bit Bob outputs, he is not going to succeed with probability
more than 1/2. However, if there is a protocol π1 for indexn that uses o(n) communication,
we will see that we can eliminate one round from π1 to get a protocol for echo that gets
a probability of success larger than 1/2. To get this protocol, we view the indexn as n
different instances of echo, and Bob wants to solve one of them that i ∈ [n] points to.

The first step in constructing a protocol for echo is an embedding argument: we want
to use the input to echo to generate an input to indexn so that solving this instance gives
an answer to echo also.

Embedding echo into indexn:

(i) Alice and Bob use public randomness to sample a uniformly random index i⋆ ∈ [n].
Bob fixes the value of i to be i⋆.

(ii) Alice sets xi⋆ = b, and uses private randomness to sample the rest of input x,
conditioned on the value of xi⋆ and i⋆.

It is easy to see that in the above process, Alice and Bob generate an instance of indexn

such that finding xi = b solves echo. However, any protocol for indexn uses one message
from Alice to Bob that echo does not allow. We see that whatever protocol indexn uses,
we can sample the message from Alice to Bob using public randomness.

29



Protocol π0 for echo using π1:

(i) Alice and Bob use public randomness to sample a uniformly random index i⋆ ∈ [n].
Bob fixes the value of i to be i⋆.

(ii) They also use public randomness to sample a message M from distribution D.

(iii) Alice sets xi⋆ = b, and uses private randomness to sample the rest of input x,
conditioned on the value of M, xi⋆ and i⋆.

(iv) Bob uses the message M , index i = i⋆ and his own source of private randomness to
output the answer of π1.

We have sampled the message M from the distribution D, without Alice actually sending
any message to Bob, thus eliminating one round. The players in protocol π0 do not perform
any communication at all.

In an ideal world, the message we sample would fully agree with the input of Alice, the
string x. In our scenario, Alice sets the value of xi⋆ independently of the sampled message
M . Thus, the distribution of (x, M, i) in our protocol is not the same as the distribution in
π1. Let us look at a few examples of what π1 can do.

π1 sends all the bits: If protocol π1 sends all the bits of x to Bob, Alice cannot sample
(x, M, i) consistently always. The message M fixes value of xi, but the input bit b of
Alice agrees with xi only with probability (1/2). Thus, with probability (1/2), any
(x, M, i) sampled in π0 will not be valid.

π1 sends a few random bits: Let π1 send k bits of x chosen randomly along with their
indices. As i⋆ is chosen uniformly at random, whenever i⋆ falls into one of these k bits,
the (x, M, i) we sample is valid with probability (1/2). If i⋆ does not fall into one of
these k bits, we can sample (x, M, i) consistent with π1.

π1 sends a sketch: Let A ⊂ {0, 1}s×n be a randomly chosen matrix, and Alice sends M =
A · x in π1. When simulating this message in π0, matrix A and sketch M are fixed.
If the bit at position i is fixed by A, M3, then bit b is faithful with probability (1/2).
Otherwise xi is uniformly random. As the rank of A is at most s, only at most s
co-ordinates of x can be fixed by A, M .

In all these examples, if the message length is small, the simulation is closer to the one
we desire, i.e., closer to being valid in protocol π1. We can formalize this intuition using
information-theoretic arguments. We prove that the joint distribution of (x, M, i) in protocol
π0 (say D′) is close to the distribution in protocol π1, using which we can prove that the
answer from Bob will be close to correct as well.4 Formally, we prove this claim:

3In other words, ei ∈ {0, 1}n, which is the vector with 1 at position i and 0 everywhere else, belongs to
the row span of A

4Through this proof sketch, we use the term total variation distance, and some properties about this
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Claim 3.1.3. The total variation distance between the joint distribution of (x, M, i) in pro-
tocol π1 under the uniform hard distribution of (x, i) and in protocol π0 is small.

∥D(x, M, i)−D′(x, M, i)∥tvd ≤
1
2 ·
√

s

n
.

The full proof details are not relevant to the rest of this chapter, but it crucially uses that
π1 only sends s bits of communication. We postpone the proof to Section A.1. Equipped
with Claim 3.1.3, proving that π0 has high probability of success is easy.

We use Fact 4.3.5 with the event E as the output of Bob being correct.

Pr[π0 succeeds ] ≥ Pr[π1 succeeds ]− ∥D(x, M, i)−D′(x, M, i)∥tvd

≥ 2
3 −

1
2 ·
√

s

n

>
1
2 . (for s≪ n)

This shows that π0 has > 1/2 probability of success, which is a contradiction, because π0
had no communication at all. Bob has no information about the bit b at all, and any value
from Bob only has a probability 1/2 of being correct.

Now, that we have a proof sketch, let us focus on the most important (and non-trivial)
step of protocol π0. Alice and Bob collectively sampled the distribution of M, in such a way
that not conditioning on xi did not change the distribution too much, and this is formally
stated in Claim 3.1.3. This is the key step in many applications of the round elimination
lemma: showing that the first round messages did not reveal much about the hidden instance,
and providing a way to sample these messages. In our example with the Index problem, this
step was possible because the distribution of M did not reveal much information about xi
when Alice did not know the value of i.

This example illustrates the central principle of round elimination:

If the first-round message reveals little information about the hidden
instance, then we may be able to simulate it and remove it altogether.

Next, we go into the details of how classical round elimination is unsuitable, and how we
adapt it to different settings to yield optimal and near optimal lower bounds. We do not
focus on the specific sampling process in the results, and instead we present the high level
overview of the constructions and the parameters that lead to the final lower bound.

3.2 Streaming Maximal Independent Sets
Recall that Theorem 1 was a lower bound of Ω(log log n) on the number of passes required
to find a maximal independent set in semi-streaming. We establish Theorem 1 by proving

distance that may be unfamiliar. Roughly speaking, it quantifies how far two distributions are from each
other. The formal definitions are presented in Chapter 4.
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a round vs communication tradeoff for the (multi-party) communication complexity of
MIS.

We start from the one round hard instance of [ACK19b,CDK19], which prove that finding
an MIS in one pass requires Ω(n2) space. We discuss this instance directly with the view of
two-party communication complexity.

• Alice receives two identical copies of a bipartite graph G where each pair becomes an
edge with probability 1/2. There are totally Θ(n2) edges.

• Bob receives the following graph on the same set of vertices: pick a pair {u, v} of
vertices on the two sides of the bipartition of G and connect all vertices that are not a
copy of these vertices to each other.

We want to compute an MIS of the union of the graphs of Alice and Bob. Computing the
MIS of such a graph requires the players to figure out if (u, v) is an edge in G or not. If some
vertex w ̸= u, v in the first copy is picked in the MIS, then all other vertices barring u, v are
excluded as they are neighbors of w. Thus, any valid MIS contains both u, v if (u, v) is not
an edge, and only one of u, v if (u, v) is an edge. Similarly, if no such vertex w is picked, the
MIS reveals whether (u, v) is an edge in the first copy. See Figure 3.2 for an illustration.

G1 G2
u

v

u

v

w

Figure 3.2: Alice’s input is G1 and G2 which are copies of the same random bipartite graph
G. Bob’s input connects every vertex other than copies of u and v to each other. In the
image, this is illustrated as w being connected to all vertices in the grey cloud and vice-versa.
If we pick a vertex w in the left to join the MIS, all its neighbors ar forced out. Only vertices
u and v in the right remain to join the MIS (the figure only shows some of w’s edges).

To extend the lower bound to two rounds and more, we employ the round elimination
technique with one tweak: instead of the players needing to solve one smaller instance I∗,
we force them to solve many small hard (r − 1)-round instances to solve one hard r-round
instance. This change is found to be necessary to get the optimal lower bound for MIS, and
we explain why briefly.

Limitations of Round Elimination

Suppose we want to extend the round elimination approach beyond a single round, by having
just one special smaller instance. Let us try to prove a n1+ε lower bound for two-round
protocols with ε > 0.
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In the one-round lower bound, the MIS was forced to find a particular edge. We can
use the same approach to force the MIS to focus on a special set of vertices. Again, we
have two identical copies of the same base graph for Alice and give Bob an input that
connects these copies. Instead of a random graph however, we need Alice’s base graph to be
a collection of independent copies of the 1-round hard instances. Here, ‘independent’ copies
not only mean in a probabilistic sense, but also in a graph-theoretic sense: the edges of one
instance should not appear between vertices of another as otherwise the instances become
“corrupted”, namely, they are no longer necessarily hard 1-round instances. (See Figure 3.3.)

G1 G2

I*
w

I*I′￼

I′￼

Figure 3.3: The special instances should not corrupt each other. Bob’s edges can be used to
isolate a special instance I∗

We also need these instances to be quite large, so that a 1-round lower bound for them
incurs a significant communication cost in terms of the entire graph size. A bit more specif-
ically, to make this strategy work for a two-round n1+ε communication lower bound, for any
constant ε > 0, we need Alice’s base graph to have the following properties:

1. It must contain (n1+ε) 1-round instances so Alice cannot reveal too much about a random
instance;

2. Each 1-round instance needs to have (n(1+ε)/2) vertices so that the quadratic 1-round lower
bound implies that the second round of the protocol needs (n(1+ε)/2)2 = n1+ε communica-
tion;

3. The instances cannot have edges between each others’ vertices so as not to “corrupt” one
another.

Recall the parameters of round elimination from Section 3.1. These properties are essentially
saying:

min{k, s1} = n1+ε,

while maintaining independence among the smaller instances.
Given that one-round instances have quadratic number of edges, satisfying all these

constraints means having a base graph on n vertices with n2+2ε edges or even pairs of
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vertices!5

This highlights an inherent difficulty (basically, impossibility) of implementing this natu-
ral type of round elimination argument for proving communication lower bounds on graphs.
This is why in our approach, we force the (r)-round instance to solve many smaller (r− 1)-
round instances. We see why this leads super linear lower bounds when discussing the
parameters later in this section.

Combinatorial Component

In order to translate the round elimination lemma into graph instances, we need to embed
the instances in graphs in a way that they do not interact with each other, as the instance
of [AR20] does for two passes. We briefly discussed this property of [AR20] in Section 2.2.3.
These independent subgraphs in [AR20], and later in [Ass22,CKP+21b,KN24] are bipartite.
Using standard RS graphs, it is not clear how to embed more complex smaller hard instances.

In the combinatorial component of our work on MIS in streaming, we give a way to embed
non-bipartite graphs in a way that they do not interfere with each other by constructing a
family of large graphs which have many disjoint unique path collections. Roughly, each edge
of an induced matching in an RS graph is replaced with a long path instead (they can be
viewed as “stretching” the edges of an induced matching into paths that do not interfere
with each other). The construction borrows ideas from [Beh46, RS78], which were used to
construct bipartite RS graphs. See Figure 3.4 for an illustration.

More specifically, for parameters p, q, k ∈ N, in our Disjoint Unique Path (DUP) graph,
we have:

• An induced unique path collection (UPC) of size p is a collection of p-many paths
P1, . . . , Pp of length k each, such that Pi = (ui, . . . , vi) is the unique shortest path
between ui and vi. Moreover, the subgraph induced by the vertices in all p-paths do
not contain any edges that are not in any of these p-paths.

• A (p, q, k)-DUP graph is a graph whose edges can be decomposed into q many induced
path collections of size p and length k.

Similar to using RS graphs in [AR20,CKP+21b], each UPC can now embed independent
smaller hard instances, but the embedded instances are not necessarily bipartite.

Information-theoretic Component

The information-theoretic component of Theorem 1 is mainly proving the new round elimi-
nation lemma. More specifically, if the players have to solve q-many instances in the r-round
instance, they will correspondingly need more communication. 6

In our round elimination lemma, to construct the hard r-round instance, we use q · p
many (r − 1)-round instances, Ii,j for i ∈ [q], j ∈ [p]. The players are required to solve all
Ii⋆,j for j ∈ [p] for a random i⋆ ∈ [q] that is revealed at the end of the first round.

5Making 1-round instances sparser or similar modifications does not work either, as that forces us to pick
even larger 1-round instances in Line 2, leading to the same exact contradiction.

6This lemma is isolated from any combinatorial constructions about how the instances are combined or
that the instances are graphs, and is purely a communication complexity lower bound.
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Figure 3.4: An example of DUP graph with q = 3, p = 2 and k = 2. In each UPC, there is
no path of length 2 from a starting vertex to an end vertex unless the path belongs to the
UPC itself.

We prove the following lower bound for r-rounds:

r-rounds (r − 1)-rounds
Input size p · q · nr−1 nr−1

Lower bound min{p · q, p · sr−1(nr−1)} sr−1(nr−1)

Table 3.2: Table with the sizes of the instance and lower bound on the message lengths.

Now, even though the input size grows by a p · q factor, we can prove a stronger lower
bound proportional to p. Our proof uses information complexity direct sum [CSWY01]
and message compression arguments [HJMR07, BG14]. The proof details are postponed to
Chapter 5.

I1,1 I1,2 I1,p

I2,1 I2,2 I2,p

Iq,1 Iq,2 Iq,p

p

q Ii⋆,1 Ii⋆,2 Ii⋆,p

Figure 3.5: Our round elimination framework. To find the answer to the instances, the
players have to solve all p smaller instances in row i⋆.
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Putting Things Together

We use our combinatorial construction to embed p · q many smaller (r − 1)-round hard
instances into a single graph, in a way that in a UPC, the p-many instances do not interfere
with each other. Naively embedding them would cause the number of vertices to grow by a
p · q factor, but we avoid this growth using our extremal graph construction. See Figure 3.6.

H1,1

H1,2

⋯

Gdup

(a) Two smaller hard instances H1 and H2 on the left, and a DUP-graph on the right with p = 2,
k = 3 and unspecified q.

embed(ℋ → Gdup)

(b) The resulting layered graph as the embedding of H1, H2 into Gdup – the drawing only shows
the effect of the embedding on one UPC of Gdup and the remainder of the graph is unspecified.

Figure 3.6: An illustration of embedding smaller instances into DUP graphs. The figure only
shows how one UPC is replaced, in the final instance, all UPCs in Gdup are replaced with
smaller instances.

Each path in all q-UPCs is replaced with a smaller instance. Finally, one UPC among
the q-many ones is picked so that any algorithm that finds an MIS will have to solve all p
smaller instances in the UPC. This corresponds to picking one row out of q rows and solving
all the instances in row i⋆ in our information-theoretic component.

To conclude our discussion on Theorem 1, we briefly discuss the parameters, and why our
bound is Ω(log log n). Let n2 be the number of vertices in the hard instance for the 2-round
lower bound, and n1 be the number of vertices in the smaller 1-round hard instance.

Our parameters grow as:

s1(n1) = Ω((n1)2) p, q ≈ n2/n1 n2 ≈ (n1)3 s2(n2) ≈ (n2/n1) · (n1)2 ≈ n
4/3
2 .
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The boost we get in the s2(n2) term with p = (n2/n1) is the reason why we are able to get
meaningful two-round lower bounds. We are able to extend these parameters for any round
r ≥ 1. This gives a lower bound of Ω(n1+1/2Θ(r)) on the message length for any r-round
algorithm for n-vertex graphs. For r = o(log log n), this lower bound exceeds ω(npoly log n)
proving that Ω(log log n) passes are required by semi-streaming algorithms to find an MIS.

3.3 Streaming Matchings
For streaming matchings, Theorem 2 and Theorem 3 prove a lower bound of Ω(log(1/ε)) for
finding (1−ε)-approximations conditionally on the density of RS graphs and unconditionally
respectively. We also have Theorem 4 which proves a stronger Ω(log log n)-pass lower bound
to find any constant approximation in dynamic streams.

Theorem 2 is subsumed by Theorem 3 quantitatively under the current best lower βrs.7
Moreover, the techniques behind Theorem 2 are mostly disjoint from the rest of this thesis.
Hence, we focus on the techniques behind Theorem 3 and Theorem 4.

3.3.1 Insertion-only Streams

Theorem 3 uses extremely similar techniques as Theorem 1, but with a focus on the ap-
proximation ratio of matchings instead. Our starting point is the work of [GKK12] which
proves that single pass semi-streaming algorithms cannot obtain an approximation ratio bet-
ter than 2/3 for maximum matchings, and its subsequent extensions in [KN24], who showed
that two-pass algorithms cannot obtain better than a 8/9-approximate matching.

The construction of [GKK12] uses the RS graph G = (L ∪ R, E) in Proposition 4.2.2.
There are q-many induced matchings of size p each, and the edges of these matchings exist
independently of each other with probability 1/2. To store whether all the edges exist or
not, any algorithm will require Ω(p · q) space.

After the edges of the RS graph are sent in the stream, one induced matching (say M⋆

between L⋆ and R⋆) is chosen at random. All vertices in the RS graph except L⋆ and R⋆ are
connected to new vertices (A ∪ B) via an auxiliary matching. The graph still has a perfect
matching by taking the auxiliary matching and M⋆, of size 3n/2. However, if edges of M⋆

are excluded, the set (L \ L⋆) ∪ (R \ R⋆) forms a vertex cover of size n. Therefore, if an
approximation ratio larger than (2/3) is to be achieved, edges of M⋆ must be included. The
algorithm does not know the identity of M⋆, and ends up storing an ε-fraction of the edges
of M⋆ for any (2/3 + ε)-approximation. This leads to a lower bound of:

Ω(pq) = n1+Ω(1/ log log n)

for any constant ε. This shows that semi-streaming algorithms cannot obtain an approxi-
mation ratio better than (2/3).8See Figure 3.7 for an illustration.

The work of [KN24] directly extends [GKK12] to two passes, by replacing each edge of
the RS graph with a smaller hard instance. More specifically, the one round lower bound

7Although Theorem 2 holds for approximate estimation of the matching size also, Theorem 3 holds only
when the algorithm is required to output the matching edges.

8In subsequent work [Kap13,Kap21], this result has been improved, and we know that any approximation
ratio better than 0.59 is not possible in a single pass in semi-streaming.
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L RA

B

(a) Given an RS graph on vertices L∪R with
4 matchings of size 3 each, vertices A∪B are
added, which connect to all vertices except
the end points of the special matching.

L RA

B

(b) The orange edges of the RS graph
are present with probability (1/2) indepen-
dently. The vertices in the blue circle are a
vertex cover of the other edges in the graph.

Figure 3.7: One round hard instance for (2/3) approximate matching in [GKK12]. Any
(2/3 + ε)-approximate matching must find at least an ε-fraction of the yellow edges.

of [GKK12] relies on the algorithm not knowing the identity of the special matching before
the auxiliary edges are revealed. What if each edge of the special matching is now replaced
by an independent hard instance for one round? The inducedness of the special matching
ensures that these smaller hard instances will not interfere with each other. This could
potentially make it hard for two-pass algorithms: in the first pass, the special matching of
the outer graph will be unknown, and in the second pass, all the special matchings of the
smaller independent instances will be unknown. See Figure 3.8 for an illustration.

[KN24] implements this approach to prove that any algorithm with an approximation ra-
tio better than (1−(1/3)2) = (8/9) requires more than semi-streaming space (see Figure 3.8).
In their instance:

1. The auxiliary edges of the outer instance cover (2/3)th of the vertices, and the auxiliary
edges of the smaller instances in the special matching cover another (2/3) fraction of
the vertices. In total, these auxiliary edges cover:

2
3 + 1

3 ·
2
3 = 8

9

fraction of the vertices. Thus, the lower bound holds when an approximation ratio
larger than (8/9) is found.

2. Let 2n1 be the number of vertices in the inner RS graph hard instances. The outer
graph is chosen with b2 ≈ nlog log n1

1 vertices. The total number of vertices will be b2 ·n1.
Any streaming algorithm has two choices:
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(a) Use Ω(b1+1/ log log b2
2 ) space to gain information about the ≈ b2 many smaller special

instances in the first pass;
(b) Or spend Ω(b2 ·n1+1/ log log n1

1 ) space to solve a majority of the smaller instances in
the second pass without help from the first pass.

This leads to a lower bound of

b2 ·min{b1/ log log b2
2 , n

1+1/ log log n1
1 } = n

1+Ω(1/ log log n2)2

2 , 9

which is not possible in semi-streaming.

The techniques of [KN24] however, do not extend beyond two passes, since in their infor-
mation theoretic component they rely on the two-way communication complexity tradeoffs
of the Index problem [JRS03].10 We extend this framework further, and show that any p-pass
algorithm cannot get an approximation ratio better than (1−1/3p) in semi-streaming space,
which in turn proves that any (1− ε)-approximation algorithm requires Ω(log(1/ε))-passes.
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Figure 3.8: A hard instance constructed by [KN24], Any (8/9 + ε)-approximate matching
finds at least an ε-fraction of the edges of the special matchings in the smaller instances.
The smaller instances look exactly as in Figure 3.7a.

The hard instances of [GKK12] and [KN24] are bipartite, so to embed them in the form
of independent smaller subgraphs, we can directly use RS-graphs, unlike Theorem 1. Hence,
for the combinatorial component, we do not need to construct any new family of graphs to
do the embedding, and simply use RS graphs from Proposition 4.2.2.

The information-theoretic component of Theorem 1 is applicable here, and allows us
to extend this lower bound. More concretely, we proved a new round elimination lemma,

9Refer to Section 6.1, proof of Lemma 6.1.10 for more detailed calculations.
10If Bob sends O(log n) bits to Alice, we know Alice needs to send one bit to solve the problem. [JRS03]

proves the more general tradeoff that whenever Bob sends b bits, Alice needs to send Ω(n/2b) bits for 2/3
probability of success.
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where solving groups of smaller (r − 1)-round hard instances proportionately takes more
communication. Similarly, each induced matching can be viewed as a group of smaller
instances, and any algorithm that finds a large matching must solve many of these smaller
instances.

Let us move to the techniques behind Theorem 4.

3.3.2 Dynamic Streams

Theorem 4 also uses the tools from Theorem 1, but there are challenges in adapting them for
dynamic streams and matchings. Moreover, we want to prove a much stronger lower bound
than Theorem 3, in that any constant approximation takes Ω(log log n)-passes.

Combinatorial Component

The construction of Theorem 3 does not give any meaningful results for dynamic streams,
as finding constant approximations in the hard instance is easy. We rely instead on hard
instances specific to dynamic streams, and adapt the tools of Theorem 1.

We begin with the hard instance of [DK20], which shows that any constant approximation
of maximum matching in one pass requires Ω(n2) space. They forgo complex constructions
using RS graphs by crucially exploiting the edge deletions in the stream and construct much
simpler elegant graphs.

Consider the following communication problem.

• Alice receives an n× n matrix A encoding the bipartite adjacency matrix of a random
bipartite graph G between two sets of vertices L and R, each of size n. Each entry of
A is independently chosen to be 0 or 1 with probability half.
We think of the input to Alice as the insertions of edges Eins at the beginning of the
stream.

• The input to Bob is random permutations σr and σc of [n] that reorder rows and
columns of A, respectively. Bob is also given the following submatrix B of A: reorder
the rows and columns of A according to σr and σc; then, for some previously-fixed
i⋆ = n − o(n), consider the (i⋆ × i⋆) submatrix of A at the bottom right corner of A
(after the reordering). Provide this sub-matrix except for its diagonal entries as B,
and let diagonal entries of B be 0’s instead.
We think of the input to Bob as the deletion of edges Edel in the second half of the
stream (based on the bipartite adjacency matrix). Since B is a submatrix of A, all
edges deleted by Bob are already inserted by Alice. The input graph G at the end of
the stream is then the bipartite graph on bipartition L and R and edges Eins \ Edel.

It is not hard to see that the graph G created this way has an induced matching M of
size n/2−o(n) with high probability (inside the submatrix B of A with edges A−B, as each
edge of the diagonal is present with probability (1/2)). Moreover, the graph G \M has a
vertex cover of size o(n) (by picking the o(n) vertices not part of B). This implies that any
O(1)-approximate matching algorithm on the graph Eins \Edel needs to recover many edges
of M . See Figure 3.9 for an illustration.
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(a) Alice’s input A is the bipartite adjacency
matrix of the graph Eins.

(b) Bob’s input B is the sub-matrix with blue
entries, with diagonal (red) entries replaced
with 0. The graph here is Eins \ Edel with
red edges being the induced matching M and
green vertices being vertex cover of G \M .

Figure 3.9: An illustration of the inputs A and B to Alice and Bob in the lower bound
of [DK20]. Here, n = 6 and i⋆ = 4 and both σr and σc are identity permutations. In general,
the submatrix of B corresponds to a combinatorial rectangle in A, the induced matching is
of size n/2− o(n) with high probability, and the vertex cover is of size o(n).

In [DK20], it was shown that given only A and without the knowledge of σr and σc,
majority of edges in Eins have an equal chance of appearing as the edges of the induced
matching M . Thus, from Alice’s perspective, most edges in Eins can become important in
finding a large matching in Eins \Edel. Hence, Alice needs to communicate Ω(n2) bits before
Bob can output an O(1)-approximate matching in the graph. There is one caveat here: Bob
already knows a big part of the matrix A, and [DK20] proves that even in this scenario,
Alice needs to send Ω(n2) length messages through a reduction to the augmented Index
problem [CCKM13].

We are able to implement the round elimination framework of Theorem 1 again with this
view: each position in the matrix is replaced by a smaller subinstance. More specifically, to
construct an r-round hard instance, we replace each matrix by a smaller (r− 1)-round hard
instance, and any successful algorithm must solve a large fraction of these instances.

The hard instances consists of a stream that inserts many (r − 1)-pass hard instances
together, not necessarily with any induced subgraph collections11, followed by deletions of
edges in many of these instances so that effectively only one large induced collection of
(p − 1)-pass instances remain, corresponding to the edges that an algorithm needs to find
in the one round lower bound of [DK20] (see Figure 3.10). We show that in the context of
O(1)-approximate matchings, this is enough to force any algorithm for the r-round instance
to also solve many (r − 1)-round hard instances.

There is one crucial aspect of this combinatorial component that we do not cover in
this overview, namely, how do the players ensure that the deletions happen across multiple
passes in a consistent way? In one round, this was simple, because Bob had access to matrix
B correlated with A. We use the techniques of [AKZ24] which shows that the Augmented
Index problem can be extended to Augmented Tree Pointer Chasing to handle the shared

11This aspect is different from Theorem 1, as the many smaller instances need not come from any one row
of the p · q many smaller instances.
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Figure 3.10: An illustration of the two round hard distribution of Theorem 4. (X, Y ) denote
instances sampled from the 1-round hard distribution. Each submatrix has its own indepen-
dent permutation ρr, ρc. Alice and Bob have to solve the instances highlighted in red. The
squares shaded in blue are zeroed out in both matrices.

input between the players. These details can be found in the proof in Chapter 6.

Information-theoretic Component

Addressing the previous challenge using edge deletions creates a significant hurdle in applying
the information-theoretic arguments of Theorem 1. The new round elimination argument
we established earlier crucially relies on the independence of the inputs of players in the
corresponding communication game used to establish the streaming lower bound. In contrast,
such an independence cannot hold for us given that we need to ensure the input of one
player is only deleting edges already inserted by another player (otherwise, the stream may
delete edges that have not been inserted). These deletions reveal the large induced smaller
subgraphs, and hence must appear at the later part of the stream.

Addressing the correlation issue requires a careful sharing of the input of players with
each other to guarantee that any edge that gets deleted was already inserted, while making
sure there is also not too much correlation between their inputs (correlation generally makes
the task of proving these lower bounds harder or even impossible). Proving the general round
elimination argument with these restrictions also requires a different direct-sum result based
on internal information complexity [BBCR10] and a corresponding message compression
argument for internal information [JPY16] (in contrast to the external information complex-
ity direct sum [CSWY01] used in Theorem 1 and its own message compression technique
from [HJMR07]).

Putting Things Together

Let t2 be the dimension of the outer matrix when constructing a 2-round hard instance, let
n11 be the dimension of the smaller matrices and let n2 = t2 · n1 be the dimension of the
final instance. Let us again consider the two natural choices of the algorithms:

• Either spend Ω(t2
2) communication/space to learn something non-trivial about the tr
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hidden instances in the first pass;

• Or, spend communication/space proportional to what is needed to solve (most of) the
t2 instances in the second round independently

By using s2(n2) to denote the communication/space needed for solving the problem on n2-size
instances, the above strategies for the algorithm suggests that:

s2(n2) ≳ min
(

t2
2 , t2 · s1(n1)

)
= min

((
n2

n1

)2
,
(

n2

n1

)
· s1(n1)

)
. (3.1)

Using s1(n1) = Ω(n2
1) as the base case by the lower bound of [DK20], we obtain

s2(n2) ≳ min
((

n2

n1

)2
, n2 · n1

)
= n

4/3
2 ,

by letting n2 = (n1)3. Repeating this inductively using Eq (3.1) allows us to prove that

sr(n) ≳ n1+1/2Ω(r)
.

This implies that Ω(log log n) rounds are needed by Õ(n)-communication protocols for O(1)-
approximation of matchings.

3.4 Distributed Triangle Detection
We proceed to describe the techniques of Theorem 5, which proves an Ω(log log n) lower
bound for detecting triangles in the CONGEST model. This result does not use the frame-
work of Theorem 1, and instead applies round elimination argument of [MNSW95] directly
to the CONGEST model. However, the insights from [ANRW15], Theorem 1 and Theorem 4
in constructing round-specific hard instances were crucial in proving the lower bound.

The information bottleneck approach in proving distributed computing lower bounds that
we discussed in Section 2.3.2 do not apply directly to triangle detection. Any reduction from
two-party communication complexity fails because if the vertices of a triangle are divided
between two players, at least one player gets two vertices, and they know all the edges
of the triangle if one exists. A natural question is whether reductions from multi-party
communication complexity can work. These have proven to give stronger lower bounds
where two-party reductions are insufficient (see Section 2.3.3). [DKO14] uses three-party
number-on-forehead12 set disjointness [She13] to prove a lower bound for triangle detection
in the broadcast model: if all players send the same messages across all the edges in every
round, they give a lower bound of Ω(n/eΘ(

√
log n))13.

In the standard CONGEST model, however, it is easy to see that attempting a reduction
from any two-party communication problem does not lead to any ω(1)-round lower bounds.

12In this model, the players have their inputs on their foreheads, and they can see all the inputs ofeveryone
else. Unlike in number-in-hand communication complexity that we discussed, the input-sharing aspect of
number-on-forehead makes it harder to prove lower bounds [LS08].

13The lower bound of [DKO14] holds even when messages can be sent to every other player in each round,
irrespective of whether an edge exists or not.
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However the vertices of a triangle are partitioned, at least one of the two players must receive
all the edges of at least two of the vertices of the triangle. This player will know the existence
of the triangle trivially.14 In our lower bound, we are faithful to the CONGEST model: each
vertex is treated as a separate player, and the challenges are in applying [MNSW95] to the
point-to-point communication aspects.

Combinatorial Component

Unlike in the construction of our graph streaming lower bounds, the combinatorial compo-
nent of Theorem 5 is fairly simple and intuitive. [FGKO18] proves a one round lower bound
of Ω(n) on the bandwidth of triangle detection, and we take inspiration from their hard
instance (see Figure 3.11).

There are three important vertices, say x, y, z ∈ V . These vertices could form a triangle,
but x does not know the identities of y, z and vice-versa. Hence, given a long list of neighbors,
x is unable to distinguish whether it has edges to y and z, or only to other degree one vertices.

x

y

z

Figure 3.11: An illustration of the one round hard instance for Theorem 5. The dashed lines
represent edges that may not exist. If these edges exist, there is a triangle in the input.

After one round of messages, the vertex x knows the identities of y and z, but it is still
unknown whether an edge exists between y, z. This instance can be seen as a correlated
version of two different Index problems:

1. Among the possible list of neighbors of y, vertex x points to z, and the message of y
must convey information about whether (y, z) is an edge.

2. Similarly, among the list of neighbors of z, vertex x points to y, and the message from
z must convey whether (y, z) is an edge.

The answers to both these problems are the same, based on whether (y, z) is an edge.
14Even if there are three parties, Alice, Bob and Charlie we cannot get ω(1)-round lower bounds. Let

the edges between Alice and Bob be sparser than the ones between Alice and Charlie or Bob and Charlie.
Then, these edges between Alice and Bob can be communicated to Charlie with 1 round of communication,
revealing the existence of a triangle to Charlie. This can be extended to any O(1)-players.
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[FGKO18] shows that the messages from y or z must have Ω(n) length. See Figure 3.12 for
an illustration.

Figure 3.12: Viewing the one round hard instance as a correlated index problem. Vertex
x does not initially know the pointers y, z but comes to know them only after the message
from vertex y (which reveals that it may be a part of a triangle, hence fixing the pointer to
z) and from vertex z. The message from y of o(n) length contains very little information
about whether z is present in the neighbor list.

The hardness of the instance relies on the local view of the vertices. We extend the
instance of [FGKO18] to multiple rounds by simply padding each vertex from the 1-round
instance with other degree one vertices. Now, the vertices in the 1-round instance do not
know which of their neighbors are a part of the 1-round instance also, and they cannot
communicate about the smaller instance to each other.

1-round instance

Figure 3.13: Padding with dummy vertices to create a 2-round hard instance.

This padding can be continued to create hard instances for any r ≥ 2 rounds.

Information-theoretic Component

Typically in applications of round elimination, the property of the messages in the first
round is that they do not reveal much information about the smaller instance I∗.15 In our
construction from Figure 3.13, this is simply not true, as the inner vertices can send messages
to each other, and this may be heavily correlated with the input.

15This is true in the example we discussed in Section 2.2.2, and Theorems 1, 3 and 4.
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The main challenge is dealing with the following two kinds of correlation:

(i) Message-Input correlation: Any message over an underlying edge reveals that an edge
exists.

(ii) Message-Message correlation: All the messages one vertex sends can be correlated with
each other.

We give a multistep way to sample the first round messages, so that the distribution in
our simulation remains close to the original joint distribution of messages and the input in
the r-round protocol, similar to Claim 3.1.3. This sampling approach is beyond the scope of
this chapter, but a more detailed overview is presented in Section 7.3.

Putting Things Together

Let nr be the size of the r-round instance. To implement the information-theoretic compo-
nent, we require:

nr = (n(r−1))c,

for some large constant c (see Section 7.3 for more details on why this is necessary). Hence,
the sizes of our hard instances grow by a polynomial factor in each round. In the first round,
the vertices do not convey information about the smaller (r − 1)-round instance to each
other, so they still require sr−1(nr−1) bandwidth. We have s1(n1) = Ω(n1) from [FGKO18].
This gives a lower bound of:

sr(nr) ≥ s1(n1) = Ω(n1) = (nr)1/cr

.

In o(log log nr) rounds, the bandwidth is ω(log(nr)), which is beyond the limits of the CON-
GEST model.

3.5 Lower Bounds Beyond Embedding
All the results we have seen obey the following property:

The players do not learn anything about the hidden instance or group of instances
in the first round.

This may not be true for many problems; the smaller hidden instance could remain hard to
solve with fewer passes or rounds even if Ω(1) information is revealed in the first round. This
chapter covers our results where non-trivial information about the instance that the players
are trying to solve may be revealed by the first round messages.

Let us consider the standard pointer chasing problem from Section 2.2.2 as an example.
We briefly recall the definition. There are two sets A and B, each of size ℓ. Alice has a
function f1 from A to B and Bob has a function f2 from B to A. We define a sequence of
pointers starting from an arbitrary z0 ∈ A, and following functions f1 and f2 alternately.
We define:

z1 = f2(z0), z2 = f1(z1), z3 = f2(z2), z4 = f1(z3), . . .
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Figure 3.14: An illustration of the functions in pointer chasing. Alice holds f1 and Bob holds
f2. If z1 = a1, z2 = b4 and z3 = a3.

Both players want to know the value of zk. Alice begins speaking, and they can exchange
messages with each other over many rounds. Refer to Figure 3.14 for an illustration.

If Alice sends an s-bit message about her function f1 to Bob, this reveals a lot about the
function to Bob, so round elimination arguments do not work. Pointer Chasing instances are
typically analyzed by keeping track of exactly how much information about f1 is revealed
in each round. Informally, any s-bit message from Alice can only fix the pointers from O(s)
elements of A, and the rest of the function remains unknown to Bob [NW93,MYZ25].

In this chapter, the first result Theorem 6 proves an Ω(n − k log n) lower bound for
the Chained Index problem. It is slightly different from the other results of this chapter
and directly analyzes Index instances when, on average, Ω(1) bits of information about the
answer may already be known to the players.

The other two, Theorem 7 and Theorem 8 are an Ω(log n/ log log n)-lower bound for any
constant approximation of shortest path distances in semi-streaming and a tight lower bound
on the approximation of set cover in streaming respectively. They rely on direct reductions
to pointer chasing.

Chained Index. Let us recall the definition of the Chain communication problem.
For n, k ≥ 1, in chainn,k, there are k instances of indexn, (x1, i1), . . . , (xk, ik) all with

the same answer, distributed among (k + 1) players. Player 1 gets x1, player j gets ij−1 and
xj for 1 < j ≤ [k] and player (k + 1) gets ik. Communication is one way starting from player
1 sending a message to player 2 and so on. The last player has to output the value of the
answer to the k instances of indexn.

The problem can be viewed as giving the players multiple tries at Index: they have k
different instances, and they try to find the same answer in each of these instances. We
prove that they cannot do better than the trivial bound of O(n) bits for a wide range of k.

With the multi-round view of the prior chapters, we look at each message from the
players separately, and see how they change the distribution of the answer consecutively.
After the message from the first player, the answer may be partially revealed, so we analyze
Index instances where Alice and Bob already have some prior information in the form of the
Biased Index problem (see Definition 8.3.5).
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In standard analysis of Index, the initial input distribution is almost always assumed to
be uniform over the string and the pointer from Bob. One exception is the Sparse Index
problem [AKL16,Sag11], where the inputs to Alice and Bob are correlated. We use similar
tools to analyze the Biased Index problem.

Let us say we have an Index instance with a corresponding distribution such that the
entropy of the answer is δ for some δ < 1: this corresponds to the initial information that
Alice and Bob have, as a truly random bit would have entropy 116. If the entropy further
reduces by any ε-factor to δ − ε, we show that there must be a corresponding message from
Alice of length Ω(nε − log n). Any protocol must change the entropy by a constant factor,
which implies an Ω(n− k log n) lower bound for k players.

Shortest Paths. Theorem 7 follows the work of [GO16] (itself inspired by [FKM+05]) by
reducing the problem to many instances of the classical pointer chasing problem on n-vertex
graphs (see Section 2.2.2 for more details on these results). The key difference is in the
analysis of the underlying pointer chasing instances.

More specifically, [GO16] uses the equality of pointer chasing problem (EQPC). Let
u, v be the two vertices for which we want to find if the shortest path length is at most k.
There are two instances of pointer chasing, say P1 and P2, with the starting vertex as u, v
respectively. They model these two instances together directly as a graph so that the distance
between u, v is at most k if the output of the two pointer chasing instances is equal. They
prove that to solve EQPC in ((k/2)− 2)-rounds, Ω(n/poly(k)) communication is required.
See Figure 3.15 for an illustration.

Figure 3.15: Equality of Pointer Chasing. When the final vertex is x for both the instances,
there is a (u, v)-path of length k. Otherwise, the two vertices are not connected.

The lower bound of [GO16] uses a direct sum version with t := nΘ(1/k) many instances of
EQPC, and constructs a graph input where these many instances of EQPC do not interfere

16In round elimination arguments (or player elimination in this context), the entropy left in the answer
was 1− o(1). Theorem 6 analyzes Index even where the answer may have very little entropy left, even any
constant less than 1.
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with each other too much. The final lower bound is n1+Θ(1/k) space for O(k)-passes, giving
a lower bound of Ω̃(log n) for semi-streaming space.

The distribution of the two instances in EQPC is a product distribution and corresponds
to finding the shortest path distance to within an additive factor of two. On the other hand,
we introduce and analyze a correlated input distribution for EQPC that allows us to prove a
lower bound for constant factor multiplicative approximation of shortest path distance. This
part is the key technical contribution of our lower bound and is proven using a combination
of probabilistic and combinatorial arguments to address the introduced correlation in the
inputs.

Finally, similar to [GO16], we also extend this lower bound to the direct sum version
using information complexity [CSWY01,BJKS02,BBCR10]. But, this part of our argument
also differs almost entirely from [GO16] since our underlying hard distribution is no longer
a product distribution. We implement this step by relying on the vast body of work on
message compression and information complexity in a blackbox manner, instead of the adhoc
arguments of [GO16].

Streaming Set Cover. This result is perhaps our simplest and most surprising result.
We use a direct reduction from pointer chasing and prove an optimal three-way space-pass-
approximation tradeoff for the streaming set cover problem, essentially closing this line of
research. Theorem 8 shows that for some graph problems, inherently, random instances are
one of the hardest instances and the barriers we mentioned in Section 2.2.2 about random
instances do not hold.

A p-pass hard instance consists of a single (p − 1)-pass hard instance with an unknown
universe; instead, it will be revealed to the algorithm at the end of the first pass—by our
construction of the instance—as essentially a random subset of size ≈ n1−1/p from the orig-
inal universe (once the universe is revealed, the (p − 1)-pass instance simply becomes the
intersection of the original sets with this new universe). Importantly, the m sets of the input
are repeated throughout and serve as hard instances for all p-passes. See Figure 3.16 for an
illustration.

U

U′￼

Figure 3.16: The blue elements are from a n−1/p fraction of the universe U . The input sets
are restricted to U ′ after it is revealed, but initially they cover all the elements of U .

There is no hope in proving that the algorithm does not learn any information about
the underlying (p − 1)-pass hard instance, as the sets of the universe are unchanged. But,
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we show that the algorithm does not learn anything useful about this underlying instance.
This is similar to the arguments of pointer chasing [NW93,Yeh20,MYZ25] and we are able
to prove the lower bound with a direct reduction to pointer chasing.

This concludes our (brief) overview of the techniques. Low level details can be found in
the respective chapters.
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4 Preliminaries
This section contains the technical preliminaries before we dive into our results.

Notation. We use [t] to denote the set {1, 2, . . . , t} for any integer t ≥ 1. For any graph
G = (V, E), we use n := |V | to denote the number of vertices, and m := |E| to denote the
number of edges.

We use log(·) to denote the binary logarithm and ln(·) to denote the natural logarithm.
We use exp(·) to denote the exponential function, exp(x) = ex.

Some times, for a clarity of exposition, we may write (a) ↑ (b) to denote ab. For any
tuple (x1, . . . , xt) and i ∈ [t], we define x<i := (x1, . . . , xi−1). We define x>i analogously. We
define x−i := (x1, . . . , xi−1, xi+1, . . . xt). For a set of tuples {(x, y) | x ∈ X, y ∈ Y } for some
sets X and Y , and x ∈ X, we define (x, ∗) := {(x, y) | y ∈ Y }; we define (∗, y) for y ∈ Y
analogously.

When there is room for confusion, we use sans-serif letters for random variables (e.g. A)
and normal letters for their realizations (e.g. A). We use dist(A) and supp(A) to denote the
distribution of A and its support, respectively. When implicit or clear from the presentation,
the distribution and support will be omitted.

4.1 Models of Computation
For the purpose of our lower bounds, we shall work with a more powerful model than what
is typically considered when designing streaming algorithms (this is the common approach
when proving streaming lower bounds; see, e.g. [GM08,LNW14,BGW20]). In particular, we
shall define streaming algorithms similar to branching programs as follows.

Definition 4.1.1 (Streaming algorithms). For any integers m, p, s ≥ 1, we define a p-
pass s-space streaming algorithm A working on a length-m stream σ = (σ1, . . . , σm) with
entries from a universe U as follows:

(i) The algorithm A has access to a read-only tape of uniform random bits r from a finite,
but arbitrarily large range R without having to pay for the cost of storing these bits.

(ii) There is a function fA : {0, 1}s × U × R → {0, 1}s that updates the state of the
algorithm as follows. The algorithm starts with the state S := 0s, and for i ∈ [m],
whenever A reads σi in the stream during its p passes, it updates its current state S to
S ← fA(S, σi, r) (the algorithm is computationally unbounded when computing its next
state).

(iii) At the end of the last pass, the algorithm outputs the answer as a function of its state
S and random bits r.

(We note that this model is non-uniform and is defined for each choice of m, p, s individually.)
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The other model of focus in this thesis is the distributed model with congestion.

Definition 4.1.2 (Distributed Computing with Bandwidth). For any integers n, r, b ≥
1, we define an r-round b-bandwidth distributed algorithm A working on a graph G = (V, E)
with n vertices as follows:

(i) Each vertex from v ∈ V has a unique identity from [N ] with N = poly(n),1 and it
knows the identity of all its neighbors. Each vertex also has access to a private read-
only finite tape Rv of random bits.

(ii) In any round i ∈ [r], there is a function fA that takes as input the identity of v, identity
of all the neighbors of v, the messages received till round (i−1) and the private random
bits from Rv to generates messages for vertex v to send to all its neighbors in round i.
All the messages sent have at most b bits.

(iii) The algorithm is computationally unbounded when computing function fA.

(iv) At the end of the last round, the algorithm outputs the answer as a function of its
identity, the identity of its neighbors, all the messages it receives and the random bits
Rv.

When the bandwidth b = O(log n), then Definition 4.1.2 gives the CONGEST model of
computation from [Pel00].

Lastly, we also use many communication complexity models. As these models depend on
the specific results, we postpone the definition to the relevant chapters.

4.2 Combinatorial Tools

4.2.1 Ruzsa-Szemerédi graphs

Let G = (V, E) be an undirected graph, and M ⊆ E be a matching in G. We say that M is
an induced matching iff the subgraph of G induced on the vertices of M is the matching
M itself; in other words, there are no other edges between the vertices of this matching.

Definition 4.2.1 (Ruzsa-Szemerédi Graphs [RS78]). For any integers r, t ≥ 1, a bipartite
graph Grs = (Lrs, Rrs, Ers) is called an (r, t)-Ruzsa-Szemerédi graph (RS graph for short)
iff its edge-set E can be partitioned into t induced matchings M rs

1 , . . . , M rs
t , each of size r.

It is easy to construct bipartite (r, t)-RS graphs with n vertices on each side and parameter
t = (n/r)2 for any r ≥ 1. More interestingly, and quite surprisingly2, one can create much
denser RS graphs as well; for instance, the original construction of these graphs due to
Ruzsa and Szemerédi [RS78] create graphs with r = n/2Θ(

√
log n) and t = Ω(n). Yet another

construction is that of [FLN+02, GKK12] that shows that already for r < n/2, we can
1[N ] is known as the namespace of the vertices in the algorithm.
2The existence of dense RS graphs is surprising for the following reason: let us say an induced matching

of sizd r exists in the graph. This prohibits r2 other pairs of vertices from being edges of the graph, so as to
not violate the inducedness of the matching. The RS graph constructions make sure that these “prohibited”
vertex pairs overlap across many induced matchings so that the final density of the graph is large.
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have t = nΩ(1/ log log n). See [BLM93, FLN+02, Alo02, TV06, AS06, AMS12, GKK12, FHS15,
AB19,KKTY21] for various other constructions and applications of RS graphs. At the same
time, proving upper bounds on the density of RS graphs turned out to be a notoriously
difficult question (see, e.g. [Gow01,FHS15,CF13]) and the best known upper bounds, even
for r = Ω(n), only imply that t < n/2O(log∗ n) [Fox11,FHS15].

We use the construction of RS graphs from [GKK12].
Proposition 4.2.2 ([GKK12]). For any small enough constants δrs, crs > 0 and for every
large enough integer n, there exists a balanced bipartite (r, t)-RS graph with 2n vertices such
that r =

(
1
2 − δrs

)
· n, t = ncrs/ log log(n).

4.2.2 Concentration Inequalities

We use the following standard form of Chernoff bound and its extension to negatively cor-
related variables in [PS97].
Proposition 4.2.3 (Chernoff Bound; cf. [DP09]). Let X1, . . . , Xn be n independent random
variables in [0, 1] and X := ∑n

i=1 Xi. For any δ > 0 and µmin ≤ E [X] ≤ µmax,

Pr (X ≥ (1 + δ) · µmax) ≤ exp
(
−δ2 · µmax

2 + δ

)
, Pr (X ≤ (1− δ) · µmin) ≤ exp

(
−δ2 · µmin

2

)
.

Moreover, the upper tail bound continues to hold as long X1, . . . , Xn are negatively correlated,
i.e., for every S ⊆ [n],

E
[∏

i∈S

Xi

]
≤
∏
i∈S

E [Xi] .

4.3 Information-theoretic Tools
We now briefly introduce some definitions and facts from information theory that are needed
in this thesis. We refer the interested reader to the text by Cover and Thomas [CT06] for
an excellent introduction to this field, and the proofs of the statements.

• We denote the Shannon Entropy of a random variable A by H(A), which is defined as:

H(A) :=
∑

A∈supp(A)
Pr (A = A) · log (1/ Pr (A = A)) (4.1)

• The conditional entropy of A conditioned on B is denoted by H(A | B) and defined as:

H(A | B) := E
B∼B

[H(A | B = B)] , (4.2)

where H(A | B = B) is defined in a standard way by using the distribution of A
conditioned on the event B = B in Eq (4.1).

• The mutual information of two random variables A and B is denoted by I(A ; B) and
is defined:

I(A ; B) := H(A)−H(A | B) = H(B)−H(B | A). (4.3)
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• The conditional mutual information is defined as I(A ; B | C) := H(A | C)−H(A | B, C).

4.3.1 Useful Properties of Entropy and Mutual Information

We shall use the following basic properties of entropy and mutual information throughout.
Proofs of these properties mostly follow from convexity of the entropy function and Jensen’s
inequality and can be found in [CT06, Chapter 2].

Fact 4.3.1. Let A, B, C, and D be four (possibly correlated) random variables.

1. 0 ≤ H(A) ≤ log |supp(A)|. The right equality holds iff dist(A) is uniform.

2. I(A ; B | C) ≥ 0. The equality holds iff A and B are independent conditioned on C.

3. I(A ; B | C) ≤ H(B) for any random variables A, B, C.

4. Conditioning on a random variable reduces entropy: H(A | B, C) ≤ H(A | B). The
equality holds iff A ⊥ C | B.

5. Subadditivity of entropy: H(A, B | C) ≤ H(A | C) + H(B | C).

6. Chain rule for entropy: H(A, B | C) = H(A | C) + H(B | C, A).

7. Chain rule for mutual information: I(A, B ; C | D) = I(A ; C | D) + I(B ; C | A, D).

8. Data processing inequality: for a function f(A) of A, I(f(A) ; B | C) ≤ I(A ; B | C).

We also use the following two standard propositions on effect of conditioning on mutual
information.

Proposition 4.3.2. For random variables A, B, C, D, if A ⊥ D | C, then,

I(A ; B | C) ≤ I(A ; B | C, D).

Proof. Since A and D are independent conditioned on C, by Fact 4.3.1-(4), H(A | C) = H(A |
C, D) and H(A | C, B) ≥ H(A | C, B, D). We have,

I(A ; B | C) = H(A | C)−H(A | C, B) = H(A | C, D)−H(A | C, B)
≤ H(A | C, D)−H(A | C, B, D) = I(A ; B | C, D).

Proposition 4.3.3. For random variables A, B, C, D, if A ⊥ D | B, C, then,

I(A ; B | C) ≥ I(A ; B | C, D).

Proof. Since A ⊥ D | B, C, by Fact 4.3.1-(4), H(A | B, C) = H(A | B, C, D). Moreover, since
conditioning can only reduce the entropy (again by Fact 4.3.1-(4)),

I(A ; B | C) = H(A | C)−H(A | B, C) ≥ H(A | D, C)−H(A | B, C)
= H(A | D, C)−H(A | B, C, D) = I(A ; B | C, D).
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4.3.2 Measures of Distance Between Distributions

We use two main measures of distance (or divergence) between distributions, namely the
Kullback-Leibler divergence (KL-divergence) and the total variation distance.

KL-divergence. For two distributions µ and ν over the same probability space, the
Kullback-Leibler (KL) divergence between µ and ν is denoted by D(µ || ν) and de-
fined as:

D(µ || ν) := E
a∼µ

[
log µ(a)

ν(a)

]
. (4.4)

We also have the following relation between mutual information and KL-divergence.

Fact 4.3.4. For random variables A, B, C,

I(A ; B | C) = E
(B,C)∼(B,C)

[
D(dist(A | B = B, C = C) || dist(A | C = C))

]
.

Total variation distance. We denote the total variation distance between two distri-
butions µ and ν on the same support Ω by ∥µ− ν∥tvd, defined as:

∥µ− ν∥tvd := max
Ω′⊆Ω

(µ(Ω′)− ν(Ω′)) = 1
2 ·

∑
x∈Ω
|µ(x)− ν(x)| . (4.5)

We use the following basic properties of total variation distance.

Fact 4.3.5. Suppose µ and ν are two distributions for E, then, µ(E) ≤ ν(E) + ∥µ− ν∥tvd.

When an event happens with small probability, conditioning on the event does not affect
any distribution too much, as formalized by the following fact.

Fact 4.3.6. For any distribution µ and event E,

∥µ− (µ | ¬E)∥tvd ≤ Pr[E ].

We also have the following “over conditioning” property.

Fact 4.3.7. For any random variables X, Y, Z,

∥X − Y∥tvd ≤ ∥XZ− YZ∥tvd = E
Z
∥(X | Z = Z)− (Y | Z = Z)∥tvd.

Proof. First, we prove the equality between the second term and the third term in the
statement.

∥XZ− YZ∥tvd = 1
2 ·

∑
W,Z

Pr[(W, Z)] |Pr[XZ = (W, Z)]− Pr[YZ = (W, Z)]|

= 1
2 ·

∑
W,Z

|Pr[Z = Z] · (Pr[X = W | Z = Z]− Pr[Y = W | Z = Z])|
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=
∑
Z

Pr[Z = Z] · 1
2
∑
W

|Pr[X = W | Z = Z]− Pr[Y = W | Z = Z]|

=
∑
Z

Pr[Z = Z] · ∥(X | Z = Z)− (Y | Z = Z)∥tvd

= E
Z
∥(X | Z = Z)− (Y | Z = Z)∥tvd.

Now we prove the inequality between the first term and the third term.

∥X − Y∥tvd = 1
2 ·
∑
W

|Pr[X = W ]− Pr[Y = W ]|

= 1
2 ·
∑
W

∣∣∣∣∣∑
Z

Pr[Z = Z](Pr[X = W | Z = Z]− Pr[Y = W | Z = Z])
∣∣∣∣∣

≤ 1
2 ·
∑
W

∑
Z

Pr[Z = Z] |Pr[X = W | Z = Z]− Pr[Y = W | Z = Z]|

=
∑
Z

Pr[Z = Z] ·
(

1
2 ·
∑
W

|Pr[X = W | Z = Z]− Pr[Y = W | Z = Z]|
)

= E
Z
∥X | Z = Z − Y | Z = Z∥tvd.

We also have the following (chain-rule) bound on the total variation distance of joint
variables.

Fact 4.3.8. For any distributions µ and ν on n-tuples (X1, . . . , Xn),

∥µ− ν∥tvd ≤
n∑

i=1
E

X<i∼µ
∥µ(Xi | X<i)− ν(Xi | X<i)∥tvd.

The following Fano’s inequality states that if a random variable Y can be used to estimate
the value of X, then Y should “consume” most of entropy of X.

Proposition 4.3.9 (Fano’s inequality). Given a binary random variable X and an estimator
random variable Y and a function g such that g(Y) = X with probability at least 1 − δ for
δ < 1/2,

H(X | Y) ≤ H2(δ).

The following Pinsker’s inequality bounds the total variation distance between two dis-
tributions based on their KL-divergence,

Fact 4.3.10 (Pinsker’s inequality). For any distributions µ and ν, ∥µ−ν∥tvd ≤
√

1
2 · D(µ || ν).
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Part II

Lower Bounds via Embedding
Arguments
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5 Maximal Independent Sets in Streaming
5.1 Introduction
We study the Maximal Independent Set (MIS) problem, namely, finding any independent set
of the graph that is not a proper subset of another independent set in the semi-streaming
model. An O(log n)-pass semi-streaming algorithm for MIS follows from Luby’s parallel
algorithm [Lub85] (see also [LMSV11,KMVV13]). This was improved to an O(log log n)-pass
algorithm in [ACG+15] (see also [GGK+18,Kon18b]). At the same time, the only streaming
lower bounds known for MIS are the Ω(n2) space lower bounds for one-pass algorithms
obtained independently in [ACK19b,CDK19].1

We prove that the O(log log n) passes in the algorithm of [ACG+15] is optimal.

Theorem 1 (restated). For any p ≥ 1, any p-pass streaming algorithm for finding
any maximal independent set of n-vertex graphs with constant success probability requires
n1+1/(2p−1)−o(1) space. In particular, semi-streaming algorithms require Ω(log log n) passes.

Theorem 1 fully settles the pass-complexity of MIS in the semi-streaming model. This
answers a fundamental open question in the graph streaming literature—see, e.g., [CDK19,
DK20]—on whether it is possible to even prove any multi-pass lower bound for MIS – our
lower bound now almost matches the tradeoff of the algorithm of [ACG+15] for every number
of passes.

We establish Theorem 1 by proving a stronger rounds vs communication tradeoff
for MIS in the standard (multi-party) communication model. Here, the input graph is edge-
partitioned between multiple players. In each round, player one sends a message to player
two, who sends a message to player three, and they continue like this until the last player,
who sends a message back to the first one. We would like the message of the last player in
the last round to reveal an MIS of the input graph (see Section 5.3.1 for a formal definition).
It is a well-known fact that communication lower bounds in this model also imply streaming
lower bounds (see Proposition 5.3.2).

Result 1 (Formalized in Theorem 9). For any r ≥ 1, any r-round (r + 1)-party pro-
tocol for finding any maximal independent set of n-vertex graphs with constant success
probability requires n1+1/(2r−1)−o(1) communication.

The bounds in Result 1 are again almost optimal in light of the algorithms in [ACG+15,
GGK+18, Kon18b]. Theorem 1 now follows immediately from Result 1 using the standard
reduction between the two models that we briefly discussed in Section 2.2.1. Given the

1There is also an Ω(n1/3)-pass lower bound for semi-streaming algorithms that compute the lexicograph-
ically first MIS (LFMIS) [AGL+24,ACK19a]; however, it is known that LFMIS is a much harder (and quite
different) problem than MIS (in most settings, including semi-streaming) and thus this result is not related
to our discussion for finding any MIS.
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central role MIS plays in most distributed communication models—wherein communication
is often a bottleneck—our result on the communication complexity of MIS is of its own
independent interest. We shall go over our techniques in detail in the streamlined overview
of our approach in Section 5.2.

5.2 Technical Overview
We now present a streamlined overview of our technical approach. As stated earlier, our
main result is a (multi-party) round vs communication lower bound for MIS in Result 1;
we obtain our semi-streaming lower bound from this result immediately, using the standard
connection between the two models (see Proposition 5.3.2). Thus, in this section, we solely
focus on the communication complexity of MIS and postpone the streaming result to the
formal proofs. We emphasize that this section oversimplifies many details and the discussions
will be informal for the sake of intuition.

We start by presenting the intuition on what would have been the ideal lower bound
approach for this problem. We then discuss how we are actually implementing this ideal
approach and discuss our main technical ingredient, namely, hierarchical embeddings, that
enables this implementation.

5.2.1 An “Ideal” Lower Bound Approach

We begin by looking at why the round elimination framework of [MNSW95] that was dis-
cussed in Section 5.2.4 cannot be applied directly.

Let us now see the one-round lower bounds for MIS in [ACK19b,CDK19] in this context.

Prior one-round lower bounds. The proofs in [ACK19b,CDK19] are as follows. Alice
receives two identical copies of a random bipartite graph G with Θ(n2) edges. Bob receives
the following graph on the same set of vertices: pick a pair {u, v} of vertices on the two sides
of the bipartition of G and connect all vertices that are not a copy of these vertices to each
other. See Figure 5.1. Computing the MIS of such a graph requires the players to figure out
if (u, v) is an edge in G or not. This is because picking any vertex w other than u or v in
the MIS “forces out” all the remaining vertices (possibly even the copies of u and v in the
same copy as w), except for u, v of the other copy, that are now the only candidates to join
the MIS (again, see Figure 5.1).

Figure 5.1: Alice’s input is G1 and G2 which are copies of the same random bipartite graph
G. Bob’s input connects every vertex other than copies of u and v to each other. If we pick
a vertex w in the left to join the MIS, only vertices u and v in the right remain to join the
MIS (the figure only shows some of w’s edges).
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We can now do a round elimination to prove the lower bound2. Think of the 0-round
“hard” problem as finding the MIS of a graph on a pair of vertices which may or may not
be connected. The 1-round hard problem above consists of Θ(n2) copies of this problem,
with Bob’s input making exactly one of them, corresponding to the pair {u, v}, the special
one; for the players to solve this 0-round problem, Alice should have communicated enough
information about {u, v}, which is not possible with o(n2) size messages, given Alice does
not know which of the Θ(n2) instances is special.

Beyond one-round lower bounds. Suppose we want to extend this approach beyond a
single round. We can use the same approach of using two identical copies of the same base
graph for Alice and give Bob an input that connects these copies. Instead of a random
graph however, we need Alice’s base graph to be a collection of independent copies of the
1-round hard instances. Here, ‘independent’ copies not only mean in a probabilistic sense,
but also in a graph-theoretic sense: the edges of one instance should not appear between
vertices of another as otherwise the instances become “corrupted”, namely, they are no
longer necessarily hard 1-round instances. On top of this, we also need these instances to be
quite large, so that a 1-round lower bound for them incurs a significant communication cost
in terms of the entire graph size (this is not a problem for the 1-round case as a 0-round
protocol cannot have any communication no matter the input size).

A bit more specifically, to make this strategy work even for just a two-round n1+ε com-
munication lower bound, for any constant ε > 0, we need Alice’s base graph to have the
following properties:

1. It must contain (n1+ε) 1-round instances so Alice cannot reveal too much about a random
instance;

2. Each 1-round instance needs to have (n(1+ε)/2) vertices so that the quadratic 1-round lower
bound implies that the second round of the protocol needs (n(1+ε)/2)2 = n1+ε communica-
tion;

3. The instances cannot have edges between each others’ vertices so as not to “corrupt” one
another.

Given that one-round instances have quadratic number of edges, satisfying all these
constraints means having a base graph on n vertices with n2+2ε edges or even pairs of
vertices!3

This highlights an inherent difficulty (basically, impossibility) of implementing this natu-
ral type of round elimination argument for proving communication lower bounds on graphs.
In fact, almost all prior round-sensitive communication lower bounds on graphs (which are
super linear in n) rely on more complicated arguments. For instance, the lower bounds
in [AR20,CKP+21a,Ass22] from Section 2.2.3 require proving a lower bound for much harder
intermediate problems to be able to carry out the inductive argument (e.g., see permutation

2The lower bounds in [ACK19b, CDK19] instead directly reduce the problem to the one-round commu-
nication complexity of the Index problem [Abl93, KNR95]; but, they can also be proven in this (almost
equivalent) way. In fact, this is the same as our round elimination proof of Index in Section 3.1.1.

3Making 1-round instances sparser or similar modifications does not work either, as that forces us to pick
even larger 1-round instances in Line 2, leading to the same exact contradiction.
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hiding generators in [CKP+21a, AS23a]; see also [Ass23] for a summary of these recent ad-
vances). The only exception is the very recent work of [KN24] that shows how to extend
a similar one-round lower bound approach (but, for the matching problem in [GKK12]) to
two-rounds, and prove a two-pass semi-streaming lower bound for approximate matching
(we mention similarities and differences of these two approaches throughout this section).

5.2.2 Our Actual Lower Bound Approach: Hierarchical Embeddings

Given the futility of the direct approach in implementing [MNSW95], we will not only start
with many hard instances of the (r− 1)-round problem in our r-round instance, but we will
get the players to also solve many of these instances in the subsequent rounds (this is inspired
by the aforementioned two-round lower bound of [KN24]). Specifically, we have q · p “hard”
(r − 1)-round sub-instances {Ii,j}i∈[q],j∈[p], each on b vertices for some large parameters q,
p, and b as a function of n. These instances are again created based on a single base
graph which is copied twice and given to the players; they are then connected via a clique
structure, which identifies a sub-instance group It,∗ := It,1, . . . , It,p for a random chosen
t ∈ [q] as special instances. Restricting ourselves again to a two-round n1+ε-communication
lower bound, what we need from this base graph is the following:

1. We need q · p = n1+ε so Alice’s first message does not reveal too much information;

2. We also need p · b2 = n1+ε so Bob’s message cannot solve all p special instances (each on
b vertices admitting a 1-round Ω(b2)-communication lower bound) in the second round;

3. Inducedness property: None of q · p sub-instances can have an edge between vertices
of another sub-instance so as to not “corrupt” one another. Also, each sub-instance group
Ii,∗ for i ∈ [q] should be vertex disjoint so that finding an MIS of their vertices requires
solving all sub-instances.

Satisfying these constraints requires having a base graph on n vertices with q ·p·b2 vertex-
pairs. If we could set p ≈ q ≈ n/b, then, at least we will pass the basic test of “vertex-pair
counting”. This in turn gives us a base graph with ≈ n2/b2 sub-instances among which ≈ n/b
are special (each admitting a 1-round Ω(b2)-communication lower bound). Optimizing the
parameters by setting n2/b2 = (n/b) · b2 = n1+ε, implies that we can hope for obtaining an
≈ n4/3 lower bound (for b ≈ n1/3) for two-round algorithms this way.

Remark 5.2.1. This is precisely the tradeoff achieved by the protocols for MIS in [ACG+15,
GGK+18], albeit in three rounds. In the first round, they sample n/b vertices and send all
their edges in n2/b2 communication and compute their MIS. In the second round, they remove
the neighbors of the vertices in the MIS. They show that this reduces the maximum degree of
remaining vertices to ≈ b only, and so in the third round they can send the remaining edges
in ≈ n · b communication and compute an MIS of the whole graph.

This approach allows us to mimic these tradeoffs for the lower bound. However, we do
not match this tradeoff exactly, because the current upper bound results use one extra pass to
remove the neighbors of the vertices added to the MIS.
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Let us see how a base graph with these parameters should look like, especially given that
the third requirement is quite strict: the induced subgraph of the base graph on vertices of
Ii,∗ for i ∈ [q], should be a vertex-disjoint union of graphs in Ii,∗, see Figure 5.2.

Figure 5.2: An illustration of the base graphs discussed above. Here q = 4 and p = 2 and
each box denotes a single sub-instance (with different colors for different Ii,∗ for i ∈ [4]).
There are no edges between vertices of Ii,∗ except for edges of the same sub-instances, which
themselves are vertex-disjoint. While the figure may suggest sub-instances as being bipartite
graphs, that crucially cannot be true in the actual construction.

The hierarchical embedding technique. Let us now reiterate how our hierarchical
embedding technique works at a high level. For technical reasons, our r-round lower bound
will be against (r + 1)-party (number-in-hand) protocols instead of just two parties.

We pick qr ·pr hard (r−1)-round sub-instances with r-players in a set I := {Ii,j}i∈[qr],j∈[pr],
each on br vertices, for parameters qr, pr, and br to be determined soon.

We use our combinatorial constructions to embed all these instances into a single
base graph G with the inducedness property mentioned earlier (and then copied identically
twice as before). For every a ∈ [r], the input of the ath player in the r-round instance is the
collection of the inputs of all ath players in sub-instances in I. The (r + 1)th player in the
r-round instance gets a clique-subgraph as before that “points” to one of the sub-instance
groups It,∗ for a random t ∈ [qr].

This way, the input consists of a hierarchy of different-round instances of the problem,
and the players have to solve multiple root-to-leaf paths of this hierarchy to obtain a solution
to the entire input as well. Our round elimination argument then shows that the first
round of the protocol cannot reveal enough information about the special sub-instance group
to allow solving all of them in the remaining (r−1) rounds. See Figure 5.3 for an illustration.

Finally, the choice of the parameters qr, pr and br is as follows. Let C(n, r) denote the
lower bound on the communication cost we hope to prove for r-round protocols on n-vertex
graphs. Then,

qr · pr ≈ C(n, r) : so players cannot reveal much about
pr special sub-instances in the first round

pr · C(br, r − 1) ≈ C(n, r) : so solving the pr special br-size
sub-instances in r − 1 rounds is hard.

Picking these parameters optimally, while accounting for the restrictions imposed by the
combinatorial construction (and an no(1)-“loss” on size of these graphs compared to absolute
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(a) The hierarchical instances form a conceptual tree, and the players need to “solve” certain root-
to-leaf paths.

(b) The input graph is also a hierarchy of induced subgraphs (this figure shows these graphs in
a vertex-disjoint way for simplicity of drawing, but in reality, vertices of these graphs are highly
“tangled”).

Figure 5.3: An illustration of the hierarchical embedding technique.

best-imaginable bounds), gives us our ≈ n1+1/(2r−1) communication lower bound for r-round
(r + 1)-party protocols.

5.2.3 Combinatorial Part: Dense Graphs with Many Induced Subgraphs

We now discuss the construction of our base graphs for our hierarchical embeddings. Recall
that we need an n-vertex graph G with q ≈ n/b subgraph groups {Hi,∗}i∈[q], each with
p ≈ n/b vertex-disjoint subgraphs {Hi,1, . . . , Hi,p}i∈[q] on b vertices each. In addition, the
inducedness property requires that there are no other edges between the vertices of each
subgraph group (other than the edges of the subgraphs themselves). Refer back to Figure 5.2
from earlier for an illustration.

Our constructions work with an outer graph, which, instead of induced matchings in
RS graphs, contains many Unique Path Collections (UPCs) that can almost be seen
as “stretching” an induced matching (a collection of paths of length 1), to longer paths
(see Definition 5.4.3 for the formal definition and Figures 5.4 and 5.7 for illustrations). The
‘almost’ part however is due to a subtle difference: the property of UPCs goes beyond only
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their induced subgraphs – instead, these paths are not only induced on their vertices, but
also are the unique shortest path between their endpoints even if one uses outside vertices.
See Figure 5.4 for an example.

Figure 5.4: An example of UPCs in the graph G on the left. In each UPC, there is no path
of length 2 from a starting vertex to an end vertex unless the path belongs to the UPC itself.

Such outer graphs have been already studied extensively in the context of shortcutting
sets and spanners; see, e.g., [Hes03, AB16, CE06, HP21, BH22, LWWX22, WXX23] and ref-
erences therein. For our purpose, we need a slight variation that follows from the approach
in [AB16], which is itself based on the original RS graph constructions in [RS78] (the variation
allows for “packing” many paths together in a UPC, as opposed to the path-wise guarantee
of prior work). Nevertheless, it appears that the way we use these graphs is completely
different from prior work. We are also not aware of any prior applications of these graphs
to streaming or communication lower bounds, or to the maximal independent set problem
in any other computational model4.

Having obtained these outer graphs, our embedding product works by replacing, for
every i ∈ [q], each path in the ith UPC of these graphs with the subgraphs in Hi,∗ that
we would like to have in our base graph. The only requirement we need from subgraphs
{Hi,j}i,j is that they should have a small chromatic number ; in particular, as long as they are
k-colorable graphs, we can also embed them in UPCs with paths of length k− 1 by mapping
each of their color classes to one of the vertices of the path in a careful way. The strong
guarantee of our outer graphs can then be used to argue that these k-colorable graphs cannot
have inserted an edge between vertices of each other (i.e., break the inducedness property),
as such an edge can be traced backed to a “shortcutting path” in the outer graph which
cannot exist. See Figure 5.5 for an illustration.

Finally, in our application to MIS, we start with 2-colorable graphs as our base case
instances that are hard for 0-round protocols. The identical copying plus adding a clique
between some parts of the two copies that we mentioned earlier, with some modifications,
leads to a 4-colorable hard instance for 1-round protocols. Following the same pattern thus
leads to 2r+1-colorable graphs for r-round protocols. Our construction allows for setting

4In terms of parameters, we are working with almost the exact opposite of prior work: we aim to maximize
their density and size of UPCs—crucially of size n2−o(1) and n1−o(1), respectively—while minimizing their
diameter—crucially of size no(1)—unlike prior work that aim to achieve a diameter of nΩ(1); we only have to
increase the diameter per each level of our hierarchical embedding to accommodate the recursive strategy.
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Figure 5.5: If the solid (red) edge between u and v is inserted by any other k-colorable graph
Hi,j for i ̸= 1, we will also find a shortcut between “outer” versions of u and v, which cannot
exist in the outer graph.

q ≈ p ≈ n1−o(1) for embedding any no(1)-colorable graphs, and since we will only need to
continue the lower bound for r ≈ log log n rounds, we will have more than enough room to
carry out the entire plan.

5.2.4 Information-Theoretic Part: Round Elimination via Direct-Sum

We will now discuss the information-theoretic parts of our lower bound. The combinatorial
parts of our lower bound gives us a quite strong boost here: we can now solely focus on the
ability of the protocols in “traversing” the hierarchical tree of instances we discussed earlier
(see Figure 5.3), without worrying about any interference between underlying instances of
the problem (there is none owing to the inducedness property of our construction). In other
words, the communication lower bound here is practically independent of the MIS problem
and is essentially (although not quite) only about the abstract problem of traversing the
hierarchical tree:

• The first r players receive qr · pr “hard” (r − 1)-round sub-instances

I := {Ii,j | i ∈ [qr], j ∈ [pr]}

; the last player receives an index t ∈ [qr];
• The goal for the players is to solve all special sub-instances of It,∗ in r rounds.

This problem is similar in spirit to the tree-pointer jumping problem of [CCM08]. The
crucial difference is that tree-pointer jumping only has one special instance per level (think
of pr = 1 above), whereas for us, we need the players to solve many “small” sub-instances—
which, individually, are not hard to solve within the budget of even the (r−1)-round protocols
(this is precisely our deviation from the ideal-type lower bounds to our actual lower bound).
A similar problem was also very recently introduced by [KN24] only for 2-round protocols
as their HiddenStrings problem. However, the techniques in [KN24]—based on the two-way
communication complexity of the Index problem [JRS09]—are inherently only for 2-round
protocols and do not generalize beyond.
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Our second technical contribution is a lower bound for this problem (in a bit less abstract
form).

An intuitive “proof”. Suppose we have a protocol π with s = o(pr · qr) communication
on the distribution Gr of r-round instances. We can first show that, in its first round, π
can only reveal O(s/qr) = o(pr) bits in total about all instances in It,∗ (as these are an
unknown 1/qr fraction of the inputs in I). This means that on average π has only revealed
o(1) bits about any one instance It,j for j ∈ [pr]. Thus, in the remaining r − 1 rounds, it
needs to solve pr copies of the (r − 1)-round problem, where each copy, on average, is only
o(1) statistical distance away from the hard (r − 1)-round distribution Gr−1. This second
problem has a flavor of a direct-sum result5. Hence, using a direct-sum style argument (say,
as in [BBCR10]), we should also be able to say that in the remaining (r−1) rounds, π needs
to communicate pr times the communication cost of solving one (r−1)-round hard instance.
This gives us the tradeoff stated at the very end of Section 5.2.2.

Unfortunately, making this intuition precise is hindered by the fact that in this direct-
sum scenario, the pr (r− 1)-round instances, in addition to their marginal deviation of o(1)
from Gr−1, also have become correlated with each other for a total of o(pr) bits. In other
words, the first message of π can also change their joint distribution by revealing o(pr) bits
about them collectively. In general, one cannot hope for a direct-sum result to hold over
such non-independent instances.

Our actual proof. To tackle this obstacle, we apply an information complexity direct-sum
to the previous round elimination arguments of [ANRW15, AKZ22]. Specifically, we show
how to obtain a (r− 1)-round protocol π′ for a single hard (r− 1)-round instance using the
protocol π:

High level description of the protocol π′ for Ir−1 ∼ Gr−1:

1. Sampling step: Sample the first message Π1 of π and a family of sub-instances I
from Gr, i.e., (Π1, I) ∼ Gr. Then, sample k ∈ [pr] uniformly at random and replace
It,k in I with the input instance Ir−1 (where t is the index of the special sub-instance
group of I).

2. Simulation step: Run the protocol π on the modified I from its second round
onwards and output the answer of π on the special sub-instance It,k.

The analysis consists of two parts, one for each step of the protocol. The first part shows
how the players can sample the joint variables (Π1, I) and embed Ir−1 inside I—which
crucially is independent of Π1 in this sampling, although it should not be in the distribution
of (Π1, I) in π—using a distribution that is close to Gr | Ii,j = Ir−1. This sampling is inspired
by [ANRW15,AKZ22] with various modifications to account for the considerable differences
between the two communication models. Proving this part is based on a similar argument as

5Recall that a direct-sum result argues that solving m independent copy of a problem becomes m times
harder than solving one copy; in this context, solving m copies needs m times more communication than one
copy.
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in the intuitive “proof” above that says that the marginal distribution of Ii,j is not affected
that much by the first-round message Π1.

The second part of the argument, however, deviates entirely from [ANRW15, AKZ22],
because in their communication model, the new protocol π′ already has the desired com-
munication cost for an (r − 1)-round protocol (given their focus on maximum message-size
per vertex of the graph); thus, their arguments finish at this point. However, for us, the
protocol π′ has the same communication cost as π even though it is being run on a much
smaller instance. Hence, there is no contradiction that π′ can solve Gr−1 in (r − 1) rounds
as its communication cost is way above the bar anyway.

To handle this part, we instead work with the information cost of the protocols (in place
of their communication cost) for a natural multi-party generalization of two-party external
information cost in [BBCR10] (see Section 5.3.2 for the definition). Our approach is then to
show that even though π′ may communicate as much as π, its information cost is a factor
1/pr smaller than the information cost of π. This is because Ir−1 is embedded in one of the
pr-many special sub-instances randomly whose identity is hidden to the protocol π. But,
this creates another challenge: information cost, unlike communication, is a function of the
underlying distribution, and in π′, the distribution of the inputs that π is simulated on is
not the original distribution Gr, only statistically close to it. Thus, even though we know
that π has a low information cost on Gr, we cannot guarantee it also has a low information
cost in the simulation step and conclude that π′ has a low information cost6.

The challenge outlined above is not unique to our problem and has been studied be-
fore also, e.g., for direct-product results in [BRWY13b, BRWY13a, BW15] but typically for
internal information cost and two-party protocols. For our purpose, we use a message com-
pression technique due to [HJMR07] (see also [BG14]) to reduce the communication cost of
the protocol π in the simulation step down to its information content. This leads to some
minimal loss in the parameters that can be easily handled in our setting. But now, the
change in the underlying distribution of the simulation step cannot affect the communica-
tion cost, which allows us to obtain a too-good-to-be-true protocol π′ for Gr−1, which leads
to our desired contradiction.

This concludes our overview. In the rest of the paper, we formalize the ideas and ap-
proaches discussed in this section and prove Theorem 1 and Result 1 formally.

5.3 Preliminaries

5.3.1 (Multi-Party) Communication Complexity

We work in the standard multi-party number-in-hand communication model; we provide
some basic definitions here and refer the interested reader to the excellent textbooks [KN97,
RY20] on communication complexity for more details.

There are k ≥ 1 players P1, . . . , Pk in this model who receive a partition of the edges of
an input graph G = (V, E). The players follow a protocol π to solve a given problem on G,
say, finding an MIS. They have access to a shared tape of randomness, referred to as public
randomness, in addition to their own private randomness. In each round, P1 writes a message

6In general, information cost of a protocol on two statistically close distributions can be vastly different.
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on a board visible to all parties, followed by P2, all the way to Pk. Each message can only
depend on the private input of the sender, content of the blackboard, public randomness,
and private randomness of the sender. At the end of the last round, the last player Pk writes
the answer to the blackboard.

Definition 5.3.1. For any protocol π, the communication cost of π, denoted by CC(π),
is defined as the worst-case (maximum) total length of messages, measured in bits, commu-
nicated by all players on any input. We assume that all transcripts, i.e., the set of all
messages written onto the blackboard, in π have the same worst-case length (by padding).

Communication complexity and streaming. The following standard result—dating
back (at the very least) to the seminal paper of [AMS96] that introduced the streaming
model—relates communication cost of protocols and space of streaming algorithms.

Proposition 5.3.2 (cf. [AMS96]). For any p ≥ 1, s ≥ 1, and δ ∈ (0, 1), suppose there is a p-
pass s-space δ-error streaming algorithm A for some problem P. Then, for any integer k ≥ 1,
there also exists a k-party protocol π with p rounds, communication cost CC(π) ≤ p · k · s,
and error probability at most δ, for the same problem P.

Proof. Consider the stream σ = σ1 ◦ · · · ◦ σk where σi is the input to the player Pi in π
(ordered arbitrarily in the stream). Player P1 runs A on σ1 and writes the memory content
on the board, which allows player P2 to continue running A on σ2, and so on and so forth.
This allows the players to run one pass of A using communication cost at most k · s. The
players can continue this in p rounds, faithfully simulating the p passes of the algorithm, and
at the end Pk can read the answer of A from the memory and outputs it on the blackboard.

This way, π will have the same probability of success as A, uses at most p · k · s commu-
nication and p rounds of communication.

Proposition 5.3.2 allows us to translate communication lower bounds into streaming lower
bounds. In particular, this result reduces proving Theorem 1 to proving Result 1.

5.3.2 Information Cost and Message Compression

We also work with the notion of information cost of protocols that originated in [CSWY01]
and has since found numerous applications (see, e.g. [Wei15] for an excellent survey of this
topic).

There are various definitions of information cost that have been considered depending
on the application. The definition we use—which is a natural multi-party variant of the
standard external information cost [BBCR10]—is best suited for our application.

Definition 5.3.3. For any multi-party protocol π whose inputs are distributed according to
the distribution µ, the (external) information cost is defined as:

IC(π, µ) := I(G ; Π | R),

where G denotes the random variable for the input graph sampled from µ, Π denotes the set
of all messages written on the board, and R is the public randomness.
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In words, multi-party external information cost measures the information revealed by the
entire protocol about the entire graph to an external observer. The following result follows
from [BBCR10].

Proposition 5.3.4 (cf. [BBCR10]). For any multi-party protocol π on any input distribution
µ,

IC(π, µ) ≤ CC(π).

Proof. We have,

IC(π, µ) =
(1)

I(G ; Π | R) =
(2)

H(Π | R)−H(Π | G, R) ≤
(3)

H(Π | R) ≤
(4)

H(Π) ≤
(5)

log |supp(Π)| =
(6)

CC(π);

here, (1) is by the definition information cost, (2) is by the definition of mutual information,
(3) is by the non-negativity of entropy (Fact 4.3.1-(1)), (4) is because conditioning can
only reduce the entropy (Fact 4.3.1-(4)), (5) is because uniform distribution has the highest
entropy (Fact 4.3.1-(1)), and (6) is by the definition of worst-case communication cost.

Message compression. We use message compression to reduce communication cost of
protocols close to their information cost in certain settings. The following result is due
to [HJMR07] which was further strengthened slightly in [BG14]. We follow the textbook
presentation in [RY20].

Proposition 5.3.5 (c.f. [RY20, Theorem 7.6]). Suppose Alice knows two distributions A,B
over the same set U and Bob only knows B. Then, there is a protocol for Alice and Bob to
sample an element according to A by Alice sending a single message of size

D(A || B) + 2 log(1 + D(A || B)) + O(1) (5.1)

bits in expectation. This protocol has no error.

We note that somewhat weaker bounds on the KL-Divergence in Eq (5.1) already suffice for
our purposes. Thus, to simplify the exposition, we use,

D(A || B) + 2 log(1 + D(A || B)) + O(1) ≤ D(A || B) + 10D(A || B) + O(1)
(as log(1 + x) ≤ 5x for every x ≥ 0)

≤ ccomp · (D(A || B) + 1) , (5.2)

for some absolute constant ccomp ≥ 1 that we use from now on in our proofs.

5.4 Disjoint-Unique-Paths Graphs and Embedding Products
Our lower bound for MIS relies on two graph-theoretic ingredients: (i) an extremal family of
graphs which can be seen as a generalization of RS graphs [RS78], and (ii) a graph product
which we call the embedding product for this particular family of graphs. We now define
these constructions and establish their key properties. To continue, we need the following
basic definitions (see Figure 5.6).
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Definition 5.4.1. For any n, k ≥ 1, a graph G = (V, E) is called a (n, k)-layered graph if
there exists an equipartition of V into k independent sets (V1, V2, . . . , Vk) of size n/k each,
referred to as layers of G. We additionally say that G is a strictly-layered graph if all
edges of G are between consecutive layers.

Definition 5.4.2. For any n, k ≥ 1, a path P in an (n, k)-strictly-layered graph G is called
a layered path if it has edges between consecutive layers and exactly one vertex per layer.
For any layered path P , we define start(P ) as the vertex of P in the layer V1 of G and
final(P ) as the vertex of P in the layer Vk.

(a) A (12, 4)-layered graph. (b) A (12, 4)-strictly-layered graph and a layered path
inside it.

Figure 5.6: An illustration of layered graphs and strictly-layered graphs with a layered path.

5.4.1 Disjoint-Unique-Paths (DUP) Graphs

The following definition captures the key concept we need from our extremal graphs.

Definition 5.4.3. A set of paths P in a strictly-layered graph G is called a unique path
collection (UPC) iff (i) P is a vertex-disjoint set of layered paths, and, (ii) for any pair of
vertices s in start(P) := {start(P ) | P ∈ P} and t in final(P) := {final(P ) | P ∈ P},
the only layered path between s and t in the entire graph G is a path in P (if one exists, s
and t are the two ends of the same path P ∈ P).

Figure 5.7: An illustration of a UPC in a strictly-layered graph. Neither the dashed red
edges (between the vertices of different paths in a UPC) nor the edges of the solid red path
(using outside vertices) are allowed.

See Figure 5.7 for an example of UPCs. We use UPCs to define our extremal graph
family.
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Definition 5.4.4. For any n, k, p, q ≥ 1, a (p, q, k)-disjoint-unique-paths (DUP) graph
is a (n, k+1)-strictly-layered graph G whose edges can be partitioned into q UPCs P1, . . . ,Pq,
each consisting of exactly p layered paths Pi,1, . . . , Pi,p ∈ Pi for i ∈ [q].

The following result shows the existence of (p, q, k)-DUP graphs with p, q = n1−o(1) (that
is necessary for our application) and k = ω(polylog (n)) (that is sufficient for our application).
The existence of such results is a-priori surprising as UPCs of size p are “locally sparse” and
restrict many edges from appearing in the graph, and yet large q implies that the graph is
“globally dense”. Nevertheless, we can use the same ideas as they are used in the construction
of RS graphs [RS78] or for ‘graphs with many long disjoint shortest paths’ in [AB16] to
construct DUP graphs.

Proposition 5.4.5. For any sufficiently large n ∈ N and any given k ≥ 1 satisfying k ≤
2(log n)1/4, there exists a (p, q, k)-DUP graph on n vertices with the following parameters for
two absolute constants ηp, ηq > 0,

p = n

exp (ηp · (ln n)3/4) and q = n

exp (ηq · (ln n)3/4) .

Given that this result does not seem to have appeared in prior work, we provide a self-
contained proof in Section 5.4.3, which may also provide some more intuition about these
graphs.

5.4.2 Embedding Products

The next key ingredient of our construction is a graph product that treats DUP graphs as an
“outer” graph and replace their entire paths in UPCs with different “inner” layered graphs
(not necessarily strictly-layered ones). See Figure 5.8 for an illustration.

Definition 5.4.6. Let Gdup be a (p, q, k)-DUP graph on n1 vertices and layers U1, . . . , Uk+1
for some p, q, k ≥ 1. Let H := {Hi,j | i ∈ [q], j ∈ [p]} be a family of (n2, k + 1)-layered graphs
where all the graphs in H are on the same layers W1, . . . , Wk+1 but may have different edges.

We define the embedding of H into Gdup, denoted by G := embed(H → Gdup), as the
following ((n1 · n2)/(k + 1), k + 1)-layered graph:

• Vertices: We have layers V1, . . . , Vk+1 where, for every ℓ ∈ [k + 1], Vℓ := Uℓ ×Wℓ;

• Edges: For any layered path Pi,j = (u1, u2, ..., uk+1) of UPC Pi in Gdup with i ∈ [q] and
j ∈ [p], and any edge (x, y) ∈ Hi,j between layers Wℓx and Wℓy , we add an edge e between
(uℓx , x) and (uℓy , y) to G. We say that the edge e is added w.r.t. the path Pi,j.

The following lemma captures the main property of these embeddings.

Lemma 5.4.7. Let Gdup be a (p, q, k)-DUP graph for some p, q, k ≥ 1, H := {Hi,j | i ∈ [q], j ∈ [p]}
be a family of layered graphs with size p·q, and G := embed(H → Gdup). For any i ∈ [q], the
induced subgraph of G on vertices corresponding to Pi, i.e., {(v, ∗) | v ∈ Pi,j for some j ∈ [p]},
is a vertex-disjoint union of graphs Hi,j for j ∈ [p] in H.
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H1,1

H1,2

⋯

Gdup

(a) A family H including (12, 4)-layered graphs H1,1 and H1,2 (remaining graphs are unspecified)
on the left and a DUP graph Gdup with p = 2, unspecified q, and k = 3 on the right.

embed(ℋ → Gdup)

(b) The resulting layered graph as the embedding of H into Gdup – the drawing only shows the
effect of the embedding on one UPC of Gdup and the remainder of the graph is unspecified.

Figure 5.8: An illustration of the embedding product. For simplicity of exposition, this
figure only shows a part of the final graph obtained via embedding inside a single UPC of
the DUP graph; in the actual construction, every UPC is replaced by an embedded graph.

Before getting to the proof of Lemma 5.4.7, an important remark is in order. Recall that
our layered graphs can have edges between any pairs of layers and not only consecutive ones.
As such, to be able to establish the property in Lemma 5.4.7, we crucially rely on the fact
that DUP graphs not only disallow any additional edges between vertices of a UPC, but in
fact, no layered paths can connect them also even if the paths are using vertices outside the
UPC. This is the key property of DUP graphs that is needed for our constructions.

Proof of Lemma 5.4.7. For any i ∈ [q], let Ui := {(v, ∗) | v ∈ Pi,j for some j ∈ [p]} denote
the vertices of G corresponding to the UPC Pi. Let Gi := G[Ui] be the induced subgraph of
G on Ui. We first prove that (i) Gi contains the vertex-disjoint union of Hi,j for j ∈ [p], and
then, that (ii) it does not contain any other edges. See Figure 5.9 for an illustration of this
proof.

Part (i). Fix j ∈ [p] and observe that all edges of Hi,j are added to Gi by the embedding
product w.r.t. layered path Pi,j in a way that “preserves its structure”. Formally, since
Pi,j = (u1, . . . , uk+1) is a layered path (with edges between consecutive layers and one vertex
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per layer), the edges between layers Wℓ and Wℓ′ in Hi,j are added as edges between vertices
{uℓ}×Wℓ ⊆ Vℓ and {uℓ′}×Wℓ′ ⊆ Vℓ′ of Gi. Also, since the layered paths of the UPC Pi must
be vertex-disjoint (Definition 5.4.3), the edges added w.r.t. paths in Pi form a vertex-disjoint
union of Hi,j’s for j ∈ [p] in Gi.

Part (ii). It remains to argue that no other edges are added to Gi by the embedding
product. For a contradiction, suppose that Gi contains an edge e that is not added w.r.t.
Pi. As such, it must be between vertices that correspond to u ∈ Pi,j1 and v ∈ Pi,j2 for
some j1, j2 ∈ [p] (possibly j1 = j2), respectively. By the embedding product, the edge e is
added w.r.t. a layered path Pi′,j′ and layered graph Hi′,j′ for some i′ ̸= i ∈ [q] and j′ ∈ [p].
The layered graph Hi′,j′ may contain any edge between layers even non-consecutive ones.
Thus, the existence of edge e implies that there is a subpath of Pi′,j′ that connects the
vertices u ∈ Pi,j1 and v ∈ Pi,j2 in Gdup, which is a strictly-layered graph and only has edges
between consecutive layers. This creates a layered path from start(Pi,j1) to final(Pi,j2)
(or start(Pi,j2) to final(Pi,j1)) that uses one or more edges of Pi′,j′ and is thus not in Pi,
which is a contradiction by the definition of a UPC (Definition 5.4.3).

Figure 5.9: The gray boxes denote the subgraphs H1,1 and H1,2 that are created w.r.t. paths
P1,1 and P1,2 in the same UPC of Gdup. If there is an edge between vertices u and v that is
added w.r.t. another path Pi′,j′ , it implies that some subpath of Pi′,j′ connects two vertices
in paths P1,1 and P1,2 together – this is because any edge of G is added “alongside” a path of
Gdup, although it is possible that it shortcuts a couple of layers in between as Hi′,j′ may have
edges between non-consecutive layers. This in turn creates another layered path between
start(P1,2) and final(P1,1), which is not allowed in a UPC, a contradiction.

5.4.3 A Construction of DUP Graphs

We now present a construction of DUP graphs and prove Proposition 5.4.5. The construction
of these graphs follows a standard approach in the literature, e.g., in [AB16], for creating
graphs with many long disjoint shortest paths. For completeness, we provide the construction
to incorporate UPCs explicitly (beyond just bounding the number of “critical paths” as
in [AB16]) and fine tune the parameters to the range that we need (which is different from
the typical range of parameters used in other applications of these graphs that we are aware
of).

We first need a basic claim on the existence of a large set of “average-free” vectors.
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Claim 5.4.8. For any ℓ, d ≥ 1, there exists a set A ⊆ [ℓ]d with |A| ≥ ℓd

d·ℓ2 such that for every
multi-set of t ≥ 1 not-all-equal vectors y1, . . . , yt ∈ A, their average (1/t)∑t

i=1 yi is not in A.

Proof. Let A be the largest subset of [ℓ]d such that all vectors in A have the same ℓ2-norm.
Since the number of different values possible for squared ℓ2-norm of vectors in [ℓ]d is at most
d · ℓ2, we obtain the lower bound in the claim statement on the size of A by the pigeonhole
principle.

Let s denote the ℓ2-norm of the vectors in A. Consider any multi-set of t > 1 not-all-equal
vectors y1, . . . , yt ∈ A. We have,

∥1
t

t∑
i=1

yi∥2
2 = 1

t2

 t∑
i=1
∥yi∥2 +

∑
i̸=j

⟨yi , yj⟩

 <
1
t2

 t∑
i=1
∥yi∥2 +

∑
i̸=j

∥yi∥∥yj∥


(the Cauchy-Schwartz inequality is strict for the pair yi ̸= yj which exists as yi’s are not all equal)

= 1
t2

(
t · s2 + t · (t− 1) · s2

)
= s2.

The ℓ2-norm of the average is strictly less than s, hence, it cannot be in A.

We now use the existence of the set A in Claim 5.4.8 to construct our DUP graphs.

A construction of (p, q, k)-DUP graphs:

(i) Set d :=
√

log
(

n
k+1

)
and ℓ :=

(
n

(k+1)·(k+2)d

)1/d
and let A ⊆ [ℓ]d be the set of vectors

in Claim 5.4.8.

(ii) Fix the vertex set V = V1∪V2∪ . . .∪Vk+1 with Vi := [(k + 2) · ℓ]d for each i ∈ [k + 1].

(iii) For every x ∈ [ℓ]d and y ∈ A, and all i ∈ [k], add an edge between

x + i · y ∈ Vi and x + (i + 1) · y ∈ Vi+1.

Proof of Proposition 5.4.5. The partition of the edge set into q = ℓd UPCs of size p = |A| ≥
ℓd/(d · ℓ2) each is as follows. For every x ∈ [ℓ]d, we have a UPC Px := {Px,y | y ∈ A} of p
paths. Each path Px,y ∈ Px for y ∈ A is defined as:

Px,y := (x + y , x + 2y , x + 3y , . . . , x + (k + 1) · y),

where edge (x+i·y, x+(i+1)·y) is from the layer Vi to layer Vi+1 for i ∈ [k]. See Figure 5.10 for
an illustration. We now prove that G is indeed a DUP graph with the UPCs Px for x ∈ [ℓ]d.

Firstly, any edge of the graph G is between some x + i · y and x + (i + 1) · y for x ∈ [ℓ]d
and y ∈ A and i ∈ [k]. This edge thus belongs to the path Px,y in the UPC Px. Hence, the
edges of the graph are partitioned between the UPCs.

Secondly, by the definition, each Px,y is a layered path. Furthermore, the paths in Px are
vertex-disjoint since, for any pair of paths Px,y and Px,y′ for some y, y′ ∈ A, their respective
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Figure 5.10: An illustration of the construction of DUP graphs. The circle x at left does
not correspond to a vertex and instead is used to define a UPC. The red path cannot exist
because it requires y3 + y′

1 + y′
2 + y′

3 + y′
4 = 5 · y2 which cannot happen because A is average

free.

vertices in layer i, given by x + i · y and x + i · y′, are only the same if y = y′.
Finally, consider zs := start(Px,y) and zf := final(Px,y′) for some y, y′ ∈ A; we prove

that zs has no layered path to zf in G unless y = y′, in which case there is only one layered
path Px,y (in the entire graph G), between zs and zf .

By definition, we have

zs = x + y and zf = x + (k + 1) · y′.

Suppose there exists a layered path between zs and zf . As each edge of the graph connects
its both endpoints via a vector in A, this means that there exist vectors y1, . . . , yk ∈ A such
that zf − zs = ∑k

i=1 yi. This implies that

x + (k + 1) · y′ = zf = zs +
k∑

i=1
yi = x + y +

k∑
i=1

yi,

which in turn means
y′ = 1

k + 1 ·
(

y +
k∑

i=1
yi

)
.

By Claim 5.4.8, since y′ ∈ A, the only possibility is that (y, y1, . . . , yk) are all-equal, which
means that they are also all equal to y′. Thus, the only possible layered path between zs

and zt is if they belong to the same path Px,y ∈ Px.
To finalize the proof, we can work out the parameters as follows. The number of vertices

is

(k + 1) · ((k + 2) · ℓ)d = (k + 1) ·
(k + 2) ·

(
n

(k + 1) · (k + 2)d

)1/d
d

= n,

as it should be, hence the choice of ℓ and d are consistent with n. Moreover, by the upper
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bound on k and the choice of d, we have,

q = ℓd =
( n

(k + 1) · (k + 2)d

)1/d
d

≥ n

(k + 2)d+1 ≥
n

2Θ(1)·(log n)1/4·(log n)1/2 ≥
n

2Θ((log n)3/4) ;

p ≥ ℓd

ℓ2 · d
= q

ℓ2 · d
≥ q

n2/d ·
√

log n
= q

22 log n/
√

log n/k ·
√

log n
≥ q

2Θ(
√

log n) ≥
n

2Θ((log n)3/4) ,

as desired. This concludes the proof for all graph sizes determined this way from k and ℓ by
picking ηp and ηq to match the hidden constants in the Θ-notation above.

To conclude the proof, we need the construction to work for all large enough integers n
as in the statement of the proposition. However, this can be fixed easily using a padding
argument, which we postpone to Section A.3.

5.5 A Round vs Communication Tradeoff for MIS
We now switch to proving a multi-party communication lower bound for MIS, defined for-
mally as:

Definition 5.5.1. For any integers n, t ≥ 1, we define MISn,t as the communication game of
outputting any MIS of a given n-vertex graph whose edges are partitioned between t players.

We prove an almost optimal round vs communication tradeoff for MIS in the model of Sec-
tion 5.3.1, formalizing Result 1 from Section 5.1.

Theorem 9. For any r ≥ 1 and sufficiently large n ∈ N, any r-round (r + 1)-party pro-
tocol π for MISn,r+1 with any constant probability of success strictly more than zero has
communication cost

CC(π) = Ω
( 1

2Θ(r log5/6(n))
· n1+1/(2r−1)

)
.

The lower bound for semi-streaming algorithms in Theorem 1, restated below, now fol-
lows.

Corollary 5.5.2. For any integer p ≥ 1 and sufficiently large n ∈ N, any p-pass streaming
algorithm for finding any maximal independent set with any constant probability of success
strictly more than zero has space

Ω
( 1

2Θ(p log5/6(n))
· n1+1/(2p−1)

)
.

In particular, semi-streaming algorithms require Ω(log log n) passes.

Proof. Follows from Theorem 9 and Proposition 5.3.2 since the number of players and rounds
are O(log log n) each, and hence, the space lower bound is at most smaller than the commu-
nication one by an O((log log n)2) factor; this is subsumed by the 2Θ(p log5/6(n)) term of the
lower bound.
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We define our hard input distribution in the proof of Theorem 9 in this section, and list
its main properties. We then use this distribution in the next section to conclude the proof
of Theorem 9.

5.5.1 A Family of Hard Distributions for MIS

The distributions are defined recursively as a family {Gr(n)}r≥0 where Gr(n) is a hard dis-
tribution for r-round (r + 1)-party protocols on n-vertex graphs. To avoid ambiguity with
the notation for paths, we use Q1, Q2, . . . , Qr+1 to denote the players in Gr(n). In addition,
the input to player Qa for a ∈ [r + 1] is denoted by Ga.

Base case for r = 0. The base case is defined vacuously for r = 0 and 0-round “protocols”
that are supposed to solve a simple yet non-trivial MIS problem (and are hence trivially
impossible).

The distribution G0(n) for 0-round protocols on n-vertex graphs for n ≥ 2.

1. Let G = (V, E) be a graph on n vertices V = {ui | i ∈ [p0]} ∪ {vi | i ∈ [p0]} with
p0 = n/2.

2. For each i ∈ [p0], the edge (ui, vi) is independently included in E with probability
1/2 (independent of the inclusion of the other potential edges (uj, vj), for j ̸= i).

3. Player Q1 receives G(1) := G as the input (this is the only player when r = 0).

The answer to MIS on G0 contains either one of the vertices ui or vi (but not both) with
probability half, and otherwise contains both ui and vi with the remaining probability for
each i ∈ [p0] independently. Thus, a 0-round “protocol”, namely, one that has to commit to
a fixed answer always without checking the input, can only succeed with probability 1/2p0

on G0.

Distributions for r ≥ 1. A graph generated by Gr(n) will be an (n, 2r+1)-layered graph
created by embedding many nr−1-vertex hard instances for (r−1) rounds into (pr, qr, 2r−1)-
DUP graphs with br vertices in each layer. We will determine the values of the parameters
pr, qr, br and nr−1 based on n shortly, after defining the distribution itself. Throughout, if
clear from the context or not relevant, we may omit the subscripts on pr, qr, and br, as well
as n from Gr(n).

Distribution Gr(n) for r-round protocols for r ≥ 1.

1. Pick a fixed (pr, qr, 2r − 1)-DUP graph Gdup := (W = W1 ∪ . . . ∪W2r , Edup) with br

vertices in each layer and thus br · 2r vertices in total.

2. Sample pr · qr independent instances H := {Hi,j | i ∈ [qr], j ∈ [pr]} from Gr−1(nr−1).

3. Create two identical copies of the graph G̃L = G̃R := embed(H → Gdup).
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4. For a ∈ [r], player Qa receives the edges in both G̃L and G̃R that correspond to Hi,j,a

for i ∈ [qr], j ∈ [pr] where Hi,j,a is the subgraph of Hi,j given to the ath player in
Gr−1(nr−1).

5. Pick t uniformly at random from [qr] and let P⋆ := Pt be the t-th UPC in Gdup,
referred to as the special UPC. Let W ⋆ ⊆ W be the set of vertices in Gdup incident
to P⋆.

6. Player Qr+1 receives a complete bipartite graph between {(u, ∗) | u ∈ W \W ⋆} in
G̃L and G̃R, i.e., there is an edge between every pair of vertices (u1, v1) ∈ G̃L and
(u2, v2) ∈ G̃R with both u1 and u2 not belonging to W ⋆.

Figure 5.11 gives an illustration of our hard distribution.

Figure 5.11: An illustration of the distribution Gr(n). The paths at the bottom correspond to
the UPC P⋆; each path is “replaced” with an instance H from Gr−1(nr−1) via the embedding
product. Since the embedding product affects the entire graph, the paths in other UPCs
are also replaced by instances from Gr−1(nr−1), e.g., for the top (red) block (remaining
instances are not drawn). The last player Qr+1 receives a bipartite clique between the
vertices corresponding to W \W ⋆ in G̃L and G̃R, denoted by the top (green) blocks. Other
players Qa for a ∈ [r] receive the inputs of the ath player in all instances H sampled from
Gr−1(nr−1) when placed inside graphs G̃L and G̃R.

Definitions and Notation for Distribution Gr(n)

We set up the following notation for the distribution Gr(n) for r ≥ 1. For any a ∈ [r + 1],
let Gr,a(n) denote the distribution of edges in the input graph that are given to player Qa.
Thus, the distribution Gr(n) is a joint distribution of (Gr,1(n), . . . ,Gr,r+1(n)).
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An instance of the MISn,r+1 sampled from Gr(n) is a graph G with n vertices together
with its edge partitioning between the r + 1 players. With a slight abuse of notation, we
sometimes refer to G sampled from Gr(n), i.e., G ∼ Gr(n), as the entire instance, where the
edge partitioning between the players is implicit. Any G ∼ Gr(n) contains qr · pr instances
H1,1, . . . , Hqr,pr sampled from Gr−1(nr−1) that are embedded as part of both G̃L and G̃R. We
refer to these (r − 1)-round instances as the sub-instances of G. For any i ∈ [qr], j ∈ [pr],
we further write ẼL,i,j and ẼR,i,j to denote the edges inserted to, respectively, G̃L and G̃R

as part of the embedding of Hi,j into Gdup.
Among the sub-instances of any G ∼ Gr(n), there are pr sub-instances that correspond

to the paths in the special UPC P⋆; we denote them by H⋆ and call them the special
sub-instances of G. We enumerate these special sub-instances by Ht,j for t ∈ [qr] being the
index of the special UPC P⋆ = Pt and j ranging over [pr].

For any j ∈ [pr], define the special subgraphs G⋆
L,j and G⋆

R,j as the subgraphs of G̃L

and G̃R on edges of special sub-instance Ht,j, i.e., with edges ẼL,t,j and ẼR,t,j, respectively.

The Choice of Parameters and Their Ranges

We now specify how the parameters pr, qr, br, and nr−1 are chosen, the restriction we have
on their ranges, and their “validity” in their recursive calls (and Proposition 5.4.5).

Parameters br, nr−1. Let n0 be an arbitrarily large constant to be determined later (this
controls the probability of success of the protocols). We work with large n ≫ n0 for all
r ≥ 1.
The distribution Gr(n) for r ≥ 0 rounds requires that

n ≥ (1/2) · (2n0)2r−1. (5.3)

For r = 1, n0 is already defined as a constant and b1 is defined from n as

b1 =
(

n

2 · n0

)
. (5.4)

For r > 1, br and nr−1 are defined from n via the following equations (recall that (a) ↑ (b) =
ab)

br = (nr−1) ↑
(

1 + 1
2r−1 − 1

)
,

2 · br · nr−1 = n,
(5.5)

which implies that

nr−1 =
(

n

2

)
↑
(

2r−1 − 1
2r − 1

)

br =
(

n

2

)
↑
(

2r−1

2r − 1

)
.

(5.6)
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In the distribution Gr(n) for any r ≥ 1, we call the distribution Gr−1(nr−1). We will show
that when input n satisfies Eq (5.3) in Gr(n), calls to Gr−1(nr−1) also satisfy Eq (5.3).
For r = 1, G1(n) calls G0(n0) which satisfies Eq (5.3) for r = 0 as

(1/2) · (2n0)20−1 = (1/2), and n0 ≥ 1.

For r > 1, Gr(n) calls Gr−1(nr−1) and by the choice of nr−1 in Eq (5.6), we have,

nr−1 =
(

n

2

)
↑
(

2r−1 − 1
2r − 1

)
≥

Eq (5.3)

(1
4 · (2n0)2r−1

)
↑
(

2r−1 − 1
2r − 1

)
≥ 1

2 · (2n0)2r−1−1 , (5.7)

which means the call to Gr−1(nr−1) also satisfies Eq (5.3) for r−1. This gives us the following.

Observation 5.5.3. For any r ≥ 1, if the distribution Gr(n) satisfies Eq (5.3) for n, then
any distribution Gr′(n′) for r′ < r called recursively in Gr also satisfies Eq (5.3) for r′, n′.

Parameters pr, qr for r ≥ 1. Recall that we use a (pr, qr, 2r − 1)-DUP graph with br

vertices in each layer in Gr. This means the the total number of vertices in this DUP graph
is br · 2r. We define the parameters pr and qr as follows:

pr := br · 2r

exp(ηp · (ln(br · 2r))3/4) ,

qr := br · 2r

exp(ηq · (ln(br · 2r))3/4) .

(5.8)

Firstly, these bounds match those of Proposition 5.4.5 and thus we can apply the proposition
to prove the existence of the required DUP graphs in our distribution. We should also verify
that

2r − 1 ≤ 2(log (br·2r))1/4
,

which is required by Proposition 5.4.5. For r = 1, the LHS is 1 and this holds trivially. For
r > 1, we have by Eq (5.6) that

br =
(

n

2

)
↑
(

2r−1

2r − 1

)
≥

Eq (5.3)

(1
4 · (2n0)2r−1

)
↑
(

2r−1

2r − 1

)
≥ 1

4 ·
(
(2n0)2r−1)

.

This satisfies the above equation because for r ≥ 2,

log (2r − 1) ≤ r whereas (log (br · 2r))1/4 ≥ (2r−1 · log (n0))1/4

and thus we obtain the equation for any large constant n0 (with quite some room to spare).

Observation 5.5.4. For any r ≥ 1, if the distribution Gr(n) satisfies Eq (5.3) for n, then
the DUP graphs created in Gr (and in any recursive call to Gr′ for r′ < r) with the given
parameters pr and qr do exist (by Proposition 5.4.5).
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5.5.2 Basic Properties of the Distributions {Gr(n)}r≥1

We establish some basic properties of the distribution Gr(n) for r ≥ 1 in this subsection. We
then use these to define search predicates that reduce our task of proving the lower bound
for MIS to determining the ability of protocols in figuring out a certain predicate for graphs
sampled from Gr.

The first property identifies the “real input” to the players.

Property 5.5.5. For any a ∈ [r], the input of player Qa in Ga ∼ Gr,a(n) is determined
deterministically by the input of the ath player in all sub-instances in H, i.e.,

Ha := {Hi,j,a | i ∈ [qr], j ∈ [pr]}

. The input of player Qr+1 is deterministically determined by the index t ∈ [qr] of the special
UPC.

Proof. The choice of Gdup is fixed in Gr(n) and does not include any randomness (think of it
as being “hardcoded” in the definition of the distribution). For any a ∈ [r], given only Ha,
player Qa can know the edges of G̃L and G̃R that belong to its input. Similarly, given only
t, player Qr+1 can know what vertices of G̃L and G̃R are in W ⋆ and thus which edges should
be added to the bipartite clique between vertices corresponding to W \W ⋆ in G̃L and G̃R.

The next property shows that the distributions {Gr(n)}r≥0 are product distributions – a
fact which is used crucially in our lower bound arguments.

Property 5.5.6. For any r ≥ 0, the distribution Gr(n) is a product distribution, i.e.,

Gr(n) = Gr,1(n)× Gr,2(n)× · · · × Gr,r+1(n).

Proof. The proof is by induction on r. The base case when r = 0 is trivial as the entire
graph is given to Q1. Let us assume that the statement is true for r = ℓ and we prove it for
r = ℓ + 1.

The input to players in Gℓ+1(n), by Property (5.5.5) is determined by qℓ+1 · pℓ+1 sub-
instances sampled from Gℓ(nℓ) (for players Q1 to Qℓ+1) and by t ∈ [qℓ+1] (for player Qℓ+2).
The distribution of each sub-instance Hi,j for i ∈ [qℓ+1] and j ∈ [pℓ+1] is a product distribution
of the inputs to Qa for all a ∈ [ℓ + 1] by the induction hypothesis. These sub-instances are
also all sampled independently of each other, thus making the collective input to players Q1
to Qℓ+1 independent of each other. Finally, the index t ∈ [qℓ+1] is sampled independent of all
other variables, implying the input to player Qℓ+2 is also independent of the rest, completing
the proof.

The next two properties together identify the key properties of special subgraphs and
their role w.r.t. any MIS of the input graph.

Property 5.5.7. The special subgraphs G⋆
L,j and G⋆

R,j for j ∈ [pr] are all vertex-disjoint from
each other. Moreover, the induced subgraph of G̃L (resp. G̃R) on the vertices corresponding
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to the special subgraphs contains only the edges of these subgraphs, i.e., the edges of G⋆
L,j

(resp. G⋆
R,j) for all j ∈ [pr].

Proof. The special subgraphs inserted to either G̃L or G̃R are part of the embedding product
of embed(H → Gdup) corresponding to the special UPC P⋆. Thus, by Lemma 5.4.7, we know
that they are vertex-disjoint and no other edges from any other subgraphs are present in the
vertices of the special subgraphs.

Property 5.5.8. For any graph G ∼ Gr(n) for r ≥ 1, any MIS S of G also contains an MIS
for every special subgraph G⋆

L,1, . . . , G⋆
L,pr

in G̃L or every special subgraph G⋆
R,1, . . . , G⋆

R,pr
in

G̃R.

Proof. We consider three possible cases for the proof.

Case 1. Suppose first that there exists a vertex v ∈ S which (1) belongs to G̃L and (2)
corresponds to some vertex in W \W ⋆. Figure 5.12 gives an illustration of this case.

Figure 5.12: An illustration of case 1: picking vertex v in the MIS “removes” all vertices
on G̃L that are not part of the special subgraphs as the remaining ones are all neighbor to
v (not all edges of v are drawn). Since the special subgraphs are now isolated, the MIS of
G now needs to contain a separate MIS for each of the special subgraphs in G̃R in bottom
right (drawn in blue).

Since Gr+1 ⊆ G is a bipartite clique between vertices corresponding to W \W ⋆ in G̃L

and G̃R, we have that all vertices corresponding to W \W ⋆ in G̃R are now incident on v and
cannot be part of the MIS S. The remaining vertices in G̃R are incident on W ⋆ and thus
S also needs to contain an MIS of the induced subgraph of G̃R on vertices corresponding to
W ⋆ or equivalently P⋆ – this is because these vertices do not have any edge to G̃L and also
no vertex of G̃R outside these can be part of S.

We can now apply the main property of the embedding product, i.e., Lemma 5.4.7,
captured in Property (5.5.7) to have that the induced subgraph of G̃R on the vertices cor-
responding to the UPC P⋆ is a vertex-disjoint union of subgraphs G⋆

R,1, . . . , G⋆
R,pr

. This
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immediately implies that the MIS of this subgraph of G̃R should be a union of the MISes of
G⋆

R,1, . . . , G⋆
R,pr

, which means the MIS S contains an MIS for each of these special subgraphs.

Case 2. Suppose the symmetric case that there exists a vertex v ∈ S which (1) belongs to
G̃R and (2) corresponds to some vertex in W \W ⋆. The same exact argument implies that
now S should contain an MIS for every special subgraph G⋆

L,1, . . . , G⋆
L,pr

instead.

Case 3. Finally, suppose that no vertex in S corresponds to a vertex of W \W ⋆ in either of
G̃L or G̃R. This, similar to the above, implies that S should contain an MIS for the induced
subgraph of G̃L on vertices corresponding to W ⋆ and the induced subgraph of G̃R on vertices
corresponding to W ⋆. This in turn, again, as above, implies that S now contains an MIS for
every special subgraph G⋆

L,1, . . . , G⋆
L,pr

and every G⋆
R,1, . . . , G⋆

R,pr
.

5.5.3 Search Sequences and Predicates

Before getting to analyze the distributions {Gr(n)}r≥1, we need one other set of definitions,
which capture the notion of hierarchical embeddings in our lower bounds.

At a high level, the analysis goes as follows. We are hiding the choice of the special UPC
of the instance from the first r players in the first round, then UPC of special sub-instances
from the first r−1 players in the second round, and so on and so forth, until at the end of the
last round; at that point, we reach the “inner most” graphs sampled from G0, whose edges
are still hidden from the players, and now there is no more round to compute the answer.
Making this intuition precise is going to take work, but hopefully this provides some insight
for the following definitions.

Notation. Fix any r ≥ 1. We use pj, qj, nj for 0 ≤ j < r to denote the parameters p, q, n
in the instances sampled from the hard distribution for j rounds, i.e., Gj, in the construction
of the hard distribution on r rounds with n vertices, i.e., Gr(n).

Definition 5.5.9. For r ≥ 0, we define K = (kr, kr−1, . . . , k1) to be a valid search sequence
if ki ∈ [pi] for each i ∈ [r] (K = ∅ is the only valid search sequence for r = 0). We interpret
a search sequence on a graph G = Gr ∼ Gr(n) as:

• kr points to the kth
r special sub-instance of Gr, namely, Gr−1 := Htr,kr ∼ Gr−1 where tr

is the index of the special UPC of Gr;

• kr−1 points to the kth
r−1 special sub-instance of Gr−1, namely, Gr−2 := Htr−1,kr−1 ∼ Gr−2

where tr−1 is the index of the special UPC of Gr−1;

• We continue like this until k1 points to the kth
1 special sub-instance of G1, namely,

G0 := Ht1,k1 ∼ G0 where t1 is the index of the special UPC of G1.

• We now have a unique instance G0 of G0 defined by K.

Finally, we define the search predicate of a G ∼ Gr(n) and a search sequence K as:

Pr(G, K) := a string in {0, 1}p0 where the i-th bit is 1 iff (ui, vi) is an edge in G0.
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Figure 5.13: An illustration of a search sequence. Here, kr picks a special sub-instance Htr,kr

from Gr−1 (with tr being the index of the special UPC of the outer instance), and then
“inside” that instance, kr−1 picks another sub-instance Htr−1,kr−1 from Gr−2 (with tr−1 being
the index of the special UPC of the instance Htr,kr), and this continues on.

Figure 5.13 gives an illustration of this definition.
Let π be any (r + 1)-party communication protocol on inputs sampled from Gr(n), and

let Π = Π(G) be the transcript of π at the end of r rounds on an input G ∼ Gr(n). We say
that the protocol π solves the search predicate Pr for input graph G, if only given the
transcript Π (with no further access to G), Pr(G, K) can be deterministically determined for
all valid search sequences K. We shall emphasize that the search sequence K is not a part
of the input to the protocol π (and is in fact even independent of the input graph G).

The following lemma shows why search sequences are important to us.

Lemma 5.5.10. For every δ ∈ (0, 1), any (r + 1)-party protocol π that outputs an MIS of
G ∼ Gr(n) with probability at least δ, also solves the search predicate Pr(G, K) for every
valid search sequence K with probability at least δ.

Proof. We claim that:
For any r ≥ 0, any MIS of G ∼ Gr(n) uniquely determines Pr(G, K) for all valid
search sequences K.

We can then conclude the proof as follows. Protocol π will be computing some MIS of G
with probability at least δ. Thus, whenever π succeeds, the transcript Π contains an MIS
that can be used to solve the predicate Pr(G, K) for all K with probability at least δ as well.

We now prove the above statement by induction on r. The base case when r = 0 is a
graph G0 consisting of n0 = 2p0 vertices ui and vi for each i ∈ [p0] and K = ∅. Each such ui

and vi pair for i ∈ [p0] is possibly an edge in G0. If the edge does exist, any MIS necessarily
should have exactly one of ui or vi but not both, whereas if the edge does not exist, then
any MIS of G0 should contain both ui and vi. Thus, given any MIS of G0 ∼ G0, we can
determine the predicate P0(G, ∅).
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For the induction step, suppose the statement is true for r − 1 and we prove it for r.
Let K := (kr, . . . , k1) be any search sequence. By Property (5.5.8), any MIS of G ∼ Gr

also contains an MIS either for every special subgraph G⋆
L,1, . . . , G⋆

L,pr
or for every special

subgraph G⋆
R,1, . . . , G⋆

R,pr
. In particular, it contains an MIS for either G⋆

L,kr
or G⋆

R,kr
. Both

these graphs are identical and correspond to the kth
r special sub-instance Ht,kr in G where

t is the index of the special UPC. As Ht,kr ∼ Gr−1, by the induction hypothesis, an MIS of
Ht,kr uniquely determines

Pr−1(Ht,kr , (kr−1, kr−2, . . . , k1)).
But, by definition, we also have

Pr(G, K) = Pr−1(Ht,kr , (kr−1, kr−2, . . . , k1)),

as kr ∈ K is just pointing to the special sub-instance Ht,kr . This finalizes the proof.

5.6 New Round Elimination
We are given a family of problems {Fr}r≥0 such that Fr is a communication complexity
problem with (r + 1) players, Q1, Q2, . . . , Qr+1, and the players are restricted to r-rounds.
We prove the round elimination lemma in this section for this general family of problems.

For r ≥ 1, we are given a distribution Dr over hard instances of Fr for r-round protocols.
The problem and the distribution have the following properties:

Properties of Fr:

(i) In problem Fr−1, the players Qℓ for ℓ ∈ [r] have a source of public randomness. Each
player Qℓ for ℓ ∈ [r] also has a source of private randomness.

(ii) The distribution Dr,Dr−1 are product distributions over the (r + 1) players and r
players respectively, i.e., the input of Qℓ can be sampled independently of the input
of Qℓ′ for all ℓ ̸= ℓ′, ℓ, ℓ′ ∈ [(r + 1)], and similarly for Dr−1.

(iii) The distributionDr is constructed by sampling qr·pr instances Bi,j for i ∈ [qr], j ∈ [pr]
independently from Dr−1, such that Qℓ for ℓ ∈ [r] receives the input that they would
receive in Bi,j for all i ∈ [qr], j ∈ [pr].

(iv) Player Qr+1 has a special index t ∈ [qr], and this is the only input of Qr+1.

(v) If any r-round protocol succeeds on instance Ar ∼ Dr, the transcript of the protocol
contains answers to at least ρ-fraction of Bt,j for j ∈ [pr] for some ρ ∈ [0, 1].a

aIn the context of MIS, the transcript in fact contains answers to all Bt,j for j ∈ [pr]. Our round
elimination lemma holds even in the weaker case when only a large fraction of Bt,j are solved in a successful
transcript.

Then, we prove the following theorem:
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Theorem 10. For every 0 < ε < δ < 1, parameter ρ ∈ [0, 1], and integer s ≥ 1, the
following is true. Suppose there is a deterministic r-round (r + 1)-party protocol πr with
communication cost CC(πr) ≤ s that solves problem Fr with probability at least δ for an
instance Ar ∼ Dr. Then, for constant ccomp (from Eq (5.2)), there is an (r − 1)-round
r-party deterministic protocol πr−1 with communication cost

CC(πr−1) ≤
ccomp

ε
· ( s

pr

+ r2)

that solves problem Fr−1 for any instance Ar−1 ∼ Dr−1 with probability of success at least

δ · ρ− ε−
√

s

2pr · qr

.

This section is dedicated to proving Theorem 10.

5.6.1 The Setup for the Proof of Theorem 10

We now start the proof of Theorem 10 which is the most technical part of the paper. Fix
any r ≥ 1 and let πr be a r-round (r + 1)-party protocol for solving Fr with the parameters
specified in Theorem 10. We further define (or recall) the following notation:

• Let B denote the family of smaller instances Bi,j for i ∈ [qr], j ∈ [pr].

• Dr,ℓ for ℓ ∈ [r + 1] to denote the distribution of the input instance Ar given to player
Qℓ; we further use Bℓ to denote the input of Qℓ in a specific sub-instance B ∈ B(A).

• t to denote the random variable for the index t ∈ [qr] of the special row of instances
picked in Dr.

• Bi,∗ for any i ∈ [qr] to denote the sub-instances (Bi,1, Bi,2, . . . , Bi,pr) together in A ∼
Dr. The sub-instances given to player Qℓ for ℓ ∈ [r + 1] are denoted by Bi,∗,ℓ =
(Bi,1,ℓ, Bi,2,ℓ, . . . , Bi,pr,ℓ).

• Π = (Π1, . . . , Πr) as the set of messages communicated by the players in rounds 1
to r. Similarly, we use Πi,ℓ for ℓ ∈ [r + 1] to denote the messages of player Qℓ in
round i ∈ [r], and Π∗,ℓ to denote all messages of Qℓ. We use Π, Πi, and Πi,ℓ as the
corresponding random variables for these messages.

Our goal is to go from a r-round (r + 1)-party protocol πr for Fr with communication
cost s and probability of success δ, to a (r − 1)-round r-party protocol πr−1 for Fr−1 with
communication cost ≈ s/(ε · pr) and success probability ≈ δ · ρ − ε −

√
s/(pr · qr). We do

this in two steps:

• Step 1: We first shave off one player from πr and obtain an intermediate r-party
protocol π′ with communication cost ≈ s/(ε · pr) and success probability ≈ δ · ρ− ε for
Fr−1. However, π′ still has r rounds instead of our desired (r − 1) rounds.
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• Step 2: We then shave off one round from π′ and obtain the protocol πr−1 without
increasing the communication but by decreasing the success probability with another
≈
√

s/(pr · qr) term.

We implement each step in the following two subsections. We do emphasize that these
steps are not entirely blackbox and this partitioning into the two steps is more for the
simplicity of exposition (and there will be some intermediate steps as well). Figure 5.14
gives a schematic organization of these steps, in particular, the protocols we build along the
way and their properties.

Figure 5.14: A schematic organization of the proof of Theorem 10: step 1 encompasses
moving from part 1 to part 3 here, and step 2 is for moving from part 3 to part 4.

5.6.2 Step 1: A Low Communication Protocol for Fr−1 in r Rounds

Fix r ≥ 1, suppose we have an instance Ar−1 sampled from Dr−1, and we want to use πr,
which is for Dr, to solve Fr−1. Consider the following direct way of doing this:

An r-round r-party protocol σ for Fr−1 on input instance Ar−1:

1. Sample indices j⋆ ∈ [pr] and t ∈ [qr] uniformly at random using public randomness.

2. For every ℓ ∈ [r], each player Qℓ samples
(

Ar,ℓ ∼ Dr | t = t, Bt,j⋆,ℓ = Br−1,ℓ

)
using

private randomness. Let Ar = (Ar,1, Ar,2, . . . , Ar,r+1) be the input of all players in
Dr where, by item (iv), the input of the “simulated” player Qr+1 is fixed by t = t.

3. The players run πr(Ar) by simulating the messages of player Qr+1 in πr given that t
is public knowledge.

4. At the end, to solve Fr−1(Ar−1), we use the answer of πr for Fr(Ar). By item (v),
we know that this transcript contains the answer to Bt,j⋆ = Ar−1 when j⋆ ∈ [pr] is
randomly chosen, with probability ρ.
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Define the distribution Dreal as the distribution of the instance Ar obtained in the
protocol σ when Ar−1 ∼ Dr−1. We claim that this is the “right” distribution.

Observation 5.6.1. Distribution Dreal is the same as Dr.

Proof. We know from item (ii) thatDr is a product distribution ofDr,1×. . .Dr,r+1. Moreover,
each Dr,i for i ∈ [r] is, by item (iii), a collection of independent instances Bi,j,a ∼ Dr−1,a and
t ∈ [qr] is chosen uniformly at random in Dr to define the input of player Qr+1. This matches
exactly the distribution of Dreal in σ, given that Br−1,ℓ used by player Qℓ is sampled from
Dr−1,ℓ by definition.

As protocol πr can solve Fr, the transcript of πr can determine Fr−1(Ar−1) when the
output is correct with probability at least ρ, because j⋆ is randomly chosen. By Observa-
tion 5.6.1, we know that the probability of success of σ in solving Fr−1 is the same as that
of πr for solving Fr times ρ and is thus at least δ · ρ by the statement of Theorem 10.

It seems however that we have done nothing yet: σ is a r-round protocol with the same
communication cost as πr, so effectively we made no progress. The silver lining is that we
can actually prove σ has a much lower information cost compared to πr, using a direct-sum
style argument.

Claim 5.6.2. The information cost of protocol σ on the distribution Dr−1 is at most

IC(σ,Dr−1) ≤
1
pr

· IC(π,Dr).

Proof. Let j denote the random variable for the index j⋆ in σ and Π denote both the messages
of players in σ as well as πr – this is because, the players in σ communicate exactly the same
messages as πr (without loss of generality, we can assume Qr also writes the message of Qr+1
on the board, even though all players can calculate that message on their own also). And,
by Observation 5.6.1, we obtain that these messages are also distributed exactly the same
way as πr is a deterministic function of the samples from Dr = Dreal. Moreover, since πr is
a deterministic protocol, the only public randomness of σ is j and t. Thus,

IC(σ,Dr−1) = I(Ar−1 ; Π | j, t) (by Definition 5.3.3)

=
pr∑

j=1

1
pr

· I(Bt,j ; Π | t, j = j)

(by the distribution of j and since Ar−1 = Bt,k in σ for any choice of t ∈ [qr])

=
pr∑

j=1

1
pr

· I(Bt,j ; Π | t), (5.9)

where the final equality holds because of the following: the joint distribution of (Bt,j, Π, t)
is a deterministic function of the choice of Ar ∼ Dreal as fixing the input Ar also fixes the
sub-instance Bt,j (where t is the index of the special row of subinstances of Ar) as well as
all the messages of protocol πr = πr(Ar) which is deterministic. On the other hand, even
given a fixed choice of Ar, we can still pick j uniformly at random from [pr] as it is entirely
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independent of Ar. Thus, the joint distribution of (Bt,j, Π, t) is independent of the event
j = j and we can drop the conditioning. 7

The next observation is that for every j ∈ [pr], we have Bt,j ⊥ Bt,<j | t because the
sub-instances are sampled independently and, after conditioning on t, the choice of Bt,j and
Bt,<j only depend on the sub-instances. Thus, we can apply Proposition 4.3.2 to each of the
mutual information terms above and get:

pr∑
j=1

I(Bt,j ; Π | t) ≤
pr∑

j=1
I(Bt,k ; Π | t, Bt,<k)

= I(Bt,∗ ; Π | t) (by the chain rule of mutual information in Fact 4.3.1-(7))
≤ I(Bt,∗ ; Π | t) + I(B−t,∗ ; Π | Bt,∗, t) + I(t ; Π)

(as mutual information is non-negative (Fact 4.3.1-(2)))
= I({Bi,j}i∈[qr],j∈[pr] , t ; Π)

(by the chain rule of mutual information in Fact 4.3.1-(7))
= I(Ar ; Π) (as Ar fixes {Bi,j}i,j , T and vice-versa by item (iii))
= IC(πr,Dr). (by Definition 5.3.3)

Plugging in this bound in Eq (5.9), we conclude that,

IC(σ,Dr−1) ≤
1
pr

· IC(πr,Dr).

We are not done however as in the next step, we really need the communication cost of
the protocol to be small and not only its information cost (see Remark 5.6.11). We do this
by “compressing” the messages of σ down to their information cost. This part uses standard
ideas except for the fact that we are applying them to a multi-party protocol instead of their
typical two-party application.

In the following, we design a protocol σ by compressing the messages of σ on an input
Ar−1 ∼ Dr−1 down to their information cost. To avoid ambiguity, here, for every ℓ ∈ [r] and
i ∈ [r], we use Σi,ℓ to denote the message sent by player Qℓ of σ in round i. We also use Rσ

to denote the public randomness of σ. We define Σi,ℓ and Rσ analogously for σ. Protocol σ
is as follows:

A communication efficient implementation of σ as a protocol σ:

• For i = 1 to r rounds and ℓ = 1 to r players in this order:

1. Suppose the players at this point all know Rσ as well as

Σ<i := Σ<i,1, . . . , Σ<i,r, and Σi,<ℓ := Σi,1, . . . , Σi,ℓ−1,

7The conditioning on t cannot be dropped in the same manner, because at the end of the first round, all
the players know value of t, as it can be sent by Qr. All subsequent messages depend on t.

89



i.e., the public randomness of σ and the messages that “should have been”
communicated by σ in the first i − 1 rounds plus the ones by Q1, . . . , Qℓ−1 in
round i.

2. Define the distributions

Ui,ℓ := Σi,ℓ | Σ<i, Σi,<ℓ, Rσ, Ar−1,ℓ, and Vi,ℓ := Σi,ℓ | Σ<i, Σi,<ℓ, Rσ;

notice that the difference is only that in Ui,ℓ we also condition on the input of
player Qℓ in Ar−1, i.e., Ar−1,ℓ but in Vi,ℓ, we do not.

3. The player Qℓ plays the role of Alice in Proposition 5.3.5, who knows both Ui,ℓ

and Vi,ℓ and all other players play the role of Bob who only knows Vi,ℓ. The
players use public randomness and Alice (i.e., player Qℓ) writes the message
of Proposition 5.3.5, denoted by σi,ℓ, on the blackboard which allows all players
to sample a single message

Σi,ℓ ∼ Ai,ℓ = Σi,ℓ | Σ<i, Σi,<ℓ, Ar−1,ℓ, Rσ.

This allows the players to obtain the message Σi(ℓ) and continue this for-loop

The fact that σ is faithfully simulating the protocol σ follows immediately from Propo-
sition 5.3.5 as the message compression approach has no error. We now bound the length of
messages communicated by σ in expectation.

Claim 5.6.3. The expected length of the messages communicated by the protocol σ is at
most

ccomp ·
(

IC(σ,Dr−1) + r2
)

,

where ccomp ≥ 1 is an absolute constant defined in Eq (5.2) (derived from Proposition 5.3.5).

Proof. With a slight abuse of notation, we denote
∣∣∣Σ∣∣∣ to denote the length of the messages

communicated by σ (on a particular input and realization of randomness) and
∣∣∣Σi,ℓ

∣∣∣ for i ∈ [r]
and ℓ ∈ [r] as the length of the message Σi,ℓ. Thus, by linearity of expectation,

E
∣∣∣Σ∣∣∣ =

r∑
i=1

r∑
ℓ=1

E
∣∣∣Σi,ℓ

∣∣∣ .
Moreover, by Proposition 5.3.5, for every i ∈ [r] and ℓ ∈ [r], we have,

E
∣∣∣Σi,ℓ

∣∣∣ ≤ ccomp ·
(

E
Σ<i,Σi,<ℓ,Ar−1,ℓ,Rσ

D(Ui,ℓ || Vi,ℓ) + 1
)

(as the distributions of Proposition 5.3.5 are Ui,ℓ,Vi,ℓ (conditioned on the prior messages))

≤ ccomp ·
(

E
Σ<i,Σi,<ℓ,Ar−1,ℓ,Rσ

D(Σi,ℓ | Σ<i, Σi,<ℓ, Rσ, Ar−1,ℓ || Σi,ℓ | Σ<i, Σi,<ℓ, Rσ) + 1
)

(by the definition of Ui,ℓ,Bi,ℓ)
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= ccomp ·
(
I(Σi,ℓ ; Ar−1,ℓ | Σ<i, Σi,<ℓ, Rσ) + 1

)
. (by Fact 4.3.4)

Plugging these bounds in the expectation-term above implies

E
∣∣∣Σ∣∣∣ ≤ r∑

i=1

r∑
ℓ=1

ccomp ·
(
I(Σi,ℓ ; Ar−1,ℓ | Σ<i, Σi,<ℓ, Rσ) + 1

)

≤
r∑

i=1

r∑
ℓ=1

ccomp ·
(
I(Σi,ℓ ; Ar−1 | Σ<i, Σi,<ℓ, Rσ) + 1

)
(by Fact 4.3.1-(8) as Ar−1,ℓ is a deterministic function of Ar−1)

= ccomp ·
(
I({Σi,ℓ}i∈[r],ℓ∈[r] ; A | Rσ) + r2

)
(by the chain rule of mutual information in Fact 4.3.1-(7))

= ccomp ·
(

IC(σ,Dr−1) + r2
)

,

by the definition of information cost of σ in Definition 5.3.3.

Finally, we do a basic clean up of σ to bound its communication cost (in worst-case,
not in expectation). This step is entirely straightforward and is basically by truncating the
protocol σ whenever a player is going to communicate more than their “budget”. We only
provide the full protocol here for completeness.

Protocol π′: the truncated version of the protocol σ for a given parameter ε > 0

• Run the protocol σ as is. If at any point, a player is going to send a message that
results in the communication cost of the protocol to become more than

ccomp

ε
·
(

IC(σ,Dr−1) + r2
)

,

terminate the protocol and return ‘fail’.

We list the properties of the protocol π′ in the following.
Claim 5.6.4. For every ε > 0, protocol π′ is a r-round r-party protocol for solving Fr−1 on
an instance Ar−1 ∼ Dr−1 with probability of success at least δ − ε and communication cost

CC(π′) ≤ ccomp

ε
·
(

s

pr

+ r2
)

.

Proof. The fact that π′ is r-round and r-party is by definition. A direct application of Markov
bound, plus Claim 5.6.3 also implies that the probability that π′ terminates is at most ε.
This in turn implies that the error probability of π′ compared to that σ and equivalently σ
is at most ε more. Thus, π′ succeeds with probability at least δ − ε. Finally,

CC(π′) ≤
(1)

1
ε
· ccomp ·

(
IC(σ,Dr−1) + r2

)
≤
(2)

ccomp

ε
·
( 1

pr

· IC(πr,Dr) + r2
)
≤
(3)

ccomp

ε
·
(

s

pr

+ r2
)

,
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where (1) holds because of the truncation step in π′, (2) holds by Claim 5.6.2, and (3) holds
since by Proposition 5.3.4, IC(πr,Dr) ≤ CC(πr), which is the parameter s in Theorem 10.

5.6.3 Step 2: A Protocol for Fr−1 in (r − 1) Rounds via Round Elimination

Up until this point, we managed to obtain a protocol π′ which has the desired communication
cost and probability of success, but the main issue remains: it still requires r rounds as
opposed to (r − 1) rounds. In the following, we try a more nuanced way of creating an
(r − 1)-round protocol πr−1 which follows the same approach as π′ but no longer uses the
first round of messages of πr at all – instead, the players simply sample those messages using
public randomness.

Before we proceed however, we need to establish an important property of the original
protocol πr using the fact the distribution Dr is a product distribution.

Conditional Independence of Inputs Even After Messages

We can prove that the distribution of the inputs to the players in Dr remains a product
distribution (see item (ii)), even conditioned on the messages of the first round of πr. This
is a direct consequence of the rectangle property of protocols (and is a standard fact, which
is proven here merely for completeness given we are conditioning on a subset of the input
and not all of it).

Lemma 5.6.5. Let Π1 denote all messages of πr in the first round. For any i ∈ [qr] and
j ∈ [pr],

dist(Bi,>j, B>i,∗ | Bi,≤j, Π1, B<i,∗) =
r∏

ℓ=1
dist(Bi,>j,ℓ, B>i,∗,ℓ | Bi,≤j,ℓ, Π1, B<i,∗).

We will first show some necessary independence of distributions before proving the lemma.

Claim 5.6.6. For any ℓ ∈ [r], j ∈ [pr], i ∈ [qr], and any choice of Π1, Bi,≤j,ℓ, B<i,∗,

Bi,≤j,−ℓ, Bi,>j,<ℓ, B>i,∗,<ℓ ⊥ Bi,>j,ℓ, B>i,∗,ℓ | Π1, Bi,≤j,ℓ, B<i,∗.

Proof. We will show that the following mutual information term is zero, which immediately
implies the claim by Fact 4.3.1-(2):

I(Bi,≤j,−ℓ, Bi,>j,<ℓ, B>i,∗,<ℓ ; Bi,>j,ℓ, B>i,∗,ℓ | Π1, Bi,≤j,ℓ, B<i,∗)
≤ I(Ar−1,−ℓ ; Ar−1,ℓ | Π1, Bi,≤j,ℓ, B<i,∗)

(by the data processing inequality of Fact 4.3.1-(8) and Item (iii))
= I(Ar−1,−ℓ ; Ar−1,ℓ | Π1,≤ℓ, Π1,>ℓ, Bi,≤j,ℓ, B<i,∗) (by splitting Π1 = Π1,≤ℓ, Π1,>ℓ)
≤ I(Ar−1,−ℓ ; Ar−1,ℓ | Π1,≤ℓ, Bi,≤j,ℓ, B<i,∗)

(by Proposition 4.3.3 as Π1,>ℓ ⊥ Ar−1,ℓ | Ar−1,−ℓ, Π1,≤ℓ, Bi,≤j,ℓ, B<i,∗, and Π1,>ℓ is now fixed)
= I(Ar−1,−ℓ ; Ar−1,ℓ | Π1,<ℓ, Π1,ℓ, Bi,≤j,ℓ, B<i,∗) (by further splitting Π1,≤ℓ = Π1,<ℓ, Π1,ℓ)
≤ I(Ar−1,−ℓ ; Ar−1,ℓ | Π1,<ℓ, Bi,≤j,ℓ, B<i,∗)

(by Proposition 4.3.3 as Π1,ℓ ⊥ Ar−1,−ℓ | Ar−1,ℓ, Π1,<ℓ, Bi,≤j,ℓ, B<i,∗, and Π1,ℓ is now fixed)
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≤ I(Ar−1,−ℓ ; Ar−1,ℓ | Bi,≤j,ℓ, B<i,∗)
(by Proposition 4.3.3 as Π1,<ℓ ⊥ Ar−1,ℓ | Ar−1,−ℓ, Bi,≤j,ℓ, B<i,∗; Π1,<ℓ is now fixed)

= 0. (by item (ii) all Bi,j’s are independent and we can apply Fact 4.3.1-(2))

Lemma 5.6.5 follows easily now.

Proof of Lemma 5.6.5. We have that,

dist(Bi,>j, B>i,∗ | Bi,≤j, Π1, B<i,∗)

=
r∏

ℓ=1
dist(Bi,>j,ℓ, B>i,∗,ℓ | Bi,>j,<ℓ, B>i,∗,<ℓ, Bi,≤j, Π1, B<i,∗) (by chain rule)

=
r∏

ℓ=1
dist(Bi,>j,ℓ, B>i,∗,ℓ | Bi,>j,<ℓ, B>i,∗,<ℓ, Bi,≤j,−ℓ, Bi,≤j,ℓ, Π1, B<i,∗)

(by splitting Bi,≤j = Bi,≤j,−ℓ, Bi,≤j,ℓ)

=
r∏

ℓ=1
dist(Bi,>j,ℓ, B>i,∗,ℓ | Π1, Bi,≤j,ℓ, B<i,∗), (by Claim 5.6.6)

completing the proof.

Eliminating the First Round of the Protocol πr

We are now ready to proceed with designing our (r − 1)-round r-party protocol πr−1 for
Fr−1 using πr (and the intermediate protocol π′ designed in the previous step). Recall the
intermediate protocol σ in the previous step. This protocol (and subsequent ones σ and
π′) consists of two separate parts: (1) an embedding part that created an entire graph Ar

from Dr by placing the input Ar−1 ∼ Dr−1 as one of its special sub-instances; and, (2) a
simulation part that ran the protocol πr (either directly in σ or indirectly in σ and π′) on
this input. In the following, we will change the embedding part (thoroughly) but stick with
the same simulation part except that we will only run those simulations from the second
round onwards. Formally,

An (r − 1)-round r-party protocol πr−1 for Fr−1(Ar−1):

1. Sample first-round messages Π1,1, . . . , Π1,r of πr from Dr and indices j⋆ ∈ [pr] and
t ∈ [qr] uniformly at random and independently using public randomnessa.

2. Sample B<t,∗, Bt,<j⋆ from Dr | Π1,1, . . . , Π1,r, t = t using public randomness.

3. For every ℓ ∈ [r], each player Qℓ sets Bt,j⋆,ℓ = Ar−1,ℓ and samples(
Ar,ℓ ∼ Dr | Π1,1, . . . , Π1,r, t = t, B<t,∗, Bt,<j⋆ , Bt,j⋆,ℓ = Ar−1,ℓ

)
using private randomness. Let Ar = (Ar,1, Ar,2, . . . , Ar,r+1) be the input of all players
where, by item (iv), the input of the simulated player Qr+1 is fixed by t = t.
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4. The players run πr(Ar) from its second round onwards, following the protocol π′

of Claim 5.6.4.b

5. At the end, to solve Fr−1(Ar−1), use the transcript of πr for Fr(Ar), and this will
have the answer to Fr−1(Bt,j⋆) with probability at least ρ for random j⋆ (see item (v),
and π′ generates the messages of πr(Ar) implicitly).

aWe emphasize that we are not sampling the message Π1,r+1 in this step (as it is determined by t).
bProtocol σ runs protocol πr, and the first round messages are sampled from the same distribution.

The simulation of protocol σ in protocol σ can be started from the second round also, if the players already
know the messages of the first round, as is happening here. They truncate any large message from the
second round which is larger than the threshold given in π′.

Similar to step one and distribution Dreal, we also define the distribution Dfake as the
distribution of the graph Ar obtained in the protocol πr−1 when Ar−1 ∼ Dr−1. Unlike before,
however, it is no longer the case that Dfake is actually the “right” distribution of the input
that πr expects; for instance, we now embedded Bt,j⋆ = Ar−1 without conditioning on the
messages Π1,1, . . . , Π1,r in the protocol8. In particular, we can write these distributions as
the following (where the random variables on the RHS of each term is distributed according
to Dr):

dist(Π1, j⋆, Ar ∼ Dreal) := (Π1, t, j)× (B<t,∗, Bt,<j | Π1, t, j)
× (Bt,j | Π1, t, j, B<t,∗, Bt,<j)× (Ar | Π1, t, j, B<t,∗, Bt,<j, Bt,j)

(5.10)

dist(Π1, j⋆, Ar ∼ Dfake) := (Π1, t, j)× (B<t,∗, Bt,<j | Π1, t, j)

× (Bt,j)×
r∏

ℓ=1
(Ar,ℓ | Π1, t, j, B<t,∗, Bt,<j, Bt,j,ℓ) . (5.11)

In the above, with a slight abuse of notation, we wrote a triple (Π, t, j⋆, Ar) ∼ Dreal (or
∼ Dfake) to denote the joint distribution of all these variables when the input graph Ar is
sampled from Dreal versus when they are sampled from Dfake.

Nevertheless, we are going to prove that Dfake is not that different from Dreal either. In
particular, we prove the following lemma.
Lemma 5.6.7 (“distributions induced by Dreal and Dfake are close”).

∥dist(Π1, j⋆, Ar ∼ Dreal)− dist(Π1, j⋆, Ar ∼ Dfake)∥tvd ≤
√

s

2 pr · qr

.

We will bound this difference term by term in Eq (5.10) and Eq (5.11). The first two
terms are equal in both. The next, and the main, claim bounds the difference between the

8This is inevitable: we are given Ar−1 ∼ Dr−1 as part of the input and not from Dr−1 | Π1 (and we have
to sample Π1 instead of spending a whole round computing it). So, even though clearly in the protocol πr,
Π1 ̸⊥ Bt,j⋆ can happen, these two variables are always independent in Dfake.
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third terms. This is yet another application of direct-sum style arguments along the lines
of Claim 5.6.2, although fundamentally different as we need a much stronger guarantee (that
only holds for the first round of the protocol πr). We emphasize that the following claim
is talking about πr and not πr−1 (as the variables in RHS of Eq (5.10) and Eq (5.11) are
distributed according to πr).

Claim 5.6.8.

E
Π1, t, j, B<t,∗, Bt,<j⋆

∥(Bt,j⋆ | Π1, B<t,∗, Bt,<j⋆ , t = t, j = j⋆)− Bt,j⋆∥tvd ≤
√

s

2 pr · qr

.

Proof. We follow the standard plan of bounding the KL-divergence of the above distributions
and applying Pinsker’s inequality (Fact 4.3.10) at the end. In this lemma, all variables are
with respect to the protocol πr on the distribution Dr. The only exception is that of j which
is chosen uniformly from [pr] (and is not defined explicitly in Dr beforehand).

By item (ii), the first r players do not have any information about random variable t,
and thus their messages in the first round cannot reveal too much about all of the special
sub-instances, and in particular Bt,j⋆ . The last player knows t but has no access to any of
the sub-instances, so should not be able to reveal anything about the special sub-instances.
Overall, the first message cannot change the distribution of Bt,j⋆ , for a random chosen t ∈ [qr]
and j⋆ ∈ [pr] by much. Our proof formalizes this idea to get a bound on the KL-Divergence.
In the following, we denote

Π1,≤r := (Π1,1, Π1,2, . . . , Π1,r),

i.e., the first-round messages of all players except for the last one.
For every i ∈ [qr] and j ∈ [pr],

Bi,j ⊥ B<i,∗, Bi,<j, t = i, j = j, (5.12)

because sub-instances are chosen independently in Dr from each other, as well as the special
UPC selected by t; the choice of j is also independent of the entire graph. We can now use
this and have,

E
Π1, t, j, B<t,∗, Bt,<j⋆

D(Bt,j⋆ | Π1, B<t,∗, Bt,<j⋆ , t = t, j = j⋆ || Bt,j⋆)

= E
Π1, t, j, B<t,∗, Bt,<j⋆

D(Bt,j⋆ | Π1, B<t,∗, Bt,<j⋆ , t = t, j = j⋆ || Bt,j⋆ | B<t,∗, Bt,<j⋆ , t = t, j = j⋆)

(the distribution is the same by Eq (5.12))
= E

Π1,≤r, t, j, B<t,∗, Bt,<j⋆
D(Bt,j⋆ | Π1,≤r, B<t,∗, Bt,<j⋆ , t = t, j = j⋆ || Bt,j⋆ | B<t,∗, Bt,<j⋆ , t = t, j = k)

(because Π1,r+1 is fixed by t and Π1,≤r because it fixes the input of Qr+1 by item (iv))
= I(Π1,≤r ; Bt,j | B<t,∗, Bt,<j, t, j). (by Fact 4.3.4)

In words, the change in the KL-divergence of the distribution of the sub-instance Bt,j⋆ from
its original distribution by the messages of first round is bounded by the information revealed
by Π1,≤r about this sub-instance.
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To bound this mutual information term, we use the following simple observation:
Observation 5.6.9. We have, for any i ∈ [qr], j ∈ [pr],

Π≤r, Bi,j, B<i,∗, Bi,<j ⊥ t, j.

This observation holds because the sub-instances Bi,j for i ∈ [qr] and j ∈ [pr] are sampled
independently of t and j in distribution Dr, and this independence continues to hold even
conditioned on messages by the rectangle property. Nonetheless, we show this formally with
a mutual information based proof.

Proof of Observation 5.6.9. We have,

I(Π≤r, Bi,j, B<i,∗, Bi,<j ; t, j)
≤ I(B≤qr,∗ ; t, j) (by Fact 4.3.1-(8) as Π≤r is fixed by all the sub-instances)
≤ 0. (as the sub-instances are independent of t and j, by Fact 4.3.1-(2))

Fact 4.3.1-(2) now completes the proof.

We now bound the information term as follows:

I(Π1,≤r ; Bt,j | B<t,∗, Bt,<j, t, j) = E
t,j

[
I(Π1,≤r ; Bt,j⋆ | B<t,∗, Bt,<j⋆ , t = t, j = j⋆)

]
(by the definition of conditional mutual information)

= E
t,j

[
I(Π1,≤r ; Bt,j⋆ | B<t,∗, Bt,<j⋆)

]
(as (Π1,≤r, Bt,j⋆ , B<t,∗, Bt,<j⋆) are all independent of t, j, see Observation 5.6.9)

= 1
qr

· 1
pr

·
qr∑

t=1

pr∑
j⋆=1

I(Π1,≤r ; Bt,j⋆ | B<t,∗, Bt,<j⋆)

(as the distribution of both t, j is uniform and independent of each other)

= 1
qr · pr

· I(Π1,≤r ; {Bi,j}i∈[qr],j∈[pr])

(by the chain rule of mutual information in Fact 4.3.1-(7))

≤ 1
qr · pr

· I(Π ; A)

(by the data processing inequality of Fact 4.3.1-(8) and item (iii) on inputs of players)

= 1
qr · pr

· IC(πr,Dr)

(by the definition of external information (Definition 5.3.3))

≤ 1
qr · pr

·CC(πr) (by Proposition 5.3.4)

which is s/(qr · pr) as s is the total communication cost of πr. We thus have,

E
Π1, t, j, Bt,<j⋆ , B<t,∗

D(Bt,j⋆ | Π1, Bt,<j⋆ , B<t,∗ || Bt,j⋆) ≤ s

qr · pr

. (5.13)
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We can finish the proof as follows:

E
Π1, t, j, Bt,<j⋆ , B<t,∗

∥(Bt,j⋆ | Π1, Bt,<j⋆ , B<t,∗)− Bt,j⋆∥tvd

≤ E
Π1, t, j, Bt,<j⋆ , B<t,∗

[√
1/2 · D(Bt,j⋆ | Π1, Bt,<j⋆ , B<t,∗ || Bt,j⋆)

]
(by Pinsker’s inequality of Fact 4.3.10)

≤
√

1/2 · E
Π1, t, j, Bt,<j⋆ , B<t,∗

[
D(Bt,j⋆ | Π1, Bt,<j⋆ , B<t,∗ || Bt,j⋆)

]
(by Jensen’s inequality as

√
· is concave)

≤
√

s

2qr · pr

, (by Eq (5.13))

concluding the proof.

In the following claim, we bound the fourth terms of Eq (5.10) and Eq (5.11) by showing
those distributions are actually equivalent. This is a direct corollary of the conditional
independences we established earlier in Lemma 5.6.5. The statement of the following claim
is written in a rather indirect way, by stating the distance is zero instead of simply claiming
the two distributions are equivalent, to make its application in the later part of the proof
completely transparent.

Claim 5.6.10.

E
Π1,t,j,B<t,∗,Bt,<j,Bt,j

∥ (Ar | Π1, t, j⋆, B<t,∗, Bt,<j⋆ , Bt,j⋆)−
r∏

ℓ=1
(Ar,ℓ | Π1, t, j⋆, B<t,∗, Bt,<j⋆ , Bt,j⋆,ℓ) ∥tvd = 0.

Proof. The distribution of Ar conditioned on t = t, B<t,∗, Bt,<j⋆ , Bt,j⋆ is a function of sub-
instances

{Bt,j}j>j⋆ and {Bi,j}i>t,j∈[pr] ;

this follows immediately from item (iii). Moreover, these distributions are independent of
t = t even conditioned on Π1, since t = t fixes Π1,r+1 (again by item (iii)) but the rest of
Π1,≤r is independent of t = t – however, the sub-instances are only a function of Π1,≤r and
thus remain independent of t = t. Finally, j = j⋆ is independent of the entire graph; hence,
we have,

(Ar | Π1, t, j⋆, B<t,∗, Bt,<j⋆ , Bt,j⋆) = (Bt,>j⋆ , B>t,∗ | Π1, B<t,∗, Bt,<j⋆ , Bt,j⋆)
r∏

ℓ=1
(Ar,ℓ | Π1, t, j⋆, B<t,∗, Bt,<j⋆ , Bt,j⋆,ℓ) =

r∏
ℓ=1

(Bt,>j⋆,ℓ, B>t,∗,ℓ | Π1, B<t,∗, Bt,<j⋆ , Bt,j⋆,ℓ) .

The two RHS are now equal by Lemma 5.6.5, proving the claim.

Lemma 5.6.7 now follows from Claim 5.6.8 and Claim 5.6.10 and the chain rule (upper
bound) for total variation distance (Fact 4.3.8).
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We can now conclude the proof of Theorem 10, by showing that the protocol πr−1 can
solve Fr−1 with the desired probability.

Proof of Theorem 10. Suppose we sample an instance Ar−1 ∼ Dr−1 and run protocol π′ of
step one in Section 5.6.2 on this instance by creating the messages and instance (Π1, Ar) ∼
Dreal; then, by Claim 5.6.4,

Pr
Ar−1∼Dr−1

(Π1,j⋆,Ar)∼Dreal

(
π′ succeeds in solving Fr−1

)
≥ δ · ρ− ε, (5.14)

for the parameters δ and ε in the lemma’s statement.
On the other hand, what we are actually doing in πr−1 is to sample Ar−1 ∼ Dr−1 but

then run π′ of step one on this graph by creating messages and instance (Π1, Ar) ∼ Dfake

instead. Thus,

Pr
Ar−1∼Dr−1

(
πr−1 succeeds in solving Fr−1

)
= Pr

Ar−1∼Dr−1

(Π1,j⋆,Ar)∼Dfake

(
π′ succeeds in solving Fr−1

)
.

(5.15)

Nevertheless, the RHS of this equation and the LHS of the above one are quite close to each
other by Lemma 5.6.7 so we should be able to extend the first equation to the second one
as well. Formally,

Pr
Ar−1∼Dr−1

(Π1,j⋆,Ar)∼Dfake

(
π′ succeeds in solving Fr−1

)

≥ Pr
Ar−1∼Dr−1

(Π1,j⋆,Ar)∼Dreal

(
π′ succeeds in solving Fr−1

)
− ∥(Π1, j⋆, Ar) ∼ Dreal − (Π1, j⋆, Ar) ∼ Dfake∥tvd

(by Fact 4.3.5)

≥ δ · ρ− ε−
√

s

2 pr · qr

.

(by Eq (5.14) for the first term and Lemma 5.6.7 for the second one)

Plugging in this bound in Eq (5.15) implies that πr−1 solves Fr−1 with the desired probability.
Also, again, by Claim 5.6.4, we have that πr−1 has communication cost

CC(πr−1) ≤
ccomp

ε
·
(

s

pr

+ r2
)

.

Finally, we can fix the randomness of πr−1 by an averaging argument to obtain a deterministic
algorithm with the same performance. We now have the desired deterministic (r− 1)-round
r-party protocol for Fr−1, concluding the proof.

Remark 5.6.11. The reason we needed the message compression arguments and the protocols
σ and π′ of step one, instead of working with the protocol σ right away is the very last step
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of the proof above. Had we directly used σ, then, in the last step, we should have bounded the
information cost of σ on the new distribution Dfake instead of Dreal – while, by Lemma 5.6.7,
these two distributions are statistically close, this does not imply that the information cost
of σ on Dfake will be small also, which stops us from applying the induction hypothesis.

5.7 Using New Round Elimination
In this section, we use Theorem 10 to analyze the lower bound for distributions {Gr}r≥1 in
this section, and conclude the proof of Theorem 9. By Lemma 5.5.10, we need to focus on
the ability of protocols for solving the search predicate. The following lemma captures our
lower bound for this task.

Lemma 5.7.1. For any r ≥ 1, any r-round protocol π that given G ∼ Gr(n) (for n, r
satisfying Eq (5.3)), can solve Pr on input graph G with probability of success at least

2−p0 ·
(

1 + r

20 · (r + 1)

)

has communication cost

CC(π) ≥ sr(n) := 1
n02 · (2p0 · 40 · ccomp)r · ((r + 1)!)2 · e3r ln5/6(n)

·
(

(n) ↑
(

1 + 1
2r − 1

))
.

We do note that ignoring all extra (and lower order) terms in the lemma (that are needed
for a proper inductive argument), the lemma simply says that obtaining any probability of
success better than 2−p0 (an arbitrarily small constant) requires roughly n1+1/(2r−1) commu-
nication.

We prove Lemma 5.7.1 inductively using the round elimination argument: if we have a
“very good” r-round protocol, then we should be able to eliminate its first round and also
obtain a “good enough” (r − 1)-round protocol; keep doing this then eventually bring us
to a “non-trivial” protocol for the r = 0 case, which we know cannot exist. The following
lemma—which is the heart of the proof—allows us to establish the induction step.

We establish that the problelm Pr, obeys the properties required of Dr in Theorem 10.

Claim 5.7.2. The problem of solving a predicate Pr in graphs G ∼ Gr(n) (for n, r sat-
isfying Eq (5.3)), and Pr−1 on graphs G′ ∼ Gr−1(nr−1), for nr−1 from Eq (5.6) obey the
properties (i) to (v) expected of Dr.

Proof. Property (i) holds by definition. Property (ii) holds by Property (5.5.6) of Gr(n).
Property (iii) is true by the definition of Gr(n), specifically, line (2) in the description

of Gr(n). Moreover, Property (5.5.7) ensures that the independence of the subinstances is
preserved, as the subgraphs Ht,j for j ∈ [pr] are vertex disjoint. Property (iv) is true by line
(5) in the description. This is stated in Property (5.5.5) explicitly also.

The last property (v) is given by Lemma 5.5.10. This lemma proves that for every valid
search sequence K = (kr, kr−1, . . . , k1), the MIS uniquely determines Pr(G, K). For any
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subgraph Ht,j for j ∈ [pr], for any valid search sequence K ′ = (k′
r−1, . . . , k′

1) for Ht,j, we
have:

Pr−1(Ht,j, (k′
r−1, . . . , k′

1)) = Pr(G, (j, k′
r−1, . . . , k′

1)),
hence the transcript can be used to solve Pr−1(Ht,j) also for all j ∈ [pr]. Hence, property (v)
holds with ρ = 1.

A simple corollary of Claim 5.7.2 and Theorem 10 gives us the following round elimination
result for Gr(n).

Corollary 5.7.3. For every 0 < ε < δ < 1 and integer s ≥ 1, the following is true.
Suppose there is a deterministic r-round (r + 1)-party protocol πr with communication cost
CC(πr) ≤ s that solves predicate Pr with probability at least δ for a graph G ∼ Gr(n) (for
n, r satisfying Eq (5.3)). Then, for constant ccomp (from Eq (5.2)), there is an (r− 1)-round
r-party deterministic protocol πr−1 with communication cost

CC(πr−1) ≤
ccomp

ε
· ( s

pr

+ r2)

that solves Pr−1 for G′ ∼ Gr−1(nr−1) (for nr−1 from Eq (5.6)) with probability of success at
least

δ − ε−
√

s

2pr · qr

.

5.7.1 Proof of Lemma 5.7.1

We now use Corollary 5.7.3 to complete the proof of Lemma 5.7.1 (restated below). At this
stage, the main arguments have been made and the remainder of the proof, for the most
part, is a tedious calculation based on the parameters set in Eq (5.6) and Eq (5.8).

Lemma (Restatement of Lemma 5.7.1). For any r ≥ 1, any r-round protocol π that given
G ∼ Gr(n) (for n, r satisfying Eq (5.3)), can solve Pr on input graph G with probability of
success at least

2−p0 ·
(

1 + r

20 · (r + 1)

)
has communication cost

CC(π) ≥ sr(n) := 1
n02 · (2p0 · 40 · ccomp)r · ((r + 1)!)2 · e3r ln5/6(n)

·
(

(n) ↑
(

1 + 1
2r − 1

))
.

Proof. Given that there is a distribution over G and we are working with communication cost
(which is a worst-case measure), it suffices to prove Lemma 5.7.1 for deterministic protocols;
the result for randomized protocols then follows immediately by the easy direction of Yao’s
minimax principle (namely, by fixing the randomness of the protocol to its “best” choice
using an averaging argument). We prove the lemma using induction on r.
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Base Case. We prove the base case when r = 1. Assume towards a contradiction that
there exists a protocol π1 for G1(n) which uses communication

CC(π1) < s1(n) = 1
n2

0 · (2p0 · 40ccomp) · (2!)2 · e3 ln5/6(n)
· n2,

and success probability at least 2−p0 · 41/40. We will use Corollary 5.7.3 on π1 to get a
0-round protocol.

We know that a 0-round protocol cannot change the prior distribution of P0(G, ∅) for
G ∼ G0(n0) which is uniform over {0, 1}p0 . Thus, the probability that the 0-round protocol
can solve the predicate P0 is 2−p0 as it returns a fixed answer to P0(G, ∅) independent of G.

We use Corollary 5.7.3 on π1 with the following parameters (from Eq (5.8) for r = 1):

ϵ = 1
160 · 2p0

p1 = 2b1

exp(ηp · (ln(2b1))3/4) q1 = 2b1

exp(ηq · (ln(2b1))3/4) .

We get a 0-round protocol π0, which cannot communicate any bits. We will just analyze
the probability of success of π0. We have,

s1(n)
p1 · q1

= 1
n2

0 · (2p0 · 40ccomp) · (2!)2 · e3 ln5/6(n)
· n2

︸ ︷︷ ︸
=s1

· exp(ηp · (ln(2b1))3/4)
2b1︸ ︷︷ ︸

=1/p1

· exp(ηq · (ln(2b1))3/4)
2b1︸ ︷︷ ︸

=1/q1

= 1
16 · 40 · 2p0 · ccomp

· (2 · b1n0)2

4 · b2
1 · n2

0
· exp((ηp + ηq) · ln3/4(2b1)− 3 ln5/6(n))

(by choice of b1 = (n/2n0) from Eq (5.4))

≤ 1
16 · 40 · 2p0 · ccomp

· exp(−2 ln5/6(n))

(as ηp = O(1), ηq = O(1), 2b1 < n, and O(ln3/4(n)) < ln5/6(n) for large n)

≤
( 1

160 · 2p0

)2
. (taking a loose but sufficient upper bound)

Thus, by Corollary 5.7.3, the probability of success of π0 is at least,

41
40 · 2p0

− 1
160 · 2p0︸ ︷︷ ︸

ε

− 1
160 · 2p0︸ ︷︷ ︸√
s1(n)/(p1·q1)

= 81
80 · 2p0

>
1

2p0
,

which is a contradiction. This proves the induction base for r = 1.

Induction Step. We now prove the induction step wherein we assume the statement is
true for r − 1 and we prove it for r > 1. Suppose towards a contradiction that there exists
a protocol πr with probability of success

δ := 1
2p0

(
1 + r

20 · (r + 1)

)
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for solving Pr as in the lemma statement, but with communication cost CC(πr) < sr(n) for
the parameter sr(n) in the lemma statement. Now, recall from Eq (5.5) and Eq (5.8) that
any graph sampled from distribution Gr has the following parameters:

n = 2 · br · nr−1 = 2 · (nr−1) ↑
( 2r − 1

2r−1 − 1

)
,

br = (nr−1) ↑
(

1 + 1
2r−1 − 1

)

pr = br · 2r

exp(ηp · (ln(br · 2r))3/4) =
(nr−1) ↑

(
1 + 1

2r−1−1

)
· 2r

exp (ηp · (r ln 2 + ln(br))3/4)
,

qr = br · 2r

exp(ηq · (log(br · 2r))3/4) =
(nr−1) ↑

(
1 + 1

2r−1−1

)
· 2r

exp (ηq · (r ln 2 + log(br))3/4)
.

(5.16)

We use Corollary 5.7.3 on protocol πr with parameter

ε := 1
2p0 · 40 · (r + 1)2

to get a protocol πr−1 for Pr−1 over Gr−1(nr−1). We want to analyze the communication cost
and probability of success of this protocol. We start by getting an upper bound on sr(n)/pr.

sr(n)
pr

=
(n) ↑

(
1 + 1

2r−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · e3r ln5/6(n)︸ ︷︷ ︸
=sr

·
exp

(
ηp · (r ln 2 + ln(br))3/4

)
br · 2r︸ ︷︷ ︸
=1/pr

=
2

2r

2r−1 · (nr−1) ↑
(

2r

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· 1

br

· exp
(
ηp · (r ln 2 + ln(br))3/4 − 3r ln5/6(n)

)
(by the choice of nr−1 from Eq (5.16) and moving around the terms 2r and br in the denominator)

=
2

2r

2r−1 · (nr−1) ↑
(

2r

2r−1−1 −
2r−1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· exp

(
ηp · (r ln 2 + ln(br))3/4 − 3r ln5/6(n)

)
(by the choice of br from Eq (5.16) and writing it in the exponent of nr−1)

=
2

2r

2r−1 · (nr−1) ↑
(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· exp

(
ηp · (r ln 2 + ln(br))3/4 − 3r ln5/6(n)

)
(by canceling the terms in the exponent of nr−1)

≤
(nr−1) ↑

(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· exp

(
O(ln3/4(n))− 3r ln5/6(n)

)
(as 2

2r

2r−1 = O(1), br ≤ n by Eq (5.16), ηp = Θ(1) by Proposition 5.4.5, and r ≪ ln n by Eq (5.3))

≤
(nr−1) ↑

(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· exp

(
−(3r − 1) ln5/6(n)

)
.

(as O(log3/4(n)) < ln5/6(nr) for large n)
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By Corollary 5.7.3, the communication cost of πr−1 is at most,

CC(πr−1) ≤
ccomp

ε
·
(

sr(n)
pr

+ r2
)

≤ ccomp

ε
·

 2 · (nr−1) ↑
(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· exp

(
−(3r − 1) ln5/6(n)

)
(by our bound on sr(n)/pr from above and since r2 is (much) smaller than this bound by Eq (5.3))

= ccomp · 2p0 · 40 · (r + 1)2︸ ︷︷ ︸
=1/ε

·

 (nr−1) ↑
(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r−1 · exp
(
−(3r − 2) ln5/6(n)

)
(by our choice of ε and canceling the 2-term in the nominator via 2r in the denominator)

=
(nr−1) ↑

(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r−1 · (r!)2 · 2r−1 · exp
(
−(3r − 1) ln5/6(n)

)
(by canceling the extra terms via the ones in the denominator)

≤
(nr−1) ↑

(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r−1 · (r!)2 · 2r−1 · e3·(r−1)·ln5/6(nr−1)

(by dropping an extra e2 ln5/6(nr−1)-term and using the fact nr−1 < n)
= sr−1(nr−1).

Thus, the communication cost of πr−1 is less than the bounds of the induction hypothesis
for r − 1.

It remains to bound the probability of success of πr−1. By Corollary 5.7.3,

Pr (πr−1 solves Pr−1) ≥ δ − ε−
√

sr(n)
pr · qr

≥ 1
2p0

(
1 + r

20(r + 1)

)
− 1

2p0 · 40(r + 1)2 −
√

sr(n)
pr · qr

.

(by the choice of ε and δ earlier in the proof)

We thus only need to bound the last term to conclude the proof.
We can upper bound this last term as follows:

sr(n)
pr · qr

≤
(nr−1) ↑

(
1 + 1

2r−1−1

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 2r
· exp

(
−(3r − 1) ln5/6(n)

)
· exp (ηq · (r ln 2 + ln br)3/4)

br · 2r︸ ︷︷ ︸
=1/qr

(by our upper bound on sr(n)/pr established above and the choice of qr in Eq (5.16))
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=
exp

(
−(3r − 1) ln5/6(n) + ηq · (r ln 2 + ln br)3/4

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 22r

(by the choice of br = (nr−1) ↑
(
1 + 1

2r−1−1

)
in Eq (5.16) and moving around the terms)

≤
exp

(
−(3r − 1) ln5/6(n) + O(ln3/4 n)

)
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 22r

(as br ≤ n by Eq (5.16), ηq = Θ(1) by Proposition 5.4.5, and r ≪ ln n by Eq (5.3))

≤ exp(−(3r − 2) ln5/6(n))
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · 22r
· (as O(ln3/4(n)) < log5/6(n) for large n)

≪
(

1
2p0 · 40 · (r + 1)2

)2

.

(using a crude upper bound sufficient for the analysis using ln5/6 ≫ r by Eq (5.3))

Thus, the probability that πr−1 solves Pr−1 is at least

1
2p0

(
1 + r

20(r + 1)

)
− 1

2p0 · 40(r + 1)2 −
1

2p0 · 40(r + 1)2 >
1

2p0

(
1 + r − 1

20r

)
.

But, now πr−1 is a (r − 1)-round protocol with communication cost CC(πr−1) < sr−1(nr−1)
and probability of success strictly larger than 1/2p0 · (1 + (r − 1)/20r) which contradicts
the induction hypothesis for r − 1 (recall that by Observation 5.5.3, nr−1 and (r − 1) also
satisfy Eq (5.3) and thus we can indeed apply the induction hypothesis). This implies that
our choice of the protocol πr was contradictory, completing the proof.

5.7.2 Concluding the Proof of Theorem 9

Theorem 9 follows from combining the results in the previous section and the following
argument.

Lemma 5.5.10 implies that MISn,r+1 is as hard as solving Pr(G, K) for G ∼ Gr and every
valid search sequence K. Lemma 5.7.1 then shows that, for the r-round protocol π in the
theorem statement, there is a lower bound of

CC(π) ≥ sr(n) := 1
n2

0 · (2p0 · 40ccomp)r · ((r + 1)!)2 · e3r ln5/6(n)
·
(

(n) ↑
(

1 + 1
2r − 1

))

for solving Pr on an n-vertex input graph G ∼ Gr(n) with probability of success at least

1
2p0

(
1 + r

20(r + 1)

)
≤ 21

20 · 2p0
<

21
20 · 2(n0/2)−1

for any r ≥ 1. We choose n0 to be a large enough constant to handle any constant probability
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of success strictly larger than zero. Thus, for MISn,r+1, we obtain a lower bound of

Ω
( 1

2Θ(r ln5/6(n))
· n1+1/(2r−1)

)
bits on the communication cost of the problem for any r-round protocol as long as n ≥
(n0)2r−1.

This concludes the proof of Theorem 9.
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6 Matchings in Streams
The maximum matching problem is arguably the most studied problem in the semi-streaming
model and has been considered from numerous angles (this list is by no means a comprehen-
sive summary of prior results):

• single-pass algorithms [FKM+05,GKK12,Kap13,Kap21,ABKL23],

• constant-pass algorithms [KMM12,EHM16,KT17,Kon18b,KN21,Ass22,KNS23],

• (1−ε)-approximation algorithms [McG05,AG11,EKMS12,AG18,Tir18,GKMS19,ALT21,
FMU22,AJJ+22,Ass23],

• random-order streams [KMM12,Kon18b,ABB+19,GKMS19,FHM+20,Ber20,AS23b],

• dynamic streams [Kon15,CCHM15,AKLY16,CCE+16,AKL17,DK20,AS22],

• weighted or submodular matchings [FKM+05,CS14,CK14,CGQ15,PS17,BDL21,LW21],

• matching size estimation [KKS14,EHL+15,BS15,MV16,CJMM17,MV18,AKL17,KMNT20,
AKSY20,AN21,AS23b],

• and, exact algorithms [FKM+05,GO16,AR20,LSZ20,CKP+21a,AJJ+22].

In this chapter, we focus on proving multi-pass graph streaming lower bounds for ap-
proximate matchings in both insertion-only streams and dynamic streams.

Insertion-only Streams

The question of understanding the approximation ratio achievable by multi-pass semi-streaming
algorithms for matchings was posed by [FKM+05] alongside the introduction of the semi-
streaming model itself. Moreover, [FKM+05] also gave a (2/3 − ε)-approximation algo-
rithm for this problem in O(1/ε) passes, which was soon after improved by [McG05] to a
(1− ε)-approximation in (1/ε)O(1/ε) passes. A long line of work since then [AG11,KMM12,
Kap13, EKMS12, KT17, AG18, Kon18b, Tir18, ALT21, FMU22, AJJ+22] has culminated in
semi-streaming algorithms with poly(1/ε) passes for general graphs [FMU22] and O(1/ε2)
passes for bipartite graphs [ALT21] (there are also algorithms with pass-complexity with
better dependence on ε at the cost of mild dependence on n, namely, O(log n/ε) passes
in [AG18, AJJ+22, Ass23] or for finding perfect matchings in n3/4+o(1) passes [AJJ+22]; see
also [LSZ20]).

The lower bound front however has seen much less progress with only a handful of results
known for single-pass algorithms [GKK12,Kap13,AKL17,Kap21] and very recently two-pass
algorithms [KN21,Ass22,KN24]. But no lower bounds beyond two-pass algorithms are known
for constant factor approximation of matchings in the semi-streaming model (lower bounds
for computing exact maximum matchings up to almost Ω(log n) passes are proven in [GO16];
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see also [AR20, CKP+21a]). It is worth noting that in the much more restricted setting of
polylog(n)-space algorithms, [AN21], building on [AKSY20], proved an Ω(1/ε)-pass lower
bound for estimating the matching size.

Let β ∈ (0, 1) is the largest parameter so that an n-vertex graph with nβ edge-disjoint
induced matchings of size Θ(n) exist (see Section 4.2.1). This is our first result:
Theorem 2 (restated). Any (possibly randomized) semi-streaming algorithm for (1 − ε)-
approximation of even the size of maximum matchings requires

Ω
( log (1/ε)

log (1/βrs)

)

passes over the stream. The lower bound holds for the entire range of ε ∈ [n−Θ(βrs), Θ(βrs)].

The current known values of βrs are:

Ω
(

1
log log n

)
≤

[FLN+02]
βrs ≤

[FHS15]
1−Θ

(
log∗n

log n

)
,

so in the case where βrs = Ω(1), our result gives an Ω(log(1/ε))-lower bound on the number
of passes. More recently, we proved the same result unconditionally for outputting a (1− ε)-
approximate matching.
Theorem 3 (restated). Any (possibly randomized) semi-streaming algorithm that outputs
a (1− ε)-approximation of maximum matchings requires Ω(log(1/ε))-passes over the stream.

Our lower bound result provides the first pass-approximation lower bound for (small)
constant approximation of matchings in the semi-streaming model, a longstanding open
question in the graph streaming literature.

The techniques of Theorem 2 are based on analyzing communication protocols for com-
pressing (hidden) permutations. Prior work in this context [CKP+21a] relied on reducing
such problems to Boolean domain and analyzing them via tools like XOR Lemmas and
Fourier analysis on Boolean hypercube. In contrast, our technical contribution is a hardness
amplification result for permutations through concatenation in place of prior XOR Lemmas.
This result is proven by analyzing permutations directly via simple tools from group repre-
sentation theory [HGG09] combined with detailed information-theoretic arguments. We not
go further into the proof of Theorem 2, as the techniques are mostly disjoint from the rest
of this thesis. We only focus on Theorem 3 in this chapter.

Dynamic Streams

In the dynamic graph streaming model, the edges in E are defined by a sequence of
insertions and deletions in a stream σ := (σ1, . . . , σN) of length N which is often assumed
to be some poly(n). Each entry σi of the stream is either inserting a new edge (ui, vi) to E
or deleting an already inserted edge from it. The goal is to make one or a few passes over
the stream, use a limited memory—ideally, O(n ·polylog (n)) bits, same as semi-streaming
space—and compute the answer to a given problem on the graph G at the end of the last
pass.
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• The first such algorithms for matchings were obtained in [AGM12] alongside the intro-
duction of the dynamic graph streaming model itself. The authors in [AGM12] observed
that the prior techniques of [LMSV11] (in the MapReduce/MPC model) also imply an
O(log n)-pass semi-streaming algorithm for 2-approximation of maximum matching in dy-
namic streams.1

• In the same work, [AGM12], building on [AG11], further improved the approximation ratio
of the algorithm of [LMSV11] to (1+ε)-approximation for any fixed ε > 0 using O(log2(n))
passes on general graphs and O(log n) passes on bipartite graphs.

• The algorithms of [AGM12] were subsequently improved in [AG15] to an O(log n)-pass
algorithm for (1+ ε)-approximation even on weighted (general) graphs. Very recently, this
algorithm was simplified and slightly improved in [Ass24]. Yet another algorithm with
similar guarantees for unweighted bipartite graphs was obtained in [AJJ+22].

• In addition, some generic reductions from general to bipartite [McG05,Tir18] or weighted
to unweighted matchings [GKMS19, BDL21] developed over the years can be applied to
the algorithms of [LMSV11] to obtain O(log n)-pass algorithms for (1 + ε)-approximation
for fixed ε > 0.2

• In parallel to the line of work on multi-pass algorithms, a series of work studied single-pass
algorithms for this problem [Kon15,CCHM15,AKLY16,CCE+16,AKL17,DK20,AS22]. In
particular, [AKLY16] proved that any O(1)-approximation of matchings via single-pass
algorithms requires n2−o(1) space and [DK20] improved this to an optimal Ω(n2) space
lower bound.

This constitutes the state-of-the-art for matchings in dynamic graph streams:

For semi-streaming algorithms on dynamic streams, O(1)-approximation to max-
imum matching is possible in ≈ log n passes and not possible in a single pass.

Closing this huge gap between upper and lower bounds for dynamic streaming matchings
has been a longstanding open question in the graph streaming literature. This is precisely
the contribution of our work: we fully settle the pass complexity of O(1)-approximation of
maximum matching in dynamic streams by improving both the upper and lower bounds for
this problem. This thesis only focuses on our lower bound result.

Theorem 4 (restated). Any randomized semi-streaming algorithm for O(1)-approximation
of maximum matching in dynamic streams with constant probability of success requires Ω(log log n)
passes. The lower bound holds even on (unweighted) bipartite graphs.

Let us move to the proof of our results.
1Technically, the algorithms of [LMSV11,AGM12], and some subsequent ones, use n1+1/p-space in O(p)

passes. This translates to an O( log(n)
loglog(n) )-pass algorithm in semi-streaming space. Yet, to keep the focus on

the bigger picture, we ignore this lower-order term improvement and refer to these algorithms as O(log n)
passes still.

2These algorithms generally have a (much) worse dependence on the parameter ε compared to the ones
in the bullet point above, but for constant ε > 0, their guarantees are still asymptotically the same.
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6.1 Insertion-only Streams
Our multi-pass lower bound for approximate maximum matching follows from the ideas
of [KN24] and the optimal multi-pass lower bound for maximal independent set in Chap-
ter 5. We reuse the preliminaries section of Maximal Independent Sets for the insertion-only
streaming lower bound also (the definitions and tools from Section 5.3). The new round
elimination theorem Theorem 10 of Chapter 5 will be used to prove the statement. As this
result is quite short, and the techniques were already described in Chapter 3, we skip a more
detailed overview and move directly to the proof.

Using the connection between communication complexity and streaming (see Proposi-
tion 5.3.2), our result is implied by a p-round communication lower bound for approximate
matching. To that end, we construct a hard distribution for p-round protocols by using
a graph product that embeds “many” (p − 1)-round hard instances into an RS graph as
in [KN24]. This combinatorial construction is the only new technical contribution of this
result.

Now, we state the communication lower bound that we prove in this section.

Theorem 11. For any p ∈ N, 0 < ε ≤ 1, and sufficiently large integer n ≥ 1, any p-round
(p + 1)-player protocol π that outputs an (1− ε)-approximate maximum matching with

ε <
1
4 ·
(

1− 2δrs

3 + 2δrs

)p

,

where δrs is the constant from Proposition 4.2.2, and has at least (2/3) probability of success
has communication cost

CC(π) = n1+Ω(1/(log log n)3p).

We can easily prove Theorem 3 now.

Proof of Theorem 3. Let A be a semi-streaming algorithm that gets an (1− ε)-approximate
maximum matching in p-passes and Õ(n) space with probability of success at least (2/3).
By the connection between streaming algorithms and communication protocols Proposi-
tion 5.3.2, A gives rise to a protocol for approximate matching with the same guarantees.

Using Theorem 11, we know that the space required by such an algorithm is at least

n1+Ω(1/(log log n)3p) = ω(n logc n),

for any constant c when p = o(log log n/ log log log n), which is more than the space used by
A. Therefore, the approximation ratio of such an algorithm should be:

ε <
1
4 ·
(

1− 2δrs

3 + 2δrs

)p

=⇒ p = Ω(log(1/ε)),

for constant δrs from Proposition 4.2.2.

We prove Theorem 11 by first recursively constructing a family of distributions {Gp}p≥0
of graphs where each Gp is a hard distribution for p-round protocols that output a matching
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Figure 6.1: An example of the embedding product on RS graphs. The RS graph from
Figure 3.7 is used and there are totally 12 many smaller graphs. We show three such graphs
on the right. The shaded circles indicate vertices which are groups of three. Each edge is
replaced by a specific bipartite graph from the given family.

with an approximation ratio larger than (1 − 1/3p) (see Section 6.1). Then, we show that
Theorem 10 is applicable to directly prove the result.

Before describing the hard distributions, we first provide a useful embedding of a family
of r · t many bipartite graphs within an (r, t)-RS graph. This can be seen as replacing every
edge of the “outer” RS graph with one of the “inner” graphs of the family3.

Definition 6.1.1. Let Grs be a balanced bipartite (r, t)-RS graph on 2n1 vertices Lrs ∪ Rrs
for some r, t ≥ 1. Let H := {Hi,j | i ∈ [t], j ∈ [r]} be a family of balanced bipartite inner
graphs where all graphs in H are on the same 2n2 vertices Lin∪Rin, but may have different
edges.

We define the embedding of H into Grs, denoted by G := embed(H → Grs), as the
following (2 · n1 · n2)-vertex balanced bipartite graph:

• Vertices: We have vertex sets Lem := Lrs × Lin and Rem := Rrs ×Rin;

• Edges: For any i ∈ [t] and j ∈ [r], let ei,j = (u, v) be the jth edge of induced matching
M rs

i in Grs. Then, for any edge (wL, wR) ∈ Hi,j, we add an edge f between vertices
(u, wL) ∈ Lem and (v, wR) ∈ Rem to G. We say that the edge f is added with respect to the
edge ei,j.

See Figure 6.1 for an illustration.

The following lemma captures the main property of these embeddings, which crucially
relies on the matchings in a RS graph being induced and edge disjoint.

Lemma 6.1.2. Let Grs be a balanced bipartite (r, t)-RS graph for some r, t ≥ 1, let

H := {Hi,j | i ∈ [t], j ∈ [r]}
3RS graphs are the counterparts of graphs with many disjoint unique path collections from Chapter 5.
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be a family of balanced bipartite graphs and let G := embed(H → Grs). For any i ∈
[t], the induced subgraph of G on vertices corresponding to M rs

i , i.e., {(v, ∗) | v ∈
e for some e ∈M rs

i }, is a vertex-disjoint union of graphs Hi,j for j ∈ [r] in H.

Proof. For any i ∈ [t], let Vi := {(v, ∗) | v ∈ ei,j for some ei,j ∈M rs
i } denote the vertices of

G corresponding to the induced matching M rs
i . Let Gi := G[Vi] be the induced subgraph

of G on Vi. We prove the result in two parts: (i) Gi contains the disjoint union of Hi,j for
j ∈ [r], and (ii) it does not contain any other edges.

Part (i). Fix j ∈ [r] and observe that all edges of Hi,j are added to Gi by the embedding
product with respect to the edge ei,j = (u, v) in a way that “preserves its structure”. For-
mally, the bipartite edges of Hi,j between vertices Lin and Rin are added, with a one-to-one
correspondence, between the vertices {u} × Lin ⊆ Lem and {v} ×Rin ⊆ Rem of Gi. Further-
more, since the edges of the matching M rs

i are vertex-disjoint, the edges added to G with
respect to the edges of M rs

i form a vertex-disjoint union of Hi,j for all j ∈ [r] in Gi.

Part (ii). It remains to argue that no other edges are added to Gi by the embedding
product. Towards a contradiction, assume that Gi contains an edge f that is not added with
respect to an edge of M rs

i . This implies that f is added with respect to an edge ei′,j′ = (u′, v′)
of Grs for some i′ ̸= i ∈ [t] and j′ ∈ [r], and that u′, v′ must each be an endpoint of edges in
M rs

i . This, however, is a contradiction since ei′,j′ is an edge of M rs
i′ that is edge disjoint from

M rs
i , and M rs

i is an induced matching.

As previously mentioned, the distributions are defined recursively as a family {Gp}p≥0
where each Gp is a hard distribution for p-round (p+1)-player protocols. We use Q1, Q2,. . . , Qp+1
to denote the players in Gp. In addition, for any input graph G and any a ∈ [p + 1], the
input to player Qa is denoted by G(a).

Base case for p = 0. The base case is defined for p = 0 such that protocols with 0
rounds of communication are required to solve a simple yet non-trivial matching problem
(and is hence trivially impossible). Formally, the distribution is as follows and is illustrated
in Figure 6.2:

The distribution G0(n) for 0-round “protocols”.

1. Let G be a balanced bipartite graph on 2n vertices. G is made of r0 = (n/2) vertex
disjoint gadgets, each defined as follows:

(a) Let H = (L, R, E) be a gadget on vertices L = {u1, u2} and R = {v1, v2}
(b) With probability 1/2, the edges (u1, v1) and (u2, v2) are included in E (a parallel

gadget). Otherwise, the edges (u1, v2) and (u2, v1) are included in E (a cross
gadget).

2. Player Q1 receives G(1) := G as the input (this is the only player when p = 0).
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(a) A cross gadget. (b) A parallel gadget.

(c) An example of a graph sampled from G0(n) with n = 6, two cross gadgets
and one parallel gadget.

Figure 6.2: The hard distribution G0(n) and the gadgets.

We can immediately see that any graph sampled from G0 is made up only of a single
perfect matching of size 2 · r0 = n. Learning a single edge of a gadget reveals the type of
gadget, i.e., whether it is a parallel gadget or cross gadget, and thus also reveals the other
edge. Furthermore, to learn the type of a gadget, any 0-round “protocol”, which has to
commit to an answer without knowing the input, can not do better that random guessing.

Distributions for p ≥ 1. The hard distribution Gp for p-rounds will be a (2n)-vertex
balanced bipartite graph constructed by embedding “many” hard instances for (p−1)-rounds
sampled from Gp−1(np−1) into a balanced bipartite (rp, tp)-RS graph with 2bp vertices (see
Eq (6.1) and Eq (6.2) for the parameters). The distribution is as follows and is illustrated
in Figure 6.3:

The distribution Gp(n) for p-round protocols for p ≥ 1 and sufficiently large
n ∈ N.

1. Pick a fixed balanced bipartite (rp, tp)-RS graph Grs on 2bp vertices Lrs ∪ Rrs, from
Proposition 4.2.2.

2. Sample rp · tp independent instances from Gp−1(np−1) denoted by H :=
{Hi,j | i ∈ [tp], j ∈ [rp]}.

3. Create the graph G̃ := embed(H → Grs) on vertices Lem ∪ Rem (as in Defini-
tion 5.4.6).

4. For a ∈ [p], player Qa receives the edges in G̃ that correspond to subgraphs Hi,j(a)
for all i ∈ [tp] and j ∈ [rp] where Hi,j(a) is the subgraph of Hi,j given to the ath

player in Gp−1(np−1).

5. Pick i⋆ uniformly at random from [tp] and let M rs
i⋆ in Grs be the special matching.

Let V ⋆ ⊆ Lrs ∪Rrs be the set of vertices in Grs incident to M rs
i⋆ .

6. Player Qp+1 receives an arbitrary auxiliary perfect matching Maux from
{(u, ∗) | u ∈ (Lem ∪Rem) \ V ⋆} to new sets of vertices Laux and Raux (each of size
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(bp − rp) · np−1).

Figure 6.3: An illustration of the distribution Gp for p ≥ 1. When p = 1, the smaller
instances are as in Figure 6.2. Only the smaller instances in the special matching are shown.
All edges of the outer RS graph are replaced also. The shaded circles represent groups of
vertices.

The parameters np−1 and bp are chosen such that:

n = np−1 · (2bp − rp), bp = (np−1) ↑ ((log log np−1)3). (6.1)

Using the family of RS graph in Proposition 4.2.2 for the construction of the distribution
Gp(n), we get the following parameters for p ≥ 1:

n =
(3

2 + δrs

)
· bp · np−1, rp :=

(1
2 − δrs

)
· bp, tp := bcrs/ log log bp

p . (6.2)

Lastly we define a new parameter κrs that will be used repeatedly in the calculations.

κrs = 1− 2δrs

3 + 2δrs
. (6.3)

Notation. For any a ∈ [p + 1], let Gp,a(n) denote the distribution of edges in the in-
put graph that are given to player Qa. The distribution Gp(n) is a joint distribution of
(Gp,1(n), . . . ,Gp,p+1(n)).

An instance sampled from Gp(n) is a graph G together with its edge partitioning (G1,
. . ., Gp+1) between the (p + 1) players. With a slight abuse of notation, we sometimes refer
to G sampled from Gp(n), i.e., G ∼ Gp(n), as the entire instance where the edge partitioning
between the players is implicit. Any G ∼ Gp(n) contains rp · tp instances H1,1, . . . , Htp,rp

sampled from Gp−1(np−1) that are embedded into Grs to give G̃. We refer to these (p − 1)-
round instances as the sub-instances of G. For any i ∈ [tp], j ∈ [rp], we further write Ẽi,j to
denote the edges inserted to G̃ as part of the embedding of Hi,j into Grs.

Among the sub-instances of any G ∼ Gp(n), there are rp sub-instances that correspond
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to the edges in the special matching M rs
i⋆ ; we denote them by H⋆ and refer to them as the

special sub-instances or subgraphs of G.
Any G ∈ Gp(n) has rp many special subgraphs. Each special subgraphs is an instance

sampled from Gp−1(np−1), which has its own corresponding rp−1 many special subgraphs
that are instances sampled from Gp−2(np−2). Continuing this gives us rp · rp−1 · . . . · r1 many
special subgraphs sampled from G0, which is each made up of r0 many (either parallel or
cross) gadgets with 2 vertex disjoint edges each, i.e., a matching of size 2. We define these
gadgets/matchings as the ultimate gadgets

M⋆ = {M⋆
jp,jp−1,...j0 : jp ∈ [rp], jp−1 ∈ [rp−1], . . . , j0 ∈ [r0]}

whose union we denote as M⋆ and call the ultimate induced matching (see Prop-
erty (6.1.5) below).

We need some key properties about any input graph G sampled from Gp(n) for p ≥ 1.

Property 6.1.3. For any p ≥ 0, the distribution Gp(n) is a product distribution over the
(p + 1)-players.

Proof. When p = 0, there is only one player, and G0(n) is a product distribution trivially.
Let us assume that Gp−1(np−1) is a product distribution for the induction hypothesis.

In distribution Gp(n), we know that the input of Qp+1 is independent of the input of all
the other players, as they receive one induced matching i⋆ from [tp] uniformly at random.
The rp · tp instances from Gp−1(np−1) are given to the other players, and they are sampled
independently of each other. As distribution Gp−1(np−1) is a product distribution, the input
of these players is independent of each other.

Property 6.1.4. The special subgraphs of G are all vertex-disjoint. Furthermore, the sub-
graph of G induced by the vertices corresponding to the special subgraphs consists only of the
edges of these subgraphs, i.e., the edges of G⋆

j for all j ∈ [rp].

Proof. Recall that, by definition, the vertices corresponding to the special subgraphs are the
vertices of G that correspond to the matching M rs

i⋆ , i.e., {(u, ∗) | u ∈ V ⋆}. Let G⋆ be the
subgraph induced by these vertices.

We have by Lemma 6.1.2 that the edges of G⋆ ∩ G̃ are exactly the edges of a vertex-
disjoint union of the special subgraphs Hi⋆,j for j ∈ [rp]. Finally, G⋆∩ G̃ = G⋆ since the only
edges not in G̃ are the edges of the auxiliary matching Maux, each of which is incident to at
most a single vertex of {(u, ∗) | u ∈ V ⋆} and thus can not be in G⋆.

We can extend this property to all the ultimate small gadgets also.

Property 6.1.5. The ultimate gadgets M⋆ in G are vertex-disjoint and their union forms
an induced matching M⋆, namely, the ultimate induced matching, of size (κrs)p · n.

Proof. We first show by induction that the special gadgets M⋆ are vertex-disjoint and that
M⋆ is an induced matching of size 2 · rp · rp−1 · . . . · r0.
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Base Case (G0). By construction, the only edges of any graph G ∼ G0 are exactly
the r0 many vertex-disjoint gadgets that make up G, which are the ultimate gadgets ofM⋆.
Furthermore, each gadget is made up of 2 vertex-disjoint edges and thus their union is an
induced matching M⋆ of size 2 · r0.

Inductive Step (Gp). For the induction hypothesis, assume that the statement holds
for graphs sampled from Gp−1(np−1). By definition, any graph G ∼ Gp(n) has special sub-
graphs Hi⋆,j ∼ Gp−1(np−1) for j ∈ [rp]. By the induction hypothesis, the union of the ultimate
gadgetsM⋆

j of each Hi⋆,j form an induced matching M⋆
j of size 2 · rp−1 · . . . · r0. We also have

that the union of the special gadgets M⋆ in G is M⋆ = ⋃
j∈[rp] M⋆

j .
The vertices of M⋆

j and M⋆
j′ are disjoint by Property (6.1.4) for j ̸= j′, j, j′ ∈ [rp].

As each M⋆
j is an induced matching, their union M⋆ is an induced matching in G of size

rp · (2 · rp−1 · . . . · r0).
Finally, using the parameters in Eq (6.1) and Eq (6.2), we have that

|M⋆| = 2 · rp · rp−1 · . . . · r0

= (1/2− δrs)p · (bp · . . . · b1) · n0 (since 2 · r0 = n0)
= (1/2− δrs)p(bp · . . . · b2) · (3/2 + δrs)−1 · n1 (as n1 = (3/2 + δrs) · n0 · b1)
= (1/2− δrs)p(3/2 + δrs)−p · n (repeating the above two steps (p− 1) more times)

=
(

1/2− δrs

3/2 + δrs

)p

· n = (κrs)p · n,

by definition of κrs in Eq (6.3) as required.

Property 6.1.6. Any graph G ∼ Gp(n) for p ≥ 0 has a perfect matching of size n.

Proof. The proof is again by induction.

Base Case (G0). Graph G ∼ G0(n) is made of (n/2) gadgets on four vertices each.
Each gadget has a perfect matching by construction, and the union of these matchings gives
a perfect matching of G.

Inductive Step (Gp). For the induction hypothesis, assume that the statement holds
for graphs sampled from Gp−1(np−1). By definition, any graph G ∼ Gp(n) has special sub-
graphs Hi⋆,j ∼ Gp−1(np−1) for j ∈ [rp]. Let M in

j for j ∈ [rp] be the perfect matching of the
inner instance Hi⋆,j. We pick the following edges in our matching.

Maux ∪
⋃

j∈[rp]
M in

j

The vertices of Maux cover all vertices of G not incident to any special subgraph Hi⋆,j by
construction. We also have that the subgraphs Hi⋆,j are vertex-disjoint by Property (6.1.4).
Thus, taking the union of these matchings is sufficient to give a perfect matching of G.

Property 6.1.7. Let G be the subgraph of G induced by the vertices which are not incident
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to the ultimate matching M⋆. Then, G has a vertex cover of size

(1− (κrs)p) · n.

Proof. For the base case of the induction on p, we see that all the vertices of G ∼ G0(n)
are incident to some edge in M⋆. This is because M⋆ contains all the edges of all the (n/2)
gadgets of G. There is a vertex cover of size 0 trivially.

Inductive Step (Gp). Now, suppose that the statement holds for graphs sampled from
Gp−1(np−1). Again, we look at the special subgraphs Hi⋆,j ∼ Gp−1(np−1) for j ∈ [rp]. These
graphs are vertex disjoint by Property (6.1.4), and they have a vertex cover V in

j that covers
all the edges not in M⋆

j (the ultimate matching of Hi⋆,j). The vertex cover we pick contains:

Vertices of G̃ which matching M rs
i⋆ does not touch and

⋃
j∈[rp]

V in
j .

First, we argue that this subset of vertices covers the required edges. Any edge in Maux

is covered by the first part, as Maux only incident to vertices not corresponding to M rs
i⋆ . Any

other edge in G̃ which is not added because of M rs
i⋆ is also covered by the first part. We

know V in
j is a vertex cover of the subgraph of Hi⋆,j with vertices not touched by M⋆

j by the
induction hypothesis. As M⋆ = ∪j∈[rp]M

⋆
j , we are done.

It remains to analyze the size of our vertex cover. By the induction hypothesis, the size
is exactly:

rp ·
(
1− (κrs)p−1

)
· np−1 + Number of vertices of G̃ not touching M rs

i⋆

(from each of the rpmany Hi⋆,j)

= n ·
(
1− (κrs)p−1

)
·
(

1− 2δrs

3 + 2δrs

)
+ Number of vertices of G̃ not touching M rs

i⋆

(by Eq (6.1), Eq (6.2))

= n ·
(
1− (κrs)p−1

)
·
(

1− 2δrs

3 + 2δrs

)
+ 2(bp − rp) · np−1

= n ·
(
1− (κrs)p−1

)
·
(

1− 2δrs

3 + 2δrs

)
+
(

2 + 4δrs

3 + 2δrs

)
· n (again by Eq (6.1), Eq (6.2))

= n ·
(
1− (κrs)p−1

)
· κrs + (1− κrs) · n

= n · (1− (κrs)p) ,

which completes the proof.

Property 6.1.8. For positive ε ≤ (κrs)p, any (1 − ε)-approximate matching of G ∼ Gp(n)
contains at least an (1− (ε/(κrs)p)) fraction of the edges of the ultimate matching M⋆.

Proof. Let M be a (1 − ε)-approximate maximum matching of G. By Property (6.1.7), G
has a perfect matching of size n which implies that M has at least (1− ε) · n edges.

The size of the largest matching that does not use any edges of M⋆ is at most the vertex
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cover of G from Property (6.1.7) by Konig’s theorem. Therefore, the size of such a matching
is at most,

n · (1− (κrs)p) .

Hence, M must contain edges of M⋆. In particular, we have that M contains at least,

≥ (1− ε) · n− (1− (κrs)p) · n
= ((κrs)p − ε) · n

many edges of the ultimate matching M⋆. Finally, by Property (6.1.5), the number of edges
in M⋆ is (κrs)p ·n. The matching M contains at least (1− ε · (1/(κrs)p)) fraction of the edges
of the matching M⋆.

These properties tell us that any protocol for β-approximate maximum matching with
β = (1 − ε) with its input distributed according to Gp(n) necessarily learns at least (1 −
ε/(κrs)p) edges of M⋆. Now, suppose the goal was to use the output of the protocol and
determine the edges of a uniform random gadget from M⋆. Learning any one of the two
edges of the gadget would reveal the other edge also (be it a parallel gadget or a cross
gadget). Thus, any (1− ε)-approximation reveals at least (1− ε/(κrs)p)/2 ultimate gadgets.
We formalize this intuition by using search sequences and predicates to point to ultimate
gadgets. Large matchings will be used to solve these predicates.

Let J := (jp, jp−1, . . . , j0) where ji ∈ [ri] for 0 ≤ i ≤ p be a search sequence that
identifies a ultimate gadget M⋆

J := M⋆
jp,jp−1,...,j0 ∈ M

⋆ of an input graph G ∼ Gp(n). We
define the search predicate as

Pp(G, J) :=
0 if the special gadget M⋆

J is a parallel gadget and
1 if it is a cross gadget.

For any (p + 1)-player protocol π on input G sampled from Gp(n), we say that π solves
the search predicate Pp for the input graph G if, given only the transcript of messages
communicated in π and a uniform random search sequence J = (jp, . . . , j0) (hidden from the
protocol and with no further access to G), Pp(G, J) can be deterministically determined. It
is important to note that J is not part of the input to the protocol and is probabilistically
independent from the graph G.

Lemma 6.1.9. For every 0 ≤ τ ≤ 1 and constant 0 < ε ≤ (κrs)p, any p-round (p+1)-player
protocol π for (1−ε)-approximate maximum matching on input G ∼ Gp(n) that succeeds with
probability at least τ and with communication cost s can be altered and then used to solve
the search predicate Pp for a uniform random search sequence J with probability at least

(τ/2) · (2− ε/(κrs)p)

with communication cost s + O (n log n).

Proof. Let M be the (1 − ε)-approximate maximum matching of G that is output by the
protocol π and can thus be determined from its transcript. We use the output to solve Pp as
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follows: If M contains at least one edge of the ultimate gadget M⋆
J ∈ M⋆, we can correctly

determine Pp(G, J). Otherwise, we output Pp(G, J) = 0, which is essentially a random guess
for G ∼ Gp.

When the protocol outputs a matching, we need to explicitly identify what edges from
the ultimate gadgets and the ultimate induced matching have been sent in the transcript.
We do this by recording the edges of Maux explicitly at every level: in the first round, player
Qp+1 additionally communicates the edges Maux goven to them (Maux from the definition of
Gp(n)) that identifies the rp many special subgraphs sampled from Gp−1(np−1). In the next
round, Qp outputs the Maux matchings from all rp-many special subgraphs sampled from
Gp−2(np−2). Continuing this way, we know that the edges in M which have not been revealed
as a part of Maux at some level, are from the ultimate induced matching.

To output these auxiliary edges explicity, one edge takes O(log n) communication and
there are totally only n edges, as they form a matching. Hence, this adds at most O(n log n)
factor to the communication.

Let us analyze the probability of success of this strategy. We have three cases:

(i) When π succeeds, which happens with probability τ , and the transcript identifies
the gadget that J points to, the protocol can solve the predicate exactly. By Prop-
erty (6.1.8), we know that the transcript contains at least (1 − ε/(κrs)p)-fraction of
the edges of M⋆. The probability that it contains at least one edge from a randomly
chosen J is also at least (1− ε/(κrs)p).

(ii) When π succeeds, but it does not identify the gadget that J points to, which happens
with probability at most τ · (ε/(κrs)p), we output a random guess. This succeeds with
probability (1/2).

(iii) When the algorithm fails, which happens with probability (1 − τ), we may as well
assume our answer is wrong since the transcript can contain edges that are not present
in the graph.

Hence, the total probability of success is at least:

τ · (1− ε/(κrs)p) + τ(ε/(κrs)p) · (1/2) = (τ/2) · (2− ε/(κrs)p).

With that, to prove Theorem 11, it is enough to only consider protocols that solve the
search predicate and, thus, we prove the following:

Lemma 6.1.10. For every constant integer p ≥ 1 any p-round protocol π that, given input
G ∼ Gp(np) and a uniform random search sequence, solves predicate Pp with probability at
least

τ · ρ ≥ 1
2 + p

(12)(p + 1)
has communication cost

CC(π) ≥
(

1
(144ccomp(p + 1)2)

)p

n1+1/(2 log log np)3p

p
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where ccomp is the constant from Eq (5.2) and crs is the constant from Proposition 4.2.2.

The proof of this lemma is by a direct application of Theorem 10.

Claim 6.1.11. The problem of solving a predicate Pp on input graph G ∼ Gp(n) obeys the
properties (i) to (v) required to apply Theorem 10 with ρ = (1/2) · (2− ε/(κrs)p).

Proof. Property (i) holds by the communication model we consider. This model is described
in Section 5.3. Property (ii) is proven in Property (6.1.3). Property (iii) is given by
the description of Gp(n), specifically line (2) which describes how the smaller instances are
sampled.

Property (iv) is given by line (5) in the description of Gp(n), as the input of Qp+1 is fixed
by index i⋆. Lasty, (v) is given by Lemma 6.1.9. This lemma proves that for a uniformly valid
search sequence J = (jp, jr−1, . . . , j0), the transcript determines Pp(G, J). For any subgraph
Hi⋆,j for j ∈ [pr], for any valid search sequence J ′ = (j′

p−1, . . . , j′
1) for special subgraph Hi⋆,j,

we have:
Pp−1(Hi⋆,j, (j′

p−1, . . . , j′
1)) = Pp(G, (j, j′

p−1, . . . , j′
1)),

as the ultimate gadget that (j, jp−1, . . . , j0) points to is present in special subgraph Hi⋆,j and
the sequence (jp−1, . . . , j0) reveals this gadget in Hi⋆,j.

Therefore, for a uniformly random j, and a sequence (j′
p−1, . . . , j′

1), the transcript can
be used to solve Pp on this sequence with probability at least (τ/2) · (2 − ε/(κrs)p), with
ρ = (1/2) · (2− ε/(κrs)p).

A simple corollary of Theorem 10 with ρ = (1/2) · (2− ε/(κrs)p) and Claim 6.1.11 gives
the following round elimination lemma for Pp(G, J) for graphs G ∼ Gp(n).

Corollary 6.1.12. For every p ≥ 1, suppose there exists a deterministic protocol π that
solves Pp(G, J) for G ∼ Gp(n) and uniformly random J with:

(i) Probability of success of π in outputting a matching: τ with 0 < τ < 1,

(ii) Constant δrs from Proposition 4.2.2,

(iii) Constant ε such that π outputs a (1 − ε)-approximate maximum matching when it
succeeds, with ε ≤ ((κrs)p/4),

(iv) Parameter ρ, which is the probability with which transcript of π can be used to solve a
smaller instance from Gp−1(np−1), when it is successful with ρ = (1/2) · (2− ε/(κrs)p)

(v) Parameter η associated with Theorem 10, 0 < η < 1,

(vi) Communication cost of π is at most s, for some s ∈ R.

Then, for constant ccomp, there exists a deterministic (p−1)-round p-player protocol πp−1 that,
given input Gp−1 ∼ Gp−1 and a uniform random search sequence J ′, solves Pp−1(Gp−1, J ′)
with probability at least

τ · ρ− η −
√

s

2 · rp · tp
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and communication cost
CC(πp−1) ≤

ccomp

η
·
(

s

rp

+ p2
)

where ccomp ≥ 1 is an absolute constant defined in Eq (5.2) (derived from Proposition 5.3.5).

We can use Corollary 6.1.12 to prove the lower bound in Lemma 6.1.10.

Proof of Lemma 6.1.10. We prove the lower bound for deterministic protocols, and use they
easy direction of Yao’s minimax principle to extend the bound to all randomized protocols.

Before proving the result by induction, we give the following useful bounds for every
constant p ≥ 1: Using the parameters in Eq (6.1), Eq (6.2) and since bp = n

(log log np−1)3

p−1 , we
have that

np :=
(3

2 + δrs

)
· bp · np−1

=
(3

2 + δrs

)
· (np−1) ↑ (log log np−1)3

,
rp :=

(1
2 − δrs

)
· bp

=
(1

2 − δrs

)
· (np−1) ↑ (log log np−1)3

tp = bcrs/ log log bp
p (6.4)

≥
(

n
(log log np−1)3

p−1

)1/(2·log log np−1)
(since log log bp ≤ 2 · log log np−1)

≥ n4
p−1. (for large enough np−1)

Let sp :=
(

1
(144ccomp(p+1)2)

)p
· n1+(1/(2 log log np))3p

p (as in the statement). It then follows that

sp

rp

+ p2 =
(

1
(144ccomp(p + 1)2)

)p

· n1/(2 log log np)3p

p · np

rp

+ p2 (6.5)

=
(

1
(144ccomp(p + 1)2)

)p

· n1/(2 log log np)3p

p ·
(

3/2 + δrs

1/2− δrs

)
· np−1 + p2

(from the parameters above)

≤
(

1
(144ccomp(p + 1)2)

)p

· n1/(2 log log np)3p

p · (3 + 8δrs) · np−1 + p2 (for δrs ≤ 1/4)

≤
(

1
(144ccomp(p + 1)2)

)p

· n1/(2 log log np−1)3p

p · (3 + 8δrs) · np−1 + p2

(since log log np ≥ log log np−1)

≤
(

1
(144ccomp(p + 1)2)

)p

· n1/(2 log log np−1)3(p−1)

p−1 · (3 + 8δrs) · np−1 + p2

(since log np ≤ 2 log(np−1) · (log log np−1))

≤
(

1
(144ccomp(p + 1)2)

)p

· 12 · n1/(2 log log np−1)3(p−1)

p−1 · np−1.

(since p2 = o(np−1) and δrs < 1)
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We also have that

sp

rp · tp

≤
(

1
(144ccomp(p + 1)2)

)p

n(1/(2 log log np))3p

p · np

rp

· 1
tp

(6.6)

≤
(

1
(144ccomp(p + 1)2)

)p

n(1/(2 log log np))3p

p · np

rp · np−1
· 1

n3
p−1

(as tp ≥ n4
p−1 from Eq (6.4))

=
(

1
(144ccomp(p + 1)2)

)p

n(1/(2 log log np))3p

p ·
(

3 + 2δrs

1− 2δrs

)
· 1

(np−1)3

(from Eq (6.1) and Eq (6.2))

≤
(

1
(144ccomp(p + 1)2)

)p

· (11) · (np−1) ·
1

(np−1)3

(as δrs < 1 and log np < log(np−1) · (2 log log np−1))

≤
(

1
(144ccomp(p + 1)2)

)p

· (11) · (np−1)−2 (6.7)

<

(
1

13p(p + 1)

)2

. (for large enough np−1)

With these bounds, we are now ready to proceed with the inductive argument.

Base Case (1-round). Towards a contradiction, let π1 be a 1-round deterministic
protocol that, given input G ∼ G1(n1) and a uniform random search sequence, solves P1
with probability at least 2/3, as in the statement, and communication cost CC(π1) < s1,
which is strictly less than the statement. We use Corollary 6.1.12 with η = 1/(12) to get a
protocol with probability of success at least:

2
3 −

1
12 −

1
14 >

1
2 ,

by our bound on (s1/(t1r1)) above. This protocol is deterministic, and uses 0-rounds to solve
predicate P0 on input graph G0 ∼ G0 and a uniform random search sequence. Regardless
of the communication cost, this is a contradiction for 0-round protocols as they cannot do
better than random guessing. Therefore, π1 must have communication cost CC(π1) ≥ s1.

Inductive Step (p-round). Now, suppose that the statement is true for (p−1)-round
deterministic protocols. Let πp be a p-round deterministic protocol that, given input G ∼ Gp

and a uniform random search sequence, solves Pp with probability at least 1
2 + p

3(p+1) , as in the
statement, and communication cost CC(πp) < sp. By Corollary 6.1.12 with η = 1/(6p(p+1))
and the above bounds, there exists a (p− 1)-round deterministic protocol that, given input
Gp ∼ Gp−1(np−1) and a uniform random search sequence, solves Pp−1 with probability at
least

1
2 + p

12(p + 1) −
1

12p(p + 1) −
√

sp/(2 · rp · tp)
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≥ 1
2 + p

12(p + 1) −
p

12(p + 1) −
1

13p(p + 1) (from Eq (6.6))

≥ 1
2 + (p− 1)

12p
,

and communication cost

CC(πp−1) <
ccomp

η
· (sp

rp

+ p2)

≤ ccomp · (12p(p + 1)) ·
(

1
(144ccomp(p + 1)2)

)p

· 12 · n1+1/(2 log log np−1)3(p−1)

p−1

(from Eq (6.5))

≤
(

1
(144ccomp · p2)

)p−1

· n1+1/(2 log log np−1)3(p−1)

p−1 = sp−1.

This contradicts the induction hypothesis and, hence, πp must have communication cost
CC(πp) ≥ sp.

We now explicitly complete the proof of Theorem 11.

Proof of Theorem 11. Let π be any p-round (p+1)-protocol for (1−ε)-approximate maximum
matching with

ε < (1/4) · (κrs)p, κrs = 1− 2δrs

3 + 2δrs
,

probability of success τ = (2/3) and communication cost s (as in the statement).
By Lemma 6.1.9, protocol π on input G ∼ Gp(n) can be made into a protocol π′ with

communication cost s+O(n log n) that, given input G and a uniform random search sequence,
solves the search predicate Pp with probability at least

τ

2 · (2− ε/(κrs)p) >
2
3 ·

1
2 · (2−

1
4) = 7

12 >
1
2 + p

12(p + 1) ,

for τ = 2/3 and ε < (1/4) · (κrs)p. Therefore, by Lemma 6.1.10, protocol π′ has communica-
tion cost

CC(π′) = s + O(n log n) ≥
(

1
(144ccomp(p + 1)2)

)p

· n1+1/(2 log log n)3p = n1+Ω(1/ log log n)3p

,

for p = o(log log n/ log log log n), as ccomp is a constant. Finally, by rearranging, we have that
CC(π) = s = n1+Ω(1/(log log n)3p).

6.2 Dynamic Streams
We move to the proof of Theorem 4. Again, we skip a detailed overview as the key points
were mentioned in Chapter 3 already.
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6.2.1 Preliminaries

The technical preliminaries specific to Theorem 4 is given in this section.

Notation. We use Sn to denote the set of all permutations over [n] for any n ≥ 1. For
any permutation σ ∈ Sn, we use σ(i) to denote the element in [n] that σ maps i to for each
i ∈ [n].

For any matrix Z of dimensions m× n for integers m, n ≥ 1, we use Z[i, j] to denote the
value at row i and column j for i ∈ [m], j ∈ [n].

For a graph G = (V, E) and any vertex v ∈ V , we use N(v) to denote the neighbors
of v and deg v := |N(v)| to denote its degree. For any U ⊆ V , we use G[U ] to denote
the subgraph of G induced on vertices in U . We further use µ(G) to denote the maximum
matching size in G.

6.2.1.1 Two-Party Communication Complexity

We work in the standard two party communication model; we provide some basic definitions
here and refer the interested reader to the excellent textbooks [KN97,RY20] for more details.

There are two players Alice and Bob who receive input from X and Y respectively. The
players jointly compute some function f with domain X × Y . The players follows some
protocol π to compute f . They have access to a shared tape of randomness, referred to as
public randomness, in addition to their own private randomness.

Alice first sends a message to Bob, followed by a message from Bob to Alice and so on.
The last player who receives a message has to output the answer. The total number of rounds
is the total number of messages passed between Alice and Bob. Moreover, the message sent
by any player only depends on their private input, the communicated messages so far, the
public randomness, and the private randomness.

Definition 6.2.1. For any protocol π, the communication cost of π, denoted by CC(π),
is defined as the worst-case (maximum) total length of messages, measured in bits, commu-
nicated by the players on any input. We assume that all transcripts, i.e., the set of all
messages sent by any player, in π have the same worst-case length (by padding).

Using [AMS96], again we can relate the communication cost to the space of streaming
algorithms, similar to Proposition 5.3.2 for the two-party model also.

6.2.1.2 Information Cost and Message Compression

We also work with the notion of information cost of protocols that originated in [CSWY01]
and has since found numerous applications (see, e.g., [Wei15] for an excellent survey of this
topic). There are various definitions of information cost that have been considered depending
on the application. The following definition due to [BBCR10] is best suited for our purpose.

Definition 6.2.2. For any two-party protocol π whose inputs are distributed according to
some distribution µ, the (internal) information cost is defined as:

IC(π, µ) := I(X ; Π | R, Y) + I(Y ; Π | R, X),
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where X, Y denote the random variable for the inputs X, Y sampled from µ, Π denotes the
random variable corresponding to the communicated messages, and R is the public random-
ness.

Since a single bit of communication can only carry one bit of information, we can upper
bound information cost by the communication cost.

Proposition 6.2.3 (cf. [BBCR10]). For any protocol π on any distribution µ, IC(π, µ) ≤
CC(π).

We also use message compression to reduce communication cost of limited-round proto-
cols close to their information cost. The following is a simplified version of [JPY16, Theorem
3.4].

Proposition 6.2.4 ([JPY16, Theorem 3.4]). For r ≥ 1, any ε ∈ (0, 1), and input distribution
µ, any r-round protocol π can be simulated with error at most ε in r-rounds by a protocol π′

with communication at most

cjpy ·
(
r/ε · IC(π, µ) + r2/ε

)
for some absolute constant cjpy ≥ 1. The simulation by π′ uses a source of public randomness
that is independent from any randomness used in π.

6.2.2 A Hard Distribution

We begin the proof of Theorem 4 in this section with the communication problem and the
corresponding hard distribution. We restate the result here for convenience.

Theorem 4 (restated). Any semi-streaming algorithm that given any n-vertex graph in a
dynamic streams, outputs an O(1)-approximation to the maximum matching problem with
any constant probability of success requires Ω(log log n) passes.

There are two parts to the proof.
We prove Theorem 4 using the connection between streaming and communication models

(Proposition 5.3.2). Our proof consists of two separate parts proven in the subsequent
sections.

Part 1 (Information Theory). In Section 6.2.2, we define a new two-party communi-
cation problem for r-round protocols called Augmented Hidden Matrices (AHMr, see
Definition 6.2.7) and prove the following lower bound on its communication complexity
in Section 6.2.2.1.

Lemma 6.2.5. For any sufficiently large nr ∈ N, positive integer r = O(log log(nr)),
positive number α ≤ 1 − n−1/2r

r and constant cadv ≥ 1, any r-round protocol that
successfully solves AHMr(nr, α) with probability of success at least

1
2 ·
(

1 + r

20 · cadv · (r + 1)

)
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must have a communication cost of at least

sr = (nr) ↑
(

1 + 1
2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1

)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3 .

Part 2 (Combinatorics). In Section 6.2.3, we construct graph instances corresponding
to the AHMr(nr, α) problem. We prove the following connection between any p-pass
dynamic streaming algorithm for approximate maximum matching and AHMr where
r = 2p− 1 in Section 6.2.3.3.

Lemma 6.2.6. For any sufficiently large nr ∈ N, integers p, s ≥ 1, and number
β ≥ 1, let A by any p-pass s-space dynamic streaming algorithm that computes a β-
approximate maximum matching on a (4nr)-vertex bipartite graphs with probability of
success at least 1− 1/poly(n). Then, for r = 2p− 1 and α = 1/(4 · β · r), there exists
an r-round protocol π for AHMr(nr, α) with probability of success

suc(π) ≥ 1
2 ·
(

1 + 1
3β

)

and communication cost

CC(π) ≤ r · s + O(r · nr log (nr)).

We now prove Theorem 4 using the above two lemmas.

Proof of Theorem 4. Without loss of generality, we can solely focus on proving the lower
bound for semi-streaming algorithms that succeed with high probability instead of constant
probability. This is due to the following standard reduction.

Simply run a constant probability of success streaming algorithm in parallel O(log n)
times and consider all the outputs; then, spend one more pass to filter out all the ones that
output an edge that does not belong to the graph (because they failed), and among the rest,
output the largest matching. This way, we still obtain a semi-streaming algorithm with just
one more pass (which is negligible in this context) and a high probability of success. As
such, in the rest of the proof, we focus on high-probability-of-success algorithms.

For sufficiently large n ∈ N, integers p, s ≥ 1 and any constant β ≥ 1, let A be any p-pass
s-space dynamic streaming algorithm that computes a β-approximate maximum matching
on any (4n)-vertex graph with probability of success at least 1− 1/poly(n).

By Lemma 6.2.6 with r = 2p − 1 and α = 1/(4 · β · r), there exists an r-round protocol
π for AHMr(n, α) where

suc(π) ≥ 1
2 ·
(

1 + 1
3β

)
and CC(π) ≤ r · s + O(r2 · n log n).
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By Lemma 6.2.5 with nr = n and cadv = β, we have that CC(π) ≥ sr since

suc(π) ≥ 1
2 ·
(

1 + 1
3β

)
≥ 1

2 ·
(

1 + r

20 · β · (r + 1)

)
.

Then, by combining the bounds on CC(π) and re-arranging the inequality, we obtain the
following lower bound on the space of A using the fact that cjpy and β are constants (and
thus α = Θ(1/r)):

s ≥ sr

r
−O(n log n)

= (n) ↑
(

1 + 1
2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1

)
· (α/(1− α))2

(cjpy · β2 · 802)r · ((r + 1)!)3 ·
1
r
−O(n log n)

≥ (n) ↑
(

1 + 1
2r − 1

)
· r−Θ(r) −O(n log n). (6.8)

Overall, by considering A with p = o(log log n) and thus r = 2p − 1 = o(log log n), we
have that the space used by the algorithm is s ≫ n · polylog(n) using Eq (6.8). Therefore,
any dynamic streaming algorithm that uses n·polylog(n) space, namely, a semi-streaming al-
gorithm, to compute an O(1)-approximate maximum matching must use Ω(log log n) passes.

Augmented Hidden Matrices

For any r ≥ 1, the AHMr(nr, α) problem is defined recursively using b2
r many instances of the

AHMr−1(nr−1, α) problem where nr, br, nr−1 ∈ N and α ∈ (0, 1). The output of any instance
is a single bit, pointed to by a search sequence (to be defined soon).

Definition 6.2.7 (Augmented Hidden Matrices). The Augmented Hidden Matrices problem,
denoted by AHMr(nr, α), is defined as follows (see Figure 6.4 for an illustration):

• For r = 0. Alice does not receive any input, i.e., A(0) = ∅, and Bob receives a single
bit B(0) ∈ {0, 1}. There is no communication and Alice has to output B(0).

• For r ≥ 1. Start with b2
r instances of the players’ inputs in AHMr−1(nr−1, α), denoted

by (A(r−1)
i,j , B

(r−1)
i,j ) for i, j ∈ [br]. Alice receives A(r) = X where X is a br × br matrix

such that X[i, j] = B
(r−1)
i,j for i, j ∈ [br]. Bob receives the input B(r) = (σr, σc, Y ) where

σr, σc ∈ Sbr are permutations of [br] and Y is a br× br matrix such that, for i, j ∈ [br],

Y [i, j] =


(
A

(r−1)
i,j , B

(r−1)
i,j

)
if br · α < σr(i) ̸= σc(j) ≤ br,

A
(r−1)
i,j if br · α < σr(i) = σc(j) ≤ br,

∅ otherwise.

Alice starts the communication. After all the messages are sent, the player receiv-
ing the last message is given a search sequence, which is a tuple of r integers,
(k⋆

r , k⋆
r−1, . . . , k⋆

1) with k⋆
i ∈ [bi · (1 − α)]. This player must output the solution to
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AHMr−1 instance (A(r−1)
i,j , B

(r−1)
i,j ) where σr(i) = σc(j) = br · α + k⋆

r using the search
sequence (k⋆

r−1, k⋆
r−2 . . . k⋆

1) .

We expound more on the defintion of AHMr problem, and give some useful terminology
next.

For r = 0 case, we set n0 = 1, and AHM0(1, α) is also denoted by AHM0(1). This is a
base case that is trivially hard for 0-round protocols.

For each of the b2
r many AHMr−1 instances (A(r−1), B(r−1)) used in an instance of AHMr,

the roles of Alice and Bob are swapped, i.e., Alice holds B(r−1) and Bob holds A(r−1). Out of
these instances, we call the set of the kr := br ·(1−α) many AHMr−1 instances (A(r−1)

i,j , B
(r−1)
i,j )

where br · α < σr(i) = σc(j) ≤ br as the special sub-instances in an instance of AHMr.
Since each special sub-instance identifies another set of kr−1 many AHMr−2 special (sub-
)sub-instances, recursively applying this for all special sub-instances of AHMr identifies a set
of kr · kr−1 · . . . · k1 many AHM0 special base instances, where each one corresponds to a
single bit B(0).

It is useful to point to the number of special base instances explicitly for later.

Observation 6.2.8. In any instance of AHMr(nr, α), there are kr ·kr−1 · . . . ·k1 many special
base instances where ki = bi · (1− α) for each i ∈ [r].

Furthermore, we call the set of k2
r − kr many AHMr−1 instances (A(r−1)

i,j , B
(r−1)
i,j ) where

br ·α < σr(i) ̸= σc(j) ≤ br as the off-diagonal sub-instances in an instance of AHMr. We
define some more notation to point to the sub-instances.

Notation. In any instance of AHMr, denoted by (A(r), B(r)), we use the following notation.
We denote each of the kr many special sub-instances as (Aspec

k , Bspec
k ) = (A(r−1)

i,j , B
(r−1)
i,j )

where σr(i) = σc(j) = br · α + k and i, j ∈ [br] for k ∈ [kr]. We collectively denote these
special sub-instances as (Aspec, Bspec) where

Aspec = (Aspec
1 , Aspec

2 , . . . , Aspec
kr

) and Bspec = (Bspec
1 , Bspec

2 , . . . , Bspec
kr

).

We denote the collection of the k2
r−kr many off-diagonal sub-instances as (Aoff, Boff) where

Aoff = (A(r−1)
i,j : br·α < σr(i) ̸= σc(j) ≤ br) and Boff = (B(r−1)

i,j : br·α < σr(i) ̸= σc(j) ≤ br).

We let Brest be the remaining b2
r−k2

r sub-instances B
(r−1)
i,j where σr(i) ≤ br ·α or σc(j) ≤ br ·α.

Search Sequences. After all the messages are sent, the search sequence given to the
player who receives the last message is always uniformly random and independent of
the players’ inputs. That is, a search sequence (k⋆

r , k⋆
r−1, . . . , k⋆

1) is chosen where for i ∈ [r],
k⋆

i is chosen uniformly at random and independently from [bi · (1− α)]. The solution to any
instance of AHMr given (k⋆

r , k⋆
r−1, . . . , k⋆

1) is the same as the solution to the uniformly chosen
special sub-instance (Aspec

k⋆
r

, Bspec
k⋆

r
) on the search sequence (k⋆

r−1, . . . , k⋆
1). Continuing this

until the last index k⋆
1 in the search sequence ultimately identifies a uniform random special

base instance, i.e., an instance of AHM0, whose solution is the solution to the AHMr instance.
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Our definition of the AHMr(nr, α) communication problem is non-standard as the uni-
formly random search sequence, which is a part of the input, is given to the final player
at the very end of a protocol. In particular, the search sequence is crucial to defining the
output of the problem, but does not form part of the input held by the players throughout
the protocol.

Although the search sequence defines the communication problem in a non-standard way,
the easy direction of Yao’s minmax theorem is still applicable. Thus, we prove Lemma 6.2.5
by considering deterministic protocols for AHMr(nr, α) where the players’ inputs (A(r), B(r))
are sampled from the hard distribution (which we define shortly).

Remark 6.2.9. The definition of AHMr(nr, α) (Definition 6.2.7) always includes the uni-
form random search sequence, which is independent of the players’ inputs and how they
are distributed. However, when referring to the AHMr(nr, α) problem, we do not explicitly
mention the given search sequence if this is clear from context.
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σr(br)

σc(br)

...

. . .

Figure 6.4: An illustration of AHMr(nr, α) where br = 7, k⋆
r = 2, and α = 2/7, i.e., br ·α = 2.

In this figure, the br × br matrix is presented after applying the respective permutations of
rows and columns using σr and σc, which are held by Bob (alternatively, think of σr and
σc as identity permutations here). In each position of the matrix, the corresponding input
is either a complete instance of AHMr−1(nr−1, α) denoted by (A, B) = (A(r−1), B(r−1)) or a
partial instance of AHMr−1(nr−1, α) denoted by B = B(r−1) due to the asymmetry of the
construction. All of the B’s are held by Alice, all of the A’s are held by Bob, and Bob further
holds the B’s corresponding to Boff, which are bolded and underlined. The shaded instances
are the special sub-instances (Aspec, Bspec), i.e., the ones in the diagonal of the bolded box.
The remaining B’s belong to Brest, i.e., the ones not in the bolded box. Given the search
sequence (k⋆

r , k⋆
r−1, . . . , k⋆

1), the goal is to solve the the instance identified by k⋆
r = 2 (shaded

in green, and denoted by (Aspec
2 , Bspec

2 )), using the search sequence (k⋆
r−1, . . . , k⋆

1).
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Next, we fix the parameters of the problem, and then define our hard distribution
Dr(nr, α).

Parameter Choices. For all r ≥ 1, it is sufficient for us to consider the AHMr problem
for parameters that satisfy the following conditions:

nr = nr−1 · br

br = (nr) ↑
(

2r−1

2r − 1

)
· (1− α) ↑

(
r · 2r−1

2r − 1 − 1
)

nr−1 = (nr) ↑
(

2r−1 − 1
2r − 1

)
/ (1− α) ↑

(
r · 2r−1

2r − 1 − 1
)

.

(6.9)

From now on, we only consider AHMr(nr, α) with these parameter choices.

Hard Distribution Dr(nr, α) for AHMr(nr, α):

• For r = 0. Sample B(0) ∈ {0, 1} uniformly and independently. We also use D0(1) to
denote this distribution.

• For r ≥ 1. Sample the b2
r instances (A(r−1)

i,j , B
(r−1)
i,j ) fromDr−1(nr−1, α) independently

for each i, j ∈ [br] where br, nr−1 are as defined in Eq (6.9). Sample the permutations
σr, σc ∈ Sbr uniformly and independently.

Recall that the distribution of the search sequence was already defined to be uniformly
random, and independent of all other inputs.

We have the following obvious observation.

Observation 6.2.10. Any 0-round protocol (wherein Alice outputs the answer) for solving
AHM0(1) succeeds with probability at most 1/2 when the input is sampled from D0(1).

The proof of Lemma 6.2.5 relies on a round-elimination argument that shows that if there
is a good deterministic protocol for AHMr(nr, α) under the input distribution Dr(nr, α), then
there must be a good deterministic protocol for AHMr−1(nr−1, α) under the input distribution
Dr−1(nr−1, α). We prove the following key lemma in Section 6.2.2.2.

Lemma 6.2.11. For any r ≥ 1, sufficiently large nr ∈ N, α, δ ∈ (0, 1), and integer s ≥ 1,
suppose there exists a deterministic r-round protocol πr for AHMr(nr, α) with

CC(πr) ≤ s

and probability of success at least δ when the input is sampled from Dr(nr, α). Then, for any
ε ∈ (0, 1), there exists a deterministic (r − 1)-round protocol πr−1 for AHMr−1 with

CC(πr−1) ≤ cjpy · (r/ε) ·
(

s

kr

+ r
)

,
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and probability of success
suc(πr−1) ≥ δ − ε−

√
s

2 · b2
r · α2

when the players’ input is sampled from Dr−1(nr−1, α).

With that, we have the main tools required to prove of our lower bound for AHMr(nr, α).

6.2.2.1 The Lower Bound for Augmented Hidden Matrices: Proof of Lemma 6.2.5

Proof of Lemma 6.2.5. We prove this result by first assuming the existence of a determin-
istic r-round protocol πr for AHMr that is ‘too good to be true’ (w.r.t. the statement of
the lemma) on inputs sampled from Dr(nr, α). Then, by iteratively applying the round-
elimination argument in Lemma 6.2.11, we ultimately obtain a deterministic 0-round pro-
tocol π0 for AHM0 that is trivially ‘too good to be true’ on inputs sampled from D0(1)
(given Observation 6.2.10), a contradiction. Formally, we prove this by induction on r.

Base case for r = 1. Suppose that there exists a deterministic 1-round protocol π1 for
AHM1(n1, α) with communication cost

CC(π1) < s1 = n2
1 · α2

cjpy · c2
adv · 802 · 8

and probability of success
suc(π1) ≥

1
2 ·
(

1 + 1
40 · cadv

)
when the input is sampled from D1(n1, α). Then, using Lemma 6.2.11 with ε = 1/(160·cadv),
we obtain a deterministic 0-round protocol π0 for AHM0(1) which has no communication cost
(since no messages are communicated) and succeeds with probability

suc(π0) ≥
1
2 ·
(

1 + 1
40 · cadv

)
− 1

160 · cadv
−

√√√√ n2
1 · α2

cjpy · c2
adv · 802 · 16 · b2

1 · α2

≥ 1
2 ·
1 + 1

80 · cadv
−

√√√√ n2
1

c2
adv · 1602 · b2

1

 (since cjpy ≥ 1)

= 1
2 ·
(

1 + 1
160 · cadv

)
(since b1 = n1 by Eq (6.9))

when the input is sampled from D0(1). This, however, contradicts Observation 6.2.10 and
thus proves the result for the base case when r = 1.

Inductive step for r ≥ 2. Having proven the base case, we now prove the result for
any r ≥ 2 given the result holds for r− 1, i.e., the inductive hypothesis. Suppose that there
exists a deterministic protocol πr for AHMr(nr, α) with communication cost

CC(πr) < sr = (nr) ↑
(

1 + 1
2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1

)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3
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and probability of success

suc(πr) ≥
1
2 ·
(

1 + r

20 · cadv · (r + 1)

)

when the input is sampled fromDr(nr, α). Then, using Lemma 6.2.11 with ε = 1/(40 · cadv · (r + 1)2),
we obtain a deterministic (r − 1)-round protocol πr−1 for AHMr−1(nr−1, α) with cost

CC(πr−1) < cjpy · (40 · cadv · (r + 1)2 · r) · (sr/kr + r) (6.10)

and probability of success

suc(πr−1) ≥
1
2 ·
(

1 + r

20 · cadv · (r + 1)

)
− 1

40 · cadv · (r + 1)2 −
√

sr

2 · b2
r · α2 (6.11)

when the input is sampled from Dr−1(nr−1, α).
We now argue that protocol πr−1 contradicts the result for r − 1, namely, the inductive

hypothesis. In particular, we show that CC(πr−1) < sr−1 and

suc(πr−1) ≥
1
2 ·
(

1 + (r − 1)
20 · cadv · r

)
.

The rest of the proof is a careful but rather tedious calculation of the values we obtain using
the above reduction for the communication cost and probability of success of the protocol.

To bound the communication cost, we first reiterate the relation between nr and nr−1
from Eq (6.9) as follows:

(nr) ↑
( 1

2r − 1

)
= (nr−1) ↑

( 1
2r−1 − 1

)
· (1− α) ↑

((
r · 2r−1

2r − 1 − 1
)
· 1

2r−1 − 1

)

= (nr−1) ↑
( 1

2r−1 − 1

)
· (1− α) ↑

(
(r − 2) · 2r−1 + 1

(2r − 1) · (2r−1 − 1)

)
. (6.12)

Next, we use this to simplify the expression for the term sr/kr in Eq (6.10).

sr

kr

= (nr) ↑
(

1 + 1
2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1

)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3︸ ︷︷ ︸

sr

· 1
br · (1− α)︸ ︷︷ ︸

1/kr

= nr

br

· (nr) ↑
( 1

2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1 − 1
)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3

= nr−1 · (nr) ↑
( 1

2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1 − 1
)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3

(as nr = nr−1 · br by Eq (6.9))

= (nr−1) ↑
(

1 + 1
2r−1 − 1

)
· (1− α) ↑ (x) · (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3 .

(by Eq (6.12))
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where the exponent of (1− α) in the above equation is

x = (r − 2) · 2r−1 + 1
(2r − 1) · (2r−1 − 1) + r · 2r

2r − 1 − 1

= (r − 2) · (2r−1 − 1) + 1 + r − 2
(2r − 1) · (2r−1 − 1) + (r − 1) · 2r + 1

2r − 1

= 1
2r − 1 ·

(
(r − 1)2r + 1 + (r − 2) + r − 1

2r−1 − 1

)
= (r − 1)

2r − 1 · (2
r + 1 + 1

2r−1 − 1)

= (r − 1)
2r − 1 · (

22r−1 − 2r + 2r−1 − 1 + 1
2r−1 − 1 )

= (r − 1)
2r − 1 · (

22r−1 − 2r−1

2r−1 − 1 )

= (r − 1) · 2r−1

2r−1 − 1 .

Therefore, we have that

sr

kr

= (nr−1) ↑
(

1 + 1
2r−1 − 1

)
· (1− α) ↑

(
(r − 1) · 2r−1

2r−1 − 1

)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3

= sr−1 ·
1

cjpy · c2
adv · 802 · (r + 1)3 .

By plugging this back into Eq (6.10), we obtain

CC(πr−1) < cjpy · (40 · cadv · (r + 1)2 · r) ·
(

sr−1 ·
1

cjpy · c2
adv · 802 · (r + 1)3 + r

)

≤ 1
c2

adv · 160 · sr−1 + 40 · cjpy · cadv · (r + 1)4 (using r ≤ r + 1)

≤ sr−1 , (as r4 ≪ sr−1 for r = O(log log n) and α ≤ 1− n−1/2r
r )

which is our desired bound on the communication cost of πr−1.
To bound the probability of success, we first reiterate the following useful relation from

Eq (6.9):

b2
r = (nr) ↑

(
2 · 2r−1

2r − 1

)
· (1− α) ↑

(
r · 2 · 2r−1

2r − 1 − 2
)

= (nr) ↑
(

1 + 1
2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1

)
/(1− α)2 . (6.13)
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Using this, we now simplify the term sr/(2 · b2
r · α2) in Eq (6.11).

sr

2 · b2
r · α2 = (nr) ↑

(
1 + 1

2r − 1

)
· (1− α) ↑

(
r · 2r

2r − 1

)
· (α/(1− α))2

(cjpy · c2
adv · 802)r · ((r + 1)!)3︸ ︷︷ ︸

sr

· 1
2 · b2

r · α2

= b2
r · α2

(cjpy · c2
adv · 802)r · ((r + 1)!)3 ·

1
2 · b2

r · α2 (by Eq (6.13))

= 1
2 · (cjpy · c2

adv · 802)r · ((r + 1)!)3 .

By plugging this back into Eq (6.11), we have that

suc(πr−1) ≥
1
2 ·
(

1 + r

20 · cadv · (r + 1)

)
− 1

40 · cadv · (r + 1)2 −
√

1
2 · (cjpy · c2

adv · 802)r · ((r + 1)!)3

≥ 1
2 ·
(

1 + r

20 · cadv · (r + 1)

)
− 1

40 · cadv · (r + 1)2 −
√

1
c2

adv · 802 · (r + 1)4

(since cjpy ≥ 1 and 2 · ((r + 1)!)3 ≥ (r + 1)4 for r ≥ 1)

= 1
2 ·
(

1 + r

20 · cadv · (r + 1)

)
− 1

cadv · 80 · (r + 1)2

= 1
2 ·
(

1 + r

20 · cadv · (r + 1) −
1

40 · cadv · (r + 1)2

)

≥ 1
2 ·
(

1 + r − 1
20 · cadv · r

)
,

which is our desired bound.
Overall, we have that the deterministic protocol πr−1 constructed from πr using Lemma 6.2.11

contradicts the lemma for r − 1 (inductive hypothesis) and thus the lemma must hold for
deterministic r-round protocols when the input is sampled from the distribution Dr for every
r ≥ 1. Finally, by the easy direction of Yao’s minmax principle, the same result holds for
any (even randomized) r-round protocol for any instance of AHMr (given a uniform random
search sequence).

6.2.2.2 The Round Elimination Argument: Proof of Lemma 6.2.11

We now get to the main part of the argument, which is the proof of Lemma 6.2.11, restated
below.

Lemma 6.2.11 (restated). For any r ≥ 1, sufficiently large nr ∈ N, α, δ ∈ (0, 1), and
integer s ≥ 1, suppose there exists a deterministic r-round protocol πr for AHMr(nr, α) with

CC(πr) ≤ s

and probability of success at least δ when the input is sampled from Dr(nr, α). Then, for any
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ε ∈ (0, 1), there exists a deterministic (r − 1)-round protocol πr−1 for AHMr−1 with

CC(πr−1) ≤ cjpy · (r/ε) ·
(

s

kr

+ r
)

,

and probability of success
suc(πr−1) ≥ δ − ε−

√
s

2 · b2
r · α2

when the players’ input is sampled from Dr−1(nr−1, α).

Starting with a deterministic r-round protocol πr for AHMr(nr, α) where CC(πr) ≤ s
and suc(πr) ≥ δ under Dr as in the statement of Lemma 6.2.11, we construct a deterministic
(r − 1)-round protocol πr−1 for AHMr−1(nr−1, α) that proves the lemma in three steps:

(i) (Input Embedding) Construct a randomized r-round protocol π(1)
r under Dr−1 with

success probability the same as πr underDr, i.e., suc(π(1)
r ) ≥ δ, and internal information

cost less than the communication cost of πr by a kr multiplicative factor, i.e.,

IC(π(1)
r ,Dr−1) ≤

s

kr

.

(ii) (Message Compression) Construct a randomized r-round protocol π(2)
r under Dr−1

with success probability less than that of π(1)
r under Dr−1 by at most an additive ε

factor, i.e., suc(π(2)
r ) ≥ δ − ε, and with communication cost similar to the internal

information cost of π(1)
r under Dr−1, i.e.,

CC(π(2)
r ) ≤ cjpy ·

r

ε
·
(
IC(π(1)

r ,Dr−1) + r
)
≤ cjpy ·

r

ε
·
(

s

kr

+ r
)

.

(iii) (Guessing the First Message) Construct a deterministic (r − 1)-round protocol
πr−1 under Dr−1 with success probability less than that of π(2)

r under Dr−1 by at most
an additive ≃

√
s/(b2

r · α2) factor, i.e, suc(πr−1) ≥ δ − ε −
√

s/(2 · b2
r · α2), and with

communication cost no more than that of π(2)
r , i.e.,

CC(πr−1) ≤ CC(π(2)
r ) ≤ cjpy ·

r

ε
·
(

s

kr

+ r
)

.

Step (i): A Low Information Cost Protocol via Input Embedding

We construct a low information cost r-round protocol π(1)
r for AHMr−1 by considering an input

(A(r−1), B(r−1)) ∼ Dr−1(nr−1, α) and embedding it in a simulated input instance (A(r), B(r)) ∼
Dr(nr, α) for AHMr such that its output can be used to solve (A(r−1), B(r−1)). Then, the
players simulate a run of the protocol πr in r rounds using the simulated input.

To simplify the exposition, we disambiguate the players in the construction of π(1)
r (and

πr−1 later in step (iii)). We use Alice and Bob to denote the players in the input instance
of AHMr−1 where Alice holds A⋆ = A(r−1) and Bob holds B⋆ = B(r−1). On the other hand,
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we use QX and QY to refer to the players in the simulated input instance of AHMr where
player QX holds A(r) = X and player QY holds B(r) = (σr, σc, Y ).

An r-round protocol π(1)
r for AHMr−1(nr−1, α) on input (A⋆, B⋆) ∼ Dr−1(nr−1, α)

where (k⋆
r−1, k⋆

r−2, . . . , k⋆
1) is the given uniform random search sequence:

(a) Using public randomness, independently sample a uniform random search index k⋆ ∈
[kr]. Then, jointly sample the following from Dr(nr, α):

• The uniform random permutations σr, σc of [br];
• Bob’s part of all the k2

r − kr many off-diagonal sub-instances

Boff = (B(r−1)
i,j : br · α < σr(i) ̸= σc(j) ≤ br);

• Alice’s part of k⋆ − 1 many special sub-instances Aspec
<k⋆ = (Aspec

k : 1 ≤ k < k⋆);
• Bob’s part of kr − k⋆ many special sub-instances Bspec

>k⋆ = (Bspec
k : k⋆ < k ≤ kr).

Let i⋆, j⋆ ∈ [br] be such that σr(i) = σc(j) = br · α + k⋆, which both players can
compute since σr, σc, k⋆ are sampled using public randomness.

(b) Bob takes on the role of player QX and sets X[i⋆, j⋆] = B⋆. Bob privately samples X
from Dr(nr, α) conditioned on all the random variables from step (a) and X[i⋆, j⋆],
i.e., the remainder of QX ’s input A(r).

(c) Alice takes on the role of player QY and sets Y [i⋆, j⋆] = A⋆. Alice privately samples
Y from Dr(nr, α) conditioned on all the variables from step (a) and Y [i⋆, j⋆], i.e., the
remainder of player QY ’s input B(r).

(d) The players QX (= Bob) and QY (= Alice) simulate a run of protocol πr in r rounds
using their respective inputs A(r) = X and B(r) = (σr, σc, Y ) and starting with player
QX .

(e) At the end of the protocol, the player that receives the final message gets the uniform
random search sequence (k⋆

r−1, k⋆
r−2, . . . , k⋆

0) and then returns the answer of πr on the
search sequence (k⋆, k⋆

r−1, k⋆
r−2, . . . , k⋆

0).

Observation 6.2.12. In protocol π(1)
r , (A(r), B(r)) in the simulation of πr is sampled from

Dr(nr, α) and (k⋆, k⋆
r−1, k⋆

r−2, . . . , k⋆
0) is a uniform random search sequence.

Proof. The input to the simulation of πr is (A(r), B(r)) where A(r) = X and B(r) = (σr, σc, Y ).
All variables of the input are jointly sampled from Dr(nr, α) except for Alice and Bob’s
embedded instance (A⋆, B⋆) ∼ Dr−1(nr−1, α) where X[i⋆, j⋆] = B⋆ and Y [i⋆, j⋆] = A⋆.
Since the instance of AHMr−1 corresponding to (X[i⋆, j⋆], Y [i⋆, j⋆]) is independent of all
other variables in the distribution Dr(nr, α), all other variables are jointly distributed ac-
cording to Dr(nr, α). It remains to show that (X[i⋆, j⋆], Y [i⋆, j⋆]) distributed according to
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Dr−1(nr−1, α), which is required in Dr(nr, α). This is immediate from the embedding as
(X[i⋆, j⋆], Y [i⋆, j⋆]) = (A⋆, B⋆) ∼ Dr−1(nr−1, α)

Each search index in (k⋆
r−1, k⋆

r−2, . . . , k⋆
0) is uniformly sampled. Then, since k⋆ ∈ [kr]

is also uniformly sampled, we have (k⋆, k⋆
r−1, k⋆

r−2, . . . , k⋆
0) is a random search sequence as

required.

With this observation, we have that Alice and Bob have successfully simulated πr for
AHMr(nr, α) on the correct distribution, as the search sequence (k⋆, k⋆

r−1, k⋆
r−2, . . . , k⋆

0) is
uniformly random and the players’ inputs are distributed according to Dr(nr, α). Since the
messages communicated by the players are exactly the messages of the simulated protocol
πr, the communication cost of π(1)

r is the same as πr. Although the communication cost is
large, we now show that its internal information cost (about input (A⋆, B⋆)) is smaller by a
multiplicative kr factor.

Notation. We use A⋆, B⋆ to denote the random variables corresponding to the input in-
stance of AHMr−1 given to Alice and Bob, which are distributed according to Dr−1. We use
Π to denote the random variable corresponding to the set of messages sent by both Alice and
Bob. For i ∈ [r], Πi denotes the message sent in round i and Πi denotes the random vari-
able corresponding to Πi. We use Aoff, Boff, k⋆, Aspec, Bspec to denote the random variables
corresponding to Aoff, Boff, k⋆, Aspec = (Aspec

1 , Aspec
2 , . . . , Aspec

kr
), Bspec = (Bspec

1 , . . . , Bspec
kr

),
respectively.

The following claim proves that information cost of π(1)
r about its input sampled from

Dr−1 is 1/kr times smaller than the information cost of πr about its own input sampled from
Dr.

Claim 6.2.13. In protocol π(1)
r , we have that

IC(π(1)
r ,Dr−1(nr−1, α)) ≤ 1

kr

· IC(πr,Dr(n, α)).

Proof. By the definition of internal information cost (Definition 6.2.2),

IC(π(1)
r ,Dr−1(nr−1, α)) = I(A⋆ ; Π | σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
<k⋆︸ ︷︷ ︸

public randomness of π
(1)
r

, B⋆)

+ I(B⋆ ; Π | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆︸ ︷︷ ︸
public randomness π

(1)
r

, A⋆).
(6.14)

Each mutual information term corresponds to the amount of information communicated by
each player about their input, and we bound them separately.

For Alice’s mutual information term in Eq (6.14), we have that

I(A⋆ ; Π | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ , B⋆)

= 1
kr

·
∑

k∈[kr]
I(A⋆ ; Π | σr, σc, Boff, k⋆ = k, Bspec

>k , Aspec
<k , B⋆)

(by the definition of conditional mutual information and the uniform distribution of k⋆)
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= 1
kr

·
∑

k∈[kr]
I(Aspec

k ; Π | σr, σc, Boff, k⋆ = k, Bspec
≥k , Aspec

<k )

(as A⋆ = Aspec
k , B⋆ = Bspec

k in protocol π(1)
r when k⋆ = k)

= 1
kr

·
∑

k∈[kr]
I(Aspec

k ; Π | σr, σc, Boff, Bspec
≥k , Aspec

<k );

the last part holds because the joint distribution of (Aspec
≤k , Bspec

≥k , σr, σc, Boff, Π) is indepen-
dent of the value of k⋆. In particular, if we sample any input (A(r), B(r)) from Dr(n, α)
(which does not include k⋆ = k⋆

r), the values of σr, σc, Boff, Aspec
≤k , Bspec

≥k are fixed and the
value of Π is also fixed as πr is deterministic. Hence, the distribution of k⋆ remains uniform
over [kr] irrespective of the instance (A(r), B(r)). Continuing the bounding of Alice’s mutual
information term, we have that

1
kr

·
∑

k∈[kr]
I(Aspec

k ; Π | σr, σc, Boff, Bspec
≥k , Aspec

<k )

≤ 1
kr

·
∑

k∈[kr]
I(Aspec

k ; Π | σr, σc, Boff, Bspec, Aspec
<k )

(by Proposition 4.3.2 as Bspec
<k ⊥ Aspec

k | σr, σc, Boff, Aspec
<k by the definition of distribution Dr)

= 1
kr

· I(Aspec ; Π | σr, σc, Boff, Bspec)

(by the chain rule of mutual information, Fact 4.3.1-(7))

≤ 1
kr

· I(Aspec ; Π | σr, σc, Boff, Bspec, Brest)

(by Proposition 4.3.2, as Aspec ⊥ Brest | Bspec, σr, σc, Boff by the definition of distribution Dr)

= 1
kr

· I(Aspec, Boff ; Π | σr, σc, Boff, Bspec, Brest) (as Boff is fixed)

≤ 1
kr

· I(Aspec, Aoff, Boff, σr, σc ; Π | Boff, Bspec, Brest)

(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))

= 1
kr

· I(B(r) ; Π | A(r)).

(recall that input of QY (resp. QX) simulated by Alice (resp. Bob) in π(1)
r is B(r) (resp. A(r)))

For Bob’s mutual information term in Eq (6.14), following a similar argument, we have

I(B⋆ ; Π | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ , A⋆)

= 1
kr

·
∑

k∈[kr]
I(Bspec

k ; Π | σr, σc, Boff, k⋆ = k, Bspec
>k , Aspec

≤k )

(by definition of conditional mutual information and A⋆, B⋆ and the uniform distribution of k⋆)

= 1
kr

·
∑

k∈[kr]
I(Bspec

k ; Π | σr, σc, Boff, Bspec
>k , Aspec

≤k )

(as in the previous case for Alice, for any k ∈ [kr], (k⋆ = k) ⊥ (Bspec
≥k , Aspec

≤k , σr, σc, Boff))
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≤ 1
kr

·
∑

k∈[kr]
I(Bspec

k ; Π | σr, σc, Boff, Bspec
>k , Aspec)

(by Proposition 4.3.2, as Aspec
>k ⊥ Bspec

k | σr, σc, Boff, Bspec
>k by the definition of distribution Dr)

= 1
kr

· I(Bspec ; Π | σr, σc, Boff, Aspec)

(by chain rule of mutual information, Fact 4.3.1-(7))

≤ 1
kr

· I(Bspec ; Π | σr, σc, Aoff, Boff, Aspec)

(by Proposition 4.3.2, as Aoff ⊥ Bspec | σr, σc, Boff, Aspec by the definition of distribution Dr)

≤ 1
kr

· I(Bspec, Boff, Brest ; Π | σr, σc, Aoff, Boff, Aspec)

(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))

= 1
kr

· I(A(r) ; Π | B(r)).

(recall that input of QX (resp. QY ) simulated by Bob (resp. Alice) in π(1)
r is A(r) (resp. B(r)))

With both these bounds, we can upper bound the LHS of Eq (6.14) and obtain

IC(π(1)
r ,Dr−1) ≤

1
kr

·
(
I(B(r) ; Π | A(r)) + I(A(r) ; Π | B(r))

)
= 1

kr

· IC(πr,Dr),

where the last step follows since the messages communicated in π(1)
r are exactly the mes-

sages communicated in the simulation of πr and since (A(r), B(r)) ∼ Dr in π(1)
r by Observa-

tion 6.2.12.

We now obtain the following main lemma of this step of the argument:

Lemma 6.2.14. Protocol π(1)
r is an r-round protocol for AHMr−1(nr−1, α) where Bob speaks

first with communication cost at most s, probability of success at least δ, and internal infor-
mation cost at most s/kr when the input is sampled from Dr−1(nr−1, α).

Proof. In protocol π(1)
r , the instance (A(r), B(r)) used to simulate πr is constructed with-

out any communication, so the total number of bits communicated in π(1)
r is at most the

total number of bits communicated in πr, which is CC(πr) ≤ s as in the statement of
Lemma 6.2.11. Bob takes on the role of QX in the simulation and thus Bob speaks first.

By construction, protocol π(1)
r outputs the same answer as πr since the solution to

(A(r), B(r)) ∼ Dr on search sequence (k⋆, k⋆
r−1, k⋆

r−2, . . . , k⋆
0) is the same as the solution to the

input (Aspec
k⋆ , Bspec

k⋆ ) = (A⋆, B⋆) ∼ Dr−1 on the search sequence (k⋆
r−1, k⋆

r−2, . . . , k⋆
0). There-

fore, π(1)
r succeeds with probability at least δ. Finally, the bound on the internal information

cost of π(1)
r follows from Claim 6.2.13 and the fact that the communication cost of πr, namely,

s, is an upper bound of its internal information cost.
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Step (ii): A Low Communication Cost Protocol via Message Compression

In this step, we compress the communication cost of π(1)
r using standard message compression

techniques. As a direct corollary of Proposition 6.2.4, we get the following:

Corollary 6.2.15. For any 0 < ε < 1, there exists an r-round protocol π(2)
r for AHMr−1(nr−1, α)

where Bob speaks first with

CC(π(2)
r ) ≤ cjpy · (r/ε) ·

(
s

kr

+ r
)

.

and probability of success at least δ − ε when the input is sampled from Dr−1(nr−1, α).

Proof. We use Proposition 6.2.4 on protocol π(1)
r to get protocol π(2)

r such that the simulation
fails with probability at most ε. Then, we have that

CC(π(2)
r ) ≤ cjpy ·

(
r/ε · IC(π(1)

r ,Dr−1) + r2/ε
)
≤ cjpy · (r/ε) ·

(
s

kr

+ r
)

.

(by Lemma 6.2.14)

The simulation of π(1)
r using compressed messages fails with probability at most ε, so π(2)

r

succeeds with probability at least δ − ε, as desired.

Since this step only compresses the messages sent in π(1)
r , protocol π(2)

r is constructed in
the same way as π(1)

r with an additional message compression step that uses an independent
source of public randomness. In particular, π(2)

r is a simulation of πr on an instance of AHMr

sampled from Dr, but with communication cost smaller by a ≃ kr multiplicative factor and
with a slightly smaller probability of success.

Step (iii): An (r − 1)-Round Protocol via Guessing the First Message

In this final and the most important step, we take the r-round protocol π(2)
r for AHMr−1 where

Bob communicates first and we eliminate the first message by making the players guess it
using public randomness, thus beginning the protocol from the second round. Therefore,
we obtain an (r − 1)-round protocol πr−1 for AHMr−1 where Alice communicates first as
required. This alters the joint distribution of the input and thus affects the guarantees of
the protocol (as in Corollary 6.2.15), but we will show that the effect is small.

An (r−1)-round protocol πr−1 for AHMr−1 on inputs (A(r−1), B(r−1)) ∼ Dr−1(nr−1, α)
where (k⋆

r−1, k⋆
r−2, . . . , k⋆

1) is the given uniform random search sequence:

(a) Using public randomness, jointly sample the first message Π1 and the search index k⋆

from the protocol π(2)
r . Then, jointly sample the following from Dr(nr, α) conditioned

on Π1, k⋆:

• The uniform random permutations σr, σc of [br];
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• Bob’s part of all the k2
r − kr many off-diagonal sub-instances

Boff = (B(r−1)
i,j : br · α < σr(i) ̸= σc(j) ≤ br);

• Alice’s part of the k⋆ − 1 many special sub-instances Aspec
<k⋆ = (Aspec

k : 1 ≤ k <
k⋆);

• Bob’s part of the kr − k⋆ many special sub-instances Bspec
>k⋆ = (Bspec

k : k⋆ < k ≤
kr).

Let i⋆, j⋆ ∈ [br] be such that σr(i) = σc(j) = br · α + k⋆, which both players can
compute since σr, σc, k⋆ are sampled using public randomness.

(b) Bob takes on the role of player QX and sets X[i⋆, j⋆] = B⋆. Bob privately samples X
from Dr(nr, α) conditioned on all the random variables from step (a) and X[i⋆, j⋆],
i.e., the remainder of QX ’s input A(r).

(c) Alice takes on the role of player QY and sets Y [i⋆, j⋆] = A⋆. Alice privately samples
Y from Dr(nr, α) conditioned on all the variables from step (a) and Y [i⋆, j⋆], i.e., the
remainder of player QY ’s input B(r).

(d) The players QX (= Bob) and QY (= Alice) simulate protocol π(2)
r using

their respective inputs A(r) = X, B(r) = (σr, σc, Y ) and the search sequence
(k⋆, k⋆

r−1, k⋆
r−2, . . . , k⋆

1). They use Π1 as a guess of the first message sent from QX to
QY and thus only simulate r − 1 rounds of π(2)

r starting with the second round, i.e.,
player QY communicates first.

Observe that, similar to the construction of π(2)
r (which is identical to π(1)

r , except for the
message compression), protocol πr−1 embeds the input for AHMr−1 sampled from Dr−1 into
a simulated instance (A(r), B(r)) of AHMr. Then, the players simulate a run of π(2)

r using
(A(r), B(r)) where, to remove the first round of communication, the first message is guessed
using public randomness. However, due to the random guessing of the first message, the
simulated instance is no longer distributed according to Dr(nr, α) (recall Observation 6.2.12),
i.e., the guarantees of π(2)

r do not hold for πr−1. Despite this, we show that the simulated
instance and first message are statistically close to being distributed as they are in π(2)

r and
thus similar guarantees hold.

Let Dfake denote the joint distribution of (A(r), B(r), Π1, k⋆) as it is in πr−1 and let Dreal

denote the joint distribution of (A(r), B(r), Π1, k⋆) as it is in π(2)
r . Let

Ra := (Π1, σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ )

denote the public randomness used in step (a) of πr−1. We show in Claim 6.2.16 that the
distributions Dfake and Dreal only differ in the way that the input (A⋆, B⋆) = (Aspec

k⋆ , Bspec
k⋆ )

is sampled.
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Claim 6.2.16. We have that

Dfake = dist(Ra)× dist(Aspec
k⋆ , Bspec

k⋆ ) × dist(Aoff, Aspec
>k⋆ | Ra, Aspec

k⋆ )× dist(Brest, Bspec
<k⋆ | Ra, Bspec

k⋆ ),
Dreal = dist(Ra)× dist(Aspec

k⋆ , Bspec
k⋆ | Ra)× dist(Aoff, Aspec

>k⋆ | Ra, Aspec
k⋆ )× dist(Brest, Bspec

<k⋆ | Ra, Bspec
k⋆ ).

Proof. We first consider (A(r), B(r), Π1, k⋆) directly as it is sampled in πr−1. The random
variable Ra in πr−1 is jointly sampled in step (a). Then, Alice and Bob embed (A⋆, B⋆) ∼ Dr−1
as Aspec

k⋆ = A⋆ and Bspec
k⋆ = B⋆, i.e., (Aspec

k⋆ , Bspec
k⋆ ) ∼ Dr−1, which is not conditioned on Ra.

Finally, Bob and Alice privately sample the remainder of X and Y (and thus the remainder
of A(r) and B(r)), respectively, which is only conditioned on Ra and their respective embedded
inputs. This defines Dfake.

We then obtain Dreal from Dfake by including all previously sampled random variables
in the conditioning of the subsequently sampled random variables. That is, we obtain

Dreal = dist(Ra)
× dist(Aspec

k⋆ , Bspec
k⋆ | Ra)

× dist(Aoff, Aspec
>k⋆ | Ra, Aspec

k⋆ , Bspec
k⋆ )

× dist(Brest, Bspec
<k⋆ | Ra, Bspec

k⋆ , Aoff, Aspec
≥k⋆ ).

It is easy to verify that this is exactly the distribution of (A(r), B(r), Π1, k⋆) as it is in π(2)
r .

Finally, we simplify the third and fourth terms in Dreal to show that they are identical
to the corresponding terms in Dfake, which follows directly from the claims that

(Aoff, Aspec
>k⋆ ) ⊥ Bspec

k⋆ | Ra, Aspec
k⋆ and Bspec

<k⋆ , Brest ⊥ Aoff, Aspec
≥k⋆ | Ra, Bspec

k⋆ ,

respectively. To prove these claims, it is sufficient to bound the corresponding mutual infor-
mation terms as follows:

I(Aoff, Aspec
>k⋆ ; Bspec

k⋆ | Ra, Aspec
k⋆ )

≤ I(Aoff, Aspec
>k⋆ ; Bspec

≤k⋆ , Brest | Ra, Aspec
k⋆ )

(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))
= I(Aoff, Aspec

>k⋆ ; Bspec
≤k⋆ , Brest | Π1, σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
≤k⋆ ) (by the definition of Ra)

≤ I(Aoff, Aspec
>k⋆ ; Bspec

≤k⋆ , Brest, Π1 | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

≤k⋆ )
(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))

= I(Aoff, Aspec
>k⋆ ; Bspec

≤k⋆ , Brest | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

≤k⋆ )
(as Π1 is fixed by Boff, Brest, Bspec)

= 0, (by Fact 4.3.1-(2) and construction of distribution Dr)

and

I(Bspec
<k⋆ , Brest ; Aoff, Aspec

≥k⋆ | Ra, Bspec
k⋆ )

≤ I(Bspec
<k⋆ , Brest, Π1 ; Aoff, Aspec

≥k⋆ | σr, σc, Boff, k⋆, Bspec
≥k⋆ , Aspec

≤k⋆ )
(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))
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= I(Bspec
<k⋆ , Brest ; Aoff, Aspec

≥k⋆ | σr, σc, Boff, k⋆, Bspec
≥k⋆ , Aspec

≤k⋆ )
(as Π1 is fixed by Brest, Boff, Bspec)

= 0. (by Fact 4.3.1-(2) and construction of distribution Dr)

This completes the proof.

We note here that the simulated instance (A(r), B(r)) in Dreal is sampled according to
Dr(nr, α) (recall Observation 6.2.12). However, this is not true in Dfake since (A⋆, B⋆) =
(Aspec

k⋆ , Bspec
k⋆ ) is sampled according to = Dr−1 instead of Dr | Ra. Thus, to bound the total

variation distance between Dreal and Dfake, we show that the information revealed by the
random variable Ra about the input (A⋆, B⋆) in π(2)

r , i.e., under distribution Dreal, is not
too large. We need an independence claim (Claim 6.2.17) and then a crucial bound on the
information carried by the first message (Claim 6.2.18).

Claim 6.2.17.
Aspec

<k⋆ ⊥ Bspec
k⋆ | Π1, σr, σc, Boff, k⋆, Bspec

>k⋆ , Bspec
<k⋆ .

Proof. Again, we bound the mutual information between the terms. Let Rcomp represent
the independent source of public randomness used in the message compression in step (ii).
Then,

I(Aspec
<k⋆ ; Bspec

k⋆ | Π1, σr, σc, Boff, k⋆, Bspec
>k⋆ , Bspec

<k⋆ )
≤ I(Aspec

<k⋆ ; Bspec
k⋆ , Π1 | σr, σc, Boff, k⋆, Bspec

>k⋆ , Bspec
<k⋆ )

(moving Π1 by chain rule in Fact 4.3.1-(7), and non-negativity of mutual information Fact 4.3.1-(2))
≤ I(Aspec

<k⋆ ; Bspec
k⋆ , Brest, Rcomp | σr, σc, Boff, k⋆, Bspec

>k⋆ , Bspec
<k⋆ )

(by data processing inequality in Fact 4.3.1-(8), Π1 is fixed by Brest, Bspec, Boff, Rcomp)
= I(Aspec

<k⋆ ; Bspec
k⋆ , Brest | σr, σc, Boff, k⋆, Bspec

>k⋆ , Bspec
<k⋆ )

(since Rcomp is an entirely independent source of randomness)
≤ 0. (by Fact 4.3.1-(2) and construction of Dr)

The following claim is the heart of the entire proof.

Claim 6.2.18. For any k ∈ [kr],

I(Bspec
k ; Π1 | σr, σc, Boff, Bspec

<k , Bspec
>k ) ≤ s

b2
r · α2 .

Proof. Let ρr, ρc be the inverse of σr, σc, and let ρr, ρc denote the random variables corre-
sponding to ρr, ρc respectively. For ease of exposition, we represent any permutation ρ on
[br] as an ordered set S := {ρ(ℓ) : ℓ ∈ [br]} with the ordering that ρ(ℓ) < ρ(ℓ′) for ℓ < ℓ′. Us-
ing this representation, we allow for partial definitions of permutations, i.e., ordered subsets
T ⊂ S. In particular, we require the following partial definitions of ρr and ρc:

• Let Trow be an ordered set

Trow = {ρr(ℓ) | br · α < ℓ ≤ br, ℓ ̸= br · α + k}
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of size br · (1−α)− 1, which is the set of rows that corresponds to Boff except for the
row corresponding to Bspec

k . Let Trow denote its random variable.

• Let Tcol be an ordered set

Tcol = {ρc(ℓ) | br · α < ℓ ≤ br, ℓ ̸= br · α + k}

of size br · (1− α)− 1, which is the set of columns that corresponds to Boff except for
the column corresponding to Bspec

k . Let Tcol denote its random variable.

We give an illustration of these definitions in Figure 6.5.
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σr(1)

σc(1)

σr(br)

σc(br)

...

. . .

Figure 6.5: An illustration of the partial definitions Trow and Tcol for an instance of
AHMr(nr, α) where br = 7, α = 2/7, and k = 2. In this figure, the br × br matrix is
after applying the respective permutations of rows and columns using σr and σc held by
Bob. In each position of the matrix, the corresponding input is the B′s from each instance
of AHMr−1(nr−1, α) that is held by Alice. Trow and Tcol are partial definitions of the permu-
tations ρr and ρc, i.e., the inverses of σr and σc, respectively. Trow corresponds to fixing the
rows filled red and Tcol corresponds to fixing the columns filled blue, which implies fixing
positions filled purple. The unfilled (white) positions remain unrestricted by Trow, Tcol, i.e.,
the green outlined special position Bspec

k could still (uniformly) be in any of the unfilled
positions when conditioned on Trow, Tcol (instead of σr, σc).

This now allows us to write the indices i, j ∈ [br] of the instances corresponding to Bspec

and Boff using ρr, ρc, Trow, Tcol:

(i) For any ℓ ∈ [kr], Bspec
ℓ is the same as the random variable Bρr(br·α+ℓ),ρc(br·α+ℓ) where we

omit the superscript r − 1 as it is clear from context;

(ii) Boff, Bspec
<k , Bspec

>k is the union of combinatorial rectangles formed by

(Trow × Tcol), (Trow × {ρc(br · α + k)}), ({ρr(br · α + k)} × Tcol).
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Finally, let Z be defined as,
Z := (Boff, Bspec

<k , Bspec
>k ).

With these at hand, we can start bounding the mutual information term in the claim. Firstly,
it is easy to see that,

I(Bspec
k ; Π1 | σr, σc, Boff, Bspec

<k , Bspec
>k ) = I(Bspec

k ; Π1 | σr, σc, Z),

by definition of Z.
We need the following intermediate claim for our proof.

Claim 6.2.19.

dist(Bspec
k , Π1, Z | σr, σc) = dist(Bspec

k , Π1, Z | Trow, Tcol, ρr(br · α + k), ρc(br · α + k)).

Proof. Let ρr([br · α]) and ρc([br · α]) denote the random variables ρr(i) and ρc(i) for all
i ∈ [br ·α] respectively. We know that random variable σr is fixed by ρr, as they are inverses
of each other. Random variable ρr is in turn fixed by all the values each element of [br] is
mapped to, i.e., ρr(i) for i ∈ [br].

Hence, it is sufficient to argue that,

(Bspec
k , Π1, Z) ⊥ ρr([br · α]), ρc([br · α]) | Trow, Tcol, ρr(br · α + k), ρc(br · α + k),

to prove the claim. We know that Bspec
k , Z is the random variable corresponding to the

instances in A(r) inside the combinatorial rectangle

(Trow ∪ {ρr(br · α + k)})× (Tcol ∪ {ρc(br · α + k)}).

The entirety of this rectangle is fixed by the conditioning.
Proving the claim amounts to proving that the joint distribution of B

(r−1)
i,j for a fixed set

of positions of A(r) (the ones inside the rectangle fixed by conditioning), and the transcript
Π1 is independent of the permutation of the rest of the positions of A(r). This is true because
QX , who sends Π1, does not have access to either of the permutations ρr or ρc (held by
QY ). Claim 6.2.19

We can continue to bound the mutual information now.

I(Bspec
k ; Π1 | σr, σc, Z)

= I(Bspec
k ; Π1 | Z, Trow, Tcol, ρr(br · α + k), ρc(br · α + k)) (by Claim 6.2.19)

= E
(Trow,Tcol)

∼(Trow,Tcol)

I(Bspec
k ; Π1 | Z, Trow = Trow, Tcol = Tcol, ρr(br · α + k), ρc(br · α + k))

(by definition of conditional mutual information)

≤
(1)

1
b2

r · α2 E
(Trow,Tcol)

∼(Trow,Tcol)

∑
i∈[br]\Trow,
j∈[br]\Tcol

I(Bi,j ; Π1 | Z, Trow, Tcol, ρr(br · α + k) = i, ρc(br · α + k) = j)
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=
(2)

1
b2

r · α2 E
(Trow,Tcol)

∼(Trow,Tcol)

∑
i∈[br]\Trow,j∈[br]\Tcol

I(Bi,j ; Π1 | Z, Trow = Trow, Tcol = Tcol)

=
(3)

1
b2

r · α2

∑
i∈[br]\Trow,j∈[br]\Tcol

I(Bi,j ; Π1 | Z, Trow, Tcol)

where (1) holds by the definition of conditional mutual information since, conditioned on
any Trow = Trow and Tcol = Tcol, the values of ρr(br · α + k) and ρc(br · α + k) are
uniformly chosen from [br]\Trow and [br]\Tcol (each of size br ·α + 1), respectively; (2) holds
because, conditioned on any choice of Trow = Trow and Tcol = Tcol, the event ρc(br ·α+k) =
j, ρr(br ·α+k) = i is independent of (Bi,j, Π1, Z); and (3) holds by the linearity of expectation
and the definition of conditional mutual information.

We re-index both the sets [br]\Trow and [br]\Tcol as [br ·α+1] for ease of exposition just
for this final part of the proof. We know that Bi,j for any i, j ∈ [br] are sampled independently
of each other in distribution Dr. Hence, using Proposition 4.3.2, we have that

1
b2

r · α2

∑
i∈[br]\Trow,j∈[br]\Tcol

I(Bi,j ; Π1 | Z, Trow, Tcol)

≤ 1
b2

r · α2

∑
i∈[br·α+1],j∈[br·α+1]

I(Bi,j ; Π1 | Bi,>j, B>i, Z, Trow, Tcol)

= 1
b2

r · α2 · I(B1,1, . . . , B1,br·α+1, B2,1, . . . , Bbr·α+1,br·α+1 ; Π1 | Z, Trow, Tcol)

(by chain rule of mutual information, Fact 4.3.1-(7))

≤ 1
b2

r · α2 · I(B
(r) ; Π1 | Z, Trow, Tcol)

(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))

≤ s

b2
r · α2 . (as I(B(r) ; Π1 | Z, Trow, Tcol) ≤ H(Π1) ≤ s by Fact 4.3.1-(1))

This proves the claim.

We now use these claims to show that the information revealed by random variable Ra

about the input (A⋆, B⋆) is not too large in Dreal.

Claim 6.2.20.
I(Aspec

k⋆ , Bspec
k⋆ ; Ra) ≤ s

b2
r · α2 .

Proof. First, by chain rule of mutual information (Fact 4.3.1-(7)), we have that

I(Aspec
k⋆ , Bspec

k⋆ ; Ra) = I(Bspec
k⋆ ; Ra) + I(Aspec

k⋆ ; Ra | Bspec
k⋆ ).

We can prove that the second term is zero as follows: Let Rcomp represent the independent
source of public randomness used in the message compression in step (ii). Then,

I(Aspec
k⋆ ; Ra | Bspec

k⋆ )
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= I(Aspec
k⋆ ; Π1, σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
<k⋆ | Bspec

k⋆ ) (by expanding Ra)
= I(Aspec

k⋆ ; σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ | Bspec
k⋆ ) + I(Aspec

k⋆ ; Π1 | Bspec
k⋆ , σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
<k⋆ )

(by chain rule in Fact 4.3.1-(7))
= 0 + I(Aspec

k⋆ ; Π1 | Bspec
k⋆ , σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
<k⋆ ).
(by Fact 4.3.1-(2) and construction of Dr)

≤ I(Aspec
k⋆ ; Brest, Bspec

<k⋆ , Rcomp | Bspec
k⋆ , σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
<k⋆ ).

(by data processing inequality Fact 4.3.1-(8) as Π1 is fixed by Bspec, Boff, Brest, Rcomp)
= I(Aspec

k⋆ ; Brest, Bspec
<k⋆ | Bspec

k⋆ , σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ ).
(since Rcomp is an entirely independent source of randomness)

= 0. (by Fact 4.3.1-(2) and construction of Dr)

Therefore, an upper bound on I(Bspec
k⋆ ; Ra) is an upper bound on I(Aspec

k⋆ , Bspec
k⋆ ; Ra). We

have,

I(Bspec
k⋆ ; Ra)
≤ I(Bspec

k⋆ ; Ra, Bspec
<k⋆ )

(by the chain rule (Fact 4.3.1-(7)) and non-negativity of mutual information (Fact 4.3.1-(2)))
= I(Bspec

k⋆ ; Π1, σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ , Bspec
<k⋆ ) (by expanding Ra)

= I(Bspec
k⋆ ; σr, σc, Boff, k⋆, Bspec

>k⋆ , Aspec
<k⋆ , Bspec

<k⋆ )
+ I(Bspec

k⋆ ; Π1 | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ , Bspec
<k⋆ )

(by chain rule in Fact 4.3.1-(7))
= 0 + I(Bspec

k⋆ ; Π1 | σr, σc, Boff, k⋆, Bspec
>k⋆ , Aspec

<k⋆ , Bspec
<k⋆ )

(by Fact 4.3.1-(2) and construction of Dr)
≤ I(Bspec

k⋆ ; Π1 | σr, σc, Boff, k⋆, Bspec
>k⋆ , Bspec

<k⋆ )
(removing Aspec

<k⋆ in the conditioning by Proposition 4.3.3 and Claim 6.2.17)

= 1
kr

·
∑

k∈[kr]
I(Bspec

k ; Π1 | σr, σc, Boff, k⋆ = k, Bspec
>k , Bspec

<k )

(by the definition of conditional mutual information)

= 1
kr

·
∑

k∈[kr]
I(Bspec

k ; Π1 | σr, σc, Boff, Bspec
>k , Bspec

<k )

(as event k⋆ = k is independent of (Bspec, Boff, Π1, σr, σc) (see proof of Claim 6.2.13))

≤ s

b2
r · α2 ,

by applying Claim 6.2.18 to bound each term, completing the proof.

We are now ready to show that Dfake and Dreal are statistically close.

Lemma 6.2.21.
∥Dreal −Dfake∥tvd ≤

√
s

2 · b2
r · α2 .

Proof. Firstly, we use weak chain rule over total variation distance (Fact 4.3.8) using the
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definitions of distributions Dfake and Dreal established in Claim 6.2.16 to obtain

∥Dreal −Dfake∥tvd ≤ E
R∼Ra

∥dist(Aspec
k⋆ , Bspec

k⋆ | Ra = R)− dist(Aspec
k⋆ , Bspec

k⋆ )∥tvd

≤ E
R∼Ra

√
1
2 · D(dist(Aspec

k⋆ , Bspec
k⋆ | Ra = R) || dist(Aspec

k⋆ , Bspec
k⋆ ))

(by Pinsker’s inequality in Fact 4.3.10)

≤ 1√
2
·
√

E
R∼Ra

D(dist(Aspec
k⋆ , Bspec

k⋆ | Ra = R) || dist(Aspec
k⋆ , Bspec

k⋆ ))

(by Jensen’s inequality as the function
√
· is concave)

= 1√
2
·
√
I(Aspec

k⋆ , Bspec
k⋆ ; Ra)

(by the relation between mutual information and KL-divergence in Fact 4.3.4)

≤
√

s

2 · b2
r · α2 , (by Claim 6.2.20)

proving the lemma.

Finally, we complete the proof of the main round-elimination argument.

Proof of Lemma 6.2.11. By construction, we know that the total communication of protocol
πr−1 is upper bounded by the communication of protocol π(2)

r (since the messages of the
former are a subset of the ones for the latter). Using Corollary 6.2.15, we get that the
communication of πr−1 is at most

CC(πr−1) ≤ cjpy · (r/ε) ·
(

s

kr

+ r
)

.

Furthermore, by construction, protocol πr−1 is an (r − 1)-round protocol where Alice com-
municates first.

We know, again from Corollary 6.2.15, that the probability of success of π(2)
r is at least

δ − ε when the simulated input (A(r), B(r)) is sampled from Dr, i.e., the random variables
follow distribution Dreal. However, in πr−1, due to the fact that we sample the first round
message at random, the simulated input is only statistically close to being sampled from Dr,
i.e., the random variables follow distribution Dfake. Therefore, the probability of success of
πr−1, using Fact 4.3.5, is bounded as follows:

suc(πr−1) ≥ Pr
(
π(2)

r succeeds on input Dreal
)
− ∥Dreal −Dfake∥tvd

≥ δ − ε−
√

s

2 · b2
r · α2 .

Lastly, to get a deterministic protocol out of πr−1, we use an averaging argument and
fix the random bits of πr−1 so that we have the same performance guarantee over the input
distribution Dr−1(nr−1, α). This gives us the desired (r − 1)-round deterministic protocol
for AHMr−1(nr, α) when the players’ inputs are sampled from Dr−1(nr−1, α), and the search
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sequence is uniformly random.

6.2.3 Reduction to Bipartite Matching in Dynamic Streams

In this section, we prove the connection between maximum bipartite matching in the dynamic
streaming model and the Augmented Hidden Matrices (AHMr) problem, which is presented
as Lemma 6.2.6. We repeat this lemma for the convenience of the reader here.

Lemma 6.2.6 (restated). For any sufficiently large nr ∈ N, integers p, s ≥ 1, and num-
ber β ≥ 1, let A by any p-pass s-space dynamic streaming algorithm that computes a β-
approximate maximum matching on a (4nr)-vertex bipartite graphs with probability of success
at least 1 − 1/poly(n). Then, for r = 2p − 1 and α = 1/(4 · β · r), there exists an r-round
protocol π for AHMr(nr, α) with probability of success

suc(π) ≥ 1
2 ·
(

1 + 1
3β

)

and communication cost
CC(π) ≤ r · s + O(r · nr log (nr)).

The key to proving Lemma 6.2.6 is to construct a bipartite graph G = (L∪R, Eins\Edel),
which is defined by edge insertions Eins and deletions Edel, from any input instance for AHMr

with the following property. An O(1)-approximate maximum bipartite matching in G can
be used to solve AHMr on the search sequence with a non-trivial advantage over randomly
guessing the answer.

6.2.3.1 The Bipartite Graph Construction using AHMr

Let us first recall the important aspects of AHMr. It is defined recursively using b2
r many

AHMr−1 sub-instances, which are denoted (A(r−1)
i,j , B

(r−1)
i,j ) for i, j ∈ [br] (see Figure 6.4 in

Section 6.2.2). An instance of AHMr identifies kr many special sub-instances (Aspec, Bspec).
Each of these has its own kr−1 many special (sub-)sub-instances and, continuing this, ul-
timately corresponds to the kr · kr−1 · . . . · k1 many special base instances, where each one
corresponds to a single bit as they are instances of AHM0. Then, given the uniform random
search sequence, which is provided at the end of a protocol, solving AHMr requires solving a
uniform random special base instance.

We begin by showing how the base instances (or bits) are represented in our graph. We
will use the following basic bipartite graph construction on four vertices, called a bit graph,
to encode bits in our construction of G.

Definition 6.2.22 (Bit Graph). Given a bit x ∈ {0, 1} and a graph G = (L ∪ R, E) with
L = {ℓ1, ℓ2} and R = {r1, r2}, graph G is said to be the bit graph of x if

• E = {(ℓ1, r1), (ℓ2, r2)} when x = 0, and E = {(ℓ1, r2), (ℓ2, r1)} when x = 1.

The bit x can be identified by either of the edges in E. See Figure 6.6 for an illustration.

148



ℓ2

ℓ1

r2

r1

(a) When the bit x = 0.

ℓ2

ℓ1

r2

r1

(b) When the bit x = 1.

Figure 6.6: An illustration of the bit graph on vertices corresponding to a bit x ∈ {0, 1}.

With that, given an instance (A(r), B(r)) of AHMr(nr, α), we give the following recursive
procedure that separately encodes A(r) and B(r) as the edges of a bipartite graph on the
vertex sets L and R, where,

L = {ℓ1
t , ℓ2

t | t ∈ [nr]} and R = {r1
t , r2

t | t ∈ [nr]}.

For ease of notation, we let

L[i] =
{
ℓ1

t , ℓ2
t | (i− 1) · nr−1 < t ≤ i · nr−1

}
⊆ L

for i ∈ [br], and we let R[j] ⊆ R for j ∈ [br] be defined similarly. The edges we add
corresponding to the sub-instance (A(r−1)

i,j , B
(r−1)
i,j ) will be only across vertices in L[i] and

R[j].
We also use 1(t) and 0(t) to denote the t×t matrix of all ones and all zeroes, respectively.

The construction of the graph is as follows.

edges(r, Z, L, R) where Z ∈ {A(r), B(r), 1(nr), 0(nr)} with |L| = |R| = 2nr:

• For r = 0.

– When Z ∈ {0, 1}, return the edges of the bit graph corresponding to Z.
– When Z = ∅, return the empty set of edges.

• For r ≥ 1.

– When Z ∈ {1(nr), 0(nr)}, return the edges⋃
i,j∈[br]

edges(r − 1, Z ′, L[i], R[j])

where Z ′ is the nr−1 × nr−1 matrix with all its entries the same as the entries
in Z.

– When Z = A(r), return the edges⋃
i,j∈[br]

edges(r − 1, B
(r−1)
i,j , L[i], R[j]).
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– When Z = B(r), return the edgesa

( ⋃
i,j∈[br]

br·α<σr(i)̸=σc(j)≤br

edges(r − 1, B
(r−1)
i,j , L[i], R[j])

)

∪
( ⋃

i,j∈[br]
br·α<σr(i)=σc(j)≤br

edges(r − 1, A
(r−1)
i,j , L[i], R[j])

)
.

If r is even, in addition to the above, return the edges⋃
i,j∈[br]

σr(i)≤br·α or σc(j)≤br·α

(
edges(0, 1(nr−1), L[i], R[j]) ∪ edges(0, 0(nr−1), L[i], R[j])

)
.

See Figure 6.7 for an illustration.
aThis procedure ignores Aoff = (A(r−1)

i,j : br · α < σr(i) ̸= σc(j) ≤ br).

Note that this procedure does not yet define the graph G. However, it allows Alice and
Bob to construct edges (insertions or deletions) from their respective inputs, which we now
show can be done without any communication.

Claim 6.2.23. For any r ≥ 0, given an instance (A(r), B(r)) of AHMr(nr, α), Alice and Bob
can compute edges(r, A(r), L, R) and edges(r, B(r), L, R), respectively, without any commu-
nication.

Proof. The proof of the claim is by induction on r where the base case when r = 0 is
trivial, i.e., both edges(0, A(0), L, R) and edges(0, B(0), L, R) can be constructed without
communication.

For any r ≥ 1, the player holding A(r) has access to all B
(r−1)
i,j for i, j ∈ [br]. Thus, the

player can construct the required set of edges edges(r−1, B
(r−1)
i,j , L[i], R[j]) for all i, j ∈ [br]

without any communication by the induction hypothesis. The player holding B(r) has access
to permutations σr, σc and the following:

• B
(r−1)
i,j for br · α < σr(i) ̸= σc(j) ≤ br and thus the player can construct construct the

required
edges(r − 1, B

(r−1)
i,j , L[i], R[j])

without any communication by the induction hypothesis; and

• A
(r−1)
i,j when br · α < σr(i) = σc(j) ≤ br and thus the player can construct

edges(r − 1, A
(r−1)
i,j , L[i], R[j])

without any communication, again, by the induction hypothesis.
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L[1]

...

L[br]

R[1]

...

R[br]

(a) An illustration of Alice’s edges
corresponding to A(r). An orange
edge between L[i] and R[j] for each
i, j ∈ [br] represents the set of
edges corresponding to the input
B

(r−1)
i,j held by Alice.

L[σr(1)]

...

L[σr(br)]

R[σc(1)]

...

R[σc(br)]

b
r ·(1

−
α)

b
r ·α

b
r ·α

(b) An illustration of Bob’s edges corresponding to B(r). The
vertex groups are represented after the permutations σr, σc
held by Bob. Each orange edge represents the edges cor-
responding to each off-diagonal sub-instances Boff held by
Bob. Each blue edge represents the edges corresponding to
the special sub-instances Aspec held by Bob. Each dashed
gray edge represents the set of no edges when r is odd and
the set of all possible edges when r is even.

Figure 6.7: Illustrations of Alice’s edges edges(r, A(r), L, R) (Figure 6.7a) and Bob’s edges
edges(r, B(r), L, R) (Figure 6.7b). In both illustrations, the nodes on the left and right
corresponds to vertex groups L[i] and R[j] for each i, j ∈ [br], respectively. An edge be-
tween vertex groups L[i] and R[j] represents the set of edges corresponding to the instance
(A(r−1)

i,j , B
(r−1)
i,j ).

Additionally, when r is even, this player constructs

edges(r − 1, 1(nr−1), L[i], R[j]) and edges(r − 1, 0(nr−1), L[i], R[j])

when σr(i) ≤ br · α or σc(j) ≤ br · α, which is trivial and does not need any communication
since it only requires the knowledge of σr, σc.

Using the above recursive definition, we obtain the main procedure for constructing a
bipartite graph G from any instance (A(r), B(r)) of AHMr(nr, α).

One player will be solely responsible for adding edges to G, and the other player only
deletes edges from G. The particular roles of Alice and Bob depends on the parity of r.

graph(A(r), B(r)) for instance (A(r), B(r)) of AHMr(nr, α):

• When r is odd, Alice inserts the edges Eins = edges(r, A(r), L, R) and Bob deletes
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the edges Edel = edges(r, B(r), L, R);

• When r is even, Bob inserts the edges Eins = edges(r, B(r), L, R) and Alice deletes
the edges Edel = edges(r, A(r), L, R).

Return graph G = (L ∪R, Eins\Edel). See Figure 6.8 for an illustration of G.

L[σr(1)]

...

L[σr(br)]

R[σc(1)]

...

R[σc(br)]

br · (1− α) br · (1− α)

br · α

Figure 6.8: An illustration of a graph G = graph(A(r), B(r)) constructed from an instance
(A(r), B(r)) of AHMr(nr, α). The nodes on the left and right corresponds to vertex groups
L[i] and R[j] for each i, j ∈ [br] and are ordered after applying the permutations σr and
σc, respectively. An edge between vertex groups L[i] and R[j] represents the set of edges
corresponding to the instance (A(r−1)

i,j , B
(r−1)
i,j ), where a lack of edge implies that all edges

inserted have also been deleted, i.e., the off-diagonal sub-instances (Aoff, Boff). Each purple
edge represents the edges that correspond to each special sub-instance in (Aspec, Bspec). The
remaining thick gray edges represent the edges corresponding to sub-instances in Brest. The
box represents the subgraph of G induced by the vertices Lspec ∪Rspec. See Figure 6.4 for a
comparison to AHMr.

Now, let us show that the instances we create are indeed valid graphs.

Claim 6.2.24. For any r ≥ 0, the graph G = (L ∪ R, Eins\Edel) = graph(A(r), B(r)) is a
valid graph, namely, Edel ⊆ Eins.

Proof. By construction, the player that inserts the edges and the player that deletes the
edges depends on the parity of r. When r is odd, Eins = edges(r, A(r), L, R) and Edel =
edges(r, B(r), L, R), and when r is even, the roles are reversed. Hence, we prove the claim
by induction on r where, when r is odd,

edges(r, B(r), L, R) ⊂ edges(r, A(r), L, R),
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, and when r is even, the vice-versa holds.
When r = 0 (even case), there are no edge deletions since edges(0, A(0), L, R) = ∅, so

the claim vacuously holds. When r ≥ 1, we consider the cases where r is odd and even
separately.

Odd r. We consider the following groupings of the edges separately:

• When br · α < σr(i) ̸= σc(j) ≤ br, the edge set edges(r − 1, B
(r−1)
i,j , L[i], R[j]) held by

Bob is directly contained in the edges edges(r, A(r), L, R) held by Alice.

• When br ·α < σr(i) = σc(j) ≤ br, Bob holds the edge set edges(r−1, A
(r−1)
i,j , L[i], R[j])

and Alice holds the edge set edges(r − 1, B
(r−1)
i,j , L[i], R[j]). Immediately by the in-

duction hypothesis, since r− 1 is even, we have that edges(r− 1, A
(r−1)
i,j , L[i], R[j]) ⊆

edges(r − 1, B
(r−1)
i,j , L[i], R[j]).

Even r. Here, we have three different cases:

• When br · α < σr(i) ̸= σc(j) ≤ br, the edges edges(r − 1, B
(r−1)
i,j , L[i], R[j]) held by

Alice are directly contained in the edges edges(r, B(r), L, R) by Bob.

• When br · α < σr(i) = σc(j) ≤ br, by the induction hypothesis as r − 1 is odd, we
have that edges(r−1, B

(r−1)
i,j , L[i], R[j]) ⊆ edges(r−1, A

(r−1)
i,j , L[i], R[j]) and are thus

contained in edges(r, B(r), L, R).

• When σr(i) ≤ br · α or σc(j) ≤ br · α, the edges edges(r − 1, B
(r−1)
i,j , L[i], R[j]) are

trivially a subset of edges(r− 1, 1(nr−1), L[i], R[j])∪edges(r− 1, 0(nr−1), L[i], R[j]),
which are all included in edges(r, B(r), L, R) since r is even.

Overall, we have that Edel ⊆ Eins for any choice of r ≥ 0 and thus G = (L∪R, Eins\Edel) =
graph(A(r), B(r)) is a valid graph.

With that, we have that the players can take an instance (A(r), B(r)) of AHMr and con-
struct a valid graph G = (L∪R, Eins\Edel) without any communication. In the next section,
we will show some structural properties of G that relate it to (A(r), B(r)).

6.2.3.2 Properties of the Constructed Graph

We need some notation before we begin proving the desirable properties of our construction.
We define the following sets of special vertices: For i, j ∈ [br],

Lspec
k := L[i] when σr(i) = br · α + k and Rspec

k := R[j] when σc(j) = br · α + k

for all k ∈ [kr], and

Lspec :=
⋃

k∈[kr]
Lspec

k and Rspec :=
⋃

k∈[kr]
Rspec

k .
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See Figure 6.8 for an illustration of the special vertices. In the following claim, we show
that the special vertices do, in fact, correspond to the special sub-instances (Aspec, Bspec) of
(A(r), B(r)).

Claim 6.2.25. For r ≥ 1, the subgraph of G = graph(A(r), B(r)) induced by the vertices
Lspec ∪ Rspec is exactly the vertex-disjoint union of graphs graph(Aspec

k , Bspec
k ) for all k ∈

[kr].

Proof. We only prove the claim when r is odd, as the case when r is even follows similarly.
Observe first that the only possible edges between Lspec and Rspec are the edges between

L[i] and R[j] corresponding to (A(r−1)
i,j , B

(r−1)
i,j ) for any i, j ∈ [br] with br ·α < σr(i), σc(j) ≤ br.

Considering only these edges, we split our analysis into two cases:

• When br ·α < σr(i) ̸= σc(j) ≤ br, Alice adds the edges corresponding to B
(r−1)
i,j , which

is exactly the set of edges deleted by Bob. Hence, none of these edges are present in
G.

• When σr(i) = σc(j) = br · α + k for k ∈ [kr], Alice adds the edges corresponding
to B

(r−1)
i,j , whereas Bob deletes the edges corresponding to A

(r−1)
i,j . As r − 1 is even,

these edge insertions and deletions exactly correspond to graph(A(r−1)
i,j , B

(r−1)
i,j ). It

then follows that the subgraph of G induced by L[i] ∪R[j] = Lspec
k ∪Rspec

k is an exact
copy of graph(Aspec

k , Bspec
k ).

Finally, for any k1, k2 ∈ [kr], Lspec
k1 ∪ Rspec

k1 is disjoint from Lspec
k2 ∪ Rspec

k2 . Hence, the
subgraph induced by Lspec∪Rspec is a vertex-disjoint union of the graphs graph(Aspec

k , Bspec
k )

for k ∈ [kr], proving the claim.

To highlight another key structural property in our construction of G, recall from Obser-
vation 6.2.8 that any instance (A(r), B(r)) of AHMr defines kr ·kr−1 · . . . ·k1 many special base
instances. We identify these special base instances and their corresponding sets of special
base vertices in L and R using the tuples in [kr]× [kr−1]× . . .× [k1]. Formally, we have the
following notation:

Notation. Any tuple s = (sr, sr−1, . . . , s1) identifies the special sub-instance (Aspec
sr

, Bspec
sr

)
of (A(r), B(r)), then the special sub-instance (Aspec

sr−1 , Bspec
sr−1 ) inside (Aspec

sr
, Bspec

sr
), and so on

until finally pointing to a single special base instance (Aspec
s1 , Bspec

s1 ). We denote this special
base instance as (A∗

s, B∗
s ). Furthermore, we use (A∗, B∗) to denote the collection of special

base instances (A∗
s, B∗

s ) for all s = (sr, sr−1, . . . , s1) ∈ [kr]× [kr−1]× . . .× [k1].
Any tuple s = (sr, sr−1, . . . , s1) also identifies the sets of vertices Lspec

sr
⊆ L and Rspec

sr
⊆ R,

then the sets Lspec
sr−1 ⊆ Lspec

sr
and Rspec

sr−1 ⊆ Rspec
sr

, and so on until identifying the sets of special
base vertices Lspec

s1 ⊆ Lspec
s2 in L and Rspec

s1 ⊆ Rspec
s2 in R. We denote these two sets of special

base vertices as L∗
s and R∗

s. We further define

L∗ :=
⋃

s∈[kr]×[kr−1]×...×[k1]
L∗

s and R∗ :=
⋃

s∈[kr]×[kr−1]×...×[k1]
R∗

s.
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With this notation, we can now show that the special base vertices L∗ ∪ R∗ correspond
to the special base instances (A∗, B∗) using Claim 6.2.25.

Corollary 6.2.26. For r ≥ 1, the subgraph of G = graph(A(r), B(r)) induced by the vertices
L∗ ∪ R∗ is exactly the vertex-disjoint union of the bit graphs graph(A∗

s, B∗
s ) for all s ∈

[kr]× [kr−1]× . . .× [k1].

Proof. We prove this by induction on r.
Base case for r = 1. For every s1 ∈ [k1], we have the following directly from the above

definitions:
L∗

s = Lspec
s1 , R∗

s = Rspec
s1 , A∗

s = Aspec
s1 , B∗

s = Bspec
s1 .

Therefore, L∗ = Lspec and R∗ = Rspec. Then, by Claim 6.2.25, we have that the subgraph
induced by the vertices L∗ and R∗ is a vertex-disjoint union of graphs

graph(Aspec
s1 , Bspec

s1 ) = graph(A∗
s1 , B∗

s1)

for all s1 ∈ [k1]. Furthermore, for each s1 ∈ [k1], graph(A∗
s1 , B∗

s1) is a bit graph since it
corresponds to the special base instance (A∗

s1 , B∗
s1), which is an instance of AHM0.

Inductive step for r ≥ 2. Let Hbase := G[L∗∪R∗] be the subgraph in the statement. It
will also be useful for us to consider the subgraph Hspec := G[Lspec∪Rspec]. Since L∗ ⊆ Lspec

and R∗ ⊆ Rspec, we have that,

Hbase = G[L∗ ∪R∗] = Hspec[L∗ ∪R∗].

Now, by Claim 6.2.25, Hspec is a vertex-disjoint union of subgraphs Hspec
sr

:= graph(Aspec
sr

, Bspec
sr

)
for sr ∈ [kr]. Therefore, we only need to show that, for each sr ∈ [kr], the subgraph Hspec

sr
,

when restricted to the vertices in L∗ ∪R∗ is exactly a vertex-disjoint union of the bit graphs
graph(A∗

s, B∗
s ) for all s ∈ {sr} × [kr−1]× . . .× [k1].

Since the only vertices of L∗ ∪ R∗ that are in Hspec
sr

are exactly its special base vertices,
what we want immediately follows from the induction hypothesis applied to Hspec

sr
for each

sr ∈ [kr].

We can also show that these graphs have perfect matchings.

Claim 6.2.27. For r ≥ 0 and any (A(r), B(r)), the graph G = graph(A(r), B(r)) contains a
perfect matching, i.e., of size 2nr.

Proof. We prove this claim by induction on r where the base case when r = 0 is trivial,
i.e., we have that graph(A(0), B(0)) is a single bit graph, which has a perfect matching by
Definition 6.2.22.

When r ≥ 1, let H = G[Lspec∪Rspec] be its subgraph induced on the special vertices. By
Claim 6.2.25 and the induction hypothesis, we immediately have that H contains a perfect
matching. Hence, it remains to argue that there is a perfect matching in the subgraph

H ′ = G[L\Lspec ∪R\Rspec].

155



By definition of the special vertices, L\Lspec corresponds to L[i] where σr(i) ≤ br ·α and,
similarly, R\Rspec corresponds to R[j] where σc(j) ≤ br ·α for i, j ∈ [br]. Then, to show that
there is a perfect matching in H ′, it is sufficient to argue that

G[L[i] ∪R[j]] for each i, j ∈ [br] where σr(i) = σc(j) ≤ br · α

has a perfect matching since these are vertex disjoint graphs that cover all of L\Lspec and
R\Rspec. We consider the case when r is odd and even separately.

Odd r. By construction, Alice adds edges corresponding to B
(r−1)
i,j . In order to obtain

graph(A(r−1)
i,j , B

(r−1)
i,j ), which has a perfect matching by the induction hypothesis, Bob would

need to delete the edges corresponding to A
(r−1)
i,j since r− 1 is even. Instead, Bob deletes no

edges so G[L[i] ∪R[j]] is a superset of graph(A(r−1)
i,j , B

(r−1)
i,j ), which implies that it also has

a perfect matching.

Even r. By construction, Alice deletes the edges corresponding to B
(r−1)
i,j . In order to

obtain graph(A(r−1)
i,j , B

(r−1)
i,j ), which has a perfect matching by the induction hypothesis,

Bob would need to add the edges corresponding to A
(r−1)
i,j since r − 1 is odd. Instead, Bob

adds a superset of these edges since he adds all possible edges

(edges(r − 1, 1(nr−1), L[i], R[j]) ∪ edges(r − 1, 0(nr−1), L[i], R[j])).

Therefore, graph(A(r−1)
i,j , B

(r−1)
i,j ) is a subgraph of G[L[i]∪R[j]] and has a perfect matching.

Finally, using these key structural properties, we show that any graph G has a perfect
matching and that any β-approximate maximum matching in G includes many edges that
correspond to the bit graphs of the special base instances.

Lemma 6.2.28. For r ≥ 1, any β-approximate maximum matching M in G = graph(A(r), B(r))
identifies the bits of at least

nr · (1/β − 2αr)
many special base instances in (A(r), B(r)).

Proof. By Corollary 6.2.26, we know that the edges in H = G[L∗ ∪ R∗] are able to identify
the bits of the special base instance. Therefore, we first obtain a bound on the number of
edges in M that must have both endpoints in L∗ ∪R∗, i.e., the number of its edges in H.

Observe that the number of edges in M that are not in H have at least one endpoint not
in L∗ ∪ R∗, i.e., there are at most |(L ∪ R)\(L∗ ∪ R∗)| many such edges. Therefore, M has
at least

|M | − |(L ∪R)\(L∗ ∪R∗)|
edges in H. Then, by definition of the special base vertices L∗ ∪ R∗ and the choice of
parameters in Eq (6.9) and Observation 6.2.8, we have that

|L∗| = |R∗| = 2 · kr · kr−1 · . . . · k1 = 2nr · (1− α)r
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and
|(L ∪R)\(L∗ ∪R∗)| = 4nr − 4nr · (1− α)r = 4nr(1− (1− α)r).

Now, by Lemma 6.2.27 and since M is a β-approximation, we have that M is of size at least
2nr/β, which gives us the following bound:

|M | − |(L ∪R)\(L∗ ∪R∗)| ≥ 2nr/β − 4nr(1− (1− α)r)
= 4nr(1/2β − 1 + (1− α)r).

Finally, by Corollary 6.2.26, the only edges in H are the edges of the vertex-disjoint
union of the bit graphs graph(A∗

s, B∗
s ) for s ∈ [kr]× [kr−1]× . . .× [k1]. By Definition 6.2.22,

each bit graph is a matching of exactly two edges, each of which can be used to identify the
underlying bit of the special base instance. Therefore, in the worst case, every two edges of
M in H identifies a single bit of a special base instance and thus at least

2nr(1/2β − 1 + (1− α)r) ≥ 2nr(1/2β − 1 + 1− α · r) (by Bernoulli’s inequality)
= nr · (1/β − 2α · r)

many such bits are identified by M .

6.2.3.3 A Protocol for AHMr(nr, α) using a Dynamic Streaming Algorithm

Using the above graph construction and its key properties, we can now construct a protocol
π for any instance (A(r), B(r)) of AHMr(nr, α) that simulates a run of any p-pass s-space
dynamic streaming algorithm A for β-approximate maximum matching on the bipartite
graph G = graph(A(r), B(r)). We then use this protocol to prove Lemma 6.2.6.

A protocol π for AHMr(nr, α) on any input (A(r), B(r)) using the p-pass s-space
dynamic streaming algorithm A where r = 2p− 1:

(a) Alice computes the edge insertions EA = edges(r, A(r), L, R) and then constructs an
arbitrary ordering σA of the edges EA. Similarly, Bob computes the edge deletions
EB = edges(r, B(r), L, R) and then constructs an arbitrary ordering σB of the edges
EB.

(b) The players simulate each pass of A on the stream of insertions σA followed by
deletions σB in the usual manner: To simulate a single pass, Alice runs A on the
insertions in σA then sends the memory state to Bob, who continues A on the dele-
tions in σB and sends the memory state back to Alice. In only the final pass, Bob
computes the output matching M of A instead of sending its memory state.

(c) In parallel to the simulation, Alice and Bob also exchange messages to identify the
labels of all the special base instances in (A∗, B∗), each of which is identified by a
tuple (sr, sr−1, . . . , s1) ∈ [kr]× [kr−1]× . . .× [k1] as follows.

• In the first round, Alice does not send anything. In the second round, Bob
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sends the two input permutations σr, σc of [br] along with the message to Alice,
using which Alice can identify kr many special sub-instances of AHMr.

• For any round 2 < t ≤ r, the player who receives the message of round t − 1
identifies the kr · kr−1 · . . . · kr−t+3 many special instances of AHMr−t+2 (sub-
instances of AHMr−t+3). In round t, this player sends 2 · kr · kr−1 · . . . · kr−t+3
many permutations of [br−t+2], corresponding to the two input permutations of
each of these instances of AHMr−t+2.

• After receiving message of round r, Bob is able to identify the kr · kr−1 · . . . · k2
many special instances of AHM1. Bob already knows the two input permutations
of [b1] associated with all these special instances of AHM1, and thus knows the
labels of all the special base instances.

(d) At the end of the protocol, the final player receives a uniform random search sequence
s∗ = (k⋆

r , k⋆
r−1, . . . , k⋆

1). Then, using the information obtained in the previous step,
the player identifies the special base instance (A∗

s∗ , B∗
s∗) and corresponding special

base vertices L∗
s∗ = {ℓ1, ℓ2} and R∗

s∗ = {r1, r2}. The player returns xs∗ as the output
of the protocol, which is determined as follows:

• If M contains the edge (ℓ1, r1) or (ℓ2, r2), xs∗ = 0;
• If M contains the edge (ℓ1, r2) or (ℓ2, r1), xs∗ = 1;
• Otherwise, xs∗ is a uniform random bit.

We now use this constructed protocol to prove the desired connection between max-
imum bipartite matching in the dynamic streaming model and the AHMr problem, thus
proving Lemma 6.2.6.

Proof of Lemma 6.2.6. To prove this lemma, we show that π is an r-round protocol with

CC(π) ≤ r · s + O(r2 · nr log nr) and suc(π) ≥ 1/2 + 1/6β

where, as in the statement of the lemma, r = 2p − 1, α = 1/(4βr), and β ≥ 1 is the
approximation guarantee of the maximum matching returned by A.

First, we argue the number of rounds of communication required by each step separately:

• By Claim 6.2.23, Alice and Bob can compute their edges EA and EB without any
communication.

• In the simulation of A, each pass of the algorithm is simulated using two rounds of
communication, one message from Alice and one message from Bob, except for the
final pass, which only requires one round, i.e., one message from Alice. Since A has p
passes, simulating it requires r = 2p− 1 rounds of communication.

• Identifying the labels of the special base instances (which is only required at the end to
output the solution) also requires r rounds of communication since, at the end of each
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round t ∈ [r], kr · kr−1 · . . . · kr−t+1 many special instances of AHMr−t are identifiable
by the player that receives the message.

• Returning the output of protocol π is solely computed from the output of A and the
identified labels, which can be done without any further communication.

Since the simulation of A and identifying the labels is done in parallel, protocol π is an
r-round protocol.

Next, we argue the communication cost of π by considering separately the only two steps
that require communication. To simulate A, the players only exchange the memory state of
A. Since this requires at most s bits for each of the r messages, the overall communication
required in the simulation is at most r · s bits.

Next, we give an upper bound on the communication required to communicate the labels.
In round t for 2 ≤ t ≤ r, the player sends 2 · kr · kr−1 · . . . · kr−t+3 many permutations of
[br−t+2]. Using Eq (6.9), we can say, in total,

2 · kr · kr−1 · . . . · kr−t+3 · br−t+2 · log(br−t+2) ≤ 2 · br · br−1 · . . . · br−t+3 · br−t+2 · log(br−t+2)
= O(nr · log(nr))

bits are sent. In r rounds, the total number of bits to find the labels of all special instances
is O(r · nr · log(nr)). Therefore, CC(π) ≤ r · s + O(r · nr log nr).

Finally, we argue the probability of success of π. The goal for solving the instance
(A(r), B(r)) of AHMr(nr, α) is to output the bit of the special base instance (A∗

s∗ , B∗
s∗) where

s∗ = (k⋆
r , k⋆

r−1, . . . , k⋆
1) is the uniform random search sequence given to the final player, i.e.,

Bob since r = 2p − 1 is odd, at the end of the protocol. In protocol π, the predictor xs∗ of
the solution is obtained from the matching M returned by A or is a uniform random guess.

When A succeeds, which occurs with 1− 1/poly(n) probability, it is guaranteed to out-
put a β-approximate maximum matching M in the bipartite graph graph(A(r), B(r)). By
Lemma 6.2.28, the edges of M identify the bits of at least nr · (1/β−2αr) many special base
instances, which are nr · (1 − α)r many in total by Observation 6.2.8. Since s∗ uniformly
selects one of the special base instances to correspond to the solution bit, M identifies it
with probability at least

1/β − 2αr

(1− α)r
≥ 1/β − 2αr = 1/β − 1/2β = 1/2β

since α = 1/(4βr) ∈ (0, 1).
Thus, we have,

• When A succeeds and M correctly identifies the solution bit, the predictor xs∗ returned
by π is correct (with probability 1);

• When A succeeds but M does not identify the solution bit, the predictor xs∗ returned
by π is a random guess and thus is correct with probability 1/2;
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• When A fails, there is no guarantee on the predictor bit, and we might as well assume
the answer is wrong (with probability 1);

As such, we have that the protocol succeeds with probability at least

(1− 1/poly(n)) ·
(

1
2β
· 1 +

(
1− 1

2β

)
· 12

)
+ 1/poly(n) · 0 ≥ 1

2 ·
(

1 + 1
3β

)
,

since β is a constant. This concludes the proof.

Remark 6.2.29. In the construction of graph(A(r), B(r)), when r is even, Alice deletes the
edges before Bob adds them: for the corresponding streaming problem, this corresponds to
deleting edges that have not been inserted (although the final stream still ensures that any
edge that is deleted will be inserted); this is not consistent with the definition of dynamic
graph streams. Nevertheless, in our construction, we only use the AHMr lower bound when
r = 2p − 1 and thus is odd. Here, Alice adds edges to the graph, and Bob deletes the edges
after all the edges are added. As a result, in the corresponding streaming problem, no edge
is deleted before it is inserted, thus adhering to the restriction of the dynamic graph streams.
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7 Distributed Triangle Detection
7.1 Introduction
In the distributed triangle detection problem, we have an n-vertex graph G = (V, E) repre-
senting a distributed network with one player for each vertex of the graph who sees the edges
incident on the vertex. Players communicate in synchronous rounds by sending O(log n) bit
messages to each of their neighbors per round. The goal is to detect if G contains a triangle
as a subgraph in a small number of rounds. Detecting in this problem means that if G
contains no triangles, all players should output No; and, if G contains a triangle, at least
some player should output Yes.

This model of distributed communication is referred to as the CONGEST model [Pel00]
to contrast it with the LOCAL model [Lin92] that ignores bandwidth limitations and focuses
solely on locality, imposed by communicating only over the edges of the graph. Triangle de-
tection can be trivially solved in a single round of LOCAL by each vertex collecting the
neighborhood of its own neighbors. But, this approach incurs a significant communication
bottleneck and misrepresents the true complexity of this problem in distributed networks.
As a result, triangle detection (among other subgraphs) has been studied extensively in the
CONGEST model in recent years, leading to the following state of affairs (see also Sec-
tion 7.1.1 for more on the related work):

• From the upper bound side, the first algorithm for distributed triangle detection is due
to [IG17] and achieves Õ(n2/3) rounds. This was subsequently improved in [CPZ19] to
Õ(n1/2) rounds using expander decompositions, and further refined in [CS19,CPSZ21]
to Õ(n1/3) rounds. See also [HPZZ21] for an algorithm with guarantees based on
maximum degree of the graph. These algorithms are randomized and their guarantees
hold with high probability. Subsequent work [CLV22], building on [CS20], obtained
deterministic n1/3+o(1) round algorithms for this problem. Plugging in the more recent
deterministic expander routing algorithm of [CHS24] in the framework of [CLV22],
leads to an Õ(n1/3) round deterministic algorithm.

• On the lower bound side, not much is known about this problem. Basically, the only
lower bounds for this problem are due to [ACKL20] and [FGKO18] who, respectively,
showed that deterministic or randomized algorithms cannot solve this problem in a
single round.

We refer the reader to the excellent survey of [Cen22] for a detailed overview of the literature.
The lack of progress on lower bounds can be attributed to two factors: (1) the main

lower bound technique in this model, namely reductions from two-player communication
complexity, is provably incapable of establishing any meaningful lower bounds for triangle
detection [ACKL20, FGKO18, Cen22] (see also Section 2.3.2); and, (2) there is a provable
barrier for establishing strong lower bounds: [EFF+22] shows that a lower bound of nδ rounds
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for any constant δ > 0 implies circuit complexity lower bounds that are entirely out of reach
of existing techniques (see also Chapter B).

Given the above challenges, proving any lower bounds for distributed triangle detection
has been considered a challenging task [ACKL20,FGKO18,Cen22], and prior work has only
ruled out one-round algorithms. In this work, we make further progress on this tantalizing
open question.

Theorem 5 (restated). Any algorithm for distributed triangle detection in CONGEST on
n-vertex graphs requires Ω(log log n) rounds to succeed with high constant probability.

Theorem 5 provides a partial answer to the question of determining the round com-
plexity of distributed triangle detection—from the lower bound side—raised repeatedly in
the literature, e.g., in [ACKL20, Open Question 1] and [Cen22, Open Problem 2.2], among
others.

To put our main result in perspective, we should highlight other lower bounds for dis-
tributed triangle detection in related models. The lack of lower bounds in CONGEST mo-
tivated [ACKL20] to consider a more limited model of communication wherein each player
sends a single bit on each of its edges per round (simulating a round of CONGEST re-
quires Ω(log n) rounds in this model). In this model, [ACKL20] proved an Ω(log∗n) lower
bound for deterministic algorithms and [FGKO18] extended the lower bound to Ω(log n)
rounds. Similarly, [DKO14] proved that any deterministic algorithm that broadcasts the
same O(log n)-bit message to all its neighbors in each round, needs n1−o(1) rounds1. To our
knowledge, for randomized algorithms, even in these computationally weaker models, no
lower bounds better than a single round were known.

Technical perspective. As mentioned earlier, a key bottleneck in proving lower bounds
for distributed triangle detection is the inadequacy of standard applications of communica-
tion complexity. This is reminiscent of another (loosely) related area of research: multi-pass
graph streaming lower bounds, wherein direct applications of communication complexity are
often limited (see, [ACK19a] or [Ass23] for a discussion of this topic). However, recent
years have witnessed a flurry of breakthroughs in proving lower bounds in this model, e.g.,
in [GO16,AR20,CKP+21a,AKNS24a] (see [Ass23] for a quick summary) using more direct
arguments tailored to the model and problems at hand.

Our work is inspired by these successes and our conceptual contribution is to draw a
connection between some of these techniques and the distributed triangle detection problem.
At a technical level however, this requires bypassing the inherent difference between the
point-to-point communication aspect of CONGEST model versus the broadcast nature of
all these lower bounds in graph streaming and related models (e.g. [ANRW15,AKZ22]). Our
main technical contribution is thus bridging this gap, which we hope can be of independent
interest for proving other distributed lower bounds in scenarios which are not amenable to
standard communication complexity arguments.

Our techniques. We shall go over our techniques in detail in the streamlined overview of
our approach in Section 7.3. For now, we only mention the high-level bits of our techniques.

1The lower bound of [DKO14] also holds in the more general model of broadcast CLIQUE wherein each
player can send the same message to all vertices of the graph, not only its neighbors.
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Our proof is based on round elimination, specifically the types introduced in [ANRW15]2,
and generalized more recently in [AKZ22] and [AKNS24a, ABK+25] to prove lower bounds
in broadcast CLIQUE and graph streaming models, respectively3. Prior work employ this
technique by creating “large” r-round hard instances via combining many (r−1)-round hard
“small” instances together, in a way that solving the large instance, requires solving one or
a few of small instances as well. The construction ensures that the identities of these few
small instances are hidden from the players in the first round. The analysis then shows
that the first-round messages can be “eliminated”, leaving the protocol with solving a hard
(small) (r− 1)-instance in (r− 1) rounds, which, inductively, is impossible. As we will argue
later, direct applications of this approach inherently fail for us given CONGEST allows for
a very large communication overall, and the complexity only comes from the limited and
“inconsistent” view of each individual player. We thus show how to implement and analyze
round elimination at a “per player” level instead of “per (small) instance” level.

It is worth mentioning that graph streaming applications of these techniques in [AKNS24a,
ABK+25] rely on complex combinatorial constructions to facilitate the lower bound argu-
ments. In contrast, our hard input distributions are quite elementary from a combinatorial
point of view and all the challenge is in the information-theoretic analysis of these distribu-
tions.

Barriers for improvement. As stated earlier, the barrier identified in [EFF+22] suggests
that, modulo breaking notoriously difficult circuit complexity barriers, the best lower bound
we can hope for distributed triangle detection is some no(1) rounds. This is precisely what
our Theorem 5 achieves, although at the “lower end” of the no(1) range. A natural question
now is whether we can improve our lower bound further to “higher ends” of no(1); we provide
some context for this question here.

A slight optimization of the parameters in [EFF+22] gives us that even an nΩ(1/ log log n)

lower bound for distributed triangle detection breaks circuit complexity barriers; we present
this proof in Chapter B for completeness. Moreover, the proof of [EFF+22] relies on expander
decompositions and routing schemes in CONGEST model. Expander decompositions now
run in polylog(n) rounds [CMGS25] and it is plausible that the current algorithms for ex-
pander routings can be improved dramatically to also run in polylog(n) rounds. If such
a fast algorithms for routing exists, even an Ω(logc (n))-round lower bound for some large
constant c > 1 for triangle detection could lead to breaking circuit complexity barriers (see
Remark B.4.3). In light of all these, we believe that realistically, the best lower bound
one can hope to prove for our problem is an Ω(log n) bound. We leave closing the gap of
Ω(log log n) in our Theorem 5 to this “realistic target” of Ω(log n) as an interesting open
question.

Finally, we remark that our techniques, adapted from [AKNS24a, ABK+25] (and origi-
nated from [ANRW15]), are heavily tailored to proving Ω(log log n) lower bounds – in fact,
both prior lower bounds of [AKNS24a, ABK+25] are optimal for their respective problems,

2Their work addresses the welfare maximization problem in mechanism design and bipartite matching
in a broadcast communication model between (active) players on one side and (passive) items on the other
side.

3We note that while conceptually related, this technique is entirely different from the round elimination
in LOCAL lower bounds; see, e.g., [Suo20] for more details on the LOCAL round elimination technique.
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and as such cannot be extended beyond these bounds. We believe proving a lower bound of
Ω(log n) for triangle detection in CONGEST likely requires new techniques.

7.1.1 Related Work

Listing vs detection. A more general version of our problem is triangle listing where the
goal is that every triangle in the network is output by at least one player. All algorithms
mentioned earlier for distributed triangle detection [IG17, CPSZ21, CS20, CLV22, CHS24],
with the exception of [IG17], also solve the listing problem within the same round complex-
ity. As such, this problem can also be solved in Õ(n1/3) rounds of CONGEST [CS19,CHS24].
In addition, [IG17,PRS18] proved that this Ω̃(n1/3) rounds is nearly-optimal for the listing
problem. Their proof is based on a clever but relatively simple information-theoretic ar-
gument on random graphs which shows some vertex “learns” Ω(n4/3) bits about the graph
(outside its neighborhood) based solely on the answer; since each vertex can only receive
O(n log n) bits per round, this implies an Ω(n1/3/ log n) round lower bound. This technique
is entirely disjoint from our work for triangle detection.

CONGEST vs CLIQUE models. The lower bounds of [IG17,PRS18] hold in the more
general (Congested) CLIQUE model [LPPP05] wherein every pair of players communicates
O(log n) bits per round. Interestingly, better CLIQUE algorithms are known for triangle de-
tection: [CKK+15] designed an O(n1−2/ω) rounds algorithm for triangle detection where ω is
the matrix multiplication exponent which currently stands at ω ∼ 2.371339 [ADV+25]. Un-
like the lower bounds of [IG17,PRS18] for triangle listing, proving any super-constant round
lower bounds for any decision problem in CLIQUE—so, in particular, triangle detection—is
a highly challenging task, as it implies circuit lower bounds that are beyond the reach of
existing techniques [DKO14].

CONGEST algorithms for triangle listing or detection in [CPSZ21,CS20,CLV22,CHS24]
all work by using expander decompositions and routings, to decompose the graph into well-
connected components and simulate triangle listing algorithms in the CLIQUE model on
these components. The circuit complexity barrier of [EFF+22] for proving triangle detection
lower bound in CONGEST follows a similar pattern and relies on earlier work of [DKO14]
in the CLIQUE model.

Other subgraphs. There is also a large body of work on distributed subgraph detection
beyond triangles. One example is the 4-clique listing CONGEST algorithm of [EFF+22] that
runs in n3/4+o(1) rounds, which was subsequently improved to Õ(n1−2/p)-round algorithms
by [CCGL21, CLV22, CHS24] for all p-cliques for p ≥ 3. In addition, [CK18] proved a
nearly-optimal Ω̃(n1/2) lower on the round complexity of detecting 4-cliques in CONGEST.
Unlike for triangles, the lower bound for 4-clique can be proven using the standard two-
party communication complexity approach. We refer the interested reader to the excellent
survey of [Cen22] for a thorough review of the literature on distributed subgraph listing and
detection, as well as more details on the uniqueness of triangles among all other subgraphs
when it comes to proving lower bounds.
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7.2 Preliminaries

7.2.1 Notation

At certain places with consecutive lengthy equations, we may color some parts of the text to
highlight the differences between nearby equations; these highlights are at no place necessary
for parsing the equations and can always be ignored entirely.

Tripartite graphs. We work with tripartite graphs G = (V, E) with vertex set partitioned
into V = A ⊔ B ⊔ C, and |A| = |B| = |C| = n and no edges with both end points in A
or B or C. We use A = {a1, a2, . . . , an} to denote the elements of set A, and similarly for
B, C. For any i ∈ [n], we use {< ai} to refer to the set {a1, a2, . . . , ai−1}. This is defined
analogously for {< bi} and {< ci}.
An important note on the notation: to avoid the repetition and clutter in the notation,
we use x, y, z to iterate over vertices of the graph without referring to each particular part
of A, B, C. When we use x ∈ {a, b, c}, we use X to refer to the set among {A, B, C} that
x belongs to and vice-versa, and use Y and Z for the other two sets (e.g., if x = a, then
X = A and Y ̸= Z ∈ {B, C}).

Another example is to write xi for x ∈ {a, b, c}, to refer to ai or bi or ci, correspondingly.
That is, when, say, x = a, any other mention of xi or x∗

i should be interpreted as ai or a∗
i ,

respectively.

Vectors. Given a vector L of ℓ elements, we use L[i] for i ∈ [ℓ] to refer to the ith element
of L. We use L[S] for any S ⊆ [ℓ] to refer to all the elements at positions from S in vector
L.

7.2.2 Model of Communication

For technical reasons, we work with a stronger model than CONGEST, wherein vertices are
allowed to communicate to some select other vertices in certain rounds even without having
an edge to them. Given we are proving a lower bound, this can only strengthen our result.
Throughout the paper, we use G = (V, E) to denote the input graph and use the terms
‘players’ and ‘vertices’ interchangeably.

Channels. We consider communication as happening over channels between pairs of ver-
tices. When we say a channel exists between u, v ∈ V in some particular round, vertices u
and v can send messages to each other in this round. Edge (u, v) may not exist in the input
graph, and the channels are a superset of the edges. The sets of channels available may vary
between the rounds.

Let r be the total number of rounds in the protocol. We use Cj ⊆ V × V to denote the
set of channels available at round (r− j + 1) for j ∈ [r]. The channels and the graph satisfy:

Cr ⊇ Cr−1 ⊇ . . . ⊇ C1 ⊇ C0 := E,

where recall that E is the set of edges in the input graph (for notational convenience, it is
easier to define the channels in this reverse order, e.g., have Cr be the channels in round 1
instead of r).
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Type of vertex pairs. To any pair of vertices u, v ∈ V , we assign a type, denoted by
type(u, v), which is an integer in [r+1]∪{0} to determine until when the channel is available
for communication:

• If (u, v) ∈ E, then type(u, v) = 0;

• If (u, v) ∈ Cj \ Cj−1 for some j ∈ [r], then type(u, v) = j;

• If (u, v) /∈ Cr, then type(u, v) = r + 1 and (u, v) is not a channel for any round in the
protocol.

The channel-degree of any vertex u will denote the total number of other vertices v
such that type(u, v) < r + 1, i.e., the total number of vertices v such that (u, v) ∈ Cr.

Sources of randomness. Any protocol has three distinct sources of randomness:

• Public randomness: this is a global source of random bits visible to all vertices.

• Pair randomness: for each pair u, v ∈ V , there is a tape of random bits visible only to
the two vertices u and v. This is independent of whether (u, v) form any channel in
the graph.

• Private randomness: each vertex u ∈ V has a private tape of random bits only visible
to itself.

Input of players. We work with tripartite graphs with a known partition of vertices into
three parts A, B, C, each of size n (players also know n). The vertices in each layer are
identified with elements from V = A ⊔ B ⊔ C; we refer to this element as the identity of
the vertex. Each vertex x ∈ X is given two vectors of length n, one for each of layers; in the
vector for a layer Y , for each y ∈ Y , the type of pair (x, y) which is an integer in [r +1]∪{0}
is specified. Note that this uniquely identifies the input graph and all the communication
channels.

Communication in a protocol. Communication happens in rounds. In round i ∈ [r],
each vertex u ∈ V simultaneously sends messages to all v ∈ V such that (u, v) ∈ Cr+1−i i.e.,
in the first round the vertices can send messages over all pairs (u, v) ∈ Cr, in the second
round, over Cr−1, and so on (as C0 = E, the players can always communicate over the edges
of G).

Output in a protocol: When no triangle exists in the input graph G, we want all vertices
to declare that no triangle exists at the end of the last round. When a triangle exists, we
want at least one vertex to declare that a triangle exists (the vertex may not be part of any
triangle).

Protocol parameters. There are three relevant parameters associated with a protocol π:

• round(π): the total number of rounds used by protocol π.
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• bw(π): the bandwidth of the protocol, or the maximum of the number of bits sent by
any vertex over any channel, taken over all rounds (in CONGEST, we have bw(π) =
O(log n)).

• suc(π): the minimum success probability of the protocol π over all input instances
where the probability is taken over all the sources of randomness.

For deterministic protocols π, we also have the following parameter for any distribution µ of
inputs:

• suc(π, µ): probability of success of π on average over inputs drawn from the distribution
µ.

Our model is more powerful than the CONGEST model, as any protocol π in
CONGEST can be implemented in our model by only communicating messages over channels
C0 = E (and ignoring other channels). It is also worth pointing out—even though this will
not be related to our paper—that this model in the limit can even capture the CLIQUE
model by allowing a channel between all pairs of vertices throughout all the rounds (i.e.,
Cr = . . . = C1 =

(
V
2

)
and C0 = E as before). Although for our lower bounds, we certainly do

not allow all channels to exist.

7.3 Technical Overview
Our proof of Theorem 5 is quite technical and involves various information-theoretic maneu-
vers that can be unintuitive or daunting to parse. Thus, we use this section to unpack our
main ideas and give a streamlined overview of our approach. We emphasize that this section
oversimplifies many details and the discussions will be informal for the sake of intuition.
The rest of the paper is written in an independent way so the reader can skip this part and
directly jump to technical arguments.

We start with a recap of the round elimination arguments that we have seen so far, and
others that have a similar flavor.

7.3.1 Background: Round Elimination Arguments in Prior Work

We now switch to discussing the type of round elimination ideas that have proven quite
successful in establishing distributed lower bounds in certain broadcast models [ANRW15,
AKZ22] and more recently graph streaming lower bounds [AKNS24a, ABK+25]4. While
there are substantial differences between applications of these ideas across these works, at
a sufficiently high level (and for the purpose of comparison with our own work), we can
characterize all of them as follows.

We inductively create a family of distributions {Gr}r≥0 where Gr generates hard inputs
for r-round algorithms (with the base case G0 being simply some non-trivial distribution
as 0-round algorithms are typically very easy to analyze directly). For any r ≥ 1, the
distribution Gr is constructed by sampling a “large” number of (r − 1)-round independent

4We shall note that origins of these ideas also directly traces back to the two-party communication
complexity model and the “round elimination lemma” of [MNSW95] in that model.
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instances I1, I2, . . . , Ikr from Gr−1. These instances are then “packed” together carefully to
ensure that for some randomly chosen j⋆ ∈ [kr], (1) the answer to the instance I sampled
from Gr is determined by the answer of the inner instance Ij⋆ from Gr−1, and yet, (2) in
the first round of the protocol, the players are oblivious to the value of j⋆. We note that
this way, often the inputs and number of players in r-round instances in Gr are polynomially
larger than those in (r − 1)-round instances.

Suppose we have an r-round protocol πr for solving instances I ∼ Gr with success prob-
ability suc(πr). We construct an (r − 1)-round protocol πr−1 for solving instances I ′ ∼ Gr−1
using πr:

1. The players of πr−1 use public randomness to sample an index j⋆ ∈ [kr] as well as
the first round of messages M (1) of πr from its distributions. They assume the inner
(r − 1)-round instance Ij⋆ of the outer r-round instance I is their input I ′.

2. They then use a combination of private and public randomness to sample the remain-
der of I conditioned on M (1) and Ij⋆ = I ′ to create a complete r-round instancea.

3. Finally, the players in πr−1 already have access to the first-round message M (1) and
thus only need to run πr from its second round onwards—while simulating remaining
parts of I outside Ij⋆ = I ′—and output the same answer as πr.

aThis step is highly non-trivial and specialized as each player of I ′ only knows its own input in I ′ and
not the entire I ′ and so it is not clear (nor always possible) for the players to sample I conditioned on
M (1) and Ij⋆ = I ′.

To argue the correctness of the protocol πr−1, we only need to show that the distribution
of inputs and messages to πr induced by πr−1 is within o(1) total variation distance of the
correct distribution; the rest follows by construction, since the answer to I ∼ Gr is the same
as Ij⋆ which is chosen to be I ′, namely, the instance πr−1 wants to solve in the first place.
Specifically,

• The right distribution of all random variables in πr, for a fixed j⋆, can be expressed as:

M(1) ×
(
Ij⋆ | M(1)

)
×
(
I−j⋆ | M(1), Ij⋆

)
,

where I−j⋆ denotes the random variable for all (r − 1)-round sub-instances except for
Ij⋆ .

• The distribution sampled from in the protocol πr−1 on the other hand is:

M(1)︸ ︷︷ ︸
publicly

× Ij⋆︸︷︷︸
input

×
(
I−j⋆ | M(1), Ij⋆

)
︸ ︷︷ ︸

mix of publicly and privately

,

namely, here, M (1) and Ij⋆ are sampled independently of each other.

Assuming the third step of sampling can be done—which, to emphasize again, contains the
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bulk of efforts in many of these works —the distance between the two distributions is only a
function of their second arguments. This distance, for a random choice of j⋆ ∈ [kr], can be
upper bounded as

E
j⋆∈[kr]

∥Ij⋆ − (Ij⋆ | M(1))∥2
tvd ≤ E

j⋆∈[kr]
I(Ij⋆ ; M(1)) ≤ 1

kr

· I(I1, . . . , Ikr ; M(1)) = o(1);

here, the first inequality is standard (see Fact 4.3.10 and Fact 4.3.4) and the main inequality
is the second one: it holds roughly because the players in πr (but of course not πr−1)
are oblivious to the choice of j⋆ in their first round and thus the information revealed by
their first-round messages is “spread” over all kr sub-instances. The final equality also
holds by ensuring that kr is much larger than the length of sampled messages M (1) (and
applying Fact 4.3.1-(1)).

All in all, this means protocol πr−1 has success probability suc(πr−1,Gr−1) ≥ suc(πr,Gr)−
o(1) and a similar communication bandwidth as πr, but with one fewer round. Continuing
like this then leaves us with a 0-round protocol for G0 with a non-trivial probability of success,
a contradiction.

Before moving on, we should caution the reader that while the above discussion captures
the common theme of arguments across the aforementioned work, none of those work follow
this recipe directly. For instance, [ANRW15] samples the message M (1) to be only the ones
originating from players in Ij⋆ (to ensure its size is small with respect to kr); [AKZ22] does
not even sample the remainder of I and follows the simulation through sampling relevant
messages from I−j⋆ to Ij⋆ ; and finally, for [AKNS24a, ABK+25], the number of players is a
lot fewer (in fact, just two players in [ABK+25]) and instead the players are forced to solve
many albeit a small fraction of inner sub-instances at the same time. This discussion also
only focused on the information-theoretic aspects of the lower bounds and entirely neglected
the combinatorial parts of how one can “pack” so many (r− 1)-round independent instances
inside a single r-round instance. However, we hope our description provides a big picture of
these prior arguments.

7.3.2 Our Approach

We now start presenting the main ideas behind our own work.

7.3.2.1 A Hard Input Distribution

We generate a recursive family of hard input distributions {Gr}r≥0 where Gr samples tripartite
graphs with nr vertices in each layer for r-round protocols. For reasons that will become clear
soon, unlike in Section 7.3.1, we cannot specify our r-round instances as a combination of
many (r− 1)-round instances. Instead, they are obtained by sampling a single (r− 1)-round
instance plus a very large individualized “noise” for each vertex in the inner (r − 1)-round
instance to hide its inner edges among the outer graph.

We use parameters nr and dr in the description of the distribution and they are defined
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Figure 7.1: An illustration of our hard input distribution. The solid (blue) edges show the
(r − 1)-round hard instance inside an r-round hard instance and the dashed (gray) edges
show the extra unique channels sampled for each vertex of the inner (r− 1)-round instance.

recursively as follows5:

dr = poly(nr−1) and nr = poly(dr). (7.1)

The base case G0 has n0 = 1 and simply consists of three vertices a, b, c with an edge
between each pair appearing with probability 1/2 (and thus a triangle with probability 1/8).
The distribution for r-rounds for r > 0 is as follows.

Distribution 1. A hard distribution Gr of graphs G = (A⊔B⊔C, E) for r-round protocols:

1. Sample three sets of vertices A∗ ⊆ A, B∗ ⊆ B, and C∗ ⊆ C each of size nr−1
independently.

2. Sample an (r− 1)-round instance G∗ over (A∗, B∗, C∗) and let the induced subgraph
of G on these vertices be G∗. The vertices in different layers have a channel in Cr

to each other, whose type is determined by the channel-type in G∗ (not having a
channel in G∗ translates to a type r in G).

3. For any x in some layer X∗, any layer Y ̸= X ∈ {A, B, C}, and any type t ∈ [r]∪{0}
of channel, sample enough vertices for v uniformly from Y \ Y ∗ such that x has dr

type-t channels in total to Y . We require all sampled vertices to be unique across all
vertices of G∗.

See Figure 7.1 for an illustration.
It is easy to see that a graph G sampled from Gr for r ≥ 1 has a triangle iff its inner

graph G∗ has one. Thus, the task of players in solving an r-round instance G reduces to that
of solving the inner (r− 1)-round instance G∗. Moreover, while a player in G can determine
whether it belongs to G∗ or not (its channel-degree is only 1 in the latter case), it cannot

5We specify these parameters explicitly in the actual proof, but here keep them at this level to focus on
their connections as opposed to their actual values.
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determine this information about its neighbors on its own. Intuitively, this suggests that
the messages between two players x, y ∈ G∗ cannot reveal almost any information about
G∗ as either of these vertices have > dr channels, but only nr−1 ≪ dr of them are in G∗,
and their identities are unknown to the sender. Hence, one expects the first round messages
to be “wasted” until the players find their channels in G∗, and then have to solve a hard
(r − 1)-round instance in the remaining (r − 1) rounds.

As expected, turning this intuition into an actual proof is quite challenging. For instance,
our distribution G1 for one-round protocols is almost identical to the ones for the one-
round lower bound of [FGKO18] (modulo the notion of channels) and based on the same
principle as the deterministic one-round lower bound of [ACKL20]. But, even for one-round
protocols, quite a lot of technical work has been done in [FGKO18, ACKL20] to establish
the lower bound. As such, all our effort in this paper is dedicated to formalizing this basic
intuition. It is also worth pointing out that while many one-round lower bounds can be
cast as round elimination arguments to zero-round instances, this is not the case for the
arguments in [FGKO18, ACKL20], and thus from a technical point of view, our arguments
already deviate from these prior approaches even for one-round protocols.

7.3.2.2 First Attempt on Round Elimination: Public Sampling of Messages

Following prior work in Section 7.3.1, let us consider creating an (r− 1)-round protocol πr−1
for Gr−1 ∼ Gr−1 from an r-round protocol πr for Gr ∼ Gr:

1. The players of πr−1 use public randomness to sample vertices (A∗, B∗, C∗) and map
[nr−1], namely, vertices of their input Gr−1 in each layer, to these sets accordingly.
They then define the induced subgraph G∗ in Gr to be Gr−1 after this mapping of
vertices.

2. The players of πr−1 sample the first-round messages M (1) of πr using
public randomness conditioned on (A∗, B∗, C∗) but independent of the types of chan-
nels in G∗.
...

We will already run into a serious problem!

For this approach to have any chance of succeeding, we need to be able to say that the
joint distribution of (M (1), G∗) | (A∗, B∗, C∗) in the protocol πr−1 is close to being a product
distribution, so that sampling them independently in πr−1 does not change their distribution
too much. But certainly distribution of M (1) highly correlates with that of G∗: for any
channel in G∗, the message of M (1) can easily reveal the type of this channel with very small
communication (and if we consider the original CONGEST model, then simply having a
message between a pair of vertices reveals the existence of the edge between them as well!).
Thus, the protocol above is doomed to fail.

This issue stems from the inherent difference of point-to-point communication versus
broadcast ones targeted in Section 7.3.1. Basically, sampling the message M (1) publicly is
effectively the same as revealing the first round messages to everyone (in the second round);
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but unlike a broadcast model, for us, this is way too much information. Fortunately, to sim-
ulate a CONGEST protocol πr, each vertex only needs to know the messages communicated
to and from it and not all messages. Hence, the first lesson for our round elimination proto-
col is that sampling first-round messages should “respect” the point-to-point communication
pattern as well.

7.3.2.3 Second Attempt on Round Elimination: Pair Sampling of Messages

Equipped with our previous lesson, we make a second attempt at creating the protocol πr−1.
In addition to public randomness, we have equipped the vertices with pair randomness, to
facilitate the sampling of first round messages. See Section 7.2 for the different sources of
randomness given to the vertices.

1. The players of πr−1 use public randomness to sample vertices (A∗, B∗, C∗) and define
G∗ of Gr based on their input Gr−1, as before.

2. Then, every pair of vertices in x, y ∈ G∗, use pair randomness to sample the messages
to and from each other, namely, M (1)

x→y and M (1)
y→x, conditioned on (A∗, B∗, C∗) and

type(x, y) but independent of the rest of G∗.
...

Again, we stop the description of the protocol here already.

Let us examine the two distributions involved here:

• The right distribution of involved variables is:

(A∗, B∗, C∗)× (G∗ | A∗, B∗, C∗)×
ą

(x,y)∈X∗ ̸=Y∗

(
M(1)

x,y | M
(1)
<(x,y), G∗, A∗, B∗, C∗

)
.

where M(1)
x,y = (M(1)

x→y, M(1)
y→x) denotes both messages communicated over a pair (x, y),

and, under some arbitrary ordering between all pairs of vertices (x, y) ∈ G∗, variable
M(1)

<(x,y) collects these messages for all pairs before (x, y).

• On the other hand, the distribution of variables in πr−1 are:

(A∗, B∗, C∗)︸ ︷︷ ︸
public randomness

× (G∗ | A∗, B∗, C∗)︸ ︷︷ ︸
input plus renaming

×
ą

(x,y)∈X∗ ̸=Y∗

(
M(1)

x,y | G∗
x,y, A∗, B∗, C∗

)
︸ ︷︷ ︸

pair randomness

,

where G∗
x,y is the random variable for type(x, y) (conditioned on vertices (A∗, B∗, C∗)).

Bounding the difference between these distributions thus boils down to bounding the fol-
lowing for every pair (x, y) ∈ G∗ (we use G∗

−(x,y) to denote the other types in G apart from
(x, y) and we say N∗ = (A∗, B∗, C∗) to avoid the clutter):

∥
(
M(1)

x,y | M
(1)
<(x,y), G∗, N∗

)
−
(
M(1)

x,y | G∗
x,y, N∗

)
∥2

tvd ≤ I(M(1)
x,y ; G∗

−(x,y), M(1)
<(x,y) | G

∗
x,y, N∗).

(by Fact 4.3.10 and Fact 4.3.4)
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Using the chain rule of mutual information (Fact 4.3.1-(7)), we can further write the RHS
above as

I(M(1)
x,y ; G∗

−(x,y), M(1)
<(x,y) | G

∗
x,y, N∗) = I(M(1)

x,y ; G∗
−(x,y) | G∗

x,y, N∗) + I(M(1)
x,y ; M(1)

<(x,y) | G
∗, N∗).

(7.2)

Let us now consider each term in the RHS separately.

First term in RHS of Eq (7.2). This term measures the information revealed by the
messages between x, y about other pairs inside G∗ (conditioned on type(x, y)). Our intuition
is that this information should be quite low because vertices x and y cannot distinguish
between their channels in or out of G∗, and thus should not be able to tell each other about
the type of their other edges inside the graph G∗.

At this point, it is tempting to follow a similar strategy as in Section 7.3.1 and re-write
the distribution Gr so that it is a combination of, say, kr many (r − 1)-round instances. We
can then say that given x participates in kr many instances and only one of them is special
(namely, is G∗), x will not be able to reveal much information about this instance in its
message. The problem is again the unicast versus broadcast: if the partitioning of the input
into separate instances are known to the players, even if they do not know which one is
special, we still have a problem: vertex x can reveal a lot of information to its neighbor y
about the same instance they are both part of.

To bypass this, we instead use an inconsistent way of creating these instances. Suppose
in the distribution Gr, for the vertex x ∈ G∗ we sample kr partial (r−1)-round sub-instances
K1, . . . , Kkr on 2nr−1 − 1 vertices such that each one is sampled from a distribution that
combined with the edge (x, y) can form the input of x in a Gr−1 instance. See Figure 7.2 for
an illustration.

⋯
x

y
⋯

K1 K2 Kkr

Figure 7.2: An illustration of sampling partial (r − 1)-round sub-instances. Here, from the
perspective of x, the edge (x, y) plus any of Ki’s for i ∈ [kr] form a proper input of x in
an instance sampled from Gr−1. One of these instances corresponds to the special inner
instance G∗, while for all other instances, the instance is not complete, as in there are no
edges between Y - and Z-part of the instance.

By setting kr = dr/(nr−1)2, we can show that for inputs sampled from Gr, with high

173



probability, we can find such sub-instances for every vertex x and any of the r possible
types of channels in G∗ (basically, x has sampled dr many channels of each type so one can
re-order them to create kr many partial sub-instances). Moreover, from the perspective of
x in protocol πr, the special part of the input, namely, G∗

−(x,y) can be any of these kr many
partial sub-instances. This, with some more technical but standard ideas that we omit here,
allows us to essentially write:

I(M(1)
x,y ; G∗

−(x,y) | G∗
x,y, N∗) ≤ I(M(1)

x,y ; G∗
−(x,y) | k1, . . . , kkr , G∗

x,y, N∗) ≤ 1
kr

· bw(πr),

by effectively arguing that the information revealed by M(1)
x→y is spread over kr many possible

choices for G∗
−(x,y) among K1, . . . , Kkr from the perspective of x (and similarly for M(1)

y→x and
y). Here, with an abuse of notation, conditioning on k1, . . . , kkr means conditioning on the
existence of Cr channels to them, but the type of those channels are not fully determined
(only that they are sampled from the marginal distribution of Gr−1 | type(x, y)).

Given the choice of parameters in Eq (7.1), across all choices of x, y ∈ G∗, the total
contribution of the first term of RHS of Eq (7.2) to the distances between distributions is

(nr−1)2 · 1
kr

· bw(πr) = (nr−1)4

dr

· bw(πr) ≤
1

poly(nr−1)
· bw(πr) ≤ 1/poly(nr−1).

Second term in RHS of Eq (7.2). This term measures the information revealed by
the messages between x, y about some of other messages, conditioned on the entire special
sub-instance G∗. This is where we run into another serious problem.

Consider a protocol wherein every vertex x samples a random coin privately and sends
its value as part of the message to all its neighbors. In such a protocol, knowing the message
M(1)

x,y for any y reveals (at least) one bit of information about M(1)
x,z for any other z ̸= y as

well, making the RHS of Eq (7.2) at least 1 which is way too large for our purpose.
Thus, our second attempt at designing protocol πr−1 also fails, although this time we

made some further progress. The second lesson is that we need to break the correlation
between messages originating from a single vertex to other vertices in G∗ (but certainly not
all of G).

7.3.2.4 Third Attempt on Round Elimination: Public and Pair Sampling of
Messages

We now use yet another sampling process for obtaining πr−1 from πr. To simplify the
exposition, we only write this sampling from the perspective of a single pair (x, y) ∈ G∗ and
only the message M (1)

x→y from x to y, assuming other messages M
(1)
x→−y of x to G∗ \ {y} have

already been (somehow) sampled using their own pair randomness. Doing this for all pairs
of vertices has several additional challenges but we skip those in this discussion to provide
the high level intuition (see also Figure 7.3).
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⋯x

y
⋯

K1 K2 Kkr

L

M(1)[L ∩ {< id(y)}]

L ∩ {< id(y)}

Figure 7.3: An illustration of sampling messages via a mixture of public and pair randomness.
The type of the channel between (x, y) any (x, y′) for any y′ ∈ L is the same.

1. The players of πr−1 use public randomness to sample vertices (A∗, B∗, C∗) and define
G∗ of Gr based on their input Gr−1, as before. We also assume messages M

(1)
x→−y have

been sampled using pair randomness at this point (so, in particular, are unknown to
y).

2. Player x uses public randomness to sample

K1, . . . , Kkr ⊆ Y ∪ Z, L ⊆ Y, and M (1)
x [L ∩ {< id(y)}];

• Ki is a disjoint set of (2nr−1− 1) vertices in G, which together with (x, y) can form
an (r − 1)-round instance from Gr−1; we let x have Cr-channels to all these vertices
but do not sample their types yet (also, value of kr will be determined later);

• L is a disjoint set of ℓr (to be determined later) random vertices in Y , each of which
has a type(x, y)-channel to x;

• M (1)
x [L ∩ {< id(y)}] is the messages x sends to its neighbors in L ∩ {< id(y)} in πr

conditioned on all the publicly sampled information (id(y) ∈ Y ∗ is the id assigned
to y ∈ Gr−1).

3. Finally, x and y sample M (1)
x→y via pair randomness conditioned on type(x, y) and all

the publicly sampled variables (so specifically, independent of M
(1)
x→−y).

As for the parameters ℓr and kr, we pick them such that

ℓr = poly(nr−1), kr = poly(ℓr), and dr = poly(kr). (7.3)

We note that the entire goal of these sampling steps is to generate an input Gr and
first-round messages M (1) for the protocol πr so that players in πr−1 can run this protocol
on the sampled input. The above process only specifies some part of the input to one of the
players x, with respect to one of the pairs (x, y) in the original input of πr−1. We will need
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to repeat this process for all pairs of vertices in πr−1 and complete the remainder of inputs
and messages of players (including x) before we can run πr. However, we can already start
analyzing the difference between variables involved in this process and the actual distribution
of Gr and πr. In the following, it helps to think of y as a vertex in the original input Gr−1
and id(y) as the vertex y maps to in Gr.

• The right distribution of involved variables is (we define N∗ := (A∗, B∗, C∗), k :=
(k1, . . . , kkr), and W := (N∗, k, L) to reduce the clutter):(

W, G∗, M(1)
x→−y

)
×
(
M(1)

x [L ∩ {< id(y)}] | W, G∗, M(1)
x→−y

)
×
(
M(1)

x→y | M(1)
x [L ∩ {< id(y)}], W, G∗

x, M(1)
x→−y

)
,

where G∗
x in the last term denotes types of all channels incident on x to vertices in

G∗. We note that technically, here, we should have also conditioned on all of G∗ and
not only G∗

x. However, it is easy to see that the distribution of messages sent by x is
independent of the rest of G∗ once we condition on G∗

x. This is because G∗
x provides

the input to x, thus conditioning on G∗
x or G∗ is the same.

• And, the distribution of variables in πr−1 is:(
W, G∗, M(1)

x→−y

)
︸ ︷︷ ︸

input plus public and pair randomness

×
(
M(1)

x [L ∩ {< id(y)}] | W
)

︸ ︷︷ ︸
public randomness

×
(
M(1)

x→y | M(1)
x [L ∩ {< id(y)}], W, G∗

x,y

)
︸ ︷︷ ︸

pair randomness

where G∗
x,y (after conditioning on N∗) will simply be the type of the pair (x, y).

Let us focus on the third terms for now. Bounding the difference between these terms (as
before using Fact 4.3.10 and Fact 4.3.4) boils down to upper bounding

I(M(1)
x→y ; G∗

x,−y, M(1)
x→−y | W, M(1)

x [L ∩ {< id(y)}], G∗
x,y) =

(G∗
x,−y is G∗

x minus G∗
x,y)

I(M(1)
x→y ; G∗

x,−y | W, G∗
x,y, M(1)

x [L ∩ {< id(y)}]) + I(M(1)
x→y ; M(1)

x→−y | W, M(1)
x [L ∩ {< id(y)}], G∗

x),
(7.4)

where the equality is a direct application of chain rule (Fact 4.3.1-(7)). Notice that the LHS
here is quite similar to the LHS of Eq (7.2): modulo the extra conditioning on some new
random variables, LHS of Eq (7.4) also measures the correlation of message of x to y with
its remaining input G∗

x,−y as well as x’s other messages (in Eq (7.2) also, we could have
replaced G−(x,y) by Gx,−y). While we (provably) could have not bound the RHS of Eq (7.2)
(in particular its second term), we can bound the RHS of Eq (7.4) with the help of these
extra conditionings.

Before getting to the sketch of the proof, it is worth briefly checking the protocol outlined
at the end of the last subsection when discussing the second term of Eq (7.2). For that specific
protocol, the moment we condition on any message of x in M (1)

x [L ∩ {< id(y)}] (as in the
RHS of Eq (7.4)), we already have fixed the random coin toss of the protocol across its
different messages and thus can at least hope to say messages M (1)

x→y and M(1)
x→−y have low

correlation.
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First term in RHS of Eq (7.4). We have

I(M(1)
x→y ; G∗

x,−y | W, G∗
x,y, M(1)

x [L ∩ {< id(y)}])
= I(M(1)

x→y ; G∗
x,−y | W \ k, k1, . . . , kkr , G∗

x,y, M(1)
x [L ∩ {< id(y)}])

(as W contains k = (k1, . . . , kkr))

≤ . . . (skipping some technical steps)

≤ 1
kr

· I(M(1)
x→y ; k1, . . . , kkr | W \ k, G∗

x,y, M(1)
x [L ∩ {< id(y)])

(following Section 7.3.2.3 as G∗
x,−y could be any of k1, . . . , kkr from the perspective of x | G∗

x,y)

≤ 1
kr

· bw(πr), (by Fact 4.3.1-(1))

given that M(1)
x→y is message with at most bw(πr) bits. By the choice of kr in Eq (7.3), we

can bound the contribution of this term, across all x, y ∈ G∗, by 1/poly(nr−1).

Second term in RHS of Eq (7.4). We have,

I(M(1)
x→y ; M(1)

x→−y | W, G∗
x) = I(M(1)

x→y ; M(1)
x→−y | M(1)

x [L ∩ {< id(y)}], W−, L, id(y), G∗
x)

(by defining W = (W−, L, id(y)) since id(y) is fixed in Y∗)
= I(M(1)

x→y ; M(1)
x→−y | W−, M(1)

x [L ∩ {< id(y)}], L ∪ id(y), id(y), G∗
x).

(since id(y) is disjoint from L and thus (L ∪ id(y), id(y)) ≡ (L, id(y)))

But now the good part is that the choice of id(y) is uniform over L∪ id(y), conditioned on all
other variables; in particular, since all neighbors of x in L have the same type as the (x, y)
edge, this is still true even conditioned on G∗

x,y. In other words, from the perspective of the
vertex x in the protocol πr (but certainly not πr−1), the edge (x, y) is “just another” one of
its edges of this type among the set L∪ id(y). Thus, when it is sending the message M

(1)
x→−y,

it cannot particularly correlate it with a specific message to vertices in L as opposed to all
messages to L. Using this intuition and an application of chain rule (Fact 4.3.1-(7)) allows
us to bound the RHS above as

I(M(1)
x→y ; M(1)

x→−y | W−, M(1)
x [L ∩ {< id(y)}], L ∪ id(y), id(y), G∗

x)
= E

yj∈[L∪id(y)]
I(M(1)

x [yj] ; M(1)
x→−y | W−, M(1)

x [L ∩ {< yj}], L ∪ id(y), id(y) = yj, G∗
x)

(think of yj here as going over all vertices in L ∪ id(y) and choosing which one is id(y))

≤ . . . (skipping some technical arguments to drop the conditioning on id(y) = yj)

= 1
ℓr + 1 · I(M

(1)[L ∪ id(y)] ; M(1)
x→−y | W−, L ∪ id(y), G∗

x)

(by chain rule in Fact 4.3.1-(7))

≤ 1
ℓr + 1 · (nr−1 − 1) · bw(πr), (by Fact 4.3.1-(1))
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given that M(1)
x→−y contains (nr−1− 1) messages with bw(πr) bits each. Finally, by the choice

of ℓr in Eq (7.3), we can bound the contribution of this term, across all x, y ∈ G∗, by
1/poly(nr−1).

Back to the distributions. We are not done yet however as we only compared the third
terms in the distributions of variables induced by πr−1 versus their actual distribution in πr.
We now need to compare the second terms also, namely, bound

I(M(1)
x [L ∩ {< id(y)}] ; G∗, M(1)

x→−y | W),

which is the information revealed by some of the messages of x about the inner graph G∗

(and some other messages). But this seems to bring us to the very beginning: we again have
a collection of publicly sampled messages and need to bound their correlation with the inner
special sub-instance. The key observation here is that we moved away from messages
communicated over channels of G∗ and now we can indeed hope that at least messages
M (1)

x [L] sampled for x (and eventually other vertices in G∗) which are going to channels
outside of G∗ may not be too correlated with G∗. So, while the current protocol does not
handle this part, we can hope to fix this issue using an argument similar to Section 7.3.1
which, unlike in Section 7.3.2.2, is no longer doomed to fail.

7.3.2.5 The Final Attempt: Our Round Elimination Protocol

At this point, hopefully, we have provided enough intuition about the need for the rather
peculiar sequence of sampling of variables in our final round elimination protocol. Describing
this protocol at the level of details of previous subsections requires us to provide another
lengthy set of definitions. Instead, equipped with the lessons and observations of previous
subsections, we only state our final protocol πr−1 at a very high-level as follows.

Public randomness. The players of πr−1 use public randomness to sample

• (A∗, B∗, C∗) defines the vertices of the inner graph G∗ and allows players to map their
input Gr−1 to this induced subgraph;

• (Jx
1 , . . . , Jx

jr
) are full (r−1)-round instances sampled from Gr−1 for each vertex x of G∗

(similar in spirit to Section 7.3.1 but now for each individual vertex);

• (Kx,y,t
1 , . . . , Kx,y,t

kr
) are partial (r − 1)-round instances that for each pairs of vertices

x, y ∈ G∗ are sampled from (Gr−1 | type(x, y) = t)6 so that together with the type of
(x, y) they can form a full (r − 1)-round instance (similar to Section 7.3.2.3);

• (Lx,t
1 , . . . , Lx,t

ℓr
) are sets of neighbors for each vertex x ∈ G∗ and a fixed type t ∈ [r]∪{0};

(similar to Section 7.3.2.4);

• Mpublic contains publicly sampled messages to subsets of (Lx,t
1 , . . . , Lx,t

ℓr
) from each x ∈

G∗ and type t ∈ [r] ∪ {0} (similar to Section 7.3.2.4).
6 Only x and y know type(x, y) and so to sample these sets using public randomness, we instead need to

sample the sets for all possible types from [r] ∪ {0} and then let x, y pick the right type for themselves.
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Pair randomness. Each pair of vertices (x, y) ∈ G∗ samples the messages M (1)
x,y condi-

tioned on type(x, y) and all publicly sampled variables (similar to Section 7.3.2.3 and Sec-
tion 7.3.2.4).

Private randomness. By the above steps, each vertex x ∈ G∗ has sampled many of its
channels in G. It then simply samples any remaining channels so that it has dr channels for
each type in each layer, conditioned on all the publicly sampled variables and all variables
sampled with pair randomness that are known to x (i.e., are related to channels incident on
x).

The parameters of the protocol are chosen as follows (notice that the dependencies are
acyclic):

ℓr = poly(nr−1), kr = poly(ℓr), jr = poly(kr), dr = poly(jr), nr = poly(dr).

These variables then, using a combination of ideas outlined in the previous subsections, allow
us to

1. L-variables and Mpublic: break the correlation between messages M (1)
x,y sampled by pair

randomness for all pairs (x, y) ∈ G∗;

2. K-variables: break the correlation between messages M (1)
x,y sampled by pair randomness

and input graph G∗
−(x,y) for all pairs (x, y) ∈ G∗;

3. J-variables: break the correlation between Mpublic sampled by public randomness and
G∗.

Simulation step. We are not yet done because we also need to handle messages and
inputs of players in G that are outside G∗. While for some other problems, this can be quite
challenging (see, e.g. [AKZ22] and their “partial-input embedding” technique for handling
this), for us this step is quite straightforward7. Any vertex x in G \ G∗ only has a single
channel by construction and this channel is to a vertex y ∈ G∗; thus, in our protocol, either
the channel (x, y) has been sampled publicly or vertex y has sampled this channel privately.
In either case, y knows the entire input of x and since x only communicates with y, vertex
y can completely simulate the work of x on its own by sampling its message also.

This means that players of πr−1 on Gr−1 have all the information needed to simulate the
protocol πr on the graph G they have collectively created, use the sampled messages M (1)

for the first round of πr without themselves communicating at all, and then communicating
messages of πr in its remaining (r− 1) rounds as part of their own (r− 1) rounds of commu-
nication. This way, and using our analysis for the sampling steps, we can prove that πr−1
satisfies

suc(πr−1,Gr−1) ≥ suc(πr,Gr)− 1/poly(nr−1),
using only (r − 1) rounds and a similar bandwidth as πr.

7This also means our techniques and [AKZ22], besides their starting point in [ANRW15], are almost
entirely disjoint: all our efforts in this paper is in the handling of “special inner” vertices whereas in [AKZ22],
this part is done exactly as in [ANRW15] and instead their main focus is on the remaining vertices.

179



Continuing like this allows us to obtain a 0-round protocol for G0 with success probability
much better than 7/8 (which is easy to show is the optimal bound on the distribution G0 for
0-round protocols), a contradiction. Finally, in terms of parameters, given that the size of
instances grows polynomially from Gr−1 to Gr, we have

nr ≥ 22Ω(r)

which means an r-round lower bound on Gr translates to an

r = Θ(log log nr)

lower bound as desired by Theorem 5.

7.4 A Hard Distribution and its Properties
Throughout, we use Gr(nr) to denote the hard distribution for r-rounds over tripartite graphs
with nr vertices in each layer. In this section, we describe our hard distribution and some
of its properties, and prove the following theorem (minus its technical details) that formal-
izes Theorem 5.

Theorem 12. There exists a family of distributions {Gr(nr)}r≥0 over tripartite graphs with
nr vertices in each layer, such that for nr > r4·34r , any deterministic protocol πr with,

round(πr) = r and suc(πr,Gr(nr)) ≥ 15/16,

must have,
bw(πr) ≥ (nr)(1/2)·(1/34r) · (480)−2.

Let us see how the hardness of distribution Gr(nr) proves Theorem 5.

Proof of Theorem 5. By the easy direction of Yao’s minimax principle (i.e, an averaging
argument), it is sufficient to argue that for deterministic protocols using o(log log n) rounds,
O(log n) length messages are not sufficient to solve triangle detection with probability of
success at least 15/16 when input graphs are drawn from distribution Gr(nr).

In Theorem 12, when r = o(log log nr), we know that the initial condition of nr > r4·34r

is satisfied. The bandwidth required, however, is,

(nr)(1/2)·(1/34r) · (480)−2 ≫ poly log (nr),

which is more than the O(log n) bandwidth allotted in the CONGEST model.

We begin by describing the hard distribution for 0-round protocols, and we recursively
construct hard distributions for r-rounds using the distribution for (r − 1)-rounds. We also
talk about the joint distribution of the input and first round messages to set us up for the
analysis.
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A

B

C

Figure 7.4: An illustration of an instance from the hard distribution for 0-rounds with n0 = 3.
The middle (yellow) vertices are a∗, b∗, c∗. The double line indicates that the edge is present
with probability 1/2.

7.4.1 Base Case: Hard Distribution for 0-rounds

In this subsection, we will describe the hard distribution for 0-rounds, and prove some of its
necessary properties. By a 0-round protocol, we mean that there is no communication and
the players must output whether a triangle exists just based on their own input. This will
serve as the base case for our inductive proof of Theorem 12.

Distribution 2. Distribution G0(n0) over graphs G for 0-round protocols:
(See Figure 7.4 for an illustration.)

(1) Start with a tripartite graph with n0 vertices in each layer, and with vertex set
V = A ⊔B ⊔ C, and A = {a1, a2, . . . , an0}, B = {b1, . . . , bn0}, C = {c1, . . . , cn0}.

(2) Choose three random vertices a∗ ∈ A, b∗ ∈ B and c∗ ∈ C.

(3) For all three pairs of (a∗, b∗), (b∗, c∗), (c∗, a∗), add an edge between each pair with
probability 1/2 uniformly at random and independently.

First, we prove a simple property about 0-round instances sampled from Distribution 2.

Observation 7.4.1. In any graph G ∼ G0(n0), a triangle exists between vertices {a∗, b∗, c∗}
with probability 1/8, and there is no triangle otherwise.

Proof. The edges are only between a∗, b∗, and c∗ and exist independently with probability
1/2.

It is straightforward that protocols which do not communicate at all cannot have a high
probability of success for 0-round instances; we formalize this statement next for complete-
ness.
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Claim 7.4.2. Any deterministic protocol π with 0-rounds detects whether a triangle exists
in G ∼ G0(n) with success probability at most 7/8.

Proof. In the following, we additionally condition on any fixed choice of (a∗, b∗, c∗) and
assume this choice is known to all players. This can only strengthen the lower bound.

First consider any vertex w /∈ {a∗, b∗, c∗}. If w outputs Yes, namely, that there is a
triangle in G, then, by Observation 7.4.1, the answer is only correct with probability 1/8 as
the choice of edges between a∗, b∗, c∗ is independent. So, we assume all vertices other than
(a∗, b∗, c∗) output No.

Now, consider any vertex x∗ ∈ {a∗, b∗, c∗}. When degree of x∗ is anything other than
two, it can simply output No and will be correct in this case. There are now two cases:

• All vertices in {a∗, b∗, c∗} still output No even when their degree is two: in that case,
the protocol always outputs No (by our assumption earlier) and thus is wrong with
probability 1/8 by Observation 7.4.1.

• At least one vertex x∗ ∈ {a∗, b∗, c∗} outputs Yes when its degree is two: in that case,
with probability half the edge between y∗ ̸= z∗ ∈ {a∗, b∗, c∗} may not appear, thus
making the protocol wrong with probability 1/2 in this case. The probability that
x∗ has degree two here is 1/4 and conditioned on this, its output will be wrong with
probability 1/8. Thus, in this case also the protocol is wrong with probability 1/8
again.

Overall the success probability of the protocol is at most 7/8.

7.4.2 Hard Distribution for r-rounds

In this subsection, we describe the hard distribution for r-round protocols for r ≥ 1.
Notation. All vertices in the graph know which layer among {A, B, C} they belong to.
Each vertex in X ∈ {A, B, C} has a unique identity xi ∈ X for i ∈ [nr], which distinguishes
it from other vertices in X.

For i ∈ [nr], the input of each vertex xi ∈ X is given as two ordered vectors of length nr

each labeled as N xi→Y and N xi→Z , denoting the types of all vertex pairs (x, w) for w ∈ Y
and w ∈ Z, respectively. The jth entry in the vector corresponding to layer Y (denoted
by N xi→Y [yj]) contains the type of the vertex pair xi, yj ∈ [r + 1] ∪ {0}, for j ∈ [nr] (and
similarly for N xi→Z and Z).

Sometimes, we also use N xi to denote the vectors of xi together. We use N xi [S] for any
S ⊆ Y ∪ Z to denote the types of all the vertex pairs of the form (xi, w) for w ∈ S.

To avoid confusion, we sometimes write X(G) to denote the layer X ∈ {A, B, C} of the
graph G (to specify the graph). See also our note about the notation of X, etc. in Section 7.2.

Distribution 3. Distribution Gr(nr) over graphs G for r-round protocols with
r ≥ 1:
(See Figure 7.5 for an illustration.)
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(1) Sample a graph Gr−1 ∼ Gr−1(nr−1) for some parameter nr−1 to be fixed later in
Eq (7.5).

(2) For each X ∈ {A, B, C} in G, sample nr−1 distinct indices X∗ = {x∗
1, x∗

2, . . . , x∗
nr−1}

from X uniformly. The vertex xi in layer X(Gr−1) of Gr−1 takes on the identity x∗
i

in G.

(3) Set type(x∗
i , y∗

j ) in G to be type(xi, yj) for any xi, yj in different layers of Gr−1 for
i, j ∈ [nr−1].

(4) Sample 2nr−1 · (r + 1) subsets Sy→X
t , Sz→X

t ⊆ X \ X∗, for each y, z ∈ Gr−1, and
type t ∈ [r] ∪ {0}, all disjoint from each other. The sets are of size dr each, and are
sampled uniformly at random. Parameter dr will be fixed later in Eq (7.5).

(5) For i ∈ [nr−1] and xi ∈ X = X(Gr−1), each other layer Y ̸= X, and type t ∈ [r]∪{0},
add channels of type t between x∗

i to just enough sampled vertices from Sxi→Y
t so

that the total number of neighboring channels between x∗
i to any other layer Y of

type t is exactly dr.a

(6) Set the type of all pairs of vertices, the types of which have not been fixed yet to be
r + 1.

ax∗
i may have some type-t channels from Gr−1, so we add more channels to increase its type-t channels

to dr.

Let us fix the parameters in the hard distribution as follows,
nr−1 = (nr)1/34 dr = (nr−1)13. (7.5)

We sample nr−1 vertices from X for each xi ∈ Gr−1 in step (1). We also sample dr

distinct vertices for each yi, zj and type t with i, j ∈ [nr−1], and t ∈ [r] ∪ {0} in step (4). In
total,

nr−1 + (r + 1) · dr · 2nr−1

distinct vertices are sampled from X uniformly at random. We have to check that nr is large
enough to make this sampling process feasible:

nr−1 + (r + 1) · dr · 2nr−1 = nr−1(2dr(r + 1) + 1) ≤ n16
r−1 < nr.

Thus, we have more than enough room in nr for step (4).
We call the vertices in X∗, Y ∗, Z∗ to be inner vertices (sampled in step (2)), and all

other vertices as outer vertices. We refer to the graph Gr−1 from step (1) as the inner
graph. We prove some simple properties of Gr(nr) now.

Observation 7.4.3. The number of neighboring channels of type t ∈ [r] ∪ {0} of any inner
vertex in G is exactly dr. The channel-degree of all outer vertices is at most one.

Proof. In step (5), we ensure the number of channels of each type t ∈ [r]∪{0} for each inner
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A

B C

a*j

(a) Realization of all types of channels be-
tween one inner vertex a∗

j to other layers.
The other inner vertices (blue and yellow)
also have simlar channels to each other if
they are in different layers.

A*

B

a*j

(b) Addition of channels of type 0 for one in-
ner vertex a∗

j to outer vertices to ensure cor-
rect channel-degree for all types (some parts
of the instance are omitted).

Type 0 Type 1 Type 2

Type 0 Type 1 Type 2

a*i

B

C

A*

(c) An illustration of the input of one inner vertex. The
other inner vertices are connected only to outer vertices u
such that type of (a∗

i , u) is 2. Vertex ai does not know which
vertices in B, C are inner vertices. In the figure, only A∗

and the relevant vertices of B, C are shown.

Figure 7.5: An illustration of some parts of the 1-round instance. Inner vertices from 0-round
instance are blue and yellow (in accordance with Figure 7.4), and outer vertices are green.
We used n0 = d1 = 3 for illustration, but this is certainly not true in the actual instance.
Dashed lines indicate a channel of type 1, straight lines indicate a channel of type 0, and
other pairs of vertices with no lines are of type 2. The input of blue and yellow vertices of
the inner graph have exactly 3 channels of type 0 and type 1 in total.
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vertex is exactly dr explicitly, by adding enough channels to sets sampled in step (4). Any
outer vertex gets sampled at most once in the sets of step (4), as all the sets are disjoint.
Therefore all outer vertices have channel-degree at most one.

We only ever refer to the input of inner vertices to talk about graph G ∼ Gr(nr), due to
the following observation.

Observation 7.4.4. In any G ∼ Gr(nr), fixing the identity x∗
i and the two nr size neighbor-

hood vectors, N x→Y ,N x→Z for all inner vertices xi ∈ Gr−1 fixes the graph G.

Proof. The only randomness involved in the distribution Gr(nr) is in the graph Gr−1, the
identities chosen for each inner vertex, and the at most (r+1) ·dr many neighboring channels
sampled for each inner vertex. Thus, the variables in the observation statement fix the graph
G.

We can say something further about the structure of N x→Y for every inner vertex x and
layer Y with x /∈ Y .

Observation 7.4.5. For every inner vertex x ∈ Gr−1, the marginal distribution of N x→Y

for every other layer Y is obtained by:

• Setting the types of all vertices in Y ∗ and Z∗ based on the type in Gr−1.

• Sampling the rest of N x uniformly random, conditioned on the types of Y ∗∪Z∗ so that
there are exactly dr vertices of type t ∈ [r] ∪ {0}, and nr − dr(r + 1) vertices of type
r + 1.

Proof. We know that the number of channels of type t ∈ [r]∪ {0} for each vertex xi ∈ Gr−1
is exactly dr from Observation 7.4.3. Therefore the total number of channels with types in
[r] ∪ {0} is (r + 1) · dr. The remaining nr − dr · (r + 1) channels are of type r + 1.

The sets Sx→Y
t and Sx→Z

t are also chosen uniformly at random, so that they are disjoint
from Y ∗ and Z∗. Hence, the final distribution of N x→Y is such that uniformly random
subsets are chosen for each type. The total number of vertices in Y ∗ is exactly nr−1, and
even if all of them had the same type, we know that there is still enough room for dr vertices
of each type t ∈ [r] ∪ {0} as dr > nr−1 from Eq (7.5).

The identities of inner vertices are chosen at random, so the distribution of the neigh-
borhoods are symmetric over all nr vertices of X. More formally, we have the following
observation.

Claim 7.4.6. For r ≥ 0, in Gr(nr) for all i ∈ [nr−1] and xi ∈ X(Gr−1), the marginal dis-
tribution of the two neighborhood vectors given to the inner vertex xi in Gr−1 is independent
of x and i.

Proof. It is sufficient to show that the marginal distribution of the input given to all vertices
in distribution Gr−1(nr−1) are the same, and independent of x and i for all r ≥ 1. We prove
the claim by induction on r. For the base case when r = 1, the inner graph is sampled from
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G0(n0). We know that the vertex x∗ is chosen uniformly at random from [n0]. Therefore,
each vertex in layer X has equal probability of being chosen as x∗ in G0(n0).

For any r > 1, we know that all the identities of inner vertices x∗
1, x∗

2, . . . , x∗
nr−2 in

Gr−1(nr−1) are chosen uniformly at random from [nr−1]. Therefore, any vertex from X(Gr−1)
is equally likely to be chosen as the identity of a vertex from Gr−2 (the inner graph of Gr−1).
The marginal distribution of the neighborhood in Gr−2 is identical by induction hypothesis.

For the outer vertices in X, again, the sets sampled in step (4) are uniform over [nr−1], and
vertices from [nr−1] are equally likely to be chosen to be a part of these sets in distribution
Gr−1(nr−1). Our construction is fully symmetric over the three layers and the vertices in
each layer. Therefore, the marginal distribution of the input given to each vertex in graph
Gr−1 is the same and independent of x and i.

Lastly, we need to argue about the existence of triangles in G ∼ Gr(nr).

Observation 7.4.7. In any graph G ∼ Gr(nr), a triangle exists if and only if a triangle is
present in Gr−1 sampled in step (1) while sampling G.

Proof. Firstly, the channel-degree of all outer vertices is at most one by Observation 7.4.3.
Thus, all of them have at most one edge also. Hence, only the inner vertices can be a part of
a triangle. We do not add or remove any edges between inner vertices, we only add channels
which do not form edges. Hence, triangle existence in Gr−1 is preserved in graph G.

7.4.3 Another Way of Sampling from Hard Distribution

In this subsection, we talk more about the hard distribution Gr(nr), and give an alternate
way of sampling it. This makes the analysis much easier, as it gives us another perspective
of looking at the hard distribution. This alternate way is not without loss, however, but we
show that these distributions are quite close in total variation distance.

We only ever talk about the input and identities of inner vertices, as this fixes distribution
Gr(nr) by Observation 7.4.4.

Notation. We use idX to denote the variables x∗
1, x∗

2, . . . , x∗
nr−1 (elements of X∗) for X ∈

A, B, C. We use ids to denote the variables (idA, idB, idC) collectively. We use id(xi) to
denote x∗

i for i ∈ [nr−1]. We use N xi
in to denote the input of inner vertex xi ∈ Gr−1. This is

two vectors of length nr−1 each, containing types to layers Y and Z in Gr−1.
We use Din to denote the marginal distribution of N xi

in for each inner vertex xi. Formally,
Din is the distribution of N xi in an instance G ∼ Gr−1(nr−1) for i ∈ [nr−1]. Note that this is
identical for each i ∈ [nr−1] by Claim 7.4.6.

We need to define three more parameters to proceed.

αr = (nr−1)11 βr = (nr−1)5 γr = (nr−1)6. (7.6)

We know that dr is much larger than nr−1 from Eq (7.5). However, we want to argue that,
for any inner vertex xi ∈ Gr−1, given only its input N xi in graph G, there are multiple
choices for what the other inner vertices may be; formally, we need the following for each
inner vertex xi ∈ Gr−1:
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• An αr-size collection of sets of size 2nr−1 each, all of which are distributed independently
and exactly according Din with channels to xi.

• For each type t ∈ [r] ∪ {0} and any other inner vertex y /∈ X(Gr−1), a βr-size collection
of sets of size 2nr−1 − 1 each, all of which are distributed independently of each other
according to the (r − 1)-round input on 2nr−1 − 1 vertices, conditioned on the channel to
the one remaining vertex being of type t.

• For each type t ∈ [r] ∪ {0} and any other inner vertex y /∈ X(Gr−1), a set of size γr with
channels of type t to xi.

We show it is possible to sample from Gr(nr) while satisfying these conditions with high
probability.

Distribution 4. Distribution G̃r(nr) for r-round protocols with r ≥ 1:
(1) Sample Gr−1 and sets X∗, Y ∗, Z∗ as before from Distribution 3.

(2) Fix any inner vertex x ∈ Gr−1, and from the other sets Y \ Y ∗ and Z \ Z∗, sample
the following subsets, disjoint from each other for all x: (Observation 7.4.9 shows
that this is feasible)

(a) A collection J x = (Jx
1 , . . . , Jx

αr
), where each Jx

i for i ∈ [αr] is a set containing
nr−1 elements of Y \ Y ∗ and nr−1 elements of Z \ Z∗.

(b) For each type t ∈ [r] ∪ {0}, value i ∈ [nr−1], each other layer Y, Z a collection

Kx→Y
t,i = (Kx→Y

t,i,1 , . . . , Kx→Y
t,i,βr

)

where each Kx→Y
t,i,j for j ∈ [βr] is a set containing (nr−1−1) elements from Y \Y ∗

and nr−1 elements from Z \ Z∗. Similarly, Kx→Z
t,i is a collection of βr-sets, each

with nr−1 elements from Y \ Y ∗ and nr−1 − 1 elements from Z \ Z∗.
(c) For each type t and value i ∈ [nr−1] and each other layer Y , a set Lx→Y

t,i of γr

elements from Y \ Y ∗.

(3) For each inner vertex x ∈ Gr−1, do the following:

(a) For each i ∈ [αr], sample (N x [Jx
i ]) from Din independently of other i.

(b) For each t ∈ [r] ∪ {0}, each other layer Y , i ∈ [nr−1] and j ∈ [βr], sam-
ple N x [Kx→Y

t,i,j ] so that N x [Kx→Y
t,i,j ∪ {y∗

i }] is sampled from Din, conditioned on
type(x, y∗

i ) = t.
(c) For each t ∈ [r] ∪ {0}, i ∈ [nr−1], and other layer Y , set N x→Y [y] for each

y ∈ Lx→Y
t,i to be type t.

(d) Sample the rest of the input ofN x ∼ Gr(nr) conditioned on the random variables
sampled in earlier steps independent of the input of other inner vertices (see
Claim 7.4.10.)

(4) For all pairs of vertices whose types are not fixed yet, set them to be of type r + 1.
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Full instances  
from inner round 

Partial instances from inner  
round with one less vertex 
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nr−1
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Extra channels of same type

Remaining channels which 
ensure correct channel-degree Other inner vertices

Figure 7.6: An illustration of what the input of one inner vertex x looks like in G̃r. Pink outer
vertices correspond to collections J , green outer vertices correspond to collections K (only
for one other layer Y are shown, this is repeated once more), blue outer vertices correspond
to sets L (again, only for Y are shown, this is repeated for Z), yellow vertices correspond
to vertices in Y ∗ ∪ Z∗, and the unshaded vertices are the other outer vertices with various
types to ensure correct number of channels of each type t ∈ [r] ∪ {0}.

The parameters in Eq (7.5) and Eq (7.6) are chosen so that the sets in step (2) can be
sampled:

Observation 7.4.8. In step (2) of Distribution 4, for each inner vertex x, and layer Y with
x /∈ Y , the total number of identities sampled is at most 2(nr−1)12.

Proof. For each inner vertex x ∈ X, to another layer Y , we sample:
• αr-many sets of size nr−1 each.

• A collection of βr-many sets of size at most nr−1 each for type t ∈ [r] ∪ {0}, value
i ∈ [nr−1] and each other layer which does not contain x.

• A collection of size γr for (r + 1) types and nr−1 values.
In total, we sample, at most

αr · nr−1 + 2βr · (nr−1)2 · (r + 1) + γr · (r + 1) · nr−1 ≤ (nr−1)12 + 2(nr−1)8 + (nr−1)8 ≤ 2(nr−1)12

(as r + 1 < nr−1 for large nr and by Eq (7.6) and for large enough nr−1)

vertices for each inner vertex not in Y .

Observation 7.4.9. In Step (2) of Distribution 4, for each layer Z, the total number of
vertices sampled from Z \ Z∗ is at most 4(nr−1)13 < nr − nr−1.

188



Proof. By Observation 7.4.8, for each inner vertex not in Z, we sample at most, 2(nr−1)12

vertices from Z. There are exactly 2nr−1 inner vertices which are not in Z. In total, from set
Z \ Z∗, we sample at most 4(nr−1)13 vertices, which is less than nr − nr−1 by construction.

We show that the parameters are set so that step (3) can be performed.

Claim 7.4.10. In the definition of G̃r(nr) from Distribution 4, conditioned on Gr−1 and
values of X∗, Y ∗ and Z∗, in step (3), each N x can be sampled marginally the same way as
in distribution Gr(nr) from Distribution 3.

Proof. We will prove that after the sampling process in step (2) is done, it is feasible to sample
the input N x of any inner vertex x from Gr(nr) marginally. We refer to Observation 7.4.5.
We know that the types of all vertices in Y ∗ ∪ Z∗ are set correctly.

We argue that it is still possible to sample the input so that uniformly random dr-size
subsets are chosen for each type t ∈ [r] ∪ {0} for each layer Y, Z.

By Observation 7.4.8, we know that the total number of entries in N x→Y for each other
layer Y whose types are fixed by the first three steps of (3) are at most 2(nr−1)12, which is
still less than dr by Eq (7.5). Therefore, we have enough room to marginally sample the rest
of N x so that the conditions in Observation 7.4.5 are satisfied.

Finally, we argue that these distributions are close overall.

Claim 7.4.11. Distribution G̃r(nr) which is obtained by marginally sampling each N x→Y as
in Distribution 4 is close in total variation distance to Gr(nr).

∥Gr(nr)− G̃r(nr)∥tvd ≤
1

nr−1
.

Proof. In distribution Gr(nr), after the types of vertex pairs (x, y) are set according to Gr−1
for inner vertices x, y, we sample disjoint subsets of the remaining X \X∗ to add as neighbors
to inner vertices in Y ∗ and Z∗. This ensures that all outer vertices have channel-degree at
most one, as we have stated in Observation 7.4.3.

In distribution G̃r(nr), all the subsets of outer vertices sampled in step (2) are disjoint
from each other by construction. Even though channels of some type t ∈ [r]∪{0} are added
to all these outer vertices, exactly one channel is added, and they have channel-degree at
most one.

However, the rest of the input for each inner vertex x is sampled independenly of the
input of other inner vertices in G̃r(nr). This process corresponds to sampling at most dr

vertices for each type t ∈ [r] ∪ {0} for each inner vertex, so that the condition stated in
Observation 7.4.3 is satisfied. Namely, the condition that the number of channels of each
type t ∈ [r]∪{0} for each inner vertex is exactly dr. Outer vertices sampled for this purpose
may have collisions, which will cause outer vertices to have channel-degree more than one.

We will show that even though the rest of the outer vertices in step (3) for each inner
vertex are sampled independently of each other, it is highly unlikely that some vertex is
sampled twice. Let Euniq be the event that all the outer vertices sampled to fill up the dr
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slots for each type, and for each inner vertex are unique for all layers X, Y, Z. We will show
that probability of Euniq happening is large. We have,

Pr[Euniq] ≤ (Pr[(2nr−1 · (r + 1) · dr + nr−1) vertices sampled u.a.r. from [nr] do not overlap])3,

where we bound the probability of a super set of Euniq. In Euniq, fewer than dr · (r + 1)
vertices are sampled from any layer Y for any inner vertex x /∈ Y . We will show that even if
dr · (r + 1) vertices are sampled for each inner vertex, in addition to the set Y ∗ uniformly at
random and independently of each other, no vertex is sampled more than once except with
a very small probability.

We choose 2nr−1 · (r + 1) · dr + nr−1 < n16
r−1 := θ vertices uniformly at random and

independently from nr vertices in layer Y . The probability that none of them are sampled
more than once is,(

nr

θ

)
· θ! · 1

(nr)θ
=

θ−1∏
i=0

(1− i/nr) ≥ exp
(
−2 ·

θ∑
i=0

i/nr

)
= exp(−(θ − 1) · θ/nr).

We do this for all three layers A, B and C. The probability that no element is sampled
twice in any layer is at least,

Pr[Euniq] ≥ exp(−3 · (θ − 1) · θ/nr) ≥ exp(−3/n2
r−1) ≥ 1− 1/nr−1,

where we have used the value of nr = n34
r−1 = θ2 · n2

r−1 from Eq (7.5) and that nr−1 ≥ 3.
Conditioned on event Euniq, we argue that the distribution of Gr(nr) and G̃r(nr) are iden-

tical. We already know that the distributions of the input of each inner vertex is marginally
the same by Claim 7.4.10. When Euniq happens, all the outer vertices have channel-degree
at most one, and the neighbors of each inner vertex are disjoint barring X∗, Y ∗, Z∗. This
satisfies all the properties of instances sampled from Gr(nr).

Let Iuniq be the indicator random variable for event Euniq.

∥Gr(nr)− G̃r(nr)∥tvd ≤ E
I∼Iuniq

∥(Gr(nr) | Iuniq = I)− (G̃r(nr) | Iuniq = I)∥tvd

(by “overconditioning” as in Fact 4.3.7)
≤ Pr[Iuniq = 1] · ∥(Gr(nr) | Euniq)− (G̃r(nr) | Euniq)∥tvd + Pr[Iuniq = 0]
= 0 + Pr[Iuniq = 0]

(conditioned on Euniq, the distributions are the same)

≤ 1
nr−1

,

where, in the last inequality we have used our upper bound on the probability of ¬Euniq.

We need some more notation about random variables in G̃r(nr) for the later sections.

Notation. We use Jall to denote the joint random variable containing all J x for all inner
vertices x. Similarly, we use Kall, Lall to denote the joint random variable Kx→Y

t,i , Lx→Y
t,i
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respectively for all inner vertices x, layer Y with x /∈ Y , type t ∈ [r] ∪ {0}, and value
i ∈ [nr−1]. We call the random varibles Jall,Kall, Lall as auxiliaries, and together we use
aux to denote them.

Observation 7.4.12. We have the following independence properties for the inputs of ver-
tices in graph G ∼ G̃r(nr):

(i) Conditioned on (Gr−1, aux, ids), the inputs of each of the inner vertices in G are inde-
pendent of each other.

(ii) The input N x→Y ,N x→Z for any inner vertex x in the graph G is independent of all
other random variables in Gr−1 conditioned on N x

in, ids and aux.

(iii) The random variable Gr−1 is independent of ids and aux.

Proof. For part (i), we know that for each inner vertex x, once the new identities ids and
auxiliaries aux are fixed, and graph Gr−1 is fixed, its input is sampled independently of the
other inner vertices in step (3).

Part (ii) follows by a similar argument: once N x
in, ids and aux are fixed, the entire input

of x is fixed by randomness completely independent of Gr−1.
For part (iii), it is easy to see that ids, J all, Kall and Lall are sampled from A, B, C in

graph G, irrespective of the inner graph Gr−1.

7.4.4 Distribution of Input and Messages

In this subsection, we talk about the joint distribution of input Gr(nr) and the messages
sent across all channels in the first round of communication. Let πr be a protocol for solving
triangle detection on an input G sampled from Gr(nr).

Notation. Let Dreal denote the distribution of the inputs and messages in the first round
of πr. For any inner vertex xi, let Mxi→Y denote the nr-length vector of the messages sent
by xi to its channels in Y . When there is no channel between xi to some vertex yj, we use ⊥
to denote the null message that xi sends. We useMout→xi to denote the messages xi receives
from outer vertices. We use Mall to denote all the messages sent and received by all inner
vertices in the first round. Note that this is also all the messages sent over the first round as
the type of all pairs of outer vertices is set as r + 1, and they can send no messages to each
other in any round.

We define a distribution D̃real for the input graph and first round messages below. We will
show that this distribution is generated when input G is sampled from G̃r(nr), and protocol
πr is run over this graph instead. We will also show that distribution D̃real is close to Dreal.

Distribution 5. Distribution D̃real:

Gr−1 × (ids, J all, Kall, Lall) (the inner graph, identities, auxiliaries)
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× (
ą

x∈{a,b,c},
i∈[nr−1]

N xi→Y , N xi→Z |N xi
in , aux, ids) (the inputs of all inner vertices)

× (
ą

x∈{a,b,c},
i∈[nr−1]

Mxi→Y , Mxi→Z |N xi→Y , N xi→Z , aux, ids)

(the messages sent by inner vertices)
× (

ą

x∈{a,b,c},
i∈[nr−1]

(Mout→xi |N xi→Y , N xi→Z , aux, ids))

(the messages sent by outer vertices to inner vertices)

Observation 7.4.13. The distribution of inputs in D̃real is sampled from G̃r(nr).

Proof. In distribution G̃r(nr), we know that all the ids, J all, Kall and Lall are sampled con-
ditioned on each other. And, they are independent of Gr−1 from Observation 7.4.12-(iii).
Hence, we have that the distributions of Gr−1, ids and aux are exactly as in G̃r(nr) in D̃real.

The input of the inner vertices are independent of each other conditioned on Gr−1, ids
and aux from Observation 7.4.12-(i). Therefore, they can be sampled separately as in D̃real.

Lastly, we know that for any inner vertex x, its input is independent of Gr−1 when
conditioned on N x

in, ids and aux by Observation 7.4.12-(ii), so the other random variables
in Gr−1 can be ignored also when sampling these inputs.

Observation 7.4.14. For any graph G sampled from Gr(nr), the distribution of all the first
round messages is the same in Dreal and D̃real conditioned on the input graph being G.

Proof. The protocol π is deterministic, hence the messages sent by any vertex are only a
function of its input. For all the inner vertices, in D̃real, the messages are sampled conditioned
on their entire input, and are distributed the same as in Dreal.

For outer vertices, when input graph G lies in support of Gr(nr), we know that the
channel-degree of all these vertices is at most one, by Observation 7.4.3. For any outer
vertex u connected to inner vertex x, the entire input given to u is known to x. Thus, x can
sample the messages that u would send to x only with its input.

Claim 7.4.15. Distributions Dreal and D̃real are close to each other:

∥Dreal − D̃real∥tvd ≤ 1/nr−1.

Proof. By Observation 7.4.13 and Fact 4.3.8,

∥Dreal − D̃real∥tvd ≤ ∥Gr(nr)− G̃r(nr)∥tvd + E
G∼Gr(nr)

∥Dreal(Mall | G)− D̃real(Mall | G)∥tvd

≤ 1
nr−1

+ E
G∼Gr(nr)

∥Dreal(Mall | G)− D̃real(Mall | G)∥tvd = 1
nr−1

,
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where the last inequality is by Claim 7.4.11 and the equality follows from Observation 7.4.14.

7.4.5 Proof of Theorem 12 Barring Round Elimination

In the next section, we construct a round elimination protocol, with the following parameters.

Lemma 7.4.16. For any s, r ≥ 1 and δ ∈ (0, 1), given a deterministic protocol πr for
instances Gr ∼ Gr(nr), with the following parameters:

round(πr) = r bw(πr) = s suc(πr,Gr(nr)) ≥ δ,

we can construct a deterministic protocol πr−1 which takes instances Gr−1 ∼ Gr−1(nr−1) and
has the following parameters:

round(πr−1) = r − 1 bw(πr−1) ≤ s suc(πr−1,Gr−1(nr−1)) ≥ δ − 1
nr−1

− 15
√

s

nr−1
.

The proof of Lemma 7.4.16 is the focus of Section 7.5. We now prove Theorem 12 using
Lemma 7.4.16.

Proof of Theorem 12. Assume towards a contradiction that there exists a protocol πr with
r-rounds,

suc(πr,Gr(nr)) ≥ 15/16, and bw(πr) = s < n(1/2)·(1/34r)
r · 1

(480)2 .

We prove the theorem by repeatedly applying Lemma 7.4.16 for r times on protocol πr, to
get a protocol π0 for G0(n0). The value of n0, using Eq (7.5) is n0 = n1

1/34 = · · · = nr
1/34r .

From the large value of nr in the statement of the theorem, we have,

n0 = n1/34r

r > r4. (7.7)

The probability of success of π0 is at least,

suc(πr,Gr(nr))−
r∑

ℓ=1

1
nr−ℓ

− 15 ·
√

s ·
r∑

ℓ=1

1
(nr−ℓ)1/2

≥ 15
16 −

r∑
ℓ=1

1
nr−ℓ

− 15 ·
√

s ·
r∑

ℓ=1

1
(nr−ℓ)1/2

(by value of suc(πr,Gr(nr)) from the theorem statement)

≥ 15
16 − r · ( 1

n0
)− 15 ·

√
s · r · ( 1

n
1/2
0

) (as n0, n1, . . . , nr−1 are increasing)

≥ 15
16 −

1
32 − 15 ·

√
s · r · ( 1

n
1/2
0

) (as r < 32n0 from Eq (7.7))

≥ 29
32 − 15 · 1

480 · r · (1/n−0.25
0 ) (by value of s, and n0 = n1/34r

r )
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>
29
32 −

1
32 >

7
8 . (as r < n0

1/4 from Eq (7.7))

This contradicts Claim 7.4.2, thereby proving the theorem.

7.5 Round Elimination: Description
In this section, we give the desired protocol πr−1 in Lemma 7.4.16 for solving instances Gr−1 ∼
Gr−1(nr−1), and provides parts of the analysis of the protocol. This protocol constructs an
instance Gr ∼ Gr(nr) and embeds its input Gr−1 into it. It also samples the first round
messages that protocol πr sends using the different sources of randomness in our model (see
Section 7.2.2).

We want to sample the input and messages from D̃real. As we have established in
Claim 7.4.15, this distribution is close to the correct distribution Dreal. However, sampling
from D̃real is not feasible either.

We sample from a distribution we label as Dfake, and show that this is close in total
variation distance to D̃real and thus Dreal. The description of πr−1 is given in steps where
the random variables in D̃real and Dfake are sampled progressively.

7.5.1 Key Steps of the Protocol

In this subsection, we describe some prominent steps of the protocol πr−1.

7.5.1.1 Public Random Variables

Given a graph Gr−1 ∼ Gr−1(nr−1), it is easy to sample new identites for each of the vertices
using public randomness. It is also easy to sample the auxiliary random variables. This is
the first step of the protocol. To break the correlation between messages that each inner
vertex sends, we also sample some messages publicly.

Protocol 1. Step (1) of protocol πr−1 for Gr−1 ∼ Gr−1(nr−1) given πr for Gr ∼ Gr(nr):
(1) Sample the random variables ids and also, J all, Kall, and Lall which jointly form aux

using public randomness.

(2) For i ∈ [nr−1], the vertex with identity xi in Gr−1 takes on the identity of x∗
i ∈

X∗ in random variable ids. It changes the identities of all its neighbors in Gr−1
correspondingly.

(3) For each inner vertex x and layer Y with x /∈ Y , set N x→Y [Lx→Y
t,i ] to all be type t

for t ∈ [r] ∪ {0} and i ∈ [nr−1].

(4) For each inner vertex x, and layer Y with x /∈ Y , sample the message that x sends
to vertex yj ∈ Lx→Y

t,i ∩ {< y∗
i }, for all types t ∈ [r] ∪ {0}, and i ∈ [nr−1], with public

randomness.
We use N x

pub andMx
pub to denote the input and messages sent by each inner vertex x that

are sampled publicly in this protocol.
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Observation 7.5.1. The total number of messages sampled in Mx
pub for each inner vertex

x is at most 2 · γr · (r + 1) · nr−1.

Proof. The size of set Lx→Y
t,i is exactly γr for all i ∈ [nr−1] and type t ∈ [r] ∪ {0}, and other

layer Y with x /∈ Y . At most γr many messages are sampled for each of the r + 1 types and
nr−1 values of i, and the two choices of Y .

We do not have the complete description of Dfake yet, this will be clear as we formalize
more of protocol πr−1. But we can prove that what we have sampled so far is the same way
as in D̃real.

Observation 7.5.2. The distribution of Gr−1, ids and aux are the same in D̃real and Dfake.

Proof. Random variable Gr−1 is the same in D̃real and Dfake, as it is just sampled from
Gr−1(nr−1).

In step (1) of Protocol 1, the random variables ids and aux are jointly sampled indepen-
dently of Gr−1. However, even in D̃real, Gr−1 is independent of ids, aux by Observation 7.4.12-
(iii).

7.5.1.2 Sampling Messages Between Inner Vertices

We now use pair randomness to sample messages between inner vertices.
In the description of Gr(nr) from Distribution 3, the type of each pair (x, y) in Gr−1 is

unchanged. The types of all these vertices is upper bounded by r in graph Gr−1 ∼ Gr−1(nr−1).
Hence, all pairs (x, y) ∈ Gr−1 are present in Cr of instance G from Gr(nr), and they can send
messages to each other in the first round of πr. We describe how to sample these messages
now.

Protocol 2. Step (2) of protocol πr−1 for Gr−1 ∼ Gr−1(nr−1) given πr for Gr ∼ Gr(nr):

For each pair x, y ∈ Gr−1, with y /∈ X, sample the message that x sends to y in the first
round conditioned on ids, type(x, y), aux,N x

pub and Mx
pub using pair randomness between

x and y.

We use Mx
in to denote all the messages that inner vertex x sends to some other inner

vertex y ∈ Gr−1 and y /∈ X. We use Mx
in(y) to denote the message that x sends to the

inner vertex y ∈ Gr−1, andMx
in(−y) to denote all the messages that x sends to other inner

vertices that are not y. These messages are all sampled by this protocol.

7.5.1.3 Sampling Rest of the Input and Messages

We can now sample the rest of the random variables in distribution D̃real.
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Protocol 3. Step (3) of protocol πr−1 for Gr−1 ∼ Gr−1(nr−1) given πr for Gr ∼ Gr(nr):

Each inner vertex xi ∈ Gr−1 does the following:

(a) Sample the rest of its input from distribution D̃real and the remaining messages that
xi sends to its neighbors with private randomness conditioned on ids, aux, N xi

pub,
Mxi

pub, Mxi
in , and its inner input N xi

in .

(b) Sample all the messages that xi receives from outer vertices, conditioned on the entire
input of xi, ids and aux.

We use N xi
rest to denote all the random variables that xi samples in step (3) of Protocol 3

using private randomness. This is comprised of the rest of the input of xi, the messages it
sends to outer neighbors, and all the messages it receives from its outer neighbors.

We can prove that the random variables N xi
rest for each inner vertex xi are sampled from

the correct distribution D̃real.
Observation 7.5.3. In Dfake, conditioned on any choice of ids, aux, Gr−1, N x

pub, Mx
pub and

Mx
in for each inner vertex x, N y

rest for all inner vertices y are jointly sampled from D̃real.

Proof. In D̃real, for each inner vertex x, its input, all the messages it sends, and the messages
it receives from outer vertices are sampled independently of the other inner vertices and
independently of Gr−1 when conditioned on N x

in, ids and aux by Observation 7.4.12-(i) and
(ii).

Therefore, in step (3) of Protocol 3, when we sample the remaining input of each inner
vertex x it is sufficient to condition on N x

in, Mx
in, Mx

pub, N x
pub, ids and aux. This is true of

the remaining messages sent by x also.
From the definition of D̃real from Distribution 5, we know that all the messages that x

receives from its outer neighbors are sampled only conditioned on the entire input of x, the
value of aux and ids. This process is the same as in step (3) in Protocol 3.

We have sampled all the random variables associated with D̃real. However, the distribu-
tion of input and first round messages we get is different from D̃real, even though parts of
them may be the same from Observation 7.5.2 and Observation 7.5.3.

7.5.2 Full Protocol πr−1 and its Distribution

We finally put together the multiple parts of protocol πr−1, and see the full description of
Dfake.

Protocol 4. Protocol πr−1 for Gr−1 ∼ Gr−1(nr−1) given πr for Gr ∼ Gr(nr):

(1) The random variable Gr−1 is given as input. Random variables ids, aux, and
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N x
pub, Mx

pub for all inner vertices x are sampled according to Protocol 1. Identi-
ties are changed appropriately as given in step (1) from Protocol 1.

(2) All messages between pairs of inner vertices x, y ∈ Gr−1 which have a channel in
Gr−1 are sampled as given in Protocol 2.

(3) The remaining input for each inner vertex xi, the other messages it sends and all the
messages it receives from outer vertices are sampled in Protocol 3.

(4) All the vertices continue to run πr starting from the second round, assuming first
round messages are as sampled, and output the same answer as πr. See Claim 7.5.4
that specifies how to implement this step.

First, let us argue that the vertices can run the protocol πr starting from the second
round.

Claim 7.5.4. Given any input graph G which lies in the support of Gr(nr), all inner vertices
can run protocol πr correctly starting from second round based on the information they have
access to.

Proof. First, we argue that all the inner vertices have access to all the messages they send
and receive in the first round. For any message sent by inner vertex x to another inner vertex
y, we use pair randomness between x, y to sample it in step (2) from Protocol 2. Thus, both
x, y have access to the message. All messages sent by any inner vertex x to any other inner
vertex is known to x. All messages received by x sent by some other inner vertex y is known
to x as well.

The remaining messages that x sends to outer vertices, and all the messages it receives
from outer vertices are sampled with private randomness in step (3) from Protocol 3, and
are all known to the inner vertex x.

When the input graph G lies in the support of Gr(nr), the channel-degree of all outer
vertices is at most one from Observation 7.4.3. Therefore, any inner vertex x with outer
neighbor u can simulate the messages u sends to x, as it has access to the entire input of u.

As for the inner vertices, they have access to all their inputs. We have argued they also
have access to all the first round messages sent and received by them at the end of step
(3) of πr−1. They can continue to run protocol πr from the second round by simulating the
behavior of all outer vertices connected to them. This proceeds exactly as in πr till the last
round, and the inner vertices can find the output of πr (again, since they can fully simulate
outer vertices).

Next, let us talk about the distribution Dfake, which is the joint distribution of the input
and first round messages that we generate when running protocol πr−1.
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Distribution 6. Distribution Dfake:

Gr−1 × (ids, J all, Kall, Lall) (the inner graph, identities and auxiliaries)
× (

ą

x∈Gr−1

N x
pub, Mx

pub | ids, aux)

(the public parts of input and messages from step (1) in Protocol 1)
× (

ą

x∈Gr−1

ą

y∈Gr−1
y /∈X

(Mx
in(y) | type(x, y), ids, aux, N x

pub, Mx
pub)

(messages sent by inner vertices to each other in step (2) from Protocol 2)
× (

ą

x∈Gr−1

N x
rest |Mx

in, N x
in, ids, aux, N x

pub, Mx
pub).

(rest of the input and messages for inner vertices in step (3) from Protocol 3)

Claim 7.5.5. The distribution of the input and first round messages in πr−1 is exactly Dfake

as defined in Distribution 6.

Proof. We know that ids, J all, Kall and Lall are sampled jointly with public randomness in
πr−1, independent of Gr−1. Therefore, their distributions are exactly as given in Distribu-
tion 6.

The random variables N x
pub, Mx

pub are sampled with public randomness as well, but we
know by Observation 7.4.12-(i),(ii) that they are independent of random variables associated
with other inner vertices. Hence, they are sampled only conditioned on ids and aux. (There
is no access to N x

in with public randomness.)
For each pair of inner vertices x, y, we sample Mx

in(y) in step (2) of Protocol 2 conditioned
on exactly the random variables stated in the claim: ids, aux from public randomness,
type(x, y) that both inner vertices x, y have access to, and N x

pub, Mx
pub, again from public

randomness.
Finally, each inner vertex x samples the rest of its input, the remaining messages it sends

and the messages it receives from outer vertices conditioned on ids, aux from public random-
ness, Mx

in that it sampled using the pair randomness to other inner vertices, N x
pub, Mx

pub
again from public randomness and N x

in it has from graph Gr−1 in step (3) from Protocol 3.
This is as stated in the description of Dfake in Distribution 6.

We can see that Dfake and D̃real are not the same distributions. But, we can prove that
they are close to each other in total variation distance. This is the focus of the next section.
Lemma 7.5.6 (“Dfake and Dreal are not that different”).

∥Dreal −Dfake∥tvd ≤
1

(nr−1)
+ 15

√
s

nr−1
.

Proof of Lemma 7.5.6 can be found in Section 7.6.2 and constitutes the main technical
part of our argument. This concludes the description of the round elimination protocol.
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7.5.3 Proof of Lemma 7.4.16

We can prove Lemma 7.4.16, restated below, using Lemma 7.5.6.

Lemma (Restatement of Lemma 7.4.16). For any s, r ≥ 1 and δ ∈ (0, 1), given a determin-
istic protocol πr for instances Gr ∼ Gr(nr), with the following parameters:

round(πr) = r bw(πr) = s suc(πr,Gr(nr)) ≥ δ,

we can construct a deterministic protocol πr−1 which takes instances Gr−1 ∼ Gr−1(nr−1) with
the following parameters:

round(πr−1) = r − 1 bw(πr−1) ≤ s suc(πr−1,Gr−1(nr−1)) ≥ δ − 1
nr−1

− 15
√

s

nr−1
.

Proof of Lemma 7.4.16. We will prove that protocol πr−1 from Protocol 4 obeys the condi-
tions in the statement of the lemma.

For the number of rounds in πr−1, this is exactly r − 1 as πr has r rounds, and the first
round messages are sampled without any communication between the vertices.

The total length of any message sent in the r − 1 rounds of πr−1 is at most s, as all the
messages sent by πr are at most s bits.

We know by Observation 7.4.7 that for the graphs in the support of Gr(nr), if protocol
πr outputs the correct answer, πr−1 is correct in detecting whether a triangle exists as well.
The output of πr and πr−1 are the same when inputs are sampled from Dreal, by Claim 7.5.4.
Therefore, it is sufficient to lower bound the probability that πr outputs the correct answer
when the inputs and first round messages are sampled from Dfake as opposed to Dreal.

We use Fact 4.3.5 to lower bound the probability of success of πr−1 where E is the event
that the answer on input Gr−1 is correct:

Pr
Gr−1

[πr−1 is correct] = Pr
Dfake

[πr is correct] (by the discussion above)

≥ Pr
Dfake

[πr is correct]− ∥Dreal −Dfake∥tvd

≥ δ −
(

1
nr−1

+ 15
√

s

nr−1

)
,

where in the second inequality is by the assumption on the correctness probability of πr

and Lemma 7.5.6.
Finally, the protocol πr−1 is randomized, but it can be made deterministic by fixing

the random string by the easy direction of Yao’s minimax principle, without changing its
probability of success, rounds, and bandwidth. The different sources of randomness do not
cause an issue, as the randomness in all of these sources can be fixed to be a particular
string.
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7.6 Round Elimination: Analysis

In this subsection, we analyze distributions Dfake (see Distribution 6) and Dreal (see Distri-
bution 5), and prove the upper bound on their total variation distance in Lemma 7.5.6. We
already know that distribution Dreal is close to D̃real by Claim 7.4.15. Hence, we focus on
proving the distance between D̃real and Dfake is small. When we talk about messages in this
section, we only refer to messages sent over the first round.

Our analysis is split into three parts:

Part 1. The messages sent by each inner vertex x are correlated with each other through
the input of x. However, in step (2) of πr−1 from Protocol 2, they are sampled inde-
pendently, only based on some parts of the input of x. We show that the correlation
between these messages are low and thus can be sampled this way without too much
loss.

Part 2. We publicly sample some messages sent by each inner vertex x for both layers Y, Z
in step (1) of πr−1 from Protocol 1, independent of the input of x. We remove the
correlation between these messages and the input of x from Gr−1 to allow for this
sampling.

Part 3. Messages sent by x to other inner vertices are sampled in step (2) of πr−1 from
Protocol 2. These are sampled conditioned on some part of the input of x. We will
show that the correlation between these messages and the rest of the input of x from
Gr−1 is low.

These are the only differences between D̃real and Dfake. We have argued that the other
random variables are sampled correctly in Observation 7.5.2 and Observation 7.5.3.

7.6.1 Setting up the Analysis

We move from D̃real to Dfake by way of multiple distributions (one for each part) which
lie between them and use a hybrid argument. In this subsection, we describe these hybrid
distributions.

First, let us cast distribution D̃real in terms of the random variables in Dfake.

Claim 7.6.1. Distribution D̃real can be written as:

Gr−1 × (ids, J all, Kall, Lall) (the inner graph, identities and auxiliaries)
× (

ą

x∈Gr−1

N x
pub, Mx

pub | ids, aux, N x
in)

(the public parts of input and messages from step (1) in Protocol 1)
× (

ą

x∈Gr−1

(Mx
in | ids, aux, N x

pub, Mx
pub, N x

in)

(messages sent by inner vertices to each other in step (2) from Protocol 2)
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× (
ą

x∈Gr−1

N x
rest |Mx

in, N x
in, ids, aux, N x

pub, Mx
pub).

(rest of the input and messages for inner vertices in step (3) from Protocol 3)

Proof. It is evident that random variables Gr−1, ids and aux are sampled the same way in
the statement and in D̃real.

From Observation 7.4.12-(i), we know that the inputs of all the inner vertices are inde-
pendent of each other conditioned on Gr−1, ids and aux. Moreover, we know from Observa-
tion 7.4.12-(ii) that the input of any inner vertex x only depends on the random variables
N x

in, ids and aux in Gr−1. Therefore, the random variables N x
pub, Mx

pub for each inner vertex
in x are sampled only conditioned on ids, aux and N x

in.
As the protocol is determinstic, we know that the messages sent by any inner vertex x

depend only on its input. Therefore, Mx
in is also sampled from the right distribution in the

statement of the claim. This argument applies to the rest of the input of x and the messages
sent by x to outer vertices also.

Lastly, in distribution D̃real, all the messages received by inner vertex x from outer vertices
are sampled only based on the input of x, ids and aux, as is the case in our statement.

To bound the distance between D̃real and Dfake, we use weak chain rule of total variation
distance from Fact 4.3.8 repeatedly. We define an ordering on the vertices and channels for
this purpose.

Ordering vertices and channels. We use a lexicographic ordering on the inner vertices
of the form a1, a2, . . . , anr−1 , then b1, . . . , bnr−1 and lastly c1, . . . , cnr−1 . For each inner vertex
x, to order the channels that x has to inner vertices in the other two layers, we again use the
lexicographic ordering we have over all the vertices. (The specific ordering is unimportant
and we have picked the simplest one.)

We will now describe the hybrid distributions that we use as intermediate steps between
the two distributions D̃real and Dfake.

Sampling Inner Messages Separately

The first hybrid distribution which lies between D̃real and Dfake is H1 that we define here.
One key difference between D̃real and Dfake is in how the messages to other inner vertices
sent by any inner vertex x are sampled. In D̃real, they are sampled together, whereas this
correlation is absent in Dfake. We show that this correlation is small and can be broken.

Distribution 7. Distribution H1:

Gr−1 × (ids, J all, Kall, Lall) (the inner graph, identities and auxiliaries)
× (

ą

x∈Gr−1

N x
pub, Mx

pub | ids, aux, N x
in)

(the public parts of input and messages from step (1) in Protocol 1)
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× (
ą

x∈Gr−1

ą

y∈Gr−1
y /∈X

(Mx
in(y) | ids, aux, N x

pub, Mx
pub, N x

in)

(messages sent by inner vertices to each other in step (2) from Protocol 2)
× (

ą

x∈Gr−1

N x
rest |Mx

in, N x
in, ids, aux, N x

pub, Mx
pub).

(rest of the input and messages for inner vertices in step (3) from Protocol 3)

We prove distributions D̃real and H1 are close to each other in Section 7.6.3.

Lemma 7.6.2 (“Messages sent by inner vertices can be sampled separately”).

∥D̃real −H1∥tvd ≤ 6 · (nr−1)5/2 ·
√

s

γr + 1 .

Sampling Public Messages without Inner Inputs

The only difference between H1 and Dfake, is that in some parts of H1 there is additional
conditioning on some parts of the input N x

in of the inner vertices. We show that these
conditionings can be slowly broken. To this end, we give our second hybrid distribution that
lies between H1 and Dfake, which samples public messages according to Dfake.

Distribution 8. Distribution H2:

Gr−1 × (ids, J all, Kall, Lall) (the inner graph, identities and auxiliaries)
× (

ą

x∈Gr−1

N x
pub, Mx

pub | ids, aux)

(the public parts of input and messages from step (1) in Protocol 1)
× (

ą

x∈Gr−1

ą

y∈Gr−1
y /∈X

(Mx
in(y) | ids, aux, N x

pub, Mx
pub, N x

in)

(messages sent by inner vertices to each other in step (2) from Protocol 2)
× (

ą

x∈Gr−1

N x
rest |Mx

in, N x
in, ids, aux, N x

pub, Mx
pub).

(rest of the input and messages for inner vertices in step (3) from Protocol 3)

The proof of the following lemma is similar to that of Lemma 7.6.2, and we skip it in
this dissertation. The details can be found in the full version of the result [AS25].

Lemma 7.6.3 (“Low correlation between first round messages and inputs of inner vertices”).

∥H1 −H2∥tvd ≤ 3nr−1 ·
√

s · γr · (r + 1) · nr−1

αr + 1 .
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Sampling Inner Messages with only Some Inner Inputs

We come to the last part of our analysis, which shows that distribution H2 is close to Dfake.
At this stage, the only difference between them is in how the messages between inner vertices
are sampled. In H2, when sampling the message that xi ∈ Gr−1 sends to yj, we condition
on the entire input of the inner vertex xi, whereas in Dfake, we only condition on the input
that both inner vertices xi and yj are aware of. We show that these distributions are close
together (see Distribution 6 for the distribution Dfake).

Lemma 7.6.4 (“Low correlation between messages of inner vertices and parts of their
inputs”).

∥H2 −Dfake∥tvd ≤ 6(nr−1)2 ·
√

s

2(βr + 1) .

Similarly, the proof of Lemma 7.6.4 is deferred to the full version of the result in [AS25].

7.6.2 Proof of Lemma 7.5.6

Proof of Lemma 7.5.6 now follows from Lemmas 7.6.2 to 7.6.4 with some minimal calculations
using the values of αr, βr and γr from Eq (7.6).

Lemma (Restatement of Lemma 7.5.6).

∥Dreal −Dfake∥tvd ≤
1

nr−1
+ 15

√
s

nr−1
.

Proof of Lemma 7.5.6. By Claim 7.4.15, we have

∥Dreal − D̃real∥tvd ≤
1

nr−1
.

Thus, we can focus on bounding the distance between D̃real and Dfake and use triangle
inequality.

∥D̃real −Dfake∥tvd ≤ ∥D̃real −H1∥tvd + ∥H1 −H2∥tvd + ∥H2 −Dfake∥tvd

(by triangle inequality)

≤ 6 ·

√√√√s · (nr−1)5

(nr−1)6 + ∥H1 −H2∥tvd + ∥H2 −Dfake∥tvd

(by Lemma 7.6.2 and Eq (7.6))

≤ 6
√

s

nr−1
+ 3nr−1 ·

√
s · γr · (r + 1) · nr−1

αr + 1 + ∥H2 −Dfake∥tvd

(by Lemma 7.6.3)

≤ 6
√

s

nr−1
+ 3 ·

√√√√s · (nr−1)6 · (r + 1) · (nr−1)3

2 · (nr−1)11 + ∥H2 −Dfake∥tvd

(by Eq (7.6))
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≤ 6
√

s

nr−1
+ 3 ·

√√√√s · (nr−1)6 · (nr−1) · (nr−1)3

(nr−1)11 + ∥H2 −Dfake∥tvd

(as r + 1 ≤ nr−1 for large nr)

≤ 9
√

s

nr−1
+ 6(nr−1)2 ·

√
s

2(βr + 1) (by Lemma 7.6.4)

≤ 9
√

s

nr−1
+ 6 ·

√√√√ s · (nr−1)4

2((nr−1)5 + 1) (by Eq (7.6))

≤ 15
√

s

nr−1
,

concluding the proof.

The rest of this section contains the one part of the whole argument, namely, proving
different steps of the round elimination protocol incur low losses.

7.6.3 Messages from One Vertex have Low Correlation

In this subsection, we prove Lemma 7.6.2. Let us recall the two distributions D̃real and H1
from Distribution 5 and Distribution 7 respectively.

Distribution D̃real:

Gr−1 × (ids, J all, Kall, Lall)

× (
ą

x∈Gr−1

N x
pub, Mx

pub | ids, aux, N x
in)

×(
ą

x∈Gr−1

(Mx
in | ids, aux, N x

pub, Mx
pub, N x

in)

× (
ą

x∈Gr−1

N x
rest |Mx

in, N x
in, ids, aux, N x

pub, Mx
pub).

Distribution H1:

Gr−1 × (ids, J all, Kall, Lall)

× (
ą

x∈Gr−1

N x
pub, Mx

pub | ids, aux, N x
in)

×(
ą

x∈Gr−1

ą

y∈Gr−1
y /∈X

(Mx
in(y) | ids, aux, N x

pub, Mx
pub, N x

in)

× (
ą

x∈Gr−1

N x
rest |Mx

in, N x
in, ids, aux, N x

pub, Mx
pub).

The difference is in the third line, in how the messages sent by x to other inner vertices
in Gr−1 are sampled. In D̃real, they are jointly sampled conditioned on ids, aux, N x

pub, Mx
pub

and N x
in. In H1, they are sampled independently of each other, conditioned on the same

random variables ids, aux, N x
pub, Mx

pub and N x
in.

Notation. We use N xi
in (y) to denote the type(xi, y) in Gr−1 for inner vertex y in the input

of xi.

Claim 7.6.5. For every inner vertex x ∈ Gr−1, and every other inner vertex yi ∈ Y for
i ∈ [nr−1],

I(Mx
in(yi) ; Mx

in(−yi) |N x
in, ids, aux, N x

pub, Mx
pub) ≤ 1

γr + 1 · 2nr−1 · s.
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Proof. By our notation, we have id(yi) = y∗
i . First, we have,

I(Mx
in(yi) ; Mx

in(−yi) |N x
in, ids, aux, N x

pub, Mx
pub)

I(Mx
in(yi) ; Mx

in(−yi) |N x
in, ids, aux, N x

pub, Mx
pub, type(x, yi))

(as type(x, yi) is fixed by N x
in)

= I(Mx→Y [id(yi)] ; Mx
in(−yi) |N x

in, ids, aux, N x
pub, Mx

pub, type(x, yi))
(as id(yi) is the vertex in G to which yi is mapped)

= E
t∼type(x,yi)

I(Mx→Y [id(yi)] ; Mx
in(−yi) |N x

in, ids, aux, N x
pub, Mx

pub, type(x, yi) = t).

(by the definition of conditional mutual information)

We use Wrest to be the joint random variable N x
in, id(w) for each w ̸= yi and w ̸= x, J all, Kall,

all random variables in Lall barring Lx→Y
t,i , all random variables in N x

pub barring N x→Y [Lx→Y
t,i ],

all random variables in Mx
pub barring Mx→Y [yj] for yj ∈ Lx→Y

t,i ∩ {< y∗
i }. These random

variables are bundled together because they are not relevant to the rest of the proof.
We prove the statement for each type t separately. Let Et denote the event that type(x, yi) =

t. We omit the superscript → Y and replace x→ Y by x⃗ to avoid the clutter.

I(Mx→Y [id(yi)] ; Mx
in(−yi) |N x

in, ids, aux, N x
pub, Mx

pub, type(x, yi) = t)
= I(Mx→Y [id(yi)] ; Mx

in(−yi) | id(yi), id(x), Lx→Y
t,i , N x→Y [Lx→Y

t,i ], Mx→Y [Lx→Y
t,i ∩ {< id(yi)}], Wrest, Et)

= I(Mx⃗[id(yi)] ; Mx
in(−yi) | id(yi), id(x), Lx⃗

t,i, N x⃗[Lx⃗
t,i], Mx⃗[Lx⃗

t,i ∩ {< id(yi)}], Wrest, Et)
(changing superscript x→ Y to x⃗ for readability)

= I(Mx⃗[id(yi)] ; Mx
in(−yi) | id(yi), id(x), Lx⃗

t,i, N x⃗[Lx⃗
t,i ∪ {id(yi)}], Mx⃗[Lx⃗

t,i ∩ {< id(yi)}], Wrest, Et)
(as N x⃗[id(yi)] is fixed to be t, conditioned on Et and thus conditioning on N x⃗[id(yi)] is w.l.o.g.)

= I(Mx⃗[id(yi)] ; Mx
in(−yi) | id(yi), id(x), Lx⃗

t,i ∪ {id(yi)}, N x⃗[Lx⃗
t,i ∪ {id(yi)}],

Mx⃗[Lx⃗
t,i ∩ {< id(yi)}], Wrest, Et)

(as Lx⃗
t,i, id(yi) are fixed by Lx⃗

t,i ∪ {id(yi)}, id(yi) and vice-versa)
= E

Lx⃗
t,i∪{id(yi)}=P

I(Mx⃗[id(yi)] ; Mx
in(−yi) | id(yi), id(x), N x⃗[P ], Mx⃗[P ∩ {< id(yi)}],

Wrest, Lx⃗
t,i ∪ {id(yi)} = P , Et).

(by the definition of conditional mutual information)

Again, we prove the statement for every set P ⊂ [nr] of size γr + 1. Let Econd be the event
that Lx⃗

t,i ∪ {id(yi)} = P and Et happen.
We argue that conditioned Econd, the value of id(yi) is uniform over the set P . This

is because, by the definition of Lx⃗
t,i, for all yj ∈ Lx⃗

t,i, the value of N x→Y [yj] = t, similar to
N x→Y [id(yi)]. The random variable id(yi) is uniform over [nr], and Lx⃗

t,i is a uniformly random
set of size γr that does not contain id(yi). If P is the set Lx⃗

t,i ∪ {id(yi)}, the value of id(yi)
can be any value in this set with equal probability. As such, continuing the above equations
for any fixed P and Econd, we will get,

I(Mx⃗[id(yi)] ; Mx
in(−yi) | id(yi), id(x), Mx⃗[P ∩ {< id(yi)}], Wrest, Econd)
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= E
yj∈P

I(Mx⃗[yj] ; Mx
in(−yi) | id(x), Mx⃗[P ∩ {< yj}], Wrest, id(yi) = yj, Econd)

= 1
γr + 1 ·

∑
yj∈P

I(Mx⃗[yj] ; Mx
in(−yi) | id(x), Mx⃗[P ∩ {< yj}], Wrest, id(yi) = yj, Econd).

(as id(yi) is uniform over P )

Now, we argue that the event id(yi) = yj is independent of the joint distribution of all the
other random variables in the mutual information term, conditioned on Econd. Let us list
these random variables, and argue in steps (in each step, we condition on everything in the
previous steps also).

• id(w) for w ̸= yi: these are disjoint from P and independent of the identity of yi inside
P .

• N x→Y [P ]: this is deterministically fixed to all be t conditioned on Econd.

• N x→Y : the input of x to layer Y is already fixed to be type t for all elements of P .
The rest of the input is independent of which of these choices are the actual identity
of yi.

• N x→Z : the input of x to layer Z is independent of which of the identities in P belong
to yi.

• Mx→Y , Mx→Z : we know the inputs of x are independent of the event id(yi) = yj. As
protocol πr is deterministic, the messages sent by x are independent of this event also.

• J all, Kall: these are sets which are disjoint from P , and are also independent of id(yi) =
yj.

• N x
in: this input to x comes from Gr−1, which is independent of the identity of yi.

• N x
pub barring N x→Y [P ]: this is comprised of inputs chosen for x on sets disjoint from

P and are independent of which identity in P is given to yi.

• Lall barring Lx→Y
t,i : these are all sets disjoint from P , independent of what happens

inside P .

• Wrest: we have argued that all the random variables in Wrest are independent of P .

As such, the joint distribution of these random variables is independent of the event id(yi) =
yj conditioned on Econd. Hence, we can continue as,

1
γr + 1 ·

∑
yj∈P

I(Mx⃗[yj] ; Mx
in(−yi) | id(x), Mx⃗[P ∩ {< yj}], Wrest, id(yi) = yj, Econd)

= 1
γr + 1 ·

∑
yj∈P

I(Mx⃗[yj] ; Mx
in(−yi) | id(x), M[P ∩ {< yj}], Wrest, Econd)

(as id(yi) = yj is independent of all random variables together conditioned on Econd)
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= 1
γr + 1 · I(M

x⃗[P ] ; Mx
in(−yi) | id(x), Wrest, Econd)

(by the chain rule of mutual information in Fact 4.3.1-(7))

≤ 1
γr + 1 ·H(Mx

in(−yi) | Econd) (by Fact 4.3.1-(3))

≤ 1
γr + 1 · 2nr−1 · s. (as Mx

in(−yi) has 2nr−1 − 1 messages of length at most s sent by x)

Putting things together, we have,

I(Mx
in(yi) ; Mx

in(−yi) |N x
in, ids, aux, N x

pub, Mx
pub)

≤ E
type(x,yi)

=t

E
Lx→Y

t,i ∪{id(yi)}
=P

[
1

γr + 1 · 2nr−1 · s
]

(by all the bounds above)

= 1
γr + 1 · 2nr−1 · s.

This completes the proof.

We can now prove Lemma 7.6.2 using the weak chain rule of total variation distance.
First, let us recall this chain rule from Fact 4.3.8. For any two distributions µ, ν on k random
variables w1, w2, . . . , wk, we have,

∥µ− ν∥tvd ≤
∑
i∈[k]

E
w<i∼µ

∥µ(wi | w<i)− ν(wi | w<i)∥tvd.

To bound the distance between D̃real from Distribution 5 and H1 from Distribution 7, we
use the lexicographic ordering on all the vertices and inner channels.

We need to define some more random variables. These random variables are local to this
subsection. They may be used for different purposes later.

• Variable wstart: This is the joint random variable Gr−1, ids, J all, Kall, Lall along with
N x

pub, Mx
pub for each inner vertex x.

• Variables wx→y for inner vertices x, y in different layers : this is the random variable
Mx

in(y) for inner vertices x, y.

• Variables wx for each inner vertex x: this is the joint random variable of wx→y for all
inner vertices y which are not in the same layer as x. We use the lexicographic ordering
defined earlier to order these random variables based on y.

• Variables wend: Joint random variable N x
rest for each inner vertex x.

We need some simple observations.

Observation 7.6.6. About random variables associated with D̃real and H1:

(i) The random variable wstart is distributed the same way in D̃real and H1.
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(ii) In both D̃real and H1, ww ⊥ ww′ | wstart for any distinct pair of inner vertices w, w′ ∈
A∪B∪C. This is true regardless of whether w, w′ are in the same layer or in different
layers.

(iii) Conditioned on any choice of random variable wstart and wx for all inner vertices x,
distribution of wend is the same in D̃real and H1.

(iv) In distribution D̃real andH1, for any inner vertex x, wx ⊥ wstart |N x
in, ids, aux, N x

pub, Mx
pub.

(v) In distribution H1, for any inner vertex x, wx→w ⊥ wx→w′ |N x
in, ids, aux, N x

pub, Mx
pub,

for any distinct pair of inner vertices w, w′ ∈ Y ∪Z of Gr−1. Again, w and w′ may be
in the same layer or different layers.

Proof. Part (i) is apparent from the definition of distributions D̃real and H1, as all random
variables in wstart are sampled the same way in D̃real and H1.

For part (ii), we know that when ww is sampled in D̃real, it is sampled conditioned on
random variables ids, aux, N w

in, N w
pub, and Mw

pub and ids. All these random variables are
fixed by wstart. Thus, ww and ww′ are independent for two distinct inner vertices w, w′

conditioned on wstart in distribution D̃real.
Similarly in H1, random variable ww is sampled only conditioned on ids, aux, N w

in, N w
pub,

and Mw
pub, all of which are fixed by wstart.

Part (iii) is clear, again from the definition of D̃real and H1 as N x
rest is sampled the

same way in the two distributions for all inner vertices x for any choice of the other random
variables.

Part (iv) is evident from how wx are sampled. They are conditioned only on ids, aux, N x
in,

N x
pub, and Mx

pub and are independent of the other random variables in wstart.
For part (v), in distribution H1, we know that when wx→w = Mx

in(w) is sampled, it is
conditioned only on ids, aux, N x

in, N x
pub, and Mx

pub. It is independent of the messages sent
by x to other inner vertices, conditioned on these random variables.

First, we show that the distribution of wx in D̃real and H1 are close to each other for all
inner vertices x, conditioned on wstart.

Claim 7.6.7. For any inner vertex x, we have,

E
wstart∼D̃real

∥D̃real(wx | wstart)−H1(wx | wstart)∥tvd ≤ 2 · (nr−1)3/2 ·
√

s

γr + 1 .

Proof. Let u1, u2, . . . , u2nr−1 be all the inner vertices not in the same layer as x, following
the ordering we defined. We use wj to denote the random variable wx→uj for j ∈ [2nr−1].
We use w0 to denote wstart. We use w<j to denote the random variables w0, w1, . . . wj−1. We
have,

E
wstart∼D̃real

∥D̃real(wx | wstart)−H1(wx | wstart)∥tvd

208



≤
∑

j∈[2nr−1]
E

w<j∼D̃real
∥D̃real(wj | w<j)−H1(wj | w<j)∥tvd

(by the weak chain rule of total variation distance Fact 4.3.8)

≤ 1√
2
·

∑
j∈[2nr−1]

E
w<j∼D̃real

√
D(D̃real(wj | w<j) || H1(wj | w<j))

(by Pinsker’s inequality Fact 4.3.10)

≤ 1√
2
·

∑
j∈[2nr−1]

√
E

w<j∼D̃real
D(D̃real(wj | w<j) || H1(wj | w<j)).

(by Jensen’s inequality and concavity of square root)

We bound the KL-divergence term separately for each j ∈ [2nr−1]. Let us use Mx
in(<

uj) to denote the random variables Mx
in(u1), Mx

in(u2), . . . , Mx
in(uj−1). We use Wcond to

denote the random variables aux, ids, N x
in, N x

pub, and Mx
pub as they always appear in the

conditioning.
We know by Observation 7.6.6-(iv) that the distribution of wj | w<j in D̃real is,

D̃real(wj | w<j) = Mx
in(uj) |Mx

in(< uj), Wcond.

We know by Observation 7.6.6-(v) and (iv) that the distribution of wj | w<j in H1 is,

H1(wj | w<j) = Mx
in(uj) | Wcond.

Combining the above two equations gives us,

E
w<j∼D̃real

D(D̃real(wj | w<j) || H1(wj | w<j))

= E
Mx

in(<uj),Wcond
D(Mx

in(uj) |Mx
in(< uj), Wcond || Mx

in(uj) | Wcond)

≤ I(Mx→uj

in ; Mx
in(< uj) | Wcond) (by Fact 4.3.4)

≤ I(Mx→uj

in ; Mx
in(−uj) | Wcond)

(by Fact 4.3.1-(8), as Mx
in(< uj) is fixed by Mx

in(−uj))
= I(Mx→uj

in ; Mx
in(−uj) | ids, aux, N x

in, N x
pub, Mx

pub) (by definition of Wcond)
≤ s · 2nr−1 · 1/(γr + 1). (by Claim 7.6.5)

Putting things together, we have,

E
wstart∼D̃real

∥D̃real(wx | wstart)−H1(wx | wstart)∥tvd

≤ 1√
2
·

∑
j∈[2nr−1]

√
E

w<j∼D̃real
D(D̃real(wj | w<j) || H1(wj | w<j))

(from our earlier bound on the total variation distance in the proof)

≤ 1√
2
· 2nr−1 ·

√
s · 2nr−1 · 1/(γr + 1) = 2 · (nr−1)3/2 ·

√
s

γr + 1 .
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We prove Lemma 7.6.2, with another application of Fact 4.3.8.

Proof of Lemma 7.6.2. Let u1, u2, . . . , u3nr−1 be the inner vertices with the lexicographic or-
dering. We use wu<ℓ to denote the joint random variable wu1 , wu2 , . . . , wuℓ−1 for ℓ ∈ [3nr−1].
We use wall to denote all wuℓ for ℓ ∈ [3nr−1]. Using Fact 4.3.8, we get,

∥D̃real −H1∥tvd

≤ ∥D̃real(wstart)−H1(wstart)∥tvd +
∑

ℓ∈[3nr−1]
E

wu<ℓ ∼D̃real
∥D̃real(wuℓ | wu<ℓ)−H1(wuℓ | wu<ℓ)∥tvd

+ E
wstart,wall∼D̃real

∥D̃real(wend | wstart, wall)−H1(wend | wstart, wall)∥tvd

= 0 +
∑

ℓ∈[3nr−1]
E

wu<ℓ ∼D̃real
∥D̃real(wuℓ | wu<ℓ)−H1(wuℓ | wu<ℓ)∥tvd

+ E
wstart,wall∼D̃real

∥D̃real(wend | wstart, wall)−H1(wend | wstart, wall)∥tvd

(by Observation 7.6.6-(i), we know D̃real(wstart) and H1(wstart) are the same distribution)

=
∑

ℓ∈[3nr−1]
E

wu<ℓ ∼D̃real
∥D̃real(wuℓ | wu<ℓ)−H1(wuℓ | wu<ℓ)∥tvd + 0

(by Observation 7.6.6-(iii), distribution of wend is the same)

=
∑

ℓ∈[3nr−1]
E

wstart∼D̃real
∥D̃real(wx | wstart)−H1(wx | wstart)∥tvd

(by Observation 7.6.6-(ii))

≤ (3nr−1) · 2 · (nr−1)3/2 ·
√

s

γr + 1 (by Claim 7.6.7)

= 6 · (nr−1)5/2 ·
√

s

γr + 1 .

Lemma 7.6.3 and Lemma 7.6.4 can be proved with the same framework, since we have
described the distributions and the sampling process explicitly. This concludes the analysis
of our round elimination protocol and the proof of Lemma 7.5.6, which in turn, as shown
before, finalizes the entire proof of Lemma 7.4.16 and consequently Theorem 12.
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Part III

Lower Bounds beyond Embedding
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8 Chained Index
8.1 Introduction
We study a natural generalization of index, called chained index (chainn,k for n, k ≥ 1)
introduced by [CDK19]. There are k different instances of indexn, correlated so that they
have the same answer. They are “chained” together, where each player holds the index to
the previous instance, and also the string for the next instance.
Definition 8.1.1 (Informal). In chainn,k, there are k instances of indexn, all with the same
answer. Players 1 and 2 take on the role of Alice and Bob respectively in the first instance,
players 2 and 3 take on the role of Alice and Bob respectively for the second instance, and
so on, all the way till players k and k + 1 for the last instance.

Communication is one-way from each player to the next in ascending order. The last
player has to output the answer. The communication cost is the total number of bits in all
the messages sent by the players. See Figure 8.1 for an illustration.

.....

P1 P2 P3 Pk+1Pk

Alice 1: X1

Bob 1: σ1 Bob 2: σ2

Alice 2: X2 Alice 3: X3 Alice k : Xk

Bob k − 1 : σk−1 Bob k : σk

Output

Figure 8.1: An illustration of the chainn,k problem with k correlated sub-instances of indexn

from Definition 8.1.1. The arrows illustrate that the message is from Pi to Pi+1 for i ∈ [k].

In [CDK19], a reduction from chain was employed to get a lower bound for approxima-
tion of maximum independent sets in vertex arrival streams. Before its introduction, [Kap12]
used the problem implicitly to get a lower bound of (1 − 1/e) in the approximation factor
for maximum matching in Õ(n) space in vertex arrival streams.

The problem has been used by the breakthrough result of [FNFSZ20] to study the multi-
party communication complexity of submodular maximization. They proved that any ran-
domized p-party protocol which maximizes a monotone submodular function f : {0, 1}N →
R, subject to a cardinality constraint of at most p and an approximation factor of at least
(1/2 + ϵ), uses Ω(Nϵ/p3) communication. This also gave a lower bound for streaming sub-
modular maximization. The chain problem was used by [FFSZ22] also for similar purposes,
but subject to stronger matroid constraints. [BKO22] used a reduction from chain to prove
lower bounds for interval independent set selection in streams of split intervals.

We do not know tight bounds for the communication complexity of the chain problem,
despite finding varied applications of it. There is a trivial protocol of O(n) bits, where any

212



player can send the entire string to the next player who holds the index. Another simple
protocol is for each player to send O(n/k) bits randomly sampled from their strings using
public randomness, and with constant probability, in at least one of the k instances, we send
the special bit to the player holding the index. However, this still takes Ω(n) total bits of
communication.

In [CDK19], they prove a lower bound of Ω(n/k2) for any k ≥ 1 through a reduction
from conservative multi-party pointer jumping problem, introduced by [DJS96]. They state
without proof that a stronger lower bound of Ω(n/k) can be obtained for a restricted range
of k ≤ O((n/ log n)1/4). They posed the following conjecture on the optimal communication
lower bound.

Conjecture 8.1.2 ([CDK19]). Any protocol that solves chainn,k requires Ω(n) bits of com-
munication.

[FNFSZ20] made some progress on Conjecture 8.1.2 by showing that among all the
messages sent by the players, there is at least one message with Ω(n/k2) bits for every
k ≥ 1. [MYHZ24] made further progress on Conjecture 8.1.2. They showed a lower bound
of Ω(n/k +

√
n) for oblivious protocols (where the length of the message sent by each player

does not depend on the input), and a lower bound of Ω(n/k− k) for general protocols1. But
the original conjecture is still open, and this is the focus of our work.

8.1.0.1 Our Results

We settle Conjecture 8.1.2 almost fully by proving the optimal lower bound of Ω(n) barring
the corner case of when k is too large. As far as we know, this corner case is not a focus for
existing reductions from chainn,k.

Theorem 6 (restated). For any n, k ≥ 1, any protocol for chainn,k with probability of
success at least 2/3, requires Ω(n− k log n) total bits of communication.

Therefore, as long as k = o(n/ log n), we get the optimal Ω(n) lower bound from Theo-
rem 6.

The proof of Theorem 6 can be found in Section 8.3. We prove the lower bound in
the more general blackboard model of communication, instead of private messages between
players (see Section 8.2.0.1 for details). The main idea is to analyze indexn where Alice
and Bob already have some prior advantage in guessing the answer. We elaborate on our
techniques in Section 8.1.0.2.

As a direct corollary of Theorem 6, we get improvements in streaming lower bounds
in [CDK19, FNFSZ20] through reductions from chain immediately. In particular, we get
that any algorithm which α-approximates the size of a maximum independent set in vertex
arrival streams requires Ω(n2/α5 − log n) space, while the previous bound was Ω(n2/α7)
in [CDK19]. These applications can be found in the full version [Sun25].

1The authors of [MYHZ24] pointed out an important flaw in the arguments of an earlier version of
this work which was posted at around the same time as [MYHZ24]. This flaw was subsequently fixed in
the current version using a global change to the original argument, which now recovers optimal result for
k = o(n/ log n).

213



8.1.0.2 Our Techniques

In this subsection, we give an overview of the challenges in proving the lower bound and a
summary of our techniques. We start by going over the prior techniques.

Prior Techniques. We will briefly talk about the technique used in [FNFSZ20] to prove
that there is at least one player who sends Ω(n/k2) bits for any k ≥ 1. We will argue that
these techniques can be extended to proving a lower bound of Ω(n/k) for the total number
of bits, but not all the way to Ω(n) bits.

The first step in proving a lower bound for chainn,k in [FNFSZ20] is a decorrelation
step – the k instances of indexn have the same answer, and they remove this correlation
with a hybrid argument. These arguments have been used extensively in the literature
(see e.g., [KKS15, AKSY20, KMT+22, AS23a]). Intuitively, any protocol that tries to solve
chainn,k may attempt to solve “many” of the instances of indexn, albeit each with a “small”
advantage over 1/2, in the hope that the “small” advantages may accrue to get a constant
probability of success overall (taking advantage of the fact that all the instances of indexn

have the same answer). The hybrid argument is a way to reduce proving a lower bound on
the overall problem, to proving a lower bound for k different indexn problems against these
low advantages.

Let us assume, for simplicity, that the protocol tries to get an advantage of Ω(1/k) in
each instance of indexn, to get a constant total advantage. We can prove that any protocol
that gets an advantage of Ω(1/k) for indexn uses Ω(n/k2) bits of communication using basic
tools from information theory [CCKM13] (this is quite standard, see e.g., [Ass20] for a direct
proof), and this is known to be tight. Therefore, for k instances, we get a lower bound of
Ω(n/k) bits in total. Now, we will argue why this is not the optimal lower bound.

On one hand, for indexn, it is known that for any δ ∈ (0, 1/2), there is a protocol that
uses O(nδ2) bits of communication to get a probability of success 1/2 + δ. This means that
indexn can be solved with advantage Ω(1/k) in O(n/k2) bits; in other words, each “hybrid
step” of the previous lower bound argument is optimal. So, then, why can we not get a good
protocol for chainn,k by running the protocol for indexn with δ = 1/k on all k instances?
This protocol would have O(n/k) bits of communication in total. The reason is that the 1/k
small advantages do not add up as we would like them to. To illustrate this, we will briefly
talk about the protocol that gets δ advantage in O(nδ2) bits for indexn.

Protocol for indexn. First, we will sketch a protocol for δ = 1/
√

n that uses O(1) bits of
communication. Let us imagine that the input X is chosen uniformly at random from {0, 1}n

and the index σ is chosen uniformly at random from [n]. Then, Alice finds the majority bit
from her string X and sends it to Bob. Bob just outputs the bit sent by Alice. We know,
from simple anti-concentration bounds on the binomial distribution, that the number of
indices with the majority bit in X is at least n/2 + c

√
n with constant probability for some

appropriate constant c. The protocol succeeds if Bob holds the index σ to a majority bit,
and this happens with probability at least 1

2 + c√
n
.

The assumption that the input X is chosen uniformly at random from {0, 1}n can be
removed using public randomness. Alice and Bob collectively sample a random string A ∈
{0, 1}n, and Alice changes her input to X⊕A so that each bit is 0 or 1 with equal probability.
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Similarly, the assumption that the index σ is chosen uniformly at random from [n] can be
removed by Alice and Bob sampling a random permutation of [n]. Alice permutes string X
according to this permutation, and Bob changes his input to the index that the permutation
maps σ to. This is termed as the self-reducibility property of index.

We can also extend the protocol to any δ by partitioning the string X into nδ2 blocks
at random using public randomness and sending the majority bit in each block. Bob knows
the block that his input index σ belongs to as public randomness is used.

Challenges for chainn,k. If we use the protocol we described for chainn,k, we are left
with k bits from each instance of indexn, which may be the correct answer to the problem
with probability 1/2 + Θ(1/k), but, the variance of each of these bits is 1/4−Θ(1/k2). We
have a protocol for chainn,k, where, out of the k instances of indexn, it finds the right
answer for ≈ k/2 + Θ(1) instances in expectation. However, the standard deviation of the
number of right answers is ≈

√
k/2, which is enough to mask the Θ(1) improvement over k/2

we get in expectation. If we use a hybrid argument over the total variation distance, each of
the smaller “hybrid steps” is optimal, whereas the overall lower bound is not optimal. We
cannot achieve a lower bound stronger than Ω(n/k).

Our Solution. Instead of keeping track of progress in terms of advantage gained in guess-
ing the answer, we directly keep track of the “information” the message reveals about the
answer. Formally, this translates to the change in entropy of the answer, after each successive
message. Initially, the players have no information about the answer, and it is uniform over
{0, 1} (the entropy is 1). Any protocol with a large enough probability of success must re-
duce the entropy of the answer by a large factor (see Fano’s inequality in Proposition 4.3.9).
We prove that after each message, the entropy is reduced only by an additive factor linear
in the length of the message, by a reduction to the index problem. This will give us a lower
bound on the total length of the messages.

For indexn, in any protocol with probability of success at least ε, the entropy of the
answer conditioned on the message is at most H2(ε) where H2(x) = x log(1/x) + (1 −
x) log(1/(1 − x)) is the binary entropy function. In the standard version where the initial
entropy is 1, the reduction in entropy is 1−H2(ε), and it is known that the protocol requires
Ω(n(1−H2(ε))) communication [JRS09]. This is not sufficient for our application due to the
following reason: after the message of P1, when P2 and P3 attempt to solve indexn, they
already have some prior advantage that the message of P1 gives them. Therefore, we need
to analyze indexn when the answer is not uniform over {0, 1}.

Biased Index. We define the biased index problem, parametrized by θ ∈ [−1/2, 1/2].
Alice and Bob receive input Y ∈ {0, 1}n and ρ ∈ [n] respectively, such that the value at
position ρ in Y (denoted by Y (ρ)) is 1 with probability 1/2 + θ and 0 otherwise. Alice
sends a message M to Bob and Bob has to output Y (ρ). The initial entropy of the answer
is H2(1/2 + θ). We prove that entropy of Y (ρ) conditioned on M is smaller by at most
O((|M |+ log n)/n) compared to the initial H2(1/2 + θ), which is our main contribution
(see Lemma 8.3.6).

We can show that the entropy of input to Alice, i.e. the random string Y , in such a
distribution is at least Ω(n ·H2(1/2 + θ)). Hence, after a message of length s from Alice, the
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entropy of string Y reduces to Ω(n ·H2(1/2 + θ)− s). For a randomly chosen position in Y
after conditioning on the message, the entropy is at least ≈ H2(1/2 + θ)− s/n, which gives
a lower bound on s.

In the distribution given to Alice and Bob, however, ρ is not chosen uniformly at random,
and in fact, is correlated with the distribution of Y . Such versions of index where the
distributions of Alice and Bob are correlated have been studied before (see Sparse Indexing
in Appendix A of [AKL16] and Section 3.3 of [Sag11]). This correlation is the main issue in
analyzing biased index with information theoretic tools.

Our solution to this correlation issue is using the sampling approach in Appendix A
of [AKL16]. Let us assume that θ ≥ 0 for simplicity. The case when θ < 0 can be analyzed
similarly. We frame the process of sampling (Y, ρ) in three steps:

(i) First, we sample a subset T of size n/(1 + 2θ) uniformly at random.

(ii) Randomness in string Y is restricted only to indices in T : n/2 indices from T are
chosen uniformly at random and set to 1, all other indices are set to 0.

(iii) Index ρ is chosen uniformly at random from T .

It is easy to see that this process gives the same distribution for (Y, ρ) as in the premise of
biased index. Conditioned on T , however, distribution of Y and ρ are independent. Hence,
this conditioning breaks the correlation, and we can also show that the loss in entropy of
Y due to conditioning on T is not significant enough to hinder us. This restriction of the
random process then allows us to use standard information theoretic tools to analyze biased
index (see Section 8.3.0.3 for more details).

Independent and Concurrent Work. Independently and concurrently of this work,
[MYHZ24] made progress on Conjecture 8.1.2. They showed a lower bound of Ω(n/k +

√
n)

for oblivious protocols (where the length of the message sent by each player does not depend
on the input), and a lower bound of Ω(n/k − k) for general protocols. We show a lower
bound of Ω(n− k log n) for all protocols.2

Quantitatively, our lower bounds are a factor of almost k stronger, and are optimal for
k = o(n/ log n); moreover, our lower bound also holds for the Augmented Chain problem
of [DDK23]. In terms of techniques, however, the two works are entirely disjoint: their proof
is based on a new method of analysis through min-entropy and we use information theoretic
approaches.

8.2 Preliminaries
In this section, we will present the required notation and definitions for our proof.

2The authors of [MYHZ24] pointed out an important flaw in the arguments of an earlier version of
this work which was posted at around the same time as [MYHZ24]. This flaw was subsequently fixed in
the current version using a global change to the original argument, which now recovers optimal result for
k = o(n/ log n).
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Notation. For any tuple A = (A1, A2, . . . , Am) of m items, we use A<i to denote the tuple
(A1, A2, . . . , Ai−1) for all i ∈ [m]. We use sans-serif font to denote random variables. For
any random variable A, we use A ∼ A to denote any A sampled from the distribution of the
random variable A.

For any string X ∈ {0, 1}n, we use X(σ) to denote the bit at position σ in X for σ ∈ [n].
We use X(< σ) to denote the string of σ − 1 bits preceding X(σ) in X. We use X(S) for
any S ⊆ [n] to denote the bits at positions in set S.

For any x ∈ [0, 1], we use H2 : [0, 1]→ [0, 1] to denote the binary entropy function.

H2(x) = −x log x− (1− x) log(1− x).

We need the following standard approximation of binomial coefficients (see Lemma 7 of
Chapter 10 in [MS77]).

Fact 8.2.1 (c.f. [MS77]). For any p ≥ 1 and any q ∈ [p− 1], we have,

2p·H2(q/p) ·
√

p

8πq(p− q) ≤
(

p

q

)
≤ 2p·H2(q/p) ·

√
p

2πq(p− q)

8.2.0.1 Communication Complexity Model

We use the standard number-in-hand multi-party model of communication. Only the basic
definitions are given in this subsection. More details can be found in textbooks on commu-
nication complexity [RY20,KN97].

For any k ≥ 1, let f be a function from A1×A2× . . .×Ak to {0, 1}. There are k players
P1,P2, . . . ,Pk where Pi gets an input ai ∈ Ai for i ∈ [k]. There is a shared blackboard
visible to all the players. The players have access to a shared tape of random bits, along
with their own private randomness. In any protocol π for f , the players send a message
to the blackboard in increasing order (P1 sends a message followed by P2, and so on till
Pk). The last player Pk, after all the messages are sent, outputs a single bit denoted by
π(a1, a2, . . . , ak). Protocol π is said to solve f with probability of success at least 1 − δ if,
for all i ∈ [k], for any choice of ai ∈ Ai, we have,

Pr[π(a1, a2, . . . , ak) ̸= f(a1, a2, . . . , ak)] ≤ δ.

The communication cost of a protocol π is defined as the worst case total commu-
nication of all the players on the blackboard at the end of the protocol.

Definition 8.2.2. The randomized communication complexity of f , with probability
of error δ, is defined as the minimum communication cost of any protocol which solves f
with probability of success at least 1− δ.

This concludes our preliminaries section.
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8.3 The Lower Bound
In this section, we will prove our lower bound of Ω(n) on the communication complexity of
the chainn,k problem for k = o(n/ log n). Let us formally define the chainn,k communication
problem first.
Definition 8.3.1. The chainn,k communication problem is defined as follows. Given k + 1
players Pi for i ∈ [k + 1] where,

• Pi has a string Xi ∈ {0, 1}n for each i ∈ [k], and,

• Pi for 1 < i ≤ k + 1 has an index σi−1 ∈ [n],

such that,
Xi(σi) = z,

for some bit z ∈ {0, 1}. The players have a blackboard visible to all the parties. For i ∈ [k]
in ascending order, Pi sends a single message Mi, after which the index σi is revealed to the
blackboard at no cost. Pk+1 has to output whether z is 0 or 1. Refer to Figure 8.2 for an
illustration.

X1 X2; σ1
...

P1 P2 Pk

Board

Pk+1P3

X3; σ2 Xk; σk−1 σk

M1
σ1

M2
σ2

M3
σ3

Mk
.....

σk

Output b

Figure 8.2: An illustration of the chainn,k problem from Definition 8.3.1. The solid arrows
illustrate that player Pi writes a message Mi to the board. The dashed arrows indicate that
Pi can read the contents of the board. It also shows the order in which the messages are
sent by the players and indices are released.

Let us recall the statement of our main result.
Theorem 6 (restated). For any n, k ≥ 1, any protocol for chainn,k with probability of
success at least 2/3, requires Ω(n− k log n) total bits of communication.

We give our hard distribution for chainn,k in Section 8.3.0.1 and give the proof of The-
orem 6 in Section 8.3.0.2 except for the analysis of biased index, which is given in Sec-
tion 8.3.0.3.

8.3.0.1 Setting Up the Problem

In this subsection, we start by defining the notation for our proof, and we describe the input
distributions to chainn,k.

The input hard distribution is as follows. Let L ⊂ {0, 1}n be the subset of strings where
the number of ones is exactly equal to n/2.
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Distribution D for chainn,k:

1. Pick a bit z uniformly at random from {0, 1}.

2. For each i ∈ [k], sample (Xi, σi) uniformly at random from L× [n] and independently
conditioned on Xi(σi) = z.

Notation. We use Xi to denote the random variable corresponding to string Xi and σi to
denote the random variable corresponding to index σi for i ∈ [k]. To denote the random
variable corresponding to the first i− 1 strings and indices, we use X<i and σ<i respectively.

We use Mi to denote the random variable corresponding to the message Mi sent by Pi to
the blackboard. We use M = (M1, M2, . . . , Mk) to denote the tuple containing the messages
of all the players, and M to denote the random variable corresponding to M .

Let π be a deterministic protocol for chainn,k with probability of success at least 2/3
when the input is distributed according to D. We use Γ to denote the random variable
corresponding to the contents of the blackboard (referred to as a transcript), and we use γ
to also denote transcripts sampled from Γ. We use Γi to denote the random variable of the
tuple (Mi, σi) for i ∈ [k]. We use π(γ<i, Xi) to denote the output of Pi when the contents of
the blackboard are γ<i and the input is Xi for i ∈ [k].

Let s be the total length of all the messages sent by the players in γ. We assume that
the total length of the messages is exactly s by padding. For any random variable A, we
use D(A) to denote the distribution of the random variable A, as the input is distributed
according to D. We replace D(A | B = b) with D(A | b) for ease of readability whenever it is
clear from context.

Let Z denote the random variable corresponding to bit z. The bit z corresponds to the
answer to chainn,k. We show the lower bound of Ω(n− k log n) for distinguishing between
the case when z = 0 and z = 1 based on the contents of the blackboard.

We need one important observation about the distribution D.

Observation 8.3.2. For any i ∈ [k], random variable Xi, σi is independent of Γ<i condi-
tioned on Z.

Proof. For any fixed value of Z, Xi, σi are chosen uniformly at random from L × [n] such
that Xi(σi) = Z. This choice is independent of any Xj, σj with j ̸= i, and thus independent
of Γ<i.

We are ready to proceed with the proof of our main theorem.

8.3.0.2 Proof of Lower Bound

We start by showing that in any successful protocol, the entropy of the distribution of Z
conditioned on the message must be small.

Claim 8.3.3 (The transcript reveals information about Z.).

H(Z | Γ) ≤ 24/25.
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Proof. We know that Pk+1 successfully finds the value of z with probability of success at
least 2/3 using the transcript. Thus, using Fano’s inequality in Proposition 4.3.9, we have,

H(Z | Γ) ≤ H2(2/3) ≤ 24/25.

The main part of the proof is that we show a lower bound the entropy of Z conditioned
on the transcripts using the entropy of the message.

Lemma 8.3.4. For any protocol π,

1− 12
n
· (H(M) + k log n) ≤ H(Z | Γ).

Before we prove Lemma 8.3.4, we can easily show that it implies Theorem 6.

Proof of Theorem 6. Combining Lemma 8.3.4 with Claim 8.3.3, we get,

1− 12
n
· (H(M) + k log n) ≤ H(Z | Γ) ≤ 24

25 .

This gives that,
H(M) ≥ n

25 · 12 − k log n.

We know from Fact 4.3.1-(1) that H(M) ≤ log(2s) = s, which proves that the total number
of bits s = Ω(n−k log n) for any deterministic protocol. By Yao’s minimax principle, we get
a lower bound of Ω(n− k log n) on the randomized communication complexity of chainn,k.

The proof of Lemma 8.3.4 employs a reduction to two player indexn. However, in these
instances of indexn, Alice and Bob already have some partial information about the answer.
We call this problem the biased index problem, and it is defined based on parameter
θ ∈ [−1/2, 1/2], which is the initial bias known about the answer.

Definition 8.3.5. The biased index distributional communication problem, denoted
by bias-ind(θ) for θ ∈ [−1/2, 1/2], is defined as follows.

Sample W ∈ {0, 1} such that W = 1 with probability 1/2 + θ, and W = 0 otherwise.
Sample (Y, ρ) uniformly at random from L× [n] conditioned on Y (ρ) = W . Give string Y to
Alice, and index ρ to Bob. Bob has to output Y (ρ) after a single message Mindex from Alice.

Let πindex be a deterministic protocol for bias-ind(θ). Let W, Y, ρ, Mindex denote the
random variables corresponding to W, Y , ρ and Mindex respectively. Let Dθ denote the joint
distribution of W, Y, ρ and Mindex in bias-ind(θ).

We prove the following lemma about bias-ind(θ) in Section 8.3.0.3.

Lemma 8.3.6 (Biased Index). For any protocol πindex for bias-ind(θ),

H(W | Mindex, ρ) ≥ H2(1/2 + θ)− 2
n
· (H(Mindex) + log n).

220



Now we can prove Lemma 8.3.4.

Proof. We prove that, for any 0 ≤ ℓ ≤ k,

H(Z | Γ≤ℓ) ≥ 1− 2
n
· (

ℓ∑
j=1

H(Mj | Γ<j) + ℓ log n),

by induction on ℓ. This implies the statement of the lemma because when ℓ = k,

H(Z | Γ) = H(Z | Γ≤k)

≥ 1− 2
n
· (

k∑
j=1

H(Mj | Γ<j) + k log n)

= 1− 2
n
· (

k∑
j=1

H(Mj | M<j, σ<j) + k log n) (by defintion of random variable Γ<j)

≥ 1− 2
n
· (

k∑
j=1

H(Mj | M<j) + k log n)

(as conditioning reduces entropy, Fact 4.3.1-(4))

≥ 1− 2
n
· (H(M) + k log n). (by chain rule of entropy, Fact 4.3.1-(6))

The base case when ℓ = 0 is trivial, as H(Z) = 1 when Z is uniform over {0, 1}, by
Fact 4.3.1-(1). Let us assume that the statement is true for some 0 ≤ i − 1 < k for the
induction hypothesis, and prove it for i.

For any i ∈ [k] and any γ<i sampled from D(Γ<i), we define θ(γ<i) to be the bias of
distribution of Z conditioned on γ<i from uniform, that is,

θ(γ<i) = Pr(Z = 1 | Γ<i = γ<i)− 1/2.

We also define distribution D(γ<i) as the joint distribution of Z, Xi, σi and Γi conditioned on
the event Γ<i = γ<i.

Now, we employ a reduction to bias-ind(θ(γ<i)) problem. Alice takes on the role of Pi

and Bob takes on the role of Pi+1 when the contents of the blackboard are fixed to be γ<i. We
will argue that distribution D(γ<i)(Z, Xi, σi, Mi) of random variables in chainn,k is identical
to the distribution Dθ(γ<i)(W, Y, ρ, Mindex) of the random variables in bias-ind(θ(γ<i)).

(i) Random variable Z is set to be 1 with probability 1/2 + θ(γ<i) and 0 otherwise, same
as random variable W in Dθ(γ<i) .

(ii) Random variable Y, ρ is sampled from L × [n] uniformly at random conditioned on
Y(ρ) = Z, and this is the same as the distribution of Xi, σi in D(γ<i). This is because
Xi, σi are independent of Γ<i = γ<i conditioned on Z, by Observation 8.3.2.

(iii) As Alice takes on the role of Pi, given the same input, she sends the same message as
Pi when the contents of the blackboard are γ<i. The distribution of Mi is the same as
that of Mindex, as distribution of Xi, σi is the same as that of Y, ρ.
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Hence using Lemma 8.3.6, we get,

H(Z | Γi, Γ<i = γ<i) ≥ H2(1/2 + θ(γ<i))− 2
n
· (H(Mi | Γ<i = γ<i) + log n). (8.1)

We also observe that,
H2(1/2 + θ(γ<i)) = H(Z | Γ<i = γ<i), (8.2)

by definition of binary entropy.
Lastly, we have,

H(Z | Γ≤i) = E
γ<i∼D(Γ<i)

H(Z | Γi, Γ<i = γ<i) (by the definition of entropy)

≥ E
γ<i∼D(Γ<i)

[
H2(1/2 + θ(γ<i))− 2

n
· (H(Mi | Γi = γ<i) + log n)

]
(by Eq (8.1))

= E
γ<i∼D(Γ<i)

[
H(Z | Γ<i = γ<i)−

2
n
· (H(Mi | Γi = γ<i) + log n)

]
(by Eq (8.2))

= H(Z | Γ<i)−
2
n
·
(

E
γ<i∼D(Γ<i)

(H(Mi | Γ<i = γ<i) + log n)
)

= H(Z | Γ<i)−
2
n
· (H(Mi | Γ<i) + log n)

≥ 1− 2
n
·

 i∑
j=1

H(Mj | Γ<j) + i log n

 , (by the induction hypothesis)

finishing the proof.

8.3.0.3 Biased Index

In this subsection, we will prove Lemma 8.3.6. Let us first recall the input distribution to
bias-ind(θ).

Distribution Dθ: Sample W = 1 with probability 1/2 + θ and set W = 0 otherwise.
Sample (Y, ρ) ∈ L × [n] conditioned on Y (ρ) = W .

In Dθ, the distribution of Y and ρ are highly correlated. We give an alternate way of
sampling Y, ρ so that this correlation is removed partially.

Distribution D′
θ:

For θ ≥ 0:
(i) Sample set T ⊂ [n] of size b = n/(1 + 2θ) uniformly at random.

(ii) Sample a set S of n/2 indices from T uniformly at random and set them to 1, and
set [n] \ S to 0 to get Y .

(iii) Sample ρ by sampling an index uniformly at random from T .
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For θ < 0:

(i) Sample set T ⊂ [n] of size b = n/(1− 2θ) uniformly at random.

(ii) Sample a set S of n/2 indices from T uniformly at random and set them to 0, and
set [n] \ S to 1 to get Y .

(iii) Sample ρ by sampling an index uniformly at random from T .

In this section, we assume that θ ≥ 0. For the case when θ < 0, the proof follows in the
same vein, and is not presented. Let t, S denote the random variables corresponding to set
T and set S respectively. We will show that distributions Dθ and D′

θ are in fact identical.

Claim 8.3.7. In distribution Dθ, for any (Y, ρ) ∈ L × [n],

Pr(Y = Y, ρ = ρ) =


1+2θ

n·( n
n/2)

when Y (ρ) = 1,

1−2θ

n·( n
n/2)

when Y (ρ) = 0.

Proof. For any bit c ∈ {0, 1}, when Y (ρ) = c,

Pr(Y = Y, ρ = ρ) = Pr(W = c) · Pr((Y, ρ) is sampled conditioned on W = c)

= Pr(W = c) · 2(
n

n/2

)
· n

(as Y, ρ are chosen uniformly at random with Y (ρ) = c)

= 2 · Pr(W = c)(
n

n/2

)
· n

.

Substituting Pr(W = 1) and Pr(W = 0) as 1/2+θ and 1/2−θ respectively proves the claim.

Claim 8.3.8. Distribution Dθ is the same as D′
θ.

Proof. For a fixed Y, ρ we will show that the probability of sampling (Y, ρ) is same in both
Dθ and D′

θ. Let S ′ be the set of indices where the string Y takes value 1.
We begin with the case when Y (ρ) = 1 and ρ ∈ S ′. In distribution D′

θ, for (Y, ρ) to be
sampled, the random variable S must be fixed to S ′, and index ρ must be chosen from t.

Let us find the probability with which S is chosen to be S ′. The distribution of S is
uniform over all subsets of [n] of size n/2, as t is uniform, and S is chosen uniformly from t.
Therefore,

Pr(S = S ′) = 1(
n

n/2

) .
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Now, we can find the probability that (Y, ρ) is sampled.

Pr((Y, ρ) is sampled from D′
θ) = Pr(S = S ′) · Pr(ρ ∈ S ′ is chosen from t | S = S ′)

= 1(
n

n/2

) · Pr(ρ is chosen from t | ρ ∈ t)

(as Y (ρ) = 1 and ρ ∈ S ′ = S ⊂ t)

= 1(
n

n/2

) · 1
b

(choosing one index among b choices)

= (1 + 2θ)(
n

n/2

)
· n

.

Now we look at the case when Y (ρ) = 0 and ρ /∈ S ′. Here, for (Y, ρ) to be sampled, we
first need that S = S ′ and one index from the b− n/2 remaining indices of t must be ρ.

Pr(S ′ = S and ρ ∈ t) = Pr(S ′ ∪ {ρ} ⊂ t) · Pr(S ′ = S | S ′ ⊂ t)

=
(

n/2− 1
b− n/2− 1

)
· 1(

n
b

) · Pr(S ′ = S | S ′ ⊂ t)

(as we choose remaining elements of t from [n] \ (S ′ ∪ {ρ}))

=
(

n/2− 1
b− n/2− 1

)
· 1(

n
b

) · 1(
b

n/2

) (choosing one choice among all for S)

= (b− n/2)
n/2 · (n/2)!

(b− n/2)!(n− b)! ·
b!(n− b)!

n! · (n/2)!(b− n/2)!
b!

= (2b− n) · 1
n ·
(

n
n/2

)
The final probability of sampling (Y, ρ) is,

Pr((Y, ρ) is sampled from D′
θ) = Pr(S ′ = S and ρ ∈ t) · Pr(ρ is chosen from t | ρ ∈ t)

= 2b− n

b
· 1

n ·
(

n
n/2

)
= 1− 2θ

n ·
(

n
n/2

) .

Using Claim 8.3.7 we complete the proof.

Using this alternate way of sampling, it is easy to see that random variables Y and ρ
are independent of each other conditioned on t. It can also be extended to include random
variable Mindex, as it is only a function of Y.

Observation 8.3.9. In distribution D′
θ, conditioned on t = T , for any i ∈ T , distribution

of random variables Y, Mindex is independent of event ρ = i.
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Proof. Conditioned on t = T , string Y is chosen by picking an n/2 size set S uniformly
at random from T , and setting these indices to 1, and this choice also fixes Mindex as the
protocol is deterministic. And index ρ is chosen uniformly at random from T , independently
of the choice of S, by definition of D′

θ. Thus, choice of ρ = i is independent of random
variables Y, Mindex.

Next, we will show that even conditioned on t, the entropy of Y remains large.

Claim 8.3.10.
H(Y | t) ≥ n

(1 + 2θ) ·H2(1/2 + θ)− 2 log n.

Proof. We assume that θ < 1/2, as otherwise, the statement is vacuously true. H2(1) = 0
by definition, and entropy is always non-negative by Fact 4.3.1-(1).

Conditioned on t = T , we know that Y is fixed by choosing set S uniformly at random.
Thus,

H(Y | t) = log
((

b

n/2

))
(by Fact 4.3.1-(1))

≥ log
(

2bH2(n/2b) ·
√

b

8(n/2)(b− n/2)

)
(by Fact 8.2.1, and n/2 < b, as θ < 1/2)

= b ·H2(n/2b) + 1
2 · log( b

8(n/2)(b− n/2))

= n

(1 + 2θ) ·H2(1/2 + θ) + 1
2 log( 1

4n · (1/2− θ))

≥ n

(1 + 2θ) ·H2(1/2 + θ) + 1
2 log(1/4n) (as 1/2− θ ≤ 1)

≥ n

(1 + 2θ) ·H2(1/2 + θ)− 2 log n.

We are ready to prove Lemma 8.3.6.

Proof of Lemma 8.3.6. We can lower bound the entropy of W conditioned on Mindex, ρ as,

H(W | Mindex, ρ) ≥ H(W | Mindex, ρ, t) (as conditioning reduces entropy, Fact 4.3.1-(4))

= E
t=T

[1
b
·
∑
ρ∈T

H(W | Mindex, ρ = ρ, t = T )
]

(as ρ is uniform over T )

= E
t=T

[1
b
·
∑
ρ∈T

H(Y(ρ) | Mindex, ρ = ρ, t = T )
]

(as W = Y (ρ) by definition of Dθ)

= E
t=T

[1
b
·
∑
ρ∈T

H(Y(ρ) | Mindex, t = T )
]

(as Y, Mindex ⊥ (ρ = ρ) | t = T , by Observation 8.3.9)
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≥ E
t=T

[1
b
·H(Y(T ) | Mindex, t = T )

]
(by subadditivity of entropy, Fact 4.3.1-(5))

= E
t=T

[1
b
·H(Y | Mindex, t = T )

]
(as Y ([n] \ T ) is fixed to be 0)

= 1
b
·H(Y | Mindex, t).

Thus it follows that,
H(Y | Mindex, t) ≤ b ·H(W | Mindex, ρ). (8.3)

We also have,

H(Y | t) = H(Y, Mindex | t) (as M is fixed by Y )
= H(Mindex | t) + H(Y | Mindex, t) (by chain rule of entropy, Fact 4.3.1-(6))
≤ H(Mindex | t) + b ·H(W | Mindex, ρ) (by Eq (8.3))
≤ H(Mindex) + b ·H(W | Mindex, ρ).

(as conditioning reduces entropy, by Fact 4.3.1-(4))

Combining with Claim 8.3.10, we get,

H(Mindex) + b ·H(W | Mindex, ρ) ≥ b ·H2(1/2 + θ)− 2 log n (as b = n/(1 + 2θ))
b ·H(W | Mindex, ρ) ≥ b ·H2(1/2 + θ)− (H(Mindex) + 2 log n).

(rearranging the terms)

Dividing both sides by b, we get,

H(W | Mindex, ρ) ≥ H2(1/2 + θ)− 1
b
· (H(Mindex) + 2 log n)

≥ H2(1/2 + θ)− 2
n
· (H(Mindex) + 2 log n), (as b ≥ n/2)

finishing the proof.
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9 Streaming Shortest Paths
9.1 Introduction
We study the single-source shortest path problem in undirected (and possibly weighted)
graphs in this model. Alongside the introduction of the semi-streaming model, [FKM+04]
presented a single-pass semi-streaming algorithm for O

(
log n

log log n

)
-approximation of single-

source shortest paths, which was shown to be optimal soon after in [FKM+05]. This
led [FKM+04] to pose the following open question for undirected shortest paths:

[FKM+04]: “Is there a multi-pass algorithm that improves the approximation
ratio?”

Since then, there has been a long line of research on this question using a wide range of
techniques, primarily focusing on proving upper and lower bounds on the number of passes
needed for obtaining a constant or (1 + ε)-approximation [EZ04,GO16,HKN16,EN18,EN19,
AR20,BFKL21,CKP+21a,ET22,AJJ+22,AS23a].

Upper bounds. The first of such algorithms appeared in the work of [EZ04] who obtained
a semi-streaming Oε(nδ)-pass algorithm for any small constant δ > 0. This algorithm is
based on the idea of hybrid spanners (see [EP04]). The next big improvements came from
using hopsets to reduce the passes to (1/ε)O(

√
log n·log log n) [HKN16, EN19], which is no(1) for

constant ε > 0. Finally, [BFKL21], using continuous optimization tools, reduced the number
of passes to polylog (n)/ε2, and [AJJ+22] further improved the ε-dependency in passes to
1/ε; the dependency on log n in both these algorithms is some unspecified large polynomial
(which appears to be at least (log n)7 in [BFKL21] and (log n)10 in [AJJ+22]).

Lower bounds. On the lower bound front, [FKM+05] first proved that finding (1 + ε)-
approximate shortest paths in the semi-streaming model requires Ω(1/ε) passes as long as
ε ≥ ( loglog n

log n
). This lower bound was extended to the (algorithmically easier) problem of

(1 + ε)-approximation of the shortest path distance (and not necessarily finding a path)
between a fixed source and target in [GO16]. The space complexity in the latter result has
been improved to n2−o(1) space in a series of work [AR20,CKP+21a,AS23a], although they
do not imply new pass lower bounds over [GO16] for semi-streaming algorithms.

The current state-of-affairs for constant-factor approximation of shortest paths is thus the
following:

• polylog(n)-pass upper bounds for arbitrarily small constant approximation ratios, and

• ω(1)-pass lower bounds for sufficiently small constant approximation ratios.
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9.1.0.1 Our Contributions

We make progress on this problem by establishing new upper and lower bounds.
Our upper bound holds for the general problem of computing (1+ε)-approximate single-

source shortest paths on weighted graphs undergoing edge insertions and deletions. On the
other hand, our lower bound holds for the simplest version of the problem where we only
need to compute a large constant approximation of the distance between two fixed vertices
in an unweighted graph (without having to find a shortest path). Our results can be stated
more generally in terms of space-pass tradeoffs beyond the semi-streaming space restrictions.
Our upper bound is as follows.

Result 2. For any integer k ≥ 1 and parameter ε ∈ (0, 1), there is a randomized stream-
ing algorithm for weighted graphs that, with (exponentially) high probability, computes
(1+ε)-approximate shortest paths from a given source to all other vertices in an n-vertex
graph using

O
(1

ε
· kn1+1/k log n

)
space and O

(
k2

ε

)
passes.

Moreover, this algorithm can be extended to dynamic streams that include both edge inser-
tions and deletions. It can also be derandomized on insertion-only streams by increasing
the space with some fixed poly(log(n), 1/ε) factors.

Plugging in k = log n/log log n to Result 2 implies a randomized semi-streaming algorithm
for (1 + ε)-approximate single-source shortest paths with

O
(1

ε
· n log3 n

)
space and O

1
ε
·
(

log n

log log n

)2
 passes.1

This improves upon prior algorithms for this problem by reducing the pass complexity from
some unspecified polylogarithmic number of passes to only ≈ log2(n) passes (and keeping
ε-dependency the same). Another benefit of this algorithm, which we will elaborate on
further when we discuss our techniques, is that it is arguably much simpler than all exist-
ing approaches for this problem, especially the state-of-the-art methods that utilize convex
optimization tools [BFKL21,AJJ+22].

For the most general version of the problem on dynamic streams, the current state-of-
the-art algorithms (to the best of our knowledge) are due to [ET22]. These algorithms,
operating in a similar space of Õ(n1+1/k), require

(
k
ε

)k
passes for unweighted graphs and(

k·log n
ε

)k
passes for weighted graphs. Result 2 reduces this pass complexity to only O(k2/ε),

even for weighted graphs.
Switching to lower bounds, we can prove that the pass complexity of Result 2 is within

at most a quadratic factor of the optimal bounds for any constant-factor approximation of
the problem.

1We measure space using O(log n)-bit machine words.
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Result 3. For any α ≥ 1 and any integer k sufficiently smaller than log(n)/α, any
streaming algorithm on unweighted n-vertex graphs that, with constant probability of
success, can output an α-approximation to the distance between a fixed pair of vertices
requires

Ω
(

1
poly(k) · n

1+ 1
α·k

)
space or Ω(k) passes.

Again, for semi-streaming algorithms in insertion-only streams and on unweighted graphs,
our Result 3 implies that any constant approximation of shortest paths requires

Ω
(

log n

log log n

)
passes,

as stated in Theorem 7. Previously, only single-pass lower bounds were known for approxi-
mation ratios beyond two [FKM+05], and only constant pass lower bounds for less-than-two
approximation factors [GO16, AR20, CKP+21a] (even on weighted graphs, for finding all
single-source shortest paths, and on dynamic streams).

Our results collectively show that the pass-complexity of (constant factor) approximation
of single-source shortest paths in undirected graphs is between ≈ log(n) to ≈ log2(n) passes.
In this dissertation, we only focus on the lower bound.

9.1.0.2 Our Techniques

Although our proof is not very short, the ideas are simple, so we skip an elaborate overview.
We briefly summarize the tools used in this subsection.

Our lower bound follows the work of [GO16] (itself inspired by [FKM+05]) by reducing
the problem to many instances of the pointer chasing problem on n-vertex graphs. The key
difference is in the analysis of the underlying pointer chasing instances. The lower bound
of [GO16] works on a product distribution of inputs which inherently only corresponds to
finding the shortest path distance to within an additive factor of two. On the other hand,
we introduce and analyze a correlated input distribution that allows us to prove a lower
bound for constant factor multiplicative approximation of shortest path distance. This part
is the key technical contribution of our lower bound and is proven using a combination
of probabilistic and combinatorial arguments to address the introduced correlation in the
inputs.

Finally, similar to [GO16], we also extend this lower bound to “OR of many pointer
chasing instances” using information complexity [CSWY01, BJKS02, BBCR10]. But, this
part of our argument also differs almost entirely from [GO16] since our underlying hard
distribution is no longer a product distribution. We implement this step by relying on
the vast body of work on message compression and information complexity in a blackbox
manner—instead of the adhoc arguments of [GO16]—and prove the lower bound even for
two-player communication complexity.
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9.2 Preliminaries
Notation. Given two graphs G1 = (V, E1) and G2 = (V, E2) over the same vertex set V ,
we use G1 ∪G2 to denote the edge union of graphs G1 and G2, i.e., G1 ∪G2 = (V, E1,∪E2).
Likewise, we define G1∩G2 as (V, E1∩E2). Given a (possibly weighted) graph G containing
vertices u and v, we use distG(u, v) to denote the weighted shortest path distance between
u and v in G.

9.2.0.1 Model of Communication

We work with the standard two party model of communication with players Alice and Bob.
There is a function f : X × Y → {0, 1} that Alice and Bob want to compute. Alice is give
X ∈ X and Bob is given Y ∈ Y . Alice and Bob have a shared tape of random bits they can
access called public randomness. They also have their own private sources of randomness.

The communication happens in rounds, and there is one message sent by Alice or Bob to
the other player in each round. The players alternate who sends the message over the rounds,
and Bob speaks first. More specifically, Bob sends a message in the first round, and in all
subsequent odd numbered rounds. Alice sends a message in all even numbered rounds. At
the end of all communication, the player who receives the last message is required to output
f(X, Y ).

A protocol π is said to succeed with probability p if, for all (X, Y ) ∈ X × Y , the output
of π is the same as f(X, Y ) with probability at least p. The communication cost of protocol
π is the maximum length of any message sent over all the rounds in the protocol.

9.3 The Lower Bound
In this section, we prove that approximating the length of the shortest path between any
two vertices s, t up to constant multiplicative factors requires Ω(log n/ log log n) passes in
semi-streaming.

Theorem 13. For any α ≥ 1 and any integer p sufficiently smaller than log(n)/α, any
randomized streaming algorithm on unweighted graphs that can output an α-approximation
to the distance between a fixed pair of vertices with probability at least 2/3 requires

Ω
(

p−7 · n1+ 1
4α·(p+2)

)
space or p passes.

This directly proves Result 3 because for any constant α ≥ 1, for any p = (1/α) ·
o(log n/ log log n), the lower bound on space is ω(n · poly log n), which is more than semi-
streaming space.

We begin by stating the different steps of our lower bound proof. Initially, we are given
a streaming algorithm A that estimates the shortest path distance between input vertices
s, t in input graph G. We proceed as follows.

(i) We translate algorithm A into a protocol πOR for the OR-PPC (see Definition 9.3.0.1)
problem, which corresponds to the OR of many copies of the paired pointer chasing
problem (PPC, Definition 9.3.0.1). This is covered in Lemma 9.3.5.
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(ii) We use protocol πOR to get a protocol π for solving the PPC problem with low com-
munication using direct sum and message compression techniques, which is covered in
Proposition 9.3.6.

(iii) Lastly, we prove a lower bound on the communication required to solve PPC instances
on our hard distribution, stated in Lemma 9.3.7. This is the most novel part of our
proof.

In this section, we first set up the graph constructions used in the lower bound. Then,
we prove Theorem 13, assuming the lower bound for PPC. Lastly, we give our lower bound
for PPC.

9.3.0.1 Layered Graphs and Paired Pointer Chasing

In this subsection, we develop our definitions of the paired pointer chasing problem (PPC)
and the OR-PPC problem. We will conclude the section by completing Item (i) of our lower
bound framework, stated in Lemma 9.3.5.

We begin by defining a graph family that we will use in our problem formulations.

Definition (Layered Graph). For integers w, d ≥ 1, a layered graph is any graph G = (V, E)
that satisfies the following properties:

(i) The vertex set V can be partitioned into d equal size layers V1, V2, . . . , Vd, each of size
w. We let the set Vi be identified by {vi,1, vi,2, . . . , vi,w}.

(ii) The edge set E can be partitioned into d−1 matchings M1, M2, . . . , Md−1 such that for
i ∈ [d− 1], Mi is a perfect matching between vertices in Vi and vertices in Vi+1.

We use Ld,w to denote the set of all layered graphs with d layers and w nodes in each layer.
For any j ∈ [w], we use lastG(v1,j) to denote the unique vertex vd,ℓ ∈ Vd for some ℓ ∈ [w]
that has a path to v1,j ∈ V1 in graph G.

We define a product operation on layered graphs that will be useful in our analysis in
Section 9.3.0.3. Roughly speaking, the product operation creates a new graph out of two
layered graphs by taking the Cartesian product of their vertices as the new vertex set and
then defining edges of each product vertex based on the edges of each of its coordinates in
the first two graphs.

Definition (Product of Layered Graphs). For any integers w, d ≥ 2, given any two graphs
G1 = (V 1, E1), G2 = (V 2, E2) ∈ Ld,w, the product graph of G1, G2, denoted by G1 × G2 =
(V ×, E×) is defined as follows:

(i) The vertex set V × is V ×
1 ⊔ V ×

2 ⊔ . . .⊔ V ×
d with V ×

i = (V 1
i × V 2

i ) = {(x, y) | x ∈ V 1
i , y ∈

V 2
i }, where V 1

1 ⊔ V 1
2 ⊔ . . . ⊔ V 1

d is the (layered) partition of V 1 and V 2
1 ⊔ V 2

2 ⊔ . . . ⊔ V 2
d

is for V 2.

(ii) The edge set E× is comprised of d− 1 matchings M×
1 , M×

2 , . . . , M×
d−1 with

M×
i = {((xi, yi), (x′

i+1, y′
i+1)) | (xi, x′

i+1) ∈M1
i , (yi, y′

i+1) ∈M2
i },
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where M1
i and M2

i are the ith matchings in G1 and G2 respectively, for i ∈ [d− 1].

See Figure 9.1 for an illustration.

M11 M12

x1

u1

x2

u2

(a) Layered graph G1.

M22M21

v1

y1 v2

y2

(b) Layered graph G2.

M×1

M×2

(x1, y1)

(u1, v1)

(x1, y2) (x2, y1)

(u1, v2) (u2, v1)
(c) Graph G× = G1 × G2 from set L3,9. Also illustrates that lastG×((x1, y1)) =
(lastG1(x1), lastG2(y1)) = (u1, v1).

Figure 9.1: Product of two layered graphs from L3,3 lying in L3,9. Some edges are omitted.

We will make use of the following simple observations about products of layered graphs.

Observation 9.3.1. For any G1, G2 ∈ Ld,w, and graph G = G1 ×G2, we have,

(i) The graph G belongs to Ld,w2.

(ii) For any (x, y) ∈ V ×
1 , lastG((x, y)) = (lastG1(x), lastG2(y)).

Proof. For part (i), we know that the number of vertices in each layer of V × is w2. For
i ∈ [d− 1], each matching M×

i in E× takes any (x, y) ∈ V ×
i to a unique vertex in V ×

i+1, and
is a perfect matching. Part (ii) is also evident from the definition of the product operation.
See Figure 9.1 for an illustration of these properties.
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We also define a join operation on layered graphs, which will be useful for establishing
Item (i) of our lower bound framework in Lemma 9.3.5. The join operation takes two layered
graphs, “reverses” the order of the second one, and connects the two graphs using a fixed
perfect matching between their last layers. This reversal of the order of the second layered
graph is necessary, as this operation allows us to check for equality between lastG1(v1,j) and
lastG2(v1,j) in two different layered graphs G1 and G2 for any j ∈ [w]. See Observation 9.3.2
for details.

Definition (Join of Layered Graphs). For integers w, d ≥ 2, given two graphs G1 =
(V 1, E1), G2 = (V 2, E2) ∈ Ld,w, the join graph of G1, G2, denoted by G1 + G2 = (V +, E+) is
defined as follows:

(i) The vertex set V + is a union of 2d many layers of size w each where,

V +
i =

 V 1
i if i ∈ [d],

V 2
2d+1−i if d < i ≤ 2d,

where V 1
1 ⊔ V 1

2 ⊔ . . .⊔ V 1
d is the (layered) partition of V 1 and V 2

1 ⊔ V 2
2 ⊔ . . .⊔ V 2

d is for
V 2.

(ii) The edge set E+ is,

E+ = E1 ∪ E2 ∪ {(v1
d,j, v2

d,j) | j ∈ [w]},

where v1
d,j is the jth vertex in V 1

d and v2
d,j is the jth vertex in V 2

d .

See Figure 9.2 for an illustration.

We will need the following observations about the join operation.

Observation 9.3.2. For any G1, G2 ∈ Ld,w, and graph G = G1 + G2, we have,

(i) The graph G belongs to L2d,w.

(ii) For any i ∈ [w], and vertex v1,i ∈ V +
1 , lastG(v1,i) = v2d,i if and only if lastG1(v1,i)

and lastG2(v1,i) are equal.

Proof. Part (i) follows directly from the join operation on two graphs G1, G2 ∈ Ld,w.
We now verify part (ii). We observe that lastG1(v1,i) is the unique vertex in layer

V 1
d = V +

d connected to v1,i in G. This vertex is connected to v1,i ∈ V 2
1 in G if and only if

lastG2(v1,i) is the same as lastG1(v1,i).

We are ready to define the paired pointer chasing problem now. In the original pointer
chasing problem, we have a layered graph and a fixed starting vertex, and the goal is to
determine the unique vertex in the last layer reachable from the starting point. In this new
problem, we have two instances of the pointer chasing problem that are correlated with each
other so that with probability half they both reach the same vertex in the last layer, and
otherwise the two instances are independent.
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V11 V12 V13

(a) Layered graph G1.

V21 V22 V23

(b) Layered graph G2.

V+
1 V+

2 V+
3 V+

6V+
5V+

4

V11 V12 V13 V21V22V23

(c) Graph G× = G1 + G2 from set L6,3. The name of the layers in G1 and G2 is specified
above.

Figure 9.2: Join of two layered graphs from L3,3 lying in L6,3.

Definition (Paired Pointer Chasing). For integers w, d ≥ 2, the paired pointer chasing
problem, denoted by PPCd,w is defined as follows.

(i) There is a bit b ∈ {0, 1} chosen uniformly at random.

(ii) The input is two graphs G1 = (V 1, E1) and G2 = (V 2, E2) from Ld,w. We use M j
i to

denote the ith matching in graph Gj for i ∈ [d− 1] and j ∈ {1, 2}.

(iii) Alice receives M j
i for all odd i ∈ [d − 1] and Bob receives M j

i for all even i ∈ [d − 1]
for both j ∈ {1, 2}.

(iv) When b = 0, all the matchings in graphs G1 and G2 are chosen uniformly at random.

(v) When b = 1, all the matchings in graphs G1 and G2 are chosen uniformly at random
conditioned on lastG1(v1,1) = lastG2(v1,1).

(vi) The players have d − 2 rounds to communicate. At the end of all d − 2 rounds, the
player who receives the last message has to output the value of bit b.
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We use µPPC to denote the distribution of the input in PPCd,w problem. We use µ0
PPC, µ1

PPC to
denote the distribution of the input conditioned on b = 0 and b = 1 respectively.

We can use a streaming algorithm that estimates shortest path lengths to check whether
the OR of many instances of PPC evaluate to 1. This is a promise problem with t-many
instances of PPC, distributed so that exactly one of these instances is drawn from µ1

PPC, or all
of them are drawn from µ0

PPC. Notice that if all t-instances are sampled µ0
PPC, all matchings

are chosen independently and uniformly, but this is not true even if one one PPC instance is
sampled from µ1

PPC. The correlation between different matchings in PPC problem persists in
OR-PPC also. Formally, we define the OR-PPC problem distributionally as follows.

Definition (OR of many PPC instances). For integers t, w, d ≥ 2, the t-OR of PPC problem,
denoted by OR-PPCt,d,w is defined as follows.

(i) There is a bit b ∈ {0, 1} chosen uniformly at random.

(ii) There are t instances of PPC, denoted by (G1
i , G2

i ) for i ∈ [t]. The input matchings of
these instances are given to Alice and Bob as in Definition 9.3.0.1.

(iii) When b = 0, (G1
i , G2

i ) is sampled from µ0
PPC for all i ∈ [t].

(iv) When b = 1, i⋆ ∈ [t] is chosen uniformly at random. (G1
i⋆ , G2

i⋆) is sampled from µ1
PPC,

and (G1
i , G2

i ) is sampled from µ0
PPC for all i ∈ [t] with i ̸= i⋆.

(v) The players have d − 2 rounds to communicate. At the end of all d − 2 rounds, the
player who receives the last message has to output the value of bit b.

Recall that Item (i) of our lower bound framework is to reduce solving the OR-PPC
problem to computing a constant-factor approximation of the s-t shortest path distance
in the streaming model. With that goal in mind, for each OR-PPC instance we define an
associated graph whose shortest path distances can aid in finding the value of bit b.

More formally, consider an instance of OR-PPC corresponding to t instances of PPC, de-
noted by (G1

i , G2
i ) for i ∈ [t]. Let Gi = G1

i + G2
i for each i ∈ [t]. By Observation 9.3.2, graph

Gi belongs to L2d,w for each i ∈ [t]. Then graphs Gi, i ∈ [t], can be interpreted as sharing
the same vertex set specified in Definition 9.3.0.1, so V (Gi) = V (Gj) for all i, j ∈ [t].

We define the collection graph G = (V, E) of our OR-PPC instance as the edge union of
graphs Gi, i ∈ [t], so that

G = G1 ∪ · · · ∪Gt.

We use V = V1 ⊔ V2 ⊔ . . . ⊔ V2d with Vj = {vj,ℓ | ℓ ∈ [w]} to denote the 2d layers of the
collection graph. The collection graph contains all the matchings in each of the graphs Gi,
i ∈ [t].

We can prove the following properties about the collection graph.

Observation 9.3.3. For any instance of OR-PPCt,d,w, if b = 1, then the distance between
vertices v1,1 and v2d,1 in collection graph G is at most distG(v1,1, v2d,1) ≤ 2d− 1.
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Proof. When b = 1, there is an index i∗ ∈ [t] such that (G1
i∗ , G2

i∗) is sampled from µ1
PPC.

By the definition of µ1
PPC, we have that lastG1

i∗
(v1,1) = lastG2

i∗
(v1,1). Additionally, by

Observation 9.3.2 it follows that lastGi⋆ (v1,1) = v2d,1, so graph Gi∗ contains a path of length
2d− 1 between v1,1 and v2d,1. Since Gi∗ is a subgraph of the collection graph G, we conclude
that there is a path of length 2d− 1 between v1,1 and v2d,1 in G as well.

Claim 9.3.4. For any instance of OR-PPCt,d,w, if b = 0, then with probability at least 1 −
(2t)2αd

w
, the distance between vertices v1,1 and v2d,1 in collection graph G is at least

distG(v1,1, v2d,1) > α · 2d.

Proof. When b = 0, graph pairs (G1
i , G2

i ) are sampled from µ0
PPC for each i ∈ [t]. Then the

matchings in graph G1
i and in graph G2

i are chosen uniformly at random for each i ∈ [t].
The collection graph G = (V, E) is composed of 2d layers. The edge set E of collection

graph G can be characterized as follows:

• Every edge e ∈ E is between adjacent layers Vi and Vi+1 for some i ∈ [2d− 1].

• For each i ∈ [1, d− 1]∪ [d + 1, 2d− 1], the edge set E(Vi, Vi+1) is composed of t perfect
matchings between Vi and Vi+1, each chosen uniformly at random.

• The edge set between layers Vd and Vd+1 is the perfect matching {(vd,j, vd+1,j) | j ∈ [w]}.

Let B ⊆ V denote the set of vertices in G at a distance at most α · 2d from v1,1. Since
every vertex in G has degree at most 2t, we have that |B| ≤ (2t)α·2d. Additionally, for each
u, v ∈ V2d,

Pr[u ∈ B] = Pr[v ∈ B].

This equality follows from a simple bijection between the probability events in the dis-
tribution of the collection graph G. Let the set of graphs Z = {H1, . . . , Hz} denote the
support of random graph G. For each graph H ∈ Z, let ϕ(H) denote the graph H with
the labels for vertices u and v swapped. Then ϕ : Z 7→ Z is a bijection. Moreover,
Pr[G = H] = Pr[G = ϕ(H)] for each H ∈ Z, by our earlier characterization of collection
graph G. Then Pr[u ∈ B] = Pr[v ∈ B], as claimed.

Since each vertex in V2d is contained in B with equal probability, we know that

|V2d| · Pr[v2d,1 ∈ B] =
∑

v∈V2d

Pr[v ∈ B] ≤ E[|B|] ≤ (2t)2αd,

where the final inequality follows from our earlier observation that |B| ≤ (2t)2αd. Rearranging
gives Pr[v2d,1 ∈ B] ≤ (2t)2αd/w, completing the proof.

Using Observation 9.3.3 and Claim 9.3.4, we can now complete Item (i) of our reduction
with the following lemma.

Lemma 9.3.5. Suppose there exists a streaming algorithm A that α-approximates the dis-
tance between u, v in an n-vertex graph with success probability at least 2/3 in p passes and s

236



bits of space, for some α ≥ 1 and p ≤ log n
4α
−2. Then there is a protocol π for the OR-PPCt,d,w

problem with parameters

t = n
1

4α(p+2) , d = p + 2, and w = n

2(p + 2) ,

such that π has success probability at least 2/3− log(n) · n−1/4 and communication cost s.

Proof. Let t = n
1

4α(p+2) , d = p + 2, and w = n
2(p+2) . Let G = (V, E) be the collection graph

corresponding to an instance of OR-PPCt,d,w. Notice that G has |V | = 2dw = n vertices.

Protocol for OR-PPCt,d,w. Alice and Bob will simulate streaming algorithm A to compute
an α-approximation of the shortest path distance between v1,1 and v2d,1 in G. In rounds
where Bob sends the message, Bob first runs algorithm A locally, using his edges in G as
the input stream to A. Then Bob sends the final work state W of A to Alice using s bits
of communication. Alice then continues running algorithm A starting from work state W ,
while streaming her edges in G to the algorithm. In this manner, Alice and Bob simulate one
pass of A using one round and s communication. We can use a similar protocol in rounds
where Alice sends the message.2

Then in p ≤ d−2 rounds and s communication cost, Alice and Bob can completely simu-
late A and compute an α-approximation σ ∈ R≥0 of distG(v1,1, v2d,1) with success probability
at least 2/3. Recall that if σ is an α-approximation of distG(v1,1, v2d,1), then

distG(v1,1, v2d,1) ≤ σ ≤ α · distG(v1,1, v2d,1).

The player who receives the last message does the following:

• outputs b = 1 if σ ≤ α · (2d− 1), and

• outputs b = 0 if σ > α · (2d− 1).

Correctness. If b = 1, then with probability at least 2/3, algorithm A succeeds, so σ ≤
α ·(2d−1) by Observation 9.3.3, and our protocol outputs b = 1. Then our protocol succeeds
with probability at least 2/3 when b = 1.

If b = 0, then by Claim 9.3.4, distG(v1,1, v2d,1) ≤ α · 2d with probability at most

Pr[distG(v1,1, v2d,1) ≤ α · 2d] ≤ (2t)2αd

w

= 22αd·(1+log t)

w

≤ 22αd·( 3
2 ·log t)

w
(since log t ≥ 2)

2Notice that the order of edges in the stream are not the same in different passes in our simulation. If it
is required by the algorithm that the order of edges is the same across all the passes, this can be done in 2p
rounds. Asymptotically all the results remain the same.
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= 22αd·( 3
2 · 1

4αd(p+2) ·log n)

w
(since t = n

1
4α(p+2) )

≤ 23/4 log n

w
(since p ≥ 1)

= 2dn−1/4 (since w = n/(2d))
≤ 2 log(n) · n−1/4 (since d ≤ log n)

Then by the union bound, with probability at least 2/3−2 log(n)·n−1/4 algorithm A succeeds
and σ ≥ distG(v1,1, v2d,1) > α · 2d. Thus when b = 0, our protocol succeeds with probability
at least 2/3− 2 log(n) · n−1/4.

Since OR-PPCt,d,w is distributionally defined so that Pr[b = 1] = Pr[b = 0] = 1
2 , our

protocol succeeds with probability at least

1
2 · 2/3 + 1

2 · (2/3− 2 log(n) · n−1/4) ≥ 2/3− log(n) · n−1/4,

which completes the proof.

We have completed Item (i) in our lower bound framework, by translating semi-streaming
algorithms for approximate s-t shortest path into protocols for OR-PPC. We finish the proof
of Theorem 13 in the next subsection.

9.3.0.2 Finishing the Proof of Theorem 13

In the next step of our lower bound proof, we translate protocols for OR-PPC into protocols
for PPC. This reduction, summarized in Proposition 9.3.6, uses a direct sum argument
combined with message compression techniques. We defer the proof of Proposition 9.3.6
the full version [AHS26], as it uses standard direct sum [BBCR10], message compression
techniques [HJMR07,RY20] and information odometer techniques [Ass17,GJPW18].

Proposition 9.3.6. For any t, d, w, s ≥ 1, for any 0 < δ < 1, given any protocol πOR for
OR-PPCt,d,w that uses communication at most s bits, and has probability of error at most δ,
there is a protocol πPPC for PPCd,w that has communication at most cOR · (d − 2) · (s/t + 1)
bits for some absolute constant cOR ≥ 1, and has probability of error at most δ + 1/200.

The final step in our proof of Theorem 13 is a lower bound on the communication cost of
the paired pointer chasing problem. This lower bound is stated in Lemma 9.3.7 and proved
in Section 9.3.0.3.

Lemma 9.3.7. For any integers d, w ≥ 2, any deterministic protocol π for PPCd,w that
achieves a success probability of at least 0.95 over the distribution µPPC, must have cost
Ω(w/d5 − log w).

We can now put everything together and prove Theorem 13, which is restated below.

Proof. Let α ≥ 1, and let p be an integer such that p ≤ log(n)/(4α) − 2. Let A be a
streaming algorithm (deterministic or randomized) on unweighted graphs that, with success
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probability at least 0.99, can output an α-approximation to the distance between a fixed
pair of vertices using at most s space and at most p passes.

Then by Lemma 9.3.5, there is a protocol π for the OR-PPCt,d,w problem with parameters

t = n
1

4α(p+2) , d = p + 2, and w = n/(2(p + 2)),

such that π has success probability at least 0.99− log(n) · n−1/4 ≥ 0.98 and communication
s.

By applying Proposition 9.3.6, this implies there is a protocol πPPC for PPCd,w with success
probability at least 0.95 and communication cost at most

cOR · (d− 2) · (s/t + 1) ≤ cOR · d · (s/t + 1)

bits, for some absolute constant cOR ≥ 1.
Finally, Lemma 9.3.7 implies that the communication cost of πPPC is at least Ω(w/d5 −

log w). Combining our upper and lower bounds on the cost of πPPC gives

cOR · d · (s/t + 1) = Ω(w/d5 − log w).

Solving for s and plugging in the values of t, d, and w, we obtain

s = Ω
(

tw

d6 −
t

d
log(w)− t

)
= Ω

(
n1+1/(4α(p+2))

2(p + 2)7 − n1/(4α(p+2)) log(n)
)

= Ω
(

n1+1/(4α(p+2))

p7

)
.

We have shown that any streaming algorithm that, with success probability at least 0.99,
can output an α-approximation to the distance between a fixed pair of vertices using at most
p passes requires at least Ω

(
n1+1/(4α(p+2))

p7

)
space. We can extend this lower bound to hold

for streaming algorithms that succeed with probability at least 2/3, by using a standard
probability of success amplification argument (running the algorithm in parallel O(1) times
and return the median answer).

9.3.0.3 Lower Bound for Paired Pointer Chasing

We prove Lemma 9.3.7, which is the lower bound for PPC in this subsection. We show that
we can reduce PPC to a standard pointer chasing problem through a series of probabilistic
arguments.

We start by defining the standard pointer chasing problem. This communication problem
is not defined with an inherent distribution, as we will analyze it on various distributions of
the input while proving Lemma 9.3.7.

Definition (Pointer Chasing). For integers w, d ≥ 2, the pointer chasing problem, denoted
by PCd,w is defined as follows.

(i) The input is a graph G ∈ Ld,w split between the players. Alice receives Mi for all odd
i ∈ [d− 1] and Bob receives Mi for all even i ∈ [d− 1].
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(ii) There is an arbitrary partition of vertex set Vd ⊂ V into sets W, W known to both
players.

(iii) The players speak for a total of d− 2 rounds. At the end of all the rounds, the player
who receives the last message has to output whether lastG(v1,1) ∈ Vd belongs to set W
or W .

PPCd,w problem can be viewed as an instance of PCd,w2 naturally. We use G× = (V ×, E×)
to denote the graph G1×G2 where G1 and G2 are graphs in an instance of PPC. For i ∈ [d],
we use V ×

i to denote the partitions of V × into d layers. For i ∈ [d− 1], we use M×
i to denote

the perfect matching between layers V ×
i and V ×

i+1 of V × in graph G× (see Observation 9.3.1
for properties of the product graph G×).

Observation 9.3.8. In any instance of PPCd,w, Alice knows all M×
i for odd i ∈ [d− 1] and

no other edges. Similarly, Bob knows M×
i for all even i ∈ [d− 1] and no other edges.

Proof. In Definition 9.3.0.1, for any i ∈ [d − 1], we know that M×
i depends only on M1

i

and M2
i , which are the ith matchings in G1 and G2, respectively. For even i, both of these

matchings are known to Bob, and neither of them are known to Alice. Likewise, for odd i,
both of the matchings are known to Alice, whereas Bob knows neither of them.

Observation 9.3.9. In any instance of PPCd,w with graphs G1 and G2, the distribution is
chosen so that,

• When b = 0, all the matchings in instances G1 and G2 are chosen uniformly at random
and independently of each other.

• When b = 1, all the matchings in instances G1 and G2 are chosen uniformly at random,
conditioned on lastG×((v1,1, v1,1)) = (vd,i, vd,i) for some i ∈ [w]. Moreover, the value
of lastG×((v1,1, v1,1)) is uniform over the set {(vd,i, vd,i) | i ∈ [w]} ⊂ V ×

d .

Proof. The distribution of the matchings in G1 and G2 when b = 0 are exactly as described
in Definition 9.3.0.1. When b = 1, we know that in PPCd,w, the two graphs G1 and G2

are chosen so that lastG1(v1,1) = lastG2(v1,1) = vd,j for some j ∈ w. By part (ii) of
Observation 9.3.1, we know that lastG×((1, 1)) = (lastG1(1), lastG2(1)) = (vd,j, vd,j) also.
For the “Moreover” part, the distribution of the matchings is symmetric across all elements
of the set {(vd,i, vd,i) | i ∈ [w]}, and thus lastG×((v1,1, v1,1)) is uniform over this set.

Now, we know that the value of b induces a distribution over Ld,w2 , where the two graphs
G1 and G2 are sampled so that G× obeys the properties in the statement of Observation 9.3.9.
By Observation 9.3.8, we know that the graph G× is split between Alice and Bob exactly
the same as if it was given as an instance of PCd,w2 . However, observe that as of now,
there is no partition of V ×

d in G× into two sets W, W known to both Alice and Bob, as
in Definition 9.3.0.3. They have to find the value of b, and not where the final pointer
lastG×((1, 1)) is. We will choose sets W, W , so that finding the value of b is (almost)
equivalent to finding where lastG×((1, 1)) lies.
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Let µPC denote the distribution of the random variables in input of PCd,w2 induced by
distribution µPPC, along with that of bit b. It is sufficient to show that outputting the value
of b is hard in PCd,w2 under distribution µPC. We work with another distribution µ̃PC (again
over graphs from PCd,w2 and bit b). Distribution µ̃PC is “close” to µPC, which will be useful
in our analysis.

Distribution 9. Distribution µ̃PC:

(i) Let set S = {(vd,i, vd,i) | i ∈ [w]}. Choose set T of w elements uniformly at random
from the set V ×

d \ S.

(ii) Sample graphs G1 and G2 uniformly at random conditioned on lastG×((v1,1, v1,1)) ∈
S ∪ T .

(iii) When lastG×((v1,1, v1,1)) ∈ S, fix b = 1, and set b = 0 otherwise.

We will show that the distribution µPC and µ̃PC are close to each other in total variation
distance.

Claim 9.3.10. In distribution µ̃PC, for any choice of set T , the value of lastG×((v1,1, v1,1))
is uniform over the set S ∪ T .

Proof. Firstly, we know that when the matchings in G1 and G2 are chosen uniformly at
random, the values of lastG1(v1,1) and lastG2(v1,1) are uniform over the set V 1

d and V 2
d

respectively by symmetry. Moreover, when the matchings are chosen independently of each
other, the value of lastG×((v1,1, v1,1)) is uniform over the set V ×

d = V 1
d × V 2

d , by part (ii) of
Observation 9.3.1. Therefore,

Pr[lastG×((v1,1, v1,1)) ∈ S ∪ T ] = |S ∪ T |
w2 . (9.1)

Let u = (x, y) ∈ S ∪ T be any arbitrary vertex in V ×
d with x ∈ V 1

d and y ∈ V 2
d . We show

that,

Pr[lastG×((v1,1, v1,1)) = u = (x, y) | lastG×((v1,1, v1,1)) ∈ S ∪ T ] = 1
|S ∪ T |

, (9.2)

which is sufficient to prove the claim.
We have,

Pr[lastG×((v1,1, v1,1)) = u | lastG×((v1,1, v1,1)) ∈ S ∪ T ]

= 1
Pr[lastG×((v1,1, v1,1)) ∈ S ∪ T ] · Pr[lastG×((v1,1, v1,1)) = u ∩ lastG×((v1,1, v1,1)) ∈ S ∪ T ]

(by law of total probability)

= w2

|S ∪ T |
· Pr[lastG×((v1,1, v1,1)) = u = (x, y)] (by Eq (9.1))
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= w2

|S ∪ T |
· 1

w2 (as lastG×((v1,1, v1,1)) is uniform over V ×
d )

= 1
|S ∪ T |

,

which completes the proof.

Claim 9.3.11. Distributions µPC and µ̃PC are close to each other in total variation distance.

∥µPC − µ̃PC∥tvd ≤ 1/2w.

Proof. The random variables involved in distributions µPC and µ̃PC are the bit b, and all the
matchings in G1, G2 which lead to G× ∈ Ld,w2 . First, we argue that the distribution of b
is uniform in µPC and µ̃PC, and then we show that for each value of b, the distribution of
the matchings are close to each other. Finally, we use the weak chain rule of total variation
distance in Fact 4.3.8 to finish the proof.
Distribution of b: In distribution µPC, the value of b is uniform over {0, 1} by construction.
In µ̃PC, we know that the value of lastG×((v1,1, v1,1)) is uniform over S ∪ T by Claim 9.3.10.
As |S| = |T | = w by construction, the value of bit b is chosen uniformly at random from
{0, 1} in µ̃PC.
When b = 1: In distribution µPC, when b = 1, we know that all matchings are chosen
uniformly at random conditioned on lastG×((v1,1, v1,1)) ∈ S. We will argue that this is true
in µ̃PC also.

In µ̃PC, we know that matchings are chosen uniformly random conditioned on lastG×((v1,1, v1,1))
lying in S ∪ T . However, when b = 1, we know that lastG×((v1,1, v1,1)) lies only in S by
definition of µ̃PC. Hence, the matchings are chosen uniformly at random conditioned on
lastG×((v1,1, v1,1)) ∈ S.
When b = 0: In distribution µPC, when b = 0, all the matchings are chosen uniformly at
random and independently of each other. Here, we have,

Pr[lastG×((v1,1, v1,1)) ∈ S | b = 0] = 1
w2 · |S| =

1
w

, (9.3)

by part (ii) of Observation 9.3.1, and by the matchings being uniformly random and inde-
pendent in the graphs G1 and G2.

In distribution µ̃PC, conditioned on b = 0, we know that the matchings are chosen uni-
formly at random and independent of each other conditioned on lastG×((v1,1, v1,1)) ∈ T for
some uniformly random set T of w elements from (V 1

d ×V 2
d )\S. By the uniformity of T over

set V ×
d \ S, this is the same as sampling all matchings uniformly at random conditioned on

lastG×((v1,1, v1,1)) /∈ S.
We have argued that the distribution µ̃PC | b = 0, is the same as distribution µPC | b = 0

conditioned on lastG×((v1,1, v1,1)) /∈ S.
Therefore, by Lemma 4.3.6, we have,

∥(µPC | b = 0)− (µ̃PC | b = 0)∥tvd ≤ Pr[lastG×((v1,1, v1,1)) ∈ S | b = 0] = 1
w

, (9.4)
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where the last equality follows by Eq (9.3).
Now, we can complete the proof by Fact 4.3.8.

∥µPC − µ̃PC∥tvd ≤ ∥µPC(b)− µ̃PC(b)∥tvd + E
b=b
∥(µPC | b = b)− (µ̃PC | b = b)∥tvd

= 0 + E
b=b
∥(µPC | b = b)− (µ̃PC | b = b)∥tvd

(as b is uniform over {0, 1} in both µPC and µ̃PC)

= 1
2 · (∥(µPC | b = 1)− (µ̃PC | b = 1)∥tvd + ∥(µPC | b = 0)− (µ̃PC | b = 0)∥tvd)

(again, as b is uniform)

= 1
2 · (0 + ∥(µPC | b = 0)− (µ̃PC | b = 0)∥tvd)

(as we have argued, distributions are same conditioned on b = 1)

≤ 1
2w

,

where the last inequality follows by Eq (9.4).

By Claim 9.3.11, as the distributions are close to each other, it is sufficient to prove that
finding the value of b is hard under distribution µ̃PC. We have made some progress from µPC

in getting closer to standard pointer chasing: now, we have two sets S and T such that when
b = 0, the final pointer is in S and when b = 1, the pointer is in T . When the set V ×

d is
restricted to S ∪ T , these sets S and T take the role of W and W in Definition 9.3.0.3 of
standard pointer chasing. We continue to work with distribution µ̃PC.

The final pointer we are interested in is distributed uniformly at random by Claim 9.3.10,
however the distribution of the specific matchings in µ̃PC are far from uniform. They are from
the product of the matchings in G1 and G2. In the next step of this subsection, we show
that we can pick subsets of the vertex set V × in graph G× sampled from µ̃PC so that these
matchings become uniformly random and independent of each other.

Definition 9.3.12. A subset P ⊆ V ×
d is said to be a rook set if for any (x, y) ∈ P ,

(x, y′) /∈ P for any y ̸= y′ and (x′, y) /∈ P for any x′ /∈ P .3

For any subset P ⊂ V ×
d , for i ∈ [d− 1], we use V ×

i (P ) to denote the set of |P | elements
in V ×

i that have a path to some vertex in P in graph G×. For the last layer, V ×
d (P ) will be

equal to P .

Claim 9.3.13. For any rook set P , for any i ∈ [d], V ×
i (P ) is also a rook set.

Proof. The proof is by induction on i, ranging from d and decreasing to 1. The base case is
when i = d, and V ×

d (P ) = P . The base case holds trivially as P is a rook set.
Let us assume towards a contradiction that V ×

i−1(P ) is not a rook set while V ×
i (P ) is a

rook set. There exist two elements (x, y) and (x′, y) in V ×
i−1(P ). We consider the two elements

in V ×
i (P ) that (x, y) and (x′, y) are mapped to by the matching M×

i−1. Let these two elements
3The name rook set has been chosen because when visualized as a grid of w × w squares, at most one

element can be chosen from each row or column, similar to a non-attacking rook placement on a chess board.
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be (u1, v1) and (u2, v2). But, we know that v1 = v2, as these are the vertices from layer V 2
i

of G2 that was used to construct G×. This contradicts our assumption that V ×
i (P ) is a rook

set. The case when some (x, y) and (x, y′) belongs to V ×
i−1(P ) can be analyzed similarly.

Claim 9.3.14. In distribution µ̃PC, for any rook set P , conditioned on lastG×((v1,1, v1,1)) ∈
P , and all choices of V ×

i (P ) for 1 ≤ i ≤ d, for all 1 ≤ j ≤ d− 1, the subset of M×
j between

sets V ×
j (P ) and V ×

j+1(P ) is a uniformly random permutation independent of the choices of
all other matchings, and all edges of M×

j not incident to V ×
j (P ) and V ×

j+1(P ).

Proof. First, we observe that lastG×((v1,1, v1,1)) is uniform over the set P . This argument
is the same as that of Claim 9.3.10.

We will show that the matching edges between V ×
i−1(P ) and V ×

i (P ) are uniformly random
conditioned on any choice of all other matchings, and all edges of M×

i−1 not incident on
V ×

i−1(P ), V ×
i (P ) for any i ∈ [d− 1]. Henceforth in this proof, we assume that all these other

random variables are fixed to be something arbitrary.
Next, we observe that the condition of lastG×((v1,1, v1,1)) ∈ P is satisfied by the condi-

tioning on these random variables already, as the vertex (v1,1, v1,1) ∈ V ×
1 belongs to the set

V ×
1 (P ), and hence has a path to some vertex in P . Therefore, now, in distribution µ̃PC, all

the matchings M1
j and M2

j for j ∈ [d−1] are chosen uniformly at random and independently
of each other, conditioned on the choices of V ×

j (P ) for all j ∈ [d] by definition. This implies
that the matchings M1

i−1 and M2
i−1 are independent of the choices of all the other matchings,

and the edges not incident to V ×
i−1(P ), V ×

i (P ).
It remains to argue that when the edges of the two matchings M1

i−1, M2
i−1 incident on

V ×
i−1(P ), V ×

i (P ) are uniformly random conditioned on the choices of the two sets V ×
i−1(P ),

V ×
i (P ), the respective edges in M×

i−1 are uniformly random as well.
Let us take any two arbitrary vertices (x, y) ∈ V ×

i−1(P ) and (u, v) ∈ V ×
i (P ). We will show

that the probability of (x, y) being mapped to (u, v) is exactly 1/
∣∣∣V ×

i (P )
∣∣∣, which is sufficient

to prove the claim.
Let k =

∣∣∣V ×
i (P )

∣∣∣ =
∣∣∣V ×

i−1(P )
∣∣∣. First, we analyze what the probability is that the entirety

of set V ×
i−1(P ) is mapped to V ×

i (P ).

Pr[M×
i−1 maps V ×

i−1(P ) to V ×
i (P )]

= Number of ways to arrange V ×
i (P )

· Probability of getting a specific mapping from V ×
i−1(P ) to V ×

i (P )

= k! ·
(

(n− k)!
n!

)2

,

as there are k! ways of arranging set V ×
i (P ), and for any specific ordering, k of the edges in

both matchings M1
i−1 and M2

i−1 are fixed. The rest of the edges in both matchings remain
fully random.

We also have,

Pr[(x, y) is mapped to (u, v) and M×
i−1(P ) maps V ×

i−1(P ) to V ×
i (P )]
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= Pr[(x, y) is mapped to (u, v)]
· Pr[M×

i−1(P ) maps V ×
i−1(P ) to V ×

i (P ) | (x, y) is mapped to (u, v)]

= 1
n
· 1

n
· Pr[M×

i−1(P ) maps V ×
i−1(P ) to V ×

i (P ) | (x, y) is mapped to (u, v)]
(as M1

i−1 maps x to u and M2
i−1 maps y to v)

= 1
n2 · Pr[M×

i−1(P ) maps V ×
i−1(P ) to V ×

i (P ) | (x, y) is mapped to (u, v)]

= 1
n2 · (k − 1)! ·

(
(n− k)!
(n− 1)!

)2

,

where for the last equality, we know that conditioned on (x, y) being mapped to (u, v), the
rest of the n − 1 edges of both M1

i−1 and M2
i−1 are fully random. The probability that the

vertices of V ×
i−1(P ) \ {(x, y)} are mapped to V ×

i (P ) \ {(u, v)} will be the number of ways of
arranging the vertices of V ×

i (P ) \ {(u, v)} times the probability of a specific mapping from
V ×

i−1(P ) \ {(x, y)} to V ×
i (P ) \ {(u, v)} being realized.

We can continue the proof as follows.

Pr[(x, y) is mapped to (u, v) |M×
i−1(P ) maps V ×

i−1(P ) to V ×
i (P )]

= Pr[(x, y) is mapped to (u, v) and M×
i−1(P ) maps V ×

i−1(P ) to V ×
i (P )]

Pr[M×
i−1 maps V ×

i−1(P ) to V ×
i (P )]

= 1
n2 · (k − 1)! ·

(
(n− k)!
(n− 1)!

)2

· 1
k! ·

(
n!

(n− k)!

)2

(from our equations above)

= 1
k

= 1∣∣∣V ×
i (P )

∣∣∣ ,
which completes the proof.

We are very close to the standard pointer chasing problem over the uniform distribution
with independent matchings. We will choose a rook set P which is a subset of S ∪T of large
size, so that conditioned on the choices of V ×

i (P ) for all i ∈ [d − 1], the distribution of the
matchings in PCd,w2 is uniformly random.

We need the following standard results about size of the largest matching in random
bipartite graphs. The proof of this result is given in Section A.2 for completeness.

Proposition 9.3.15. For any large enough integer k ≥ 0, in a random bipartite graph
G = (L ⊔R, E) where L = R = {1, 2, . . . , k}, and E is k edges chosen uniformly at random
without repetition from the set

E ⊂ L×R \ {(i, i) | i ∈ [k]},

with probability at least 1− 1/k2, there exists a matching in G of size at least 0.1k.

The next claim follows almost directly from Proposition 9.3.15.
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Claim 9.3.16. In any set T of w elements chosen unifomly at random from [w]× [w] \S as
in Distribution 9, there is a rook set T̃ ⊂ T with

∣∣∣T̃ ∣∣∣ = 0.1w with probability at least 1−1/w2

over the randomness of sampling set T .

Proof. We will look at a bipartite graph with vertex set L = R = [w]. The randomness in
sampling set T from [w]× [w] \ S is the same as sampling a random set of w edges from the
set

L×R \ {(i, i) | i ∈ [w]}.
We apply Proposition 9.3.15 with k = w. It is sufficient to show that matchings in our
graph correspond to rook sets. Let M ⊂ E be a matching in the graph G. Assume towards
a contradiction that M ⊂ L × R = [w] × [w] is not a rook set. Then there exists some
(x, y), (x, y′) ∈ M with x, y, y′ ∈ [w] and y ̸= y′. However, the vertex x ∈ L now has two
edges incident on it, namely (x, y) and (x, y′), contradicting the fact that M is a matching.

The case when some (x, y), (x′, y) ∈M with x, x′, y ∈ [w] and x ̸= x′ is handled similarly,
where vertex y ∈ R will have more than one edge incident on it in M .

In the next claim, we show that we can add to T̃ from set S and create a larger rook set.

Claim 9.3.17. Let T̃ ⊂ T be the set from Claim 9.3.16. It is possible to choose S̃ ⊂ S with∣∣∣S̃∣∣∣ = 0.1w such that S̃ ∪ T̃ is a rook set of size 0.2w.

Proof. We know that S is a rook set, as S = {(i, i) | i ∈ [w]}. Let

S ′ = {(i, i) | (i, x) ∈ T̃ or (y, i) ∈ T̃ , for x, y ∈ [w]}.

We observe that T̃ ∪ (S \ S ′) is a rook set as all the elements (x, x), (y, y) which interfere
with some (x, y) ∈ T̃ have been removed. Moreover, the size of S ′ is at most 0.2w, as for
each element in T̃ , at most two elements are added to S ′. Hence we can choose S̃ as any
arbitrary subset of S \ S ′ of size 0.1w.

Lemma 9.3.18. For large integers d, w ≥ 100, there exists a choice of set T such that the
following is true:

(i) T has a rook set T̃ of size 0.1w.

(ii) A set S̃ ⊂ S can be chosen such that
∣∣∣S̃∣∣∣ = 0.1w, and S̃ ∪ T̃ is a rook set of size 0.2w.

(iii) Any deterministic protocol π which outputs the value of b under distribution µPC with
probability at least 0.95 must output whether lastG×((1, 1)) ∈ S̃ or lastG×((1, 1)) ∈ T̃ ,
in distribution µ̃PC conditioned on choice of T , S̃, T̃ and V ×

i (S̃ ∪ T̃ ) for all i ∈ [d− 1]
and event lastG×((1, 1)) ∈ S̃ ∪ T̃ with probability at least 0.7.

(iv) For i, j ∈ [d− 1], the subset of M×
i between vertices of V ×

i (S̃ ∪ T̃ ) and V ×
i+1(S̃ ∪ T̃ ) is

uniformly random and independent of other M×
j for j ̸= i.
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Proof. Let π be a deterministic protocol that finds the value of b with probability at least
2/3 when the input distribution is µPC. First, we have,

Pr[π succeeds on µ̃PC]
≥ Pr[π succeeds on µPC]− ∥µPC − µ̃PC∥tvd (by Fact 4.3.5)
≥ 0.95− 1/2w. (by Claim 9.3.11)

We have argued that protocol π outputs the value of b with probability at least 0.95−1/2w
when the input distribution is µ̃PC. We can also charge the probability that the random set
T has a large rook set or not to the probability of success.

Pr[π succeeds on µ̃PC | T has a large rook set ] (9.5)
≥ Pr[π succeeds on µ̃PC]− Pr[T does not have a large rook set ]

(by law of total probability)
≥ 0.95− 1/2w − 1/w2 (by Claim 9.3.16)
≥ 0.95− 1/w, (9.6)

where the last inequality holds for large w. We know that the success of protocol π under
distribution µ̃PC conditioned on T having a large rook set is on average over the randomness
of variable T. Therefore, there must exist some specific choice of set T such that conditioned
on T = T , the protocol π succeeds with probability at least 0.95− 1/w. We fix T to be this
set for the statement of the lemma.

We know that we can pick T̃ ⊂ T such that the statement of Claim 9.3.16 holds for set
T̃ , as we have conditioned on T having a large rook set. This satisfies part (i) of the lemma
statement.

We choose set S̃ from Claim 9.3.17, based on our choice of T̃ . Part (ii) of the lemma
statement is satisfied by Claim 9.3.17. For the rest of the proof, in distribution µ̃PC, we
assume that the choice of T, T̃ and S̃ are fixed as we have described.

For part (iii), we begin by analyzing the probability that lastG×((1, 1)) belongs to S̃∪ T̃
in distribution µ̃PC | T, S̃, T̃ . By Claim 9.3.10, we have,

Pr[lastG×((1, 1)) ∈ S̃ ∪ T̃ ] =

∣∣∣S̃ ∪ T̃
∣∣∣

|S ∪ T |
= 0.2. (9.7)

We can write,

Pr[π succeeds on µ̃PC | T, S̃, T̃ ]
≤ Pr[lastG×((1, 1)) ∈ S̃ ∪ T̃ | T, S̃, T̃ ] · Pr[π succeeds on µ̃PC | S̃, T̃ , T, lastG×((1, 1)) ∈ S̃ ∪ T̃ ]

+ Pr[lastG×((1, 1)) /∈ S̃ ∪ T̃ | T, T̃ , S̃] (by law of total probability)
= 0.2 · Pr[lastG×((1, 1)) ∈ S̃ ∪ T̃ | S, T̃ , S̃] + 0.8. (by Eq (9.7))
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Hence,

Pr[π succeeds on µ̃PC | S̃, T̃ , T, lastG×((1, 1)) ∈ S̃ ∪ T̃ ]
≥ (1/0.2) · (0.95− 1/w − 0.8) ≥ 0.7,

by our lower bound on the probability in Eq (9.6) and for w ≥ 100. This probability is taken
on average over choices of V ×

i (S̃∪ T̃ ) for i ∈ [d−1], so there must exist a choice of these sets
V ×

i (S̃ ∪ T̃ ) for all i ∈ [d− 1], so that conditioned on these choices, protocol π still succeeds
with probability 0.7. These choices are fixed for part (iii) of the lemma statement.

We know from definition of distribution µ̃PC that b = 0 if and only if lastG×((1, 1)) ∈ T
and b = 1 if and only if lastG×((1, 1)) ∈ S. This proves part (iii) of the lemma, as success
of protocol π, when it finds the value of b correctly, also identifies whether lastG×((1, 1))
belongs to S̃ or T̃ .

Part (iv) of the lemma follows directly from S̃ ∪ T̃ being a rook set and Claim 9.3.14.

We have thus obtained a protocol that finds whether the final pointer lastG×((1, 1))
belongs to S̃ or T̃ when the matchings are chosen uniformly at random and independently.
We are done with the proof of Lemma 9.3.7 if we can prove a lower bound for PCd,w under
the uniform distribution.

Let νPC be the input distribution to PC where all the matchings of given G are chosen
uniformly at random and independently of each other. When the input distribution is νPC,
we have the following.

Lemma 9.3.19. For any integers k, ℓ ≥ 2, any deterministic protocol which outputs the
answer for PC under uniform distribution νPC with probability of success at least 0.7 must
have communication at least Ω(ℓ/k5 − log ℓ).

The difference between standard pointer chasing and our version is that the functions
are permutations, and therefore the independence between the values taken by each element
of the domain is lost. This version of pointer chasing has appeared in prior works before,
[AKSY20,AN21], although not explicitly in the format we want, so a proof can be found in
the full version [AHS26] for completeness. The techniques are largely borrowed from [AN21]
in how they handle permutations.

We can easily prove Lemma 9.3.7 using Lemma 9.3.18 and Lemma 9.3.19.

Proof of Lemma 9.3.7. We know from part (iii) that protocol π succeeds on the following
instance of PCd,0.2w:

• The vertex layers are V ×
i (S̃ ∪ T̃ ) for i ∈ [d].

• The final pointer belongs to set V ×
d (S̃ ∪ T̃ ) = S̃ ∪ T̃ .

• The vertex partition in the final layer is S̃ and T̃ .

• In each layer, the edges are perfect matchings M×
i from V ×

i to V ×
i+1 for i ∈ [d− 1].
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The matchings are chosen uniformly at random and independently from part (iv) of Lemma 9.3.18.
This is the same as distribution ν for PCk,ℓ with k = d and ℓ = 0.2w. By Lemma 9.3.19, we get
directly that protocol π must use communication at least Ω(ℓ/k5− log ℓ) = Ω(w/d5− log w).
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10 Streaming Set Cover
10.1 Introduction
Set cover is a standard optimization problem with a wide range of applications [GW97,
Mih99, GKK+08, SG09, CKT10]. There is a universe U of size n, and there is a family S
containing m subsets S1, . . . , Sm ⊆ U . The aim is to find a collection C ⊆ S such that the
union of all the subsets in collection C covers the entire universe U , while minimizing the size
of the collection C. There exist multiple algorithms that achieve an approximation ratio of
ln n [Chv79,Joh74,Lov75], and we also know that this ratio is the best possible in polynomial
time if P ̸= NP [Fei98,DS14].

In recent years, there has also been extensive interest in studying set cover in the stream-
ing model. Here, the sets arrive one by one in some arbitrary order in a stream. The
algorithm is allowed to make one or few passes over the stream before outputting a solution.
Storing all the sets explicitly to process the set cover instance needs Θ(mn) space, but the
goal is to find a solution in o(mn) space. As is standard in the streaming model, we pri-
marily focus on the space complexity of the algorithms and do not necessarily bound their
runtime. The study of set cover in streaming was initiated by [SG09], and since then has
been extensively explored in many works [DIMV14, ER16, CW16, HIMV16, AKL16, Ass17,
IMR+17,BEM17,KK22,KKA23].

The work in this area can be broadly classified as having two main focuses: using as little
space as possible, or getting as good an approximation as possible.

Low Space. The goal in the low-space regime is to use Õ(n) space1 and minimize the
approximation ratio and number of passes as much as possible.2 [SG09] initiated this line of
study and obtained an O(log n)-approximation in O(log n)-passes. [ER16] considered single-
pass algorithms and showed a tight bound of Θ(

√
n) on the approximation ratio. Finally,

[CW16] showed a smooth trade-off between the results of [ER16] and [SG09]: for any p ≥ 1,
they gave an algorithm that obtains an Õ(n1/(p+1))-approximation in p-passes and showed
that obtaining Ω̃(n1/(p+1)) approximation requires Ω(nc) space for some constant c > 1, fully
settling the complexity of the streaming set cover problem in the low space regime.

Low Approximation. Another line of work—which is the main focus of our work—aims
to match the performance of non-streaming algorithms in terms of approximation ratio while
using sublinear space, although not necessarily as restrictive as Õ(n) space. Typically, these
results either use polynomial time to get O(log n)-approximations or exponential time to get
O(1)-approximations. Here, we often assume that m is some (large) polynomial in n.

The first result in this regime—although not studied directly for streaming algorithms—
is the work of [Nis02] who proved that communication complexity of getting a better than a

1Throughout this paper, Ω̃ and Õ hide logarithmic factors in m, n.
2Space of O(n) is necessary to even certify whether the input set cover instance is feasible.
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(log n/2)-approximation to set cover is Ω(m) bits. This translates to a lower bound of Ω(m/p)
space for p-pass algorithms and same approximation ratio using the standard connection
between streaming algorithms and communication protocols (see, e.g. [AMS96]).

Algorithmically, [DIMV14] initiated this line of study and obtained an O(p)-approximation
in p-passes and Õ(mn1/O(log(p)))-space. This space bound was later improved by [HIMV16] to
Õ(mn1/p) space. For polynomial-time algorithms, this result led to an O(p log n)-approximation
which was improved to O(log n)-approximation in [BEM17] and even (1+o(1)) · ln n approx-
imation in [IMR+17] at a cost of increasing the number of passes by a constant factor. This
constitutes the state-of-the-art algorithms for this problem.

The tradeoff curve obtained by algorithms of [HIMV16,BEM17,IMR+17] namely, mn1/p

space and p passes, is a familiar one in the streaming model. Based on this, [HIMV16]
conjectured that:

“... this tradeoff might be tight, at least for ‘low enough’ approximation factors”.

In the same work, [HIMV16] provided an evidence in favor of this conjecture: finding an
exact set cover, i.e., a 1-approximation, requires Ω̃(mn1/2p) space in p-passes. It turns out
however that this evidence is not that strong due to the three-way interplay between the
resource parameters of the problem, space, pass, and approximation. Specifically, [Ass17]
showed that finding an exact set cover in p passes requires Ω(mn/p) space—and not just
Ω(mn1/p) proven by [HIMV16]—and more generally Ω(mn1/α/p) space for α-approximation
when α = o(log n). The bounds of [Ass17] identifies the optimal space-approximation tradeoff
for this problem when we ignore the number of passes (as long as it is polylog(n)); but it
does not address the original conjecture (only weakens the evidence of [HIMV16]).

Focusing on the original goal of low space algorithms—matching the performance of
non-streaming algorithms, namely, a log n or even a polylog(n)-approximation—and the
conjecture of [HIMV16], we do not yet have any conclusive answer. On one hand, the
algorithmic progress on this question has halted for nearly a decade now. On the other hand,
even considering all known lower bounds [Nis02, ER16, DIMV14, AKL16, CW16, HIMV16,
Ass17], it is still entirely plausible that there is even a two-pass algorithm with O(m) space
and O(log n)-approximation!

10.1.0.1 Our Contributions

We settle the conjecture of [HIMV16] by proving that any log n or even polylog(n)-approximation
algorithm for streaming set cover requires Ω̃(mn1/p) space in p-passes. In fact, we prove a
much more general result that establishes a (nearly) optimal three-way space-pass-approximation
tradeoff:

Theorem 8 (restated). For any p, α, m, n ≥ 1, any p-pass algorithm that given a set cover
instance over universe [n] with m input sets outputs an α-approximation to the optimal set
cover size (not necessarily even finding the sets) with probability at least 2/3 requires space

Ω̃
(

m

α
·
(

n

α

)1/p
)

.
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The lower bound holds as long as p≪ log n

log log n
and p ≤ α≪

(
1
p
· ( n

log m
)1/(p+1)

)
.

Several remarks are in order (see also Tables 10.1 and 10.2),

• The tradeoff in Theorem 8 is nearly optimal for all involved parameters in the light of
existing results, in particular, a simple modification of the algorithms in [HIMV16,AKL16].

• The ranges of parameters in Theorem 8 are all necessary and nearly optimal. For any
p = Ω(log n), we can obtain an O(log n) approximation in Õ(n) space and O(log n)
passes [SG09, CW16]. When α < p, the space requirement “jumps” to Ω(mn1/α/p) by
the lower bound of [Ass17]. When α ≥ n1/(p+1), the space requirement “drops” to Õ(n) by
the result of [CW16].

• Theorem 8 generalizes the single-pass lower bounds of [AKL16] who proved an Ω(mn/α2)
space lower bound (matching our tradeoff for p = 1) to all choices of p≪ log n.

• Theorem 8 also generalizes the multi-pass lower bounds of [CW16] by proving that Ω(m)
space is needed for (n/ log n)1/(p+1) approximation, improving upon their Ω(m1/p) space
lower bound (at a cost of a (log n)1/(p+1) loss in our approximation ratio).

Citation Space Passes Approximation Range of Parameters

Low Space Regime

[ER16] Ω(m) 1
√

n

[CW16] Ω̃(m1/p) p n1/(p+1) p≪ log n
log log n

Low Approximation Regime

[AKL16] Ω(mn/α2) 1 α α≪
√

n

[Nis02] Ω(m/p) p (log n)/2

[HIMV16] Ω(mn1/p) p 1 p≪ log n
log log n

[Ass17] Ω(mn1/α/p) p α α≪ log n

This work Ω̃(mn1/p) p polylog(n) p≪ log n
log log n

This work Ω̃
(

m
α
· (n

α

)1/p
) p α p≪ log n

log log n
, p ≤ α≪ n1/(p+1)

Table 10.1: A summary of prior lower bounds for streaming set cover and our work.
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Citation Space Passes Approximation

[CW16] Õ(n) p n1/(p+1)

[HIMV16] Õ(mn1/p) p p

[IMR+17] Õ(mn1/p) O(p) ln n

[HIMV16] + [AKL16] Õ
(

m
α
· (n

α

)1/p
) p α

Table 10.2: The state-of-the-art multi-pass algorithms for streaming set cover. The final line
is not stated explicitly in prior work but follows from a combination of [HIMV16, AKL16]
and proves the optimality of our lower bound. The upper bound on α in our lower bound is
also optimal in light of the algorithm in the first line.

10.1.0.2 Our Techniques

The closest work to us is the previous streaming set cover lower bound of [CW16] in the
low space regime. To prove a p-pass lower bound, they start with “many” (p− 1)-pass hard
instances on different universes with a “small” overlap between them. The stream consists
of these sets plus a single set at the end that covers all elements except for the universe of
one randomly chosen special (p− 1)-pass hard instance. The small overlap between the sets
implies that getting a good approximation to the entire instance requires one to solve the
special sub-instance also. The space lower bound is proven by arguing that the number of
embedded (p−1)-pass instances is so much larger than the memory of the algorithm, that it
is unlikely in the first pass, the algorithm remembers anything useful about the special one;
thus, it needs to solve a hard (p − 1)-pass instance in the remaining (p − 1) passes which,
by induction, is not possible. This argument is formalized in [CW16] via a reduction from
the tree pointer jumping problem in communication complexity [CCM08] and introducing an
extremal family of small overlapping sets, named edifices, through well-structured algebraic
geometry constructs [Bue79].

The arguments in [CW16] are heavily tailored to the low space regime: as argued above,
the number of underlying (p − 1)-pass instances needs to be more than the memory of the
algorithm, which leads to an exponential growth in the number of inputs sets across the
passes. In terms of m, this only leads to an Ω(m1/p) space lower bound, which is way
below the ω(m) bounds one needs in the low approximation regime. Similar to [CW16], the
techniques in other graph streaming lower bound results [AKNS24a,ABK+25]3 rely on using
separate (p − 1)-pass hard sub-instances (in terms of the sets in those instances) and this
makes it inapplicable to prove Theorem 8.

Our approach. We take a different approach when proving Theorem 8. For simplicity,
let us focus on the case when α ≈ log n. Our p-pass hard instances are also constructed

3Streaming set cover is equivalent to dominating set in graph streaming. [CW16] gives an Ω(n1/p) space
lower bound for n-vertex graphs whereas one ideally would like an Ω(n1+1/p)-space lower bound in graph
streams.
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recursively from (p−1)-pass hard instances, but not so directly as in [CW16]. A p-pass hard
instance consists of a single (p − 1)-pass hard instance with an unknown universe; instead,
it will be revealed to the algorithm at the end of the first pass—by our construction of the
instance—as essentially a random subset of size ≈ n1−1/p from the original universe (once
the universe is revealed, the (p − 1)-pass instance simply becomes the intersection of the
original sets with this new universe).

Unlike in [CW16] (and [AKNS24a,ABK+25]), there is no hope in proving that the algo-
rithm does not learn any information about the underlying (p−1)-pass hard instance (given
it is just one instance). But, we show that the algorithm does not learn anything useful
about this underlying instance. This is achieved through a careful construction of the input
instances as sets of size ≈ n/ log n that are marginally uniformly random, but have a mild
correlation in a way that each set “points to” another one; the union of these two sets covers
(considerably) more elements than two independent random sets. This correlation is then
used to argue that to get a good approximation, we should start from some set—whose iden-
tity is forced to us at the end of the stream—and then continue picking the sets “pointed
to” by the previous one. At the same time, this correlation is low enough that until the
algorithm has not identified the universe of the underlying (p− 1)-hard instance, its chance
of revealing useful information about the right set of pointers is negligible4.

To formalize our result, we use the existing lower bounds for the pointer chasing problem
introduced by [PS84], which has since became a staple in proving multi-pass streaming lower
bounds of similar nature, e.g., in [GO16,AKSY20,CKP+21a,AGL+24]. Our reduction from
pointer chasing is fairly direct and we rely on elementary properties of random sets to carry
out the analysis.

We conclude this part by remarking that the dynamics of our hard instances, namely,
reducing the problem to another instance on ≈ n1−1/p elements after the first pass, is exactly
what streaming set cover algorithms in [HIMV16, BEM17, Ass17, IMR+17] achieve through
their element sampling technique. Indeed, our lower bound construction is directly inspired
by these algorithms.

10.2 Preliminaries
For the cartesian product of two sets [c]× [d], we use (i, j) to denote the elements in the set
for i ∈ [c] and j ∈ [d].

Pointer chasing. We now formally define the pointer chasing problem used for the result;
see also Figure 10.1. This is the definition in the multi-party setting that has been used in
multiple results in the past, e.g., [GO16,AN21], although many variants exist.
Definition 10.2.1. For any integers p, a, b ≥ 1, the pointer chasing problem PCp,a,b is defined
as:

• There are p + 1 players P 1, P 2, . . . , P p+1.
4To compare this with [CW16], for them one only needs to reveal log n bits about a (p− 1)-pass instance

in the first pass to make it no longer hard in the remaining (p − 1) passes; but there are so many such
instances that the algorithm cannot reveal log n bits for each of them. On the other hand, to break our
underlying (p−1)-pass instance before its universe of size n1−1/p is revealed, one still needs to reveal Ω(mn1/p)
information.
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• P 1 has a balanced Boolean function f 1 : [a]× [b]→ {0, 1}.5

• For each 1 < i ≤ (p + 1), P i has a function f i : [a]× [b]→ [a]× [b].

• In one round, they talk in the order of P 1, P 2, . . . , P p+1 on a blackboard that everyone
can see. They talk for a total of p rounds.

• For each i ∈ [p + 1], we define the special pointer zi ∈ [a]× [b] recursively as:

zp+1 = (1, 1), and for 1 ≤ i < (p + 1), zi = f i+1(zi+1).

• At the end of all the rounds, the last player P p+1 has to output the value of f 1(z1)
which is a Boolean value, based on their input and the contents of the blackboard.

See Figure 10.1 for an illustration.

We know the following lower bound on the communication complexity of PCp,a,b.

Proposition 10.2.2 ([AN21]). For any p ≥ 1, any randomized protocol π that solves PCp,a,b

with probability at least 3/5 has the total length of messages on the board to be at least

Ω
(

a · b
p5

)
.

The work of [AN21] proves a lower bound for pointer chasing when the functions given
to each player are permutations, but this is a special case of our problem, and hence the
lower bound holds for our version of pointer chasing also.

10.3 The Lower Bound
In this section, we prove Theorem 8 in its entirety. We employ the impossibility of the
pointer chasing problem stated in Proposition 10.2.2. We start with a protocol for pointer
chasing that uses an algorithm that approximately estimates the set cover. We describe the
protocol in three sequential parts. Finally, we prove the correctness of our protocol, and use
Proposition 10.2.2 to prove the required space lower bound for set cover.

10.3.0.1 Protocol for Pointer Chasing

In this section, we see how to create a protocol π for PCp,a,b using an algorithm A for α-
approximation of set cover in p passes over a universe U of size n and totally m sets. The
parameters a and b are chosen based on m, n, α and p as follows.

Parameters:

a = m− 1
p

and b = 1
p + 1 ·

(
n

10(p + 1) log m

)1/p

· 1
α(p+1)/p

. (10.1)

5By balanced, we mean number of inputs mapping to 0 and number of inputs mapping to 1 are equal.
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P 1

0 0 1 1

1 0 1 0

1 1 0 0

P 2

(2,3) (3,4) (1,4) (2,2)

(1,2) (3,2) (1,4) (2,1)

(3,4) (3,4) (3,2) (2,2)

P 3

(3,1) (3,1) (2,4) (3,4)

(3,4) (3,2) (2,2) (2,3)

(3,2) (3,3) (2,4) (3,2)

P 4

(2,2) (2,3) (1,3) (2,4)

(2,1) (2,2) (1,2) (3,3)

(1,2) (1,1) (1,1) (1,1)

Figure 10.1: An illustration of pointer chasing for p = 3, a = 3 and b = 4. Each function is
represented by a 3×4 grid containing the corresponding values. The special pointers of each
player are highlighted in green. The red dashed arrows represent how the pointers move.
The answer to the pointer chasing instance is 0.

Our reduction crucially uses public randomness to create the sets that the set cover
algorithm is run on, and does not use any private randomness. We break the protocol into
three simple parts.

We want to create a sets for each player P i for i ∈ [p] so that each of the a sets corresponds
to b many function outputs held by P i. Since only one function output of P p+1 matters,
P p+1 only creates one set. For P i with i ∈ [p], the a · b function values are grouped together
in the natural way: P i creates one set Si

j for each j ∈ [a] that depends only on f i(j, k) for
all k ∈ [b]. To continue, we first create many auxiliary sets called the U-common family
with public randomness as follows.

Construction of the U-common family:

The first part of the protocol for pointer chasing involves the creation of many auxiliary sets
using public randomness, and we describe this next.

Part (1) Protocol π for PCp,a,b:
Each player P i for i ∈ [p] samples the following using public randomness:

(i) For each j ∈ [a], sample a set U i
j uniformly at random of size n/(10α · (p + 1)) from

[n], independently of all the other sets.
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(ii) Randomly partition U i
j into b sets, each of size n/(10α · b · (p + 1)) using public

randomness, called U i
j,k for k ∈ [b].

Refer to Figure 10.2 for an illustration.

U1

U1,1 U1,2 U1,3 U1,4

U2

U2,1 U2,2 U2,3 U2,4

U3

U3,1 U3,2 U3,3 U3,4

n/(10α(p + 1) · b)

n/(10α(p + 1))

Figure 10.2: Creation of U-common family for each player: this is repeated for all
P 1, P 2, P 3, . . . , P p. The illustration is when a = 3 and b = 4. There are three sets U1, U2
and U3 each of size n/(10α · (p + 1)) chosen uniformly at random. These are split into four
sets, each of size n/(10α · b · (p + 1)) = n/(40α · (p + 1)). Although the sets U1, U2 and U3
are shown as disjoint, they may have common elements as they are sampled independently.
However, for each i ∈ [3], the sets Ui,j for j ∈ [4] are disjoint from each other.

We will prove some simple properties of the sets in the U-common family. Mainly, we
want to look at the intersection of any p sets with one set each picked from the first p players.
Although the below statement applies to the sets corresponding to the special pointers in
Definition 10.2.1, it holds for any collection of p sets with the aforementioned property.

Claim 10.3.1. The set ⋂i∈[p] U i
zi

has size at least 4α · (p + 1) · log(m) with high probability
over the randomness of the choices of all the sets U i

j,k for i ∈ [p + 1], j ∈ [a], k ∈ [b].

Proof. Each element is chosen to be in set U i
zi

with probablity exactly 1/(α ·b · (p+1)) as the
set contains n/(α · b · (p + 1)) elements chosen uniformly at random. Moreover, the choices
of U i

zi
and U i′

zi′ for i ̸= i′ are independent of each other.
Hence, for any element e, the probability that it belongs to U i

zi
for all i ∈ [p] is:

Pr[e ∈ ∩i∈[p]U
i
zi

] =
(

1
α · b · (p + 1)

)p

= 1
αp
·
(

10(p + 1) log m

n

)
· αp+1 = 1

n
· (10α · (p + 1) · log m),

by the value of b from Eq (10.1).
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Let T denote the intersection of all the sets U i
zi

for i ∈ [p]. For any element e ∈ U , let
Xe denote the indicator random variable for whether element e is in T . We know that the
Xe random variables are negatively correlated, as U i

zi
consists of exactly n/(10α · b · (p + 1))

elements. Using Proposition 4.2.3, we get,

Pr[|T | < 4α(p + 1) · log m] = Pr[
∑

e

Xe < 4α(p + 1) · (log m)]

= Pr[
∑

e

Xe < (4/10)E[
∑

e

Xe]] (by linearity of expectation)

≤ exp(−0.18 · 10α · (p + 1) log m) (by Proposition 4.2.3)
≤ m−α·(p+1),

which proves the claim, as α ≥ 1 and for large m.

Creation of Set Cover Instance:

The next part of the protocol is to create the sets that the algorithm A is run on. Each
players only use the U-common sets and their own pointers in the pointer chasing instance
to create the set cover instance. This step is performed deterministically by all the players.
The sets will be collectively called the S-private family.

Part (2) Protocol π for PCp,a,b:
Input: The U-common sets from Part (1) of π, and PCp,a,b instance.
Output: Set cover instance.

(i) The last player P p+1 constructs one input set Sp+1 as follows:

Sp+1 := [n] \ Up
fp+1(1,1).

(ii) Each other player P i for 1 < i ≤ p constructs a sets for j ∈ [a] as follows:

Si
j :=

⋃
k∈[b]

U i
j,k \ U i−1

f i(j,k).

(iii) The first player P 1 constructs a input sets S1
j for j ∈ [a] as follows:

S1
j :=

⋃
k∈[b];

f1(j,k)=1

U1
j,k.

Refer to Figure 10.3 for an illustration.

Again, we prove some simple properties about the set cover instance.

Observation 10.3.2. There are exactly m sets created by all the p + 1 players together.
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P 1

0 1 0 1

1 0 1 0

0 0 1 1

S1
1 ∅ U1

1,2 ∅ U1
1,4

S1
2 U1

2,1 ∅ U1
2,3 ∅

S1
3 ∅ ∅ U1

3,3 U1
3,4

(a) The sets for P 1.
P 2

(
1, 2
) (

3, 4
) (

2, 1
) (

2, 3
)

(
3, 1
) (

1, 4
) (

2, 2
) (

3, 3
)

(
2, 4
) (

3, 2
) (

1, 1
) (

1, 3
)

S2
1 U2

1,1 \ U1
1,2 U2

1,2 \ U1
3,4 U2

1,3 \ U1
2,1 U2

1,4 \ U1
2,3

S2
2 U2

2,1 \ U1
3,1 U2

2,2 \ U1
1,4 U2

2,3 \ U1
2,2 U2

2,4 \ U1
3,3

S2
3 U2

3,1 \ U1
2,4 U2

3,2 \ U1
3,2 U2

3,3 \ U1
1,1 U2

3,4 \ U1
1,3

(b) The sets for P 2.

Figure 10.3: An illustration of the S-private family for players P 1 and P 2 with a = 3, b = 4.
Each Si

j for i ∈ [2], j ∈ [3] is a union of all the sets to its right.

Proof. Each player P i for i ∈ [p] creates a sets and the last player P p+1 creates one set.
Together, these are a · p + 1 = m sets by Eq (10.1).

The main lemma of this subsection follows. This states a gap in the values of the optimal
set cover based on the answer of the pointer chasing instance.

Lemma 10.3.3. When the answer to the pointer chasing instance is 1, there are (p + 1)
sets among m sets that cover the entire universe [n]. Otherwise, with high probability, any
collection of α · (p + 1) sets among the m sets does not cover the universe [n].

Before we prove Lemma 10.3.3, we establish some notation. For i ∈ [p], we use Si
⋆ to

denote the set Si
j such that zi = (j, k) for some k ∈ [b]. These are the sets in the S-private

family that depend on the special pointers given to the first p players. We also use Sp+1
⋆ to

denote the set Sp+1.
First, let us see what happens when the answer to the pointer chasing instance is 1. The

following fairly direct claim states that the size of the set cover instance is small, and this
happens just by picking all Si

⋆ for i ∈ [p + 1].

Claim 10.3.4. When the answer to the pointer chasing problem is 1, the set cover instance
constructed in protocol π, has a set cover of size at most (p + 1).

Proof. We know that the answer to the pointer chasing instance is f 1(z1). We will show that
: ⋃

i∈[p+1]
Si

⋆ = [n],
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which proves the claim.
We have that Sp+1

⋆ = [n] \ Up
zp

by construction so we need to show that Up
zp

is covered
by the remaining sets. We will show by induction on i for i ∈ [p], that when f 1(z1) = 1,
the sets S1

⋆ , S2
⋆ , . . . , Si

⋆ cover all the elements in U i
zi

, which will complete the proof. This will
ensure that all elements in Up

zp
will be covered by the union of S1

⋆ , . . . , Sp
⋆ when i = p.

For the base case, we know directly that S1
⋆ = U1

z1 , as f 1(z1) = 1. Assume towards the
induction hypothesis that S1

⋆ , . . . , Si−1
⋆ covers all of U i−1

zi−1
. Then, the set Si

⋆ contains as a
subset the set U i

zi
\U i−1

zi−1
, and hence the union of S1

⋆ , . . . , Si
⋆ covers all the remaining elements

of the set U i
zi

by construction.

Now, we analyze what happens when the answer to the pointer chasing instance is 0. The
intersection of all U i

zi
for i ∈ [p], which are the sets corersponding to special pointers, will

be large by Claim 10.3.1, and we will show that less than α · (p + 1) sets from the S-private
family will not be able to cover all these elements.

Claim 10.3.5. When the answer to pointer chasing is 0, with high probability no collection
of α · (p + 1) sets T1, T2, . . . , Tα·(p+1) among the m sets in S-private family covers the entire
universe [n].

Proof. We will show specifically that the elements of ⋂i∈[p] U i
zi

will not be covered by any
collection of α · (p + 1) sets from the S-private family. Let T be the set ⋂i∈[p] U i

zi
. For each

i ∈ [p+1], let j⋆
i ∈ [a] be the index such that zi = (j⋆

i , k) for some k ∈ [b], i.e., j⋆ corresponds
to the first part of the special pointer. Notice also that Si

⋆ = Si
j⋆

i
for each i ∈ [p].

We argue that S1
⋆ does not contain any element of set T first using the fact that T ⊆ U1

z1 .
Let z1 = (j⋆

1 , k1), and observe that U1
j⋆,k′ is disjoint from U1

j⋆
1 ,k1 for any k′ ̸= k1, k′ ∈ [b] by

construction. Moreover, the set U1
z1 = U1

j⋆
1 ,k1 is explicitly excluded from S1

j⋆
1

as the answer
to the pointer chasing instance is 0. Hence, S1

⋆ = S1
j⋆

1
is a subset of U1

j⋆
1
\ U1

z1 , and does not
contain any element of U1

z1 . Similarly, we can argue that Si
⋆ for any i ∈ [p] does not contain

any element of T as T ⊂ U i
zi

. Again, as T ⊂ Up
zp

, the set Sp+1
⋆ does not cover any element of

T either.
It remains to argue about any collection of α · (p + 1) sets from the S-private family

excluding all Si
⋆ for i ∈ [p + 1]. To do this, we condition on the event that the set T has at

least 4α(p + 1) · log m elements. This event happens with high probability by Claim 10.3.1.
For the rest of this proof, we do not use any randomness associated with any U i

j⋆
i

for any
i ∈ [p]. This randomness is only used to condition on the size of the set T .

We will prove the stronger statement that any collection of α · (p + 1) sets U i
j for i ∈

[p], j ∈ [a] \ {j⋆
i } does not cover T , as Si

j ⊆ U i
j for all i ∈ [p], j ∈ [a]. We know that each

U i
j is a set of n/10α · (p + 1) elements chosen at random, independently of each other and of

T . We will use Chernoff bounds to argue that the probability that they cover the entirety
of set T is small. Fix any choice of α(p + 1) distinct sets U i

j for i ∈ [p], j ∈ [a] \ {j⋆
i }.

Choose any 4α(p + 1) · (log m) elements of T . These many distinct elements exist in
T because of our earlier conditioning. Let Xe,i denote the indicator random variable for
whether e is covered by the ith set for some e in the subset of 4α(p + 1) · (log m) elements of
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T and, i ∈ [α · (p + 1)]. We have that:

E[Xe,i] = 1
10α · (p + 1) ,

as the ith set chooses n/(10α·(p+1)) elements at random independently of T . The expectation
of the sum of these random variables is:

E[X] = E[
∑
e,i

Xe,i] = 4α(p + 1) · log m · α · (p + 1) · 1
10α(p + 1) = 4α · (log m) · (p + 1)/10,

(10.2)

by linearity of expectation. We also have,

Pr[T is covered by the collection]
≤ Pr[X ≥ 4α(p + 1) · log m] (as this subset of elements of T must be covered)
≤ Pr[X > 10 · E[X]] (by Eq (10.2))
≤ exp(−2α · (p + 1) · (log m)).

(by Proposition 4.2.3, and as the variables are negatively correlated)

There are at most
(

m
α(p+1)

)
many α(p + 1)-size collection from the m sets we are consid-

ering. A union bound over all such collections gives that with probability at most m−α(p+1),
the set T is covered by some α-size collection. For large m and α ≥ 1, this probability is
small, and thus the proof of the claim is complete.

The proof of Lemma 10.3.3 now follows directly from Claim 10.3.5 and Claim 10.3.4.

Running the streaming algorithm A:

The final part in the construction of π is to actually run A and output an answer. This part
is straightforward.

Part (3) of protocol π:
Input: Pointer Chasing instance PCp,a,b and a p-pass α-approximation algorithm A for
set cover over a universe [n], taking m input sets.
Output: Answer to pointer chasing instance.

(i) The players run A on the m = a · (p− 1) + 1 input sets Sp and Si
j for i ∈ [p], j ∈ [a]

over the universe [n] by sending messages to the blackboard. (See Claim 10.3.6 for
how to run A.)

(ii) If A returns a value ≤ α · (p + 1) as an estimate of the size of the optimal set cover,
P p outputs that the value of the pointer chasing instance is 1. Otherwise, P p outputs
0.

First, we show that the players can run A effectively.
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Claim 10.3.6. Algorithm A that uses p-passes and s space can be run by the (p + 1) players
using total communcation (p + 1) · p · s total communication and p rounds.

Proof. Using the sets U i
j,k sampled with public randomness for i ∈ [p], j ∈ [a], k ∈ [b], we

have:

• P i knows all the sets Si
j for i ∈ [p], j ∈ [a] as they depend only on the publicly chosen

U-common family, and the pointers given to P i.

• P p+1 knows the set Sp+1 as it depends on the publicly sampled U-common family, and
the value of fp(1, 1), that P p knows.

Hence, collectively the players can run one pass of A starting from P 1 who inserts the sets
S1

j for j ∈ [a], and sends the memory state of A to the blackboard in s bits. This is followed
by P 2 who inserts S2

j for all j ∈ [a], all the way till P p+1 who inserts Sp+1. The total
communication used to run one pass of A is (p + 1) · s bits, and can be done in one round.

To run all the p-passes, p · (p + 1) · s bits of messages are used totally.

Next, we argue the correctness of protocol π.

Claim 10.3.7. If algorithm A succeeds with probability at least 2/3, protocol π for PCp,a,b

succeeds with probability at least 3/5.

Proof. When the answer to pointer chasing is 1, by Lemma 10.3.3, we know that the optimal
set cover is of size at most (p + 1). Hence, if A is correct, it outputs an estimate of size
at most α · (p + 1), and π outputs the correct answer as well. When the answer is 0, by
Lemma 10.3.3, we know that with high probability, the set cover size is more than α · (p+1).
Thus, if A succeeds, the estimate of the size of the set cover will be more than α · (p + 1).
Protocol π succeeds with probability at least 3/5 for large values of m, n and α ≥ 1.

This concludes our description of the protocol. As we have also proved the necessary
properties along the way, proving Theorem 8 now is simple, and is covered in the next
subsection.

10.3.0.2 Finishing the Proof of Theorem 8

We can complete the proof of Theorem 8 using the impossibility result for pointer chasing
stated in Proposition 10.2.2, and our proof of the correctness of protocol π in Claim 10.3.7.

Proof of Theorem 8. Firstly, let us examine if parameters a, b as specified in Eq (10.1) can
be chosen. We have p ≪ m, so we can choose value of a as required. We also have
p · α = o(n/ log m)1/(p+1), so parameter b can also be set to the required large value. Thus,
pointer chasing instances of the input size specified in Eq (10.1) can be constructed.

We know algorithm A uses p-passes and s-space to provide an α-approximate estimate
of the solution to a set cover instance over universe [n] with m sets, and succeed with
probability at least 2/3. We know that protocol π uses (p + 1)p · s bits of communication
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from Claim 10.3.6, and from Claim 10.3.7, we know it succeeds with probability at least 3/5
for large m and α ≥ 1.

Therefore, by Proposition 10.2.2 and choice of parameters in Eq (10.1), we know that:

s ≥ 1
(p + 1)p · Ω(ab

p5 ) = Ω(1/p7) · Ω
(

(m− 1)
p

·
(

n

α

)1/(p)
· 1

α(p + 1) ·
1

(10 log m · (p + 1))1/p

)
.

By simplifying the above term, we know that A uses space at least:

Ω
(

1
p10 · log m

· m
α
·
(

n

α

)1/p
)

,

which finishes the proof.
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11 Future Directions
In this chapter we give some open questions and further avenues of research.

11.1 Immediate Questions
We present some immediate questions left open by the results in this dissertation.

Exact Space Bounds for Each Pass. While our results in Theorem 1 and Theorem 4
give optimal asymptotic lower bounds on the number of passes in the semi-streaming setting
with Õ(n) space, we do not know tight bounds for any specific number of passes.

The lower bound for MIS in Chapter 5 gives a tradeoff between the number of passes
and the space used by the algorithm. It proves that in p-passes, any streaming algorithm
requires Ω(n1+1/(2p−1)+o(1)) space. This translates to a lower bound of Ω(n2) for one pass
algorithms [ACK19b,CDK19]. For p = 2, however, the lower bound is Ω(n4/3−o(1)), whereas
the state-of-the-art algorithm that uses two passes over the edges runs in O(n

√
n) space

[ACG+15]. While our lower bound is asymptotically optimal with respect to semi-streaming
space, for any specific number of passes the correct answer is unknown.

Better Bounds for Approximate Matchings in Semi-streaming. For a (1 − ε)-
approximation of maximum matching, the lower bound we present in Theorem 3 is Ω(log(1/ε)),
whereas the current upper bounds are O(1/ε2) [ALT21], or O(log n/ε) [AJJ+22] for bipar-
tite graphs. The key bottleneck in getting a better lower bound is that, in each successive
pass, the number of vertices which participate in a special hidden matching decreases by a
constant factor. For any p ≥ 1 passes, there are a set of ≈ (n/3p) set of vertices among
which a large induced matching must be found, to get a large approximation. This decay
seems unavoidable with the existing combinatorial constructions.

Maximal Matchings in Dynamic Streams. The lower bound in Theorem 4 holds for
any constant approximation even on bipartite graphs. Thus, as maximal matchings are a
2-approximation to maximum matchings, the lower bound of Ω(log log n) rounds remains.
The current upper bound to find a maximal matching remains O(log n) passes [AGM12].

The lower bound construction for p-passes in Theorem 4 forces the algorithm to solve
a large fraction of (n1/c)-many smaller hard instances for (p − 1)-passes where c > 1 is a
constant. Adding maximality will ensure that the algorithm solves all of these instances1,
but the polynomial factor loss in the sizes of the smaller instances remains. Hence, this
framework may not lead to stronger lower bounds for maximal matchings.

Logarithmic Lower Bound for Triangle Detection. In triangle detection, as we state
in Remark B.4.3, the realistic target for a lower bound is Ω(log n) due to the connections to
circuit complexity. There is still an exponential gap between our lower bound of Ω(log log n)

1This is similar to Theorem 1, where an MIS of all smaller subinstances must be found.
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and this target. Unlike in graph streaming lower bounds, constructing a hard instance that
may exhibit an Ω(log n) lower bound is simple.

In our construction, we pad the (r− 1)-round instance with poly(nr−1) many vertices to
ensure the round elimination argument goes through. Even if we only pad the (r− 1)-round
instance with dr = (nr)1/Θ(r) vertices, the instance may remain hard due to the local view of
vertices. This will lead to a lower bound of:

sr(nr) = Ω(n1) = Ω((nr)1/r)

on the bandwidth, proving an Ω(log n) lower bound on the number of rounds in the CON-
GEST model.

There is one caveat, however: they may be able to talk about the smaller instance to
each other in the first round. The invariant in round elimination that we have used, where
only o(1) extra information about the (r − 1)-round instance is conveyed will not be true
anymore. Nonetheless, even though the first round can reveal some non-trivial information
about the smaller (r − 1)-round instance, solving the instance completely may require large
communication in r-rounds. These instances will need drastically different techniques to
analyze them.

Chaining other Communication Complexity Problems. In the Chained Index prob-
lem, k different instances of Index, all with the same answer were “chained” together. Bob
of the first instance also plays the role of Alice of the second instance, and Bob of the second
instances takes on the role of Alice of the third instance and so on.

Any two-party communication problem can similarly be chained together. For instance, if
multiple set disjointness instances are sampled from the same distribution such that they have
the same answer2, we do not know if beating the Ω(n) lower bound of [KS92,Raz92,BJKS02]
is possible. Our analysis crucially uses the fact that any additional change in the entropy of
the answer must have proportional message length, but uses ad hoc techniques specific to
Index.

The Chain problem found applications in proving lower bounds for graph problems and
streaming submodular maximization (see Section 8.1). Recently, chaining set disjointness
was used to prove a lower bound on coloring graphs with low chromatic number in a single
pass [ASY26]. The techniques they use only get Ω(n/poly(k)) lower bounds for chaining
k-many instances of set disjointness over a universe of size n.

Closing Gaps for Approximate Shortest Paths. There is an immediate open problem
left from Theorem 7. Our upper bound (not covered in this dissertation, can be found in
the full version [AHS26]) uses O(log2 n) passes in semi-streaming Õ(n) space, and our lower
bound is Ω̃(log n) passes.

Our approach to prove the lower bound relies on the framework of [FKM+04,GO16] where
for p-passes nΘ(1/p) many instances of pointer chasing overlap. For p = ω(log n/ log log n),
these constructions do not give any meaningful results.

2This is different from a direct sum version of the problem, where the instances are independent and may
have different answers, and we want to solve all of them. Here, solving any one instance suffices to find the
answer.
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11.2 Broader Directions
In this section, we give some overarching directions that the tools from our dissertation can
explore.

11.2.1 Other Related Models.

There are models closely related to the ones we discussed where there are many open direc-
tions regarding proving lower bounds.

Random Order Streams. In the graph streaming model, the edges are assumed to be
coming in any arbitrary order. All our lower bounds crucially exploit this adversarial ordering
of the edges. This assumption is not always necessary, for instance, the edges may be
arriving in a stochastic manner from some distribution. Theoretically, random order streams
is a well-studied model where the edges are assumed to be given in a uniformly random
permutation. [CCM08,PS18,CKKP22,AB20,Ber20,CKKP22,AS23b,HW24] In fact, we know
that many problems become significantly easier as the randomness of the order can be used
to construct algorithms. For instance, we know that an approximation ratio better an (0.59)
can be achieved in a single pass in semi-streaming [AB21, Ber20, HW24] whereas this is
provably impossible in adversarial streams [Kap13,Kap21].

Pointer chasing type arguments have been used to prove lower bounds for random order
streams also [AS23b]. In the communication complexity arguments in this dissertation,
while constructing the lower bounds, we had control over the partition of the edges between
the players. Simulating streaming algorithms that receive a random order of the edges is
infeasible when the players also do not receive random subsets of the edges. [CCM08] uses
the robust communication framework, where the players get random subsets of the edges, to
prove lower bounds for a variety of problems such as exact shortest path and connectivity
in the random order streaming model.

Exploring the power of randomness over multiple passes is an interesting question. If the
algorithm receives the edges in a fresh random order in each pass over the edges, communi-
cation complexity, even with the robust communication framework of [CCM08], cannot be
used to simulate random order streams. This is because the edge partitions may change over
the different passes. As far as we know, there are no ways to model multiple random order
streams to prove lower bounds currently in the literature.

Congested Clique. In the CONGEST model we discussed, the vertices are only allowed
to communicate over the edges of the underlying graph. In the more powerful CONGESTED
CLIQUE model, the vertices know their immediate neighborhood, but they can communicate
to any other vertex in the graph even if an edge does not exist.

Triangle detection runs in O(n1−2/ω) where ω is the exponent of matrix multiplication.
This is because algebraic methods can be implemented in the congested clique model, see
[CKK+15]. The current value of ω is 2.371339 [ADV+25]. However, [DKO14] showed that
proving any super-constant lower bound for a problem with a Boolean output in the congested
clique model leads to breaking circuit complexity barriers.3

3In fact, [FGKO18] adapts the framework of [DKO14] with the expander decomposition results of
[CPSZ21] to prove a same kind of result for triangle detection in the CONGEST model. More details
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With the circuit complexity barriers in mind, hoping for a tight lower bound of Ω(n1−2/ω)
is unrealistic, but we do not know if any lower bound, even for one or two rounds can be
proven.

11.2.2 Lower Bounds against Edge Sampling

Algorithmic approaches in the streaming model can be broadly classified into two.

(i) Vertex Sampling approaches: the algorithm samples a small subset of vertices (say
s ≤ n) at random, and stores information about these vertices. If s = O(

√
n), for

instance, all the edges between these vertices can be stored in semi-streaming memory.
This is the approach used by [ACG+15] to find a maximal independent set and by
[HIMV16, Ass17] to find a set cover. Our matching upper bound of Theorem 4 also
uses vertex sampling approaches.

(ii) Edge Sampling approaches: the algorithm samples O(n · poly log n) edges at random
and stores them in memory to process the graph. Our upper bound corresponding to
Theorem 7 uses this approach. It is also used by [Ass24,AJJ+22] which give algorithms
for approximate maximum matchings.

Our lower bounds inherently partition the graph into (r − 1)-round hard instances on a
smaller set of vertices, and we are able to get tight lower bounds for algorithms that use the
vertex sampling approach as well. Both our lower bounds which are not tight (Theorems 3
and 7) for streaming algorithms have state-of-the-art algorithms that employ edge sampling
approaches. Proving tight lower bounds for algorithms where edge sampling performs better
than vertex sampling would need new techniques.

11.2.3 Structure of Hard Instances: Random versus Combinatorial

In the round elimination arguments of Theorems 1 and 4, to embed the smaller instances,
we used combinatorial constructions that ensured that the smaller instances do not interfere
with each other. In the case of Theorem 1, this was performed with the DUP graphs of
Proposition 5.4.5, in Theorem 3 we use the RS graphs from [GKK12], and in Theorem 4 we
use the one-round lower bound of [DK20]. In contrast to all these combinatorial structures,
Theorem 7 and Theorem 8 uses a reduction from pointer chasing, where, as we mentioned
in Section 2.2.2, the final instances look random.

Theorem 8 is in fact optimal in all three parameters of space, number of passes and
the approximation factor, and uses random looking sets to carefully choose subsets of the
universe. We did not need combinatorial structure to embed multiple hard instances from
(p − 1)-passes because there was only one underlying instance. It would be interesting to
explore what other problems exhibit this property, where one smaller instance suffices to
prove optimal lower bounds, and random constructions can be employed.

11.2.4 Lower Bounds for Problems with Minimal Locality

In distributed computing, we know multiple problems with Θ(
√

n + D)-round complexity
where D is the diameter of the graph, such as minimum spanning tree [KP95,SHK+12], global

about their result can be found in Chapter B.
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minimum cut [DEMN21,SHK+12], shortest path approximations [BFKL21,BKKL17,Elk04]
and approximate maximum flow [GKK+18, SHK+12]. The dependence on the diameter is
easy to see even in the LOCAL model without any bandwidth constraints: at least some
information about the entire graph must be propagated before any algorithm can arrive at an
answer. The Ω(

√
n) lower bound holds because of bandwidth constraints in the CONGEST

model.
The set disjointness framework has led to poly(n) lower bounds for other problems which

are easy in the LOCAL model. The hardness of these problems in CONGEST is purely due
to the bandwidth limitations, and one prime example is detecting p-cliques for constant p.
[CK18] proves a lower bound of Ω̃(

√
n) for this problem, and the state-of-the-art upper bound

is Õ(n1−2/p) [EFF+22]. [CK18] also shows that there is a protocol in two-party communication
for detecing p-cliques such that no lower bound larger than Ω̃(

√
n) can be proven.

Our techniques with round elimination to prove Theorem 5 may not be amenable to prove
poly(n)-round lower bounds as the sizes of the hard instances grow in each round. The other
results which prove Ω(poly(n))-lower bounds on the number of passes in the streaming model
from [ACK19a, AGL+24] are only applicable to problems that have a high locality, namely
lexicographically first maximal independent set and degeneracy. Currently, as far as we
know, there are no techniques that could be useful in proving an ω(

√
n) lower bound for

detecting p-cliques.

11.3 Conclusion
Obtaining efficient algorithms and matching lower bounds has been the holy grail of theoreti-
cal computer science, and in the setting of streaming and distributed computing, such results
can be achieved unconditionally through information-theoretic arguments. This dissertation
proves such optimal multi-pass streaming lower bounds, resolving the complexity of several
problems. Beyond streaming, it makes a first step towards getting multi-round distributed
computing lower bounds with new techniques.

We return to the guiding objective stated in Chapter 1:

Aim: To develop a toolkit to prove optimal lower bounds for
graph problems with more stringent models of communication.

The results of this dissertation make concrete progress toward this aim. While we now
understand some problems quite well, several others remain unresolved as outlined in this
chapter where new techniques and ideas may be needed.
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[RS78] Imre Z Ruzsa and Endre Szemerédi. Triple systems with no six points carrying
three triangles. Combinatorics (Keszthely, 1976), Coll. Math. Soc. J. Bolyai,
18:939–945, 1978. 19, 21, 34, 52, 64, 69, 71

[RVW18] Tim Roughgarden, Sergei Vassilvitskii, and Joshua R. Wang. Shuffles and
circuits (on lower bounds for modern parallel computation). J. ACM, 65(6),
November 2018. 4

[RXC+21] Jing Ren, Feng Xia, Xiangtai Chen, Jiaying Liu, Mingliang Hou, Ahsan She-
hzad, Nargiz Sultanova, and Xiangjie Kong. Matching algorithms: Fundamen-
tals, applications and challenges. IEEE Transactions on Emerging Topics in
Computational Intelligence, 5(3):332–350, 2021. 6

[RY20] Anup Rao and Amir Yehudayoff. Communication Complexity: and Applica-
tions. Cambridge University Press, 2020. 67, 69, 123, 217, 238

[Sag11] Mert Saglam. Tight bounds for data stream algorithms and communication
problems. Master’s thesis, Simon Fraser University, 2011. 48, 216

[SG09] Barna Saha and Lise Getoor. On maximum coverage in the streaming model &
application to multi-topic blog-watch. In Proceedings of the SIAM International
Conference on Data Mining, SDM 2009, Sparks, Nevada, USA, pages 697–708,
2009. 250, 252
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A Missing Proofs
A.1 Round Elimination for Index: Proof of Claim 3.1.3
Proof of Claim 3.1.3. Distribution of M, i are the same in D and D′ as Alice and Bob use
public randomness to sample them exactly from D, and i is independent of M. However, the
distribution of x conditioned on M and i differs in both cases.

In distribution D, the entirety of x is sampled conditioned on M and i. In distribution
D′, x(i) is sampled independent of M and i. Nonetheless, we show that these distributions
are close to each other. Let u2 denote the uniform random variable from {0, 1}.

E
(M,i)∼D

∥D(x(i) | M, i)−D′(x(i))∥tvd

= E
(M,i)∼D

∥D(x(i) | M, i)− u2∥tvd

(as in echo, b is chosen uniformly at random from {0, 1})

≤ 1
2 · E

(M,i)∼D

√
D(D(x(i) | M, i) || u2) (by Fact 4.3.10 Pinskers inequality)

≤ 1
2 ·
√

E
(M,i)∼D

D(D(x(i) | M, i) || u2) (by Jensen’s inequality)

= 1
2 ·
√
I(x(i) ; M, i). (by Fact 4.3.4, and as x(i) is uniform over {0, 1} in D)

We can prove that the mutual information between x(i) and M, i is small directly.

I(x(i) ; M, i) = I(x(i) ; i) + I(x(i) ; M | i)

(by Fact 4.3.1-(7), chain rule of mutual information)
= 0 + I(x(i) ; M | i) (as x(i) is independent of i)

= 1
n
·
∑
i=i

I(x(i) ; M | i = i) (by definition of conditional mutual information)

= 1
n
·
∑
i=i

I(x(i) ; M | i = i)

= 1
n
·
∑
i=i

I(x(i) ; M) (as i is independent of the distribution of x, M)

≤ 1
n
·
∑
i=i

I(x(i) ; M | x(< i)) (by Proposition 4.3.2, as x(i) ⊥ x(< i))

= 1
n
· I(x ; M) (by Fact 4.3.1-(7), chain rule of mutual information)
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≤ 1
n
·H(rM) (as entropy is positive)

≤ s

n
. (as the length of messages is upper bounded by n/100)

This directly gives that:

E
(M,i)∼D

∥D(x(i) | M, i)−D′(x(i))∥tvd ≤
1
2 ·
√

s

n
.

To prove the claim:

∥D(x, M, i)−D′(x, M, i)∥tvd

≤ ∥D(M, i)−D′(M, i)∥tvd

+ E
(M,i)∼D

∥D(x(i) | M, i)−D′(x(i))∥tvd

+ E
(M,i,x(i))∼D

∥D(x(−i) | M, i, x(i))−D′(x(i) | M, i, x(i))∥tvd (by Fact 4.3.8)

≤ 0 + 1
2 ·
√

s

n
+ 0 (by our bound, and as the other distributions are the same)

≤ 1
2 ·
√

s

n
.

This completes the proof.

A.2 Matchings in Random Bipartite Graphs: Proof of Proposi-
tion 9.3.15

In this subsection, we prove Proposition 9.3.15.

Proposition 9.3.15 (restated). For any large enough integer k ≥ 0, in a random bipartite
graph G = (L ⊔ R, E) where L = R = {1, 2, . . . , k}, and E is k edges chosen uniformly at
random without repetition from the set

E ⊂ L×R \ {(i, i) | i ∈ [k]},

with probability at least 1− 1/k2, there exists a matching in G of size at least 0.1k.

Proof. We analyze the probability that the maximum matching size is at most k/10. As we
are working with bipartite graphs, by Konig’s theorem, we know that the size of a vertex
cover is also k/10 when the matching is of size k/10. For any specific set A ⊂ L ∪ R, we
can bound the probability that A is a vertex cover of G. Then, we do a union bound for all
possible choices of A.

For any set A ⊆ L ∪R, with |A| ≤ ck, for some constant 0 < c < 1, we have,

Pr[A is a vertex cover]
= Pr[(L \ A)× (R \ A) ∩ E = Φ] (as there are no edges with both end points out of A)
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≤
(

k2 − |L \ A| · |R \ A|
k

)
· 1(

k2−k
k

) (no vertex pairs are chosen from (L \ A)× (R \ A))

≤
(

k2(1− (1− c)2)
k

)
· 1(

k2−k
k

) (as |L \ A| ≥ (1− c)k, |R \ A| ≥ (1− c)k)

≤
(
e · (2c− c2) · k

)k
·
(

k

k2 − k

)k

(as (p/q)q ≤
(

p
q

)
≤ (ep/q)q for any p, q ≥ 1)

≤ (1.1e · (2c− c2))k. (as k2/(k2 − k) ≤ 1.1 for k > 11)

The total number of choices for set A is,(
2k

1

)
+
(

2k

2

)
+ . . . +

(
2k

ck

)
≤ ck ·

(
2k

ck

)
≤ ck · (2e/c)ck,

again, as
(

2k
ck

)
≤ (e · 2k/ck)ck.

We continue with the union bound.

Pr[Largest matching in G has ≤ 0.1k edges]
= Pr[There exists vertex cover of size 0.1k]
≤

∑
A:|A|≤0.1k=ck

Pr[A is a vertex cover]

≤ ck · ((2e/c)c · 1.1e · (2c− c2))k (by our bounds from earlier)
≤ 0.1k · (0.85)k (for choice of small constant c = 0.1)
≤ 1/k2. (for large values of k)

This completes the proof.

A.3 Extending Proposition 5.4.5 to all Graph Sizes
Recall that in the proof of Proposition 5.4.5, the graph G constructed only exists for all
integers ℓ ≥ 1, which does not include all large enough integers n as in the statement of the
proposition.

To fix this, we simply take the largest possible G with fewer than n vertices and pad each
layer with extra vertices to have exactly n vertices overall as required. This padding does
not change the parameters p and q. As such, we show that for any choice of large enough
number of vertices n there exists a choice of n′ that is consistent with some integer ℓ such
that G exists and n ≥ n′ ≥ n/2Θ(

√
log n). This implies a negligible loss on the bounds of p

and q when G is padded.
To that end, in the construction of G, we have that d2 = log n

k+1 = d · log((k + 2) · ℓ) and
thus

log(kℓ) ≤ dℓ ≤ log(3kℓ), and (A.1)
log(k(ℓ + 1)) ≤ dℓ+1 ≤ log(3k(ℓ + 1)) ≤ log(6kℓ) (A.2)
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where dℓ := log((k + 2) · ℓ) refers to the choice of d that depends only on integer ℓ (since k is
fixed). Let n be as in the statement of the proposition where n = b · (k + 1) for some large
enough integer b since the required DUP graph is a (k + 1)-layered graph. Fix a choice of ℓ
such that

b′ = ((k + 2) · ℓ)dℓ ≤ b ≤ ((k + 2) · (ℓ + 1))dℓ+1 (A.3)

where b′ also defines the integer n′ = b′ · (k + 1). Then, using the bounds in Eq (A.1),
Eq (A.2), and Eq (A.3), we have that

n

n′ = b

b′ ≤
((k + 2) · (ℓ + 1))log(6kℓ)

((k + 2) · ℓ)log(kℓ) ≤
(

1 + 1
ℓ

)log(kℓ)
· ((k + 2) · (ℓ + 1))log 6

≤ exp
(

log(kℓ)
ℓ

)
· (6kℓ)3 ≤ 2Θ(log(kℓ)).

Finally, since (kℓ)log(kℓ) ≤ ((k + 2) · ℓ)dℓ = b′ ≤ b ≤ n, we have that

log(kℓ) =
√

log(kℓ)log(kℓ) ≤
√

log n.

This concludes the proof for all graph sizes.
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B CONGEST Lower Bounds and Circuit Com-
plexity Barriers

This appendix is a note on the barrier proven by [EFF+22] for proving lower bounds on
the number of rounds required to solve triangle detection in CONGEST, and how they may
break barriers in circuit complexity. We optimize the parameters a bit further to improve the
result from nΩ(1) lower bound breaking barriers in circuit complexity to nΩ(1/ log log n) lower
bound breaking the same barriers in a weaker sense, but the framework of these reductions
are exactly the same as [EFF+22], and we claim no novelty for these ideas.

Another purpose of this appendix is to keep track of all parameters involved explic-
itly which leads to the following observation. Even though, strictly speaking, proving an
no(1/ log log n) lower bound for triangle detection does not break circuit complexity barriers
currently, it is plausible that even proving an Ω(logc n) lower bound for some large constant
c > 1 could break circuit complexity barriers assuming CONGEST algorithms for expander
routing can be made to run in poly log (n) rounds (see Remark B.4.3)1.

B.1 Background on Expander Decomposition and Routing
In this section, we state the prior results on expander decomposition and routing in graphs
with high conductance in the CONGEST model. We start with some basic definitions and
results.

Definitions and terminology. In any graph G = (V, E), we use m to denote the number
of edges and n to denote the total number of vertices.2 We use deg(v) to denote the degree
of v.

For any subset S ⊂ V , we use vol(S) to denote ∑v∈S deg(v). The conductance of a
cut S and V \ S is defined as:

Φ(S) = |{(u, v) | (u, v) ∈ E, u ∈ S, v ∈ V \ S}|
min{vol(S), vol(V \ S)} .

For the special case S = ∅, we set Φ(S) = 0. The conductance of a graph G is defined
as,

Φ = min
S⊂V,0<|S|<n

Φ(S).

A uniform lazy random walk in a graph starting from a vertex s ∈ V performs the
following step iteratively: with probability 1/2, stay at the current vertex; otherwise, pick
a uniformly random neighbor of the current vertex and move to that neighbor. In any

1To our knowledge, currently, no CONGEST lower bounds rule out such a possibility.
2In the other parts of this paper, n referred to the number of vertices in one layer of a tripartite graph.

Throughout this appendix, we are not working with tripartite graphs and use n to denote the total number
of vertices.
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connected graph G, the stationary distribution of a lazy random walk is π(u) = deg(u)/2m
for all u ∈ V .

Let ps
t(v) denote the probability that after t ≥ 0 steps, a lazy random walk starting from

vertex s ∈ V lands at v for each v ∈ V . Then the mixing time, denoted by τmix(G) of
graph G is defined as the minimum t such that for all s, v ∈ V ,

|ps
t(v)− π(v)| ≤ π(v)/n.

The following relation between mixing time and conductance is well known [JS89]:

Θ
( 1

Φ

)
≤ τmix(G) ≤ Θ

(
log n

Φ2

)
. (B.1)

It is also known that the diameter D of any graph is at most the mixing time of the graph.

B.2 Results on Expander Decomposition in CONGEST
An expander is any graph which has large conductance, usually at least 1/polylog(n). We
now define the standard expander decomposition, where the vertex set of the input graph
has to be partitioned into clusters that form expanders.

Definition B.2.1 (Expander Decomposition). Given a graph G = (V, E), and parameters
ε ∈ (0, 1) and ϕ ∈ (0, 1), an expander decomposition of G is a partition of V into sets
V1 ⊔ V2 ⊔ . . . ⊔ Vℓ for some integer ℓ > 0 such that,

1. The subgraph of G induced by each partition Vi for i ∈ [ℓ] is an expander with conduc-
tance at least ϕ.

2. The number of edges (u, v) ∈ E such that u ∈ Vi and v ∈ Vj for i ̸= j ∈ [ℓ], also called
inter-cluster edges, is at most ε · |E|.

Each partition Vi for i ∈ [ℓ] is termed a cluster of the decomposition.

In the CONGEST model, we want to perform expander decomposition and require that
at the end of the decomposition, each node knows the partition that it belongs to.

Definition B.2.2 (Expander Decomposition in CONGEST). Given a graph G = (V, E)
in the CONGEST model, given parameters ε, ϕ ∈ (0, 1), the expander decomposition in
CONGEST problem is to find an expander decomposition V1⊔ . . .⊔Vℓ with parameters ϕ and
ε such that each vertex v ∈ V knows which partition Vi for i ∈ [ℓ] it belongs to.

We use Texp(ε, ϕ, n) to denote the minimum number of CONGEST rounds that such a
decomposition can be implemented in for all n-vertex graphs.

The following result is known for expander decomposition in CONGEST.

Proposition B.2.3 ([CMGS25, Theorem 1.2]). There is an algorithm in the CONGEST
model that solves Definition B.2.2; there exists some constants ccond, cexp > 1 such that, for
any ϕ ∈ (0, 1),

Texp(ϕ · logccond(n), ϕ, n) ≤ (log n)cexp · ϕ−4.
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The algorithm is randomized and succeeds with high probability.

It is easy to see that once Definition B.2.2 is solved, each vertex can also identify the
number of vertices and the edges inside the cluster that it belongs to.

Claim B.2.4. In any graph G, after Definition B.2.2 is solved with parameters ε, ϕ, in an
additional O(log n · ϕ−2) rounds, each vertex v ∈ V can also know:

1. For each u ∈ N(v), which cluster Vi for i ∈ [ℓ] that u belongs to.

2. If v ∈ Vi, the size of cluster Vi, and the total number of edges inside cluster Vi.

3. If v ∈ Vi, each vertex also gets an identity from [|Vi|] that is distinct from the identities
of all other vertices in Vi, and v knows the identities of all its neighbors that are also
present in Vi.

Proof. To communicate the cluster that each neighbor of v belongs to, one additional round
is sufficient, as each vertex u ∈ V can broadcast to all its neighbors the identity of the cluster
u belongs to in log n bits.

Let v ∈ Vi, let Gi be the subgraph of G induced by Vi, and let D be the diameter of
Gi. The vertices can compute a rooted spanning tree of Gi in O(D) time by performing a
breadth-first search from each node, and using the identities of the nodes in V for tie-breaking
in choosing which breadth-first tree becomes the spanning tree. Once such a spanning tree
is computed, the total number of vertices and edges inside Gi can be collected through the
edges of the tree in O(D) many rounds. The required identities of vertices in Vi can also be
generated by propagating new identities from the root vertex of the spanning tree in O(D)
many rounds.

We know that the diameter of the graph Gi is at most O(log n · ϕ−2), by Eq (B.1) and
the properties of the expander decomposition, which proves the claim.

B.3 Results on Routing Algorithms in CONGEST
We cover the results on routing demand instances from [GKS17], following the presentation
of these results in [CPSZ21].

Definition B.3.1 (Routing in CONGEST). In a graph G = (V, E) in the CONGEST model,
an instance of the routing problem is defined as:

1. There are a source-destination pairs (s1, t1), (s2, t2), . . . , (sa, ta) for some a ∈ N. Each
source si has to send a message of length at most O(log n) to vertex ti for i ∈ [a]. Each
vertex v ∈ V knows all vertices u such that (v, u) is one of the source-destination pairs,
and the message v should send to u.3

2. Each vertex v ∈ V is the source of at most deg(v) messages and is the destination of
at most deg(v) messages.

3The vertices need not know any other information about the source-destination pairs.
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There may be multiple instances of the routing problem that need to be routed sequentially.
We use a tuple (Prou(n), Qrou(n)) to denote the runtime of an algorithm in CONGEST

that on n-vertex graphs, uses Prou(n) · τmix rounds of preprocessing steps, and after these
steps, can route each instance of the routing problem in Qrou(n) · τmix time, where τmix is the
mixing time of the underlying graph G.

Let us state one existing routing algorithm that we employ. This way of presenting the
results of [GKS17] can be found in Section 2.1 of [CPSZ21].

Proposition B.3.2 (cf. Lemma 3.2, 3.3 and 3.4 of [GKS17]). There exists constants cP, cQ >
1 such that, for any integer k ≥ 1, there exists a routing algorithm with:

Prou(n) ≤ k · n4/k · (log n)cP·k ·O(1),
Qrou(n) ≤ (log n)cQ·k ·O(1),

that succeeds with high probability. Note that there is also a τmix factor in the total number
of rounds based on the definitions in Definition B.3.1.

Another routing algorithm is from [GL18], which is better than the ones we state from
[GKS17] for a certain ranges of number of instances of routing, although it does not admit
a tradeoff in preprocessing and routing requests.

To conclude our background section, we summarize the problems we consider and the
functions corresponding to their runtimes. This may help the reader keep track of these
functions while perusing the next subsection.

Function Definition

Texp(ε, ϕ, n) The minimum number of rounds taken by a CONGEST
algorithm that finds an expander decomposition with
parameters ε, ϕ of the input n-vertex graph.

Prou(n) In the routing problem, P (n) · τmix is the total number
of rounds required for preprocessing.

Qrou(n) In the routing problem, after pre-processing, Q(n) · τmix

is the total number of rounds required to handle one
instance of the routing demand problem.

B.4 From Circuits to CONGEST Algorithms
In this section, we will show how CONGEST lower bounds can also imply circuit lower
bounds for an explicit function. For n, m ≥ 1, let fn,m : {0, 1}2m log n → {0, 1} denote the
function that takes as input a representation of a graph G = (V, E) where each edge is given
by 2 log n bits denoting the identities of the two end points of the edge in log n bits each.
The function outputs 1 if the input graph has a triangle, and outputs 0 otherwise.

We show that we can simulate a circuit that computes fn,m in the CONGEST model.
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Lemma B.4.1. Given a family of circuits C = {C}n,m≥1 that compute function fn,m with
constant fan-in and fan-out, depth d(n, m) and total number of gates at most m ·s(n, m), for
any graph G = (V, E), for any parameters ε ∈ (0, 1/3) and ϕ ∈ (0, 1), there is an algorithm
in CONGEST that solves triangle detection in
(

Texp(ε, ϕ, n) + O(log n · ϕ−2) · (Prou(n) + Qrou(n) · s(n, m) · d(n, m))
)
·O

(
log n

log(1/3ε)

)

many rounds.

Proof. First, we perform expander decomposition on graph G with parameters ε, ϕ in Texp(ε, ϕ, n)
many rounds. Each cluster performs the following procedures for simulating circuits in par-
allel.

Choosing the circuit. We use the result in Claim B.2.4 to make sure each vertex in any
cluster Vi knows all the information listed in the statement of Claim B.2.4. We use new(v)
to denote the identities from Claim B.2.4.

In each cluster Vi, a vertex v ∈ Vi is said to be a good node if the number of neighbors
of v inside cluster Vi is at least as many as the number of neighbors of v outside cluster Vi.
All other vertices are called bad nodes.

We let graph Gi be the subgraph of G with the union of all the edges incident on the
good nodes of Vi (including ones which go out of Vi), and all the edges between two vertices
in Vi. Using an argument similar to the one in Claim B.2.4, the total number of these edges
can be known to all vertices in Vi in O(log n · ϕ−2) rounds. Let mi be the total number of
these edges.

Each cluster Vi simulates the circuit Cn,mi
, and each vertex in cluster Vi knows the value

of n and mi. Hence, all the vertices in the cluster know which circuit to simulate.

Assignment of gates to vertices. Each gate g of the circuit Cn,mi
is assigned to one of

the nodes in Vi that is responsible for computing the output of gate g, as well as sending
this output to all the gates in the next layer of the circuit that g feeds into. The assignment
of gates is as follows:

(i) Each gate g of the input layer corresponds to some edge (u, v) of graph G. If both u, v ∈
Vi, all these 2 log n gates are assigned to either u or v, lexicographically breaking ties
based on new(u) and new(v). Moreover, which gate among the input layer corresponds
to which edge can be fixed by arguments similar to the proof of Claim B.2.4: the root
of the spanning tree can communicate to each of its neighbors a partition of the input
gates corresponding to the number of edges in each of the subtrees, and this can be
done recursively. This will take O(log(n) ·ϕ−2) rounds, also based on the upper bound
on the diameter of the cluster.

(ii) Each gate in any layer which is not the input layer, is assigned to a vertex in Vi so that
the total number of gates in any layer given to any vertex v is at most 2·s(n, mi)·degi(v),
where degi(v) is the total number of neighbors of v inside the cluster as follows:
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(a) The gates assigned to each vertex v form 2 · s(n, mi) many disjoint contiguous
segments in layer j.

(b) There is a partition of [mi] into |Vi| many contiguous segments, and each segment
is given to a vertex v ∈ Vi. Let [gv,1, gv,2] be the segment given to vertex v, and
we require that gv,2 − gv,1 + 1 = degi(v).

(c) All the gates numbered (x − 1) · (mi) + y is assigned to vertex v for each x ∈
[2 · s(n, mi)], gv,1 ≤ y ≤ gv,2 if such a gate exists.

The total number of gates in each layer is at most mi · s(n, mi), so, all the gates
are assigned to some vertex. Each vertex v can also be made to know the integers
gv,1 and gv,2 with arguments similar to assigning gates in the input layer: the root
picks a contiguous segment of length equal to its degree for itself starting from 1, then
partitions the rest of the gates among its subtrees based on the number of edges. This
step is performed recursively in each subtree. Totally in O(log(n) · ϕ−2) rounds, each
vertex v knows gv,1 and gv,2 and hence, all the gates that are assigned to it.

Next, we show how the vertices can communicate to each other the output of the gates they
are assigned to.

Routing gate outputs. The vertices simulate the circuit layer by layer starting from the
input layer. We prove that this simulation is possible by induction. For the base case, we
know that the value of all the gates in the input layer is known to the vertices to which the
gates are assigned to trivially. For the induction hypothesis, let us assume that the output
of all the gates in layer j−1 is known to the vertices that they are assigned to. We will show
that the output of all these gates in layer j − 1, once found, can be routed to the vertices
that are assigned the gates in layer j that they feed into.

Only for the purpose of routing the output of gates in each layer, we assume that each
vertex v ∈ Vi has degi(v) many identities: all integers from gv,1 to gv,2 (including gv,1 and
gv,2). The identities of each vertex can be specified by O(log mi) bits gv,1, gv,2 ≤ mi. The
vertices can send all their identities to their neighbors in 1 additional round.

The vertices use the preprocessing routine for the routing algorithm, which can be run
in Prou(n) rounds. Next, for each gate g, the vertex v that g is assigned to needs to send the
output of g to O(1) many vertices, which are assigned the gates in layer j that g feeds into.
The identities of these vertices are known to v as it knows circuit Cn,mi

(if the gate number
is g, (g − 1) mod mi + 1 is the identity of the vertex that g is assigned to) and the output
of each gate is also only 1 bit. The total number of gates assigned to each vertex v is at
most s(n, mi) · 2 · degi(v), this can be viewed as O(s(n, mi)) many instances of the routing
problem, each of which takes Qrou(n) ·O(log n · ϕ−2).4

4Here, we assign multiple identites to each vertex, to have a total of degi(v) many identites each, and
we claim the routing algorithm can still be run correctly. This can be easily seen by performing the routing
algorithm on another graph with mi vertices: a replacement product of the original graph in cluster Vi with
a family of O(1)-regular low-degree expanders of conductance Ω(1). Each vertex in the new graph will have
a unique identity from [mi], and any round of a CONGEST algorithm can be simulated in the original graph
in cluster Vi. Refer to Section 4 and Proposition 4.2 of [ASW19] for details on replacement products and
the fact that the mixing time increases by at most an O(1) factor, respectively.
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This routing process is repeated till the last layer of the circuit, and if a triangle is
found in graph Gi the vertex with the output gate of the circuit outputs the existence of the
triangle, and the algorithm terminates.

Recursion. If there is no triangle found in any of the clusters, all the edges (u, v) where
u, v are two good nodes inside the same cluster, i.e., u, v ∈ Vi for some i ∈ [ℓ] are removed.
(Note the definition of a good node is with respect to the cluster it belongs to.) First, we
argue that we remove at least (1− 3ε) ·m edges.

We know by the parameters on the expander decomposition that the total number of
inter-cluster edges is at most ε ·m. We will argue that each edge (u, v) with u, v ∈ Vi that is
not removed can be charged to an inter-cluster edge, so that each inter-cluster edge receives
at most two charges. This will prove that the total number of edges left is at most 3 · ε ·m.
Let (u1, v), (u2, v), . . . , (ua, v) be all the edges incident to some bad node v in cluster Vi with
uj ∈ Vi for all j ∈ [a]. We know that v has at least a many edges to vertices outside cluster
Vi by the definition of bad nodes. We charge each of these edges to one such inter-cluster
edge incident on v, so that each inter-cluster edge receives at most one charge. Globally,
each inter-cluster edge (x, y) receives at most two charges, as it receives at most one charge
from each of its end-points.

We have shown that at least half the edges are removed, and we recurse on the remain-
ing network by computing another expander decomposition and circuit simulation. This
recursion is done till there are only O(1) edges left in the graph, wherein the existence of a
triangle can be detected trivially in O(1) rounds. The total number of levels of recursion is
at most log m/(log(1/3ε)).

Correctness. It is easy to see that if the algorithm outputs the existence of a triangle,
there is a triangle in the graph, as the outputs of the circuits are correct. The edges we
remove at each level of the recursion are incident on two good nodes from the same cluster
Vi. The only way such an edge (u, v) can be a part of a triangle is if there exists some vertex
w ∈ V with (u, w), (v, w) ∈ E. However, when the circuit is simulated in Vi, the edges
(u, w) and (v, w) would be included as a part of the input, as u, v are good nodes. Hence
the existence of a triangle would be detected by the circuit. Therefore, when the algorithm
declares that there is no triangle after all the levels of the recursion, no triangle exists in the
graph.

Total number of rounds. The number of levels of the recursion is O((log n)/(log(c2/3))).
Assuming Texp(ε, ϕ, n), Prou(n), Qrou(n), s(n, m) and d(n, m) are increasing functions in n, m,
each level of the recursion takes:

(i) Texp(ε, ϕ, n) rounds to compute the expander decomposition.

(ii) O(log n · ϕ−2) rounds to propagate the required information to all the nodes in each
cluster before circuit simulation.

(iii) Prou(n) ·O(log n ·ϕ−2) pre-processing time before circuit simulation via routing requests
(as τmix = O(log n · ϕ−2)).
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(iv) O(s(n, m)) ·Qrou(n) ·O(log n ·ϕ−2) rounds to compute one layer of the circuit, repeated
for d(n, m) many layers.

This completes the proof.

The following result now establishes the barrier for proving CONGEST lower bounds.

Proposition B.4.2. If there exists a large enough constant c > 0 and integer n0, such
that for all n ≥ n0 triangle detection in CONGEST requires nc/ log log n rounds, then there
is an explicit function f : {0, 1}N → {0, 1} such that the following is true. There exists
integer N0 such that for all N ≥ N0, there exists no family of circuits computing fN with
depth O(log N), constant fan-in, constant fan-out and size N1+c′/ log log N for some constant
c′ depending on c only.

Proof. The proof is a direct application of Lemma B.4.1 and the results of Propositions B.2.3
and B.3.2.

Firstly, in Proposition B.2.3, we set ϕ = log−ccond(n)/6. This gives:

Texp(ϕ · logccond(n), ϕ, n) ≤ (log n)cexp · ϕ−4

=⇒ Texp(1/6, (log n)−ccond , n) ≤ (log n)cexp+4ccond .

This also sets the mixing time of the clusters as O(1) · (log n)2ccond+1, by Eq (B.1).
Next, we set parameter k in Proposition B.3.2 to be k = log log n/100(cQ + cP). This

gives:

Prou(n) ≤ O(log log n) · (n400(cQ+cP)/ log log n · (log n)log log n) ≤ n(2+400(cQ+cP))/(log log n),

Qrou(n) ≤ O(1) · (log n)log log n ≤ n1/ log log n,

for large enough n.
Let N := 2m log n, and fN be the function that takes as input m edges, each represented

by 2 log n bits for both the end-points, and computes whether there is a triangle in the input
graph. Given a circuit of depth O(log N) = O(log n), and size s(n, m), by Lemma B.4.1,
there is an algorithm that solves triangle detection in CONGEST in

(Texp(1/6, (log n)−ccond , n) + O(log2ccond+1 n) · (Prou(n) + Qrou(n) · s(n, m) · d(n, m))) ·O(log n)
= nO(1/ log log n) · s(n, m). (by our equations above, and depth O(log n))

By our premise, we get s(n, m) ≥ nc′/ log log n for some constant c′, which is a function of c.
This proves that the size of the circuits is at least m · nc′/ log log n ≥ m1+Ω(1/ log log m), for an
explicit function on at least N = Θ(m log m) bits.

Barrier aspect of Claim B.4.2. We can now provide the main message of this appendix.
Claim B.4.2 implies a barrier because of the following: the current lower bounds in circuit
complexity on the size of a circuit with constant fan-in and fan-out computing an explicit
function on N bits using arbitrary Boolean operator gates in O(log N) depth is (3+1/86)N−
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o(N) (see [GKW21]). Obtaining any superlinear lower bound on the size of such circuits has
been a major open problem in complexity theory for decades. A lower bound of nΩ(1/ log log n)

rounds in CONGEST for triangle detection then implies an N1+Ω(1/ log log N) size lower bounds
for an explicit problem (detecting a triangle) on above circuits, way above the longstanding
Θ(N) threshold of existing lower bounds.

Remark B.4.3. Claim B.4.2 identifies nΩ(1/ log log n) rounds as a barrier for proving dis-
tributed CONGEST lower bounds for triangle detection. However, the arguments here can
imply even more.

It is plausible that the runtime of the expander routing in Definition B.3.1 (which is the
bottleneck here) can be improved much beyond what is currently known. In fact, it is possible
that these problems can be solved in polylog(n) rounds in CONGEST. Thus, in absence of a
lower bound that rules out possibility of such an algorithm for expander routing, any lower
bound for distributed triangle detection of the form Ω(logc (n)) rounds, for some sufficiently
large constant c > 1, has the potential of breaking current circuit complexity barriers.

As a result, we believe that at this stage, namely in absence of a concrete lower bound on
Definition B.3.1 for the parameters mentioned earlier, the limit of one can realistically hope
for an unconditional lower bound for distributed triangle detection is polylog (n) and even
Ω(log n) rounds.
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