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Abstract

Large language models (LLMs) have made remarkable progress in general-purpose code
generation, but they continue to struggle with visualization coding, generating executable code
that produces accurate and semantically consistent plots. Visualization coding requires alignment
across language, data, and rendered outputs, where execution success is non-binary and semantic
correctness cannot be ensured by syntax alone. Existing instruction-tuning datasets rarely include
runtime validation or feedback-based supervision, leading to fragile and unreliable plot generation.
This thesis advances the development of visualization coding agents that can generate, execute,
and iteratively refine visualization code grounded in execution feedback.

We first present VisCode-200K, a large-scale instruction-tuning dataset for Python-based
visualization and self-correction. It contains over 200K examples from two sources: (1) val-
idated plotting code from open-source repositories, paired with natural language instructions
and rendered plots; and (2) 45K multi-turn correction dialogues from Code-Feedback, enabling
models to revise faulty code using runtime feedback. We fine-tune Qwen2.5-Coder-Instruct on
VisCode-200K to create VisCoder, and evaluate it on PandasPlotBench. VisCoder significantly
outperforms strong open-source baselines and approaches the performance of proprietary mod-
els like GPT-4o-mini. A self-debug evaluation protocol further demonstrates the benefits of
feedback-driven learning for executable and visually accurate code generation.

Building on this foundation, we extend the approach to a multi-language setting. We intro-
duce three complementary resources for advancing visualization coding agents: VisCode-Multi-
679K, a large-scale supervised dataset comprising 679K validated executable visualization sam-
ples and multi-turn correction dialogues, covering 12 programming languages; VisPlotBench, a
benchmark for systematic evaluation featuring executable tasks, rendered outputs, and protocols
for both initial generation and multi-round self-debug; and VisCoder2, a family of multi-language
visualization models trained on VisCode-Multi-679K. Experiments show that VisCoder2 signif-
icantly outperforms strong open-source baselines and approaches the performance of proprietary
models like GPT-4.1, reaching 82.4% overall execution pass rate at the 32B scale, particularly in
symbolic or compiler-dependent languages such as LaTeX, LilyPond, and Asymptote.

Together, VisCoder and VisCoder2 form a coherent research trajectory towards reliable, gen-
eralizable visualization coding agents. By integrating executable supervision, semantic ground-
ing, and feedback-based refinement across languages, this thesis establishes methodological and
resource foundations for future systems capable of robust, self-correcting visualization code
generation in real-world analytical workflows.
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Chapter 1

Introduction

Large language models (LLMs) have achieved remarkable progress in general-purpose code
generation [2, 14, 16], enabling the translation of natural language into executable programs
across diverse domains. However, one of the most visually grounded and commonly encountered
tasks in data analysis, generating code that produces accurate and semantically consistent plots,
remains a persistent challenge. Given a chart description or a tabular dataset, current models often
generate code that appears syntactically correct but fails during execution, producing blank or
malformed �gures or visuals that deviate from the intended semantics [7, 51, 3, 58]. Visualization
code generation is inherently multimodal, requiring semantic alignment across language, data,
and rendered imagery. Execution correctness is not binary: a script may run successfully yet fail
to convey the intended visual meaning. Across programming languages, diverse plotting libraries
introduce further complexity, as their heterogeneous APIs create intricate dependencies among
data, layout, and style [17, 49, 18]. These challenges motivate the development ofvisualization
coding agents, systems that can generate executable visualization code, verify its correctness
through execution, and iteratively re�ne it based on feedback.

Despite substantial advances in instruction tuning, existing LLMs still lack the robustness
and supervision required for reliable visualization code generation. Most available datasets and
models are limited to a single programming language, typically Python, and rarely incorporate
runtime validation or multi-turn correction. Many examples fail to execute successfully, and
even when they do, the rendered results often diverge from textual intent. The absence of
explicit visual grounding and feedback-based re�nement prevents models from self-correcting
their outputs. Building e�ective visualization coding agents therefore requires datasets and
evaluation protocols that integrate executable supervision, semantic grounding, and iterative
feedback, which are not yet satis�ed by existing resources.
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As Python is the most widely used language for visualization tasks, we introduceVisCoder,
which focuses on executable Python visualization code generation, systematically explored within
a single-language setting. We constructVisCode-200K, a large-scale instruction-tuning dataset
containing over 200K examples drawn from two complementary sources: validated Python
visualization code paired with rendered plots, and multi-turn correction dialogues collected from
real debugging traces [62]. Models trained on VisCode-200K learn both single-round generation
and multi-round re�nement through execution feedback. To enable self-debugging behavior, the
evaluation protocol on PandasPlotBench [9] is extended to allow iterative correction based on
runtime feedback. Our experiments show that VisCoder substantially outperforms competitive
open-source baselines. VisCoder-3B and 7B achieve average execution pass rate improvements
of 19.6 and 14.5 points over Qwen2.5-Coder [16]. Under self-debug mode, it reaches over 90%
execution pass rate on Matplotlib and Seaborn. Compared to proprietary models, VisCoder-7B
surpasses GPT-4o-mini[35] on both Seaborn and Plotly under the default setting, and approaches
GPT-4o[36] performance on both libraries after self-debugging. At 3B scale, it outperforms GPT-
4o-mini on Seaborn and narrows the gap in other libraries. These results demonstrate the impact
of combining domain-speci�c instruction tuning with feedback-driven correction for grounded
visualization code generation.

Figure 1.1: Overview of VisCoder2. We present three components: 1)VisCode-Multi-679K: a
dataset of 679K executable visualization samples and multi-turn correction dialogues, spanning
12 programming languages; 2)VisPlotBench: spanning eight languages with natural language
instructions, executable code, and rendered outputs; 3)VisCoder2: a family of visualization
coding agents that iteratively execute, render, and self-debug, approaching the performance of
proprietary models.

The success of VisCoder in Python demonstrates the e�ectiveness of visual-semantic align-
ment and feedback-driven re�nement, but current research remains limited to a single lan-
guage without systematic exploration across multiple programming environments. Building on
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this foundation, we proposeVisCoder2, towards building multi-language visualization coding
agents, as shown in Figure 1.1. First, we presentVisCode-Multi-679K, a large-scale supervised
instruction-tuning dataset comprising 679K executable visualization and code-correction samples
across twelve programming languages. VisCode-Multi-679K combines validated visualization
code extracted from diverse open-source repositories [28, 56, 41] and multi-turn dialogues that
teach models to revise faulty code based on execution feedback [62]. Second, we propose
VisPlotBench, a benchmark for evaluating visualization coding agents across eight languages.
VisPlotBench provides carefully curated, executable tasks with natural language instructions and
rendered outputs, along with a standardized evaluation protocol for both initial generation and
multi-round self-debug [9]. Finally, we trainVisCoder2, a family of multi-language visualization
models built on VisCode-Multi-679K. VisCoder2 substantially outperforms size-matched open-
source baselines [16, 14, 34] and closes much of the performance gap with proprietary models
such as GPT-4.1 [8]. Experiments show that iterative self-debug yields further improvements,
reaching 82.4% at the 32B scale, which is on par with GPT-4.1 and surpasses GPT-4.1-mini,
particularly bene�ting symbolic or compiler-dependent languages such asLilyPond , LaTeX,
andAsymptote. Together,VisCode-Multi-679K, VisPlotBench, andVisCoder2 establish a
foundation for building and evaluating visualization coding agents that operate reliably across
diverse programming languages and real-world visualization tasks.

Overall, VisCoder and VisCoder2 form a continuous line of research aimed at building reliable
visualization coding agents. The �rst stage veri�es the feasibility of executable supervision
and feedback-driven learning within a single-language setting, while the second extends these
principles to a multi-language environment with standardized evaluation. Through these two
stages, the work systematically demonstrates the value of integrating execution feedback and
semantic grounding in visualization code generation, providing both methodological and resource
foundations for future research on scalable and generalizable visualization coding agents.
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Chapter 2

Background

This chapter reviews prior work that underpins our study of visualization-oriented code generation.
We �rst summarize research on using large language models to produce visualization code from
natural language instructions, then discuss execution feedback and self-debugging techniques
for improving code reliability, and �nally examine existing visualization benchmarks that target
executable and semantically grounded evaluation. These threads together provide the context and
motivation for the two-stage approach developed in the following chapters.

2.1 LLMs for Visualization Code Generation

Recent work has explored using large language models to generate visualization code from
natural language prompts [58, 3, 9]. Benchmarks such as MatPlotAgent and VisEval [58, 3]
evaluate model performance on structured NL2VIS tasks with paired chart speci�cations and
data previews, while PandasPlotBench [9] provides a curated benchmark for assessing executable
visualization code generation across multiple plotting libraries. Plot2Code [50] and Chart-
Mimic [53] explore the reverse direction by generating code from visual inputs, using rendered
plots or chart images with instructions, and shift focus from textual reasoning to cross-modal
understanding. These studies highlight persistent challenges in semantic grounding, API correct-
ness, and robustness across di�erent plotting tasks. Broader evaluations have analyzed model
behavior across visualization types and libraries [48, 38], while speci�cation-based approaches
using Vega-Lite [51] and HTML [23] o�er alternate formulations that lack direct executability.
Beyond evaluation, systems such as LIDA [7] and VisPath [44] incorporate summarization, code
synthesis, and feedback-driven re�nement into end-to-end pipelines. Related e�orts have also
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extended visual code generation to structured domains such as parametric CAD modeling [25]
and mathematical animation [22], where outputs re�ect domain-speci�c constraints rather than
general-purpose charting semantics.

Most existing approaches, however, focus on single languages, particularly Python with
matplotlib or plotly [58, 3, 9, 45]. They typically support only one or two programming
languages, lack systematic execution validation, and often generate code that fails to run reliably.
Multi-language code generation e�orts in broader domains [28, 32] provide extensive language
coverage but lack the specialized knowledge required for visualization tasks, particularly for
domain-speci�c languages likeLaTeXfor mathematical plots orLilyPond for musical notation.
These limitations hinder model reliability, especially when generating code that must be both
syntactically correct and semantically faithful to the intended visualization. Our VisCode-
Multi-679K dataset addresses these limitations by providing validated, executable visualization
samples across twelve programming languages, enabling robust multi-language visualization
code generation with systematic quality control and execution veri�cation.

2.2 Execution Feedback and Coding Agents

Execution feedback has been widely explored as a supervisory signal for improving the reliability
of code generation. Prior work investigates using runtime traces to guide post-hoc re�nement [19,
4, 47, 60], or integrates such signals into training through reinforcement learning [10, 59]. Other
approaches emphasize multi-turn correction, where models revise faulty code using internal or
external feedback [31, 20, 62, 42], or simulate debugging work�ows with planning and agent
collaboration [13, 26]. Recent advances in coding agents have further emphasized iterative
development capabilities, where models can generate, execute, and re�ne code through multiple
rounds of feedback [21, 54]. Self-debug approaches leverage execution traces, error messages,
and runtime outcomes to guide automatic code correction [5, 31, 62, 59], while agent-based
systems extend these capabilities by incorporating planning, tool use, and collaborative debugging
work�ows [13, 26].

In the context of visualization, VisPath [44] and MatPlotAgent [58] explore chart re�ne-
ment using visual feedback from rendered outputs, while systems such as LIDA [7] integrate
limited feedback mechanisms in visualization work�ows. However, supervision grounded in
execution feedback or revision traces has rarely been used to train models for visualization code
generation, where runtime validity and semantic alignment remain central challenges. Our work
uniquely combines multi-language visualization generation with systematic self-debug, enabling
VisCoder2 to iteratively re�ne code across diverse programming environments, particularly ex-
celling in symbolic languages where execution validation is essential.
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2.3 Visualization Benchmarks

Existing visualization benchmarks focus predominantly on Python [9, 3, 58, 39] or declarative
speci�cations such as Vega-Lite and HTML [30, 29, 23], limiting their applicability across the
diverse programming environments used in real-world data analysis. While general code datasets
like The Stack v2[28] provide broad language coverage, they lack visualization-speci�c content
and execution validation. Most visualization benchmarks evaluate only single-turn generation,
failing to capture the iterative debugging work�ows that characterize practical visualization
development [44, 55, 55]. Without multi-language support and multi-round evaluation, exist-
ing benchmarks cannot assess whether models can handle the diverse toolchains and iterative
work�ows essential for real-world visualization tasks. VisCode-Multi-679K addresses these
limitations by providing the �rst large-scale dataset with execution-validated visualization code
across twelve programming languages, while VisPlotBench enables systematic evaluation of both
initial generation and multi-round self-debug capabilities across visualization tasks in multiple
languages.
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Chapter 3

Executable Python Visualization Code
Generation

Visualization code generation in Python provides a focused setting for examining the chal-
lenges of executable and semantically aligned plot synthesis. Python remains the dominant
language for data analysis and visualization, and its mature ecosystem of plotting libraries such as
matplotlib [17], seaborn[49], andplotly [18] o�ers a practical foundation for investigating
model reliability under real execution constraints.

In this chapter introduces theVisCode-200Kdataset and theVisCoder model series, which
enable instruction-tuned learning from executable plotting examples and multi-turn correction
dialogues grounded in runtime feedback. The following sections describe the dataset construction,
experimental setup, and main results, including comparisons with open-source baselines, analyses
of self-debug performance, and ablation studies on data composition.

3.1 VisCode-200K: A Python Visualization Instruction Tun-
ing Dataset

In this section, we presentVisCode-200K, a supervised instruction tuning dataset for Python-
based visualization and feedback-driven code correction. It is designed to support robust code
generation across diverse plotting libraries and to enable iterative re�nement through multi-turn
supervision.

VisCode-200K integrates two complementary sources of supervision. The �rst consists of
executable visualization code extracted from open-source Python repositories, covering a wide
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Figure 3.1: Data construction pipeline for VisCode-200K. We extract and �lter visualization
code blocks from open-source Python sources, validate their executability and plot rendering via
Jupyter-based runtime checks, and generate structured instructions paired with rendered plots.
We integrate multi-turn correction data from Code-Feedback during instruction construction to
support iterative re�nement.

range of real-world chart types, layouts, and plotting libraries. All samples are �ltered to ensure
runtime validity and compatibility with standard Python environments, exposing models to diverse
and realistic plotting practices. The second source comprises multi-turn Python dialogues from
the Code-Feedback dataset [62], which o�er supervision for revising faulty code in response to
execution errors. While not speci�c to visualization, these interactions are critical for modeling
realistic correction behaviors in iterative work�ows.

Figure 3.1 provides an overview of the VisCode-200K construction pipeline, which con-
sists of code �ltering, runtime validation, and structured instruction generation. The following
subsections detail each component.

3.1.1 Code Extraction from Public Repositories

To build a large corpus of executable Python visualization code, we source data from two
open datasets: the Python subset ofstack-edu1 [1] and the chart/table partitions ofCoSyn-
400K2 [57, 6]. From these corpora, we extract code that uses commonly adopted visualization
libraries, includingmatplotlib , seaborn and others, to ensure broad coverage of real-world
plotting styles. The construction pipeline consists of four stages: library-based �ltering, code
block extraction, runtime validation, and instruction generation.

Filtering and Code Block Extraction. For thestack-edusource, which contains a large col-
lection of Python code examples from educational contexts, we begin by applying library-based

1hf.co/datasets/HuggingFaceTB/stack-edu
2hf.co/datasets/allenai/CoSyn-400K
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�lters to identify approximately 1.7M samples that invoke common Python visualization libs.
Since most examples embed visualization logic within broader program contexts, we use GPT-
4o-mini [35] to extract minimal, standalone plotting blocks. During this process, we inject mock
data to replace missing inputs and ensure that each block can be executed in isolation. This
structural cleaning step yields code samples that re�ect realistic plotting usage while remaining
compatible with our runtime pipeline. After �ltering and reconstruction, we obtain roughly 1M
candidate blocks. To balance library distribution, we retain allseaborn and ohter samples and
randomly subsample a matching number ofmatplotlib examples, resulting in a curated subset
of 300K code blocks.

From CoSyn-400K, we extract 112K Python code snippets that include calls to one of the
target visualization libraries.CoSynprovides high-quality synthetic plotting code spanning a
wide range of styles, with well-rendered outputs and consistent structure. Unlikestack-edu, it
stores code and data separately, which requires reconstruction to enable runtime execution. We
synthesize runnable scripts by inserting inline annotations such as column headers and the �rst
data row to emulate realisticpandas.read_csv loading. When necessary, we append missing
plotting function calls to ensure that each script can execute fully within a notebook environment.

Runtime Validation. To verify executability, we run each code block in an isolated Jupyter
environment usingnbconvert with allow-error=False . We enforce a timeout and terminate
executions that hang or enter in�nite loops using a simulated keyboard interrupt. Only samples
that run successfully and generate a valid image �le are retained. This step yields 105K validated
plotting scripts fromstack-eduand 50K fromCoSyn-400K, each paired with its corresponding
output image.

Instruction Generation. To construct meaningful instructions for visualization code genera-
tion, we use GPT-4o [36] to synthesize instruction components based on each validated code
block and its corresponding plot. This enables the model to incorporate both structural code
features and visual semantics from the rendered image.

Each instruction consists of �ve components: (1) a brief setup description specifying the
programming language and visualization libraries used; (2) a data description summarizing the
tabular input and column semantics; (3) a data block indicating the input table, either as mock
data (forstack-edu) or a two-row preview (forCoSyn); (4) a high-level plot description outlining
axes and structural layout; and (5) a style description capturing colors, grid layout, and other
visual properties.

For stack-edusamples, mock data is extracted directly from the code block, where it was
inserted during preprocessing. ForCoSyn, where data is stored separately, we construct a
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compact preview using the �rst two rows of the table. The �ve components are then assembled
using a �xed template to form the �nal instruction:

[Plot Description]
[Setup]
[Data Description]
"The mock data shows below:" or "The first two rows of the data are shown
below:"
[Data]
[Plot Style Description]

This format enforces a consistent prompt structure across both data sources, providing models
with a clear description of the target plot as well as the data and style required to render it.

3.1.2 Multi-turn Instruction-following Dialogues with Execution Feedback

To train models with self-correction capabilities, we incorporate 45K multi-turn dialogues from
the Code-Feedback3 dataset [62]. These dialogues involve Python-based tasks, including user
instructions, model-generated code, and follow-up turns containing execution feedback or revision
prompts.

We begin with 56K Python dialogues and remove those with excessive length or turn count
to maintain consistency and reduce training complexity. The resulting 45K samples span diverse
Python tasks with realistic correction behaviors.

While not speci�c to visualization, these dialogues o�er valuable supervision for teaching
models to revise faulty code based on runtime signals and to reason over iterative interactions.
We integrate them into the instruction tuning corpus alongside the single-turn samples from
stack-eduandCoSyn, enabling models to learn both initial generation and multi-turn re�nement
strategies.

3.2 Experiment Setup

Training Setup. We �ne-tune Qwen2.5-Coder-Instruct [16] at two parameter scales: 3B and 7B.
This allows us to assess the generalizability of VisCode-200K across di�erent model capacities.

3hf.co/datasets/m-a-p/Code-Feedback
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Both models are trained for 3 epochs with a learning rate of5 � 10� 6, a warm-up ratio of 0.05,
and a cosine learning rate scheduler. We perform full-parameter tuning in b�oat16 precision on
8� A100 GPUs with a total batch size of 128, using SWIFT infrastructure [61].

Evaluation Setup. We evaluate models using PandasPlotBench [9], a benchmark designed to
assess the ability of language models to generate executable and semantically accurate visualiza-
tion code from tabular data descriptions. It contains 175 tasks spanning three widely used Python
plotting libraries:matplotlib , seaborn, andplotly .

Each task includes a natural language instruction and a preview of the input DataFrame. The
model is expected to generate Python code that produces a valid plot when executed according
to the instruction. The benchmark reports three metrics: (1)Incorrect Code Rate, the proportion
of outputs that fail to produce any plot; and two GPT-4o-judged scores: (2) a task-based score
measuring alignment with the instruction, and (3) a visual score assessing similarity to the
reference plot.

Among these metrics, Incorrect Code Rate provides only a coarse signal of success. It
indicates whether a plot is rendered, but does not capture execution errors if a �gure is produced.
As a result, blank or semantically meaningless outputs�such as plots with only axes�may be
misclassi�ed as correct. To address this issue, we introduce an additional metric:Execution
Pass Rate, de�ned as the percentage of outputs that execute without error.

Self-Debug Evaluation Mode. To evaluate a model's ability to recover from failure, we extend
the benchmark with aself-debug evaluation mode. In this setting, if the initial generation fails to
execute or does not produce a valid plot, the model is allowed up to rounds to iteratively revise
its output based on accumulated feedback.

At each round, only the tasks that remain unsolved from the previous attempt are reconsid-
ered. The model receives a multi-turn prompt constructed as a dialogue, including the original
instruction, its failed code response, and a follow-up message requesting correction based on the
execution error. Conditioned on this dialogue history, the model generates a revised version of
the code. Tasks are considered successfully �xed if the generated code executes without error
and produces a valid plot. These tasks are excluded from subsequent rounds.

We set = 3 for all experiments. After the �nal round of self-debug, each task is evaluated
based on its recorded �nal output, which is either the successfully revised version from an earlier
round or the last failed attempt if no �x was found. The resulting outputs are scored using the same
evaluation pipeline as in the default setting. The full procedure is summarized in Algorithm 1.
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Algorithm 1 Self-Debug Evaluation Protocol

1: Let � 0 be failed tasks from initial evaluation
2: for 8= 1 to  do
3: for each taskGin � 8� 1 not yet �xed do
4: Fix Gvia feedback-driven prompting
5: Evaluate the result of the revised code
6: if successfulthen
7: Mark Gas �xed & record output
8: else
9: RecordG's latest failed output

10: end if
11: end for
12: end for
13: Evaluate all tasks with �nal recorded outputs

This iterative process simulates a developer-style debugging loop and enables systematic
evaluation of the model's ability to recover from failure through multi-round code correction.

3.3 Main Results

We present the main experimental results on PandasPlotBench, including overall model compar-
isons, performance under the self-debug evaluation protocol, error type analysis, and a training
data ablation study. More detailed results are provided in Appendix A.4.

3.3.1 Overall Model Comparison

We evaluate VisCoder models against both proprietary and open-source language models to
assess executable visualization performance across scales and libraries. The proprietary group
includes GPT-4o [36], the strongest model in the original PandasPlotBench benchmark, and its
lightweight variant GPT-4o-mini [35]. Among open-source baselines, we compare LLaMA-3.2-
3B, LLaMA-3.1-8B [12], Qwen2.5-Instruct, and Qwen2.5-Coder-Instruct [46, 16], evaluated at
both 3B and 7B scales. VisCoder models are trained on VisCode-200K and �ne-tuned using the
same instruction tuning setup.

Table 3.1 summarizes model performance across the three plotting libraries. The following
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Table 3.1: Performance of selected models on the PandasPlotBench benchmark. For each model,
we report (1) execution pass rate (Exec Pass), (2) mean visual and task scores (Mean), and (3)
the proportion of samples scoring at least 75 (Good). The best-performing model in each scale
is shown inbold, and the second best isunderlined.

Model
Matplotlib Seaborn Plotly

Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75)
vis task vis task vis task vis task vis task vis task

GPT-4o 94.9 75 90 67% 93% 83.4 65 78 59% 80% 77.7 55 68 50% 70%
GPT-4o + Self Debug 99.4 77 93 69% 96% 92.6 69 84 63% 86% 97.7 68 84 61% 83%
GPT-4o-mini 88.6 68 86 59% 86% 62.3 45 57 41% 57% 69.1 48 52 42% 51%
GPT-4o-mini + Self Debug 97.7 72 92 65% 94% 72.0 47 60 43% 61%97.7 62 71 51% 67%

� 3B Scale

Llama-3.2-3B-Ins. 65.1 43 60 34% 55% 30.9 18 24 14% 21% 13.1 8 8 7% 8%
Qwen-2.5-3B-Ins. 74.3 55 68 49% 66% 58.3 43 58 33% 51% 30.9 19 23 17% 21%
Qwen-2.5-Coder-3B-Ins. 71.4 56 72 50% 69% 58.3 44 55 36% 51% 27.4 17 19 17% 18%

VisCoder-3B 81.7 60 69 53% 69% 73.7 48 65 38% 61% 60.6 38 45 32% 44%
VisCoder-3B + Self Debug 85.1 60 70 53% 69% 78.3 48 66 37% 62% 64.6 40 48 34% 47%

� 7B Scale

Llama-3.1-8B-Ins. 81.1 61 76 51% 74% 65.7 51 64 45% 63% 30.9 21 22 20% 21%
Qwen2.5-7B-Ins. 77.1 64 76 53% 75% 66.3 51 63 46% 62% 56.0 38 42 31% 40%
Qwen2.5-Coder-7B-Ins. 78.3 63 76 58% 75% 68.6 51 63 40% 62% 48.0 29 34 24% 31%

VisCoder-7B 87.4 66 78 60% 80% 76.6 57 70 50% 68% 74.3 48 60 41% 61%
VisCoder-7B + Self Debug 91.4 67 81 62% 83% 90.3 62 77 51% 75% 81.7 51 65 44% 65%

analysis focuses on execution success, task alignment, and visual �delity, highlighting VisCoder's
comparative strengths and remaining challenges.

Proprietary Models Remain Stronger. Proprietary models outperform open-source models
by a wide margin across all plotting libraries. GPT-4o achieves the highest execution pass rates
and the strongest judge-based scores, followed by its lightweight variant GPT-4o-mini. These
results indicate more reliable execution and better semantic alignment with task instructions,
particularly in complex visualization settings. In contrast, open-source models such as LLaMA
and Qwen2.5-Instruct consistently underperform across all metrics. This reinforces the gap
between proprietary and open-source systems on execution-sensitive and semantically grounded
code generation.

Plotly Presents Harder Challenge. Performance di�ers across plotting libraries. While most
models perform reliably onmatplotlib andseaborn, results onplotly are markedly lower,
especially for open-source models. Execution pass rates often fall below 35%, and task and
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visual scores drop accordingly. Generated plots frequently fail to re�ect the intended semantics
or produce complete visuals. This suggests thatplotly 's verbose syntax and less represented
API structure pose greater challenges for current models.

VisCoder Closes the Open-Source Gap.VisCoder models consistently outperform their un-
tuned Qwen2.5-Coder baselines across all libraries. At 3B, VisCoder improves both execution
success and semantic alignment, with larger gains onplotly and seaborn, where baseline
generations often fail to capture visual intent. At 7B, VisCoder outperforms GPT-4o-mini on
both seaborn and plotly , while remaining slightly behind onmatplotlib . These results
demonstrate that domain-speci�c instruction tuning improves functional reliability and output
�delity, especially in libraries with more complex plotting structures.

Self-Debug Further Boosts Performance. GPT-4o demonstrates strong self-debugging ability,
reaching near-perfect execution pass rates after multiple rounds of correction. VisCoder models
also improve substantially under this protocol. VisCoder-7B surpasses 90% execution success on
bothmatplotlib andseaborn, with especially large gains on the latter. Task and visual scores
improve consistently across rounds. These results show that VisCoder can generalize from its
training data to re�ne failed outputs over multiple attempts, even without task-speci�c debugging
supervision.

3.3.2 Self-Debug Evaluation Results

To analyze the dynamics of self-debugging, we track execution pass rates over multiple correction
rounds by evaluating GPT-4o and GPT-4o-mini as proprietary baselines, alongside VisCoder
models at 3B and 7B scales. To isolate the e�ects of instruction tuning, we also include untuned
Qwen2.5-Coder models at matching sizes. Figure 3.2 shows execution pass rates from the
initial generation (Attempt 0) through three rounds of self-debugging (Attempts 1�3), presented
separately for each plotting library. Detailed breakdown of pass rates per model and library is
provided in Appendix A.2.

Self-debug is broadly e�ective. Execution pass rates increase steadily over self-debug rounds
for most models and libraries, indicating the overall e�ectiveness of the protocol. The �rst attempt
typically yields the largest improvement, with smaller gains in subsequent rounds. This pattern
suggests that a simple retry mechanism informed by execution feedback can recover a substantial
portion of initial failures.
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(a) Matplotlib (b) Seaborn (c) Plotly

Figure 3.2: Execution pass rateacross self-debug rounds (Attempt 0�3), shown separately
for three plotting libraries. Attempt 0 corresponds to the default output, while Attempts 1�3
represent subsequent correction rounds. Model groups are color-coded, with solid and dashed
lines used to distinguish paired models. VisCoder models improve consistently across rounds,
with VisCoder-7B gradually closing the gap to GPT-4o onseaborn. Y-axis ranges are scaled
per subplot to match library-speci�c score distributions.

VisCoder yields stable behavior. Compared to their Qwen2.5-Coder baselines, VisCoder
models show smaller per-round gains in execution pass rate but consistently achieve higher �nal
performance. This suggests that VisCoder tends to generate stronger initial outputs and applies
more stable corrections across rounds. The e�ect is most pronounced with VisCoder-7B on
seaborn, where execution rates increase steadily and approach GPT-4o by the �nal attempt.

Failures remain across models. Even the strongest model GPT-4o does not reach perfect
execution rates after self-debugging. Onseaborn, its performance plateaus after three rounds,
leaving a non-trivial portion of failures unresolved. In contrast, VisCoder-3B stands out among
small-scale models. It surpasses GPT-4o-mini onseaborn and performs competitively across
other libraries. Meanwhile, we observe that smaller models tend to reach their performance
ceiling more quickly, exhibiting smoother but more limited improvements across rounds.

3.3.3 Error Analysis

To examine the error recovery behavior of VisCoder-7B, we analyze how execution error counts
transition before and after self-debugging. Table 3.2 summarizes four representative error types,
grouped by plotting library. A detailed breakdown by model and debug round is provided in
Appendix A.3.
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Table 3.2: Execution error count transitions for VisCoder-7B across four representative error
types, segmented by plotting library. Each value shows the transition from the initial to the
post-debugging error count (X� Y).

Error Type Matplotlib Seaborn Plotly

AttributeError 5! 2 15! 2 5 ! 1
TypeError 7! 5 8 ! 4 3 ! 1

KeyError 1! 1 0 ! 0 1 ! 1
ValueError 4! 5 8 ! 7 29! 23

E�ective Recovery from Structural Errors. VisCoder-7B demonstrates strong self-correction
ability on shallow, structural errors.AttributeErrorsin Seaborn are reduced from 15 to 2, and
TypeErrorsin Plotly from 3 to 1. These failures typically result from incorrect method calls,
invalid argument types, or simple syntax mistakes, and are often accompanied by clear diagnostic
messages. As illustrated in Figure A.2 and Figure A.4, VisCoder can reliably correct such cases
using runtime feedback, frequently producing valid plots on retry.

Persistent Failures in Semantic Execution Errors. Semantic execution errors such asKey-
Error andValueError remain di�cult to resolve (Figure A.6). On Plotly,ValueErrorsdecrease
from 29 to 23 across three rounds of correction, but a substantial number still remain. Meanwhile,
KeyErrorsshow no improvement, remaining at 1 throughout. These failures are often caused by
invalid trace con�gurations or mismatched array lengths and typically require reasoning over the
input data structure. However, the model does not dynamically reassess the DataFrame during
self-debug, leading to retries that rely on faulty assumptions. Compared to structural errors,
semantic failures are less localized and more di�cult to resolve through symbolic correction
alone.

3.3.4 Training Data Ablation

We assess the contribution of each training data source in VisCode-200K through a controlled
ablation study, including two reference points: the model trained on the full VisCode-200K dataset
and the untuned Qwen2.5-Coder-7B-Instruct baseline. Separate Qwen2.5-Coder-7B models
are �ne-tuned on subsets fromstack-edu, CoSyn-400K, and Code-Feedback, using the same
instruction tuning setup as the full con�guration. All models are evaluated on PandasPlotBench
under both default and self-debug modes. Table 3.3 shows execution pass rates across the three
plotting libraries.
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Table 3.3: Execution pass rates of Qwen2.5-Coder-7B models trained on individual subsets of
VisCode-200K. Each model is evaluated across three libraries under both default (7) and self-
debug (4 ) modes.

Model Self-Debug Matplotlib Seaborn Plotly

Qwen2.5-Coder-7B-Ins
7 78.3 68.6 48.0
4 83.4 86.3 71.4

+ Stack-Edu-105K
7 66.3 55.4 49.7
4 72.0 69.7 61.1

+ CoSyn-50K*
7 0.0 0.0 5.7
4 0.0 0.0 6.3

+ Code-Feedback-45K
7 88.0 44.0 62.9
4 90.9 59.4 77.7

+ VisCode-200K
7 87.4 76.6 74.3
4 91.4 90.3 81.7

Stack-Edu provides moderate generalization. Using the subset fromstack-edu results in
modest gains over the baseline inplotly under the default setting (+1.7), but leads to signi�cant
drops onmatplotlib andseaborn (�12.0 and �13.2). Self-debug improves pass rates across all
libraries compared to their respective defaults, yet all scores remain below the untuned baseline.
These results suggest that while stack-edu o�ers broad task coverage, it lacks the structural
supervision and feedback-guided correction patterns needed for robust generalization.

CoSyn fails to generalize. The subset fromCoSyn-400Kfails to support e�ective instruction
tuning for this task. Execution pass rates remain near zero across all libraries, and self-debug
yields no meaningful improvement. Generated outputs often exhibit decoding instability, in-
cluding repeated sequences, empty completions, or irrelevant boilerplate. A key reason is the
homogeneous structure of the source data: all samples follow a �xed format consisting of imports,
function de�nitions, and single function calls, which severely limits structural diversity during
training. Combined with the synthetic and non-executable nature of the examples, this makes the
single CoSyn subset ill-suited for executable visualization code generation.

Code-Feedback enhances structure but lacks breadth.The subset fromCode-Feedback
improves execution reliability onmatplotlib andplotly in the default setting, outperforming
the baseline by 9.7 and 14.9 points, respectively. These gains suggest that examples grounded
in execution feedback help the model generate structurally valid and complete code. However,
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performance onseaborn remains low (44.0), and gains onplotly are limited compared to the
full model. This re�ects the general-purpose nature of the source data, which is not designed
for visualization and lacks the task-speci�c grounding needed for broader transfer. Self-debug
improves pass rates across libraries, but overall performance remains below that achieved with
our full VisCode-200K dataset.

Full data o�ers complementary gains. The full VisCode-200K dataset yields the most consis-
tent execution improvements across all plotting libraries and evaluation modes. Its performance
under self-debug is particularly robust, with high pass rates maintained across structurally diverse
tasks. These results reinforce the importance of domain-speci�c instruction tuning and multi-turn
correction data for building reliable visualization-capable models.
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Chapter 4

Multi-Language Visualization Coding
Agents

The exploration of executable visualization code generation in Python establishes that instruction
tuning and feedback-driven correction can signi�cantly enhance model reliability. However, real-
world visualization work�ows rely on diverse programming ecosystems that span imperative,
declarative, and symbolic paradigms. Languages such asVega-Lite , LaTeX, LilyPond , and
Asymptote di�er substantially in syntax, rendering logic, and execution environment, posing
unique challenges for general-purpose coding models. To achieve broad applicability, visual-
ization coding systems must generalize across these heterogeneous languages while maintaining
executable validity and visual consistency.

Building on the �ndings from the Python-based exploration, this chapter investigates visual-
ization coding in a multi-language setting and presents the datasets, benchmarks, and models that
enable cross-language evaluation. We constructVisCode-Multi-679K, a large-scale instruction-
tuning dataset containing executable visualization and correction samples across twelve program-
ming languages, and we designVisPlotBench, a benchmark that enables consistent evaluation of
code execution, rendering accuracy, and iterative self-debugging across languages. Using these
resources, we train theVisCoder2family of models and analyze their performance across a range
of visualization paradigms.

The following sections describe the dataset and benchmark construction, experimental con�g-
uration, and comprehensive results, including cross-language comparisons, self-debug improve-
ments, and error analyses.
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4.1 VisCode-Multi-679K: A Visualization Instruction Tuning
Dataset Across Twelve Programming Languages

Figure 4.1: Data construction pipeline for VisCode-Multi-679K. We collect code blocks across
twelve programming languages from open-source repositories, including large-scale code cor-
pora, synthetic visualization datasets, and domain-speci�c diagram collections. We validate
executability and render outputs through Jupyter-based runtime checks, yielding instructions
paired with images. We integrate multi-turn dialogues fromCode-Feedbackto provide iterative
correction supervision.

We presentVisCode-Multi-679K, a supervised instruction tuning dataset for visualization
code generation and feedback-driven correction across twelve programming languages. The
dataset supports robust multi-language code generation and enables iterative re�nement through
multi-turn supervision, aligning with the needs of interactive visualization work�ows.

VisCode-Multi-679K uni�es two complementary sources of supervision. The �rst is a large
collection of executable visualization code extracted from open source repositories across twelve
programming languages, spanning diverse chart types, libraries, and real-world usage patterns.
Each sample is validated for runtime execution and paired with its rendered output, ensuring
reliable supervision for multi-language code generation. The second source is 66K multi-turn
dialogues from the Code Feedback dataset [62], which provide training signals for revising faulty
code based on execution feedback. Although these dialogues are not exclusively visualization-
oriented, they are essential for modeling realistic self-correction behaviors in iterative work�ows.

Figure 4.1 summarizes the construction pipeline of VisCode-Multi-679K, forming the raw
material for a four-stage process: library-based �ltering, code block extraction, runtime validation,
and instruction generation. The following subsections detail each stage.
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4.1.1 Code Extraction from Public Repositories

We construct VisCode-Multi-679K by drawing on three complementary open source corpora:
the-stack-v21 [28], svg-diagrams2 [41], andCoSyn-400K3 [57, 6]. These sources are complemen-
tary: the-stack-v2provides large-scale, diverse code across many languages, capturing realistic
visualization embedded in general programs;svg-diagramscontributes domain-speci�c SVG
samples focused on diagram rendering; andCoSyn-400Ko�ers synthetic but cleanly structured
visualization code spanning multiple languages. Together, they cover both natural and synthetic
usage across a wide range of languages and visualization styles. From each corpus, we extract
code that invokes widely used visualization libraries to capture real-world plotting practices.
These sources provide the raw material for a pipeline with four stages: library-based �ltering for
each language, code block extraction, runtime validation, and instruction generation.

Filtering and Code Block Extraction. For the-stack-v2[28], which contains approximately
900B tokens of code, we restrict our selection to two �ltered subsets:stack-edu4 [1] and the-
stack-v2-train-smol-ids5. stack-eduwas curated fromthe-stack-v2using a classi�er-based �ltering
strategy that retains only high-quality educational programming content.the-stack-v2-train-smol-
ids is a near-deduplicated subset further �ltered with heuristics and spanning 17 programming
languages. We �rst apply library-based �lters on these subsets to identify approximately 5.3M
visualization code candidates inPython, JavaScript , C++, TypeScript , HTML, andR. Because
most examples are embedded in broader program contexts rather than self-contained plotting
examples, we use GPT-4.1-mini [37] to extract standalone plotting blocks for each language.
When the original code does not include data, we inject mock inputs so that each block can execute
in isolation. This structural cleaning preserves realistic visualization usage while remaining
compatible with our runtime pipeline. After �ltering and reconstruction, we obtain roughly 900K
candidate blocks.

For svg-diagrams, which contains 182K domain-speci�c SVG samples focused on diagrams
from star-vector[41], we apply regular-expression �ltering to remove noisy data that lack width,
height, or other essential components. This step retains about 79K candidate blocks.

For CoSyn-400K, we select 408K visualization snippets across eight languages, including
Python, HTML, LaTeX, SVG, Asymptote, Mermaid, LilyPond , andVega-Lite . CoSyn-400K
provides synthetic but cleanly structured code spanning a wide range of styles, with well-rendered

1hf.co/datasets/bigcode/the-stack-v2
2hf.co/datasets/starvector/svg-diagrams
3hf.co/datasets/allenai/CoSyn-400K
4hf.co/datasets/HuggingFaceTB/stack-edu
5hf.co/datasets/bigcode/the-stack-v2-train-smol-ids
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outputs and consistent structure. Unlikethe-stack-v2, its Python andHTMLcode store logic and
data separately, which requires reconstruction for runtime execution. For languages requiring
reconstruction, we rebuild runnable scripts by inserting lightweight annotations such as column
headers and a data row to emulate realistic data loading. When necessary, we append missing
plotting function calls to ensure that each language can execute within a Jupyter notebook
environment.

Runtime Validation. To ensure executability, we run each candidate block in isolated Jupyter
environments.C++, JavaScript , andRare executed in dedicated kernels, while all other lan-
guages share the Python kernel. Each block is run withnbconvert usingallow-error=False
to enforce strict �ltering. We apply a �xed timeout and terminate runs that hang or enter in�nite
loops via a simulated keyboard interrupt. Only samples that execute successfully and gener-
ate valid image �les that are non-monochrome and larger than 10KB are retained. This step
produces 245K validated plotting scripts fromthe-stack-v2, 43K from svg-diagrams, and 322K
from CoSyn-400K, each paired with its rendered output. The detailed distribution is shown in
Table 4.1.

Table 4.1: Distribution of visualization code samples across languages and sources. The �nal
column reports per-language totals, and the �nal row reports per-source totals.

Language CoSyn-400K the-stack-v2 svg-diagrams Total

Python 66,052 120,902 - 186,954
HTML 75,315 59,915 - 135,230
LaTeX 124,039 - - 124,039
SVG 2,693 - 43,928 46,621
JavaScript - 28,807 - 28,807
Asymptote 22,539 - - 22,539
C++ - 16,776 - 16,776
R - 13,437 - 13,437
Mermaid 13,381 - - 13,381
LilyPond 12,093 - - 12,093
Vega-Lite 6,790 - - 6,790
TypeScript 6,315 - 6,315

Total 322,902 246,152 43,928 612,982
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Instruction Generation. To enable models to learn from both structural code features and
rendered visual outputs, we generate natural language instructions for each validated example
using GPT-4.1 [37]. This process ensures that supervision captures not only code syntax but also
the semantics of the corresponding visualization.

To capture both data semantics and visual design, each instruction is structured into �ve
components: (1) a brief setup description specifying the programming language and visualization
libraries used; (2) a description of either the underlying data (for data-driven code) or the visible
elements of the �gure (for non-data-driven code); (3) a data block that either contains a copied
data-generation line or a two-row preview, left empty for non-data-driven cases; (4) a high-level
output description that conveys the intended visualization conceptually; and (5) a style description
capturing colors, grid layout, and other visual properties. These components are assembled into
a �xed template:

[Output Description]
[Setup]
[Data/Visual Description]
"The data is shown below:" or None
[Data] or None
[Style Description]

This format enforces a consistent prompt structure across sources and languages, ensuring that
models receive a uni�ed description of the visualization target, its data, and its stylistic attributes.

4.1.2 Multi-turn Instruction-following Dialogues with Execution Feedback

VisCode-Multi-679K further includes over 66K multi-turn dialogues from theCode-Feedback6

dataset [62]. These dialogues cover programming tasks inPython, HTML, JavaScript ,R, and
other languages, with user instructions, model-generated code, and follow-up turns carrying
execution feedback or revision prompts.

Although not tailored to visualization, they provide essential supervision for teaching models
to revise faulty code based on runtime signals and to reason over iterative interactions. We
incorporate these dialogues into the instruction tuning corpus alongside single-turn samples
from stack-edu, the-stack-v2, svg-diagrams, andCoSyn-400K. This integration allows models to
practice both initial code generation and multi-turn re�nement strategies.

6hf.co/datasets/m-a-p/Code-Feedback
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4.2 VisPlotBench: Multi-Language Benchmark for Visualiza-
tion Coding Agents

Figure 4.2: Overview of VisPlotBench. The benchmark covers eight visualization languages
and contains 888 diverse visualization tasks, each combining a natural language instruction and
a rendered visual. Tasks are annotated with a Visual category and a Subtype, spanning 13
categories in total.

VisPlotBench is a benchmark for evaluating visualization coding agents across eight lan-
guages. Unlike prior e�orts that focus on a single language or speci�cation style, VisPlotBench
spans imperative libraries, declarative grammars, markup-based formats, and symbolic notations,
providing a standardized protocol for assessing both initial code generation and multi-round self-
debug.
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4.2.1 Overview

Existing visualization benchmarks are narrow in scope: most cover a single language, few
chart families, and no iterative debugging.VisPlotBench�lls these gaps with 888 tasks across
eight languages and 13 Visual categories (Figure B.1). The taxonomy spans common families
such as Bars, Lines, and Scatter, while adding rarely represented ones like Hierarchies, Music,
and Networks & Flows. Each task combines a natural language instruction, executable code,
and a rendered output, enabling execution-grounded evaluation. With its execute�render�score
protocol and multi-round self-debug loop, VisPlotBench provides the �rst systematic benchmark
for assessing visualization coding agents across languages and task types.

Table 4.2: Comparison with existing benchmarks. VisPlotBench provides executable, multi-
language tasks with natural language instructions, rendered outputs, and a standardized protocol
for both initial code generation and multi-round self-debugging.

Benchmark Coverage Self-debug Visual Category Num

VisEval [3] Python 7 4 2,524
MatPlotBench [58] Python 7 11 100
nvBench [30] Vega�Lite 7 4 25,750
nvBench 2.0 [29] Vega�Lite 7 5 7,878
Text2Vis [39] Python 7 10 1,985
PandasPlotBench [9] Python 7 10 175
PandasPlotBench-Enhanced [34] Python 4 10 175

VisPlotBench (ours) 8 languages 4 13 888

Table 4.2 positions VisPlotBench among representative benchmarks across four dimensions:
language coverage, visual categories, self-debug support, and dataset size. Earlier resources
remain narrow: focusing onPython or Vega-Lite , with limited chart types and no iterative
debugging. VisCoder introduced self-debugging for PandasPlotBench, while VisPlotBench gen-
eralizes this to eight languages, expands coverage to 13 categories, including Hierarchies, Music,
and Networks & Flows, and standardizes evaluation for systematic cross-language assessment.

4.2.2 Data Collection and Curation

We assemble 888 executable tasks from publicly available examples, library documentation,
and high-quality code snippets across eight programming languages. The tasks span 13 Visual
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categories and 116 Subtypes, covering common families such as Bars, Lines, and Scatter, as well
as underrepresented ones including Hierarchies, Music, and Networks & Flows.

Each candidate script is executed in an isolated runtime with language-speci�c kernels or
headless renderers. Tasks are retained only if execution succeeds and a valid image is produced.
We discard visually trivial outputs (e.g., near-monochrome images) and remove duplicates by
hashing rendered outputs and normalizing code. This process yields a pool of veri�ed code�image
pairs compatible with our evaluation pipeline.

Annotators then review veri�ed pairs, removing low-quality items such as unreadable or
degenerate plots. Each remaining task is annotated with a Visual category and Subtype from the
shared taxonomy shown in Table B.1 and Table B.2, with library-speci�c idioms added when
appropriate. A double-pass review with con�ict resolution ensures consistency across languages.

4.2.3 Task Construction

Each VisPlotBench task extends the veri�ed code�image pair with a structured natural language
instruction. To ensure consistency across languages, we adopt a �ve-part schema:Setup�
Plot Instruct� Data Instruct� Task Description� Style Description. This schema provides
a uni�ed template that re�ects both the semantic intent and the stylistic requirements of each
visualization.

Setup, Plot Instruct, andData Instructare authored separately for each language so that tasks
capture real usage, including syntax constraints, runtime notes, and data access conventions.
Task DescriptionandStyle Descriptionare generated with GPT-4.1 conditioned on the veri�ed
code and its rendered visual. TheTask Descriptionspeci�es the semantic intent and structural
elements required for correctness, while theStyle Descriptionsummarizes perceptual attributes
such as layout, annotations, label formatting, and color usage. Detailed authoring templates and
generation prompts are provided in Appendix B.1.2 and B.1.3.

The �nal instruction is the concatenation of the �ve components, producing a uni�ed input
format across languages. This design enables coding agents to condition on natural language
instructions paired with minimal data previews and generate executable code that satis�es both
the semantic and stylistic requirements of the task.

4.2.4 Evaluation Protocol

VisPlotBench adopts a standardizedexecute�render�score pipeline. Each submission is exe-
cuted in an isolated runtime with language-speci�c kernels or headless renderers, subject to strict
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timeouts and log capture. The process outputs three artifacts: rendered image, execution log and
metadata record, supporting execution-grounded and judgment-based evaluation.

Evaluation metrics extend those of PandasPlotBench and VisCoder.Execution Pass Rate
checks whether the code runs without error and produces a valid visualization.Task Score
measures instruction compliance using an LLM judge guided by semantic and structural rubrics,
andVisual Scoreassesses perceptual similarity between generated and reference outputs. Both
follow the GPT-based judging protocol of PandasPlotBench.

To assess iterative re�nement, VisPlotBench includes a multi-round self-debug protocol.
Unresolved tasks are revisited for up to three rounds, where the model receives the instruction,
its prior code, and an excerpt of the execution log before producing a revision. The �nal score
re�ects the best attempt, mirroring real-world correction loops and enabling systematic evaluation
of both baseline generation and feedback-driven recovery.

4.3 Experiment Setup

Training Setup. We �ne-tune Qwen2.5-Coder-Instruct [16] at four parameter scales: 3B, 7B,
14B, and 32B. This setup allows us to assess the generalizability of VisCode-Multi-679K across
capacities. All models are trained for 3 epochs with a learning rate of5 � 10� 6, a warm-up ratio
of 0.05, and a cosine scheduler. We perform full-parameter tuning inbfloat16 precision on
8� H100 GPUs with a total batch size of 64, using the SWIFT infrastructure [61].

Evaluation Setup. All evaluations are conducted on VisPlotBench using the standardized
protocol in Section 4.2.4. We report three metrics: Execution Pass Rate, Task Score, and Visual
Score, capturing executability, semantic alignment, and perceptual similarity. Models are also
tested under the self-debug protocol with up to three rounds of correction based on execution
feedback, assessing both baseline generation and recovery through iterative re�nement.

4.4 Main Results

We evaluate both proprietary and open-source models on VisPlotBench to compare execution
reliability across parameter scales, programming languages, and evaluation modes. Proprietary
references include GPT-4.1 [37] and its lighter variant GPT-4.1-mini [37], while open-source
baselines include DeepSeek-Coder [15], DeepSeek-CoderV2 [63], Qwen2.5-Coder [16], and
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VisCoder [34]. Our VisCoder2 models are trained on VisCode-Multi-679K using Qwen2.5-
Coder backbones at 3B, 7B, 14B, and 32B scales.

Table 4.3: Overall execution pass rate (%) of selected models on the VisPlotBench benchmark.
The best-performing model in each scale is shown inbold, and the second best isunderlined.

Model
Exec Pass

Overall

Python

(196)

Vega-Lite

(129)

LilyPond

(55)

Mermaid

(131)

SVG

(65)

LaTeX

(112)

Asymptote

(92)

HTML

(108)

GPT-4.1 63.4 64.3 84.5 43.6 68.7 95.4 31.3 21.7 89.8
GPT-4.1 + Self Debug 82.4 84.2 96.1 63.6 93.9 96.9 66.1 46.7 97.2
GPT-4.1-mini 58.9 64.8 84.5 16.4 51.9 95.4 29.5 23.9 86.1
GPT-4.1-mini + Self Debug 81.1 80.6 96.9 56.4 94.7 96.9 58.9 48.9 100.0

� 3B Scale

DeepSeek-Coder-1.3B-Ins. 32.3 29.1 53.5 30.9 63.4 7.7 4.5 13.0 36.1
Qwen2.5-Coder-3B-Ins. 45.8 34.2 68.2 3.6 74.1 75.4 17.9 18.5 62.0
VisCoder-3B 56.1 45.4 83.7 21.8 75.6 76.9 23.2 30.4 79.6

VisCoder2-3B 67.7 56.1 83.0 50.9 76.3 87.7 36.6 62.0 93.5
VisCoder2-3B + Self Debug 70.0 63.3 84.5 52.7 76.3 87.7 38.4 63.0 94.4

� 7B Scale

DeepSeek-Coder-6.7B-Ins. 46.4 39.3 79.8 7.3 91.6 96.9 18.8 0.0 22.2
Qwen2.5-Coder-7B-Ins. 51.2 41.3 76.0 5.5 77.9 92.3 25.9 13.0 64.8
VisCoder-7B 57.2 58.2 71.3 23.6 77.1 93.9 25.9 17.4 75.9

VisCoder2-7B 70.9 64.8 83.0 69.1 78.6 96.9 39.3 64.1 82.4
VisCoder2-7B + Self Debug 76.4 77.0 84.5 72.7 84.7 96.9 42.9 70.7 84.3

� 14B Scale

DeepSeek-Coder-V2-Lite-Ins. 55.3 47.5 75.2 49.1 69.5 93.9 29.5 20.7 64.8
Qwen2.5-Coder-14B-Ins. 59.5 50.0 83.0 25.5 74.8 98.5 30.4 25.0 83.3

VisCoder2-14B 72.1 65.3 93.0 54.6 81.7 89.2 42.0 56.5 90.7
VisCoder2-14B + Self Debug 78.4 78.1 94.6 63.6 86.3 90.8 45.5 66.3 94.4

� 32B Scale

DeepSeek-Coder-33B-Ins. 54.3 58.2 90.7 30.9 87.0 92.3 24.1 21.7 12.0
Qwen2.5-Coder-32B-Ins. 57.5 50.5 83.0 30.9 71.0 93.9 29.5 17.4 78.7

VisCoder2-32B 73.1 65.3 94.6 56.4 87.0 81.5 42.9 58.7 91.7
VisCoder2-32B + Self Debug 82.4 81.6 96.1 69.1 90.1 86.2 61.6 71.7 93.5

4.4.1 Overall Comparison

Table 4.3 summarizes execution pass rates for all models across eight visualization languages
and overall averages. The following analysis examines di�erences between proprietary and open-
source models, variation across languages, and the relative advantages of VisCoder2 under both
default and self-debug evaluation modes.
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Proprietary Models Remain Stronger. GPT-4.1 achieves 63.4% overall, the highest among
reference models, and GPT-4.1-mini follows closely. Both perform strongly on standardized
declarative or markup languages such asVega-Lite , SVG, andHTML, all above 84%. In contrast,
instruction-tuned open-source models remain far behind. At the 7B scale, Qwen2.5-Coder reaches
only 51.2% overall, with fewer than 30% onLaTeXand just 5.5% onLilyPond . Previous
VisCoder variants improvePython performance but fail to generalize across languages. These
results underline the substantial gap between proprietary and open-source models.

Cross-Language Variation. Performance di�ers sharply across visualization languages.Vega-Lite
andHTMLare close to saturation for most models, whilePython shows steady gains with scale. By
contrast, symbolic and compiler-dependent languages remain the most di�cult. Even GPT-4.1
achieves less than 45% onLilyPond and under 25% onAsymptote, and open-source baselines
fall much lower. This uneven landscape highlights that progress on symbolic grammars is the
key bottleneck for reliable multi-language visualization.

VisCoder2 Advantage. Across all scales, VisCoder2 consistently outperforms size-matched
open-source baselines. At 32B, it improves overall execution pass rate by approximately 15 points
compared with Qwen2.5-Coder and reaches parity with GPT-4.1. The only consistent shortfall
is onSVG, where VisCoder2 trails the strongest baseline by over 10 points. Overall, VisCoder2 is
the �rst open-source model to match proprietary reliability on executable visualization tasks.

E�ect of Self-Debug. Iterative correction consistently improves execution reliability across
model families and scales. Proprietary models bene�t strongly, and VisCoder2 follows the
same trend: at larger scales, overall execution rises by nearly ten points when self-debugging is
enabled. The e�ect is especially pronounced for symbolic and compiler-dependent languages
such asLilyPond , LaTeX, andAsymptote, where fragile syntax or compilation errors dominate.
Self-debugging enables the model to repair these shallow but frequent failures, allowing models to
resolve previously intractable failures into valid outputs. This demonstrates that feedback-driven
re�nement is not just a marginal improvement but a critical mechanism for tackling the hardest
visualization languages.

4.4.2 Task and Visual Score Analysis

We analyze Task Score and Visual Score on three representative languages that highlight di�erent
behaviors, as shown in Table 4.4:LaTeXillustrates execution�semantics mismatch,LilyPond
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shows the largest gains on symbolic grammars, andSVGexposes model�library sensitivity where
semantic and perceptual signals diverge. Results for all languages and scales are provided in
Appendix B.3.

Table 4.4: Performance of selected languages on the VisPlotbench benchmark. For each model,
we report (1) execution pass rate (Exec Pass), (2) mean visual and task scores (Mean), and (3)
the proportion of samples scoring at least 75 (Good). The best-performing model in each scale
is shown inbold, and the second best isunderlined.

Model
LaTeX (112) LilyPond (55) SVG (65)

Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75)
vis task vis task vis task vis task vis task vis task

GPT-4.1 31.3 18 26 13% 25% 43.6 14 38 5% 36%95.4 45 92 14% 94%
GPT-4.1 + Self Debug 66.1 38 56 25% 51% 63.6 17 54 5% 53% 96.9 45 93 14% 95%
GPT-4.1-mini 29.5 21 25 18% 25% 16.4 2 12 0% 11%95.4 41 86 11% 86%
GPT-4.1-mini + Self Debug 58.9 35 50 23% 49% 56.4 14 42 0% 35% 96.9 42 88 11% 88%

Qwen2.5-Coder-7B-Instruct 25.9 11 15 6% 8% 5.5 0 3 0% 4%92.3 23 58 0% 40%
VisCoder2-7B 39.3 15 23 6% 15% 69.1 16 52 2% 45% 96.9 34 73 3% 62%
VisCoder2-7B + Self Debug 42.9 16 24 6% 15% 72.7 17 55 2% 45% 96.9 34 73 3% 62%

Qwen2.5-Coder-32B-Instruct 29.5 14 25 9% 27% 30.9 5 22 2% 18%93.9 34 81 3% 75%
VisCoder2-32B 42.9 20 35 11% 34% 56.4 14 39 2% 27% 81.5 33 68 11% 63%
VisCoder2-32B + Self Debug 61.6 28 45 14% 42% 69.1 16 48 2% 35% 86.2 34 71 11% 66%

LaTeX: Execution�Semantics Mismatch. Models often capture the intended structure of a
�gure but fail to compile reliably. For example, GPT-4.1 improves from 31.3% to 66.1%
execution pass rate with Self-Debug, while task scores remain around 50 even when execution
fails. VisCoder2 raises execution and task scores compared with baselines, but compilation errors
remain frequent. This pattern indicates that semantic alignment does not always translate into
successful rendering.

LilyPond: Symbolic Grammar Gains. VisCoder2 delivers the clearest advantage on symbolic
languages. At 7B, Qwen2.5-Coder executes only 5.5% of tasks, while VisCoder2 reaches 69.1%
and further improves with Self-Debug. The proportion of examples with task scores above 75 also
increases by more than tenfold. These results show that targeted coverage of symbolic grammars
in VisCode-Multi-679K translates directly into reliable generation and semantic adherence.

SVG: Sensitivity to Rendering Libraries. Execution success is high across most models, yet
visual scores lag behind task scores. For instance, GPT-4.1 with Self-Debug achieves 95.4%
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execution and a task score near 90, but the average visual score is below 50. VisCoder2 performs
competitively but trails Qwen2.5 on execution at larger scales (81.5% versus 93.9% at 32B). These
discrepancies suggest that evaluation onSVGis strongly in�uenced by library-speci�c rendering
details rather than semantic understanding alone.

4.4.3 Error Analysis

To better understand failure modes across languages, we analyze execution errors before and after
self-debug. Many language-speci�c exceptions, such as FunctionSignatureError inAsymptote
or MarkupError inLilyPond , were merged into four broader categories for clarity: Structural
Errors (syntax or parsing), Type & Interface Errors (invalid calls or arguments), Semantic / Data
Errors (mismatched variables or values), and Runtime / Environment Errors (renderer or package
issues). Representative results for VisCoder2-32B are shown in Table 4.5, with full breakdowns
in Appendix B.5.

Table 4.5: Representative error transitions for VisCoder2-32B across eight visualization lan-
guages. Each cell shows error counts from initial failure to the �nal self-debug round (X! Y).
A dash indicates the error type does not occur for that language.

Error Category Python Vega-Lite LilyPond Mermaid SVG LaTeX Asymptote HTML

Structural Errors 1! 1 2 ! 1 14! 10 12! 9 8 ! 7 10! 4 9 ! 3 -
Type & Interface 13! 3 2 ! 1 5 ! 2 - - - - -
Semantic / Data 19! 8 - - - - 28! 23 15! 11 -
Runtime / Env. - 2! 2 - - - 27! 6 8 ! 6 3 ! 2

E�ective recovery on structural and interface errors. Self-debug reduces shallow errors such
as missing tokens or invalid arguments across multiple languages. For example,Python interface
errors fall from 13 to 3 (Figure B.3), and structural errors inLilyPond decrease from 14 to 10
(Figure B.9).MermaidandAsymptote show the same trend, with syntax and function signature
errors shrinking after correction (Figure B.12). These cases bene�t from explicit diagnostic
traces, making them relatively easy to �x through iterative feedback.

Persistent failures in semantic and runtime errors. Errors involving semantics or execution
environments remain di�cult to resolve. InLaTeX, unde�ned variables decrease only slightly (28
to 23), andAsymptote variable mismatches improve only marginally (15 to 11) (Figure B.21).
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Renderer failures such asVega-Lite rendering errors (2 to 2) andHTMLrequest failures (3
to 2) often persist across all rounds (Figure B.25). These errors require deeper reasoning
over symbolic grammars and runtime contexts, which current self-debug protocols cannot fully
capture. Symbolic languages and renderer-sensitive environments therefore remain the dominant
bottlenecks, pointing to the need for grammar-aware training objectives and more robust runtime
integration.

4.4.4 Training Data Ablation

To disentangle the contribution of each data source, we conduct a controlled ablation study using
Qwen2.5-Coder-7B as the base model. Separate models are �ne-tuned on individual subsets of
The-Stack-V2 , CoSyn, StarVector , andCode-Feedback, under the same instruction-tuning
setup as the full con�guration. We report execution pass rates on VisPlotBench in both default
and self-debug modes, with comparisons to the untuned Qwen2.5-Coder-7B baseline and the full
VisCode-Multi-679K model (Table 4.6).

Table 4.6: Execution pass rates of Qwen2.5-Coder-7B models trained on individual subsets of
VisCode-Multi-679K. Each model is evaluated under both default (7) and self-debug (4 ) modes.

Model Self-Debug Overall Python Vega-Lite LilyPond Mermaid SVG LaTeX Asymptote HTML

Qwen2.5-Coder-7B-Ins.
7 51.2 41.3 76.0 5.5 77.9 92.3 25.9 13.0 64.8
4 59.0 61.7 77.5 5.5 79.4 92.3 30.4 20.7 76.9

+ The-Stack-V2-246K
7 49.0 47.5 81.4 7.3 69.5 84.6 0.9 17.4 64.8
4 56.5 58.2 83.7 10.9 73.3 84.6 31.3 18.5 65.7

+ CoSyn-323K
7 59.2 25.5 83.7 65.5 57.3 100.0 36.6 56.5 91.7
4 62.2 31.1 84.5 69.1 61.1 100.0 38.4 62.0 91.7

+ StarVector-44K
7 40.1 43.4 72.1 5.5 67.9 16.9 10.7 13.0 47.2
4 44.5 53.6 73.6 7.3 70.2 18.5 13.4 19.6 50.0

+ Code-Feedback-66K
7 55.2 47.5 78.3 20.0 81.7 92.3 27.7 17.4 65.7
4 63.1 62.2 80.6 21.8 81.7 92.3 38.4 23.9 83.3

+ Full VisCode-Multi-679K
7 70.9 64.8 83.0 69.1 78.6 96.9 39.3 64.1 82.4
4 76.4 77.0 84.5 72.7 84.7 96.9 42.9 70.7 84.3

Natural vs. Synthetic. Training onThe-Stack-V2 alone yields limited improvements and
even degrades symbolic languages such asLaTeX, re�ecting the sparsity of clean visualization
signals in general-purpose code. By contrast,CoSyndelivers large gains on symbolic and
grammar-sensitive languages, with execution rates onLilyPond andAsymptote rising by over
60 points compared to the baseline. This contrast shows that large-scale synthetic data provides
valuable structural coverage that complements natural code.

32



Domain vs. Multi-turn. TheStarVector subset contributes primarily toSVGbut is too small
to improve overall performance. In contrast,Code-Feedbackdoes not drastically shift baseline
pass rates but produces consistent gains under self-debug, lifting overall execution from 55.2% to
63.1%. This demonstrates that multi-turn dialogue data provides critical supervision for recovery
through iterative correction, rather than improving one-shot generation.

Full Dataset Synergy. Combining all subsets yields the strongest model. With VisCode-
Multi-679K, the overall pass rate reaches 70.9% in default mode and 76.4% with self-debug,
substantially surpassing both the untuned baseline and any single-source variant. These results
con�rm that the dataset's diverse composition�balancing natural, synthetic, domain-speci�c,
and iterative data�is essential for building robust multi-language visualization coding agents.
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Chapter 5

Conclusion

This thesis presented a comprehensive investigation into visualization-oriented code generation,
focusing on both executable modeling in Python and scalable generalization across multiple
programming languages. Through the development of VisCoder and VisCoder2, the study
explored how large language models can be transformed into reliablevisualization coding agents
capable of generating, executing, and re�ning code grounded in visual semantics and runtime
feedback. The thesis collectively demonstrates that visualization is not merely a downstream
application of code generation, but a rich multimodal domain that exposes the limits of current
models and provides a concrete pathway toward more interpretable and execution-aware language
intelligence.

The �rst part of this thesis established the feasibility of executable visualization code gen-
eration within Python. VisCode-200K served as a large-scale instruction-tuning dataset that
combined validated plotting scripts with correction dialogues collected from realistic debugging
traces. Trained on this dataset, the VisCoder models demonstrated substantial improvements in
execution reliability and visual consistency, signi�cantly narrowing the gap between open-source
and proprietary systems. These results highlight the importance of coupling visual supervision
with runtime feedback, showing that grounded correction signals are key to bridging the gap
between syntactic validity and semantic accuracy in visualization tasks.

Building on these results, the study expanded the investigation to a multi-language setting.
VisCode-Multi-679K uni�ed executable visualization data across twelve programming languages,
while VisPlotBench provided a standardized evaluation protocol that measures executable valid-
ity, visual alignment, and multi-round self-debug performance. Trained under this framework,
VisCoder2 achieved strong cross-language generalization and high reliability, particularly in
symbolic and compiler-dependent languages such asLilyPond , LaTeX, andAsymptote. The
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experiments further revealed that self-debugging not only improves executability but also enables
models to recover semantic alignment over multiple rounds of correction, pointing toward more
autonomous and resilient coding agents. These �ndings mark a signi�cant step toward robust
and generalizable visualization coding agents that can adapt across diverse software ecosystems.

In essence, this thesis contributed datasets, benchmarks, and model frameworks that advance
the reliability and interpretability of visualization code generation. By standardizing executable
supervision and feedback-grounded evaluation, it bridged the gap between language modeling
and practical data analysis work�ows. The resources and insights developed through VisCoder
and VisCoder2 provide a methodological foundation for future visualization coding agents that
more tightly couple code generation with execution feedback and visualization semantics. These
contributions are expected to inspire continued research on intelligent, self-correcting coding
systems that can integrate seamlessly into real-world visualization and analytical environments,
bringing language models closer to truly functional visualization coding assistants.
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Appendix A

Supplementary material of VisCoder

A.1 Prompts Used for Dataset Construction

In this section, we present the system prompts used during the construction of VisCode-200K.
These prompts guide the automatic extraction of standalone visualization code from mixed-
context sources, and support the generation of structured natural language instructions aligned
with rendered plots.
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Code Extraction Prompt

Model: GPT-4o-mini

You are a Python code extraction agent.

Given a Python code snippet and the used library, your task is to extract a self-contained and
runnable Python code blockthat demonstrates how the speci�ed library is actually used in the
original code.
Use mock data where needed (e.g., pandas DataFrame, NumPy arrays), but keep it minimal and
logically aligned with the original usage. Retain any important structure, function calls, or plotting
styles that re�ect meaningful usage of the library.
- Do not include `plt.close()` or similar calls.
- If the library is only imported but never used, or if there is insuf�cient information to construct a
meaningful runnable code block, return "null" (a literal string).
- Return only the Python code block enclosed in triple backticks like this: “`python ... “`, with
nothing else.

Used Library:{used_libs}
Code:{code}
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Instruction Generation Prompt: stack-edu

Model: GPT-4o

Write the general TASK to write a code for plotting the given mock data.

The code with mock data is given below, and the result of the generated plot image is
given at the end.

Split task into �ve parts:
1. Setup (describe programming language and libraries required to generate the plot).
2. Data Description (some short description of the mock data).
3. Data Generation (the data-generation lines copied verbatim).
4. Plot Description (describe the structural layout of the plot, without referencing libraries or
function names. Begin with “Generate...” or “Create...”).
5. Plot Style Description (describe the visual styling aspects of the plot, without referencing
libraries or function).

CODE:{code}

Each part of the task must start on a new line, numbered 1 through 5. Use plain text only.
Do not include any markdown symbols.

46



Instruction Generation Prompt: CosyN-400K

Model: GPT-4o

Write the general TASK to write a code for plotting the given data.

The top two rows of the data are included in the code comments, showing the CSV struc-
ture, and the result of the generated plot image is given at the end.

Split task into four parts:
1. Setup (describe programming language and libraries required to generate the plot).
2. Data Description (some short description of the given data).
3. Plot Description (describe the structural layout of the plot, without referencing libraries or
function names. Begin with “Generate...” or “Create...”).
4. Plot Style Description (describe the visual styling aspects of the plot, without referencing
libraries or function).

CODE:{code}

Each part of the task must start on a new line, numbered 1 through 4. Use plain text only.
Do not include any markdown symbols.
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A.2 Breakdown Results in Self-Debug Mode Evaluation

In this section, we provide a breakdown of model performance under the self-debug setting. For
each visualization library, we report execution pass rates across up to three rounds of automatic
correction, grouped by model series.

A.2.1 Matplotlib

Table A.1: Execution pass rates (%) on Matplotlib tasks under the normal and self-debug
settings. Models that fail initially are allowed up to three rounds of automatic correction.

[Back to Appendix Contents]

Model Normal
Self-Debug Attempt

Round 1 Round 2 Round 3

GPT-4o 94.9 97.7 99.4 99.4
GPT-4o-mini 88.6 96.6 97.7 97.7

Llama-3.2-3B-Instruct 65.1 76.6 80.0 81.7
Qwen2.5-3B-Instruct 74.3 79.4 82.9 84.6
Qwen2.5-Coder-3B-Instruct 71.4 74.9 76.6 76.6
VisCoder-3B 81.7 83.4 85.1 85.1

Llama-3.1-8B-Instruct 81.1 89.7 92.6 93.7
Qwen2.5-7B-Instruct 77.1 83.4 88.0 89.7
Qwen2.5-Coder-7B-Instruct 78.3 82.9 83.4 83.4
VisCoder-7B 87.4 90.9 91.4 91.4
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A.2.2 Seaborn

Table A.2: Execution pass rates (%) on Seaborn tasks under the normal and self-debug settings.
All models undergo up to three rounds of automatic correction after initial failure.

[Back to Appendix Contents]

Model Normal
Self-Debug Attempt

Round 1 Round 2 Round 3

GPT-4o 83.4 90.3 92.6 92.6
GPT-4o-mini 62.3 69.1 70.9 72.0

Llama-3.2-3B-Instruct 30.9 64.6 72.0 74.9
Qwen2.5-3B-Instruct 58.3 64.0 73.7 75.4
Qwen2.5-Coder-3B-Instruct 58.3 65.7 68.0 68.0
VisCoder-3B 73.7 77.7 78.3 78.3

Llama-3.1-8B-Instruct 65.7 78.9 84.6 90.3
Qwen2.5-7B-Instruct 66.3 79.4 85.7 89.7
Qwen2.5-Coder-7B-Instruct 68.6 82.3 84.6 86.3
VisCoder-7B 76.6 86.9 89.7 90.3
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A.2.3 Plotly

Table A.3: Execution pass rates (%) on Plotly tasks under the normal and self-debug settings.
All models undergo up to three rounds of automatic correction after initial failure.

[Back to Appendix Contents]

Model Normal
Self-Debug Attempt

Round 1 Round 2 Round 3

GPT-4o 77.7 92.0 95.4 97.7
GPT-4o-mini 69.1 88.0 96.0 97.7

Llama-3.2-3B-Instruct 13.1 20.6 24.0 28.0
Qwen2.5-3B-Instruct 30.9 36.0 42.3 48.0
Qwen2.5-Coder-3B-Instruct 27.4 34.9 36.0 36.0
VisCoder-3B 60.6 64.6 64.6 64.6

Llama-3.1-8B-Instruct 30.9 43.4 53.7 58.3
Qwen2.5-7B-Instruct 56.0 66.3 72.6 77.1
Qwen2.5-Coder-7B-Instruct 48.0 57.7 68.6 71.4
VisCoder-7B 74.3 80.0 81.7 81.7
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A.3 Breakdown Results by Error Type

In this section, we provide a detailed breakdown of execution error types across model families,
plotting libraries, and self-debugging rounds. For each model series, we report the number of
Python exceptions observed under default execution and across up to three rounds of automatic
correction.

A.3.1 VisCoder Series

Table A.4: Distribution of execution errors for VisCoder-7B across Matplotlib, Seaborn, and
Plotly. Each column shows error counts at di�erent self-debugging rounds after initial failure.

[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 5 2 2 2 15 3 2 2 5 1 1 1
AxisError - - - - 1 1 1 1 - - - -
ImportError 1 0 0 0 1 0 0 0 - - - -
IndexError 1 0 0 0 - - - - 1 1 1 1
KeyError 1 2 1 1 - - - - 0 1 1 2
KeyboardInterrupt 1 1 1 1 2 1 1 1 1 1 1 1
NameError - - - - 5 4 2 1 - - - -
OSError 1 1 1 1 1 1 1 1 1 1 1 1
SyntaxError 1 0 0 0 - - - - 5 3 2 2
TypeError 7 5 5 5 8 5 4 4 3 1 1 1
ValueError 4 5 5 5 8 8 7 7 29 26 24 23

Total Errors 22 16 15 15 41 23 18 17 45 35 32 32

Table A.5: Distribution of execution errors for VisCoder-3B across Matplotlib, Seaborn, and
Plotly. Each column shows error counts at di�erent self-debugging rounds after initial failure.

[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 7 3 2 2 20 10 10 9 4 4 3 2
ImportError - - - - - - - - 1 1 1 0
IndexError 2 2 2 2 4 3 3 3 1 1 1 1
KeyError 2 3 3 3 3 4 4 4 - - - -
KeyboardInterrupt 0 0 1 4 2 2 2 3 5 4 4 29
NameError 0 1 0 0 1 1 1 2 0 2 0 0
OSError - - - - 1 1 1 1 - - - -
SyntaxError 3 3 2 0 1 1 1 0 8 6 6 1
TypeError 5 5 4 4 2 4 3 3 9 6 6 6
ValueError 13 12 12 11 12 13 13 13 41 38 41 23

Total Errors 32 29 26 26 46 39 38 38 69 62 62 62
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A.3.2 GPT Series

Table A.6: Distribution of execution errors for GPT-4o across Matplotlib, Seaborn, and Plotly.
Each column shows error counts at di�erent self-debugging rounds after initial failure.

[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError - - - - - - - - 4 1 0 0
Exception - - - - 1 0 0 0 1 0 0 0
IndexError 1 0 0 0 1 1 0 0 - - - -
KeyError - - - - - - - - 1 1 0 0
KeyboardInterrupt - - - - - - - - 2 1 2 2
ModuleNotFoundError 1 0 0 0 1 0 0 0 - - - -
NameError - - - - 14 12 13 13 2 0 0 0
RuntimeError - - - - 1 0 0 0 - - - -
SyntaxError - - - - - - - - 2 0 0 0
TypeError 2 1 0 0 6 1 0 0 3 1 1 0
ValueError 5 3 1 1 5 3 0 0 24 10 5 2

Total Errors 9 4 1 1 29 17 13 13 39 14 8 4

Table A.7: Distribution of execution errors for GPT-4o-mini across Matplotlib, Seaborn, and
Plotly. Each column shows error counts at di�erent self-debugging rounds after initial failure.

[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 3 0 0 0 2 0 0 0 13 2 0 0
Exception 1 0 0 0 2 0 1 0 1 1 1 1
FileNotFoundError 1 0 0 0 1 1 0 0 - - - -
ImportError 1 0 0 0 - - - - - - - -
IndexError 0 1 1 1 1 1 1 1 0 2 1 1
KeyError 2 1 0 0 1 1 0 0 - - - -
KeyboardInterrupt - - - - 1 0 0 0 1 0 0 0
ModuleNotFoundError 1 0 0 0 - - - - 2 0 0 0
NameError 1 0 0 0 43 48 47 47 11 0 0 0
TypeError 1 1 1 0 4 1 0 0 5 1 1 0
ValueError 9 3 2 3 11 2 2 1 21 15 4 2

Total Errors 20 6 4 4 66 54 51 49 54 21 7 4
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A.3.3 Qwen2.5 Series

Table A.8: Distribution of execution errors for Qwen2.5-Coder-7B-Instruct across Matplotlib,
Seaborn, and Plotly. Each column shows error counts at di�erent self-debugging rounds after

initial failure.
[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 12 9 9 9 17 8 7 7 8 5 3 3
FileNotFoundError - - - - 0 1 1 1 - - - -
ImportError 1 0 0 0 - - - - - - - -
IndexError 1 1 1 1 1 0 0 0 1 1 1 1
KeyError 3 4 3 3 2 1 1 1 14 17 0 0
KeyboardInterrupt 1 1 1 1 1 2 2 2 2 1 1 1
ModuleNotFoundError - - - - - - - - 0 1 1 1
NameError 1 0 0 0 17 8 5 3 - - - -
SyntaxError - - - - - - - - 6 4 7 5
TypeError 9 7 7 7 8 5 4 4 7 1 1 1
ValueError 10 8 8 8 9 6 7 6 53 44 41 38

Total Errors 38 30 29 29 55 31 27 24 91 74 55 50

Table A.9: Distribution of execution errors for Qwen2.5-7B-Instruct across Matplotlib,
Seaborn, and Plotly. Each column shows error counts at di�erent self-debugging rounds after

initial failure.
[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 10 7 7 3 14 4 5 2 9 7 4 3
FileNotFoundError 1 0 0 0 - - - - - - - -
ImportError - - - - 0 1 0 0 - - - -
IndexError - - - - 2 3 1 1 - - - -
KeyError 2 1 1 1 3 0 0 0 - - - -
KeyboardInterrupt - - - - 0 1 0 0 1 1 2 2
ModuleNotFoundError - - - - 1 1 0 0 - - - -
NameError 1 1 0 0 13 8 6 4 10 11 9 10
RecursionError 1 1 1 1 - - - - - - - -
OSError - - - - 1 1 1 1 - - - -
RuntimeError - - - - 1 1 1 0 - - - -
SyntaxError 1 0 0 0 1 1 0 0 4 1 2 1
TypeError 12 5 3 4 8 4 2 1 2 1 2 1
ValueError 12 14 9 9 15 11 9 9 51 38 29 23

Total Errors 40 29 21 18 59 36 25 18 77 59 48 40
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Table A.10: Distribution of execution errors for Qwen2.5-Coder-3B-Instruct across Matplotlib,
Seaborn, and Plotly. Each column shows error counts at di�erent self-debugging rounds after

initial failure.
[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AssertionError 1 1 1 1 - - - - - - - -
AttributeError 14 9 8 8 32 23 21 21 31 13 12 11
FileNotFoundError 2 1 1 1 - - - - - - - -
IndexError 3 3 3 3 4 4 4 4 - - - -
KeyError 1 1 1 1 3 1 1 1 1 2 1 1
KeyboardInterrupt 1 1 1 3 1 0 0 1 2 2 5 36
NameError - - - - 6 1 0 0 1 2 1 2
SyntaxError 3 4 3 1 0 1 1 0 13 16 13 3
TypeError 11 10 10 10 7 9 9 9 37 23 25 24
ValueError 14 14 13 13 20 21 20 20 42 56 55 35

Total Errors 50 44 41 41 73 60 56 56 127 114 112 112

Table A.11: Distribution of execution errors for Qwen2.5-3B-Instruct across Matplotlib,
Seaborn, and Plotly. Each column shows error counts at di�erent self-debugging rounds after

initial failure.
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Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 11 9 4 4 29 19 13 11 32 20 13 8
FileNotFoundError 1 0 0 0 6 6 5 5 - - - -
ImportError 1 1 1 1 - - - - - - - -
IndexError - - - - 1 1 0 1 0 0 0 1
KeyError 4 3 2 1 4 2 1 1 2 2 2 2
KeyboardInterrupt 2 2 2 3 2 1 2 2 1 1 2 36
NameError 2 1 1 1 2 0 0 1 1 1 3 2
NotImplementedError 1 0 1 0 - - - - - - - -
RuntimeError 1 1 1 1 1 1 1 1 - - - -
SyntaxError 2 1 1 2 3 3 0 0 14 15 13 3
TypeError 11 8 5 4 10 11 6 4 18 15 11 5
ValueError 9 10 12 10 15 19 18 17 53 58 57 34

Total Errors 45 36 30 27 73 63 46 43 121 112 101 91
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A.3.4 LLaMA Series

Table A.12: Distribution of execution errors for Llama-3.1-8B-Instruct across Matplotlib,
Seaborn, and Plotly. Each column shows error counts at di�erent self-debugging rounds after

initial failure.
[Back to Appendix Contents]

Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 10 3 1 1 21 6 8 3 27 20 10 9
FileNotFoundError 1 0 0 0 2 3 0 0 - - - -
IndexError 0 1 1 0 2 1 0 0 2 0 3 2
KeyError 1 1 2 2 1 1 2 1 2 2 3 2
KeyboardInterrupt - - - - 0 4 1 2 - - - -
NameError 1 0 1 0 5 6 5 2 1 2 1 1
RuntimeError - - - - 3 1 0 0 - - - -
SyntaxError 1 1 1 0 0 1 1 0 19 16 12 7
TypeError 5 5 4 3 7 5 3 2 27 19 13 4
ValueError 14 7 3 4 19 10 7 6 43 40 38 38

Total Errors 33 18 13 10 60 38 27 16 121 99 80 63

Table A.13: Distribution of execution errors for Llama-3.2-3B-Instruct across Matplotlib,
Seaborn, and Plotly. Each column shows error counts at di�erent self-debugging rounds after

initial failure.
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Error Type
Matplotlib Seaborn Plotly

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 11 7 6 4 28 15 13 11 44 17 11 7
FileNotFoundError 2 0 0 0 4 1 0 0 - - - -
IndexError 2 1 1 2 1 0 0 0 0 0 0 1
KeyError 1 4 1 1 2 3 2 1 1 1 1 1
KeyboardInterrupt 1 1 1 2 1 2 2 2 0 1 1 2
NameError 1 0 0 0 44 9 3 0 4 1 0 0
SyntaxError 3 2 1 0 5 3 3 2 21 24 22 24
TypeError 22 10 10 8 16 12 11 13 47 41 40 36
UFuncTypeError - - - - - - - - 1 1 1 1
ValueError 18 16 15 15 20 17 15 15 34 53 57 54

Total Errors 61 41 35 32 121 62 49 44 152 139 133 126
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A.4 Extended Results and Analyses

In this section, we present additional results and analyses, including model scaling, baseline
extensions, and dataset diversity.

A.4.1 Model Scale Extension

To address concerns regarding model scaling, we have extended our evaluation to include
Qwen2.5-Coder models at 1.5B and 14B scales, in addition to the previously reported 3B and
7B settings. All models are �ne-tuned on the VisCode-200K dataset using the same training
con�guration. Table A.14 presents the results across the three plotting libraries.

Table A.14: Execution pass rates (%) with and without self-debugging across di�erent model
scales on VisCode-200K.

[Back to Appendix Contents]

Model
Matplotlib Seaborn Plotly

Exec Pass Self-Debug Exec Pass Self-Debug Exec Pass Self-Debug

Qwen-2.5-Coder-1.5B-Ins. 66.9 69.1 56.0 61.1 26.3 33.1
VisCoder-1.5B 78.3 80.0 78.3 81.7 65.1 71.4

Qwen-2.5-Coder-3B-Ins. 71.4 76.6 58.3 68.0 27.4 36.0
VisCoder-3B 81.7 85.1 73.7 78.3 60.6 64.6

Qwen-2.5-Coder-7B-Ins. 78.3 83.4 68.6 86.3 48.0 71.4
VisCoder-7B 87.4 91.4 76.6 90.3 74.3 81.7

Qwen-2.5-Coder-14B-Ins. 82.9 93.7 76.6 86.9 56.0 82.9
VisCoder-14B 86.3 93.7 78.9 92.6 74.3 93.1

These results con�rm that VisCoder consistently outperforms the Qwen2.5-Coder baselines
at all four scales. Performance gains are evident across all libraries, under both default and
self-debug settings.

A.4.2 Baseline Model Extension

To demonstrate the generalizability of VisCode-200K, we additionally �ne-tune three popular
code-generation backbones: DeepSeek-Coder, CodeLLaMA, and StarCoder. Each model is
trained under the same setup and evaluated on PandasPlotBench. Results are shown in Table A.15.
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Table A.15: Execution pass rates (%) of VisCoder �ne-tuned on di�erent code-generation
backbones, compared to their respective baselines.

[Back to Appendix Contents]

Model
Matplotlib Seaborn Plotly

Exec Pass Self-Debug Exec Pass Self-Debug Exec Pass Self-Debug

DeepSeek-Coder-1.3B-Ins. 38.3 64.0 31.4 50.3 23.4 45.1
VisCoder-DeepSeek-1.3B 69.1 69.7 34.9 63.4 62.3 62.9

DeepSeek-Coder-6.7B-Ins. 80.6 85.7 41.1 72.6 48.0 74.9
VisCoder-DeepSeek-6.7B 88.0 89.1 68.0 81.1 65.7 71.4

CodeLLaMA-7B-Ins. 53.1 56.6 35.4 49.7 24.0 27.4
VisCoder-CodeLLaMA-7B 78.3 81.1 39.4 65.1 65.1 68.0

CodeLLaMA-13B-Ins. 66.9 69.7 62.3 72.0 42.9 49.1
VisCoder-CodeLLaMA-13B 77.1 81.7 61.7 71.4 69.1 71.4

StarCoder2-15B-Ins. 40.0 46.3 26.9 47.4 18.3 19.4
VisCoder-StarCoder2-15B 81.7 88.0 65.7 85.1 68.0 76.0

These �ndings highlight that VisCode-200K brings consistent gains across backbones, demon-
strating its broad applicability to diverse code-generation models.

A.4.3 Dataset Diversity Analysis

We analyze the library usage and visualization type distribution in VisCode-200K. The results
are shown in Tables A.16 and A.17.

Table A.16: Library usage statistics in VisCode-200K after downsampling to mitigate the
dominance of matplotlib.

[Back to Appendix Contents]

Library Count Library Count

plotly 62583 altair 899
matplotlib 61940 pyvista 271
seaborn 30559 holoviews 36
bokeh 1737 ggplot 31
missingno 25

To mitigate bias from the original source datasets, where matplotlib is dominant, we retain all
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non-matplotlib samples and randomly downsample matplotlib code. While the �nal distribution
still re�ects a high proportion of matplotlib, seaborn, and plotly, this is consistent with their
prevalence in real-world usage. We have made our best e�ort to control distributional bias
while preserving the natural frequency of commonly used libraries. All remaining samples are
runtime-validated for executability and renderability.

Table A.17: Distribution of 37 visualization types in VisCode-200K, categorized into 13 groups.
[Back to Appendix Contents]

VisType Count Category VisType Count Category

line 95798 Basic map 2252 Geographic
scatter 40360 Basic network 3194 Graph/Network
bar 28322 Basic sankey 321 Graph/Network
area 2428 Basic chord 23 Graph/Network
polar 2408 Basic dendrogram 72 HierarchicalTree
pie 7889 Basic treemap 806 HierarchicalTree
grid 16266 Layout/Grid sunburst 243 HierarchicalTree
histogram 8171 Distribution regression 1148 Statistical
kde 8588 Distribution joint 304 Statistical
box 4520 Distribution bubble 776 Statistical
violin 1301 Distribution funnel 887 Statistical
contour 1222 Distribution waterfall 645 Statistical
hexbin 724 Distribution candlestick 1311 Statistical
count 2698 Distribution vector�eld 729 FlowField
heatmap 7298 Matrix-Based timeseries 878 Temporal
pcolormesh 167 Matrix-Based timeline 405 Temporal
3d 2504 3D Vis animation 1100 Temporal
ternary 698 3D Vis errorbar 1326 Uncertainty/Error
wordcloud 19 Text Vis

We categorize a total of 37 visualization types across 13 categories, showcasing the diversity
and coverage of VisCode-200K in Python-based visualization.
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A.5 Case Study

In this section, we present a set of representative examples from VisCoder-7B to illustrate model
behavior across the three visualization libraries.
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A.5.1 Matplotlib: Successful Generation

Figure A.1: Example of a successful generation inMatplotlib (ID: 11). The model generates
code that executes successfully and produces a plot consistent with the ground truth.

[Back to Appendix Contents]
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A.5.2 Matplotlib: Self-Debug Recovery

Figure A.2: Example of a failed generation inMatplotlib (ID: 37), where the initial code raises
aAttributeError and is resolved in the�rst round of self-debug, resulting in a corrected plot

that matches the intended semantics.
[Back to Appendix Contents]
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A.5.3 Seaborn: Successful Generation

Figure A.3: Example of a successful generation inSeaborn(ID: 20). Model generates code that
executes successfully and produces a plot consistent with the ground truth.

[Back to Appendix Contents]
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A.5.4 Seaborn: Self-Debug Recovery

Figure A.4: Example of a failed generation inSeaborn(ID: 104), where the initial code raises a
AttributeError and is resolved in theThird round of self-debug, resulting in a corrected plot

that matches the intended semantics.
[Back to Appendix Contents]
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A.5.5 Plotly: Successful Generation

Figure A.5: Example of a successful generation inPlotly (ID: 4). The model generates code
that executes successfully and produces a plot consistent with the ground truth.

[Back to Appendix Contents]
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A.5.6 Plotly: Self-Debug Recovery

Figure A.6: Example of a failed generation inPlotly (ID: 15), where the initial code raises a
ValueError and is resolved in theSecondround of self-debug, resulting in a corrected plot that

matches the intended semantics.
[Back to Appendix Contents]
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Appendix B

Supplementary material of VisCoder2

B.1 Prompt Used and Instruct Design

In this section, we present the prompts used during the construction of VisCode-Multi-679K and
VisPlotBench.
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B.1.1 Prompt Used in VisCode-Multi-679K

Code Extraction Prompt

Model: GPT-4.1-mini

# LANGUAGE= [Python, JavaScript , TypeScript , C++, R, HTML]
# LANG_BULLET= {
Python: Write a single.py �le. No external �les or internet access. Use helper libraries only if
truly required for the chart.
JavaScript : Write a single.js �le. Add necessary imports for any required libraries.
TypeScript : Write a single.ts �le. Use ES6 module syntax (import/export). The code should
not require a module bundler.
C++: Write a single.cpp �le with main() . Program must exit automatically. Do not load external
assets. If linking is needed, add one build command as a comment.
R: Write a single.R �le. Use library(Library) . Create mock data if needed. No external �les.
HTML: Write a single HTML �le. Include a<script> tag and the needed DOM element for the
chart. All code runs in the browser.
}

You are a{LANGUAGE}visualization code extraction agent.
Given a{LANGUAGE}code snippet and the used library, your task is to extract aminimal yet
runnable {LANGUAGE}snippet that re�ects how the library is actually usedfor visual output .
Guidelines: - Keep only the logic needed for thevisual output; remove unrelated code.
- If the library isnot used for rendering/drawing/plotting in Code, return "null".
- If inputs/assets are missing, createsemantically relevant mock data that makes the output
meaningful.
- Preserve themain intent, API pattern, key parameters, and style** from the original code;
simplify when it improves clarity, and avoid adding new wrappers or layers that are not essential.
- Make thevisual output clear and professional: use appropriate visual cues (titles/labels/legends
when applicable); keep layout readable.
- Ensure the snippet runs standalone in a minimal environment andterminates automatically (no
user input required).
- {LANG_BULLET}
- If the library is unused or information is insuf�cient, return "null".

Used Library:{used_libs}
Code:{code}
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Instruct Generation Prompt: the-stack-v2 & svg-diagrams

Model: GPT-4.1

# LANGUAGE= [Python, JavaScript , TypeScript , C++, R, HTML, SVG]

You are given a{LANGUAGE}code snippet that renders an image. A rendered image of the resulting
output is provided at the end. Your task is to infer and clearly describe the purpose, structure, and
style of this image.

Break your response into the following �ve parts:
1. Setup (state the language and rendering context, including any tools or libs implied).
2. Data/Visual Description
- If the code is data-driven: summarize the inputs the code relies on and any shaping operations.
- If the code is not data-driven: summarize the visible content of the image.
3. Data Generation (the data-generation lines copied verbatim, or “None” if not applicable).
4. Output Description (omit language constructs; start with “Generate...” or “Create...”, and
describe the �nal image conceptually).
5. Style Description (describe appearance and layout without naming language constructs).

Each part must start on a new line, numbered 1 through 5.
Use plain text only; no markdown.

Code:
{code}

Image:
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Instruct Generation Prompt: CoSyn-400K

Model: GPT-4.1

# FOR DATA-DRIVEN LANGUAGES
# LANGUAGE= [Python, Vega-Lite , HTML, LilyPond , Mermaid]

You are given a{LANGUAGE}code snippet that produces a rendered visual. A rendered image of
the resulting output is provided at the end. Your task is to infer and clearly describe the purpose
and structure of this visual.

Break your response into the following four parts:
1. Setup (state the{LANGUAGE}and its rendering context, including any tools or speci�cation
frameworks implied).
2. Data/Content Description (summarize the input �elds, entities, or content the code relies on,
including any shaping or transformation operations).
3. Output Description (omit library, directive, or element names; start with “Generate...” or
“Create...”, and describe the visual conceptually).
4. Style Description (describe appearance and layout without naming language constructs).

Each part must start on a new line, numbered 1 through 4.
Use plain text only; no markdown.

Code:
{code}

Image:
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Instruct Generation Prompt: CoSyn-400K

Model: GPT-4.1

# FOR NONE DATA-DRIVEN LANGUAGES
# LANGUAGE= [Asymptote, SVG]

You are given a{LANGUAGE}code snippet that renders an image. A rendered image of the resulting
output is provided at the end. Your task is to infer and clearly describe the purpose and structure of
this image.

Break your response into the following four parts:
1. Setup (state the{LANGUAGE}and its rendering context).
2. Visual Elements (summarize the visible components of the image).
3. Output Description (omit language constructs; start with “Generate...” or “Create...”, and
describe the image conceptually).
4. Style Description (describe appearance and layout without naming language constructs).

Each part must start on a new line, numbered 1 through 4.
Use plain text only; no markdown.

Code:
{code}

Image:
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B.1.2 Prompt Used in VisPlotBench

Task & Style Description Generation Prompt:

Model: GPT-4.1
# LANGUAGE= [Python, Vega-Lite , HTML, LilyPond , Mermaid, Asymptote, HTML, SVG]

You are given a{LANGUAGE}code that produces a rendered visual. A rendered image of the result-
ing output is provided at the end. Your task is to infer and clearly describe the purpose and structure
of this visual.
Break your response into the following two parts: 1. Task Description (omit libraries and speci�c
function names at this part, start with "Generate..." or "Create..."). 2. Style Description (describe
appearance and layout without using speci�cation keywords).
Each part must start on a new line, numbered 1 through 2. Use plain text only; no markdown.
CODE: code
IMAGE:
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Vis & Task Judge Prompt

# Visual Judge
You are an excellent judge at evaluating visualization plots between a model generated plot and
the ground truth.
You will be giving scores on how well it matches the ground truth plot.
The generated plot will be given to you as the �rst �gure.
Another plot will be given to you as the second �gure, which is the desired outcome of the user
query, meaning it is the ground truth for you to reference.
Please compare the two �gures head to head and rate them.
Suppose the second �gure has a score of 100, rate the �rst �gure on a scale from 0 to 100.
Scoring should be carried out in the following aspect:
Plot correctness: compare closely between the generated plot and the ground truth, the more
resemblance the generated plot has compared to the ground truth, the higher the score. The score
should be proportionate to the resemblance between the two plots.
Ignore color matching. If the plots present the same information but are made in different colors,
consider them matching. Capture the resemblance of the main idea of the plot.
Only rate the �rst �gure, the second �gure is only for reference.
After scoring from the above aspect, please give a �nal score. Do not write anything else. The �nal
score is preceded by the [FINAL SCORE] token.
For example [FINAL SCORE]: 40

# Task Judge
You are an excellent judge at evaluating visualization plot according to the given task.
You will be giving scores on how well plot image matches the task.
The generated plot will be given to you as an image.
Please score how well plot matches the task. Score it on a scale from 0 to 100.
Scoring should be carried out in the following aspect:
Task adherence: how the plot corresponds to the task given below (begins from [PLOT TASK]
token).
After scoring from the above aspect, please give a �nal score. Do not write anything else. The �nal
score is preceded by the [FINAL SCORE] token.
For example [FINAL SCORE]: 40
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B.1.3 Instruct Design in VisPlotBench Evaluation

Python Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in Python. All answers must be enclosed in
a block “`python SOME CODE“` containing one complete Python code. Example minimal spec:
“`python

print('hello world')

“`

# SETUP INSTRUCT:
Use Python programming language. Import essential libraries. The essential libraries needed
are pandas for managing dataframes and [USED_LIB] with its subsidiary libraries for plotting.
Ensure importing numpy as np and scipy if they are used in program. DO NOT use or import other
visualization libraries.

# PLOT INSTRUCT:
Write a code to build a plot of dataframe according to following instructions. Write a code that
returns plot, not just function declaration. Do not write explanations, just a code enclosed in
codeblock. Important reasoning write in comments to the code. Make sure that all used libraries
and functions are imported.

# DATA INSTRUCT:
Load df dataframe by single line df = pd.read_csv("data.csv"). DO NOT alter df dataframe columns
or add columns. This df dataframe should remain intact. The metadata of the dataframe is follow-
ing:
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Vega-Lite Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in Vega-Lite. All answers must be enclosed
in a block “`vegalite SOME CODE“` containing one complete Vega-Lite speci�cation. Example
minimal spec: “`vegalite

{
"$schema":"https://vega.github.io/schema/vega-lite/v6.json",
"data":{"values":[{"hello":"world"}]},
"mark":"text",
"encoding":{"text":{"field":"hello","type":"nominal"}}

}

“`

# SETUP INSTRUCT:
Setup. Use the Vega-Lite v6 JSON schema and produce exactly one valid Vega-Lite speci�cation
as a single top-level JSON object that MUST include the $schema property. Do not output raw
Vega speci�cations, imperative code, language-speci�c wrappers, or references to other plotting
libraries; use only Vega-Lite encodings, transforms, and con�guration required by the plot.

# PLOT INSTRUCT:
Write a code to build a plot of the dataset according to the following instructions. Return one
complete Vega-Lite JSON speci�cation enclosed in a single code block, and do not include
explanations or comments. Use only the constructs permitted by the setup, ensure that all
referenced �eld names exactly match the dataset metadata, and do not rename or drop columns;
only use non-destructive Vega-Lite transforms if required.

# DATA INSTRUCT:
Data description. Load the dataset by setting "data": "url": "data.csv". Do not create synthetic data
or load inline data values. The metadata of the dataset is following:
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Mermaid Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in Mermaid diagrams. All answers must be
enclosed in a block “`mermaid SOME CODE“` containing one complete Mermaid speci�cation.
Example minimal spec: “`mermaid

graph TD
A[Start] -\rightarrow B{Condition}
B -\rightarrow|Yes| C[Do something]
B -\rightarrow|No| D[Stop]

“`

# SETUP INSTRUCT:
Setup. Use Mermaid syntax only and produce exactly one valid Mermaid diagram de�nition.
Do not output explanations, comments outside the code block, or code in other languages or
formats. Do not split the diagram into multiple blocks. Ensure the code can be rendered directly
by mermaid-cli (mmdc).

# PLOT INSTRUCT:
Write a diagram according to the following instructions. Do not include explanations or natural
language outside the code block. Ensure that the diagram is self-contained, syntactically correct
Mermaid code, and does not rely on external data or libraries. Use node and edge labels exactly as
provided in the instructions.

# DATA INSTRUCT:
Data description. The diagram is constructed only from the provided instructions. Do not load
external �les or datasets.
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LilyPond Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in LilyPond. Always use the version statement
`
version "2.22.1"`. All answers must be enclosed in a block “`lilypond SOME CODE“` containing
one complete LilyPond score. Example minimal spec: “`lilypond

\version "2.22.1"
\score {

\new Staff { c' d' e' f' }
\layout { }

}

“`

# SETUP INSTRUCT:
Setup. Use LilyPond syntax only and produce exactly one valid LilyPond music notation de�ni-
tion. Do not output explanations, comments outside the code block, or code in other languages or
formats. Do not split the notation into multiple blocks. Ensure the code can be rendered directly
by LilyPond.

# PLOT INSTRUCT:
Write a music notation according to the following instructions. Do not include explanations or
natural language outside the code block. Ensure that the notation is self-contained, syntactically
correct LilyPond code, and does not rely on external data or libraries. Use note names and other
musical symbols exactly as provided in the instructions.

# DATA INSTRUCT:
Data description. The music notation is constructed only from the provided instructions. Do not
load external �les or datasets.
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SVG Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in SVG. All answers must be enclosed in a block
“`svg SOME CODE“` containing one complete SVG speci�cation. Example minimal spec: “`svg

<svg width="100" height="100" xmlns="http://www.w3.org/2000/svg">
<circle cx="50" cy="50" r="40" stroke="black"

stroke-width="2" fill="red" />
</svg>

“`

# SETUP INSTRUCT:
Setup. Use SVG syntax only and produce exactly one valid SVG de�nition. Do not output
explanations, comments outside the code block, or code in other languages or formats. Do not split
the diagram into multiple blocks. Ensure the code can be rendered directly by SVG viewers.

# PLOT INSTRUCT:
Write an SVG according to the following instructions. Do not include explanations or natural
language outside the code block. Ensure that the SVG is self-contained, syntactically correct SVG
code, and does not rely on external data or libraries. Use shapes and attributes exactly as provided
in the instructions.

# DATA INSTRUCT:
Data description. The SVG is constructed only from the provided instructions. Do not load external
�les or datasets.
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Asymptote Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in Asymptote. All answers must be enclosed in
a block “`asymptote SOME CODE“` containing one complete Asymptote speci�cation. Example
minimal spec: “`asymptote

import graph;
size(100);
draw((0,0)--(1,1));

“`

# SETUP INSTRUCT:
Setup. Use Asymptote syntax only and produce exactly one valid Asymptote de�nition. Do not
output explanations, comments outside the code block, or code in other languages or formats. Do
not split the diagram into multiple blocks. Ensure the code can be rendered directly by Asymptote.

# PLOT INSTRUCT:
Write an Asymptote according to the following instructions. Do not include explanations or natural
language outside the code block. Ensure that the Asymptote is self-contained, syntactically correct
Asymptote code, and does not rely on external data or libraries. Use shapes and attributes exactly
as provided in the instructions.

# DATA INSTRUCT:
Data description. Please use the provided data de�nition code to construct the plot. Do not modify
this code or create data by yourself. Use the variables de�ned in this code directly when building
the plot. The data de�nition code is as follows:
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LaTeX Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in LaTeX. All answers must be enclosed in a
block “`latex SOME CODE“` containing one complete LaTeX document. Example minimal spec:
“`latex

\documentclass{standalone}
\begin{document}
Hello
\end{document}

“`

# SETUP INSTRUCT:
Setup. Use LaTeX syntax only and produce exactly one valid LaTeX document as a single code
block. Do not output explanations, comments outside the code block, or code in other languages
or formats. Ensure the document can be rendered directly by LaTeX compilers.

# PLOT INSTRUCT:
Write a LaTeX code to build a plot of the dataset according to the following instructions. Return
exactly one complete LaTeX document enclosed in a single code block. Include all required
packages. Do not include explanations or comments. Do not create synthetic data or modify the
dataset.

# DATA INSTRUCT:
Data description. Load the dataset by adding \pgfplotstablereadlatex.csv\datatable. Do not create
synthetic data or modify the dataset. The metadata of the dataset is following:

79



HTML Instruct

# SYSTEM PROMPT:
You are a helpful programming assistant pro�cient in HTML. All answers must be enclosed in a
block “`html SOME CODE“` containing one complete HTML document Example minimal spec:
“`html

<!DOCTYPE html>
<html>
<body>Hello</body>
</html>

“`

# SETUP INSTRUCT:
Setup. Use HTML syntax only and produce exactly one valid HTML document as a single code
block. Do not output explanations, comments outside the code block, or code in other languages
or formats. Ensure the document can be rendered directly by web browsers.

# PLOT INSTRUCT:
Write an HTML code to build a plot of the dataset according to the following instructions. Return
exactly one complete HTML document enclosed in a single code block. Include all required
libraries and scripts. Do not include explanations or comments. Do not create synthetic data or
modify the dataset.

# DATA INSTRUCT:
Data description. Load the dataset by de�ning: const data = [html.csv]; [html.csv] is a placeholder
for the parsed CSV rows. Assume that the placeholder will be replaced at runtime by the CSV
content converted into a JavaScript array of objects (i.e., a list of dicts), where each object represents
one row with column names as keys and cell values as values. Write the code as if "data" is already
such a valid JavaScript array of objects. Do not create synthetic data or modify the dataset. The
metadata of the dataset is following:
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B.2 Taxonomy of Visual Categories and Subtypes

Figure B.1: Distribution of �ne-grained visualization types in VisPlotBench. Tasks are
organized into 13 Visual categories and 116 Subtypes, ensuring broad coverage of both common

and underexplored visualization families.
[Back to Appendix Contents]
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Table B.1: Taxonomy of Visual Categories and Subtypes (Part 1)
[Back to Appendix Contents]

Visual Category Subtype Count Visual Category Subtype Count

vertical-bar 31 area 17
horizontal-bar 23 stacked-area 14
grouped-bar 15 normalized-stacked-area 4

normalized-stacked-bar 8 di�erence-area 4
stacked-bar 7 missing-data-matrix 3

diverging-bar 5 ternary-area 1
dot-plot 5 streamgraph 1
lollipop 3

Areas

ridgeline 1
sorted-bar 2
waterfall 1 bubble 25
polar-bar 1 scatter 24

bullet 1 color-scatter 20
funnel 1 regression-ci 4

combo-chart 1 ternary-line 4
missing-bar 1 quadrant-chart 3

Bars

marimekko 1 ellipse-scatter 3
polar-line-scatter 3

single-line 45 splom 2
multi-line 39 connected-scatter 1

function-line 26

Scatter & Relation

dumbbell chart 1
step-line 10

gapped-line 6 box-plot 17
band-line 4 histogram 13

slope-chart 3 density-contours 5

Lines

candlestick 3 violin 5
kde-1d 6

surface 21 hexbin-2d 2
multi-line 3 qq-plot 2

scatter 4 rug-plot 2
point-cloud 3 ridgeline 1

solid 3 prediction-interval 1
single-line 2

Distribution

spectrum 1
vector-�eld-map 2

3d-density-contours 2 heatmap 40
connected-scatter 1 calendar-heatmap 5

isosurface 1 missing-corr-heatmap 2

3D

slices 1 adjacency-matrix 1
Matrix & Heatmaps

correlation-heatmap 1
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Table B.2: Taxonomy of Visual Categories and Subtypes (Part 2)
[Back to Appendix Contents]

Visual Category Subtype Count Visual Category Subtype Count

sequence-diagram 37 treemap 10
�owchart 25 sunburst 4

geometric-�gure 20 Hierarchies circle-packing 3
electrical-circuit-diagram 16 missing-dendrogram 3

state-machine 16 tidy-tree 3
table 15 indented-tree 1

uml-class-diagram 12
gantt 11 choropleth 4

timeline 11 Maps vector-�eld-map 2
simple-�gure 10 dot-map 2

concept-illustration 10 proportional-symbol-map 1
icon 10

block-diagram 3 sankey 5
physics-diagram 2 chord 2

venn 2 Networks & Flows dependency-graph 2
word-cloud 2 arc-diagram 1
mind-map 2 dag-layered 1

color-palette 1 force-directed 1
arrow-annotations 1
Chemical graph 1 pie 17

Diagramming

sankey 1 radar 10
Music sheet-music 55 polar-line-scatter 10

Radial & Polar donut 7
radial-bar 7
radial-area 3
wind-rose 2
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B.3 Breakdown Main Results

In this section, we provide a breakdown of model performance in VisPlotBench. For each
visualization language,e report (1) execution pass rate (Exec Pass), (2) mean visual and task
scores (Mean), and (3) the proportion of samples scoring at least 75 (Good).

B.3.1 Python, Vega-Lite & Lilypond

Table B.3: Performance of selected languages on the VisPlotbench benchmark. For each model,
we report (1) execution pass rate (Exec Pass), (2) mean visual and task scores (Mean), and (3)
the proportion of samples scoring at least 75 (Good). The best-performing model in each scale

is shown inbold, and the second best isunderlined.
[Back to Appendix Contents]

Model
Python (196) Vega-Lite (129) LilyPond (55)

Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75)
vis task vis task vis task vis task vis task vis task

GPT-4.1 64.3 53 61 51% 61% 84.5 60 68 56% 66% 43.6 14 38 5% 36%
GPT-4.1 + Self Debug 84.2 66 76 64% 76% 96.1 64 74 60% 72% 63.6 17 54 5% 53%
GPT-4.1-mini 64.8 53 61 47% 59% 84.5 53 63 45% 60% 16.4 2 12 0% 11%
GPT-4.1-mini + Self Debug 80.6 61 71 56% 67% 96.9 60 71 51% 68% 56.4 14 42 0% 35%

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 29.1 16 19 10% 11% 53.5 1 2 0% 0% 30.9 2 1 0% 0%
Qwen2.5-Coder-3B-Instruct 34.2 23 28 17% 24% 68.2 25 34 13% 22% 3.6 1 2 0% 0%
VisCoder-3B 45.4 32 39 26% 35% 83.7 31 37 20% 26% 21.8 3 7 0% 2%

VisCoder2-3B 56.1 39 45 33% 38% 83.0 41 49 33% 40%50.9 10 31 2% 15%
VisCoder2-3B + Self Debug 63.3 42 49 35% 40% 84.5 43 50 34% 41% 52.7 10 32 2% 15%

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 39.3 25 29 19% 23% 79.8 37 47 24% 37% 7.3 0 3 0% 4%
Qwen2.5-Coder-7B-Instruct 41.3 29 37 24% 32% 76.0 40 50 29% 40% 5.5 0 3 0% 4%
VisCoder-7B 58.2 40 48 33% 42% 71.3 39 49 31% 43% 23.6 4 11 2% 4%

VisCoder2-7B 64.8 44 54 37% 49% 83.0 49 58 43% 51% 69.1 16 52 2% 45%
VisCoder2-7B + Self Debug 77.0 50 61 41% 54% 84.5 49 59 43% 52% 72.7 17 55 2% 45%

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 47.5 32 40 28% 36% 75.2 36 43 27% 33% 49.1 9 28 0% 13%
Qwen2.5-Coder-14B-Instruct 50.0 35 43 28% 39% 83.0 52 61 42% 53% 25.5 5 12 2% 4%

VisCoder2-14B 65.3 47 56 39% 52% 93.0 55 63 47% 58% 54.6 11 44 0% 40%
VisCoder2-14B + Self Debug 78.1 55 64 46% 58% 94.6 56 64 47% 60% 63.6 12 47 0% 40%

� 32B Scale

DeepSeek-Coder-33B-Instruct 58.2 40 48 34% 41% 90.7 52 61 40% 51% 30.9 3 11 0% 4%
Qwen2.5-Coder-32B-Instruct 50.5 36 43 30% 41% 83.0 48 57 39% 49% 30.9 5 22 2% 18%

VisCoder2-32B 65.3 49 56 42% 54% 94.6 60 70 53% 65% 56.4 14 39 2% 27%
VisCoder2-32B + Self Debug 81.6 58 68 46% 62% 96.1 62 72 54% 67% 69.1 16 48 2% 35%
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B.3.2 Mermaid, SVG & LaTeX

Table B.4: Performance of selected languages on the VisPlotbench benchmark. For each model,
we report (1) execution pass rate (Exec Pass), (2) mean visual and task scores (Mean), and (3)
the proportion of samples scoring at least 75 (Good). The best-performing model in each scale

is shown inbold, and the second best isunderlined.
[Back to Appendix Contents]

Model
Mermaid (131) SVG (65) LaTeX (112)

Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75)
vis task vis task vis task vis task vis task vis task

GPT-4.1 68.7 41 57 22% 56% 95.4 45 92 14% 94% 31.3 18 26 13% 25%
GPT-4.1 + Self Debug 93.9 56 77 32% 73% 96.9 45 93 14% 95% 66.1 38 56 25% 51%
GPT-4.1-mini 51.9 33 45 18% 43% 95.4 41 86 11% 86% 29.5 21 25 18% 25%
GPT-4.1-mini + Self Debug 94.7 58 79 26% 74% 96.9 42 88 11% 88% 58.9 35 50 23% 49%

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 63.4 19 25 2% 8% 7.7 1 1 0% 0% 4.5 2 1 2% 1%
Qwen2.5-Coder-3B-Instruct 74.1 30 38 9% 21% 75.4 18 39 2% 28% 17.9 6 9 3% 5%
VisCoder-3B 75.6 32 40 12% 21% 76.9 13 31 0% 12% 23.2 9 12 7% 9%

VisCoder2-3B 76.3 43 59 23% 50% 87.7 25 59 3% 48% 36.6 14 21 3% 12%
VisCoder2-3B + Self Debug 76.3 43 59 23% 50% 87.7 25 59 3% 48% 38.4 14 23 3% 13%

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 91.6 40 50 11% 28% 96.9 19 46 0% 22% 18.8 6 11 3% 8%
Qwen2.5-Coder-7B-Instruct 77.9 39 53 13% 38% 92.3 23 58 0% 40% 25.9 11 15 6% 8%
VisCoder-7B 77.1 41 54 17% 43% 93.9 23 53 2% 32% 25.9 10 15 6% 12%

VisCoder2-7B 78.6 43 59 20% 53% 96.9 34 73 3% 62% 39.3 15 23 6% 15%
VisCoder2-7B + Self Debug 84.7 45 62 21% 54% 96.9 34 73 3% 62% 42.9 16 24 6% 15%

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 69.5 34 46 12% 34%93.9 23 55 2% 34% 29.5 10 16 4% 10%
Qwen2.5-Coder-14B-Instruct 74.8 39 56 15% 48%98.5 33 80 5% 77% 30.4 15 22 6% 15%

VisCoder2-14B 81.7 53 67 32% 62% 89.2 34 72 8% 65%42.0 22 33 12% 27%
VisCoder2-14B + Self Debug 86.3 55 70 33% 64% 90.8 34 72 8% 65%45.5 24 35 12% 28%

� 32B Scale

DeepSeek-Coder-33B-Instruct 87.0 44 57 15% 40% 92.3 23 58 0% 43% 24.1 8 14 4% 11%
Qwen2.5-Coder-32B-Instruct 71.0 41 56 21% 53%93.9 34 81 3% 75% 29.5 14 25 9% 27%

VisCoder2-32B 87.0 51 67 31% 62% 81.5 33 68 11% 63%42.9 20 35 11% 34%
VisCoder2-32B + Self Debug 90.1 54 69 34% 63% 86.2 34 71 11% 66%61.6 28 45 14% 42%
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B.3.3 Asymptote & HTML

Table B.5: Performance of selected languages on the VisPlotbench benchmark. For each model,
we report (1) execution pass rate (Exec Pass), (2) mean visual and task scores (Mean), and (3)
the proportion of samples scoring at least 75 (Good). The best-performing model in each scale

is shown inbold, and the second best isunderlined.
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Model
Asymptote (92) HTML (108)

Exec
Pass

Mean Good(� 75) Exec
Pass

Mean Good(� 75)
vis task vis task vis task vis task

GPT-4.1 21.7 12 20 7% 20% 89.8 48 64 21% 50%
GPT-4.1 + Self Debug 46.7 22 41 9% 39% 97.2 51 68 22% 52%
GPT-4.1-mini 23.9 13 22 7% 21% 86.1 36 53 11% 34%
GPT-4.1-mini + Self Debug 48.9 21 40 9% 36% 100 42 62 12% 42%

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 13.0 0 0 0% 0% 36.1 2 3 1% 0%
Qwen2.5-Coder-3B-Instruct 18.5 8 11 4% 9% 62.0 16 19 6% 7%
VisCoder-3B 30.4 7 12 3% 8% 79.6 21 29 9% 17%

VisCoder2-3B 62.0 23 36 7% 26% 93.5 34 47 8% 23%
VisCoder2-3B + Self Debug 63.0 23 37 7% 27% 94.4 34 47 8% 23%

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 0 0 0 0% 0% 22.2 5 8 1% 3%
Qwen2.5-Coder-7B-Instruct 13.0 7 10 5% 9% 64.8 20 31 6% 13%
VisCoder-7B 17.4 7 11 3% 9% 75.9 20 32 5% 16%

VisCoder2-7B 64.1 27 43 11% 33% 82.4 30 46 7% 19%
VisCoder2-7B + Self Debug 70.7 29 47 11% 35% 84.3 31 47 7% 21%

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 20.7 5 10 1% 9% 64.8 21 32 4% 18%
Qwen2.5-Coder-14B-Instruct 25.0 12 17 9% 16% 83.3 34 50 9% 31%

VisCoder2-14B 56.5 27 45 15% 41% 90.7 41 58 12% 36%
VisCoder2-14B + Self Debug 66.3 31 50 16% 45% 94.4 42 60 13% 37%

� 32B Scale

DeepSeek-Coder-33B-Instruct 21.7 8 14 2% 9% 12.0 4 6 0% 0%
Qwen2.5-Coder-32B-Instruct 17.4 9 13 5% 12% 78.7 33 49 11% 32%

VisCoder2-32B 58.7 27 46 10% 39% 91.7 43 61 18% 48%
VisCoder2-32B + Self Debug 71.7 31 53 10% 41% 93.5 44 62 18% 49%
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B.4 Breakdown Self-Debug Results

In this section, we provide a breakdown of model performance under the self-debug setting. For
each language, we report execution pass rates across up to three rounds of automatic correction,
grouped by model series.

B.4.1 Python & Vega-Lite

Table B.6: Execution pass rates (%) in Python and Vega-Lite under the normal and self-debug
settings. Models that fail initially are allowed up to three rounds of automatic correction. Left

columns show Python results, right columns show Vega-Lite results.
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Model Normal
Python Self Debug

Normal
Vega-Lite Self Debug

Round 1 Round 2 Round 3 Round 1 Round 2 Round 3

GPT-4.1 64.3 75.0 81.6 84.2 84.5 95.3 96.1 96.1
GPT-4.1-mini 64.8 73.5 79.1 80.6 84.5 95.3 96.9 96.9

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 29.1 35.7 35.7 35.7 53.5 53.5 53.5 53.5
Qwen2.5-Coder-3B-Instruct 34.2 39.8 41.8 42.9 68.2 68.2 69.0 69.0
VisCoder-3B 45.4 51.0 52.6 52.6 83.7 83.7 83.7 83.7

VisCoder2-3B 56.1 61.7 62.8 63.3 83.0 84.5 84.5 84.5

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 39.3 46.9 49.5 53.1 79.8 81.4 81.4 81.4
Qwen2.5-Coder-7B-Instruct 41.3 53.6 60.2 61.7 76.0 77.5 77.5 77.5
VisCoder-7B 58.2 66.8 68.9 71.9 71.3 76.0 77.5 77.5

VisCoder2-7B 64.8 72.5 76.0 77.0 83.0 84.5 84.5 84.5

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 47.5 54.6 55.6 58.7 75.2 78.3 79.8 79.8
Qwen2.5-Coder-14B-Instruct 50.0 65.3 72.5 76.0 83.0 86.8 86.8 86.8

VisCoder2-14B 65.3 76.5 78.1 78.1 93.0 93.8 94.6 94.6

� 32B Scale

DeepSeek-Coder-33B-Instruct 58.2 67.9 71.4 73.0 90.7 92.3 92.3 92.3
Qwen2.5-Coder-32B-Instruct 50.5 70.9 78.1 79.1 83.0 87.6 89.9 89.9

VisCoder2-32B 65.3 76.0 80.1 81.6 94.6 96.1 96.1 96.1
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B.4.2 LilyPond & Mermaid

Table B.7: Execution pass rates (%) in LilyPond and Mermaid under the normal and self-debug
settings. Models that fail initially are allowed up to three rounds of automatic correction. Left

columns show LilyPond results, right columns show Mermaid results.
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Model Normal
LilyPond Self Debug

Normal
Mermaid Self Debug

Round 1 Round 2 Round 3 Round 1 Round 2 Round 3

GPT-4.1 43.6 54.5 63.6 63.6 68.7 84.7 93.0 93.9
GPT-4.1-mini 16.4 30.9 47.3 56.4 51.9 81.7 90.1 94.7

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 30.9 32.7 32.7 32.7 63.4 76.3 77.9 78.6
Qwen2.5-Coder-3B-Instruct 3.6 5.5 5.5 5.5 74.1 76.3 76.3 76.3
VisCoder-3B 21.8 21.8 21.8 21.8 75.6 76.3 76.3 76.3

VisCoder2-3B 50.9 52.7 52.7 52.7 76.3 76.3 76.3 76.3

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 7.3 9.1 10.9 10.9 91.6 93.9 94.7 94.7
Qwen2.5-Coder-7B-Instruct 5.5 5.5 5.5 5.5 77.9 79.4 79.4 79.4
VisCoder-7B 23.6 27.3 30.9 30.9 77.1 80.9 80.9 80.9

VisCoder2-7B 69.1 72.7 72.7 72.7 78.6 84.0 84.7 84.7

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 49.1 52.7 52.7 52.7 69.5 69.5 69.5 71.0
Qwen2.5-Coder-14B-Instruct 50.0 65.3 72.5 76.0 83.0 86.8 86.8 86.8

VisCoder2-14B 54.6 63.6 63.6 63.6 81.7 86.3 86.3 86.3

� 32B Scale

DeepSeek-Coder-33B-Instruct 30.9 40.0 41.8 41.8 87.0 87.0 87.8 88.6
Qwen2.5-Coder-32B-Instruct 30.9 40.0 43.6 43.6 71.0 74.8 75.6 76.3

VisCoder2-32B 56.4 61.8 69.1 69.1 87.0 89.3 90.1 90.1
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B.4.3 SVG & LaTeX

Table B.8: Execution pass rates (%) in SVG and LaTeX under the normal and self-debug
settings. Models that fail initially are allowed up to three rounds of automatic correction. Left

columns show SVG results, right columns show LaTeX results.
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Model Normal
SVG Self Debug

Normal
LaTeX Self Debug

Round 1 Round 2 Round 3 Round 1 Round 2 Round 3

GPT-4.1 95.4 96.9 96.9 96.9 31.3 53.6 59.8 66.1
GPT-4.1-mini 95.4 96.9 96.9 96.9 29.5 50.9 55.4 58.9

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 7.7 95.4 95.4 95.4 4.5 5.4 5.4 5.4
Qwen2.5-Coder-3B-Instruct 75.4 75.4 75.4 75.4 17.9 17.9 17.9 17.9
VisCoder-3B 76.9 76.9 76.9 76.9 23.2 25.9 25.9 25.9

VisCoder2-3B 87.7 87.7 87.7 87.7 36.6 38.4 38.4 38.4

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 96.9 98.5 98.5 98.5 18.8 19.6 22.3 22.3
Qwen2.5-Coder-7B-Instruct 92.3 92.3 92.3 92.3 25.9 28.6 30.4 30.4
VisCoder-7B 93.9 93.9 93.9 93.9 25.9 38.4 42.0 43.8

VisCoder2-7B 96.9 96.9 96.9 96.9 39.3 42.9 42.9 42.9

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 93.9 93.9 93.9 93.9 29.5 33.9 35.7 35.7
Qwen2.5-Coder-14B-Instruct 98.5 98.5 98.5 98.5 30.4 37.5 38.4 38.4

VisCoder2-14B 89.2 90.8 90.8 90.8 42.0 43.8 45.5 45.5

� 32B Scale

DeepSeek-Coder-33B-Instruct 92.3 92.3 92.3 92.3 24.1 28.6 31.3 31.3
Qwen2.5-Coder-32B-Instruct 93.9 93.9 93.9 93.9 29.5 42.9 50.0 51.8

VisCoder2-32B 81.5 84.6 86.2 86.2 42.9 55.4 59.8 61.6
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B.4.4 Asymptote & HTML

Table B.9: Execution pass rates (%) in Asymptote and HTML under the normal and self-debug
settings. Models that fail initially are allowed up to three rounds of automatic correction. Left

columns show Asymptote results, right columns show HTML results.
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Model Normal
Asymptote Self Debug

Normal
HTML Self Debug

Round 1 Round 2 Round 3 Round 1 Round 2 Round 3

GPT-4.1 21.7 35.9 43.5 46.7 89.8 96.3 97.2 97.2
GPT-4.1-mini 23.9 37.0 42.4 48.9 86.1 99.1 99.1 100

� 3B Scale

DeepSeek-Coder-1.3B-Instruct 13.0 17.4 17.4 17.4 36.1 36.1 36.1 36.1
Qwen2.5-Coder-3B-Instruct 18.5 18.5 18.5 18.5 62.0 65.7 70.4 70.4
VisCoder-3B 30.4 31.5 32.6 32.6 79.6 83.3 83.3 83.3

VisCoder2-3B 62.0 63.0 63.0 63.0 93.5 94.4 94.4 94.4

� 7B Scale

DeepSeek-Coder-6.7B-Instruct 0.0 1.1 2.2 2.2 22.2 25.0 25.0 25.0
Qwen2.5-Coder-7B-Instruct 13.0 16.3 20.7 20.7 64.8 75.9 76.9 76.9
VisCoder-7B 17.4 26.1 26.1 26.1 75.9 81.5 82.4 82.4

VisCoder2-7B 64.1 68.5 70.7 70.7 82.4 84.3 84.3 84.3

� 14B Scale

DeepSeek-Coder-V2-Lite-Instruct 20.7 23.9 26.1 26.1 64.8 76.9 79.6 79.6
Qwen2.5-Coder-14B-Instruct 25.0 32.6 39.1 40.2 83.3 89.8 89.8 89.8

VisCoder2-14B 56.5 64.1 66.3 66.3 90.7 94.4 94.4 94.4

� 32B Scale

DeepSeek-Coder-33B-Instruct 21.7 26.1 28.3 29.4 12.0 14.8 14.8 14.8
Qwen2.5-Coder-32B-Instruct 17.4 25.0 31.5 33.7 78.7 88.9 89.8 89.8

VisCoder2-32B 58.7 68.5 71.7 71.7 91.7 92.6 93.5 93.5
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B.5 Breakdown Error Type Results

In this section, we provide a breakdown error type results of execution errors for GPT-4.1 and
VisCoder2-32B. For each language, we report error type across up to three rounds of automatic
correction.

B.5.1 Python

Table B.10: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in Python. Each
column shows error counts at di�erent self-debugging rounds after initial failure.

[Back to Appendix Contents]

Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AttributeError 17 12 9 8 15 12 12 10
FileNotFoundError - - - - 1 1 1 1
ImportError 2 2 1 0 2 1 1 1
SchemaValidationError 1 1 1 1 - - - -
KeyError - - - - 3 2 1 0
KeyboardInterrupt 7 7 6 6 9 9 9 9
CellSizeError - - - - 1 1 1 1
DataError - - - - 2 2 2 2
NameError - - - - 2 1 0 0
RuntimeError 2 0 0 0 - - - -
SyntaxError 1 1 1 1 1 1 1 1
TypeError 20 16 14 14 13 7 3 3
ValueError 20 10 4 1 19 10 8 8

Total Errors 70 49 36 31 68 47 39 36
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B.5.2 Vega-Lite

Table B.11: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in Vega-Lite.
Each column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

JSONDecodeError 1 0 0 0 - - - -
KeyboardInterrupt 1 0 0 0 1 1 1 1
ParseError 8 2 2 2 2 1 1 1
TypeError 9 4 2 2 2 1 1 1
RenderingError 1 0 0 0 2 2 2 2

Total Errors 20 6 4 4 7 5 5 5

B.5.3 Lilypond

Table B.12: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in Lilypond. Each
column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

FileNotFoundError 1 1 1 1 1 1 1 1
MarkupError 3 2 2 2 4 4 4 4
SyntaxError 25 17 12 12 14 12 10 10
TypeError 2 2 2 2 5 4 2 2

Total Errors 31 25 20 20 24 21 17 17
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B.5.4 Mermaid

Table B.13: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in Mermaid. Each
column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

StructureError 2 2 0 0 1 0 0 0
SyntaxError 32 16 7 7 12 10 9 9
TypeError 2 1 1 1 - - - -
UnknownDiagramError 4 1 0 0 1 1 1 1
YAMLException 1 0 0 0 - - - -
LogicError - - - - 1 1 1 1
DiagramLimitError - - - - 1 1 1 1
KeyboardInterrupt - - - - 1 1 1 1

Total Errors 41 20 8 8 17 14 13 13

B.5.5 SVG

Table B.14: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in SVG. Each
column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

SyntaxError 1 1 1 1 4 2 2 2
UnclosedError 2 1 1 1 8 8 7 7

Total Errors 3 2 2 2 12 10 9 9
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B.5.6 LaTeX

Table B.15: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in LaTeX. Each
column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

KeyboardInterrupt 16 16 16 15 5 5 5 2
PackageError 2 2 1 1 - - - -
RuntimeError 17 9 7 7 27 12 9 6
StructureError 3 2 2 1 6 3 3 3
SyntaxError 5 4 4 4 10 6 4 4
Unde�nedError 21 17 15 15 28 26 24 23

Total Errors 64 50 45 43 77 52 45 38

B.5.7 Asymptote

Table B.16: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in Asymptote.
Each column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

AmbiguousFunctionCall - - - - 1 1 1 1
AmbiguousUsageError 1 1 1 1 1 1 1 1
CastError 2 1 1 1 - - - -
FunctionSignatureError 28 20 18 16 9 4 3 3
ModuleLoadError 16 15 13 13 2 2 2 2
RuntimeError 1 1 1 1 8 7 6 6
SyntaxError 3 2 1 1 - - - -
VariableError 21 19 17 16 15 12 11 11
KeyboardInterrupt - - - - 2 2 2 2

Total Errors 72 59 52 49 38 29 26 26
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B.5.8 HTML

Table B.17: Distribution of execution errors for GPT-4.1 and VisCoder2-32B in HTML. Each
column shows error counts at di�erent self-debugging rounds after initial failure.
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Error Type
GPT-4.1 VisCoder2-32B

Normal Round 1 Round 2 Round 3 Normal Round 1 Round 2 Round 3

ConsoleError 1 1 1 1 3 2 2 2
PageError 9 2 1 1 3 3 2 2
RequestFailed 1 1 1 1 3 3 3 3

Total Errors 11 4 3 3 9 8 7 7
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B.6 Case Study

In this section, we present a set of representative examples from VisCoder2-32B to illustrate
model behavior across the eight visualization languages.
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B.6.1 Python: Successful Generation

Figure B.2: Example of a successful generation inPython (ID: 1). The model generates code
that executes successfully and produces a plot consistent with the ground truth.

[Back to Appendix Contents]

97



B.6.2 Python: Self-Debug Recovery

Figure B.3: Example of a failed generation inPython (ID: 69), where the initial code raises a
ValueError and is resolved in the�rst round of self-debug, resulting in a corrected plot that

matches the intended semantics.
[Back to Appendix Contents]
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B.6.3 Python: Self-Debug Failed

Figure B.4: Example of a failed generation inPython (ID: 115), where the initial code raises a
AttributeError and is still failed after three rounds self-debug.
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B.6.4 Vega-Lite: Successful Generation

Figure B.5: Example of a successful generation inVega-Lite (ID: 18). The model generates
code that executes successfully and produces a plot consistent with the ground truth.
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B.6.5 Vega-Lite: Self-Debug Recovery

Figure B.6: Example of a failed generation inVega-Lite (ID: 14), where the initial code raises a
TypeError and is resolved in thesecondround of self-debug, resulting in a corrected plot that

matches the intended semantics.
[Back to Appendix Contents]
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B.6.6 Vega-Lite: Self-Debug Failed

Figure B.7: Example of a failed generation inVega-Lite (ID: 50), where the initial code raises a
TypeError and is still failed after three rounds self-debug.

[Back to Appendix Contents]
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B.6.7 Lilypond: Successful Generation

Figure B.8: Example of a successful generation inLilypond (ID: 15). The model generates
code that executes successfully and produces a plot consistent with the ground truth.
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B.6.8 Lilypond: Self-Debug Recovery

Figure B.9: Example of a failed generation inLilypond (ID: 13), where the initial code raises a
SyntaxError and is resolved in the�rst round of self-debug, resulting in a corrected plot that

matches the intended semantics.
[Back to Appendix Contents]
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B.6.9 Lilypond: Self-Debug Failed

Figure B.10: Example of a failed generation inLilypond (ID: 48), where the initial code raises
aTypeError and is still failed after three rounds self-debug.
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B.6.10 Mermaid: Successful Generation

Figure B.11: Example of a successful generation inMermaid (ID: 19). The model generates
code that executes successfully and produces a plot consistent with the ground truth.
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B.6.11 Mermaid: Self-Debug Recovery

Figure B.12: Example of a failed generation inMermaid (ID: 88), where the initial code raises
aSyntaxError and is resolved in thesecondround of self-debug, resulting in a corrected plot

that matches the intended semantics.
[Back to Appendix Contents]
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B.6.12 Mermaid: Self-Debug Failed

Figure B.13: Example of a failed generation inMermaid (ID: 80), where the initial code raises
aAttributeError and is still failed after three rounds self-debug.
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