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Abstract

This thesis investigates data-efficient methods for learning and executing complex, multi-
step robotic manipulation tasks in unstructured environments. A two-level hierarchical
framework is first proposed, in which high-level symbolic action planning is performed us-
ing Vector Symbolic Architectures (VSA), and low-level 6D gripper trajectories are mod-
eled using Task-parameterized Probabilistic Movement Primitives (TP-ProMPs). This ap-
proach enables both interpretable planning and motion generalization from limited human
demonstrations.

Building on this foundation, the thesis introduces the Task-parameterized Transformer
(TP-TF), a unified model that jointly predicts gripper pose trajectories, gripper states, and
subtask labels conditioned on object-centric task parameters. Inspired by the parameteri-
zation strategy of Task-parameterized Gaussian Mixture Models (TP-GMMs), the TP-TF
retains the data efficiency of classical Programming by demonstration (PbD) methods while
leveraging the expressiveness and flexibility of transformer-based architectures. The model
is evaluated on a real-world bolt–nut assembly task and achieves a 70% success rate with
only 20 demonstrations when combined with visual servoing for precision-critical phases.

The results highlight the potential of combining structured representations with deep
sequence modeling to bridge symbolic reasoning and continuous control. This work con-
tributes a step toward scalable, more interpretable, and data-efficient learning frameworks
for autonomous robotic manipulation.
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Chapter 1

Introduction

Robots are increasingly expected to operate in unstructured environments and perform
complex tasks with minimal manual programming. Traditional control pipelines, while
powerful in structured industrial settings, often lack the flexibility and adaptability required
for general-purpose manipulation in the real world. This challenge has driven interest in
Programming by demonstration (PbD) paradigms, which enable non-expert users to teach
robots by example rather than through explicit coding.

Within the PbD framework, a robot observes and generalizes from a small number
of task demonstrations, allowing it to learn both high-level action structures and low-
level motor behaviors. However, the field faces key challenges in trajectory generalization,
symbolic abstraction, and task scalability. Traditional PbD methods—such as Dynamic
movement primitives (DMPs), Task-parameterized Gaussian Mixture Models (TP-GMMs),
and Probabilistic Movement Primitives (ProMPs), and Kernelized Movement Primitives
(KMPs)—offer interpretable and data-efficient solutions. However, they often lack the
expressiveness required for complex tasks and typically necessitate training a new model
for each new task, limiting their scalability and flexibility. Conversely, deep learning-based
approaches offer powerful function approximation capabilities but are typically data-hungry
and struggle with generalization outside their training distribution.

This thesis first explores a two-level hierarchical framework for robotic manipulation.
At the high level, Vector Symbolic Architectures (VSA) are used to infer and plan ab-
stract actions directly from sensory data, offering symbolic representations that are both
structured and biologically plausible. Early in this work, I considered biologically inspired
approaches because biological systems perform well with limited training data. However,
most of the thesis focuses on practical performance with limited training data, independent
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of biology. At the low level, Task-parameterized Probabilistic Movement Primitives (TP-
ProMPs) are employed to model 6D gripper trajectories based on task parameters, enabling
generalization across varying object poses with only a small number of demonstrations.

Building on the strengths and limitations of this two-level design, the thesis then intro-
duces the Task-parameterized Transformer (TP-TF)—a unified model that integrates both
high-level subtask inference and low-level trajectory generation within a single architec-
ture. Conditioned directly on task parameters, the TP-TF is capable of predicting gripper
trajectories, gripper states, and subtask labels from a limited number of demonstrations.
This unified approach offers greater flexibility, reduced system complexity, and improved
performance in long-horizon manipulation tasks.

The proposed models are validated on a challenging real-world bolt-nut assembly task
that requires high precision, demonstrating robust performance in environments with vari-
able object configurations and contact-sensitive constraints. Overall, this work contributes
a pathway toward scalable, mroe interpretable, and data-efficient robotic learning systems.
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Chapter 2

Background

Traditional PbD has proven effective in both symbolic action planning [29, 42, 64, 81, 45]
and trajectory modeling [120, 95, 17, 50] in robotic manipulation tasks. In the context of
trajectory modeling, these methods achieve high sample efficiency by appropriately con-
straining the state space, particularly when applied to single, well-defined tasks. However,
despite their success, accurately modeling both position and orientation jointly remains an
open challenge.

In contrast, neural network-based approaches [113, 14, 149] leverage large datasets and
the representational power of deep networks to learn a wide range of tasks from raw inputs
such as images and text. These methods prioritize generality and flexibility, often at the
cost of sample efficiency and interpretability.

This work aims to address the following research questions in the context of robotic
manipulation tasks:

1. How can both position and orientation be effectively modeled together in a unified
framework while maintaining data efficiency?

2. Is it possible to develop a model that unifies high-level symbolic planning with low-
level trajectory generation to support long-horizon manipulation tasks?

3. Can a middle ground be established between traditional PbD and modern neural
network-based methods—combining the sample efficiency of the former with the flex-
ibility and expressiveness of the latter?
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This chapter presents the technical foundations relevant to this work and reviews state-
of-the-art methods across different domains in their respective sections. Section 2.1 intro-
duces both traditional PbD methods and neural alternatives that have been applied to
robotic learning. Section 2.2 provides a brief overview of deep learning, with a focus on
two architectures: Convolutional Neural Networks (CNN), which are central to the vi-
sion module in this work, and Transformers, which later serve as the core model unifying
symbolic and trajectory-level learning. Section 2.3 reviews popular techniques for object
pose estimation, an essential component of the perception pipeline. Finally, Section 2.4
presents a background on visual servoing, which is used as a refinement mechanism during
precision-critical phases of the task.

2.1 Program by Demonstration

PbD, also known as learning from demonstration or imitation learning, is a well-established
research paradigm in robotics that enables robots to acquire skills through human demon-
strations. Conceptually, PbD can be framed as a supervised learning problem, where the
demonstrated tasks serve as labeled data for training. The approach offers several advan-
tages, with two primary benefits standing out. First, PbD eliminates the need for robotics
or programming expertise to program robots, making it highly appealing for applications
in industrial and service robotics. Second, unlike reinforcement learning, which relies on
trial-and-error exploration, PbD constrains the state space effectively, thereby enhanc-
ing sample efficiency and reducing the computational overhead associated with learning
[63, 126, 62, 132, 90].

A PbD system usually works in a manner described as follows: First, a certain task
will be demonstrated by a human or a robot controlled by a human. During the demon-
stration stage, some information or states of the environment and/or the robot itself will
be recorded. The recorded data will then be used to learn a mapping between the states
and the actions. The actions could be low-level motor action, trajectories, or high-level
primitives.

2.1.1 Demonstration method

The demonstration method is one of the key decisions that need to be made when de-
signing a PbD system. Three approaches are of the most interest: kinesthetic teaching,
teleoperation, and passive observation [110].
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Kinesthetic teaching involves a human physically guiding the robot through the desired
configurations. This method is highly intuitive for demonstrators, as it directly involves
physical interaction with the robot. Additionally, since the data is recorded directly from
the robot, this approach inherently avoids the correspondence problem [5, 91].

Teleoperation allows a human to control a robot remotely via an interface, such as
a joystick. Unlike kinesthetic teaching, the demonstrator does not need to be physically
present with the robot, enabling remote operation [80, 102]. Furthermore, a well-designed
interface can facilitate the control of robots performing more complex tasks, such as grasp-
ing [136, 92], assembly [119]. Similar to kinesthetic teaching, teleoperation eliminates the
correspondence problem as the learning robot itself is used during the demonstration.

In passive observation, the learning robot does not participate in the demonstration
stage. Instead, a human equipped with tracking devices performs the tasks, and the
trajectory data of the trackers is recorded. This approach is particularly suitable for high-
degree-of-freedom (DOF) or humanoid robots [133, 54, 25]. However, this requires a further
mapping between human action space to robot action space.

Table 2.1 shows the advantages and disadvantages of each method. In this work, tele-
operation and passive observations were used based on the characteristics of the tasks.

Demonstration Ease of Demonstration High DOF Ease of Mapping

Kinesthetic ✓ ✓
Teleoperation ✓ ✓
Observation ✓ ✓

Table 2.1: Characteristics of different demonstration method. Table is reproduced based
on [110].

2.1.2 Encoding level

In general, a skill could be presented in two levels: symbolic level and trajectories level[147].
Different encoding continuity levels not only determine the learning method but also decide
the learning output.

Symbolic encoding

Symbolic encoding provides a high-level representation of skills by decomposing them into
sub-tasks or action primitives [29, 42, 64, 81, 45]. In these approaches, continuous data
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is first segmented into symbolic states, followed by learning a mapping between discrete
states and action primitives from demonstrations. The action primitives can either be
predefined or learned.

It is important to note that trajectory segmentation and state-action mapping are
not independent tasks; they are closely interrelated. The level of abstraction for action
primitives determines the required segmentation granularity. Consider, for example, a pick-
and-place task where a robot moves a box from point A to point B. If the predefined action
primitives are “Move above X,” “Pick up box,” and “Put down box,” the segmentation
would need to define sub-tasks such as “Move above A,” “Pick up box,” “Move above B,”
and “Put down box.” On the other hand, if the predefined actions are more abstract, such
as “Pick up box from X and place it at Y,” no segmentation is required. This highlights
that there is no universally correct segmentation approach; it is a design decision based on
the specific task and the level of abstraction of the action primitives. For instance, in [77],
segmentation is performed by iteratively identifying the most likely predefined primitives
corresponding to the current segment. While [109] derives semantic rules for segmentation
based on the demonstrator’s hand motions observed in videos.

Given the segmented trajectory, the next step is to learn the state-action mapping
which addresses the question: When to execute which primitive? Typically, this is set up
as a classification problem, using various machine learning approaches. The “state” here
is derived from the recorded information about the environment and/or the robot itself-
and usually manually selected based on the specific task and the demands of the learning
algorithm.

For example, [42] encodes the state as a 23-dimensional input that includes the objects’
class, 2D location, size, and both the robot’s head and tail poses, then uses a finite state
machine to learn the state-action mapping in a robot soccer scoring task. In [81], a bulb-
unscrewing task is considered, where the state is defined by the distance between the
gripper and the goal position, as well as the gripper’s velocity; a support vector machine is
employed to classify the actions. Meanwhile, [34] takes a different approach by predicting
the subsequent state from the current state and executed action via a convolutional Long
short-term memory (LSTM) network. In this setup, the state is represented by an image
depicting the scene.

State-action mapping can also be framed within a Classical AI Planning paradigm.
Stanford Research Institute Problem Solver (STRIPS) [33], introduced by Fikes and Nils-
son in 1971, is one of the earliest systems in this domain and remains highly influential.
In STRIPS, a world state is represented as a conjunction of local states, for instance,
At(Block, Table) ∧ At(Ball, Table) might indicate that a block and a ball are both on the
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table. Actions in STRIPS are specified through preconditions—conditions that must be
satisfied before an action can be carried out—and effects, which include an add list and a
delete list describing how the action changes the world state. The add list indicates the
local states that might not be true before the action but will be true after the action. The
delete list works the opposite way. For example, consider an action Move(a,b,c) for moving
object a from b to c. It could be described as:

Move(a, b, c):
Precondition: On(a, b) ∧ Clear(c)
Add list: On(a, c) ∧ Clear(b)
Delete list: Clear(c)

where, On(a,b) indicates the object a is on object b and Clear(c) is true if nothing is
on object c. Given a goal and an initial state, the planner will automatically generate a
sequence of actions that transit the world model from initial state to goal state.

Planning Domain Definition Language (PDDL) [83] is an AI planning language inspired
by STRIPS. By allowing negative literals, it enables to combine the add list and delete list
into one effect list. For example, the same action Move(a,b,c) will be represented as:

Move(a, b, c):
Precondition: On(a, b) ∧ Clear(c)
EFFECT: On(a, c) ∧ Clear(b) ∧¬ Clear(c)∧¬ On(a, b)

Block world is the most famous planning domain in classical planning. In the block world,
one block can be stacked on another block by a robot gripper. The gripper cannot pick up
a block if there is a block on top of it. Figure 2.1a shows one example of such planning
problem and Figure 2.1b shows how it is defined in PDDL. One solution of the shown
problem is the sequence [MoveToTable(C, B),Move(A, Table, C),Move(B, Table, A)].
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A

C

B

A

C

B

Start State Goal State

(a)

Init(On(C,B) ∧On(B, Table) ∧On(A, Table)

∧Block(A) ∧Block(B) ∧Block(C)

∧ Clear(A) ∧ Clear(C))

Goal(On(B,A) ∧On(A,C))

Action(Move(b, x, y),

Precond : On(b, x) ∧ Clear(b) ∧ Clear(y) ∧Block(b)

∧Block(y) ∧ (b ̸= x) ∧ (b ̸= y) ∧ (x ̸= y),

Effect : On(b, y) ∧ Clear(x) ∧ ¬On(b, x) ∧ ¬Clear(y))

Action(MoveToTable(b, x),

Precond : On(b, x) ∧ Clear(b) ∧Block(b) ∧ (b ̸= x),

Effect : On(b, Table) ∧ Clear(x) ∧ ¬On(b, x))

(b)

Figure 2.1: A Block World example. (a) A planning problem in block world domain.
The goal is to stack the three blocks from the start state. (b) The planning problem is
expressed in PDDL syntax. Adapted from [118].

[29] applies Classical AI Planning to a pick-and-place task by leveraging object pose
data and k-means clustering to define states. Classical planning systems, in general, are
domain-independent and rely on abstract state-action representations, making them ap-
plicable to a broad range of problems and naturally interpretable.
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Trajectory Learning

Trajectory learning addresses how to map sensory inputs to low-level actions on a robot.
These actions can be represented in either the joint space (e.g., motor signals or joint angles)
or the task space (e.g., the end-effector’s path in a global coordinate frame). Representing
motions in the task space often simplifies transfer between different robots by circumventing
the correspondence problem—i.e., the challenge posed by varying mechanical structures.
To execute task-space trajectories on a specific robot, inverse kinematics is required to
convert them into joint-space commands.

A central difficulty in PbD for trajectory learning is modeling motions that generalize
to new conditions from only a limited set of demonstrations. In deep learning for computer
vision, a common strategy for improving generalization with small datasets is data aug-
mentation, which is relatively straightforward (e.g., image transformations). In contrast,
data augmentation in trajectory learning, especially when using raw images as input [121],
is more complicated, because creating images of novel scene configurations—together with
corresponding trajectories—presents a significant challenge.

A different approach for overcoming limited data is to embed prior knowledge or struc-
tural constraints into the model. The remainder of this section reviews several of the most
widely explored methods in this area.

Dynamic movement primitives [120] model a trajectory as a nonlinear dynamic sys-
tem defined as

ÿ = αy(βy(g − y) − ẏ) + f(x), (2.1)

where y is the system state (e.g. end-effector position in task-space), g is the goal state
(e.g. goal position of the end-effector), αy and βy are gain terms, f(x) is the forcing term
that governs the shape of the trajectory. The variable x (the phase) evolves according to

ẋ = −αxx. (2.2)

and typically decreases monotonically from 1 to 0, denoting the start and end of a move-
ment. In Eqn. 2.1, the first term αy(βy(g − y) − ẏ) is a point attractor ensuring that
y converges to g. The second term f(x) specifies trajectory’s shape. f(x) is typically
modelled by distributing N basis functions ψ over x:

f(x) =

∑N
i=1 ψi(x)ωi∑N
i=1 ψi(x)

x, (2.3)
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where ωi are the weights of the ith basis function ψi. For discrete (non-rhythmic) move-
ments, the basis functions are often chosen to be Gaussian,

ψi(x) = exp(−hi(x− ci)
2), (2.4)

with center ci and width hi. Periodic basis functions can be used for rhythmic movements.
The weights ωi can be learned through Locally Weighted Regression (LWR) [7] or by al-
ternative methods such as Gaussian Mixture Model (GMM)/Gaussian Mixture Regression
(GMR) [101] and Gaussian Process Regression (GPR) [32].
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Figure 2.2: An example of modeling a trajectory using DMPs. Top: The desired
trajectory, the trajectory generated without the forcing term, and the trajectory generated
with the forcing term. Middle: The set of basis functions used to model the forcing
term. Bottom: The weighted sum of the basis functions, where the bars represent the
corresponding weights for each basis function.

Among the advantages of DMPs are its data efficiency—it can learn from just a single
demonstration—and its ability to generalize to new positions by adjusting the goal. Fur-
thermore, the temporal scaling factor τ can be introduced so that the learned motion can
be accelerated or decelerated by modifying τ .

Nevertheless, DMPs also exhibit several limitations. For example, there is no straight-
forward way to encode orientation in a singularity-free manner in task space, the framework
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is inherently deterministic and does not capture stochastic variations in trajectories, and it
scales poorly to very high-dimensional inputs. Many of these issues have been addressed by
subsequent research [95, 50, 130]. A remaining drawback, however, is that DMPs requires
a goal to be specified explicitly, rather than learning it automatically from the scene.

Figure 2.2 provides an illustrative example. Without the forcing term, the model be-
haves purely as an attractor that converges on the goal position. In contrast, incorporating
the forcing term enables the model to learn and reproduce the shape of the demonstration
trajectory.

Probabilistic movement primitives [95] present a probabilistic formulation of move-
ment primitives concept that maintains a distribution over trajectories. ProMPs model
trajectories by directly assigning basis functions in the position space—unlike DMPs, which
incorporates an attractor and assigns basis functions in the acceleration space—and using
the weights ω as a compact representation of a trajectory. Therefore, a trajectory point yt

at time t can be written as
yt = Φ⊤

t ω + ϵy, (2.5)

where Φ⊤
t is the basis matrix at time t and ϵy ∈ N (0,Σy) is zero-mean Gaussian noise.

The probability of observing a trajectory τ = {yt}t=0...T with length T is

p(τ |ω) =
∏
t

N (yt|Φ⊤
t ω,Σy). (2.6)

Now, assume ω is drawn from a Gaussian distribution p(ω; θ) = N (ω|µω,Σω), the proba-
bility of observing yt at time t is obtained by marginalizing ω:

p(yt; θ) =
∑

N (yt|Φ⊤
t ω,Σy)N (ω|µω,Σω)dω (2.7)

= N (yt|Φ⊤
t µω,Φ

⊤
t ΣωΦt + Σy). (2.8)

The parameters θ = {µω,Σω} can be learned from multiple demonstrations via maximum
likelihood estimation. Figure 2.3 gives a representative example. ProMPs capture the tra-
jectory variance observed in the demonstrations. Similar to DMPs, adaptation is achieved
by explicitly conditioning on a specified position at a particular time. ProMPs were ini-
tially developed to represent trajectories in joint space and later expanded for use in task
space [40]. However, their capacity for extrapolation remains limited.
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Figure 2.3: One example of modeling a trajectory using ProMPs. The shaded area
denotes the standard deviation of the training trajectories at each time step. A output
trajectory is obtained by conditioning on the goal position denoted by the red cross.

Task-parameterized Gaussian Mixture Models [17] also provides a probabilistic
framework for trajectory learning, emphasizing representations in task space. These mod-
els encode the joint distribution of inputs and outputs through a Gaussian mixture. In
their time-based form, TP-GMMs use time as the input and output positions (along with
velocities and accelerations). By contrast, the dynamic-based formulation takes position
as the input and predicts velocity or acceleration.

In Figure 2.4, TP-GMMs are illustrated by initially transforming trajectories from the
global reference frame into 2 local reference frames. This procedure enables the model
to capture low-variance features that might be obscured when viewed solely in the global
reference frame. Within each local frame, a mixture of Gaussians is employed to represent
the trajectories.

During reproduction, the Gaussians in each local reference frame are transformed back
to the global frame according to the new poses of those local frames. The final trajectory
is then obtained by taking the product of these Gaussians, which can be interpreted as a
“weighted voting” mechanism. In this scenario, the covariance of each Gaussian serves as
a weight: higher covariance reduces its influence, whereas lower covariance increases it.
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For example, at the beginning of the trajectories shown in Figure 2.4, Frame 1 exhibits
smaller covariance and thus exerts greater influence in the global reference frame. Near the
end, Frame 2 has lower covariance and therefore becomes more influential. By leveraging
multiple local reference frames, TP-GMMs achieve strong extrapolation capabilities while
obviating the need to explicitly define a goal position; instead, the goal is implicitly encoded
in the poses of the local frames.

In [144], the TP-GMMs framework is extended to handle quaternions within a 3-
dimensional Riemannian manifold, ensuring that the inherent geometry of quaternion space
is preserved. This extension enables TP-GMMs to model not only the position but also
the orientation. Nevertheless, performing Gaussian product and conditioning on a Rie-
mannian manifold necessitates iterative computations in the tangent space. Specifically,
logarithmic mapping is used to project data points from the manifold onto the tangent
space, which serves as a local linear approximation at a reference point. Gaussian opera-
tions—including the computation of means and covariances—are then carried out within
this tangent space. Finally, the results are mapped back onto the manifold using exponen-
tial mapping, ensuring consistency with the manifold’s geometry. Despite its theoretical
elegance, a publicly available implementation that jointly models position and orientation
using the task parameters is not provided.

Figure 2.4: TP-GMMs model trajectories in local reference frames. Left: 2D
trajectories shown in the global reference frame for a task involving motion from the purple
box to the yellow box. Middle: Trajectories expressed in Frame 1, which is attached to
the purple box. Right: Trajectories expressed in Frame 2, attached to the yellow box.
The shaded regions represent the Gaussian mixture components. Figure adapted from [17].

Neural network-based methods have recently been used extensively to model trajec-
tories. Gato [113], introduced in 2022, is an example of a generalist agent capable of a wide
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range of tasks: playing Atari games, captioning images, chatting, and stacking blocks with
a real robot. PaLM-E [27], also introduced in 2022, is another broadly applicable model
that handles tasks such as grasping and stacking objects, table-top pushing, and mobile
manipulation. Around the same time, Robotics Transformer (RT) [14, 149] was proposed
with a focus on robotic tasks including picking and knocking objects, placing them upright,
moving them around, and opening and closing drawers, as well as transferring objects into
and out of drawers.

Although these methods differ slightly in network architectures and task sets, they
share several key features. First, they all employ the Transformer framework [131]. Sec-
ond, they utilize multi-modal inputs, such as visual data (camera images) and textual task
descriptions. Third, they capitalize on extensive datasets, which facilitates the transfer of
robust visual and semantic representations. For instance, [149] illustrates that their model
achieves better generalization to unseen objects, backgrounds, and environments compared
to more traditional methods. However, this strength comes at the cost of requiring mas-
sive amounts of data for training. For example, Gato uses 387k successful trajectories in
simulation and 15k real-world trajectories to learn a block-stacking task. RT-2 is trained
on data collected over 17 months from 13 different robots. It is worth noting that these
training corpora exclude natural language and general image data, which tend to be more
readily available than specialized robotic control datasets. This stands in contrast to clas-
sical PbD approaches, where a handful of demonstrations can be sufficient. For example,
[18] uses just 4–7 demonstrations to learn a pick-and-place task.

Some neural network-based methods focus more on data efficiency. A notable example is
Conditional Neural Movement Primitives (CNMP)[121], introduced in 2019, along with its
extension, Conditional Neural Expert Processes (CNEP)[142], proposed in 2024 to address
tasks with multimodal solutions. In an obstacle avoidance task, CNMP required only 8
demonstrations to generalize to new situations within the training distribution. For this
particular task, a key difference is that instead of relying on image embeddings, CNMP
uses the heights of both the target object and the obstacle as inputs, which removes the
need to learn a mapping between images to scene configuration.

Although the task itself is realativly simple—because the objects remain stationary
and the only parameters are their heights—it prompts a question: What inputs should the
network receive? Using images is simple and generalizes well across various tasks, as it
requires minimal preprocessing. However, it also closely couples vision with control. For
instance, in RT-2, the model’s ability to handle unseen objects, backgrounds, and environ-
ments depends mainly on vision, which must locate unfamiliar objects in new contexts;
once the objects are identified, the control task does not change significantly.
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For several reasons, it may therefore be beneficial to separate the vision component
from the control component. First, vision data tends to be much easier to obtain than
control data, so decoupling them reduces the need for large control datasets. Second, it
enables direct input of relevant information—such as object color, size, and pose—to the
network, which can simplify the control learning process and improve the interpretability.
Finally, it opens up new possibilities for data augmentation for the control task.

2.2 Deep Learning

In 2012, the backpropagation-based deep neural network known as “AlexNet” [66] achieved
groundbreaking results in the ImageNet competition, igniting the rapid expansion of deep
learning research. Since then, Deep learning has advanced at a rapid pace, especially in the
fields of computer vision and natural language processing. Its advantages over traditional
machine learning approaches include the ability to automatically extract features from
unstructured data, achieve high accuracy on complex tasks, and scale effectively with
larger datasets. This section introduces key architectures and specific models relevant to
the work presented in this thesis.

2.2.1 Convolutional Neural Networks

The core component of a CNN is its convolutional layers. Depending on the application,
the architecture may also incorporate pooling layers and a series of dense (fully connected)
layers. Figure 2.5 illustrates a simple CNN architecture—LeNet-5 [69]—which consists
of convolutional, pooling, and dense layers. In this example, the input is a 3 × 32 × 32
tensor, representing a 32 × 32 RGB image, and the network produces a 10-dimensional
output. Activation functions (e.g., ReLU) are omitted for clarity. Originally developed for
handwritten digit recognition, LeNet-5 introduced several foundational components that
continue to influence modern CNN design.

Convolutional Layer

At the core of a CNN is the convolutional layer, which performs a convolution operation
using two inputs: an input tensor and a kernel (or filter) tensor. The kernel, usually much
smaller than the input, performs a dot-product with localized regions of the input as it slides
over it (see Figure 2.5), producing what is known as a feature map. A convolutional layer is
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characterized by its kernel size K, the number of channels C (i.e., the number of kernels),
the stride S, and the padding P . Here, K represents the kernel’s dimensions (assuming
square kernels, though non-square options such as 1D kernels for time-series tasks [138]
are also possible). The stride S indicates how far the kernel moves after each dot product
computation, while the padding P specifies the number of extra entries (typically zeros)
added around the input’s border to allow the kernel to operate at the edges and preserve
spatial dimensions. For an input of size Hin×Win , the output spatial dimensions for each
channel are given by:

Hout =
Hin −K + 2P

S
+ 1, (2.9)

Wout =
Win −K + 2P

S
+ 1. (2.10)

Thus, the output tensor has dimensions C×Hout×Wout. In Figure 2.5, the convolutional
layer maintains the spatial size of the input (achieved, for example, with K = 3, S = 1,
P = 1 , and C = 8).

The convolution operation is essentially a feature extraction process, where the kernel
scans the input to identify and match specific patterns. Different layers capture features
of increasing complexity: shallow layers may detect edges, middle layers recognize shapes,
and deeper layers identify objects. Unlike dense layers—where each neuron connects to
every neuron in the previous layer—a convolutional layer’s neurons are connected only to
a local region, facilitating the detection of spatial patterns. Moreover, by applying the
same kernel across the entire input, CNNs reduce the number of parameters and achieve
translation invariance.

Pooling Layer

Pooling layers are widely used in CNNs to summarize local statistics of feature maps [41].
For example, max pooling [146] selects the maximum value within each pooling window,
while average pooling [13] computes the mean. Unlike convolutional layers, pooling layers
do not contain learnable parameters. Instead, a fixed operation (e.g., max or average) is
applied. The output size can be computed using the same equations as in Equations 2.9
and 2.10. Pooling layers typically reduce the spatial dimensions, improve computational
efficiency, and introduce invariance to small translations. Additionally, pooling contributes
to handling inputs of varying sizes.
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CNN have achieved remarkable performance in a wide range of computer vision tasks,
such as image classification [67, 124, 46], semantic segmentation [78, 114], and object
detection/localization [39, 112]. They have also been extensively utilized as vision modules
in downstream robotic applications [71, 76, 12], enabling end-to-end perception and control
pipelines.

Conv Ave-Pool Conv Ave-Pool Dense

3@32x32 6@28x28 6@14x14

16@10x10 16@5x5

1x120

1x84

1x10

Figure 2.5: LeNet-5 architecture [69]. An early and compact example of a convolutional
neural network.

2.2.2 Transformers

Originally introduced by Vaswani et al. in their work “Attention Is All You Need” [131],
the Transformer architecture has achieved state-of-the-art performance across a wide range
of Natural Language Processing (NLP) tasks [106, 107, 15, 2, 108, 24]. Beyond NLP, it
has also been successfully extended to computer vision [26] and robotics [14, 149, 27, 113].
Figure 2.6 illustrates the fundamental structure of a Transformer.

In the following, we discuss the key components of the Transformer using a simplified
language modeling task as a toy example. Specifically, given the prompt “A black hex nut
is on the”, the model must predict the most likely next word.
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Figure 2.6: Transformer architecture. Adapted from [131].

Tokenization

Tokenization involves segmenting the input data into smaller, discrete units known as
tokens. In the context of computer vision, this often entails dividing an image into patches,
whereas in NLP tasks, text may be split into words, characters, or subword units (e.g.,
playing → [play, ing ]). Each token is then mapped to a numerical token ID, which the
neural network can interpret and process. Subword tokenization methods, such as Byte-
Pair Encoding [122], are commonly employed in Transformer-based models to handle the
vast vocabulary space efficiently.

In our toy example—predicting the next word given the prompt “A black hex nut is
on the”—applying the GPT-4 tokenizer results in the sequence of tokens [“A”, “ black”, “
hex”, “ nut”, “ is”, “ on”, “ the”], corresponding to token IDs [32, 3776, 12651, 10184, 374,
389, 279]. These numeric IDs are subsequently fed into the embedding layer for further
processing by the Transformer.
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Embedding

The embedding process maps discrete tokens to continuous, high-dimensional vectors. The
idea is that in high dimensional space, the direction of the vector correspond with a se-
mantic meaning. For example, if E(x), E(y) denote the embeddings of tokens x and y,
respectively, then their dot product E(x) · E(y) provides a measure of similarity. Positive
values indicate semantic similarity (i.e., vectors pointing in roughly the same direction),
negative values suggest opposing semantics, and values near zero imply orthogonality. A
commonly used example [85] is that the difference vector E(king)−E(queen) often aligns
closely with the vector E(man)−E(woman), indicating that there is a distinct dimension
capturing the sematic of “gender” (see Figure 2.7 for a 3D visualization).

Formally, the embedding matrix has dimensions dvoc × dmodel, where dvoc is the vocab-
ulary size and dmodel is the embedding dimension. Each token ID serves as an index into
this matrix, retrieving a vector embedding that is learned through backpropagation.

In our toy example, the sequence of token IDs [32, 3776, 12651, 10184, 374, 389, 279]
corresponds to embeddings E1, E2, ..., E7. The overall embedding of the sequence is then
given by E = [E1, E2, ..., E7]

⊤, resulting in a tensor with shape (7 × dmodel).
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Figure 2.7: 3D projection of word embeddings illustrating semantic relationships between
concepts such as gender. Adapted from [85].
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Positional Encoding

Positional encoding allows the model to incorporate information about the ordering of
tokens in a sequence. In our toy example, it ensures that the model recognizes the first
token as “A,” the second token as “ black,” and so on. Following [131], one standard
approach computes the positional encodings as:

PE(pos,2i) = sin(
pos

100002i/dmodel)

PE(pos,2i+1) = cos(
pos

100002i/dmodel)
,

where pos denotes the position of a token within the sequence and i indexes the embedding
dimension. Hence, sine is used to encode information for even indices, and cosine for odd
indices. Alternatively, learned positional encodings [38] may be employed. These posi-
tional encodings are added to the token embeddings, preserving the overall dimensionality.
Therefore, after the positional encoding, the output for our toy example retains its shape
of (7 × dmodel).

Attention

In Transformer-based models, the token embedding layer can be viewed as a simple lookup
table, such that the embedding of a single token only captures a generic semantic repre-
sentation of that token. The attention mechanism enables the network to incorporate the
contextual references necessary for disambiguating meaning. For instance, consider the
token “ nut,” which can refer either to “a fruit consisting of a hard or tough nutshell pro-
tecting a kernel” or to “a piece of metal used alongside a mating bolt.” Only when preceded
by the token “ hex” does the context make it clear that the latter sense is intended. In
other words, attention facilitates the transfer of information from one token’s embedding
to another, enriching the overall representation with context.

An immediate question, then, is how the model determines which tokens in a sequence
matter to a given token and how those relevant tokens ultimately modify that token’s
meaning. In [131], this is achieved with the equation:

Attention(Q,K, V ) = softmax(
QK⊤
√
dk

)V, (2.11)
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where Q, K, V are queries, keys, and values matrix. dk is the dimension of the key vector.
This compact formula lies at the heart of the Transformer, yet it can be challenging to
fully grasp. A helpful way to interpret it is to start by looking at how queries and keys are
formed. Each of the token embeddings Ei (dimension dmodel) is multiplied by a dmodel × dq
query matrix WQ to produce a query vector Qi (dimension dq). Typically, dq is much
smaller than dmodel. Similarly, each Ei is also multiplied by a dmodel × dk key matrix WK

to yield a key vector Ki.

Intuitively, if the i-th token is related to the j-th token, the dot product Qi · Kj will
be positive, and if they are unrelated, it will tend toward zero or a negative value. By
taking the dot product of Qi and all key vectors and then applying the softmax function,
we obtain a possibility distribution indicating which tokens are related to the i-th token.
In our toy example, the token “nut” is related to the token “hex” and the token “black”.
Therefore softmax(Q4 · K3) and softmax(Q4 · K2) are expected to have have a positive
value. Repeating this for every Qi generates an attention pattern or attention weights
over the entire sequence (See Figure 2.8 for a hypothetical attention pattern for the toy
example). In practice, all Qi Ki vectors are stacked into matrices Q and K, and the
operation softmax(QK⊤) is performed for all tokens in parallel. The division by

√
dk in

Eq. 2.11 is primarily for numerical stability.

The next step is to update each token embedding based on these attention weights.
Returning to the “nut” example, its embedding is adjusted to capture the context of
“black hex nut”. Concretely, the 7 × dmodel embedding is multiplied by the dmodel × dv
value matrix to produce the 7 × dv values V . Multiplying the attention weights with the
values V yields a context-aware embedding (dimension (7 × dv)).

The mechanism described thus far corresponds to a single “head” of the attention block.
In practice, there are h = dmodel

dq
heads (Usually we have dq = dk = dv = dmodel

h
), each

producing its own attention pattern and embedding updates. This multi-headed structure
provides the network with greater flexibility in capturing different types of dependencies
between tokens. Hence, for the toy example, Q,K, V would each be 7× dmodel, which then
split into 7 × h × dmodel

h
for attention calculation. Therefore, the output of equation 2.11

would be 7×h×dv. Concatenate different heads and then multiply by the (dmodel×dmodel)
output matrix WO to produce the 7 × dmodel output of the attention block. A residual
connection is then applied before passing the result to a feed-forward layer.

Transformers have achieved remarkable success for several key reasons. First, the at-
tention mechanism enables the model to capture context-dependent representations of each
token, allowing a deeper understanding of the entire sequence. Second, unlike recurrent
architectures, attention operations across tokens and heads can be executed in parallel,
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significantly accelerating the training process.
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Figure 2.8: A hypothetical example of an attention pattern.

2.3 Object Pose Estimation

Many robotic tasks involve manipulating physical objects, which requires an understanding
of their positions and orientations. As a result, estimating the pose of objects within a
scene is a critical first step in a robotic control pipeline.

2.3.1 Classical computer vision method

In classical computer vision, object pose estimation is achieved in a multi-staged process
including object segmentation, feature extraction, and feature matching or point cloud
alignment. Object segmentation extracts the object of interest from the background. Fea-
ture extraction finds keypoints of the object of interest. SIFT [79], SURF [8], ORB [116]
are commonly used for feature extraction. Depending on the availability of depth informa-
tion, the final step involves either feature matching or point cloud alignment to determine
the object’s 6D pose. Feature matching often employs variants of the Perspective-n-Point
(PnP) algorithm, while point cloud alignment frequently utilizes Iterative Closest Point
(ICP). Although classical methods do not require training data, they are sensitive to en-
vironmental conditions and tend to struggle with textureless or symmetric objects.
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Perspective-n-Point

The PnP method was first introduced for camera calibration [35, 48, 1, 105], where its
objective was to determine the camera’s position and orientation relative to an object
in a scene, based on n corresponding points. In the context of object pose estimation,
PnP instead seeks to determine the pose of the object in the camera’s reference frame.
Concretely, if we have a set of known 3D points (X,Y,Z) - for example, keypoints on
a CAD model-and their corresponding 2D projections (u,v), PnP aims to estimate the
rotation matrix R and translation vector t satisfying

s

uv
1

 = K(R

XY
Z

+ t),

where K is the intrinsic parameter matrix of the camera and s is a scaling factor. This can
be solved iteratively for robustness using RANSAC [35] or through efficient closed-form
solutions [70].

Iterative Closest Point

ICP [9, 117, 145] estimates the optimal rotation R and translation t that align two point
clouds. This process involves two primary steps repeated until convergence. First, corre-
spondence is established by identifying, for each point in the source cloud, the closest point
in the target cloud. Second, an alignment procedure solves for R and t that minimize the
objective

E(R, t) =
N∑
i=1

||R · pi + t− qi||,

where pi and qi are points from the source and target point clouds, respectively, and N
is the total number of points. Typically, this step is solved using either Singular Value
Decomposition (SVD) or a least squares approach. Because the success of ICP depends
heavily on an accurate initial pose estimate, a poor initial guess can lead the algorithm
to converge to a local minimum or fail to converge entirely. Consequently, ICP is often
employed as a refinement step, with an initial estimate provided by a neural network [139,
59]. When the correspondences are known in advance, ICP reduces to a straightforward
alignment problem.
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2.3.2 Deep learning method

As deep learning continues to evolve, neural networks—particularly CNN architectures—have
proven highly effective for object pose estimation, typically using RGB or RGB-D images
and achieving state-of-the-art performance in this domain. Recent work provides further
classification of 6D object pose estimation tasks [47]. For instance, 6D localization assumes
prior knowledge of the number and types of objects (e.g., given a list L with ni instances
of each object oi), and the objective is to produce an equivalent list of pose estimates E.
Meanwhile, 6D detection focuses on the scenario where only images of a scene are provided,
without prior information on object types or quantities. In this thesis, when referring to
6D object pose estimation, we specifically mean 6D detection. Broadly, 6D object pose
estimation methods can be categorized as either direct or indirect. Direct methods take
scene images as input and output object poses directly. Indirect methods first identify
keypoints in the image plane, then estimate poses using algorithms such as PnP or ICP. In
essence, indirect methods replace the feature-extraction stage in classical computer vision
with a neural network.

Direct methods

Direct methods [139, 134, 74, 59, 60, 68, 16] take one or several images as input fed to the
network and directly output the 6D poses of the objects along with the object category.
For example, PoseCNN [139] is a CNN-based neural network that predicts object poses
given an image. PoseCNN has 3 subtasks: Semantic labeling where the network classifies
each image pixel into object class, translation vector T, and rotation R represented by
quaternion for each object. Interestingly, PoseCNN does not directly regress to the trans-
lation vector T, instead, it regresses to an image-plane object center (cx, cy) obtained by
voting from all the pixels in an object class and the depth Tz. T is then recovered given the
camera intrinsic parameters. [134] utilizes dense 2D-3D correspondence between pixels in
the image plane and the object coordinate obtained from an object CAD model to directly
regress object 6D pose. A learnable Patch-PnP module is used to replace the traditional
PnP/Random sample consensus (RANSAC) process. Despite the differences in architec-
ture and intermediate tasks, these methods share common characteristics. First, although
the gap is getting smaller, direct methods show poorer results compared to indirect meth-
ods [134]. Second, direct methods are challenging to implement for objects not present
in standard benchmark datasets (e.g., Linemod, Linemod-Occlusion, YCB-V). This is be-
cause obtaining ground-truth 6D poses requires RGB-D cameras and corresponding object
meshes, a process that is neither simple nor easily scalable.
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Indirect Methods

Indirect methods [129, 100, 99, 143, 128] reduce the problem of 6D pose estimation to
detecting 2D keypoints first, followed by a PnP or ICP step. Different approaches define
keypoints in different ways. For instance, [129] and [128] use the vertices of the bounding
box as keypoints. [99] sample keypoints directly on the surface of the 3D object using the
farthest point sampling algorithm. Other methods such as [97, 143] aim to predict dense
per-pixel correspondences between the 2D image and the 3D model.

Because the first step is purely keypoint detection, any network capable of identifying
2D keypoints, in principle, can be integrated into this pipeline. For example, Deeplabcut
[82], originally developed for body part detection in human and animal pose estimation,
can be repurposed to detect user-defined keypoints on novel objects. Its backbone network,
pretrained on ImageNet [46], requires only a small number of manually labeled training
images (∼ 200) to learn to detect new classes of keypoints effectively.

2.4 Visual Servoing

Visual servoing [51, 19, 22] is a robotic control method wherein visual data from one or
more cameras is employed to guide a robot’s motion. By continuously updating the robot’s
actions based on real-time visual feedback, this method enables highly precise positioning,
tracking, or manipulation. Although, visual servoing can be applied in different kinds of
applications (e.g. mobile robots [58, 72], unmanned aerial vehicles [36, 61]), this thesis
focus on robot manipulation tasks. There are two principal configurations for placing the
camera relative to the robot: one in which the camera is fixed in the environment, and
another—known as the eye-in-hand configuration—where the camera is attached to the
robot’s end effector. This thesis focuses exclusively on the latter configuration.

Visual servoing typically employs two different control approaches: Position-Based Vi-
sual Servo (PBVS) and Image-Based Visual Servo (IBVS). The following subsections dis-
cuss both methods in detail.

2.4.1 Position-based visual servoing

In PBVS, the target object pose with respect to the camera, denoted as TC∗
O is assumed

to be known, and the current object pose with respect to the camera, denoted as TC
O is

estimated (See Figure 2.9). Here, C∗ and C refer to the target and current camera reference
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frames, respectively, while O denotes the object reference frame. Methods for estimating
the object pose are discussed in Section 2.3. The required pose change for transitioning
from the current camera pose to the target camera pose in the camera’s reference frame is
given by:

T∆ = TC
O (TC∗

O )−1. (2.12)

Finally, this relative pose can be mapped into the global reference frame by multiplying
T∆ with TG

C .

In practice, this movement is not executed in a single step. Instead, a parameter
λ ∈ (0, 1) is introduced to determine the fraction of the overall motion performed at each
iteration. At every time step, the relative pose T∆ is interpolated, and a displacement
scaled by λ is executed. Furthermore, the pose of the target object can be re-estimated after
a specified number of steps, thus providing feedback and compensating for inaccuracies that
may arise—such as pose estimation errors when the camera is far from the object.

Figure 2.9: Pose graph for PBVS example. Frame {G} is the global reference frame.
Frame {C} and Frame {C∗} are the current and desired camera’s reference frames, respec-
tively. Frame {O} is the object’s reference frame. Adapted from [22].

Although PBVS provides efficient, straight-line Cartesian motion in the workspace, it
can cause image features to drift out of the camera’s field of view (FOV). Moreover, PBVS
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relies on accurate object pose estimation, which typically requires a dense feature detection
or tracking process on the object.

2.4.2 Image-based visual servoing

Unlike PBVS, which controls the camera to align the object’s current pose with the desired
pose in the camera frame, IBVS achieves control by aligning feature points within the image
plane. Figure 2.10 illustrates two perspectives of a square object defined by its four corner
points: circles indicate the initial camera view, and stars indicate the goal camera view.
It can be seen that the initial camera position is farther from the object than the goal
position and requires rotation about its optical axis. The control objective is to move the
camera until the four corner points from the initial view overlap with those from the target
view.

Given that the camera moves in 3D space with velocity v = (vx, vy, vz, ωx, ωy, ωz) ∈ R6

expressed in the camera reference frame—where (vx, vy, vz) represent translational veloci-
ties and (ωx, ωy, ωz) represent rotational velocities—it is necessary to model the resulting
motion of points projected onto the image plane. The velocity ṗ = (u̇, v̇) of a point
p = (u, v) on the image plane is described by:

ṗ = L(p, Z)v (2.13)

(
u̇
v̇

)
=

−fx
Z

0 u−u0

Z
(u−u0)(v−v0)

fy
−f2

x+(u−u0)2

fx
v − v0

0 −fy
Z

v−v0
Z

f2
y+(v−v0)2

fy
− (u−u0)(v−v0)

fx
−(u− u0)



vx
vy
vz
ωx

ωy

ωz

 , (2.14)

where fx and fy represent the focal lengths in pixels along the x and y axes, (u0, v0)
is the principal point (optical center) in pixels, and Z denotes the depth of the point
relative to the camera frame. The matrix L is known as the interaction matrix or image
Jacobian. Equation 2.13 applies to a single point; for multiple points, these equations can
be vertically concatenated. For instance, given N points p0,p1, . . . ,pN and their associated
depths Z0, Z1, . . . , ZN , we have: ṗ0

...
ṗN

 =

 L(p0, Z0)
...

L(pN , ZN)

v. (2.15)
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To compute the camera velocity from pixel velocities, the pseudo-inverse of the stacked
interaction matrix is employed:

v =

 L(p0, Z0)
...

L(pN , ZN)


+ ṗ0

...
ṗN

 . (2.16)

At least three non-collinear feature points are necessary to ensure a well-defined interaction
matrix. The pixel velocity is typically computed as ṗ = λ(p∗ − p), where p∗ is the target
point position in the image plane, and λ ∈ (0, 1) regulates the convergence speed from the
current position towards the target position. Combined with Eq. 2.16 we get:

v = λ

 L(p0, Z0)
...

L(pN , ZN)


+ p∗

0 − p0
...

p∗
N − pN

 . (2.17)

Importantly, IBVS does not require explicit knowledge of the camera or object poses,
relying solely on image-plane features. Although the interaction matrix includes the depth
Z, IBVS demonstrates robustness to inaccuracies in depth estimation [21].

2.5 Discussion and Summary

This chapter reviewed the foundations relevant to robotic manipulation in the context
of this thesis. Broadly, the methods can be divided into two categories: perception and
control.

For perception, the primary focus is object pose estimation. Classical computer vi-
sion approaches are lightweight but often brittle, as they are sensitive to environmental
conditions and perform poorly on textureless or symmetric objects. Deep learning–based
methods address some of these limitations. Direct approaches attempt to regress object
poses end-to-end from images, but require large amounts of ground-truth 6D pose data,
which is costly to obtain. Indirect methods have emerged as a practical compromise: a
neural network (typically CNN-based) detects 2D keypoints, and traditional algorithms
such as PnP or ICP are then used to estimate the full 6D pose. This hybrid strategy com-
bines the robustness of learning-based perception with the geometric reliability of classical
pose estimation.
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Figure 2.10: Two different views of a square object: initial and goal. Figure is
reproduced using code from [21].

For control, PbD-based methods achieve strong sample efficiency by constraining the
state space. However, jointly modeling position and orientation remains an open challenge,
and new models are often required for each new task. In contrast, Transformer-based ap-
proaches demonstrate remarkable flexibility: a single model can learn diverse tasks across
domains such as vision, language, and robotics. Yet, current Transformer-based meth-
ods are typically trained in an end-to-end fashion, demanding massive datasets that are
impractical to collect in real-world robotic settings. These observations suggest the need
for a middle ground between PbD and Transformer-based methods—one that preserves
the sample efficiency of PbD while also leveraging the flexibility and generality of modern
neural architectures. Developing such an approach forms the central motivation for this
thesis.

Finally, visual servoing is employed in this work as a refinement module to adjust
gripper poses before grasping or placing. Since object keypoints can be detected more
reliably than full object poses in the proposed pipeline, IBVS is adopted to guide the robot
using image-plane features during these precision-critical phases.

29



Chapter 3

High-Level Action Planning

Statement of Contribution

The research presented in this chapter was conducted in collaboration with Saeejith Nair,
Peter Blouw, and Bryan Tripp. The simulated environment was co-implemented by Xueyang
Yao and Saeejith Nair. Xueyang Yao, Peter Blouw, and Bryan Tripp conceived the experi-
ments and the analyses that were carried out. Xueyang Yao conducted all the experiments
and analyses under the supervision of Bryan Tripp. Bryan Tripp designed Figure 3.1. The
remaining figures and tables were designed by Xueyang Yao.

The content of this chapter has been previously published as:

Xueyang Yao, Saeejith Nair, Peter Blouw, and Bryan Tripp, “Inferring symbols
from demonstrations to support vector-symbolic planning in a robotic assembly
task,” in Proceedings of ICDL 2020 – 1st SMILES (Sensorimotor Interaction,
Language and Embodiment of Symbols) Workshop, 2020.

The bolt–nut assembly task is first approached using a two-level hierarchical framework
consisting of high-level action planning and low-level trajectory generation. This chapter
focuses on the high-level action planning component, which is responsible for determining
a sequence of abstract actions—such as placing the nut into the jig, screwing the bolt
into the nut, and placing the assembled pair into a box—required to complete the multi-
step assembly task. These symbolic actions provide structured guidance to the low-level
trajectory planner, which is discussed in the following chapter. At the beginning of the
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project, a biologically plausible system was employed, given its effectiveness under limited
training data. However, the remainder of the thesis shifts focus toward achieving practical
performance under data constraints, independent of biological plausibility.

3.1 Introduction

Many of the shared concepts that allow us to communicate with each other are grounded
in our experiences. Deep reinforcement learning [6] allows artificial agents to convert
experience into sophisticated behavior, via the development of task-related internal repre-
sentations. However, these representations are not explicit or discrete enough to support
communication. In contrast, classical planning [137] achieves sophisticated behavior using
explicit symbolic representations that are compatible with communication and instruction,
but the symbols in these systems are grounded manually.

Previously, Blouw et al.[11] introduced a model of vector-symbolic planning imple-
mented as a recurrent network of spiking neurons. Vector-symbolic architectures represent
symbols using high-dimensional vectors and support the binding of multiple concept vec-
tors to form new, composite representations. The model was developed using the Semantic
Pointer Architecture (SPA)[30], which integrates vector-symbolic reasoning with biologi-
cally plausible neural constraints. In this framework, semantic pointers were used to encode
both states and actions, enabling the system to reliably generate novel action sequences to
achieve specified goals. The approach demonstrated scalability to environments of realistic
complexity, including scenarios involving tens of thousands of objects and possible actions.
Since the model was realized entirely in spiking neurons, it presents a plausible account
of how human vector-symbolic representations may be neurally instantiated in everyday
cognition. However, that prior work did not address the grounding of these symbolic
representations in sensory data.

Recent work in robotics suggests an approach to filling that gap. Many studies have
dealt with the problem of robotic learning from human demonstration (reviewed by [111,
148, 4]). Some of these studies have used symbol-based systems, along with symbolic
planners [28, 87, 75] or motion grammars [23]. In such systems, heuristics are used to
identify relevant states, and typically (e.g. [28, 87]) clustering is used to group such states
so that they can be represented symbolically. In the present study, a system is developed
and integrated with a vector-symbolic planning framework—a simplified version of the
previously proposed model—to control a simulated assembly task. This is a small step
toward grounding the biologically plausible model of action-based representations in a
non-symbolic sensory stream. Given both the importance of action-based representations
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in contemporary theories of linguistic cognition [44], and the role that vector-symbolic
representations often play in these theories [125, 57], the proposed approach helps to set
the stage for grounded yet structured models of the representations involved in higher level
cognitive processes.

3.2 Methods

Previous work [11] suggested the biological plausibility of STRIPS-style planning in daily
activities. While the planner used in this study does not generate globally optimal plans,
it is capable of producing viable short-term plans within approximately 200 ms of sim-
ulated time, so that re-planning could occur frequently during a complex activity (e.g.
preparing a meal). The goal of the present work is to experiment with a PbD approach, to
produce action representations that consist of preconditions and effects, compatible with
the planning model. A variety of related approaches has been taken in robotics. Perhaps
most closely related, [28] used PbD to infer relevant discrete states, and constraints on the
ordering of state transitions. In contrast to that prior work, the present study explores
a different task and produces explicit action representations—rather than ordering con-
straints—that are consistent with the approach described in [11]. These representations
could also perhaps, in future work, be re-used in multiple tasks, and/or used as pointers to
lower-level action-specific skills developed through practice. Finally, these representations
are integrated and evaluated within a vector-symbolic planning framework.

3.2.1 Recording and Clustering States

In PbD systems that operate on discrete object states, the states are recorded only at
certain times, and they are clustered to produce models of state categories. A key design
decision is when to record object states for clustering. Robotic manipulation tasks are con-
sidered, with object states recorded at the moments when the gripper establishes contact
with an object (e.g., to pick it up) and when contact is released (e.g., to place it down).
This approach could be generalized to include inflection points in the gripper trajectory, if
the trajectory does not take a direct path between start and end states.

The clustering approach is another key decision. A number of past studies have used k-
means clustering with an Euclidean distance metric. A limitation of that approach is that
it assumes hyper-spherical clusters, whereas practical states are often relatively invariant to
certain dimensions. For example, the hooks of coat hangers have tight clustering around the
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bar, but widely varied positions along the bar. Sometimes, an object’s precise orientation is
an important part of a given state (e.g. when a bolt is inserted into a nut), and sometimes
the orientation is a highly variable property of a given state (e.g. when a bolt is a bin). In
more naturalistic scenarios, even the states of simple objects may have many dimensions,
such as positions and orientations relative to various other objects, as well as temperature,
color, etc., and many of these dimensions may be irrelevant to a given goal. To address
this, a distance metric is sought in which states that differ in only a few dimensions yield
small distances. For this purpose, p-norms of the differences between positions are used.

du,v =

(
n∑

i=1

|ui − vi|p
) 1

p

, (3.1)

with p < 0, where n is the state dimension. Figure 3.1 further motivates this choice.

3.2.2 Vector-Symbolic Architecture

VSA [37] have been applied to a broad range of tasks related to manipulating struc-
tured information. In a VSA, concepts are represented by high dimensional vectors.
Atomic concepts are typically represented as random vectors (which are nearly orthog-
onal in high dimensions), and more complex concepts are composed via addition and
binding operations. For example, symbols RED and BALL could be represented as ran-
dom 256-dimensional vectors, and the concept RED BALL could then be composed from
the RED and BALL vectors with a binding operation. Here Holographic reduced repre-
sentation (HRR) [103] is used, a kind of VSA that uses circular convolution (written as
⊛) as a binding operator. Using HRRs, the concept RED BALL can be represented as
RED BALL = RED ⊛ BALL, and the objects in a simple scene might be represented
as SCENE = RED ⊛ BALL + BLUE ⊛ BLOCK. Importantly, an inverse operation
can be used to query information from a compound HRR. For example, due to the near-
orthogonality of the high-dimensional vectors, the result of SCENE ⊛BALL−1 will yield
the vector for RED approximately, answering the question, “What color is the ball in the
scene?”

3.2.3 Assembly Task

The proposed approach was evaluated in a robotic assembly task simulated using PyBullet
(Figure 3.2). The task begins with nuts and bolts on a table, and the goal is to attach a
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Figure 3.1: Use p-norms with negative exponents to cluster states. A: With a
negative exponent, the distance between states is fairly low even if the states are only
similar in one or two dimensions. To illustrate, pairwise distances (mean +/- SD) between
6D states are shown, with tight Gaussian distributions (σ = .05) in some dimensions, and
broad distributions (σ = .5) in other dimensions. Using the standard Euclidean norm
(p = 2; blue), pairwise distances are large even if all the states are close in three or four
dimensions. However, with p = −3, pairwise distances are lower when the states are
close in only one or two dimensions. B: To further illustrate, a simplified simulation of a
table-setting task is presented. Positions of plates, knives, and a cart are overlaid from
three example tables. Given such observations, the goal is for the robot to recognize that
knives are sometimes located on the cart and sometimes placed next to plates, oriented
orthogonally to the table edge. C: Pairwise distances between knife states in the table-
setting example. The 8D state vector includes positions and orientations relative to the cart
and the closest plate and table edge. Using a Euclidean norm with p = 2, pairwise inter-
state distances within a group (i.e. on the cart or beside a plate) are similar to pairwise
distances between groups (right), but these inter-state distances are well separated with
p = −3 (left).
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nut and bolt together. A jig is available to ensure that the nuts and bolts are precisely
vertical, so that they fit together properly. Figure 3.2 illustrates the PyBullet simula-
tion. Because this work is preliminary and exploratory, several simplifications were made
to better focus on the most relevant aspects of the system. In particular, ground-truth
object type, position, and orientation data from the simulator were used. This is a rea-
sonable simplification, insofar as state-of-the-art methods of estimating these from images
are reasonably accurate. For grasping the nuts and bolts, known-good grasp points with
opposing flat surfaces were used, because simple heuristics are often effective for choosing
grasp points on isolated objects from vision, e.g. [92]. Finally, the nut and bolt were sim-
plified by removing the threads, and the task was considered complete when the bolt shaft
was inserted through the nut. This eliminated the need to simulate the physics of thread
interactions, and to monitor forces to detect thread binding. Probably the main effect of
these simplifications was to reduce the error rate. The simulator did occasionally drop a
nut or bolt, prompting the system to re-plan, but re-planning would have been needed more
often if there had been additional sensory and motor errors. The process of formulating
vector-symbolic representations for the task involves two main stages, demonstration and
model building, which are described next.

(a)

(b) (c)

(d) (e)

Figure 3.2: Simulation environment and main stages of the robotic assembly
task. (a) A view of the simulation environment with main objects labeled. (b) Bolts and
nuts are on the table. (c) One of the nuts is placed in the jig. (d) One of the bolts is placed
in the jig. (e) Task complete: bolt and nut are assembled.
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3.2.4 Collecting Demonstration Data

In the demonstration stage, the system is shown examples of a 7-DOF robotic arm perform-
ing the assembly task. In PbD systems, robots are often controlled by humans to collect
demonstration data; however, for efficiency, the task was scripted in this study. The task
requires the following actions (note that the first and second actions can be performed in
either order):

1. If there is a nut on the table and the nut slot in the jig is empty, the robot should
place a nut in the jig.

2. If there is a bolt on the table and the bolt slot in the jig is empty, the robot should
place a bolt in the jig (the bolt shaft protrudes down through a hole in the jig, so
that gravity ensures the bolt is vertical).

3. If the jig contains both a nut and a bolt in their respective slots, the robot should
assemble the bolt into the nut.

3.2.5 Building Action Representations

After a few demonstrations are complete, the next step is to cluster the states. 3D positions
were used to cluster the states of each type of object, and positions and orientations of each
cluster were modeled with 6D Gaussians. Although some states are tightly clustered, the
nuts and bolts have wide horizontal distributions when they are on the table. Following the
motivation discussed earlier, the distance between a pair of positions was defined as the p-
norm of the difference between positions, using p = −2. This resulted in the nuts and bolts
on the table joining a single cluster each. Given n 3D positions, a n×n distance matrix was
computed between pairs of states. A bottom-up hierarchical clustering algorithm [98] was
applied to the distance matrix, recursively merging together pairs of points that minimally
increase the average pre-computed linkage. No hints are provided regarding the expected
number of clusters or the size of each cluster. Instead, the method generates clusters of
points satisfying a given distance threshold. Experimental results on randomly sampled
data batches of sizes ranging from just 15 points to 300 points showed that the method
could generate perfectly accurate clusters using a threshold of (1.169±0.001)mm. However,
perfect accuracy is not necessary as robust estimates of the cluster statistics are used.

The discrete high-level states of the nuts and bolts, used in planning, correspond to
the resulting clusters. For each cluster, a robust mean state was computed and saved after
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discarding the points in the top and bottom decile of each dimension. The position means
were used to classify unseen data points during the planning stage. Both the position
and orientation means were used to determine the target configurations of the robot when
executing an action.

After learning the possible states of each object type, the system builds action represen-
tations, associating one action with each state that occurs at the end of gripper contact.
For example, since a nut is sometimes in the jig when the gripper releases it, a corre-
sponding action is defined (one might call it, PUT NUT IN JIG). For each action in
the demonstration data, a global state vector G is then obtained of length m before and
after each action, where m is the total number of states across all object types (in this
task, m = 5). Each element in G is a binary quantity indicating whether or not there is an
object in the scene which satisfies the corresponding state. Table 3.1 shows an example of
a global state vector for the action PUT NUT IN JIG, when there is a nut on the table.

States Before Action After Action

NUT ON TABLE 1 0
BOLT ON TABLE 0 0

NUT IN JIG 0 1
BOLT IN JIG 0 0

BOLT ASSEMBLED 0 0

Table 3.1: Global state vectors before and after the action PUT NUT IN JIG
for demonstration 1. The value assigned to each local state is 1 if an object exists in
that state, and 0 otherwise. The state labels in the table have been added manually to
help interpretation (they are not part of the system).

The global state is important when an action has preconditions related to multiple ob-
jects, as before the final assembly step when both a nut and bolt must be in the jig. Given
the global state vectors, a set of preconditions as well as an associative memory is built. The
preconditions indicate the object states necessary for an action to be executed and can be
derived from the enabled bits of the global state vectors at the beginning of each instance of
an action. Table 3.1 shows an example in which the state NUT ON TABLE preceeded the
action PUT NUT IN JIG. However, as seen in Table 3.2, the states {NUT ON TABLE,
BOLT ON TABLE} were present before a different instance of the same action. It is
evident that BOLT ON TABLE is not a requirement for this action. To address such
coincidences, the preconditions for an action are found by argmax (

∑n
i=1Gi), where n is

the number of demonstrations, and Gi is the global state vector preceding the ith instance
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of the action. This way, only the states that consistently occur before an action are inter-
preted as its preconditions. It is worth noting that argmax (

∑n
i=1Gi) might yield multiple

solutions, which is reasonable because the one action could have multiple preconditions
(e.g. the preconditions of action ASSEMBLE is NUT IN JIG and BOLT IN JIG). While
an action’s preconditions were defined based on states consistently present prior to its
execution, an alternative approach could also consider states that are consistently absent
as part of the precondition set. This would allow the system to learn, for example, that
the bolt part of the jig must be empty before putting a bolt in it. Instead, an additional
heuristic was applied: an object cannot be placed into a position that is already occupied.

After the true preconditions were obtained, two HRRs, As and Ad were then defined for
each action. As was a shallow representation, a randomly assigned 256-dimensional vector
that identified the action A. Ad was the corresponding deep representation, which had the
same dimension as As but contained information about its preconditions. For example,
if the precondition of action PUT NUT IN JIG were found to beNUT ON TABLE, the
deep representation of action PUT NUT IN JIG would be defined as: PUT NUT IN JIGd =
PRECONDITIONs ⊛NUT ON TABLEs.

States Before Action After Action

NUT ON TABLE 1 0
BOLT ON TABLE 1 1

NUT IN JIG 0 1
BOLT IN JIG 0 0

BOLT ASSEMBLED 0 0

Table 3.2: Global state vectors before and after the action PUT NUT IN JIG
for demonstration 2. Note the unnecessary local state Bolt on Table.

The associative memory is a dictionary that maps an object’s state to the action which
caused it, and can be derived from the transition between two consecutive global state vec-
tors. For example, in Table 3.2, the value of the NUT IN JIG changes from 0 to 1, which
indicates that the effect of action PUT NUT IN JIG is that the local state NUT IN JIG
becomes enabled. However, a single demonstration would not be robust to coincident
events, e.g. actions by other people in the environment. Table 3.3 shows state transi-
tion for the action PUT NUT IN JIG where a bolt was put in the jig at the same time
by a person. It is obvious that BOLT IN JIG should not be the effect of the action
PUT NUT IN JIG. To address this, the index to the associative memory was defined as
argmax (

∑n
i=1(Hi −Gi)), where n is the number of demonstrations, G is the global state
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vector preceding an action and H is the global state vector after an action. Given the
3 demonstrations shown in Table 3.1-3.3, the system would derive that the effect of the
action PUT NUT IN JIG is NUT IN JIG. In summary, task demonstrations were used
to build vector-symbolic representations of states and actions, and an associative memory
that maps desired states to actions that lead to those states.

Labels Before Action After Action

NUT ON TABLE 1 0
BOLT ON TABLE 0 0

NUT IN JIG 0 1
BOLT IN JIG 0 1

BOLT ASSEMBLED 0 0

Table 3.3: Global state vector before and after the action PUT NUT IN JIG
for demonstration 3. Note that a bolt was put in the jig by another subject at the same
time.

3.2.6 Planning process

Using these state and action representations, and the associative memory, the planning
process is executed as follows: For each step in the simulation, the planner assigns each
object to the nearest state (the state with center at the shortest p-norm distance from the
object’s position). After all objects are clustered and the global state vector G is built,
the planner considers the goal (e.g. BOLT ASSEMBLED). First, the planner checks G to
see if the goal is already met. If not, an action that leads to the goal is queried from the
associative memory. Then, the planner finds the preconditions of the action by calculating
actiond⊛PRECONDITION−1

s . The action is executed only if all of its preconditions are
satisfied in G. Every unsatisfied precondition becomes a new goal, and the planning process
repeats. In [11], a new goal was obtained at each step by subtracting the action’s effect from
the GOAL vector and adding its preconditions, whereas in the present simplified system,
the preconditions replace the previous goal. Another difference is that in [11], actions were
added to a stack (implemented as a recurrent network) during planning, whereas in the
present system, only the earliest action in the plan is retained, with re-planning performed
at every step.
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3.3 Results

3.3.1 Robustness of clustering

Figure 3.3 shows how the clustering algorithm identifies different states given the objects’
position information. The state labels were added manually to help interpretation. The
algorithm tended to cluster data points into one group as long as they were close in any
of the dimensions. For instance, nuts on the table were clustered into one group because
their z coordinates were similar, even though their x, y coordinates varied. After clustering,
means and covariance matrices were calculated to build a Gaussian distribution model for
each of the state clusters. These models were then tested on a test set that contained 602
unseen data points. As can be seen in Figure 3.4, the generated state models yielded 100%
success rate on the test set.
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Figure 3.3: Clusters of position information for bolts and nuts obtained from
five demonstrations. Left: Positions of the nuts are clustered into two states. Right:
Positions of the bolts are clustered into three states.

3.3.2 Robustness of the HRR structures

As described in Section 3.2, actions were represented with HRRs: one shallow represen-
tation and one deep representation. States, on the other hand, were represented with
only one HRR because different states were clustered based only on position information.
However, such information is generally not sufficient to describe states in a task agnostic
manner. To set the stage for more generic state representations that reuse shared features,
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Figure 3.4: Test results for the state models obtained from clustering. The test
set contained 602 data points achieving 100% success rate.

an approach was explored in which a shallow HRR was used to identify a state, and a
deep HRR was defined based on the object kind (e.g. BOLT, NUT ), location of the object
(e.g. TABLE, JIG), and the assembly state of the object (e.g. NOT READY, READY,
ASSEMBLED).

Three variants of this approach were tested. In the first, the deep HRR for a state
took the form object ⊛ (location + assemble state), while in the second this deep HRR
took the form OBJECTs⊛object+LOCATIONs⊛ location+ASSEMBLE STATEs⊛
assemble state. In the third variant, the deep HRR took the form object ⊛ (location +
assemble state) + EFFECT OFs ⊛ action, where the action was the cause of the state
being represented. The planning success rate of a system using each structural variant as a
function of representational noise is shown in n Table 3.4. A plan is considered successful
only if the correct action is executed at every step. The first structural variant, which
contains fewer components reused across representation, yields a higher success rate as
expected. The concepts were represented as 256-dimensional vectors in the test.

3.3.3 Minimal Demonstrations and Failure Modes

The system can reliably model and plan the task after a single demonstration. However, the
system fails if a test scenario differs too much from demonstration scenarios. In particular,
if there are always multiple nuts or bolts at demonstration time, the system infers that
at least one nut and bolt has to be on the table, as a precondition to any action. This
can be avoided by demonstrating the task with only one nut and one bolt. However, this
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σ = 0.5 σ = 0.4 σ = 0.3 σ = 0.2 σ = 0.1

Structure 1 80.5% 94.6% 96.9% 98.3% 98.8%
Structure 2 44.9% 68.3% 83.1% 90.6% 95.6%
Structure 3 13.5% 40.0% 68.7% 83.8% 91.5%

Table 3.4: Success rate of the planner with different HRR structures with respect
to different noise levels. σ is the standard deviation of the Gaussian noise added. The
standard deviation of the clean HRR is 0.0625.

limitation should be addressed in future work.

3.4 Discussion

This work investigated the use of programming-by-demonstration methods for grounding
vector-symbolic representations. The results show that this approach enables efficient
learning of state and action representations that support robust vector-symbolic planning,
using only a small number of task demonstrations. While other work has often used k-
means clustering of states, along with Euclidean distance, we found that p-norms with
negative exponents can naturally account for dimensions that are semantically irrelevant
to a state.

Limitations of the proposed approach largely fall into two categories. The first concerns
realistic sensory estimation of object positions and orientations, which is a central problem
that needs to be solved prior to transitioning out of simulation and into a real-world robotic
device. The second limitation concerns generalizing to a wider range of tasks involving more
complicated action sequences with variably structured preconditions.

The use of vector-symbolic representations in the proposed planner may aid general-
ization in such cases, as these representations support both soft pattern-matching and
structural comparisons that can aid in reasoning over action preconditions. Additionally,
these representations could later be extended to include linguistic elements, such that in a
scenario of the sort shown in Figure 3.1, the planning system could cue the movement of
a utensil with a term like ”beside a plate”. Exploring such extensions will be a focus for
future work.

This chapter explores the high-level action planning based on sensory data, serving as
a foundational step in the two-level framework for the robotic bolt–nut assembly task.
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Chapter 4

Task-parameterized Movement
Primitives for low-level trajectory
planning

Statement of Contribution

The research presented in this chapter was conducted in collaboration with Yinghan Chen,
and Bryan Tripp. Xueyang Yao and Bryan Tripp conceived the experiments and the
analyses that were carried out. Xueyang Yao and Yinghan Chen collaborated on data
collection. Yinghan Chen developed the outlier detection algorithm and the Dynamic
Time Warping module, while all remaining algorithms were implemented by Xueyang Yao.
Analyses were performed by Xueyang Yao under the supervision of Bryan Tripp. All figures
and tables were prepared by Xueyang Yao.

The content of this chapter has been previously published as:

© 2023 IEEE. Reprinted, with permission, from Xueyang Yao, Yinghan Chen,
and Bryan Tripp, “Improved generalization of probabilistic movement primi-
tives for manipulation trajectories,” in IEEE Robotics and Automation Letters,
vol. 9, no. 1, pp. 287–294, January 2023.

In the previous chapter, it was shown that p-norms are effective for state clustering and
that VSA provides a suitable framework for action planning. This combination enables the
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decomposition of the long-horizon, multi-step assembly task into manageable subtasks. In
this chapter, the focus shifts to modeling low-level trajectories with limited demonstration
data.

4.1 Introduction

PbD [10] is an imitation learning approach that typically requires less than ten training
examples per task. For example, [18] showed that a robot could learn a pick-and-place
task on the basis of 4 to 7 examples. Similarly, in the work of [50], a collaborative object
transportation task was learned using only 5 demonstrations. These approaches are ex-
amples of few-shot learning [135] that rely on engineering design to restrict the solution
space. In contrast, reinforcement learning does not require human demonstrations, but
it may require tens of thousands of trials, even for simple and narrow tasks such as bin
picking.

In recent years, Movement Primitives (MPs) have garnered significant attention for their
success in manipulation tasks. Dynamic Movement Primitives (DMPs) [120, 53] model a
trajectory as a spring-damper dynamic system with a nonlinear forcing term. DMPs excel
in generating smooth trajectories from any initial state. ProMPs [95, 94] directly learn
a probabilistic model over the trajectories. ProMPs not only provide an estimate of the
underlying trajectory derived from multiple demonstrations but also capture its variability
through the covariance matrix. Probabilistic Dynamic Movement Primitives (ProDMPs)
[73] provide a unified framework that combines the principles of both DMPs and ProMPs.
ProDMPs achieve this by recovering a linear basis-function representation for trajectories
through the solution of a dynamical system. Notably, DMPs, ProMPs, and ProDMPs
all share the requirement for manually defining basis functions. KMPs [50] and Gaussian
Process (GP) based methods[55, 3] alleviate the need for manual basis function definition
by employing kernel techniques. It is worth noting that all of the aforementioned methods
achieve adaptation by relying on via-points, a concept that may not align naturally with
real-life manipulation tasks. Determining the appropriate via-points typically involves
expert knowledge and heuristics.

TP-GMMs [17] employ a distinctive approach for adaptation. TP-GMMs leverage mul-
tiple reference frames to represent the end-effector’s trajectory. Within each local reference
frame, a statistical model is learned, and the global trajectory model is obtained by mul-
tiplicatively combining the local models. This adaptation method aligns more naturally
with manipulation tasks since it allows TP-GMMs to adapt based on the poses of objects.
These poses can be acquired using a vision module or by attaching markers to objects,
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eliminating the need for additional heuristics. Furthermore, TP-GMMs show robust ex-
trapolation capabilities by encoding movements from multiple reference frames, enabling
it to adapt to object poses beyond the training distribution. However, it is important to
note the time-based TP-GMMs approach is unsuitable for cyclical movements and strug-
gles to handle tasks with multiple modes, such as multiple paths around an obstacle. In
contrast, dynamic-based TP-GMMs model the joint distribution of dynamic features, in-
cluding position, velocity, and acceleration. This enables the dynamic-based TP-GMMs
to effectively handle cyclical movements and trajectories with multiple options. [144] ex-
tends the TP-GMMs approach by modeling quaternions on a 3-dimensional Riemannian
manifold that respects the geometry of quaternion space. However, computing Gaussian
product and conditioning on a Riemannian manifold requires iterative computations on
the tangent space.

Inspired by TP-GMMs, Local Kernelized Movement Primitives [50] were introduced to
enhance KMPs’ extrapolation capabilities. Furthermore, KMPs respecting the geometry
of quaternions were introduced in [49]. However, akin to time-based TP-GMMs, KMPs
are unable to infer and model multiple modes from the dataset.

Another family of approaches is to use Neural Networks (NNs) to abstract the task
parameters from high-dimensional modalities, e.g. scene images, to support end-to-end
trajectory learning. These approaches [121, 140, 104, 127] eliminate the need for manually
engineered task parameters. However, the task of inferring parameters from a restricted
dataset is inherently challenging, and modeling trajectories atop it presents an even greater
difficulty. In [96], representation learning and behavior learning are decoupled. When
presented with a new scene image, this approach identifies the nearest neighbors in the
representation space, and the agent’s behavior is obtained by a weighted average of actions
from these neighbors. However, interpolating between nearest neighbors poses challenges
when tested outside the training distribution[43].

Our proposed method, TP-ProMPs, addresses limitations of previous approaches by
introducing multiple local reference frames to the ProMPs framework. By combining the
strengths of ProMPs and TP-GMMs, TP-ProMPs offers several key advantages, including
extrapolation capability, adaption to different task parameters, and via-point modulation.
Furthermore, TP-ProMPs demonstrates accurate learning of 6D end effector trajectories.
To enhance the modeling of time-based trajectories with multiple modes, we extend TP-
ProMPs by representing weights as a mixture of Gaussian distributions. While previous
works have explored this idea [31], our method introduces a more robust approach. In addi-
tion, we incorporate additional reference frames that encompass pairs of objects. We show
that this extension yields more accurate trajectory predictions in aiming tasks. Finally,
departing from recent practice in PbD, we do not affix markers to objects but instead sense
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their configurations using deep networks, eliminating a physical task constraint and broad-
ening the range of tasks our method can handle. This approach introduces vision-related
errors. However, these additional errors are consistent across different PbD methods, al-
lowing a fair comparison. Overall, the results we report here are practical lower bounds on
the performance of these methods.

We make our demonstration datasets public to facilitate future work (https://github.
com/x35yao/TP-ProMP/tree/main/data).

4.2 Methods

4.2.1 Tasks

We evaluated PbD methods with 4 different tasks:

• Pick-and-place task testing extrapolation performance.

• Water pouring task consisting of different modes of pouring from both the left and
right of the cup. This task evaluated the methods’ ability to accurately model ori-
entation and its resilience to mode collapse.

• Shooting hockey puck task involves modeling the motion of the gripper holding a
hockey stick and striking the puck into a net from various directions.

• Sweeping task involving modeling the motion of the gripper holding broom and clean-
ing rubbish into a dustpan.

Figure 4.1 shows images of these tasks.

4.2.2 Data collection

The workspace was instrumented with both a Zed2 stereo camera (used to sense object
positions and orientations) and an NDI Polaris optical motion tracker (used to sense gripper
position and orientation). Two multi-marker ”tools” were mounted to the gripper handle
at different positions to avoid occlusion such that the motion tracker could track the 6DOF
configuration of the gripper [93]. The camera and motion tracker were synchronized and
both signals were resampled to a common time step of 0.08 seconds. DeepLabCut [82]
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(a) Pick and place (b) Pour water (c) Shoot Puck (d) Sweep

Figure 4.1: Demonstration of the tasks. (a) The pick-and-place task involves placing
the gripper above a teabag, grasping and moving the gripper above a cup, and placing the
teabag into the cup. (b) The water-pouring task involves picking up a pitcher filled with
water, pouring water into a cup, and then placing the pitcher back down on a table. (c)
The shooting-puck task where the demonstrator shoots a puck into a net on the table. (d)
The sweeping task where the demonstrator cleans a rubbish into a dustpan.

was employed to estimate the two-dimensional positions of object parts in the image space
of both the left and right cameras. We derived their three-dimensional coordinates by
triangulating these positions.

We used the following procedure to robustly estimate object poses even when certain
parts were occluded. Prior to each task, the relevant objects were placed on the table with
all object parts visible. The triangulated 3D object-part positions, denoted as pi

N
i=1, were

used to create an object template. The object center was determined as the mean of all
object-part positions, and a coordinate system was assigned to each object template (see
Figure 4.2 for an example). The pose of each object template in the global reference frame
was represented by a rotation matrix A1 and a translation vector b1. By aligning the
template’s axes with the global reference frame, A1 was simplified as an identity matrix
and b1 represented the center position.

During each demonstration, a different set of object-part positions p′
i
N ′

i=1
was obtained,

with N ′ ≤ N . Since the correspondence between p and p′ is known, solving the alignment
problem is equivalent to approximating the rotation matrix A2 and translation vector b2
such that (see Section 2.3.1):

err = ΣN ′

i=1||pi
′ − (A2pi + b2)||2 (4.1)

A2 and b2 is the active transformation that moves the template object-part positions to
match with the current object-part positions (See Appendix A.3). We obtained the object’s
pose (task parameters) in the global reference frame as A = A1A2 and b = A1b2 + b1.
These task parameters were used to convert trajectories between local and global reference
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frames as described in [17]. For tasks where the object’s orientation did not significantly
impact the trajectory modeling, A was simplified as an identity matrix.

4.2.3 Preprocessing

Dynamic time warping was used to realign the trajectories and normalize the durations of
different demonstrations of the same task. The demonstration with the median duration
was used as the reference demonstration that others were realigned around. The minimized
cost metric was the gripper’s speed difference versus that in the reference demonstration.
To avoid extreme jumps in trajectory, step sizes were constrained within 1/2 and 2 times
corresponding step sizes in the reference trajectory [89].

To deal with outlier demonstrations from noisy sensors, outliers were removed based
on whether the corresponding trajectory’s start and end points deviated significantly from
the mean of the current set of demonstrations by standard deviation threshold of 3. Due to
the more extreme outliers skewing the distributions, this was repeated after the detected
outliers were removed and halted when the next iterations generated no new outliers.

4.2.4 Task-parameterized Probabilistic Movement Primitive (TP-
ProMPs)

Learning from Demonstrations

Our methods are based on both ProMPs and TP-GMMs. A trajectory τ = {xt}Tt=1 repre-
sents a trajectory in the global reference frame at different moments in time, where xt is a
D dimensional vector. In other words, a trajectory is represented as the matrix τ ∈ RD×T .
In this paper, if both the position and orientation are modeled, xt is a 7D dimensional
vector, where the first three dimensions represent the position of the end-effector and the
remaining four dimensions represent the quaternions that describe its orientation. When
only the end-effector’s position is modeled, xt is simplified to a three-dimensional vector.
We assigned R local reference frames to objects in the scene that are related to the task.
For the jth reference frame, we obtained the task parameters Aj and bj following the pro-
cedure outlined in 4.2.2. By utilizing these task parameters, we converted the trajectory
from the global reference frame to the jth local object reference frame, resulting in x

(j)
t , as

explained in [17]. Here, the superscript j signifies that the trajectory is expressed in the
jth reference frame.
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(a) Left camera view (b) Right camera view
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Figure 4.2: Object ose estimation Using stereo vision Top: Marker positions pre-
dicted by DeepLabCut in the image planes of the left and right cameras. Bottom: Trian-
gulated 3D positions of objects in the camera reference frame. Local reference frames are
defined at the centroid of the corresponding 3D marker positions.
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Trajectories from all reference frames were then stacked to get τ ′ = {χt}Tt=1, where χt =[
x11,t . . . x1D,t . . . xR1,t . . . xRD,t

]⊤
combines trajectories from all reference frames and

xjd,t denotes the gripper trajectory value for the dth dimension in the jth reference frame.

τ ′ ∈ RDR×T can be interpreted as a trajectory with M = DR dimensions. We then fit τ ′ to
a ProMPs model. As described in [95], ProMP represents a trajectory with a weight vector
and variability of the given demonstrations is modelled in the weight space. The combined

weight vector ω =
[
ω⊤

1 , ω⊤
2 , . . . ,ω⊤

M

]⊤
for a trajectory consists of M weight vectors

ωm that correspond to each dimension m. The trajectory at time t given the weight vector
ω is defined as

χt = Φtω + ϵχ, (4.2)

where, ϵχ ∼ N (0,Σϵ) is Gaussian white noise, Φt is an M ×KM matrix defined as

Φt =

ϕ1(t) . . . 0
...

. . .
...

0 . . . ϕM(t)

 , (4.3)

ϕm(t) defines the K dimensional time-dependent basis vector for the mth dimension and
K defines the number of basis functions. In this work, we simplified Σϵ to be a diagonal
matrix. For basis functions, we used 21 evenly spaced Gaussian radial functions and
polynomial terms up to 3rd-order. The Gaussian widths were set empirically task-by-task.
The probability of observing τ ′ is defined as

p(τ ′ | ω) =
∏
t

N (χt | Φtω,Σϵ) (4.4)

Now, suppose we have N demonstrations and use subscript n ∈ {1 . . . N} to identify
each demonstration. For the nth demonstration, χnt represents the combined trajectory
state from all reference frames at time t, and ωn is the compact representation of the
combined trajectory. Assume ωn is sampled from a Gaussian distribution N (ωn | µω,Σω),
the likelihood of observing N combined trajectories is given by

p(X | θω) =
N∏

n=1

∫
N (ωn | θω)

Tn∏
t=1

N (χnt | Φtωn,Σϵ)dωn, (4.5)

where θω = {µω,Σω}, X is a set of N combined trajectories χn, and Tn denotes the
trajectory length of the nth demonstration. The parameters µω, Σω, and Σϵ can be
learned through the Maximum A-Posteriori estimates(MAP) algorithm[40].
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Given the learned parameters, the combined trajectory at any time point t can be
evaluated by

p(χt | θω) =

∫
N (ω | θω)N (χt | Φtω,Σϵ)dω (4.6)

= N (χt | Φtµω,ΦtΣωΦ
⊤
t + Σϵ). (4.7)

The distribution of χt is a Gaussian distribution with mean µχt = Φ⊤
t µω and covariance

Σχt = Φ⊤
t ΣωΦt + Σϵ. µχt. Σχt can be decomposed by corresponding reference frames

µχt =
[
µ

(1)
xt , . . . ,µ

(R)
xt

]
and Σχt =

Σ
(1)
xt . . . 0
...

. . .
...

0 . . . Σ
(R)
xt

. At time t, we obtain a Gaussian

distribution with mean µ
(j)
xt , and covariance matrix Σ

(j)
xt for the trajectory in the jth

reference frame . We then predict the trajectory in the global reference frame. This
involves converting the local models to the global reference frame and multiplicatively
combining the resulting Gaussian models. Therefore, given new task parameters A(j) and
b(j) for the jth reference frame, we first convert µ

(j)
xt and Σ

(j)
xt to the global reference frame

as µxt,j and Σxt,j respectively, where the subscript j indicates it is converted from the
jth reference frame. The predicted covariance matrix in the global reference frame can be
computed with

Σxt = (
R∑

j=1

Σ−1
xt,j)

−1, (4.8)

and the predicted mean in the global reference frame can be computed with

µxt = Σxt

R∑
j=1

Σ−1
xt,jµxt,j (4.9)

Via-point modulation

As previously discussed, ProMPs achieves adaptation by implicitly conditioning on a via-
point at a specific time t. While this approach may not be natural for adapting to new
object poses, there are situations where implicit conditioning can be beneficial. For in-
stance, when a new obstacle is introduced into the environment after the model has been
trained, conditioning the model on a position far from the obstacle allows it to continue
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performing the task without requiring the learning of a new model. Similar to [95], the
proposed method achieves via-point modulation by conditioning. Given a desired point
x∗
t in the global reference frame, we can compute the combined desired point in all refer-

ence frames χ∗
t . Then, for a specific accuracy matrix of the desired observation Σ∗

χ, the
conditional distribution p(ω | χ∗

t ) is Gaussian with mean and variance [95]

µ[new]
ω = µω + ΣωΦt(Σ

∗
χ + Φ⊤

t ΣωΦt)
−1(χ∗

t −Φ⊤
t µω) (4.10)

Σ[new]
ω = Σω −ΣωΦt(Σ

∗
χ + Φ⊤

t ΣωΦt)
−1Φ⊤

t Σω. (4.11)

Figure 4.3 provides a visual example of conditioning a TP-ProMPs model to different via
points. TP-ProMPs maintains local low-variance movement patterns while passing through
the via points. This demonstrates the ability of TP-ProMPs to adapt and incorporate via
points with minimal deviations from the learned movement pattern.
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Figure 4.3: Conditioning on different via-points. The dashed gray trajectories are
the training demonstrations. The blue trajectory is the prediction of the original model
given new task parameters. The cyan trajectories are modulated trajectories conditioned
on different via points (red stars).
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4.2.5 Extensions of TP-ProMPs

Model ω as a mixture of Gaussians

To accommodate tasks with multiple modes, we extended our method by representing the
weight vector ωn as a mixture of Gaussians. In previous approaches, such as the one
proposed in [31], a point estimate of ωn was first obtained using least squares, and then
an Expectation-Maximization (EM) algorithm was used to learn a GMM in the weight
space. However, this point estimate ignored the uncertainty of ωn and resulted in reduced
robustness in tasks with high sensor noise. Additionally, the Maximum Likelihood Estimate
(MLE) used in the M-step of the EM algorithm led to numerical issues when computing
the covariance matrix Σω.

To overcome these limitations, an alternative approach was presented in [40], which
incorporated uncertainty estimation by iteratively updating ωn in the E-step based on the
optimized parameters from the previous M-step. Furthermore, a prior distribution was
introduced to achieve a Maximum A Posteriori (MAP) estimate and address the numerical
issues. However, the method in [40] still modeled ω as a Gaussian distribution, making it
incompatible with trajectories exhibiting multiple modes.

In our extension, we have made modifications to the algorithm proposed in [40] by
introducing a mixture of Gaussians model for ω. The extended algorithm consists of two
steps. In the first step, we employed an EM algorithm to cluster the N demonstrations
into C groups. During the E-step, each Gaussian component yields an estimated ωni

as described in [40]. The subscript i denotes it is for the ith component. The overall
estimated value ωn was then computed as the weighted sum of ωni across all Gaussian
components. In the M-step, we used a MAP estimate to update the parameters for each
Gaussian component. We utilized a Normal-Inverse-Wishart distribution with parameters
k0, m0, v0, and S0. In this work, as guided by the recommendations in [40], we set k0 = 0,
m0 = 0, v0 = dim(ω) + 1, and S0 = (v0 + KM + 1)blockdiag(Σ∗

ωi), where Σ∗
ωi is the

MLE of the covariance matrix of the ith Gaussian component. In this step, since our goal
was simply to cluster demonstrations based on execution modes, we forced the covariance
matrix of each Gaussian component Σωi to be diagonal for better cluster performance.

In the second step, C ProMPs models were further trained on the corresponding data
using the parameters µω, Σω, and Σϵ obtained from the first step as initial parameters,
following the training procedure described in [40].
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Paired-object parameterized ProMPs

We extended the TP-ProMPs model to allow greater flexibility which we will now describe.
For each source object o ∈ O, where O = {oi}Ri=1 and some target object o′ ∈ O \ {o},
we generated a reference frame (o,o′). The origin of the new coordinate system in the
pairwise reference frame was the center of the source object o. The axes were aligned as
follows. The x-axis was in the direction of the line passing from the center of o to that of
o′. The new y-axis was in the direction of a unit vector u′ orthogonal to the x-axis such
that maxu′=u u · uworld

height, where uworld
height is the unit vector in the world coordinate parallel

to the height axis. The z-axis was given by the right-hand rule.

This procedure produced Rpop = R2 reference frames, consisting of R individual refer-
ence frames centered on the object and aligned with world axes, plus R(R − 1) pairwise
reference frames. To counter the quadratic growth of complexity and eliminate useless ref-
erence frames, we introduced a selection process to pick out the most task-relevant frames
for each object. The mean and variance of the demonstration trajectories in each candi-
date reference frame were calculated, and the candidate for a given object with the tightest
clustering at any moment in the trajectory (i.e. the smallest variance over candidates and
time) was selected. The reference frames selected by this method may align with a task
constraint at some point of time during the task. The resulting model has the same number
of reference frames and parameters as the TP-ProMPs model.

4.2.6 Evaluation

To evaluate the effectiveness of our proposed method for a given task, we randomly selected
N demonstrations from our dataset as the training set, 1 demonstration as the validation
trajectory, and 1 demonstration as the test trajectory. The validation and test trajecto-
ries were not in the training set. As the task objects were positioned differently in each
demonstration, the validation and test demonstrations did not resemble the training set.
To assess the accuracy of the prediction, the Euclidean distance was used as a similarity
measure for position. As for orientation, the norm of the difference of the quaternions
was utilized as the metric [52]. We report the mean of this metric over the trajectory as
it is a simple and general reflection of the performance across the trajectory as a whole.
Additionally, we report the similarity measure at key points such as the start, end, and
middle. We repeated this process 100 times for all tasks and computed the average and
standard deviation. We compared our proposed method with the original ProMPs model,
the time-based TP-GMMs model, the dynamic-based TP-GMMs model, and the KMPs
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model. When comparing with the KMPs and TP-GMMs models (time-based and dynamic-
based), we trained several models with the number of components ranging from 2 to 10.
The model with the best position prediction was chosen for comparison.

Our basic TP-ProMPs model models the 3D gripper position only, with ω modeled as a
Gaussian distribution and only object reference frames used. This basic model was used in
the pick-and-place task. Depending on the specific task demands, we extended this basic
TP-ProMPs model in several ways:

1. 7D Trajectories: Including 3D positions and 4D Quaternions (Pouring task).

2. Multi-Modal Trajectories: Modeling ω as GMM to handle multi-modal trajectories
effectively (Pouring task).

3. Paired-object parameterization: This was used for the shooting and sweeping tasks.

4.3 Results

4.3.1 Pick and place

During data collection, the table was divided into two areas, and demonstrations with both
the teabag and cup on the right half were labeled as the training data pool, while those
with at least one object on the left half were labeled as the test data pool. This separation
ensured that a portion or the entirety of a trajectory from the test pool falls outside the
distribution of the training pool. We then assigned local reference frames to the cup and
the teabag to train a TP-ProMPs model.

The evaluation was conducted as described in Section 4.2.6. To adapt to new objects’
positions, we conditioned the ProMPs model as described in [95]. Specifically, we condi-
tioned the starting point of the trajectory to be 20 mm above the teabag and the endpoint
of the trajectory to be 20 mm above the cup. All 5 models used in the experiment were
trained on 6 demonstrations. However, the ProMPs model was trained only on trajectories
in the global reference frame. On the other hand, TP-ProMPs, TP-GMMs, and KMPs
models were trained on trajectories in the cup and teabag’s reference frames.

Figure 4.4a demonstrates the performance comparison between the 5 models for one
specific test case. The figure shows that the TP-ProMPs, KMPs, and TP-GMMs models
outperform the ProMPs model. The trajectories predicted by TP-ProMPs, KMPs, and
TP-GMMs models are closer to the ground truth in this extrapolation test, particularly
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at the beginning and end of the trajectory. This observation is significant in this task,
as accurately predicting the start and end of the trajectory is crucial to ensure the robot
successfully grasps the teabag and places it into the cup. The average performance over
100 tests is reported in Table 4.1. As seen in Table 4.1, TP-ProMPs outperforms other
models in general, except at the start of the trajectory where TP-ProMPs shows slightly
worse results compared to the KMPs and the TP-GMMs models.

Start (mm) End (mm) Average (mm)

ProMPs 107.78 ± 7.99 137.84 ± 18.10 250.68 ± 137.13
TP-GMMs (time-based) 28.22 ± 14.90 74.11 ± 48.06 58.76 ± 21.43
TP-GMMs (dynamic) 27.54 ± 15.56 129.42 ± 100.18 83.45 ± 43.01

KMPs 25.80 ± 11.39 73.99 ± 36.44 57.48 ± 21.62
TP-ProMPs 32.62 ± 8.54 48.60 ± 20.68 48.51 ± 12.21

Table 4.1: Performance comparison for the pick-and-place task with 6 training
demonstrations. Mean +/- standard deviation distance from ground truth for ProMPs,
TP-GMMs, KMPs, and TP-ProMPs for the pick-and-place task.

ProMP’s performance suffers due to two primary reasons. Firstly, it struggles when the
conditioned point lies beyond the training distribution. Additionally, it heavily relies on
heuristics, such as the gripper’s assumed 20 mm elevation above objects at the trajectory’s
start and end points. These heuristic dependencies hinder ProMPs’s adaptability and limit
its application, particularly when precise timing at via points is uncertain, as seen in the
water pouring task.

4.3.2 Water pouring

Demonstrations for this task used millet for safety, with executions in both left and right
hands, resulting in two modes. Compared to pick-and-place, the pouring task is more
challenging due to: 1) Gripper orientation changes significantly, requiring a 7D trajectory
representation. 2) Involvement of two pouring modes, necessitating multi-modal trajectory
modeling for accurate capture.

For position prediction, we compared the performance of TP-ProMPs with ProMPs,
TP-GMMs (time-based), and TP-GMMs (dynamic-based), and KMPs models. All models
were trained on a total of 10 demonstrations with equal numbers of left- and right-handed
executions. The ProMPs model was not adapted, meaning it only captured the mean
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Figure 4.4: Trajectory predictions of the 5 models for 4 different tasks. The grey
trajectories are training demonstrations. The red trajectory represents the ground truth,
while the blue, yellow, green, purple, and black trajectories represent the predictions by the
TP-ProMPs model, the ProMPs model, the time-based TP-GMMs model, the dynamic-
based TP-GMMs model, and the KMPs model, respectively. The circles denote the start of
the trajectories and the crosses denote the end of the trajectories. (a) Position predictions
for the pick-and-place task. (b) Position predictions for the pouring water task. A square
symbol is used to indicate approximately when the pouring action occurs. (c) Orientation
predictions for the pouring water task. (d) Position predictions for the shooting puck task.
(e) Position predictions for the sweeping task.

behavior of the training demonstrations. As discussed in Section 4.3.1, ProMPs suffers
from the limitation that adapting to new object positions is achieved through implicit
conditioning on position and time. In this particular task, this implies conditioning on
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unknown initial positions for grasping the pitcher at time t = 0 and an unknown via-point
for pouring into the cup at an unknown time t. Conditioning the model on approximated
position and time values is not only complex but also leads to poor performance. The
TP-ProMPs model was trained following the procedure outlined in Section 4.2.5 with
C = 2. For more generality, the Bayesian information criterion can be used for model
selection. Both TP-ProMPs and dynamic-based TP-GMMs compared predictions from
different modes to the ground truth, selecting the prediction closest to the ground truth
for evaluation. Figure 4.4b illustrates the performance comparison of the 5 models in
position prediction for the water-pouring task.

For orientation prediction, we conducted a comparison between TP-ProMPs, ProMPs,
time-based TP-GMMs, and KMPs models. In [123], the quaternions predicted by a time-
based TP-GMMs model were normalized to ensure they have unit norm. We followed the
same procedure for all models with the exception of KMPs. This step was unnecessary for
KMPs since it inherently respects the geometry of quaternions. Dynamic-based TP-GMMs
was not included in the comparison because the literature does not describe its application
to orientation, and the creators’ public code does not support orientation. Figure 4.4c
provides a comparison of the performance of the 4 models in orientation prediction for the
water-pouring task.

The average performance over 100 tests is summarized in Table 4.2. TP-ProMPs out-
performed the other models in both position and orientation modeling, highlighting its
strength in handling trajectories with multiple modes. In contrast to [115], which models
position and orientation separately, our approach simultaneously captures both, eliminat-
ing the need to match separate position and orientation models. The robustness of the
clustering used in TP-ProMPs is a factor in its superior performance. As discussed in 4.2.5,
using MAP estimate and estimating the uncertainty of ω enables the proposed method to
achieve a better estimate of ω. In this study, the proposed clustering algorithm achieved an
accuracy of 93.5%, outperforming the algorithm presented [31], which achieved an accuracy
of only 63.3%.

4.3.3 Shooting puck

Aiming is a more challenging task that has a low tolerance for variance. In order to enable
our model to generalize to such tasks, we extended our method by assigning paired-object
reference frames, as described in Section 4.2.5. The extended method was tested in a
shooting puck task, where the demonstrator shoots a puck into a net on the table. In each
demonstration, the position of the net remained fixed, while the position of the puck was
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Position Orientation

Start (mm) Mid (mm) End (mm) Average (mm) Average

ProMPs 249.6 ± 129.3 190.2 ± 88.96 140.6 ± 86.86 177.3 ± 74.83 1.028 ± 0.01667
TP-GMMs(time-based) 113.2 ± 53.41 132.8 ± 94.44 176.3 ± 129.8 142.4 ± 95.78 0.6518 ± 0.3171
TP-GMMs(dynamic) 78.78 ± 74.44 90.16 ± 68.36 121.9 ± 90.20 101.8 ± 69.68 N/A

KMPs 92.78 ± 31.78 105.9 ± 79.48 184.5 ± 132.9 139.3 ± 92.54 1.025 ± 0.01694
TP-ProMPs (GMM) 18.83 ± 8.181 51.00 ± 34.59 83.97 ± 52.92 69.71 ± 40.13 0.1129 ± 0.1112

Table 4.2: Performance comparison for the pouring water task with 10 training
demonstrations. Mean ± standard deviation distance from ground truth for ProMPs,
TP-GMMs, KMPs, and TP-ProMPs (GMM).

randomly selected. The TP-ProMPs was trained using trajectories in selected reference
frames as discussed in Section 4.2.5, while TP-GMMs and KMPs models were trained on
trajectories in object reference frames. The ProMPs model, on the other hand, was trained
using trajectories in the global reference frame.

Figure 4.4d presents a visual comparison between the 5 models in the shooting puck
task. The models were trained on 6 demonstrations. As shown in the figure, the ProMPs
model performed poorly due to a lack of task parametrization. TP-GMMs and KMPs
models, which incorporate object parameterization, demonstrate improved performance at
the start and the end of the trajectory. However, the shooting action requires the gripper
path to be straight in the puck-to-net direction for a successful outcome. The predictions
generated by KMPs and TP-GMMs exhibit significant curvature and deviate considerably
from the ground truth. In contrast, TP-ProMPs’ predictions demonstrate great adaptation
and exhibit minimal deviation from the ground truth, showing its superior performance
in modeling the shooting action. Table 4.3 demonstrates the superior performance of TP-
ProMPs in general, except at the end of the trajectory where TP-ProMPs shows slightly
worse results compared to the KMPs.

4.3.4 Sweeping

To further evaluate the effectiveness of the TP-ProMPs method with paired-object refer-
ence frames, we conducted additional tests on another aiming task, specifically sweeping.
In this task, a demonstrator cleaned rubbish into a dustpan. Due to physical constraints
of the experimental setup, all demonstrations involved sweeping from the right to the
left. To better mimic natural sweeping actions that can be executed in any direction, the
demonstrations were augmented by rotating the trajectory and teabags’ positions about
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Start (mm) End (mm) Average (mm)

ProMPs 269.8 ± 146.7 175.3 ± 92.73 237.0 ± 123.9
TP-GMMs (time-based) 76.39 ± 46.93 55.24 ± 29.56 67.96 ± 24.32

TP-GMMs (dynamic-based) 91.40 ± 79.73 79.72 ± 82.92 97.00 ± 86.21
KMPs 71.99 ± 42.16 51.76 ± 29.42 65.87 ± 24.80

TP-ProMPs 45.28 ± 25.08 52.92 ± 27.65 57.57 ± 24.38

Table 4.3: Performance comparison for the shooting task with 6 training demon-
strations. Mean +/- SD distance from ground truth for ProMPs, TP-GMMs, KMPs, and
TP-ProMPs for the shooting puck task.

the dustpan’s vertical axis (z-axis) by a random angle. This augmentation produced a
more diverse set of demonstrations.

The test results for the sweeping task are summarized in Table 4.4. Notably, TP-
ProMPs with paired-object reference frames exhibited significantly improved performance
over the trajectory and at the start of the trajectory. Poorer performance at the trajectory’s
end (compared with the start) is attributed to the size difference between the dustpan and
teabag. The teabags, being smaller, may land in various parts of the dustpan. While this
variability causes greater distances from the ground truth at the trajectory’s end, these
distances are relatively small compared to the dustpan’s width.

Figure 4.4e shows a visual comparison between the 5 models. TP-ProMPs with paired-
object reference frames provides a prediction that deviates the least from the ground truth.

Start (mm) End (mm) Average (mm)

ProMPs 638.1 ± 324.2 240.4 ± 111.9 474.9 ± 216.3
TP-GMMs(time-based) 107.0 ± 58.87 189.2 ± 107.3 152.6 ± 64.19

TP-GMMs(dynamic-based) 131.3 ± 122.8 289.3 ± 235.3 211.5 ± 125.5
KMPs 97.62 ± 45.51 180.4 ± 95.67 139.3 ± 59.69

TP-ProMPs 68.98 ± 61.91 110.51 ± 85.00 106.45 ± 49.03

Table 4.4: Performance comparison for the sweeping task with 6 training demon-
strations. Mean +/- SD distance from ground truth for ProMPs, TP-GMMs, KMPs, and
TP-ProMPs for the sweeping task.
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4.4 Conclusion

Task-parameterized probabilistic movement primitives (TP-ProMPs) offer a promising ap-
proach that combines the advantages of both ProMPs and TP-GMMs, making it well-
suited for generalizing to different tasks. Its strengths include excellent extrapolation
performance, simultaneous modeling of position and orientation, support for trajectories
with multiple modes, and improved performance in aiming tasks. In future work we plan
to study the method’s efficiency (although it ran in 7 − 30ms on a desktop computer), to
compare this method to neural network (NN)-based methods such as those proposed in
[121, 140, 104, 127, 96], and to integrate TP-ProMPs into multi-step tasks.
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Chapter 5

Task-parameterized Transformer

Previous collaborative work on TP-TF [20] demonstrated that conditioning a transformer
on task parameters describing the scene analogous to TP-ProMPs yields performance
that matches or exceeds other PbD techniques on real-world manipulation tasks such as
pick-and-place and pouring. Remarkably, TP-TF attained this level of performance with
only 5–30 demonstrations, suggesting that the large data demands typical of deep-learning
trajectory models stem primarily from perception, not control. To further evaluate the
model’s capacity for representing long-horizon, multi-stage manipulation and to move to-
ward unifying the two-level framework into a single model, this study applies TP-TF to
the bolt–nut assembly task on a real robotic platform.

5.1 Methods

5.1.1 Physical task

The bolt–and-nut assembly task comprises three sequential subtasks (Figure 5.1):

1. Insert nut into jig. (Subtask 1) The nut must be aligned with a jig recess whose
diameter exceeds the nut’s by only 1–3 mm; high positional accuracy is therefore
required. Symmetry of the nut from a top-down view complicates pose estimation.

2. Insert bolt into jig. (Subtask 2) The bolt is grasped horizontally and re-oriented
to a vertical pose before assembly, testing the model’s ability to represent rotations.
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3. Screw bolt into nut and place assembled pair in box. (Subtask 3) A con-
tinuous screwing motion with tight tolerance is needed to thread the bolt, again
demanding precise control of position and orientation. The completed assembly is
transferred to a box, concluding the episode.

(a) Scene before action. (b) Insert nut to jig.

(c) Insert bolt to jig. (d) Screw bolt into nut and place assembled
pair in box

Figure 5.1: Subtasks of the bolt-and-nut assembly task.

Each stage stresses different aspects of the task: positional precision, rotational adaptation,
and smooth control of coupled translational–rotational motion. Figure 5.2 provides a close-
up view of the assembly objects.
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(a) Top view of the jig

(b) Bolt and nut separated

(c) Top view of the jig with bolt
and nut inserted

Figure 5.2: Assembly objects close-up: (a) shows empty jig, (b) shows bolt and nut sepa-
rated, and (c) shows the jig with bolt and nut inserted.

5.1.2 Experiment setup

Figure 5.3 depicts the experimental setup. Demonstrations and reproductions are executed
on a UR5 robot arm equipped with an OnRobot RG2 parallel-jaw gripper. Perception is
provided by two stereo systems:

• A ZED2 stereo camera mounted above the workspace at about 45◦ angle offers a
global view for coarse pose estimation.

• A wrist-mounted stereo pair consisting of two Google Pixel 4a smartphones supplies
high-resolution, close-range RGB data during manipulation.
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(a) Entire setup

(b) Wrist cameras (c) Gripper close-up

Figure 5.3: Robotic Setup for the Assembly Task. (a) Side view showing the full
setup, including a UR5 robot arm, a flat workspace, an OnRobot RG2 gripper, a wrist-
mounted stereo camera pair, and a ZED2 stereo camera. (b) Wrist-mounted stereo camera
pair, consisting of two Pixel 4a smartphones. (c) OnRobot RG2 gripper.

5.1.3 Data collection

Each demonstration is performed via keyboard-based teleoperation. A set of pre-defined
micro-programs—move forward, lift, rotate the wrist, close/open the gripper, and so
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forth—are bound to specific keys; pressing a key executes the corresponding motion prim-
itive until the key is placed.

Prior to starting a demonstration, a short video clip is recorded with the overhead
ZED2 camera; this clip is later processed to obtain coarse estimates of object poses. At
keypoints of the task (e.g. immediately before grasping or placing), additional still images
are captured from the wrist-mounted cameras, again triggered from the keyboard. Robot
data are logged at 125 Hz, including the Cartesian pose of the end-effector and the binary
state of the gripper.

5.1.4 Data preprocessing

Each demonstration is manually partitioned into the three subtasks introduced in Sec-
tion 5.1.1. While various automatic segmentation methods exist (e.g., [84, 77, 109, 65]),
they are typically tailored for shorter segments aimed at skill library construction or for
datasets with noisy, repetitive behaviors. For instance, [77] integrates segmentation with
trajectory learning by representing each segment as a ProMPs and modeling the overall
skill library as a Gaussian mixture model. Both segmentation and trajectory refinement
are performed iteratively through likelihood maximization. [65] models demonstrations as
sequences of locally linear dynamical systems, detecting transition points via changes in
the local dynamic matrices. This method is specifically designed for noisy surgical data
characterized by complex and loopy behaviors. In contrast, this work employs manual
segmentation into three subtasks, reflecting the way humans intuitively teach complex
tasks—by breaking them down into high-level, meaningful components. This human-
oriented approach promotes clearer instruction, interpretability, and consistency across
demonstrations. Notably, this yields comparatively long segments, thereby placing greater
demands on the model’s capacity to learn longer trajectories.

The recorded orientation trajectory, originally stored in axis–angle form, is converted
to a unit-quaternion representation. After preprocessing, the state at time step t is repre-
sented by the eight-dimensional vector

Y t = [p, q, g]⊤

where p = (px, py, pz) is the Cartesian position of the end-effector, q = (qx, qy, qz, qw) is the
associated unit quaternion, and g ∈ {0, 1} encodes the gripper state (open = 0, closed =
1).

For every subtask, the recorded trajectory is first temporally down-sampled to 1 Hz
and subsequently aligned across demonstrations by dynamic time warping (Dynamic Time
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Warping (DTW)) [88]. The overhead video and wrist-camera images are processed with
DeepLabCut, and object poses are then recovered as detailed in Section 4.2.2.

5.1.5 Data Augmentation

Transformer architectures generally benefit from extensive training data [14, 149, 113,
27]. To compensate for the limited number of demonstrations available in this study, a
task-parameterised augmentation procedure inspired by TP-ProMPs is applied.

Identifying moving objects. Given N demonstrations, the pose of every task-relevant
object is analyzed. For each object, the standard deviation of its Cartesian position and of
its orientation (expressed as Euler angles) is computed across demonstrations. An object is
classified as moving if the positional deviation exceeds 10 mm or the orientational deviation
exceeds 10◦ about any axis. Position and orientation are treated separately because some
objects vary only in one of these modalities.

Trajectory statistics in object frames. Let τ = {χt}Tt=1 denote a trajectory recorded
in the global (robot-base) frame, where χt = [px, py, pz, qx, qy, qz, qw]⊤. Note that the
gripper state g is omitted here since it does not require augmentation. For each of the R
objects whose poses constitute the task parameters, the trajectory is transformed into the
object’s local frame, yielding {τ (j)}Rj=1.

A fully TP-ProMPs approach would involve training a TP-ProMPs model and then
marginalizing its basis weights ω to recover the mean µ

(j)
xt and covariance Σ

(j)
xt (see Sec-

tion 4.2.4 for details). However, in this assembly task, five reference frames (four local
object frames plus the global base frame) are involved, which makes the associated covari-
ance matrix Σw difficult to estimate reliably. This limitation of TP-ProMPs becomes more
pronounced as the number of objects grows.

Instead, the simpler choice here is to compute a time-indexed mean µ
(j)
t and covariance

Σ
(j)
t directly from the ensemble of N demonstrations, in each object’s local frame. No-

tice this does not model temporal correlations as in TP-ProMPs and could lead to jerky
trajectories if the demonstrations are not perfectly temporally aligned.

Sampling new task parameters. For every moving object, either position, orientation,
or both are perturbed:
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• Position. New x and y coordinates are sampled uniformly within the permissible
workspace; the z-coordinate is left unchanged because all objects rest on a common
table surface.

• Orientation. A rotation angle uniformly drawn from [−30◦, 30◦] is applied about
the global z-axis.

Generating trajectories via Product-of-Gaussians Given the perturbed object poses,
the frame-specific statistics µ

(j)
t and Σ

(j)
t are transformed back to the global frame, pro-

ducing µt,j and Σt,j. The fused mean and covariance in the global reference frame at time t
are obtained through via the product-of-Gaussians formulation:

Σt =
( R∑

j=1

Σ−1
t,j

)−1

, (5.1)

µt = Σt

R∑
j=1

Σ−1
t,j µt,j. (5.2)

Figure 5.4 (a) illustrates a demonstrated trajectory in the insert-nut-into-jig subtask,
whereas Figure 5.4 (b) shows a trajectory generated from that demonstration by the
procedure above. Owing to the independent treatment of each time step, some noise
arises—particularly before grasping.

Refining trajectories through winner-take-all. Equation (5.2) expresses the global
mean µt as a covariance-weighted sum of the local means, analogous to an ensemble of
experts in which frames with lower covariance exert greater influence. Since the covariance
matrix is not properly modeled and yielding noisy global trajectory, a more robust winner-
take-all (WTA) strategy is adopted. First, the covariance matrices for each local frame,
Σt,j, are approximated by diagonal forms Σ̂t,j. The local frame with the smallest value

minj max(Σ̂t,j) fully determines the global trajectory at time t, ignoring the other frames.
Position and orientation are treated independently to account for their distinct scales.
Figure 5.4 (c) shows the resulting WTA trajectory, which is smoother before the grasp but
may exhibit abrupt transitions when dominance switches from one frame to another.

Combined method. A hybrid approach further mitigates sudden changes. Let tr(Σt)
denote the trace of Σt in (5.1). Define the threshold Λ = λ maxt=1..T tr(Σt) for some
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0 < λ < 1. At time steps t where tr(Σt) < Λ, the WTA strategy applies, while for
higher-variance steps, the standard product-of-Gaussians approach is used. In this work, a
value of λ = 0.5 is used. Larger values of λ make the fusion behavior more similar to WTA,
while smaller values cause it to behave more like the product-of-Gaussians approach. A
small Gaussian filter is then convolved with the resulting trajectory to enforce additional
smoothness. Figure 5.4 (d) illustrates the final combination, which reduces noise while
avoiding discontinuities introduced by a purely winner-take-all approach.
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(a) Original trajectory (b) Generated trajectory using Product-of-
Gaussians

(c) Generated trajectory using WTA (d) Generated trajectory using combined
methods.

Figure 5.4: Generated trajectories with different methods.

70



5.1.6 Transformer

Architecture

Figure 5.5 shows the architecture of the transformer network, which adopts the encoder–decoder
structure of the original Transformer [131]. The encoder encodes a set of object poses, in-
fers the current subtask, and produces a latent representation that conditions the decoder.
The decoder then predicts the eight–dimensional gripper trajectory associated with that
subtask.

Input Linear 64D Input Linear 64D

Encoder Self-Attention

Decoder Self-Attention

Cross-Attention

Output Linear 8D

Trajectory Sequence

Object Sequence Target Sequence

Position
 Encoding

 Encoder
Layers

 Decoder
Layers

Output Linear 3D

Subtask tag

Figure 5.5: Architecture of the transformer network.

Object sequence. Consider the k-th object (k ∈ {1, . . . , n}) with Cartesian position
p ∈ R3 and unit-quaternion orientation q ∈ R4. This object pose information is obtained
by analyzing stereo video or images using DeepLabCut (DLC) (see Section 4.2.2 for details).
A one-hot vector o ∈ {0, 1}n identifies the object type, where ok = 1 and

∑n
i=1 oi = 1.

Concatenating pose and type yields the object token

e =
[
p, q, o

]
∈ Rdo+n,

with do = 7 for the pose components. Stacking the n tokens forms an object sequence of
size n× (do +n). It is worth noting that this setup does not inherently require the presence
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of only one object per type. However, in this work, all experiments are conducted with
exactly one object of each type.

Target sequence. The target sequence consists of T consecutive gripper configurations.
Because every element represents the gripper, the associated type vector is o = [0, . . . , 0, 1]⊤

(the final entry denotes the gripper class), while the position and orientation vectors are
set to zero , serving as placeholders. Hence each token has dimension do + n, and the full
target sequence has shape T × (do + n).

Dimensions in the assembly task. The workspace contains four physical objects—box,
bolt, jig, and nut—together with the end-effector, so n = 5. Accordingly, the object
sequence has dimension 5 × 12 (do + n = 7 + 5). The decoder must accommodate the
longest subtask; a maximum horizon of T = 200 is therefore selected, producing a target
sequence of shape 200× 12. Both sequences pass through a shared linear projection before
entering the encoder and decoder, respectively.

Positional encoding. Because the list of objects is unordered, no positional encoding is
added to the encoder input. Temporal order, however, is essential for the decoder; hence
sinusoidal position embeddings are summed with the decoder inputs prior to the multi-head
attention layers, as indicated in Figure 5.5.

Loss function

The training objective comprises four terms—La, Lp, Lq, and Lg—which penalize errors
in subtask classification, end-effector position, orientation, and gripper state, respectively.

Subtask loss. Whenever object poses are updated, a categorical cross-entropy loss La is
computed between the predicted subtask probability ŷc and the one-hot ground truth y:

La(y, ŷc) = −
C∑
c=1

yclog(ŷc),

where C is the number of subtasks. The one-hot vector y identifies the ground-truth
subtask (yc = 1 for the true class and 0 otherwise), and ŷc is the predicted probability
obtained from a soft-max over the logits.
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Trajectory losses. For position, orientation, and gripper state, a weighted mean-squared
error is evaluated independently at every time step and then averaged over the trajectory:

L(Y, Ŷ ) =
1

T

T∑
t=1

wt ∥Yt − Ŷt∥2,

where Yt, Ŷt ∈ RD denote the ground truth and predicted vectors at time t; D = 3 for
position, D = 4 for quaternions, and D = 1 for the binary gripper state. The scalar weight
wt emphasizes the keypoints of the trajectory: wt initialized as 1 and is multiplied by 103

whenever the end-effector velocity falls below one quarter of its maximum, the gripper
state changes, or a wrist-camera image is captured.

Total loss. The four components are combined linearly,

Ltotal = αLa + β Lp + γ Lq + δ Lg,

with α = 100, β = 1, γ = 2, and δ = 1000, yielding initial loss terms of comparable
magnitude across all channels.

Weighted Total Loss. The total loss is modulated by assigning higher weights to time
steps identified as keypoints. A time step is defined as a keypoint if any of the following
conditions hold:

1. the robot is moving at a relatively low speed,

2. the gripper state changes, or

3. wrist camera images are recorded.

Formally, a time step is considered slow if the instantaneous speed falls below 25% of the
maximum observed speed. Keypoints are emphasized by assigning them a weight that is
100 times greater than that of non-keypoint time steps.
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Training

Each trajectory is divided into segments, where each segment spans the interval between
two successive updates of the object poses (e.g., between two consecutive wrist camera
image captures). The loss is evaluated only on the corresponding segment whenever the
object sequence is updated. In this work, there is one ZED2 video and three wrist images
captured during the task, the object poses are updated four times, resulting in the entire
trajectory being divided into four segments. The loss is then computed separately for each
of these segments.

Training uses a batch size of 8. The learning rate starts at 1 × 10−5 and is halved
whenever the validation loss fails to improve by at least 1% of the best value for 500 epochs
(the patience period). Optimization stops when the learning rate falls below 1 × 10−9.

5.1.7 Baselines

The proposed method is evaluated against two traditional PbD approaches—TP-GMMs[17]
and TP-ProMPs[141]—as well as two neural network-based baselines: CNMP[121] and
CNEP[142]. For the traditional PbD methods, optimal hyperparameters are selected via
grid search on a validation set, separately for each subtask. Specifically, the number
of Gaussian components is tuned for TP-GMMs to control model complexity. For TP-
ProMPs, the model uses polynomial terms up to third order and 21 evenly spaced Gaussian
radial basis functions. The parameter σ, which defines the width of the Gaussian basis
functions, is optimized through grid search.

For CNMP and CNEP, the encoder and decoder hidden dimensions are set to 512,
ensuring a comparable number of trainable parameters to the proposed transformer-based
model. Batch sizes of 2 (as in the original implementation) and 8 (to match the transformer
model) were tested. The model yielding better test performance was selected for compar-
ison. All remaining hyperparameters are kept consistent with those used in the original
implementations. The snapshot with the least validation error is selected for comparison.

Each method is trained on 15 demonstrations, with 4 additional demonstrations used
for validation and 1 for testing. To account for variability, three trials with different
training-validation-test splits are conducted, and mean and standard deviation metrics are
reported.

Since the baseline methods do not natively support updated object poses, object pose
information is extracted from a single image taken from the initial frame of the ZED2
video. This image is used either for estimating object poses (TP-GMMs, TP-ProMPs,

74



and TP-TF) or for extracting features (CNMP and CNEP). For all baseline methods, a
separate model is trained for each subtask. In contrast, the proposed TP-TF is trained as
a single model jointly across all three subtasks.

5.1.8 Metrics

Model comparison

To evaluate the discrepancy between predicted and ground-truth trajectories, we report the
Average Displacement Error (ADE) for position and the Normalized Difference of Quater-
nions (NDQ) [52] for orientation. The ADE is computed as the mean of the Euclidean
(L2) distances between corresponding positions along the predicted and reference trajec-
tories. The NDQ measures orientation error as the mean norm of the difference between
corresponding quaternions at each time step. Since all trajectories were temporally aligned
using DTW to a fixed number of time steps, these comparisons were computed directly at
corresponding indices.

Success rate

To evaluate task execution performance, the success rate is reported during autonomous
reproduction of the task. A grasping attempt is considered successful if the object remains
securely held in the gripper without being dropped prior to place. The placing phase is
evaluated based on task-specific criteria: in Subtask 1, it is successful only if the nut is
placed flat within the jig hole—tilted placements are considered failures; in Subtask 2,
success requires the bolt to be fully inserted into the jig hole; and in Subtask 3, success is
defined as placing the assembled bolt–nut pair entirely inside the box. A screwing phase
is added to Subtask 3. The screwing phase is deemed successful if the bolt–nut assembly
remains secure and does not fall prior to place.

If a subtask fails, human intervention is used to complete it, after which the system
resumes autonomous execution of the remaining subtasks. If the grasping phase fails,
the associated placing (and screwing, if applicable) phases are automatically marked as
failures.
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5.1.9 Stereo Image-Based Visual Servoing

Image-based visual servoing (IBVS) is employed during grasping and placing operations
to refine the end-effector pose. The monocular formulation reviewed in Section 2.4.2 is
extended here to a calibrated wrist-mounted stereo camera pair. Prior works have investi-
gated stereo eye-in-hand IBVS in various contexts [86, 56]; however, they rely on specific
assumptions regarding the relative configuration of the two cameras. For example, [56]
assumes a parallel stereo setup, while [86] assumes the cameras have the same angle about
the vertical (Y) axis. In contrast, the method proposed in this work makes no strict
assumptions about the stereo geometry. By transforming the right camera’s interaction
matrix into the left camera frame using the extrinsic parameters obtained from the stereo
calibration, image-space errors from both views are simultaneously minimized through a
unified least-squares control law.

IBVS with two cameras. Let the left and right cameras be denoted by the superscripts
l and r, respectively. For a set of 2-D feature coordinates p(·) ∈RN with depths Z(·), the
classical IBVS kinematics for each camera reads

ṗl = Ll(pl, Z l)vl, (5.3)

ṗr = Lr(pr, Zr)vr, (5.4)

where L(·)∈RN×6 is the interaction (Jacobian) matrix and v(·)∈R6 is the spatial twist of
the corresponding camera frame. The image-plane velocity ṗ(·) is typically computed as
the difference between the current and target feature positions in the image plane. This
quantity represents the image-space error that the IBVS controller seeks to minimize by
generating appropriate camera motions v(·) in the 3D workspace.

Relating the two twists. In this work, only the pose of the left camera with respect to
the end-effector, TE

l , is estimated; hence the control law must be expressed in that frame.
Let the known transformation from the right camera to the left camera be denoted by

T r
l =

[
R t
0⊤ 1

]
∈ SE(3), R ∈ SO(3), t ∈ R3.

Its adjoint representation

AdT r
l

=

[
R 0

[t]× R

]
∈ R6×6, [t]× =

 0 −tz ty
tz 0 −tx
−ty tx 0

 ,
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maps twists between the two frames, i.e. vr = AdT r
l
vl.

Equivalent right-camera interaction matrix. Substituting the above relation into
the Eq. 5.4

AdT r
l
vl = Lr(pr, Zr)+ ṗr.

Multiplying both sides by Lr(pr, Zr) yields

Lr(pr, Zr) AdT r
l
vl = ṗr.

Define the equivalent right-camera interaction matrix, expressed in the left-camera frame,
as

L̂ r(pr, Zr) = Lr(pr, Zr) AdT r
l
.

Then, the twist vl corresponding to the right image can be computed by applying the
pseudo-inverse of the equivalent interaction matrix:

vl = L̂ r(pr, Zr)+ ṗr.

Stacked control law. Concatenating the constraints from both image planes over N
feature points leads to a single least-squares problem:

vl =


Ll(pl

1, Z
l
1)

L̂ r(pr
1, Z

r
1)

...
Ll(pl

N , Z
l
N)

L̂ r(pr
N , Z

r
N)


+

ṗ l
1

ṗ r
1
...

ṗ l
N

ṗ r
N

 . (5.5)

The resulting twist vl is finally converted to end-effector commands through the stan-
dard eye-in-hand kinematic chain.

This stereo formulation leverages all available visual information while maintaining a
single control signal, thereby enhancing accuracy—particularly near contact points—without
making assumptions about the relative geometry of the cameras.
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Integrate with TP-Transformer To integrate visual servoing with the TP-TF model,
the entire task is first demonstrated once. During this demonstration, stereo image pairs
are captured from the wrist-mounted stereo camera immediately before each grasping and
placing action. These images are then processed using DLC for feature points detection
and stored as target references for subsequent visual servoing.

During execution, the TP-TF model predicts trajectories for position, orientation, grip-
per state, and subtask labels. The robot follows the predicted trajectory up to a detected
gripper state change. At this point, the predicted subtask tag is used to select the cor-
responding target image pair for visual servoing, and the robot switches to visual control
using the stereo visual servoing strategy described previously. Upon completion of the vi-
sual servoing phase, the gripper is actuated (opened or closed) according to the predicted
gripper state trajectory, and the robot resumes control based on the TP-TF predicted
motion trajectory. This cycle is repeated for each subtask until the entire assembly task is
completed.

It is important to note that the computation of the image-plane velocity vector ṗ in
Eq. 5.5 differs between the grasping and placing phases. For each subtask, the identity
of the object to be grasped is inferred during demonstration using a simple heuristic: the
object that moves in coordination with the gripper is identified as the target.

During visual servoing execution, the current and target wrist image pairs are compared.
For grasping, ṗ is computed directly from the displacement of the feature points on the
object to be grasped:

ṗ = uc − ut,

where uc and ut denote the coordinates of a feature point in the current and target images,
respectively.

In contrast, during the placing phase, a relative vector-based formulation is employed to
compute ṗ. Specifically, the image-plane velocity is calculated from the difference between
vectors formed by feature points on the background and those on the grasped object

δp(i,j) = (u
c,(j)
b − uc,(i)

g ) − (u
t,(j)
b − ut,(i)

g ),

where u
(·)
g and u

(·)
b denote the image coordinates of feature points on the grasped object

and background objects, respectively. This formulation yields one relative vector for each
grasped–background pair (i, j). Given Ng feature points on the grasped object and Nb

feature points in the background, the vectors for all pairs are stacked together to form the
final error vector:

ṗ = [. . . , δp(i,j), . . . ]⊤,
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where the concatenation spans all i = 1 . . . Ng and j = 1 . . . Nb. This formulation accounts
for the fact that, during placing, the grasped object moves rigidly with the camera. Directly
comparing its features between the current and target images can result in non-zero residual
error in ṗ and preventing the convergence of the visual servoing controller.

5.2 Results

5.2.1 Model Comparison

Position Accuracy

Figure 5.6 compares the positional performance of TP-TF, TP-GMMs, TP-ProMPs, CNMP,
and CNEP. It is important to note that the TP-TF results shown here exclude visual ser-
voing, as that module is only employed during task reproduction. The proposed TP-TF
model demonstrates superior performance in Subtasks 1 and 2. For Subtask 3, TP-ProMPs
achieves the best accuracy, with TP-TF performing slightly worse. Across all subtasks,
CNMP and CNEP consistently yield the lowest performance.

Sample trajectory predictions for each method are visualized in Figure 5.8. It is evident
that TP-TF, TP-ProMPs, and TP-GMMs are task-parameterized, successfully adapting
their predicted trajectories to the varying spatial configurations of the objects. For in-
stance, in Subtask 1—where the nut must be picked up and inserted into the jig—these
methods consistently generate trajectories approaching the nut across different scenes. In
contrast, CNMP and CNEP fail to adapt effectively, suggesting that task parameterization
based on high-dimensional image embeddings presents greater challenges and may require
larger training datasets.

Moreover, TP-TF and TP-ProMPs produce notably smoother trajectories, with TP-
TF remaining consistently closer to the ground truth—particularly near object interaction
points. This proximity is critical for achieving successful task reproduction in physical
settings.

Orientation Accuracy

Figure 5.7 presents the orientation prediction performance of all evaluated models. In Sub-
tasks 1 and 2, all methods yield low NDQ values, as orientation remains largely unchanged
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during these phases. However, in Subtask 3—where continuous orientation change is re-
quired during the screwing operation—TP-TF and TP-ProMPs significantly outperform
the other models.

Figure 5.9 shows a representative example of quaternion predictions for Subtask 3. Both
TP-TF and TP-ProMPs generate smooth orientation trajectories that closely follow the
ground truth, whereas the remaining methods exhibit noisier and less accurate predictions.
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Figure 5.6: Position Comparison
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Figure 5.8: Sample Prediction Trajectories for Each Subtask. First column: Sub-
task 1. Second column: Subtask 2. Third column: Subtask 3. Human-demonstrated
trajectories are shown as solid red lines. Squares indicate the positions of the objects in
the scene.
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Figure 5.9: Sample quaternion predictions for Subtask 3.

5.2.2 Success rate

TP-Transformer only

A TP-TF model, as described in Section 5.1.6, is trained using 20 demonstration trajec-
tories. The trained model is then used to autonomously reproduce the task over 20 trials,
with the success rates for each subtask summarized in Table 5.1. In each trial, the bolt,
nut, and box are randomly positioned within the workspace to ensure variability in object
poses. During execution, the robot arm is controlled using the position and orientation
trajectories predicted by the TP-TF model, while the gripper is actuated based on the
predicted gripper state trajectory.

As shown in Table 5.1, the subtask label prediction achieved a success rate of 100%,
indicating that the network reliably distinguishes between different subtasks based on the
provided task parameters. However, the overall success rate for the complete assembly task
was 0%, primarily due to the 0% success rate in the placing phase of Subtask 1. During
testing, it was observed that the predicted trajectories were generally effective in adapting
to updated object poses and approaching the correct target locations. However, Subtask
1 presented a significant challenge due to the tight tolerance between the nut and the jig
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hole, which is only 2–3 mm wider than the nut itself. As a result, even small horizontal
deviations of a few millimeters often lead to task failure.

Additionally, grasping the nut with rubber-tipped gripper fingers introduced further
complications. The nut tended to adhere slightly to the gripper tip, which can cause
failures during place—even when the horizontal positioning was accurate. Successful com-
pletion of this subtask therefore, requires the nut to be inserted into the jig hole with high
positional precision both horizontally and vertically. Although similar issues may affect
the other subtasks, the impact was most pronounced in Subtask 1 due to the tighter spatial
constraints.

Subtasks 2 and 3 exhibited significantly higher success rates (70% and 60%, respec-
tively), attributed to the larger size of the manipulated objects and the greater spatial
tolerance of the corresponding placement targets, both of which contributed to increased
robustness against trajectory prediction errors.

Table 5.1: Success rates using TP-Transformer only evaluated over 20 test trials.

Subtask Grasping Screwing Placing

Subtask 1 65% – 0%
Subtask 2 90% – 70%
Subtask 3 100% 80% 60%

Subtask Label 100%

Overall Task 0%

TP-Transformer + Visual Servoing

To improve precision and overall task success, visual servoing (as described in Section 5.1.9)
was integrated into the system alongside the TP-TF model. The resulting success rates
are reported in Table 5.2. Visual servoing significantly enhanced performance across all
subtasks. Notably, the success rate of the placing phase in Subtask 1 increased to 75%,
and the overall assembly task success rate rised to 70%, demonstrating the effectiveness of
visual servoing in improving fine-grained control during manipulation.
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Table 5.2: Success rates using TP-Transformer + Visual Servoing evaluated over 20 test
trials.

Subtask Grasping Screwing Placing

Subtask 1 90% – 75%
Subtask 2 100% – 100%
Subtask 3 100% 90% 90%

Subtask Label 100%

Overall Task 70%

Discussion

The proposed TP-TF model demonstrates superior performance in Subtasks 1 and 2, while
showing slightly lower accuracy compared to TP-ProMPs in Subtask 3. As illustrated in
the bottom-right panel of Figure 5.8, the TP-TF prediction exhibits a noticeable deviation
prior to placing the assembled bolt–nut pair into the box. This deviation may be attributed
to the winner-takes-all strategy employed during data augmentation, which can induce
dominance shifts between reference frames and result in movement patterns not present
in the original demonstrations (see Section 5.1.5). While this issue could potentially be
mitigated by selecting a smaller λ for Subtask 3, a uniform value was used across all
subtasks for the sake of consistency and simplicity. Another contributing factor may be
the relatively low weight assigned to this portion of the trajectory in the loss function (see
Subsection 5.1.6), due to its temporal distance from the manipulation phase. Despite this
deviation, the success rate test confirms that it does not negatively impact task execution.

CNMP and CNEP consistently yield the lowest performance across all subtasks. No-
tably, in their original evaluation [142], these models were applied to a simplified real-world
task involving pick-and-place of wine glasses. In that setting, the initial positions of the
wine glasses were fixed, and only the grasping point varied (e.g., rim or stem), with fixed
placement locations among four discrete options. This constrained configuration signif-
icantly reduces task variability and complexity. In contrast, the bolt–nut assembly task
used in this study involves continuously varying object positions and orientations, resulting
in a much larger and more complex task space. This difference likely explains why CNMP
and CNEP fail to generalize effectively in this context. While parameterizing tasks using
high-dimensional image embeddings is more general in principle, it also introduces a more
difficult learning problem, typically requiring substantially more demonstrations.
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The success rate evaluation indicates that TP-TF alone is sufficient for subtasks with
greater spatial tolerance, such as Subtasks 2 and 3 (see Table 5.1). When combined with
visual servoing, performance improves markedly across all subtasks—most notably in Sub-
task 1—highlighting the effectiveness of vision-based feedback in precision-critical opera-
tions (see this video for an example of reproduction with and without visual servoing). To
further enhance success rates, future work could incorporate a wrist-mounted force/torque
sensor, enabling force-based control strategies during contact-rich phases such as placing
and screwing. This would allow the system to dynamically respond to physical interaction
forces, improving robustness in tasks requiring fine manipulation.

5.3 Conclusions

The proposed TP-TF model demonstrates superior performance in 6D trajectory modeling
across three real-world subtasks when compared to traditional PbD methods—including
TP-GMMs and TP-ProMPs—under limited-data conditions and identical task parameter-
ization (i.e., object poses). It also significantly outperforms neural network-based methods
such as CNMP and CNEP, which rely on high-dimensional image embeddings to encode
task variation. These results lead to three key insights:

1. TP-TF provides a stronger alternative to traditional PbD approaches for 6D trajec-
tory modeling.

2. Unlike prior transformer-based models, TP-TF directly predicts gripper trajectories
from object poses supplied by an external vision system. This aligns it more closely
with classical PbD frameworks and enables effective data augmentation, thereby
reducing the number of required demonstrations.

3. The performance gap between TP-TF and image-based models such as CNMP/CNEP
suggests that the large data requirements of deep learning-based trajectory models
are primarily due to perceptual factors rather than control factors.

In addition, TP-TF was trained to handle the full multi-step assembly task, predicting
6D gripper poses, gripper states, and subtask labels in a unified framework. The success
rates exceeding 60% for Subtasks 2 and 3 (Table 5.1) demonstrated that TP-TF alone
is well-suited for tasks with relatively high spatial tolerance, such as bin picking. With
the integration of visual servoing, the success rate of the entire task improved to 70%
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(Table 5.2), highlighting the system’s capability in addressing more demanding multi-stage
manipulation tasks.

For context, GATO [113] achieves a 60% success rate in single-step stacking after being
trained on 387k simulated trajectories, 15k real-world trajectories, and an additional 35k
episodes of fine-tuning—alongside large-scale vision and language data. Similarly, RT-1 [14]
reaches 67% success in long-horizon kitchen tasks after being trained with 130k demonstra-
tions. In contrast, TP-TF achieves comparable performance with far fewer demonstrations
and no language or simulation pretraining, underscoring its data efficiency.
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Chapter 6

Conclusion

This thesis addressed the challenge of enabling robots to perform complex, multi-step ma-
nipulation tasks in unstructured environments with limited data. The core contribution lies
in the development and evaluation of learning-based methods that integrate the strengths
of classical PbD techniques with modern deep learning approaches.

The work began by proposing a two-level hierarchical framework. At the high level,
VSA was used to abstract symbolic actions from sensory data, enabling interpretable and
biologically plausible planning. At the low level, TP-ProMPs were used to model 6D
trajectories conditioned on object-centric task parameters. This approach demonstrated
superior performance in modeling position and orientation jointly compared to other es-
tablished PbD baselines. Overall, the modular architecture demonstrated that meaningful
high-level action sequences can be inferred and precise low-level motions can be learned,
both from a limited number of demonstrations.

Inspired by the task parameterization approach in TP-GMMs and TP-ProMPs, this
thesis introduced the TP-TF, a unified model capable of jointly predicting subtask la-
bels, gripper pose trajectories, and gripper states from a small number of demonstrations,
thereby integrating high-level symbolic action planning and low-level trajectory modeling
within a single framework. By decoupling perception from trajectory modeling, TP-TF
conditions directly on object poses, enabling data augmentation and preserving the data
efficiency of TP-ProMPs while leveraging the modeling capacity, expressiveness, and flex-
ibility of transformer architectures. Furthermore, by using explicit object pose and type
information as input, the network offers greater interpretability compared to other neural
alternatives that rely on end-to-end image-based inputs. The model significantly out-
performs both traditional PbD methods and neural network baselines on a challenging
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real-world bolt–nut assembly task. This task requires very low tolerance, as the jig hole
is only 2–3 mm wider than the nut. When combined with a visual servoing module for
precision-critical phases, the proposed system achieves a 70% reproduction success rate
with only 20 training demonstrations.

These findings support three key conclusions. First, TP-TF serves as a superior replace-
ment for traditional PbD methods such as TP-GMMs and TP-ProMPs, offering greater
expressiveness and flexibility. Its primary drawback lies in training time: as shown in a
previous collaborative study [20], traditional PbD methods typically require only tens of
milliseconds to seconds to train, whereas TP-TF may take several hours. However, TP-TF
remains competitive at inference time, operating within seconds. Unless training time is
a critical constraint, TP-TF is the preferable choice due to its superior performance and
capacity.

Second, control, when decoupled from perception, can be learned efficiently from a
small number of demonstrations when task parameters are explicitly provided and data
augmentation is employed. Many recent neural models [113, 14, 149] aim to learn end-to-
end policies directly from raw inputs such as images (and sometimes text). While these
approaches minimize manual engineering, they suffer from several limitations: (1) they
exhibit poor sample efficiency, often requiring massive datasets (e.g., [14] reports a 67%
success rate on kitchen tasks after 130k demonstrations); (2) they lack interpretability,
complicating debugging and failure analysis; (3) they generalize poorly across tasks or en-
vironments, requiring full retraining when conditions change; and (4) they limit the use of
data augmentation, since generating corresponding outputs for synthetic inputs is nontriv-
ial. In contrast, TP-TF decouples perception and control, allowing each to be optimized
independently. This reflects how humans learn—by acquiring reusable perceptual skills
(e.g., object recognition or depth estimation) before learning downstream control tasks.
These insights suggest a shift in focus toward developing modular, general-purpose per-
ceptual models that can support a variety of downstream tasks, rather than relying solely
on end-to-end solutions.

Third, symbolic and continuous aspects of robot behavior can be effectively integrated
through hybrid or unified learning architectures. The TP-TF, in particular, demonstrates
that it is possible to collapse the symbolic–trajectory hierarchy into a single model, sim-
plifying deployment while maintaining generalization.

In summary, the main contributions of this work are:

1. The introduction of a two-level method that combines high-level action planning, us-
ing negative p-norm clustering and VSA, with low-level trajectory modeling through
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a PbD-based approach capable of jointly representing position and orientation.

2. The proposal of a unified model, TP-TF, that integrates both symbolic action plan-
ning and trajectory modeling, and serves as a middle ground between Transformer-
based and PbD-based methods by offering both sample efficiency and flexibility.

3. An empirical demonstration that the data demands of Transformer networks arise
primarily from perception, rather than control.

Future work may extend this approach in several directions. First, incorporating force
signals could further improve reproduction success rates, particularly in contact-sensitive
phases such as insertion or screwing. Second, the visual servoing module could be replaced
with Reinforcement Learning (RL). RL is suitable for two reasons: (1) grasping and placing
are generic actions that transfer across many tasks, making the investment of large num-
bers of interactions worthwhile; and (2) refining gripper pose with RL requires only small
adjustments, which keeps exploration safe. Finally, applying the framework to a broader
range of contact-rich and structurally diverse tasks would provide a more comprehensive
evaluation of its generality and robustness.

Ultimately, this research contributes toward the broader objective of developing data-
efficient, interpretable, and scalable learning systems for autonomous robotic manipulation
in real-world environments.
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Appendix A

Pose in 3D

A.1 Position in R3

Throughout this thesis, a right-handed Cartesian coordinate system is used to describe the
position of a point P in three-dimensional space. Let the basis vectors of the coordinate
system be x̂, ŷ, ẑ. These vectors satisfy

ẑ = x̂× ŷ, x̂ = ŷ × ẑ, ŷ = ẑ × x̂,

where × denotes the cross product. The position of P is expressed by the column vector
p = [x, y, z]T, where x, y, z are the signed distances along the respective axes.

A.2 Orientation in R3

Figure A.1 shows an example of a reference frame is rotated in 3D space. It could be seen
that different orders of rotation yields different final orientations. Rotation in 3D space has
several different forms of representation, including: Rotation matrix, Euler angles, rotation
vector (or axis-angle representation), and unit quaternions.

A.2.1 Rotation Matrix

A rotation in 3D is represented by a 3 × 3 orthogonal matrix. Consider two reference
frames A and B with different orientations and RA

B is the rotation matrix that represent
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Figure A.1: An Example of Rotation Order in 3D. Top row: The reference frame
is first rotated 90◦ about the z-axis, followed by a 90◦ rotation about the x-axis. Bottom
row: The reference frame is first rotated 90◦ about the x-axis, followed by a 90◦ rotation
about the z-axis.

the orientation of B in the frame of A. The matrix RA
B then converts a point pB in frame

B to frame A
pA = RA

Bp
B.

Since a rotation matrix is orthogonal, its inverse equals its transpose, i.e. R−1 = R⊤.
Converting a point from frame A to frame B can be achieved by

pB = (RA
B)−1pA

= (RA
B)⊤pA

= RB
Ap

A
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Elementary rotations about the principal axes by an angle θ are given by

Rx(θ) =

1 0 0
0 cos θ −sin θ
0 sin θ cos θ


Ry(θ) =

 cos θ 0 sin θ
0 1 0

−sin θ 0 cos θ


Rz(θ) =

cos θ −sin θ 0
sin θ cos θ 0

0 0 1

 .
Since SO(3) is closed under multiplication, composite rotations are obtained by matrix
multiplication. Take the top row of Figure A.1 as an example; the net rotation is

R = Rz(
π

2
)Rx(

π

2
)

=

0 −1 0
1 0 0
0 0 1

1 0 0
0 0 −1
0 1 0


=

0 0 1
1 0 0
0 1 0


,

whose columns correspond to the axes of the rotated frame expressed in the original coor-
dinates. Direct linear interpolation between rotation matrices can leave SO(3).

A.2.2 Euler angles

Any rigid-body orientation can be decomposed into three sequential rotations about speci-
fied axes. Conventions vary: the Z-Y-Z scheme is popular in rigid–body dynamics, whereas
roll–pitch–yaw (X-Y-Z) is prevalent in aerospace. For a fixed convention, the orientation
is captured by the triple of angles. The price of this compactness is the singularity prob-
lem: when two of the rotation axes become collinear in the global frame the representation
becomes locally ambiguous. Figure A.2 shows that 2 different sets of Euler angles could
express the same rotation at the singularity. Moreover, linear interpolation of Euler an-
gles rarely traces the shortest path on SO(3), often producing unexpected intermediate
orientations.
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Figure A.2: Ambiguity of Euler angle representation at a singularity

A.2.3 Axis-angle representation (rotation vector)

An alternative is to specify the unit vector u = (ux, uy, uz)
T along the rotation axis together

with the rotation magnitude θ. A compact 3-vector θ = θu can be used to represent a
rotation, whose corresponding rotation matrix is obtained via Rodrigues’ formula:

R = cos θI + (1 − cos θ)uuT + sin θ[u]×,

where I is the identity matrix and [u]× denotes the skew–symmetric matrix of u. As with
Euler angles, naive linear interpolation of rotation vectors does not follow the shortest path
on SO(3).

A.2.4 Unit Quaternions

Unit quaternions provide a non–singular, compact representation well suited to interpola-
tion. A quaternion is written

q = qw + qii + qjj + qkk, ||q|| = 1,

with the imaginary units obeying

i2 = j2 = k2 = ijk = −1.
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A rotation vector θu can be converted to unit quaternion as:

q = cos(
θ

2
) + sin(

θ

2
)(uxi + uyj + uzk).

and the corresponding rotation matrix is

R =

1 − 2(q2y + q2z) 2(qxqy − qzqw) 2(qxqz + qyqw)
2(qxqy + qzqw) 1 − 2(q2x + q2z) 2(qyqz − qxqw)
2(qxqz − qyqw) 2(qyqz + qxqw) 1 − 2(q2x + q2y)


Because quaternions lie on the unit three–sphere S3, spherical linear interpolation (slerp)
yields constant–velocity motion along the shortest arc. In practice, simple linear interpola-
tion followed by renormalisation often suffices as a computationally cheaper approximation.

A.3 Pose in R3

Describing the relative pose of frames requires both the translation between their origins
and the rotation that aligns their axes. Throughout this thesis the pose of frame B ex-

pressed in frame A is represented by the 4×4 homogeneous transformationTA
B =

[
RA

B tAB
0 1

]
,

where RA
B ∈SO(3) is the rotation matrix that orients B relative to A, and tAB ∈R3 is the

position of the origin of B written in the coordinates of A.

Given a point whose homogeneous coordinates in frame B are p̃B = [xB, yB, zB, 1]⊤,
its coordinates in frame A follow from the passive (change–of–coordinates) transformation

p̃A = TA
Bp̃

B (A.1)
xA

yA

zA

1

 =

[
RA

B tAB
0 1

]
xB

yB

zB

1

 . (A.2)

Successive frame changes compose by right multiplication, e.g. p̃A = TA
B TB

C p̃C . Because
RA

B is orthonormal, the inverse of a homogeneous transformation is

(TA
B)−1 =

[
(RA

B)⊤ −(RA
B)⊤tAB

01×3 1

]
.
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A.3.1 Passive transformation vs. Active transformation

Equation (A.1) is passive: the physical point is fixed in space, while its coordinates change
because we describe it in a different frame. In contrast, an active transformation rigidly
moves the point itself within a single frame. An example shown in Figure A.3 is used to
illustrate the distinction. Frames A and B are expressed in a global frame G via

TG
A =


0 −1 0 2
1 0 0 0
0 0 1 1
0 0 0 1

 , TG
B =


1 0 0 −1
0 0 1 2
0 −1 0 1
0 0 0 1

 .
This is the passive view. On the other hand, Multiplying each transform by the homo-
geneous vector [0, 0, 0, 1]⊤ yields the Cartesian positions (2, 0, 1) and (−1, 2, 1), respec-
tively—the origins of A and B viewed as active displacements in G.

The rigid motion that carries frame A onto frame B in the global frame is obtained by
combining a passive change of coordinates with an active displacement:

TG
A→B TG

A = TG
B =⇒ TG

A→B = TG
B (TG

A)−1.
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Figure A.3: Global and Local Coordinate Frames. Global frame G and two local
frames, A and B. The origins of frames A and B are located at (2, 0, 1) and (−1, 2, 1),
respectively, with respect to frame G.
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