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Abstract

Neural radiance �elds (NeRFs) have revolutionized novel view synthesis, enabling high-
quality 3D scene reconstruction from sparse 2D images. However, their computational
intensity often hinders real-time applications and deployment on resource-constrained de-
vices. Traditional NeRF models can require days of training for a single scene and demand
signi�cant computational resources for rendering, with some implementations necessitating
over 150 million network evaluations per rendered image.

While various approaches have been proposed to improve NeRF e�ciency, they often
employ �xed network architectures that may not be optimal for all scenes. This research
introduces NAS-NeRF, an new approach that employs generative neural architecture search
(NAS) to discover compact, scene-specialized NeRF architectures. NAS, a technique for
automatically designing neural network architectures, is investigated as a potential method
for optimizing NeRFs by tailoring network architectures to the speci�c complexities of
individual scenes.

NAS-NeRF reformulates the NeRF architecture into con�gurable �eld cells, enabling
e�cient exploration of the architecture space while maintaining compatibility with various
NeRF variants. Our method incorporates a scene-speci�c optimization strategy that con-
siders the unique characteristics of each 3D environment to guide architecture search. We
also introduce a quality-constrained generation approach that allows for the speci�cation
of target performance metrics within the search process.

Experiments on the Blender synthetic dataset demonstrate the e�ectiveness of NAS-
NeRF in generating a family of architectures tailored to di�erent e�ciency-quality trade-
o�s. Our most e�cient models (NAS-NeRF XXS) achieve up to 23� reduction in param-
eters and 22� fewer FLOPs compared to baseline NeRF, with only a 5.3% average drop
in structural similarity (SSIM). Meanwhile, our high-quality models (NAS-NeRF S) match
or exceed baseline performance while reducing parameters by 2� 4� and o�ering up to
1:93� faster inference.

These results suggest that high-quality novel view synthesis can be achieved with more
compact models, particularly when architectures are tailored to speci�c scenes. NAS-NeRF
contributes to the ongoing research into e�cient 3D scene representation methods, helping
enable applications in resource-constrained environments and real-time scenarios.
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Chapter 1

Introduction

The �eld of computer vision has long sought to recreate three-dimensional scenes from
limited two-dimensional inputs. This challenge, known as novel view synthesis, has appli-
cations ranging from virtual and augmented reality to robotics and autonomous naviga-
tion [1]. Traditional approaches often struggled with sparse input data or required extensive
computational resources. However, the introduction of neural radiance �elds (NeRF) [2] in
2020 marked a signi�cant leap forward in this domain, leveraging the power of deep learn-
ing to achieve unprecedented levels of realism and 
exibility in 3D scene representation
and rendering.

NeRF represents a paradigm shift in addressing the classic problem of image-based
rendering (IBR) [3]. At its core, NeRF utilizes a multi-layer perceptron (MLP) to learn
a continuous volumetric scene representation, mapping �ve-dimensional inputs|spatial
coordinates (x; y; z) and viewing directions (�; � )|to output color and volume density.
This innovative approach allows NeRF to render high-quality, photorealistic images from
novel viewpoints by integrating the learned radiance �eld along camera rays.

The success of NeRF lies in its ability to capture complex geometries, lighting condi-
tions, and view-dependent e�ects with remarkable �delity. By encoding the entire scene
in the weights of a neural network, NeRF can synthesize new views with a level of de-
tail and consistency that was previously unattainable with traditional computer graphics
techniques.

However, the impressive visual quality of NeRF comes at a signi�cant computational
cost. The process of rendering a single image requires thousands of network evaluations for
each ray cast through the scene. This computational intensity poses challenges for real-time
applications and deployment on resource-constrained devices. Moreover, training a NeRF

1



model to convergence often requires days of computation on high-end GPUs, limiting its
accessibility and scalability.

A critical, yet often overlooked, aspect of current NeRF implementations is the use
of a uniform neural network architecture across all scenes, regardless of their individual
complexities. This one-size-�ts-all approach, while simplifying implementation, potentially
leads to ine�ciencies. Complex scenes with intricate geometries and lighting may bene�t
from larger, more expressive networks. In contrast, simpler scenes might be adequately
represented by more compact architectures, achieving similar quality with reduced com-
putational overhead.

This observation motivates the central question addressed in this thesis: Can we de-
velop a method to automatically tailor NeRF architectures to the speci�c requirements of
individual scenes, optimizing for both rendering quality and computational e�ciency?

1.1 Overview of Contributions and Thesis Structure

To address this challenge, this thesis introduces NAS-NeRF, a novel approach that em-
ploys generative neural architecture search to dynamically optimize NeRF architectures
for speci�c scenes. The key contributions of this work include:

1. A modular reformulation of the NeRF architecture into con�gurable �eld cells,
allowing for 
exible adaptation of network complexity.

2. A generative neural architecture search framework tailored for NeRF, capable of
balancing rendering quality and computational e�ciency.

3. A scene-speci�c optimization strategy that considers the unique characteristics of
each 3D environment to guide architecture search.

4. Extensive experimental validation demonstrating signi�cant reductions in model size
and inference time while maintaining high-quality renderings.

The remainder of this thesis is structured as follows:

Chapter 2 provides a comprehensive background on neural radiance �elds and neural
architecture search, establishing the theoretical foundations for our work. We discuss
the evolution of NeRF techniques, highlighting current limitations and opportunities for
improvement.

Chapter 3 dives deeper into the motivation behind NAS-NeRF, analyzing the relation-
ship between scene complexity, network architecture, and rendering quality. We formulate
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the problem of NeRF optimization as a multi-objective search task and discuss the chal-
lenges involved.

Chapter 4 presents the core methodology of NAS-NeRF. We detail our approach to
modularizing NeRF architectures, the design of our generative search algorithm, and our
strategies for e�cient exploration of the architecture space. This chapter also includes a
thorough experimental setup and an in-depth analysis of our results, comparing NAS-NeRF
against the baseline NeRF implementation across various metrics.

Finally, Chapter 5 summarizes the key �ndings and contributions of this work. We
discuss the broader implications of our research for the �eld of neural rendering and outline
promising directions for future investigation, including potential extensions to dynamic
scenes and integration with other advanced NeRF variants.

Through this work, we aim to advance the state-of-the-art in neural radiance �elds,
making this powerful technique more accessible and practical for a wide range of applica-
tions. By demonstrating the potential of scene-speci�c architectural optimization, we hope
to inspire new approaches to e�cient, high-quality 3D scene representation and rendering.
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Chapter 2

Background

Novel view synthesis is a fundamental challenge in computer vision and computer graphics
which aims to generate new perspectives of a scene from a limited set of input images.
This capability is important for applications spanning 3D reconstruction, virtual reality,
robotics, and autonomous navigation [1]. Traditional approaches such as light �elds or
lumigraph rendering [3] laid important groundwork but often struggled with sparse inputs
or demanded substantial computational resources. The introduction of neural radiance
�elds (NeRFs) [2] in 2020 marked a signi�cant leap forward in this domain, leveraging
deep learning techniques to achieve unprecedented levels of realism and 
exibility in 3D
scene representation and rendering.

This chapter provides a comprehensive overview of NeRFs, their theoretical founda-
tions, core architecture, and evaluation methodologies. We also explore recent extensions
to the NeRF framework, with a particular focus on approaches that enhance e�ciency and
adaptability to diverse scene complexities. Through this exploration, we identify a critical
gap in the current research landscape: the lack of methods that simultaneously improve
neural network architecture e�ciency and tailor these architectures to speci�c scenes. This
observation leads us to propose a new research direction: the application of neural archi-
tecture search techniques to discover not only more e�cient NeRF architectures but also
those that can be customized for individual scenes.

To lay the groundwork for this proposal, we conclude the chapter with an overview of
relevant work in the �eld of neural architecture search (NAS), setting the stage for our
contributions in the subsequent chapters.
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Figure 2.1: High-level overview of the NeRF pipeline, obtained from the documentation of
the Nerfstudio framework [7].

2.1 Neural Radiance Fields

Introduced by Mildenhall et al. in 2020, neural radiance �elds (NeRF) [2] presented a
new way of addressing the classic problem of Image-Based Rendering (IBR) [3]. The
core challenge of IBR is to generate new views of a scene from a collection of existing
images captured from diverse perspectives. While previous approaches struggled with
sparse input data or required dense sampling of the light �eld, NeRF leverages deep learning
techniques [4] to synthesize photorealistic images from a remarkably sparse set of input
views.

The key innovation of NeRF lies in its ability to learn a continuous volumetric scene
representation and store it in the weights of a neural network. This approach enables the
synthesis of realistic and continuous representations of the scene from angles that were
not captured in the original dataset. At its core, NeRF utilizes a multi-layer perceptron
(MLP) [5, 6] to learn a radiance �eld { a mapping of spatial coordinates and viewing
directions to colour and volume density [2]. Figure 2.1 provides an overview of the NeRF
pipeline, highlighting the 2 stage hierarchical sampling strategy and volumetric rendering.

This innovative approach allows NeRF to render high-quality images from novel view-
points by integrating the learned radiance �eld along camera rays. The following sections
dive into the technical details of NeRF's architecture, training process, and rendering
pipeline, providing a thorough understanding of this groundbreaking technique in novel
view synthesis.
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2.1.1 NeRF Architecture

Positional Encoding

One of the main contributions of NeRF that enables the creation of detailed renderings is its
positional encoding scheme. This encoding transforms 3D spatial coordinatesx = ( x; y; z)
and 2D viewing directionsd = ( �; � ) using periodic activation functions. By mapping
the input coordinates through a series of sine and cosine functions at di�erent frequencies,
NeRF enhances the ability of the neural network to represent high-frequency variations in
the scene, which is essential for capturing detailed geometry and complex lighting e�ects.

Speci�cally, NeRF applies the following encoding function
 (p) to each of the three
coordinate values inx and to the three components of the Cartesian viewing direction unit
vector d:


 (p) = (sin(2 0�p ); cos(20�p ); : : : ; sin(2L � 1�p ); cos(2L � 1�p )) (2.1)

2.1.2 Scene Representation

At its core, NeRF trains a neural network to represent a continuous scene as a 5D function
F� : (x; d) ! (c; � ). This function maps a 3D spatial coordinatex = ( x; y; z) and 2D
viewing directions d = ( �; � ) to an emitted color c = ( r; g; b) and volume density � . In
the original work by Mildenhall et al. this mapping is learned by optimizing a deep fully-
connected neural network (a multi-layer perceptron (MLP)).

Rather than using a single monolithic neural network, NeRF employs a hierarchical
sampling strategy consisting of two separate neural networks: onecoarseand one�ne . As
shown in Figure 2.2:

ˆ Both the coarse and �ne MLPs consist of a base network with 8 fully-connected
layers, each with a width of 256 channels.

ˆ The base network processes the input 3D coordinatex and outputs � along with a
256-dimensional feature vector.

ˆ The head network consists of a single fully-connected layer with a width of 128
channels.
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Figure 2.2: A visualization of the neural network architecture used for the coarse and �ne
radiance �elds in NeRF [2], as well as the inputs and outputs of each subnetwork.

ˆ This feature vector output from the base network gets concatenated with the camera
ray's viewing direction and is passed to the head network, which outputs the view-
dependent RGB colour.

The two-stage hierarchical sampling strategy is a key innovation that \improves ren-
dering e�ciency by allocating samples proportionally to their expected e�ect on the �nal
rendering" [2]. This approach addresses a signi�cant drawback of naive implementations,
which would require evaluating the MLP at N query points along each ray, leading to
unnecessary computations in free space and occluded regions.

Instead, NeRF's strategy works as follows:

1. The coarse network is �rst queried at uniformly sampled pointsNc along each ray to
obtain an initial estimate of the radiance and density distribution.

2. This initial estimate guides the sampling of additional pointsN f for the �ne network,
focusing on the relevant parts of the volume.

3. The �ne network is then evaluated at all sampledNc + N f points, allowing it to
concentrate on regions with higher predicted density or radiance change.
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This hierarchical approach enables NeRF to capture high-frequency details more accu-
rately while maintaining computational e�ciency. By focusing computational resources on
the most relevant parts of the scene, NeRF achieves a balance between rendering quality
and performance that has made it a cornerstone of modern novel view synthesis techniques.

2.1.3 Di�erentiable Rendering Pipeline

Another key innovation in NeRF is its di�erentiable rendering pipeline, which adapts clas-
sical volume rendering techniques for use with neural networks. This approach enables the
generation of photorealistic images from novel viewpoints through end-to-end optimization.

Volume Rendering Fundamentals

Central to NeRF's rendering process is the concept of volume density, denoted as� (x).
This quantity represents the di�erential probability of a ray terminating at an in�nitesimal
particle located at positionx 2 R3. To compute the expected colorC(r ) of a camera ray
r (t) = o + td, where o 2 R3 is the ray origin and d 2 R3 is the ray direction, NeRF
employs the following integral:

C(r ) =
Z t f

tn

T(t)� (r (t))c(r (t); d)dt (2.2)

Here, tn and t f represent the near and far bounds of the ray, respectively. The accu-
mulated transmittance T(t) is de�ned as:

T(t) = exp
�

�
Z t

tn

� (r (s))ds
�

(2.3)

This function describes the probability that the ray travels fromtn to t without en-
countering any other particles, which is necessary for determining the visibility of di�erent
parts of the scene.

Numerical Approximation

Rendering a view from the continuous neural radiance �eld requires estimating the integral
in Equation 2.2 for each camera ray. However, computing this continuous integral directly

8



is computationally infeasible. NeRF addresses this challenge using a numerical integration
technique based on quadrature. Speci�cally, NeRF adopts a strati�ed sampling approach
where:

1. The interval [tn ; t f ] is partitioned into N evenly-spaced bins.

2. One point is randomly sampled from within each bin.

Using these samples, NeRF approximatesC(r ) using the following quadrature rule:

Ĉ(r ) =
NX

i =1

Ti (1 � exp(� � i � i ))ci (2.4)

whereTi = exp( �
P i � 1

j =1 � j � j ) and � i = t i +1 � t i represents the distance between adjacent
samples.

Di�erentiability and Optimization

The formulation for calculating Ĉ(r ) from the set of color and density values (ci ; � i ) in
Equation 2.4 is inherently di�erentiable. This property facilitates gradient-based optimiza-
tion, allowing the neural network to learn from the rendering process itself.

The optimization process in NeRF involves minimizing a loss function that quanti�es
the di�erence between the rendered images and the ground truth:

L =
X

r 2R

h
kĈc(r ) � C(r )k2

2 + kĈf (r ) � C(r )k2
2

i
(2.5)

Here, R represents the set of rays in each batch, whileC(r ), Ĉc(r ), and Ĉf (r ) denote
the ground truth, coarse volume predicted, and �ne volume predicted RGB colors for ray
r , respectively.

Using gradient descent, NeRF minimizes the loss associated with bothĈc(r ) and Ĉf (r ),
despite the �nal rendering being derived solely from̂Cf (r ). This dual optimization strategy
allows the weight distribution from the coarse network to inform sample allocation in the
�ne network, enhancing overall rendering quality.
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2.1.4 Datasets

Several datasets have been introduced to assess the performance and robustness of NeRF
and other related methods for novel view synthesis under various conditions.

One of the earliest datasets tailored speci�cally for NeRF is the Synthetic-NeRF Dataset [2],
introduced by Mildenhall et al. in their seminal 2020 paper. Generated using Blender,
this dataset features 8 synthetic objects such as drums and legos, and was one of the
�rst datasets to feature more complex geometry and materials with more realistic non-
Lambertian e�ects [2]. While bene�cial for initial evaluations, the dataset's simplicity and
lack of real-world complexity limit its applicability for advanced scene complexities.

The DTU Dataset [8], a multi-view dataset comprising 124 real-world objects, was
initially created for evaluating multi-view stereo (MVS) algorithms and later adapted for
evaluating NeRF models [2]. While it features scenes with controlled lighting and high-
resolution ground truth [9], certain scenes have incomplete areas due to self-occlusion [10].

Introduced in 2020, the BlendedMVS dataset [11], created by Yaoet al. o�ers a di-
verse collection of viewpoints covering landscapes, buildings, and small objects designed
for multi-view stereo networks. BlendedMVS provides over 17k high-resolution images,
signi�cantly enhancing the generalization ability of trained models by incorporating am-
bient lighting information during training. However, the dataset's reliance on synthetic
blending techniques introduces artifacts which can a�ect the realism of the generated 3D
structures.

The Local Light Field Fusion (LLFF) dataset [12], introduced by Mildenhallet al. in
2019 is another widely used real-world dataset for evaluating novel view synthesis methods.
It consists of 20 forward-facing scenes captured with a handheld camera under natural illu-
mination conditions. Each scene contains high-resolution images with their corresponding
camera poses and a sparse set of scene depth maps.

The Tanks and Temples dataset [13], introduced by Knapitschet al. in 2017, is a large-
scale multi-view stereo dataset comprising complex real-world scenes. It consists of two
subsets: theIntermediate set with 8 scenes and theAdvancedset with 6 scenes, captured
under varying lighting conditions and viewpoints. The scenes depict intricate structures
like temples, sculptures, and machinery, posing signi�cant challenges for 3D reconstruction
due to their complex geometry, materials, and lighting.

Recent advancements have introduced datasets that address speci�c limitations of ear-
lier collections. For instance, the NeRF in the Wild dataset [14], introduced by Martin-
Brualla et al. in 2021, is a large-scale real-world dataset designed to evaluate the generaliza-
tion capabilities of NeRF models on challenging, uncontrolled environments. It comprises
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88 scenes and over 200,000 images captured using mobile phone cameras in various in-
door and outdoor settings, such as o�ces, streets, and parks. The dataset features diverse
lighting conditions, dynamic objects, and complex geometries, making it a challenging
benchmark for novel view synthesis methods.

The Mip-NeRF 360 dataset [15], introduced by Barronet al. in 2022, is tailored for
challenging unbounded scenes where the camera captures 360-degree views. It consists of
nine scenes, split between �ve outdoors and four indoors, each focused on a complex central
object with detailed backgrounds. This dataset has recently been pivotal for testing NeRF
models on their ability to handle complex scenes captured at various scales.

2.1.5 NeRF Evaluation

After detailing some of the datasets that are commonly used to train NeRF models, we
now turn to how these models are evaluated. E�ective evaluation is crucial to verify that
the rendered images are both visually appealing and accurately depict the scenes.

Quantitative Metrics

NeRF models are primarily evaluated using metrics like peak signal-to-noise ratio (PSNR),
Structural Similarity Index (SSIM) [16], and Learned Perceptual Image Patch Similarity
(LPIPS) [17]. These metrics quantify both the �delity and perceptual quality of rendered
images compared to the ground truth real-world photographs or synthetic images.

PSNR quanti�es the error levels between generated images and ground truth, serving
as an indicator of image quality. It is calculated using the equation:

PSNR = 20 � log10

�
MAX Ip

MSE

�
(2.6)

where MAXI is the maximum possible pixel value of the image, and MSE is the mean
squared error between the generated and ground truth images.

SSIM measures the visual impact of changes in luminance, contrast, and structure
between the rendered and actual images. The formula for SSIM is given by:

SSIM(x; y) =
(2� x � y + c1)(2� xy + c2)

(� 2
x + � 2

y + c1)( � 2
x + � 2

y + c2)
(2.7)
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where � x and � y are the average values ofx and y, � 2
x and � 2

y are the variances ofx and
y, � xy is the covariance ofx and y, and c1; c2 are constants to stabilize the division with
weak denominator.

LPIPS provides a deeper dive by evaluating similarity based on high-level features
extracted via deep learning, focusing on aspects that closely align with human visual
perception. The LPIPS metric is calculated using the following equation:

LPIPS =
X

l

wl �
1

H lWl

X

h;w

k� l (ŷ)hw � � l (y)hw k2 (2.8)

where� l denotes the feature map extracted from layerl of a pretrained network,wl is the
weight for layer l , and H l ; Wl are the dimensions of the feature map at layerl .

Qualitative Assessment

While quantitative metrics o�er valuable insights into NeRF's technical performance, qual-
itative assessments are crucial for evaluating the perceptual quality and realism of rendered
images. Given the 3D nature of the task, interactive visualization has become a primary
method for qualitative evaluation.

Tools like Nerfstudio [7] enable real-time navigation through synthesized scenes, o�ering
several advantages:

ˆ Observation of view-dependent e�ects and scene consistency across di�erent angles.

ˆ Assessment of smooth transitions between viewpoints, critical for applications like
virtual reality.

ˆ Easy identi�cation of common artifacts such as 
oaters, localized blurring, or incon-
sistencies in specular re
ections that might be overlooked in static images.

2.2 Extensions to NeRF

The original NeRF architecture, introduced by Mildenhallet al. [2], showcased impressive
capabilities in novel view synthesis. However, it also revealed signi�cant computational
challenges. The need to evaluate a fully connected neural network for each sample along
a ray resulted in a rendering process that was both computationally expensive and time-
consuming. In response to these limitations, researchers have explored various innovations,
aiming to enhance NeRF's e�ciency and adaptability across diverse scene complexities.
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2.2.1 Improvements in E�ciency

E�orts to improve NeRF's e�ciency have primarily followed two approaches: re�ning the
core neural network architecture to reduce computational complexity, and developing new
techniques to streamline the rendering process. These methods seek to strike an optimal
balance between rendering quality and computational e�ciency. By doing so, they aim to
make NeRF more viable for real-time applications and deployment on resource-constrained
devices.

Caching and Baking

One of the major bottlenecks in NeRF rendering is the computational cost of evaluating
the neural network for each ray sample during the volume rendering process. To address
this, researchers have explored techniques to improve e�ciency during both training by
optimizing the sampling process and during rendering by using techniques like caching and
baking.

Caching involves storing and reusing the network outputs for speci�c input coordinates,
avoiding redundant computations. This can signi�cantly reduce the number of network
evaluations required, especially for scenes with overlapping views or static regions. Garbin
et al. introduced a caching strategy in their FastNeRF [18] method, which caches the net-
work outputs in a spatial hash grid and reuses them for subsequent rays passing through the
same locations. This approach achieved up to 3000� speedup in rendering time compared
to the original NeRF implementation.

Building on these advancements, the concept of baking neural radiance �elds into a
Sparse Neural Radiance Grid (SNeRG) [19] was introduced by Hedmanet al. which fur-
ther enhances real-time rendering capabilities. SNeRG precomputes and stores the volu-
metric scene as a sparse voxel grid containing learned feature vectors and di�use colors,
thus reducing the need for real-time network evaluations. By focusing computational ef-
forts on pre-baking data and utilizing a smaller MLP for real-time view-dependent e�ects,
SNeRG enables e�cient, high-quality rendering on commodity hardware, making it fea-
sible to achieve more than 30 frames per second even on a laptop GPU. This approach
not only retains the high-resolution detail and view-dependent appearance characteristic
of NeRF but also signi�cantly improves the feasibility of using NeRF models for interactive
applications.

Advancing further, Wadhwani et al. introduced SqueezeNeRF, which optimizes the
caching approach by further factorizing the neural network architecture used in FastNeRF
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into even smaller, more specialized networks [20]. This method enhances memory e�ciency
over 60� compared to FastNeRF, allowing for real-time rendering at over 190 frames per
second on a high-end GPUs without sacri�cing image quality. SqueezeNeRF achieves this
by splitting the position-dependent network into three separate networks, each handling a
distinct subset of the position coordinates, thereby reducing the redundancy and compu-
tational overhead typically associated with neural radiance �elds.

Tensor Decomposition

Building on the strides made by caching and baking technologies in NeRF, Chenet al.
introduced TensoRF [21], which enhances the e�ciency of neural radiance �eld rendering
through tensor decomposition, speci�cally employing CP [22] and vector-matrix (VM)
decompositions. Unlike the traditional NeRF [2], which relies heavily on MLPs to encode
the volumetric scene, TensoRF treats the entire volume as a 4D tensor, facilitating the
factorization into multiple low-rank tensor components. These factorizations not only
enhance memory e�ciency but also substantially decrease the computational demands, as
demonstrated by TensoRF's ability to achieve realistic scene rendering with model sizes
under 4MB and reconstruction times reduced to less than ten minutes using standard
PyTorch implementations.

E�cient Sampling

E�cient sampling strategies aim to reduce the number of ray samples required for accurate
rendering, thereby reducing the overall computational burden. Two notable advancements
in this area are DONeRF [23] and NerfAcc [24], which introduce sophisticated methods to
enhance sampling e�ciency.

DONeRF (Depth Oracle Neural Radiance Fields) optimizes the sampling process by
integrating a depth oracle network that predicts optimal sampling locations along each
ray. This network employs a classi�cation approach to discretize depth into logarithmically
spaced bins, allowing it to focus computational resources on the most signi�cant features
of the scene. By predicting depth values before shading computations, DONeRF e�ciently
reduces the number of samples needed, particularly in complex and large-scale scenes.
This approach not only accelerates rendering but also maintains high-quality outputs by
focusing on regions with high informational value.

On the other hand, NerfAcc introduces a 
exible Python toolbox that enhances sam-
pling e�ciency across various NeRF implementations. It leverages an advanced transmit-
tance estimator to optimize where samples should be taken along each ray. This method
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signi�cantly decreases the number of required samples by focusing on the most impactful
regions of the volume. NerfAcc's framework allows for rapid integration into existing NeRF
models, reducing computational time by up to 20x without sacri�cing rendering quality.

2.3 Adapting to Diverse Scenes

Handling Dynamic Scenes and Non-Rigid Objects

The original NeRF formulation was designed for static scenes, limiting its applicability
to dynamic environments or non-rigid objects. Since then, various extensions have been
proposed to address this limitation.

D-NeRF [25], developed by Pumarolaet al. extends the static scene capability of NeRF
to dynamic environments by introducing a deformation network alongside the canonical
radiance �eld. This approach allows the model to handle non-rigid transformations by pre-
dicting changes over time, thus enabling the rendering of scenes with moving and deforming
objects.

Ner�es [26], introduced by Parket al. takes a step further by not only accommodating
changes in the scene geometry over time but also optimizing a continuous volumetric
deformation �eld. This �eld maps each observation to a canonical form, which is then
used to synthesize novel views of non-rigidly deforming scenes. This method demonstrates
robustness in handling casual captures from mobile phones, turning them into high-quality
3D renderings.

Lastly, ST-NeRF [27] by Xianet al. proposes a layered neural representation to address
both spatial and temporal scene dynamics. This model partitions the scene into multiple
dynamic entities, each represented as a spatio-temporal coherent neural radiance �eld.
It supports complex edits such as a�ne transformations and temporal retiming, o�ering
extensive control over the dynamic elements in free-viewpoint videos.

Generalization to Unseen Scenes and Categories

While NeRF achieves impressive results in novel view synthesis, one of its limitations is
the need to train a separate model for each individual scene. This can be computation-
ally expensive and impractical for large-scale applications or scenarios where the scene
is not known in advance. To address this, researchers have explored techniques to en-
able NeRF models to generalize to unseen scenes or categories, leveraging principles from
meta-learning, few-shot learning, and conditional neural processes.
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One approach is to train NeRF models on a diverse set of scenes from a speci�c category
(e.g., indoor scenes, outdoor landscapes, or human faces) and learn a shared representa-
tion that can be �ne-tuned or adapted to new scenes from the same category with minimal
additional training. Tancik et al. explored learning initializations [28] based on the under-
lying class of signals being represented, enabling better generalization when only partial
observations of a signal are available. Similarly, Yuet al. proposed PixelNeRF [29], which
leverages a fully convolutional network to learn a generalizable NeRF representation con-
ditioned on a sparse set of input images.

Another line of work explores the use of hypernetworks or neural processes to generate
NeRF models on-the-
y from input data. Senet al. proposed HyP-NeRF [30], which
uses a hypernetwork to dynamically generate both the multi-resolution hash encodings
and the weights of a NeRF model, enabling it to generalize across unseen objects within
a given object category. Additionally, Niemeyer and Geiger developed GIRAFFE [31], a
method that models scenes as compositional generative neural feature �elds. This approach
enhances controllability by allowing for the individual manipulation of objects within a
scene in terms of position, rotation, and appearance, using separate neural feature �elds
for each object.

Handling Sparse Input Views and Regularization Techniques

Another challenge in using NeRF is the requirement for a dense set of input views to achieve
high-quality reconstructions. In many practical scenarios, such as casual photography or
robotics applications, only a sparse set of views may be available, leading to potential
artifacts or incomplete reconstructions.

To address this, researchers have explored various regularization techniques and strate-
gies for handling sparse input data in NeRF. One approach is to incorporate additional
priors or regularization terms into the NeRF optimization objective. Denget al. pro-
posed Depth-Supervised NeRF (DS-NeRF) [32], which incorporates depth supervision from
sparse depth maps or LiDAR scans to improve NeRF reconstruction in areas with limited
view coverage. Niemeyeret al. introduced RegNeRF [33], which speci�cally addresses
the issues of view synthesis from sparse inputs by regularizing both the geometry and ap-
pearance of generated scenes. This method not only optimizes the scene's radiance �elds
but also employs a normalizing 
ow model to adjust the color of unobserved viewpoints,
signi�cantly enhancing the �delity of the reconstructions.

Another notable development is FreeNeRF [34], proposed by Yanget al. , which in-
troduces a frequency regularization to the NeRF training process. FreeNeRF gradually
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increases the visible frequency range of inputs during training, starting with only low-
frequency components and slowly adding higher frequencies, which prevents early over�t-
ting and allows NeRF to learn coarse structure before �ne details.

Recently, Somraj and Soundararajan introduced ViP-NeRF (Visibility Prior for Sparse
Input Neural Radiance Fields) [35] which addresses the sparse input view challenge by
incorporating a visibility prior computed using plane sweep volumes [36]. This visibility
prior estimates whether each pixel in one view is visible in the other view and can be reliably
estimated without pre-training, unlike previous works which use depth-based priors.

2.3.1 Modi�cations to the Neural Architectures in NeRF

As discussed previously, while much of the research on NeRF has focused on optimizing
the rendering pipeline (such as by improving sampling techniques and caching strategies),
relatively few studies (which we shall now discuss) have explored innovations in the core
neural network architecture.

KiloNeRF [37], introduced by Reiseret al. , decomposes NeRF's single large radiance
�eld into thousands of tiny MLPs, each responsibile for representing a small portion of
the scene. This parallelization strategy is particularly friendly to modern GPUs, and
when combined with methods like empty space skipping and early ray termination, allows
KiloNeRF to achieve real-time rendering speeds up to three orders of magnitude faster
than the original NeRF, while maintaining comparable visual quality.

Instant-NGP [38], developed by M•ulleret al. , introduces a novel multiresolution hash
encoding that allows for the use of a much smaller neural network without sacri�cing qual-
ity. This method uses a hash table to store the encoded features of the input coordinates,
allowing for fast lookups and e�cient computation. When combined with carefully op-
timized CUDA implementations, Instant-NGP manages to achieve real-time training and
rendering speeds that are several orders of magnitude faster than the original NeRF, while
achieving greater synthesis quality across a variety of neural graphics tasks.

Also as previously discussed, while many works have proposed ways of conditioning the
radiance �eld on signals in the scene, there have been no works dedicated to tailoring the
neural network architecture based on the input set of images. However, we believe that by
taking into account the complexity of each scene and tailoring the architecture to it, we
can achieve a better balance between computational demands and rendering quality. But
how can we �nd the right architecture for a given scene? This is where we propose to use
neural architecture search (NAS) and apply it to the domain of this thesis | NeRF.
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2.4 Neural Architecture Search

neural architecture search (NAS) as a �eld seeks to come up with methods for automat-
ing the design of neural network architectures. Instead of the manual trial-and-error ap-
proaches that have traditionally dominated neural network design, NAS leverages strate-
gies like reinforcement learning, evolutionary algorithms, and gradient-based methods to
explore the vast and complex space of architectures in an automated fashion.

2.4.1 Techniques in NAS

Reinforcement Learning

Initially introduced by Zoph and Le [39], the classic reinforcement learning approach to
NAS involves training a controller, typically a recurrent neural network, to generate promis-
ing neural network architectures. The controller predicts architectural hyperparameters se-
quentially, which are then used to construct a child network. This child network is trained
and evaluated, and the performance feedback is used to update the controller via policy
gradient methods. This method's iterative nature allows it to explore complex architec-
tural landscapes and has been successfully applied to tasks such as image classi�cation and
sequence modeling.

Evolutionary Algorithms

Evolutionary algorithms like AmoebaNet [40] optimize neural architectures by mimicking
the process of natural selection. They start with a population of random architectures and
evolve them over time through operations like mutation, crossover, and selection based
on performance metrics. This approach is particularly e�ective in exploring diverse archi-
tectural spaces without prior knowledge, making it suitable for tasks where architectural
patterns are less well-understood.

Gradient-Based Methods

Gradient-based NAS methods, such as DARTS [41], optimize a continuous relaxation of
the architecture representation, allowing the use of gradient descent for e�cient search in
the architecture space. These methods signi�cantly reduce the computational resources
required by directly optimizing on the architecture parameters.
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2.4.2 Generative Architecture Search

Generative Architecture Search (GAS) aims to automate the design of neural network
architectures by leveraging a machine-driven exploration strategy to optimize network de-
sign under prede�ned constraints. This section explores the foundational methodologies of
GAS, which is the method we leverage to design more e�cient neural network architectures
in this thesis.

Generative Synthesis

Generative synthesis [42] is the core technique in GAS. It involves a dynamic interplay
between a generative model (the generator) and an evaluative model (the inquisitor). As
discussed by Wonget al. [42], this process is formulated as an optimization problem
designed to maximize a universal performance function while adhering to operational con-
straints:

G = max
G

U(G(s)) subject to 1r (G(s)) = 1 ; 8s 2 S; (2.9)

where G denotes the generator,U represents the performance function, and 1r is an
indicator function that ensures compliance with the requirements. The goal is to develop
a versatile generator capable of producing a variety of architectures optimized for di�erent
operational contexts.

Methodology

The methodology of GAS encompasses several key phases: de�ning the search space, gen-
erating architectures, evaluating their performance, and re�ning the generative process
based on feedback from the inquisitor.

De�ning the Search Space The �rst phase in GAS is the careful de�nition of the search
space, which includes all potential macro-architectural con�gurations that the generator
might consider. This space is typically vast and includes various architectural elements
such as layer types, connections, activation functions, and more. The richness of this search
space is crucial as it determines the breadth of possible solutions and directly impacts the
ability of the GAS to �nd a highly optimized architecture. Constraints based on prior
knowledge about architectural e�ciencies, such as depth and width limitations or speci�c
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layer arrangements that are known to perform well for similar tasks, are also integrated
during this stage.

Architecture Generation Once the search space is de�ned, the machine-driven design
exploration phase begins. In this stage, the generator proposes new architectures. Each
generated architecture is a potential solution to the problem at hand and is constructed
according to the operational constraints set out in the initial phase. The generator's
capability to propose viable and diverse architectures is pivotal, as it feeds directly into
the subsequent evaluation phase.

Performance Evaluation After architecture generation, each candidate is evaluated
to determine how well it meets the prede�ned performance criteria. This evaluation is
typically performed using a validation dataset where the architecture's e�ciency, e�ec-
tiveness, and compliance with operational requirements are assessed. Performance metrics
such as accuracy, architecture complexity, and computational complexity are considered.
The inquisitor plays a vital role here, ensuring that only architectures that meet certain
thresholds advance to the next phase.

Re�nement Through Feedback Critical to the GAS methodology is the iterative re-
�nement process. Feedback from the evaluation phase is used to update the generative
model, enhancing its ability to produce more e�ective architectures in subsequent itera-
tions. This feedback loop is central to the generative synthesis approach, as it allows the
model to learn from past outcomes and continuously improve.
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Chapter 3

NeRF Optimization Framework

While neural radiance �elds (NeRF) [2] have demonstrated remarkable capabilities in novel
view synthesis, their computational demands often render them impractical for real-time
applications or deployment on resource-constrained devices. This chapter introduces a
multi-dimensional optimization framework for NeRF, aiming to balance rendering quality
with computational e�ciency.

The computational burden of NeRF is signi�cant. For example, Mildenhall et al. [2] re-
port that training NeRF on their Blender synthetic dataset necessitates processing 640,000
rays per image, with each ray sampled at 256 points. This translates to over 150 million
network evaluations per rendered image, posing substantial challenges for real-time appli-
cations and deployment on resource-constrained platforms.

To quantify this computational burden, we can estimate the 
oating-point operations
(FLOPs) required for a single forward pass through the NeRF network. Assuming a typical
NeRF architecture with 8 fully-connected layers of 256 neurons each, we can approximate
the FLOPs as follows:

FLOPsforward � 8 � 256� 256� 2 = 1; 048; 576 (3.1)

Multiplying this by the number of samples per ray (256) and the number of rays per
image (640,000), we arrive at approximately 1:7 � 1014 FLOPs per image. This immense
computational demand has spurred research into more e�cient NeRF variants.

rendering a single image using the original NeRF implementation requires over 150 mil-
lion network evaluations, translating to approximately 1:7 � 1014 
oating-point operations
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(FLOPs). This immense computational demand has spurred research into more e�cient
NeRF variants, primarily focusing on optimizing sampling and rendering aspects of the
pipeline.

However, comparatively little attention has been given to optimizing the core neural
network architecture itself. Moreover, existing approaches tend to employ a one-size-�ts-
all architecture, regardless of the complexity of the scene being represented or the speci�c
performance requirements of the application. This observation leads us to a crucial ques-
tion: Can we tailor the neural network architecture of NeRF to better suit the complexity
of individual scenes and the computational constraints of di�erent deployment scenarios?
This inquiry forms the foundation of our research into neural architecture search for NeRF,
which we will explore in depth in this chapter.

3.1 The Axes of Optimization in NeRF E�ciency

To systematically explore the trade-o�s in NeRF performance and computational e�ciency,
we propose a multi-dimensional optimization framework. This approach allows us to ana-
lyze and balance various factors that in
uence NeRF's e�ectiveness and practicality.

Our primary goal in NeRF optimization is to enhance e�ciency while maintaining or
achieving a speci�c target constraint, typically related to synthesis quality. This quality
can be quanti�ed using metrics such as Peak Signal-to-Noise Ratio (PSNR), Structural
Similarity Index (SSIM), or Learned Perceptual Image Patch Similarity (LPIPS).

For our analysis, we introduce a simpli�ed model where the synthesis quality target
represents one axis in a multi-dimensional space. The other axes correspond to key variables
that can be manipulated to optimize NeRF performance:

3.1.1 Training Duration

Historically, training NeRF models has been a time-intensive process. The original NeRF
implementation by Mildenhall et al. [2] required over 3 days of training, while subsequent
improvements like Mip-NeRF-360 [43] still needed more than a day. Recent advancements,
such as Instant-NGP [38], have signi�cantly reduced training times, achieving high-quality
results in minutes rather than days.

Despite these improvements in e�ciency, the relationship between training duration and
synthesis quality remains an important consideration in NeRF optimization. Empirical
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Figure 3.1: Radar plot illustrating the multi-dimensional optimization space for NeRF.
The plot shows four axes: Scene Complexity, Architecture Complexity, Training Duration,
and Synthesis Quality. Three overlapping polygons (green, yellow, and blue) represent
di�erent optimization strategies or con�gurations. The strategies illustrate how given
a �xed architecture and scene, the synthesis quality can be improved by increasing the
training duration.

observations across various NeRF implementations suggest a general trend: extending
the training duration often leads to enhanced synthesis quality as the model re�nes its
representation of the scene. However, this relationship is not linear and can vary based
on factors such as scene complexity, network architecture, and optimization algorithm.
Typically, the quality improvement follows a pattern of diminishing returns:

1. Initial rapid improvement: In the early stages of training, the model quickly
learns to capture the broad structure of the scene, resulting in a steep increase in
synthesis quality.

2. Gradual re�nement: As training progresses, the rate of improvement slows. The
model begins to capture �ner details and more subtle aspects of the scene.

3. Plateau: Eventually, the quality improvements become minimal, and the model may
even risk over�tting if trained for too long without proper regularization.
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Figure 3.1 illustrates this general trend of how increasing training duration can a�ect
synthesis quality for a �xed architecture. Understanding this relationship is crucial for
optimizing NeRF models, as it allows practitioners to make informed decisions about the
trade-o� between training time and quality improvements.

3.1.2 Architecture Complexity

Another approach to enhancing synthesis quality involves increasing the complexity of the
neural network architecture, typically by expanding its width or depth, resulting in an
architecture with a greater number of parameters.

Several studies and implementations have explored the impact of architecture complex-
ity on NeRF performance. For instance, the Nerfacto series of models in the Nerfstudio
framework [7] exempli�es a strategy of scaling model size. This framework o�ers variants
with hidden dimensions of 64, 128, and 256, corresponding to model sizes of approximately
6GB, 12GB, and 24GB, respectively. These di�erent scales allow practitioners to choose a
model size appropriate for their speci�c requirements and computational resources.

The relationship between architecture complexity and synthesis quality typically ex-
hibits the following characteristics:

1. Improved representation capacity: Larger models generally have a greater ca-
pacity to capture complex scene details, potentially leading to higher synthesis qual-
ity.

2. Diminishing returns: As model size increases, the improvements in quality often
follow a pattern of diminishing returns. This means that doubling the model size
may not result in a proportional increase in quality.

3. Scene-dependent bene�ts: The impact of increased model complexity can vary
signi�cantly depending on the complexity of the scene being modeled. Simpler scenes
may not bene�t as much from larger models compared to more complex scenes with
intricate geometry or lighting conditions.

4. Computational trade-o�s: While larger models may yield improved synthesis
quality, they also incur increased computational costs. This includes longer training
times, higher memory requirements, and slower inference speeds.
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Figure 3.2: This radar plot expands on the concept of NeRF optimization strategies,
focusing on the impact of architectural complexity. While maintaining the same four
axes as Figure 3.1 (Scene Complexity, Architecture Complexity, Training Duration, and
Synthesis Quality), this visualization emphasizes how increasing the complexity of the
neural network architecture can lead to improved synthesis quality. The three polygons
(green, yellow, and blue) represent progressively more complex architectures, with the green
polygon extending furthest along the Architecture Complexity and Synthesis Quality axes.
This illustration underscores the potential bene�ts and trade-o�s of scaling up NeRF model
complexity while keeping other factors constant.

Figure 3.2 conceptually illustrates the general trend of the trade-o� between architec-
ture complexity and synthesis quality. Recent advancements have begun to challenge the
conventional wisdom that equates larger models with superior performance. For instance,
the work of M•uller et al. [38] has demonstrated that skillfully engineered compact mod-
els, when coupled with e�cient encoding schemes, can yield results of remarkable quality.
Nevertheless, even their work shows that additional synthesis quality gains can be achieved
by increasing the size of the MLP.

3.1.3 Search Complexity and Scene-Speci�c Optimization

The process of �nding optimal NeRF con�gurations introduces an additional dimension to
our optimization problem: search complexity. This aspect becomes particularly signi�cant
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when considering the diverse range of scenes that NeRF models are expected to represent
accurately.

Search complexity refers to the computational e�ort required to explore the vast space
of possible NeRF con�gurations in order to �nd an optimal or near-optimal solution for a
given scene. This exploration process creates a crucial balance between the e�ort invested
in �nding an optimal architecture and the performance gains achieved. The methods
employed can range from simple grid searches to sophisticated neural architecture search
(NAS) techniques, each with its own trade-o�s between search e�ciency and solution
quality.

The complexity of the scene being modeled introduces another layer of variability to this
optimization challenge. Di�erent scenes may require substantially di�erent architectural
con�gurations to achieve optimal results:

1. Simple scenes: These may bene�t from e�cient, compact models with shorter
training times. The relative simplicity of the scene allows for a more streamlined
architecture without sacri�cing rendering quality.

2. Complex scenes: Such scenes might require larger models and longer training du-
rations to accurately capture intricate details. The increased complexity necessitates
a more sophisticated architectural approach to e�ectively represent �ne-grained fea-
tures.

3. Dynamic scenes: These could necessitate specialized architectures capable of han-
dling temporal variations. The added dimension of time introduces unique challenges
that may require novel architectural solutions.

This variability in scene complexity necessitates adaptive NeRF optimization strate-
gies. By tailoring both the architecture and search process to speci�c scene characteristics,
we can potentially improve NeRF e�ciency and e�ectiveness across diverse applications.
The challenge lies in e�ciently navigating the vast architectural search space while adapt-
ing to each scene's unique demands, motivating our exploration of advanced, adaptive
optimization techniques.

Multi-dimensional Optimization

The interplay between training duration, architecture complexity, search e�ort, and scene
characteristics creates a multi-dimensional optimization problem. This complexity high-
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Figure 3.3: Five-dimensional radar plot illustrating NeRF optimization strategies across
Scene Complexity, Architecture Complexity, Training Duration, Synthesis Quality, and
Search Complexity. The three nested polygons (blue, yellow, green) demonstrate how
achieving a �xed synthesis quality requires varying levels of architecture and search com-
plexity depending on scene complexity. The blue polygon shows that highly complex scenes
demand greater architectural and search complexity to reach the target quality. The yel-
low and green polygons represent intermediate and simpler scenes respectively, requiring
progressively less complex architectures and search strategies to achieve the same qual-
ity target. This visualization highlights the importance of scene-adaptive optimization
in NeRF, emphasizing how resource allocation can be tailored to scene complexity while
maintaining consistent synthesis quality.
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lights the potential bene�ts of adaptive or scene-speci�c NeRF models, capable of adjusting
their structure and training approach based on the unique demands of each scene.

Figure 3.3 illustrates the core mental model guiding our investigations. It demonstrates
how, for a given synthesis quality target, we can arrive at three distinct NeRF models, each
satisfying the required quality but optimized along di�erent axes.

3.1.4 Quality-Constrained Optimization

Building on our multi-dimensional optimization framework, we propose a strategy for op-
timizing NeRF models under varying quality constraints. We de�ne three quality tiers: S
(high), XS (medium), and XXS (low), as illustrated in Figure 3.4.

This tiered approach is analogous to graphics settings in video games, where di�erent
quality levels accommodate a range of hardware capabilities. In the context of NeRF,
this allows for the deployment of novel view synthesis methods across devices with varying
computational resources, ensuring optimal performance across a wide range of scenarios
and hardware constraints.

3.2 Research Objectives

Based on our analysis of the NeRF optimization space, we formulate two primary research
objectives:

1. Scene-Speci�c Optimization: Can we develop a method to automatically de-
termine and construct the most suitable architecture for a given scene, taking into
account its unique characteristics and complexity?

2. Quality-Constrained Architecture Generation: Can we incorporate target qual-
ity speci�cations directly into the search process, allowing for controlled architecture
generation that meets speci�c performance requirements while optimizing resource
utilization?

To address these objectives, we frame our problem mathematically. LetA represent a
NeRF architecture, de�ned by its structural parameters (e.g., number of layers, neurons
per layer). For a given sceneS, we aim to �nd an optimal architecture A � that maximizes
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Figure 3.4: Radar plot illustrating a tiered approach to NeRF optimization across �ve
dimensions: Scene Complexity, Architecture Complexity, Training Duration, Synthesis
Quality, and Search Complexity. The three nested polygons represent our S/XS/XXS
quality tiers for a �xed scene complexity. The blue (outermost) polygon corresponds to the
S tier, demonstrating that achieving high synthesis quality may require greater architecture
complexity and more extensive search. The yellow (middle) polygon represents the XS tier,
o�ering a balanced approach. The green (innermost) polygon indicates the XXS tier, where
lower synthesis quality targets can be met with simpler architectures and less intensive
search. This visualization highlights how NeRF models can be tailored to di�erent quality
requirements (S/XS/XXS) while adapting to scene complexity, illustrating the trade-o�s
between synthesis quality and computational resources.
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a quality metric Q (e.g., PSNR, SSIM) while minimizing computational resourcesR (e.g.,
FLOPs, memory usage):

A � = arg max
A

Q(A; S) subject to R(A) � Rmax (3.2)

whereRmax represents the maximum allowable computational resources.

For our quality-constrained objective, we reformulate the problem to minimize resources
while meeting a target qualityQtarget :

A � = arg min
A

R(A) subject to Q(A; S) � Qtarget (3.3)

To solve these optimization problems, we propose neural architecture search for NeRF
(NAS-NeRF), a framework that leverages generative architecture search to automatically
discover e�cient, scene-specialized NeRF architectures. In the following chapter, we will
detail our NAS-NeRF methodology, explaining how we parameterize the NeRF architecture
into modular cells and employ a generative search strategy to balance complexity and target
synthesis quality.
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Chapter 4

NAS-NeRF: Generative Neural
Architecture Search for Neural
Radiance Fields

In this chapter, we introduce NAS-NeRF, a novel approach that addresses the fundamental
challenges in optimizing neural radiance �elds (NeRFs) as outlined in Section 3.2. Our work
focuses on two primary objectives: �rst, to generate more e�cient architectures for neural
radiance �elds, and second, to develop a method that allows specifying a target quality
within the search process, thereby controlling the architecture generation.

The motivation for this research stems from the inherent limitations of existing NeRF
implementations. While NeRFs have demonstrated remarkable capabilities in novel view
synthesis, their computational demands often render them impractical for real-time ap-
plications or deployment on resource-constrained devices. Moreover, the one-size-�ts-all
approach adopted by many NeRF variants fails to account for the varying complexities
of di�erent scenes, potentially leading to overparameterized models for simple scenes or
underperforming ones for complex scenarios.

NAS-NeRF aims to bridge this gap by introducing a 
exible, scene-adaptive framework
that can generate optimal architectures tailored to speci�c scenes and computational con-
straints. By leveraging the power of neural architecture search, we seek to automate the
process of �nding the most e�cient NeRF con�guration for a given scenario, potentially
revolutionizing the �eld of 3D scene representation and rendering.
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4.1 Methodology

The cornerstone of our approach lies in reformulating the NeRF architecture to make it
amenable to neural architecture search techniques. This reformulation is crucial not only
for enabling e�cient search but also for ensuring that our method can be generalized to
various NeRF variants, not just the classic NeRF model proposed by Mildenhall et al. [2].

4.1.1 Reparameterizing NeRF for Architecture Search

To facilitate e�ective architecture search, we must �rst reparameterize the NeRF model into
a form that is conducive to optimization. Our approach is inspired by the high-level NeRF
pipeline illustrated in Figure 2.1. A careful analysis of this pipeline reveals that across all
NeRF methods, the core radiance �eld is the component that houses the neural network
architecture, while the remaining components are responsible for sampling or volumetric
rendering.

This observation is crucial because it allows us to focus our optimization e�orts on the
core neural network component, which is the primary contributor to the computational
complexity of NeRF models. By isolating this component, we can apply techniques from
neural architecture search without interfering with the fundamental principles of volumetric
rendering that underpin NeRF's success.

Drawing inspiration from seminal works in neural architecture search, particularly the
cell-based approach introduced by Zoph et al. [39], we propose to parameterize NeRF into
modular cells for the core radiance �eld. This cell-based approach o�ers several advantages:

1. Modularity: It allows us to break down the complex NeRF architecture into man-
ageable, interchangeable components.

2. Flexibility: The cell-based structure can be easily adapted to di�erent NeRF vari-
ants.

3. E�ciency: By focusing the search on repeatable cell structures, we can signi�cantly
reduce the search space while still exploring a wide range of architectural possibilities.

4.1.2 NAS-NeRF Field Cell

The heart of our methodology lies in the NAS-NeRF �eld cell, a novel construct that
modularizes the classic NeRF �eld into distinct stages. This modularization is key to
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enabling e�cient architecture search while preserving the essential functionality of NeRF.

In the classic NeRF model [2], the radiance �eld maps 3D spatial coordinatesx and 2D
viewing directionsd to volume density� (x) and view-dependent emitted radiancec(x; d).
This mapping is typically learned through an 8-layer density estimator MLP and a smaller
single-layer radiance estimator MLP. In our approach, we focus our architecture search
primarily on the density estimator, as it is the major contributor to the overall parameter
count and computational complexity.

As illustrated in Figure 4.1, we decompose the density estimator into three con�gurable
stages:

1. Initial Feature Extraction: Fully connected layers withf D1; C1g depth and width.
This stage is responsible for initial feature extraction from the input coordinates.

2. Skip Connection and Intermediate Processing: A single fully connected layer
with f 1; C2g depth and width, augmented with a skip connection that concatenates
the output with the input. This stage allows the network to preserve and process
both low-level and high-level features.

3. Final Feature Re�nement: Fully connected layers withf D3; C3g depth and width.
This stage performs the �nal re�nement of features before outputting the density
values.

This decomposition o�ers several signi�cant advantages:

1. Flexibility: By parameterizing the depth and width of each stage, we create a highly

exible architecture that can adapt to the speci�c requirements of di�erent scenes.

2. E�ciency: The modular structure allows for more e�cient exploration of the archi-
tecture space during the search process.

3. Interpretability: The distinct stages make it easier to analyze and understand the
role of di�erent parts of the network in the overall scene representation.

4. Generalizability: This structure can be easily adapted to other NeRF variants,
making our approach widely applicable.
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Figure 4.1: High-level overview of the NAS-NeRF �eld cell architecture. The NAS-NeRF
pipeline incorporates the original NeRF components [2], utilizing two NAS-NeRF �eld
cells for coarse and �ne hierarchical sampling. Each cell is parameterized by depth stages
(D1, D3) and channels (C1, C2, C3), where  denotes the positional encoder for input
coordinates or viewing directions. This parameterization ensures that the NAS-NeRF �eld
cell can be integrated into most NeRF variants, as our optimizations focus entirely on the
core network architectures.

By reformulating NeRF architecture search as the task of learning specialized cells,
we create a powerful framework for optimization. The NeRF �eld e�ectively becomes an
optimizable cell, similar to the approach used in other successful neural architecture search
applications [39].

Furthermore as shown in Figure 4.2, this cell-based approach allows us to view the
overall NAS-NeRF architecture as a series of two con�gurable �eld cells: a coarse �eld cell
responsible for learning the global structure of the scene, and a �ne �eld cell that captures
high-frequency details. This hierarchical structure aligns well with the multi-scale nature
of 3D scenes and allows for e�cient allocation of computational resources.

A key advantage of our modular parameterization is that it focuses optimization e�orts
on the core NeRF network while decoupling peripheral components such as samplers or
encoders. This means that our search strategy can function as a plugin, applicable to
various NeRF methods by optimizing the architecture of the density estimator sub-cell.
This plug-and-play nature signi�cantly enhances the potential impact and adoption of our
approach across di�erent NeRF implementations.
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Figure 4.2: The NAS-NeRF pipeline incorporating two con�gurable �eld cells (coarse and
�ne) within the broader NeRF framework. This modular approach allows for targeted
optimization of the core network architecture while maintaining compatibility with various
NeRF implementations through a plug-and-play design. Figure is modi�ed based on the
pipeline presented in the documentation for the Nerfstudio [7] framework.

In the following sections, we will explore the details of our generative neural architecture
search strategy and how it leverages this modular cell structure to discover e�cient, scene-
speci�c NeRF architectures.

4.1.3 Generative Neural Architecture Search

To discover NAS-NeRF architectures that optimally balance e�ciency and novel view
synthesis quality, we employ a generative neural architecture search approach based on
generative synthesis [44]. This method represents a signi�cant departure from traditional
neural architecture search techniques, o�ering a more 
exible and targeted approach to
architecture optimization.

Formulation of the Search Problem

The core of our approach lies in formulating the architecture search as a constrained opti-
mization problem:

G = max
G

U(G(s)) subject to 1r (G(s)) = 1 ; 8s 2 S: (4.1)

In this formulation:

ˆ G(�) represents the generator function we aim to learn.
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ˆ s 2 S are seeds from which network architectures are generated.

ˆ U is a universal performance metric (e.g., NetScore [45]).

ˆ 1r (�) is an indicator function enforcing operational constraints.

This approach allows us to generate network architecturesf Nsjs 2 Sg that maximize
performance while adhering to speci�c operational requirements. The optimization pro-
cess involves an iterative collaboration between a generatorG and an inquisitor I . The
inquisitor evaluates generated architectures and guides the generator towards improving
its performance in meeting operational requirements.

Tailoring the Search Space for NeRF

While the NAS-NeRF search space is inherently 
exible, we introduce carefully crafted
design constraints through the indicator function 1r (�) in Eq. 4.1. These constraints are
crucial in achieving the desired balance between:

1. Accuracy: Ensuring high-quality novel view synthesis.

2. Architectural complexity: Controlling the overall size and structure of the net-
work by putting constraints on the number of parameters.

3. Computational complexity: Optimizing for e�cient inference and rendering by
putting constraints on the number of 
oating-point operations (FLOPs).

Speci�cally, our constraints encourage:

1. Diversity in channel distribution: We allow for both uniform and variable num-
bers of channels across di�erent MLP stages. This 
exibility enables the network to
allocate resources more e�ciently based on the complexity of di�erent parts of the
scene representation task.

2. Progressive width expansion: We favor architectures where MLP stages become
progressively wider. This design choice is motivated by the observation that deeper
layers in neural networks often bene�t from increased width to capture more complex,
high-level features.
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3. Scene-speci�c performance targets: We enforce minimum scene-speci�c targets
T for performance metrics. This ensures that the generated architectures are not
only e�cient but also meet the quality requirements for each speci�c scene.

These constraints guide the search towards low-footprint, compact NeRF architectures
that are tailored for speci�c performance targets, addressing the core challenges of e�ciency
and adaptability in NeRF models.

Iterative Search Process

Our search process, illustrated in Figure 4.3, is iterative and adaptive. This approach
allows us to re�ne our architecture candidates progressively, ensuring that we explore a
wide range of possibilities while converging towards optimal solutions.

In our experiments, we use the Structural Similarity Index (SSIM) [16] as the primary
performance metric. SSIM is particularly suitable for this task as it correlates well with
human perception of image quality, which is crucial for novel view synthesis applications.

For each scene, we sample three SSIM targets, corresponding to three di�erent e�ciency-
quality trade-o� points:

ˆ NAS-NeRF XXS: Optimized for maximum e�ciency with acceptable quality.

ˆ NAS-NeRF XS: Balanced trade-o� between e�ciency and quality.

ˆ NAS-NeRF S: Prioritizing quality while still maintaining improved e�ciency over
the baseline.

This multi-target approach allows us to generate a family of NAS-NeRF variants for
each scene, providing 
exibility in deployment based on speci�c computational constraints
and quality requirements.

Addressing the Challenge of Scene-Speci�c Targets

A key challenge in our approach is determining suitable performance targets for new,
unseen scenes. We cannot know a priori what level of performance is achievable for a given
scene with a given computational budget. To address this, we developed an e�cient proxy
heuristic that is both fast and extensible to any scene or NeRF method.

Our heuristic, illustrated in Figure 4.4, involves the following steps:
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Figure 4.3: Iterative process of generative neural architecture search for NAS-NeRF. The
generator proposes architectures, which are then evaluated by the inquisitor. This feedback
loop allows for progressive re�nement of the generated architectures, balancing performance
and e�ciency constraints.
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1. Train two boundary architectures for a limited number of iterations (16k in our
experiments):

ˆ Amax : A maximum size architecture

ˆ Amin : A minimum size architecture (> 23:2� fewer parameters than the base-
line)

2. Evaluate the SSIM for both architectures:SSIMmin and SSIMmax

3. Use linear interpolation to establish a performance spectrum betweenSSIMmin and
SSIMmax

4. Set target SSIM values along this spectrum for our three model variants:

ˆ TXXS = SSIMmin + 0:1 � (SSIMmax � SSIMmin )

ˆ TXS = SSIMmin + 0:5 � (SSIMmax � SSIMmin )

ˆ TS = SSIMmin + 0:9 � (SSIMmax � SSIMmin )

This linear interpolation allows us to quickly estimate achievable performance levels
across the range of possible architectures. By settingTXXS , TXS , and TS at 10%, 50%, and
90% of this range respectively, we create targeted constraints for our search process that
are tailored to the speci�c scene.

The XXS target aims for a highly e�cient model with acceptable quality, the XS target
balances e�ciency and quality, while the S target prioritizes quality while still maintaining
improved e�ciency over the baseline. This approach enables us to explore a range of
e�ciency-quality trade-o�s speci�c to each scene, guiding our generative search towards
architectures that meet these targeted performance levels.

This process typically takes 15-60 minutes on an Nvidia RTX A6000 GPU, making it
a practical approach for initializing our search process. While we acknowledge that the
relationship between SSIM and model size may not be strictly linear along the true Pareto
frontier, our experiments show that this heuristic provides a reasonable approximation of
achievable performance bounds, allowing us to quickly bootstrap our search process.

We note that this heuristic approach represents a trade-o� between search e�ciency and
optimality. A more exhaustive search might yield marginally better results but at the cost
of signi�cantly increased computational time. Our approach strikes a balance, allowing for
rapid adaptation to new scenes while still producing high-quality, e�cient architectures.
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Figure 4.4: Illustration of our e�cient heuristic for determining scene-speci�c performance
targets. By training boundary architectures and interpolating between their performance,
we quickly establish reasonable targets for our search process.

After establishing these scene-speci�c SSIM targets and incorporating them into our
search constraints, we leverage the power of generative synthesis to iteratively discover
tailored models. This process allows us to explore a range of architectural complexities,
each optimized for the speci�c requirements of the scene at hand.

This scene-adaptive approach represents a signi�cant advancement over traditional one-
size-�ts-all NeRF architectures. By tailoring the network structure to the complexity and
characteristics of each individual scene, NAS-NeRF can achieve superior e�ciency without
compromising on the quality of novel view synthesis.

4.2 Experiments and Results

4.2.1 Experimental Setup

We evaluated NAS-NeRF on the Blender synthetic dataset [2], a standard benchmark
in the NeRF literature. Our evaluation metrics included Structural Similarity Index
(SSIM) [16], Peak Signal-to-Noise Ratio (PSNR), and Learned Perceptual Image Patch
Similarity (LPIPS) [17], comparing our results against the original NeRF [2] baseline.
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To ensure fair comparisons, we scaled the number of training iterations for each archi-
tecture proportionally to its parameter e�ciency ratio ( ERparams), relative to the 200,000
iterations used for the baseline NeRF. We de�ne the architecture e�ciency ratio as:

ERmetric =
Metric(Abaseline)
Metric(Agenerated)

(4.2)

This approach ensures that each architecture, regardless of its size, receives a compa-
rable amount of training relative to its complexity.

We implemented NAS-NeRF using the Nerfstudio framework (v0.2.1) [7], maintaining
consistency by using the default hyperparameters for the Vanilla NeRF model, including
the RAdam optimizer with a learning rate of 5� 10� 4. To promote reproducibility and
further research, we have made our implementation publicly available1.

4.2.2 Performance Analysis

As illustrated in Figure 4.5 and detailed in Table 4.1, the NAS-NeRF generated architec-
tures demonstrate remarkable e�ciency while maintaining high performance:

ˆ NAS-NeRF S variants: These models match or surpass the baseline NeRF in
terms of performance metrics, despite having 2-4� fewer parameters and achieving
rendering speeds up to 1.93� faster.

ˆ NAS-NeRF XXS variants: The most compact models in our suite, these architec-
tures achieve SSIM scores only 5.3% lower than the baseline NeRF, while requiring
23� fewer parameters and o�ering a 4.7� speedup in rendering.

Qualitative comparisons, as shown in Figure 4.6, reveal that the NAS-NeRF S and XS
variants can produce rendering quality comparable to the baseline. The XXS models, while
showing some loss in high-frequency details, still maintain impressive quality considering
their drastically reduced parameter count.

1https://saeejithnair.github.io/NAS-NeRF/
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Figure 4.5: Architecture e�ciency ratio (a measure of generated architecture FLOPs rel-
ative to baseline NeRF) vs. (top) synthesis quality (SSIM) and (bottom) inference speed;
size/ parameter count.
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