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Abstract

In the aerospace, automotive, chemical, nuclear, hydroelectric, and wind industries, nu-
merical simulations of turbulent flows are relied upon to design safe and efficient systems.
However, the nature of the equations which give rise to turbulence makes them staggeringly
expensive to solve numerically. Over the past decades, various techniques and modelling
approaches have been proposed for the practical simulation of turbulent flows. The core
modelling difficulty is the turbulence closure problem: additional unknowns appear when
averaged quantities are used in the governing equations. Reynolds-averaged Navier-Stokes
(RANS) is the modern “workhorse” in many industries. RANS makes many simplifica-
tions and approximations in order to enable a computationally practical technique. In
particular, a major error source in most RANS approaches is the use of an eddy viscosity
approximation for the turbulence closure problem.

While turbulence closure modelling for RANS has been an ongoing research area for
decades, recent advancements in the field of deep learning have renewed interest in this
area. The main value proposition of deep learning in turbulence closure modelling is the
additional performance unlocked via the ability to infer complex functional relationships
from data. Machine learning offers a promising method to augment intuition, heuristics,
and simple physical arguments that have been used to traditionally construct turbulence
closure models. Though RANS is considered the most popular industrial approach for
simulating turbulent flow, countless examples remain where existing turbulence models
are unable to capture industrially relevant physics. While the idea sounds simple, the
details of how exactly to exploit machine learning for turbulence modelling is an ongoing
research area, attracting substantial attention in the field.

This thesis presents two directions for augmenting turbulence closure models via ma-
chine learning. The first direction utilizes machine learning to train a highly expressive
closure mapping which corrects the Reynolds stress anisotropy tensor, a major source of
error for turbulence models. The corrected anisotropy tensor is injected back into the mo-
mentum equation, thereby producing corrected mean fields. The mapping is generated by
training a machine learning model to predict high-fidelity closure terms from low-fidelity
input features. While formulating an appropriate training procedure and model archi-
tecture for constructing this mapping receives significant attention in this thesis, another
critical issue is injecting the model predictions back into a numerical simulation. Feeding
the outputs from a machine learning model into a coupled set of partial differential equa-
tions is a nontrivial process, which requires attention to the stability and conditioning of
the numerical solution.



This thesis consists of several published articles that address numerous issues in the
broad areas of training, model architecture, and injection of data-driven anisotropy map-
pings. The central novelties in this area are:

" the creation of the rst curated dataset for the purpose of training these anisotropy
mappings,

the proposal of two stable and well-conditioned injection frameworks,

the formulation of several anisotropy mappings,

the proposal of specialized neural network architectures for anisotropy mappings,
a detailed investigation into the generalizability of data-driven anisotropy mappings,

a new type of physics-informed loss function, termed \realizability-informed" learn-
ing, which embeds additional physics-based preferences into the learned anisotropy

mapping.

While the majority of this thesis is focused on machine learning for generating anisotropy
mappings, the second augmentation direction proposed is the calibration of turbulence
model coe cients via Bayesian optimization. Traditional turbulence closure models con-
tain several coe cients that can be used to tune their performance. Though tuning these
coe cients can signi cantly enhance the performance of turbulence closure models, this
tuning is not widely done. This thesis proposes a straightforward and automated procedure
for tuning these coe cients, employing Bayesian optimization to e ciently locate their op-
timal values. Termed \turbo-RANS", the proposed calibration algorithm is demonstrated
to e ciently tune coe cients within a standard turbulence closure model. A specialized
objective function for the purpose of calibrating turbulence closure models is proposed.
This objective function is data- exible in that it can handle a mixture of dense, sparse,
and integral parameter reference data from a variety of sources.

The recommended augmentation pathway depends on the type and availability of ref-
erence data. While machine learning augmented anisotropy mapping techniques are highly
expressive, they require computationally expensive reference data. In the event that only
sparse or integral parameter reference data is available, the proposed turbo-RANS algo-
rithm can be used. Ultimately, the techniques proposed in this thesis provide a exible
set of options for leveraging data to enable accurate numerical simulations of industrially
relevant turbulent ows.
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Chapter 1

Introduction

The study of turbulence has been a focus of many mathematicians, physicists, and engineers
over the past few centuries. Understanding the nature of turbulence is considered one of
the greatest unsolved problems in physics; it is a nonlinear, nonequilibrium, chaotic, and
high degree of freedom phenomenon involving systems of non-linear partial di erential
equations. It is a ubiquitous natural phenomenon. Turbulence in uences the movement of
a bee apping its wings, the evolution of a shark's skin to reduce drag, the movement of
Jupiter's Great Red Spot, the magnetohydrodynamic ow of plasma on the sun, and the
accretion disk of a black hole.

While fundamental research into the nature of turbulence is important, we also need to
be able to predict its e ects. We need to predict the path of hurricanes, the weather today
and tomorrow, the changing wind direction over a forest re, and the ocean currents. These
predictive requirements demand practical techniques for use by scientists and engineers.
We need practical methods which are able to predict how an aircraft wing stalls at high
angles of attack, how two uids mix in a reactor, how biofouling increases the drag on a
boat's hull, and where to place wind turbines for optimal energy extraction.

Fortunately, we know the equations that describe turbulence for most of these ows.
They are called the Navier-Stokes equations, and in Einstein notation they are:
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wherev; is velocity, andp is pressure.

From these equations, turbulence is born. Unfortunately, knowing the equation is
di erent than knowing the solution, and a general smooth solution for Equations 1.1{1.2 is
not currently known. Further, we do not even know that such a solution exists | despite
a $16 bounty being placed on such a proof in the year 2000, the general existence of a
smooth solution remains unproven. Nevertheless, our aircraft need to stay airborne, our
cars need to be energy-e cient, our nuclear and chemical plants need to operate safely, and
our wind turbines need to draw power from the air. We cannot wait on a general solution
for these equations, if it even exists.

The availability of computers over the past century has madapproximate solutions of
Equations 1.1{1.2 possible via numerical methods. Our description of turbulence indicates
that it is a multiscale phenomenon. For ow over an aircraft's wing, the \size" of the
generated turbulence can start at a similar size to the wing itself, but these turbulent
structures in the air break apart and cascade downward in size until they are at the
millimeter scale or smaller. The large scale motions a ect the small scale motions, and
the reverse is also true. Therefore, accurately approximating Equations 1.1{1.2 requires
resolving all of these scales. Directly solving these equations with appropriate resolution
in both time and space is called direct numerical simulation (DNS), and it isemendously
expensive for ows of engineering relevance. As an example, Hosseini et al. [1] used DNS
to simulate the ow over a small aircraft wing section. It cost 30(1# CPU core-hours.
For reference, this calculation would take over 800 years on a typical 4-core laptop. This
computational cost is staggering, especially when considering the turbulence simulated is
only relevant for small aircraft such as drones. Directly simulating turbulence for a modern
commercial airliner wing would be even more expensive.

While DNS is an available technique, we need the ability to create e cient and safe
designs without waiting 800 years for a calculation to complete. The tremendous cost of
DNS originates from the requirement to resolve all turbulent scales. If instead, we choose
to modelsmaller scales, we can greatly reduce the resolution requirement. This technique is
referred to as large eddy simulation (LES), since we simulate the large scales, and model the
small scales. This technique is seen as \ ltering" out small scale e ects in Equations 1.1{
1.2, and replacing them with a model [2]. However, LES is still prohibitively expensive in
many cases. On a 4-core laptop, a simulation could easily take a year or more. However,
with modern high performance computing (HPC) resources, hundreds or thousands of
CPUs can be accessed for a calculation. These HPC resources mean that LES is currently
accessible and used for some industrial ows, generally with simulations producing results
in days or weeks.



A further reduction in cost can be made by selecting a Reynolds-averaged Navier-Stokes
(RANS) approach. In RANS, turbulence is modelled as a single-scale phenomenon. This
approach comes with a substantial reduction in computational cost, making turbulent
ow predictions accessible for some ows on a 4-core laptop. For this reason, RANS is
considered the \workhorse" for most practical predictions of turbulent ows. However, the
use of RANS comes with a substantial amount of modelling. Massive industrial interest
in RANS has resulted in hundreds of turbulence models being proposed [3, 4], each with
their own advantages and disadvantages. Although development is still ongoing today,
most academic interest in new RANS models occurred in the years 1970{2005, after which
an \asymptotic" relationship between model complexity and accuracy was reached. There
are several limitations behind the RANS approach that ultimately limit these techniques.
As model complexity grows, the generalizability tends to decrease due to the no free lunch
theorem. Additionally, complex models often exhibit numerical instability, preventing their
widespread use.

It should be noted that there are other simulation techniques other than DNS, LES,
and RANS. For example, hybrid techniques such as detached eddy simulation (DES) exist,
which use RANS for some parts of the ow, and LES for the other parts of the ow.
Sub-techniques exist within these categories, such as Reynolds stress transport modelling
(RSTM), which is within the realm of RANS. The aforementioned techniques are usually
implemented within a nite volume discretization method (FVM), but an even broader
range of techniques are currently available for simulating turbulent ows. Simulation of
turbulent ows can be completed using the mesoscale lattice Boltzmann method (LBM)
and smoothed particle hydrodynamics (SPH), which are outside the scope of this thesis.
This thesis focuses on the \workhorse" technique of eddy viscosity modelling within RANS,
which remains the most popular technique for simulating turbulent ows [5, 6].

The rise of deep learning in the 2010's brought renewed interest to developing RANS
techniques, with a new tool able to learn functional relationships from data. Whereas
previous RANS modelling e orts approached the limits of what can be accomplished by
constructing model equations via a mix of intuition and physics-based arguments, deep
learning o ers a way to unlock an additional level of performance by learning highly com-
plex relationships that often cannot be reasoned from simple physics-based arguments.
Though various algorithms for training perceptrons and neural networks were proposed
before 2000, deep learning became possible and widespread in the 2010's due to various
technological breakthroughs such as advancements in gradient descent algorithms to ad-
dress gradient vanishing. Additionally, widespread availability of massive datasets such as
ImageNet [7] empowered deeper and deeper models to be trained, with benchmarks in a
variety of elds being repeatedly shattered. Widespread interest and continued develop-
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ment of new techniques has led to prominent large language models such as the generative
pretrained transformer (GPT) model series [8]. The rising tide of deep learning has oated
boats in a variety of scienti ¢ elds, such molecular biology [9], materials science [10], and
medicine [11].

Within the realm of uid mechanics, deep learning has also drawn extensive interest [12].
Deep learning o ers a readily available solution to many open problems in uid mechan-
ics. Substantial e orts have been made in the area of physics informed neural networks
(PINNS) [13, 14], a technique which is able to use neural networks to approximate physical
systems. While superresolution is a major area of research in the broader machine learn-
ing context [15], specialized superresolution algorithms for uids are a promising research
area with applications in experimental and computational uid dynamics. [16]. In the area
of computational turbulence modelling, data-driven approaches to various sub-problems
have been proposed [17], such as eld inversion machine learning [18, 19], and accelerating
computations [20]. In the area of RANS, substantial e orts have been invested training
and discovering algebraic Reynolds stress models [17, 21, 22, 23].

This thesis focuses on the area of using machine learning to improve RANS simulations.
There are two main research pathways in this thesis: machine learning anisotropy mappings
for augmenting RANS turbulence models (Chapters 2{5), and Bayesian optimization of
turbulence model coe cients (Chapter 6). These two pathways are distinct|though they
address the same problem of increasing the accuracy of a RANS simulation using data, their
implementation and use are di erent. Machine learning anisotropy mappings require a rich
dataset containing dense high- delity data and RANS data for the same ow. In exchange
for this expensive requirement, a highly complex anisotropy mapping (e.g., a non-linear
eddy viscosity mapping) can be generated to signi cantly increase the accuracy for ows
similar to the training dataset. On the other hand, calibrating global turbulence model
coe cients requires signi cantly less datalit can be done based on a single reference
integral parameter, such as a target lift coe cient. However, the calibrated simulation
retains the same fundamental limitations as the original turbulence model, which in most
cases contain linear eddy viscosity approximations. The decision to pursue either of these
pathways depends on data availability, and if a highly sensitized anisotropy mapping is
desired, or just a calibrated standard turbulence model.

This thesis consists of several standalone Chapters (Ch. 2{6). These standalone chap-
ters constitute a series of journal articles, all having been previously published in peer-
reviewed journals at the time of this thesis except Chapter 5. Therefore, these chapters are
self-contained in that they rst discuss and position the investigation relative to available
literature, present their own methodology and results, and contain their own conclusions.
Key ndings from each chapter, outlook on the overall eld, and suggestions for future
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work are presented in Chapter 7. The overarching story that connects each chapter is
summarized in the following paragraphs.

Chapter 2 begins by generating a dataset suitable for training a data-driven anisotropy
mapping. Prior to publication of this chapter, various fragmented data sources existed
from resources such as the John Hopkins database [24], the NASA turbulence modelling
resource [25], and the ERCOFTAC database [26]. The primary novelty of Chapter 2 is
the collocation of both RANS and high- delity data for the same ow, in an easy-to-use
format. Providing both the RANS and high- delity data in a curated format means that
future modellers do not need to run their own RANS simulations. Further, this open-
source dataset makes standardization and benchmarking more accessible|two algorithms
in two separate investigations can be easily compared on the same data, without each
investigation needing to generate their own. Inspiration for this dataset was drawn from
the broader machine learning community, which has leveraged large open-source datasets
for benchmarking and model development.

After generating an appropriate dataset, Chapter 3 proposes a new augmented clo-
sure framework. The central novelty of this chapter is to propose a well-conditioned and
stable augmented closure framework, primarily through the use of a positive eddy viscos-
ity. Whereas previous frameworks did not constrain the eddy viscosity to be positive, the
framework in Chapter 3 includes this stability-enhancing constraint. The results in Chap-
ter 3 further demonstrate the merits of the proposed framework in terms of conditioning,
stability, and generalizability. Additional novelties here include the generation of a new
input feature set using the second tensor invariant, an inductive bias created through the
combination of two machine learning models, and an interpretability analysis via SHapley
Additive exPlanation (SHAP) values. The dataset used in Chapter 3 comes from the work
in Chapter 2. The closure framework proposed in Chapter 3 was used in several other
investigations throughout my research, such as augmented turbulence modelling for three-
dimensional ow over an array of cubes at the University of Manchester [27], and RANS
modelling of ows in an urban environment with a focus on pedestrian wind comfort in
collaboration with Rowan, Williams, Davies, and Irwin (RWDI) Consulting.

An important question that arose during the training and evaluation of the deep learn-
ing models in Chapter 3 was the generalizability of anisotropy mappings. Chapter 4 con-
tains a thorough investigation into the generalizability question. First, a model-agnostic
anisotropy mapping is proposed, based on predicting optimal coe cients in Pope's tensor
basis expansion for the anisotropy tensor [28]. This model-agnostic closure relationship
is novel in that constraints are applied to the coe cients in order to ensure a positive
eddy viscosity. Three machine learning regression model types are trained and tested on
a variety of ows, to systematically test the ability of these models to generalize to new
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ows. Speci cally, we compare the generalizability and training costs of random forests,
gradient boosting (XGBoost [29]), and deep neural networks. The results of this investiga-
tion are of interest to the broader community, since they indicate a somewhat pessimistic
view regarding the ability of data-driven anisotropy mappings to generalize to new ows.
Nevertheless, we show that these models generalize well to unseen con gurations of the
ows in the training dataset.

In Chapter 5, we address further issues in the area of data-driven anisotropy mappings.
A new loss function is proposed in this chapter, which aims to embed a preference for real-
izable predictions into the model. Another novelty of this chapter is the closure framework
used. It is the rst framework to unite eddy viscosity-based approaches, and tensor basis
neural network (TBNN) approaches, while retaining the advantages of both approaches.
The merits of the proposed \realizability-informed" loss function and the proposed clo-
sure framework are demonstrated in this chapter. This chapter concludes the data-driven
anisotropy mapping work in this thesis.

Chapter 6 presents an alternative framework for using data to improve the accuracy of a
RANS turbulence model. This chapter presents an optimization framework, termed \turbo-
RANS" (tuning parameters via Bayesian optimization-RANS), that can e ciently calibrate
expensive simulations. Bayesian optimization is leveraged here because it can e ciently
optimize expensive-to-evaluate objective functions. The main objective of turbo-RANS is
to serve as a black box tuner for calibration coe cients in turbulence models. Though these
coe cients exist in all turbulence models, they are almost never tuned by users because of a
lack of available tools. Chapter 6 presents a framework for applying this useful optimization
technigue to RANS simulations, centering around a specialized objective function that can
accommodate a mix of data types. Additionally, a thorough investigation into Bayesian
optimization hyperparameters is completed in Chapter 6, with clear recommendations
being provided to the end user. The turbo-RANS framework is entirely open-source, and
code has been made available on Github for use by others [30]. While the turbo-RANS
framework is more data- exible than the anisotropy mapping frameworks, it is much less
expressive in terms of the closure relationship. In turbo-RANS, the original turbulence
model's (often linear) eddy viscosity relationship is retained and calibrated.



Chapter 2

A curated dataset for data-driven
turbulence modelling

Associated reference:

R. McConkey, E. Yee, and F. S. Lien, "A curated dataset for data-driven turbulence
modelling”, Scienti ¢ Data 8, 255 (2021), https://doi.org/10.1038/s41597-021-01034-2.

Abstract

The recent surge in machine learning augmented turbulence modelling is a promising ap-
proach for addressing the limitations of Reynolds-averaged Navier-Stokes (RANS) models.
This work presents the development of the rst open-source dataset, curated and struc-
tured for immediate use in machine learning augmented corrective turbulence closure mod-
elling. The dataset features a variety of RANS simulations with matching direct numerical
simulation (DNS) and large-eddy simulation (LES) data. Four turbulence models are se-
lected to form the initial dataset: k-", k-"- -f, k-! , and k-! SST. The dataset consists

of 29 cases per turbulence model, for several parametrically sweeping reference DNS/LES
cases: periodic hills, square duct, parametric bumps, converging-diverging channel, and a
curved backward-facing step. At each of the 895,640 points, various RANS features with
DNS/LES labels are available. The feature set includes quantities used in current state-
of-the-art models, and additional elds which enable the generation of new feature sets.
The dataset reduces e ort required to train, test, and benchmark new corrective RANS
models. The dataset is available at https://doi.org/10.34740/kaggle/dsv/2044393.
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2.1 Background & Summary

Numerical simulations in weather forecasting, wind and hydroelectric energy, aerospace ve-
hicle design, automotive design, turbomachinery, nuclear plant design, and many other ap-
plications all rely on closure models to accelerate simulations while modelling the complex
physical phenomenon of turbulence. While higher resolution techniques such as large-eddy
simulation (LES) and direct numerical simulation (DNS) are becoming more widespread,
the computational demands compared to current capabilities make these techniques un-
a ordable for many industrial simulations. For this reason, Reynolds-averaged Navier-
Stokes (RANS) simulations are expected to remain the dominant tool for predicting ows
of practical relevance to engineering and industrial problems over the next few decades
[6]. However, ows with strong adverse pressure gradients [31], separation [32], streamline
curvature [28], and reacting chemistry are often poorly predicted by RANS approaches.
Developing methods to improve the accuracy of RANS simulations will help bridge this
critical capability gap between RANS and LES[5].

Several recent investigations have demonstrated the potential of applying machine
learning to the development of corrective turbulence closure models for RANS. Ling et
al. [23] constructed a tensor basis neural network (TBNN), which predicts the anisotropy
tensor using ve invariant scalars derived from the mean strain and rotation rate tensors.
The TBNN turbulence closure model developed by Ling et al. [23] is e ectively a fth-
order eddy viscosity model, with locally varying coe cients predicted via deep learning.
The ability to express such a locally-tuned, high-order relationship between the strain rate
and anisotropy tensors is a powerful method to improve the accuracy of RANS simula-
tions. Wu et al. [33] developed a random-forests-based model, which directly predicts the
Reynolds stress anisotropy. Kaandorp [34] and Kaandorp and Dwight [35] proposed a ten-
sor basis random forest (TBRF) model, which is the random forests analogue to the TBNN
proposed by Ling et al. [23]. While the di erent models by Ling et al. [23], Wu et al. [33],
Kaandorp and Dwight [35], Zhu and Dinh [36], Zhang et al. [37], Fang et al. [38], and Song
et al. [39] all show promise, the results cannot be directly compared|each investigation
used a di erent set of input features and labels, with di erent numerical settings chosen
for feature generation. For this reason, Duraisamy [22] recently highlighted the need for a
benchmark dataset for machine-learnt closure models.

The approach used by Ling et al. [23], Wu et al. [33], Kaandorp and Dwight [35], Zhang
et al. [37] and others is referred to as corrective or open loop augmented closure modelling.
In this open loop framework, the machine learning model is used to generate a one-time
mapping between the elds from a converged RANS solution, and elds from DNS. A
contrasting approach is the closed loop framework [21, 40], where the training process
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involves conducting RANS simulations in an iterative manner, to repeatedly update the
feature set until the model predictions and turbulence closure coe cients converge. The
present work aims to present a dataset useful primarily for corrective augmented closure
modelling, where the machine learning model is queried once to predict the Reynolds
stress. However, this dataset can also be used as an initial set of elds for closed loop
closure modelling, and the provided OpenFOAM case les are convenient for performing
iterative simulations in a closed loop framework.

To generate a set of input features, the current requirement is for every investigator
to generate a set of RANS simulations that match the DNS/LES reference cases. This
requirement has several drawbacks. As the number of included datasets grows, the e ort
required grows. The development of the ImageNet dataset spurred rapid growth of the
computer vision eld, which would not have been possible otherwise. From an e ort
point of view, the availability of a curated dataset dramatically increases the time spent
developing the models themselves, rather than setting up many RANS simulations to gather
input features.

Another major drawback of the current approach arises from the issue of reproducibility
in the eld of computational uid dynamics (CFD). Often, CFD studies are di cult to
reproduce, due to a large number of input conditions [41]. Each investigation will use
di erent meshes, numerical schemes, turbulence models, and other selections which a ect
the solution. The eld of machine learning has also been plagued with reproducibility
challenges, even with the widespread use of benchmark datasets [42]. While machine-
learnt turbulence models are a promising approach, the development of these models could
be signi cantly impeded by mixing two elds where reproducibility is a challenge. A well-
documented, widely available dataset solves at least one aspect of the reproducibility issue,
in that all models can at least be trained in the same environment, using the same input
features and labels.

Motivated by the lack of a su cient dataset, the present work aims to develop a set
of RANS simulations of highly resolved reference cases in order to generate a curated
dataset[43]. In this work, the numerical methods for the RANS simulations are presented,
along with the selection and calculation of the input features for machine learning models.
In doing so, the present work aims to present a large computational dataset, curated and
logically structured for immediate use in developing next-generation turbulence closure
models for RANS using data-driven machine learning. Table 2.1 summarizes the inputs
and outputs of the present work.



Table 2.1: Inputs and outputs of the present study.

Inputs Outputs
Present work Previous work A set of features and labels for developing models
Numerical settings Highly-resolved | which map the coarse variables to highly-resolved variables
(e.g. schemes, grids) ow elds, Features : Coarsely-resolved ow elds
for generating suitable for use with curated machine learning input features
coarsely-resolved  as "truth" values Labels : Highly-resolved ow elds, mapped onto
ow elds in machine learning the coarse grid, with curated machine learning labels

Table 2.2: Cases in the datasetRe_ is the Reynolds number based on the characteristic
length and velocity scales shown in Figures 2.1 to 2.7.

Flow case Ref. Re_ Dim. Num. cases Parameter
Periodic hills [44] 5,600 2D 5 Steepness
Square duct [45] 1,100{3,500 3D 16 Re

Parametric bump [46] 13,260{27,850 2D 5 Bump height
Converging-divergin
Verging-aiverging 47 48] 12,600{20,580 2D 2 Re
channel
k -faci
Curved backward-facing [49] 13.700 oD 1 )
step
2.2 Methods

2.2.1 Selection of reference cases

An important aspect of dataset selection for data-driven turbulence modelling is sweeping
of a parameter space. A deep insight followed by a deeper understanding of the uid
phenomena can be obtained by providing information on how the geometry and/or the
Reynolds number changes the ow behaviour. In contrast, single-point measurements are
only valuable in approximating a universal mapping between inputs and outputs. The
majority of the datasets used here involve sweeping through some parameter space. Table
2.2 summarizes the cases used in the dataset.
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Table 2.3: Kinematic molecular viscosity used for each case.

Flow case (m?/s)
Periodic hills 5(10) ©
Square duct 0.241Rey

Parametric bump 2:529(10) °

Converging-diverging channel ERey
Curved backward-facing step 73(10) °

2.2.2 Computational method

The owis assumed to be incompressible, viscous, steady, and turbulent for all cases. Under
these conditions, the uid properties are speci ed by the kinematic molecular viscosity.
Table 2.3 summarizes the viscosity used for each case.

The open-source library OpenFOAM v2006 [50] was used to generate the dataset. The
ability to replicate CFD is greatly improved by supplying the mesh and settings les [41].
The dataset includes the OpenFOAM case les, including the meshes used for all the cases,
and the full details of the settings used. Supplying the OpenFOAM les also reduces the
e ort required for a posteriori testing. This practice is following Xiao et al. [44], who
included the OpenFOAM les with their dataset. While this section highlights the basic
numerical settings used, the reader is referred to the dataset for the complete OpenFOAM
settings.

Numerical schemes

A standardized set of numerical schemes was used for all cases. The numerical schemes
represent commonly used RANS schemes, which represent a good trade-o between sta-
bility and accuracy. For discretizing the convective terms in the momentum equations,

a second-order upwind scheme was used. For discretizing convective terms in the turbu-
lence transport equations, a rst-order upwind scheme was used. For the di usive terms,

a second-order central di erence scheme was used. Since all the ow cases are steady, the
transient terms were set to zero.

The simpleFoam solver was used to solve the equations iteratively. The semi-implicit
method for pressure-linked equations-consistent (SIMPLEC) algorithm was used to ac-
celerate convergence. For some cases, additional non-orthogonality correcting loops were
applied to the pressure equation. The generalized geometric algebraic multigrid (GAMG)
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solver was used for the pressure equation, and the preconditioned bi-conjugate gradient
(PBICGStab) solver was used for all other equations.

Iterative residual convergence below 16 was generally achieved, with most simulations
converging below 108. The residual plots for each simulation are provided along with the
dataset. The exceptions to this tight residual convergence criteria are thg U,, andp elds
for the square duct cases. The linear eddy viscosity model is unable to accurately predict
the secondary vortices resulting from non-zerdy, and U, components in the square duct
case, and therefore minimal convergence is seen in these residuals as the in-plane velocity
elds remain close to the initial condition of zero. The pressure eld for the square duct
case does not converge below 10due to the presence of a forcing term which maintains the
bulk velocity, resulting in uniform streamwise zero pressure equal to the initial condition
of zero.

Turbulence modelling

The two most common families of turbulence closure models;" and k-! , include many
sub-models. Previous investigations on machine-learnt models for predicting the anisotropy
tensor have augmented the standard-" model[23], the Launder-Sharma low Reynolds
number k-" model [34], and thek-! model [33, 35]. Four representative turbulence models
were selected for the dataset: namely, the standakd" [51],k-"- {-f [52],k-! [31], and the
k-1 shear stress transport (SST) [53] turbulence closure models. In this work, is used

to denote the anisotropy measure@®=k to align with the variable naming in OpenFOAM.
Here, v® denotes the wall-normal Reynolds stress. The default coe cients were used for
all turbulence models [50].

The k-"- -f model is a more sophisticated model than thie-" andk-! models, through
the inclusion of an additional transport equation for the anisotropy measure;  v®=k,
and an elliptic equation forf. f is a scalar which predicts TKE redistribution from the
streamwise to the wall-normal Reynolds stress. This model is an improved version of the
original v@-f model proposed by Durbin [54], and the improved "code-friendly" version
developed by Lien and Kalitzin [55]. The additional quantities enable the creation of new
input features not available in the previous two-equation investigations. Both additional
scalars satisfy all desired invariance properties, including Galilean invariance.

For all turbulence models, the mesh was su cient for a low Reynolds number wall
treatment. Low Reynolds number wall boundary conditions are provided fdk;"; and !
in OpenFOAM [56]. A xed-value k = 0 boundary condition was applied at no-slip walls.
At no-slip walls, the following low Reynolds number xed value boundary condition was
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Table 2.4: Units for each variable requiring boundary conditions.

Description Field Units

Velocity o m/s
Kinematic pressure p m?/s?
Turbulent kinetic energy k m?/s?
TKE dissipation rate " m?/s3

TKE speci ¢ dissipation rate ! st

Anisotropy measure t -
TKE redistribution scalar f st
applied for":
"= s = 2wk>7 ; (2.1)

wherew are the cell corner weights[50]. For the following xed value boundary condition
was applied at no-slip walls:

= — (2.2)

where ; =0:075.

Domain and boundary conditions

The domain and boundary conditions for all cases were selected to match the DNS or
LES reference simulations. There are two main types of boundary conditions used in the
dataset: xed-free, and streamwise cyclic. While the periodic hills and square duct cases
utilize a streamwise cyclic boundary condition, the bump, converging-diverging channel,

and curved-backward facing step cases employ a fully-developed inlet velocity pro le, and
a zero-gradient outlet. The simulations here involve four di erent turbulence models, each

with di erent elds. The units used for each variable are given in Table 2.4.

2.2.3 Mesh
OpenFOAM's utilities were used to generate the meshes. The mesh generation method

varied from case to case, as some cases have changing geometries. Table 2.5 summarizes
the meshes used. All meshes met the low Reynolds number wall treatment criterion of
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Table 2.5: Meshes used for discretizing the domain.

Case Dim. Mesh type N Generation method
Periodic hills 2D Structured 14,751  Provided by Xiao et al. [44]
hexahedral
Structured
Square duct 3D uetu 691,300 blockMesh[50]
hexahedral
. Structured
Parametric bump 2D 72,100 blockMesh[50]
hexahedral
Converging-divergin Structured
verging-averging -, uet 183,750 blockMesh{50]
channel hexahedral
Curved backward-facin Unstructured
g 2D , 37,082 shappyHexMes}b0]
step hexahedral dominant

y* 1 or below. Herey* u y,= is the normalized wall-normal distance, wherg,, is
the wall-normal distance, andu is the wall friction velocity. In all cases, the mesh was
either hexahedral or hexahedral-dominant. A high-quality mesh is important for gener-
ating input features for machine learning, in that some terms are sensitive to the mesh
quality. For example, the basis tensorfi, in a general representation of the Reynolds
stress tensor proposed by Pope [28] is fth order in terms of the velocity gradient tensor.
In developing the feature set here, we found that to keep these terms stable, the number
of tetrahedral cells in the domain must be minimized. However, many industrial meshes
contain tetrahedral cells, and are of poorer quality than the structured meshes generated
here. While CFD results are normally sensitive to the mesh used, machine learning models
are especially sensitive to the mesh quality. Poorer meshes result in increased noise and
more outliers in the input feature set.

2.2.4 Periodic hills

Flow over periodic hills with cyclic boundary conditions is a common benchmark prob-

lem for turbulence modelling. The periodic hills case features separation, an important
phenomenon for RANS models to accurately capture due to the prominence of strongly
separated ows in many industrial settings. To provide a parameterized dataset for data-

driven turbulence modelling, Xiao et al. [44] performed DNS of ow over a series of periodic
hills. This dataset consists of ve cases, characterized by the steepness ratioThe values

of selected are =0:5;0:8;1:0;1:2; and 1.5, which results in a range of separated ows.
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The geometry for the ve periodic hills cases is shown in Figure 2.1. The Reynolds number
based on bulk velocity and crest height for all cases is xed &e =5;600.

Figure 2.1: The geometry for the ve periodic hills cases. Further detail is given in Xiao
et al. [44]. The Reynolds number for this case is calculated based on the hill heigghtand
mean bulk velocity U,. These parameters are xed for all cases, $®ey remains xed at
5,600.

The periodic hills case is a two-dimensional (2D) ow, with the domain geometry
characterized in terms of the hill heightH, as shown in Figure 2.1. The domain height
is xed at 3:04H, and the domain width changes from D7H to 10:9H, as the parameter

changes. The boundary conditions for the periodic hills case are streamwise cyclic for
all ow variables. Both the top and bottom boundaries are treated as no-slip walls. To
maintain a constant bulk velocity in the ow, a mean pressure gradient source term is added
to the momentum equation. Therefore, the pressure eld for cases with cyclic boundary
conditions should be interpreted as the deviation from the mean pressure eld.

The mesh for the steepest periodic hills case (= 0:5) is shown in Figure 2.2. The
RANS meshes for all periodic hills cases were provided by Xiao et al. [44]. The periodic
hills mesh is a structured mesh, with cells concentrated near the boundary layer. While
the geometry changes by varying the hill steepness and domain length, the number of cells
for all cases is the same.

2.2.5 Square duct

The DNS dataset for ow in a square duct by Pinelli et al. [45] has been widely used in
data-driven turbulence modelling. This dataset consists of 16 cases, all with the same
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Figure 2.2: Structured hexahedral mesh used to discretize the= 0:5 periodic hills case.

xed geometry shown in Figure 2.3. The Reynolds number based on the duct half-width
varies between 1,100 and 3,500. The ow in a square duct is a challenging test case for
eddy viscosity models. Linear eddy viscosity models are unable to predict the secondary
corner vortices which form in the duct. These structures are Prandtl's secondary motion
of the second kind [45]. The dataset contains the mean velocities and Reynolds stresses in
a cross-section of the duct. The inclusion of this dataset allows the machine-learnt model
to incorporate the Reynolds number dependence of these challenging secondary motions,
from the transitional to the fully turbulent regimes. Additionally, it is the only three-
dimensional (3D) ow in the dataset, for which the Reynolds shear stresse8n0 and vow°

are nonzero.

The geometry for the square duct is shown in Figure 2.3. The dimensions for this 3D
case are given in terms of the duct half-widttH. The ductisa 24 2H 5H box.
Wall boundary conditions were applied for the top, bottom and sides of the duct. The
streamwise cyclic boundary conditions for the square duct case are summarized in Table
2.6. A mean pressure gradient source term was added to the momentum equation, to
maintain a constant bulk velocity.

The mesh for the square duct case is shown in Figure 2.3. This mesh is also structured.
Cells are concentrated near the boundary layer. The mesh for all square duct cases is
identical. The y* 1 criterion was veri ed for the highest Reynolds number ow case.
The mesh is 3D, with the dataset for machine learning being generated using a cross-section
of the mesh.
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Figure 2.3: The mesh and geometry for the square duct cases. The cases vary by changing
the Reynolds number from 1,100 to 3,500, which is calculated based on the duct half-width
H and mean bulk velocity Uy.

Table 2.6: Boundary conditions for the periodic hills and square duct cases.

Inlet  Outlet Walls
U Cyclic Cyclic U=0
p Cyclic Cyclic Zero-gradient
k Cyclic Cyclic k=0
" Cyclic Cyclic "="ys =2wk=y?
I Cyclic Cyclic I =6 =( 1y?)
t+ Cyclic Cyclic +=0
f  Cyclic Cyclic f=0

2.2.6 Parametric bumps

The LES dataset for ow over a family of bumps by Matai and Durbin [46] has been
recently made available for data-driven closures. The bump is a circular arc, with convex
llets on either end. The dataset is characterized by the bump heighh, which is the
highest point of the circular arc as shown in Figure 2.4. The Reynolds number based on
momentum thickness and inlet free stream velocity; is xed at Re = 2;500, while the
Reynolds number based on bump height antd; varies from Re; 13,250 to 27 850.

At h = 20 mm, the ow remains attached along the bump, while increasing the height
further results in slight separation ath = 26 mm. For the highest bump corresponding
to h =42 mm, a small separated region forms behind the bump. While the periodic hills
dataset features massively separated ows, the bump cases incorporate a smaller degree
of separation. Matai and Durbin found that the mild separation causes a high turbulent
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Figure 2.4: The geometry for the ve parametric bump cases. The bump length is xed
at 305 mm, and the bump height varies ab = 20, 26, 31, 38, and 42 mm. Further detail is
given in Matai and Durbin [46]. The Reynolds number based on maximum inlet velocity
and step height varies fromRe, = 13; 260 toRe, = 27; 850, with the momentum thickness
Reynolds number xed atRe = 2;500.

kinetic energy (TKE) zone to depart from the bump ahead of the separated region, which
is not the case for massively separated ows. Matai and Durbin attributed this region
to the adverse pressure gradient generating a mean shear prole. Another important
e ect captured in the parametric bump case is strong disequilibrium. The parametric
bump dataset is highly valuable for training machine-learnt closure models due to the high
Reynolds number, parametrically sweeping geometry, physics unique to mildly separated
ows, and strong disequilibrium.

For the parametric bumps, the DNS and LES simulations utilized a fully-developed inlet
ow generated by a "feeder" simulation. To generate the RANS inlet condition, a similar
approach to the DNS and LES was taken: a at version of the domain was simulated with
xed-free boundary conditions to allow the ow to fully develop before entering the domain
of interest. Equations for isotropic turbulence are commonly used to estimate the RANS
boundary conditions for xed turbulence inlets. For the feeder simulations, the following
equations were used to estimate turbulence quantities at the inlet:

k= g(m)2 : (2.3)
[ [ I— — k3=2 .
=C? 4L_t ; (2.4)
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Figure 2.5: Structured hexahedral mesh used to discretize the= 42 mm parametric
bump case.

| = — -
© 00X
wherel is the turbulent intensity, L; is the turbulence length scale andC is a turbulence
closure coe cient.

(2.5)

The parametric bumps case is unique in this dataset in that the top boundary is zero-
gradient, compared to the walls used in the other cases. The inlet free-stream velocity
U;,; for the LES reference simulation was 16.77 m/s. To recreate these conditions, the
inlet boundary conditions for the at cases were adjusted to producd; = 16:77 m/s. It
should be noted that this is an approximation of the LES inlet condition, because the four
di erent turbulence models all produce di erent U; . For the dataset, the mean velocity
used for all turbulence models was the same (Table 2.7), so that the boundary conditions are
comparable between turbulence models. The boundary conditions for generating a fully-
developed inlet pro le for the bump case are summarized in Table 2.7. After generating
a fully-developed pro le, theU; k;"; and! elds were used as xed-value inlet conditions
for the bump cases. The boundary conditions for the bump cases are summarized in Table
2.8. The domain size for the parametric bump set is xed at@ 0:5C.

The parametric bump mesh is shown in Figure 2.5, and the converging-diverging chan-
nel mesh is shown in Figure 2.6. Both cases use a structured mesh over an obstruction
in the ow. Cells are concentrated in the wake region, and the boundary layer. For the
parametric bump, the changing geometry was created by adjusting the bump pro le in the
structured mesh generator, which resulted in the same number of cells for all cases. The
mesh shown in Figure 2.5 is for the highest bump. For the converging-diverging channel,
the mesh density for both Reynolds numbers is identical, with thRe = 20; 580 having an
extended domain, and therefore more cells.
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Table 2.7: Boundary conditions for the at developing ow case, used to generate an inlet
pro le for the bump cases.

Inlet Outlet Top Bottom
] U = (16.683, 0, 0) Zero-gradient Zero-gradient Uo=0
p Zero-gradient p=0 Zero-gradient Zero-gradient
k k =0:16699( = 2%) Zero-gradient  Zero-gradient k=0
" " =0:266974 (; =42 mm) Zero-gradient Zero-gradient " = ", =2wk =y?
! | =17:764 Zero-gradient  Zero-gradient ! =6 =( 1y?)
t Zero-gradient Zero-gradient  Zero-gradient =0
f Zero-gradient Zero-gradient  Zero-gradient f=0

Table 2.8: Boundary conditions for the bump cases.

Inlet Outlet Top Bottom
Fully-developed, U; =16:77 m/s Zero-gradient Zero-gradient u=0
p Zero-gradient p=0 Zero-gradient Zero-gradient
k Fully-developed Zero-gradient  Zero-gradient k=0
" Fully-developed Zero-gradient  Zero-gradient " = " = 2wk =y?
! Fully-developed Zero-gradient  Zero-gradient I =6 =( 1y?)
t Zero-gradient Zero-gradient  Zero-gradient t=0
f Zero-gradient Zero-gradient  Zero-gradient f=0
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Figure 2.6: The mesh and geometry for the two converging-diverging channel cases, cor-
responding to Reynolds numbers dRey = 12;600 and 20,580. The Reynolds number for
these two cases is based on the channel half heightand the maximum inlet velocity
Umax- The Rey = 12;600 converging-diverging channel case uses a smaller domain than
the Rey = 20; 580 case, but with an identical mesh.

2.2.7 Converging-diverging channel

Two datasets are available for ow over an identical converging-diverging geometry at
Rey = 12;600 andRey = 20;580, shown in Figure 2.6. The Reynolds number for this
case is based on the maximum inlet velocity and the channel half-height. The lower
Reynolds number dataset comes from the DNS by Laval and Marquielle [47], and Marquillie
et al. [57]. The higher Reynolds number dataset was generated by Schiavo et al. [48] using
LES. The bump height is approximately 21=3. A fully developed internal channel ow
enters the domain and impinges on the abrupt upstream side of the bump. The ow
accelerates as the channel converges, then decelerates over the gradual downstream side of
the bump. At Rey = 12,600, a thin separation bubble forms along the downstream slope.
Along the at upper wall, the ow remains attached but on the cusp of separation. At
Rey = 20,580, the separation bubble grows. The cases contain valuable information about
the Reynolds number e ect on separation, reattachment, and development of a turbulent
boundary layer under an adverse pressure gradient. The long domain downstream of the
bump for Rey = 20;580 e ectively provides an additional set of LES information for
developing plane channel ow.

A similar procedure for the bump case was completed to generate inlet conditions for
the converging-diverging channel. However, for the converging-diverging channel, the top
boundary is a wall. The boundary conditions for the converging-diverging channel case
were adjusted to produce a maximum velocity of)h.x = 1:0 m/s, to match the reference
simulations. The boundary conditions for the at, developing ow case is shown in Table
2.9, and the boundary conditions for the cases in the data set are shown in Table 2.10.
The domain size for theRey = 12;600 converging-diverging channel is I8H 2H, while
for Rey = 20;580 the domain is enlarged to 28H 2H by extending the outlet length.
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Table 2.9: Boundary conditions for the at developing ow case, used to generate an inlet
pro le for the converging-diverging channel cases.

Inlet Outlet Top Bottom
o U =(0.845, 0, 0) Zero-gradient Uo=0 Uo=0
p Zero-gradient p=0 Zero-gradient Zero-gradient
k k = 4:28421(10) *(I = 2%) Zero-gradient k=0 k=0
" " =1:0408(10) ° (Ly =0:07Hchan) Zero-gradient " ="y =2wk =y? " =",s =2wk =y?
! I =0:26993 Zero-gradient ! =6 =( 1y?) I =6 =( 1y?)
t Zero-gradient Zero-gradient +=0 +=0
f Zero-gradient Zero-gradient f=0 f=0
Table 2.10: Boundary conditions for the converging-diverging channel cases.
Inlet Outlet Top Bottom
U Fully-developed, Upax =1:0 m/s  Zero-gradient U=0 0=0
p Zero-gradient p=0 Zero-gradient Zero-gradient
k Fully-developed Zero-gradient k=0 k=0
" Fully-developed Zero-gradient " = ",is =2wk =y?2 "= "5 = 2wk =y?
! Fully-developed Zero-gradient I =6 =( 1y?) I =6 =( 1y?)
t Zero-gradient Zero-gradient t=0 t=0
f Zero-gradient Zero-gradient f=0 f=0
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Figure 2.7: The geometry and mesh for the curved backward-facing step case. The
Reynolds numberRey = 13;700 is based on the mean inlet velocity and the step
height H.

2.2.8 Curved backward-facing step

The curved backward-facing step case simulated by Bentaleb et al. [49] using LES was also
included in the dataset. The geometry for this case is shown in Figure 2.7. While this is
the only case that does not feature parametric variation, it contains an additional set of
data on separation and reattachment. While other cases in the dataset feature separation
after an acceleration of the ow, the curved backward-facing step case features separation
of a fully developed turbulent boundary layer. This phenomenon is di cult for RANS
models to predict, and therefore the LES results were included in the dataset. While the
original work by Bentaleb et al. [49] de ned a Reynolds number based on the maximum
inlet velocity, we found that the large channel height meant that the mean velocity for
all turbulence models was within 10% of the maximum velocity, so to approximate the
reference case, de ning the Reynolds number for the dataset based on the mean inlet
velocity was su cient. The top and bottom boundaries are walls. An identical procedure
to the converging-diverging channel case was used to develop the inlet boundary condition,
with Unax = 1:0 m/s. The curved backward-facing step domain is 22H 9:484H. The
boundary conditions for the at, developing ow case is shown in Table 2.11, and the
boundary conditions for the cases in the data set are shown in Table 2.12.

The only unstructured mesh in the dataset is the curved backward-facing step, shown
in Figure 2.7. While it was feasible to generate a structured mesh for this case, an unstruc-
tured mesh was generated to include some more typical industrial cells into the dataset.
Speci cally, near the backward-facing step, the mesh transitions out of the in ation layer
using some triangular cells.
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Table 2.11: Boundary conditions for the at developing ow case, used to generate an inlet
pro le for the curved backward facing step cases.

Inlet Outlet Top Bottom
o U =(1.0,0,0 Zero-gradient U=0 U=0
p Zero-gradient p=0 Zero-gradient Zero-gradient
k  k=6:00(10) 4(I =2%) Zero-gradient k=0 k=0
" " =2:415(10) 8 (Ly = H) Zero-gradient " =",s =2wk=y? " =", =2wk =y?
! I =4:472(10) ? Zero-gradient I =6 =( 1y?) I =6 =( 1y?)
t Zero-gradient Zero-gradient +=0 t+ =0
f Zero-gradient Zero-gradient f=0 f=0

Table 2.12: Boundary conditions for curved backward facing step case.

Inlet Outlet Top Bottom
Fully-developed, U = 1:0 m/s  Zero-gradient Uu=0 o=0
p Zero-gradient p=0 Zero-gradient Zero-gradient
k Fully-developed Zero-gradient k=0 k=0
" Fully-developed Zero-gradient " = ", =2wk =y?2 "= ",s = 2wk =y?
! Fully-developed Zero-gradient I =6 =( 1y?) I =6 =( 1y?)
t Zero-gradient Zero-gradient =0 =0
f Zero-gradient Zero-gradient f=0 f=0
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2.3 Data Records

The dataset [43] is hosted on Kaggle, a common platform for machine learning. A total
of 29 simulations (Table 2.2) per turbulence model were completed to match the reference
data. The DNS or LES reference data were interpolated onto the RANS grid, using linear
interpolation. Any points which required extrapolation of the reference data were dropped,
and the interpolated reference data were checked for realizability using the criteria from
Banerjee et al. [58]. After interpolation and data quality checks, 895,640 points of RANS
data paired with corresponding DNS or LES data are available for each turbulence model.
Each data point represents a cell of a RANS simulation in the dataset, with the corre-
sponding DNS/LES quantity interpolated onto the RANS cell. At each data point, the
full set of base, derived, and labels elds described in the following sections are provided.
A separate le is provided for each eld, for each RANS simulation. An explanation of the
le naming convention is provided with the dataset.

To maximize the usefulness of the dataset, a comprehensive set of input features and
labels was generated. The dataset is organized into two types of data: base variables, and
derived quantities provided for convenience. The base variables contain the bare minimum
elds that need to be provided to construct the rest of the elds, which are the RANS
elds and grid points. The available base elds in the dataset are summarized in Table
2.13, and the derived elds are summarized in Tables 2.14 and 2.15.

Table 2.14: Derived feature elds available in the dataset. For the de nition of U, i is the
row index, andj is the column index. All elds are derived based on cell center quantities
for the collocated grid arrangement in OpenFOAM, which means that trace(U) may not

be zero. The divergence-free velocity eld imposed by the continuity equation is enforced at
the cell faces, and Rhie-Chow interpolation[59] is used to handle pressure-velocity coupling
on the collocated grid.

Quantity Units  Symbol Field name Expression
Mean velocity gradient tensor st ru gradu g;’j
Mean strain rate tensor st S S % ru+ru’

(continued on next page)
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Table 2.14 (continued)

Quantity Units  Symbol Field name Expression
Mean rotation rate tensor s! R R frur U'
Non-dimensional strain rate - S Shat T.S
tensor
Non-dimensional rotation rate - R Rhat TR
tensor
. 5 @k
TKE gradient vector m/s r k gradk @
. @p
Pressure gradient vector m/s rp gradp —
DX 3
0 @k @k
Antisymmetric tensor m/is? Ay Ak @k 0 @k
associated withr k
@k @k 0
Antisymmetric tensor m/s? Ap Ap SeeAy, replacing k with p
associated withr p
p_
Non-dimensional A - Ay Akhat If,Ak
Non-dimensional A - A Aphat Ao
P P jDU=DL]
Turbulent time scale S Tt Tt k="
r _
Kolmogorov time scale S Tk Tk -
Pope's 10 basis tensors - Th Tensors See Pope [28]

(continued on next page)
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Table 2.14 (continued)

Quantity Units  Symbol Field name Expression
Pope's 5 invariants of Sand R - i Lambda See Pope [28]
47 invariants of f§;R; A; S - I I See Wu et al. [33]
as used by Wu et al. [33]
2 2
Ratio of excess rotation to - - ql:,0] klfékékzék
strain rate 2kSk
P !
Wall-distance based Reynolds - - ql:,1] min 50yw 2
number
. . k
Ratio of turbulent time scale to - - qal:,2] —kSk
mean strain time scale
: kufuPk
Ratio of total Reynolds stress - - ql:,3] K
to TKE
Wall distance m Yw wallDistance -
Material derivative of velocity m/s? DU=Dt DUDt uru

eld (equal to convective
derivative)

The more useful portion of this dataset is the set of pre-constructed machine learning
input features. The selection of input features is a critical area of ongoing research in
machine-learnt turbulence models. The typical practice in machine learning Reynolds
stress modelling is to derive a set of invariants from a tensor basis, combined with other
invariant scalars. This was the approach used in [23, 33, 34, 44, 35] and others. While the
input feature set varies, an e ort has been made to provide su cient elds in the dataset
to conveniently reproduce past feature sets, and develop new ones. For example, all of the
input features and labels used by Ling et al. [23] are directly provided: the ve invariants
of the mean strain and rotation rate tensor, the ten basis tensors described in Pope [28],
and the anisotropy tensor labels.
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Table 2.13: Base elds available in the dataset.

Quantity Units Symbol Fieldname
Features from RANS
x-coordinate m X
y-coordinate m
z-coordinate m z z
X velocity component m/s Uy Ux
y velocity component m/s Uy Uy
z velocity component m/s U, Uz
Kinematic pressure nt/s? p p
Turbulent kinetic energy m?/s? k k
TKE dissipation rate m?/s3 " epsilon
TKE speci ¢ dissipation rate s ! ! omega
Anisotropy measure - t phit
TKE redistribution scalar s ! f f

Labels from DNS/LES

X mean velocity component m/s u um

y mean velocity component m/s v vm

z mean velocity component m/s w wm
x Reynolds normal stress ~ mM/s?  u%O uu
xy Reynolds shear stress Mis2  udo uv
xz Reynolds shear stress Ms?  uWwo uw
y Reynolds normal stress m/s® vy w
yz Reynolds shear stress Ms?  vawo VW
z Reynolds normal stress m/s?  wo ww
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Table 2.15: Derived label elds available in the dataset.

Quantity Units Symbol Field nhame Expression
Labels from DNS/LES

2 3
u  uWo  ywo
Reynolds stress tensor /s? tau QWJ Ve Vowog
uml v we®@
Turbulent kinetic energy m2/s? k k Ltrace( )
Non-dimensional anisotropy tensor - b b K %I
2.3.1 Labels

This dataset is suited for models that predict the Reynolds stress tensor, an equivalent
problem to predicting the anisotropy tensor. The provided label set includes the individual
Reynolds stress components (the base labels), and other elds that are sometimes more
convenient to use. The Reynolds stress tensor, TKE, and anisotropy tenor are provided as
ready-to-use labels.

2.3.2 Invariants of tensor bases

The invariants are derived from a set of basis tensors, which form a basis for the space
spanned by a set of feature tensors. First, the feature tensors need to be selected. The
selection of the feature tensors determines what ow variable gradients are incorporated
into the model. Previous investigations have selected the set of feature tensorsf 8Rg
[23], fS;R;r kg [34, 35], andfS;R;r k;r pg [33]. If the feature tensors were directly
employed as input features, the model would not be invariant because these inputs change
with the coordinate system. Therefore, the procedure presented by Spencer and Rivlin [60]
is commonly employed to generate a tensor basis for the feature set. After constructing
the tensor basis, the invariants of the tensor basis are taken|in other words, the traces
of the basis tensors are used as input features. This procedure guarantees that the model
has the same invariance properties as the trace of the basis tensors.

The dataset includes several quantities which are convenient in generating tensor bases.
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Along with the velocity gradient tensorr U, the strain rate and rotation rate tensorsS; R
are provided. While the strain and rotation rate tensors are provided without normaliza-
tion, a set of pre-normalized strain and rotation rate tensor$;R are provided, with the
normalizations shown in Table 2.14. A similar set of features for the kinematic pressure
and TKE gradients are provided. The gradients themselves, a vector quantity, and the
associated antisymmetric tensors for both the un-normalized and normalized forms are
provided.

The provided dataset is su cient to form the most comprehensive tensor bases used to
date, which is the 47 tensor basis used by Wu et al. [33]. However, it is the traces of these
47 tensors which are of interest. These 47 invariant traces are included in the dataset to
be directly used as input features to a machine learning model. Also included is the set of
5 invariants ( i), which arise from using the strain and rotation rate as the feature tensors,
as in Ling et al. [23].

2.3.3 Other input scalars

After gathering the set of tensor basis invariants, an additional set of scalars is added.
Care must be taken that these scalars are invariant to not corrupt the invariance of the
constructed tensor basis invariants. While many scalars have been proposed, many of
them are not Galilean invariant, which is a property desired in machine-learnt turbulence
models. Therefore, four Galilean invariant scalars used by Kaandorp and Dwight [35] are
included as ready-to-use features in the dataset. While this set of input scalars is not
comprehensive, the dataset includes su cient elds to conveniently generate other scalar
guantities.

2.4 Technical Validation

The RANS results are sensitive to the mesh used. While the mesh must be compatible with
the selected wall treatment, it must also be su ciently ne to reduce discretization errors.

To demonstrate that the selected meshes do not a ect the result, a mesh independence
study was completed for each of the ve ow cases. The most demanding case was selected
for each ow type: the steepest periodic hills case, the highest Reynolds number square
duct, the highest bump, the highest Reynolds number converging-diverging channel, and
the curved backward-facing step. Mesh independence was demonstrated using kHe
turbulence model. The mesh study was conducted by examining the change in the velocity
elds between varying mesh sizes.

30



Figure 2.8: Pro les of U for three meshes of varying density for the = 0:5 periodic hills
case.

Figures 2.8 and 2.9 show the results of the mesh convergence study for the periodic
hills case. The meshes provided by Xiao et al. [44] were re ned two times, each by a factor
of 2 in the x andy directions. A small group of cells could not be re ned while maintaining
reasonable quality, which is why the meshes shown in Figures 2.8 and 2.9 do not exactly
contain N; 4N; and 16\ cells. The results for the periodic hills case demonstrate good
mesh convergence for the grid with the smallest number of cells used in the study. There
is almost no change for thelU velocity for grids whose number of cells is greater than
N = 14;751. TheV pro les near the inlet boundary shown changes between the mesh
sizes. For this case, the mesh convergence is non-monotonic, but the di erences of\the
pro les between the various meshes used are small. Therefore, the= 14;751 mesh is
su ciently converged.

One of the main considerations for the square duct mesh is su cient resolution in the
y z plane to extract machine learning features. The reference data by Pinelli et al. [45] are
provided as a set of statistics in they z plane. Even though Figure 2.10 shows that the
solution is mesh-converged ai = 87;552, the resolution in they z plane is too coarse.
The N = 87;552 mesh results in 2,304 dataset points per case, while tNe= 691; 200
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Figure 2.9: Pro les ofV for three meshes of varying density for the = 0:5 periodic hills
case.
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Figure 2.10: Proles ofU for three meshes of varying density for th&e = 3;500 square
duct case.

mesh results in 9,216 points per case. Therefore, the = 691;200 mesh is selected for
generating the dataset, because the solution is mesh independent, and there are su cient
cells in they z plane to generate features for machine learning.

The parametric bump is the highest Reynolds number ow in the datasetRey
27,850) and, as a consequence, it requires a dense mesh. Solution convergence at the
coarsest mesh withN = 72; 100 cells was demonstrated by increasing the number of cells
in the structured mesh generator by a factor of two, and then four, and comparing the
velocity pro les for the correspondingN; 4N; and 16N cases. Figures 2.11 and 2.12 show
the comparisons made. For théJ velocity pro le, there are small di erences in the wake
of the bump, and in the far- eld above the bump. TheV velocity eld re ects these small
far- eld di erences above the bump. However, the di erences are comparatively small, and
the mesh demonstrates good convergence to generate the dataset.

33



Figure 2.11: Pro les ofU for three meshes of varying density for thb = 42 mm parametric
bump case.

Figure 2.12: Pro les ofV for three meshes of varying density for the = 42 mm parametric
bump case.
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Figure 2.13: Proles of U for three meshes of varying density for theRe = 20;580
converging-diverging channel case.

Mesh convergence for the converging-diverging channel case was demonstrated similarly
to the bump case. The number of cells in the structured mesh generator was increased by a
factor of two, and then four. Figures 2.13 and 2.14 show that there are almost no di erences
between the solutions as the mesh is re ned, even by a factor of 16. Therefore, the mesh
for the converging-diverging channel case is su ciently converged & = 183; 750.

Demonstrating mesh convergence for the curved backward-facing step case was com-
pleted similarly to the periodic hills case, by re ning the mesh twice in each direction.
Some cells could not be re ned while maintaining reasonable mesh quality, which is the
reason that the meshes in Figures 2.15 and 2.16 do not exactly h&e 4N; and 16N cells.

The solution has excellent mesh convergenceldt= 37;082, in both theU and V velocity
elds.

2.5 Usage Notes

The dataset structure consists of a folder for each turbulence model, with an additional
folder for the DNS/LES labels [43]. The RANS features for each case are provided using
a consistent naming scheme. This structure allows the data to be accessed and processed
in a coherent manner for immediate use in open-source machine learning frameworks such
as TensorFlow and PyTorch. An example notebook of how to use the data to develop a
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Figure 2.14: Proles of V for three meshes of varying density for theRe = 20;580
converging-diverging channel case.

Figure 2.15: Proles of U for three meshes of varying density for the curved backward-
facing step case.

36



Figure 2.16: Proles ofV for three meshes of varying density for the curved backward-
facing step case.

simple machine learning model for the Reynolds stress anisotropy tensor are provided on the
dataset page. Another example notebook is provided that demonstrates the eld formats,
using the square duct case as an example. The dataset will be updated as more DNS/LES
reference datasets become available, or if there is demand to include additional RANS
turbulence models. The curated dataset is most suitable for direct use in corrective (open
loop) RANS turbulence modelling using machine learning. While the dataset presented
here is not targeted for iterative (closed loop) machine learning-based RANS turbulence
modelling (Schmelzer et al. [21], Taghizadeh et al. [40]), it nevertheless can be used to
provide the initial set of elds as well as to facilitate the implementation of the iterative
approach for a particular RANS closure model (at least for the four turbulence closure
models included in the dataset).

The dataset includes ready-to-use quantities, OpenFOAM les, and residual plots for
all simulations. The ready-to-use input features are provided in the folders named by
each turbulence model. The ready-to-use labels are provided in thkabels folder. The
openfoamfolder provides the base quantities in OpenFOAM format, which is convenient
for testing the corrective model. Theresiduals folder contains residual plots for all
simulations.

There are approximately 1,000 elds per turbulence model, provided amimpyarrays.
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The rst index for all elds in the dataset is the data point index, equivalent to the cell
index. The remaining indices in the array depends on the nature of the eld. For example,
all tensors are given with shapelN; 3; 3), whereN is the data point index. The ten basis
tensors used in a general representation of the anisotropy tensor proposed by Pope [28] are
given as an array with shapeN; 10; 3; 3). Relatively few pre-processing steps have been
performed on the dataset|no normalization or outlier elimination has been performed.
The only deletions arise from a small subset (less than 50 points) of non-realizable LES
label values, and any points requiring extrapolation of the reference data. Therefore, it
is recommended that after a speci c input feature set is formed using the provided elds,
the input features should be standardized as is typical in machine learning. The RANS
results also contain some outliers that may need to be dropped. For example, Kaandorp
[34] dropped datapoints outside of 5 , where is the mean, and is the standard
deviation.

2.6 Code availability

Both the code used for generating this dataset and input les for the OpenFOAM sim-
ulations are available on the Kaggle page for this dataset [43]. The software used was
OpenFOAM v2006, with all scripts written in Python 3.
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Chapter 3

Deep structured neural networks for
turbulence closure modelling

Associated reference:

R. McConkey, E. Yee, and F. S. Lien, "Deep structured neural networks for turbulence
closure modeling",Physics of Fluids34, 035110 (2022), https://doi.org/10.1063/5.0083074.

Abstract

Despite well-known limitations of Reynolds-averaged Navier-Stokes (RANS) simulations,
this methodology remains the most widely used tool for predicting many turbulent ows,
due to computational e ciency. Machine learning is a promising approach to improve the
accuracy of RANS simulations. One major area of improvement is using machine learning
models to represent the complex relationship between the mean ow eld gradients and
the Reynolds stress tensor. In the present work, modi cations to improve the stability of
previous optimal eddy viscosity approaches for RANS simulations are presented and eval-
uated. The optimal eddy viscosity is reformulated with a non-negativity constraint, which
promotes numerical stability. We demonstrate that the new formulation of the optimal
eddy viscosity improves the conditioning of the RANS equations for a periodic hills test
case. To demonstrate the suitability of this proportional/orthogonal tensor decomposition
for use in a physics-informed data-driven turbulence closure, we use two neural networks
(structured on this speci ¢ tensor decomposition which is incorporated as an inductive bias
into the network design) to predict the newly reformulated linear and non-linear parts of
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the Reynolds stress tensor. Injecting these network model predictions for the Reynolds
stresses into a RANS simulation improves predictions of the velocity eld, even when com-
pared to a sophisticated (state of the art) physics-based turbulence closure model. Finally,
we apply SHAP (SHapley Additive exPlanations) values to obtain insights from the learned
representation for the inner workings of the neural network used to predict the optimal
eddy viscosity from the input feature data.

3.1 Introduction

In eddy viscosity modelling, the speci c relationship between the Reynolds stress tensor
and the mean velocity gradient tensor is the primary subject of interest. Many relationships
have been proposed, from simple mixing length models to the sophisticated elliptic blending
k-" model. Despite the well-known limitations of the eddy viscosity models for turbulent
ows, most industrial simulations still rely on these types of turbulence closures within
the Reynolds-averaged Navier-Stokes (RANS) framework because of their computational
simplicity and e ciency [5]. While the inherent assumption of a local dependence in eddy
viscosity modelling is nearly impossible to avoid, improving the functional relationship
between the Reynolds stress tensor and the mean velocity gradient tensor remains critically
important for accurate industrial simulations [6].

Traditionally, turbulence closure models are formulated using heuristic and physics-
based arguments. Common examples include the analogy drawn between turbulent stresses
and viscous stresses, or the model transport equations for turbulent kinetic energy (TKE)

k and a length-scale determining variable such ds(TKE dissipation rate). However, a
new approach in turbulence modelling is the physiasformed data-driven approach [17],
which leverages the capabilities of machine learning. Rather than simplifying the underly-
ing physics to close the RANS equations, the functional relationship between the mean ow
gradients and Reynolds stresses is determined from high- delity datasets. Machine learn-
ing is well-suited to \discover" this (complex) functional relationship using a data-driven
approach.

Within the framework of the application of machine learning for data-driven closure
modelling, a wide range of methods have been presented and nearly all of them have
demonstrated promising results for simple ows [17, 12, 61, 62]. Several machine learning
and injection frameworks have been proposed [22, 36, 63, 64], including open-loop [65]
and iterative frameworks [66]. These methods have been demonstrated to improve RANS
results in canonical ows [67, 68, 69, 70], ow over airfoils [71, 72], combustion [73], and
transonic ows [74]. Several investigations [34, 35, 39, 37] have used machine learning to
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determine the coe cients of a tensor basis expansion for the anisotropy tensor, based on
the seminal work of Linget al. [23]. Other frameworks include the optimal eddy viscosity
approach proposed by Wuet al. [33], or the Reynolds force vector approach advocated
by Cruz et al. [75]. However, the issue of ill-conditioning was recently shown by Brener
et al. [76] to a ect a number of these modelling frameworks. When the RANS equations
are ill-conditioned, small errors in the Reynolds stress tensor can be ampli ed, resulting
in large errors in the prediction of the mean velocity eld [77]. This error ampli cation

is a major issue for physics-informed data-driven closures, as some amount of model error
in predicting the Reynolds stress tensor is expected. Brenet al. [76] showed that the
optimal eddy viscosity approach proposed by Wiet al. [33] is an e ective strategy to
address the ill-conditioning problem.

While previous investigations have presented optimal eddy viscosity-based frameworks
that improve the conditioning of the RANS equations, these formulations provide no guar-
antee of a non-negative eddy viscosity. For practical purposes, the eddy viscosity should
always be non-negative|a negative eddy viscosity prediction has the potential to desta-
bilize convergence in an iterative RANS solver. A new formulation of the optimal eddy
viscosity is proposed in the present work, which guarantees a non-negative optimal eddy
viscosity. The conditioning of the new formulation is analyzed, and the suitability for use
in a physics-informed data-driven turbulence closure model is assessed by using a neural
network to predict this optimal eddy viscosity. An additional neural network is used to
predict the remaining (non-linear) portion of the Reynolds stress tensor. The prediction of
the velocity eld is greatly improved after injecting the neural network-predicted Reynolds
stress tensor into the mean momentum equations.

The present work is the rst to propose a stability constraint on the optimal eddy
viscosity and to implement this constraint into a neural network. Along with proposing
a neural network architecture for predicting the optimal eddy viscosity, the present work
also aims to demonstrate the ability of deep learning augmentation to improve the results
of a sophisticated physics-based turbulence closure model. While previous studies have
improved results from the simplerk-" [23] andk-! models [35], the model augmented in
the present work is thek-"- -f model [78], which is an improved reformulation of the2-f
model [54]. This model contains three turbulent transport equations fd¢, ", and ¢, along
with an elliptic equation for the damping variablef .

The present work is structured as follows: in Section 3.2, we motivate and discuss
the proposed optimal eddy viscosity formulation, and injection process. The choice of
the network topology and the associated hyperparameter tuning for the customization of
deep neural networks for the task of turbulence closure modelling is then described in
Section 3.3. Section 3.4 presents the model predictions for an unseen test case.aAn
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priori analysis of the model predictions is given in Section 3.4.1. After injecting the model
predictions into a RANS solver, the converged mean elds are analyzed in anposteriori
sense in Section 3.4.2. Having demonstrated the accuracy improvements gained through
machine learning augmentation, Section 3.4.4 presents an interpretation and discussion of
the data-driven closure. Conclusions and recommendations for further study are given in
Section 3.5.

3.2 Methodology

The Reynolds-averaged continuity and momentum equations for an incompressible, isother-
mal, steady-state mean velocity eldO = (U;V;W) and pressure eldp is given by

r U0=0,; (3.1)
r (U0)=r p+ r20r , (3.2)

where is the molecular kinematic viscosity of the uid and %P is the Reynolds stress
tensor. Here, mean values are denoted using an overbar affd (4 0) is the uctuating
velocity (¢ is the total instantaneous turbulent velocity).

These equations are hereinafter referred to as the RANS equations. The unclosed term
(Reynolds stress tensor), , is the subject of turbulence closure modelling. The common
modelling approach is to approximate the anisotropic part of analogously to the viscous
stress term, so

1
a étr( )L 2+S; (3.3)
where a is the anisotropy tensor andl is the identity tensor. Equation (3.3) is known

as the eddy viscosity approximation, where is the eddy viscosity, andS is the mean
strain-rate tensor (symmetric part of the mean velocity gradient tensor) de ned by

S fro+ro’ ;

where the superscripfT denotes matrix transposition.

This approximation for permits the eddy viscosity to be treated implicitly, and added
to the molecular viscosity in Eqg. (3.2). Numerically, this has a stabilizing e ect and
therefore this approach is widely used in RANS modelling. Additionally, the ternm
%tr( )I (which is equal tor %kl) is typically absorbed into the isotropic termr p. The
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resulting isotropic term becomes the gradient of the \modi ed pressure" given bp’ =
p+ ZK.
While this approximation for is common in traditional turbulence modelling, the

approach in data-driven turbulence modelling has not been uniform. Liat al. [66] and
Brener et al. [76] used the eddy viscosity approximation as follows:

2 ,S: (3.4)

However, a de ciency with the approximation given by Eq. (3.4) is that (whose non-
zero trace is R) can never be completely aligned witts (whose trace is necessarily zero
owing to the incompressibility of the ow). Therefore, when formulating an \optimal eddy
viscosity approach" (Section 3.2.1), it is more appropriate to use the more conventional
approximation given in Eq. (3.3).

3.2.1 Optimal eddy viscosity

Within the commonly used eddy viscosity approach, closing the RANS equations is achieved
using a single constitutive coe cient ;. However, calculating ; in a way that minimizes

the error in the mean ow eld is a complex task, and has led to the development of hun-
dreds of RANS closure models. In the present work, we propose to use a neural network
to directly estimate , e ectively eliminating the need for any additional turbulent scalar
transport equations. This approach was also applied by Wet al. [33] and Liu et al. [66].

The optimal eddy viscosity , is obtained by minimizing the error in the approximation
of the anisotropy tensor as being directly proportional to the mean strain-rate tensor. More
speci cally, the optimal eddy viscosity is obtained as the solution of the following least-
squares approximation problem:

¢ =argmin ka ( 2:S)k; (3.5)

where , is the optimal eddy viscosity in a least-squares sende (k denotes the Euclidean
norm). Equation (3.5) has the following closed-form analytical solution:

la:S
2S:S’
where the colon operator denotes double contraction. More speci cally, for two Cartesian

tensors A and B of rank two, their double contraction is given byA : B A; B =
tr(ABT) = tr( BAT) (Einstein summation convention implied on repeated indices), where

(3.6)

t
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AB denotes the matrix product ofA and B. For the specialcase where botA and B are
symmetric tensors (as in the current caseA : B =tr( AB) =tr( BA).

While optimal, the formulation in Eq. (3.6) has the disadvantage that , can become
negative (especially when the eigenframes afand S are poorly aligned). When treated
implicitly in EqQ. (3.2), a negative eddy viscosity can result in a combined negative e ective
viscosity, greatly destabilizing the numerical solution. Therefore, we propose the following
formulation for the estimation of the optimal eddy viscosity:

{=argmin  ka ( 2.S)k; (3.7)

where { is the optimal eddy viscosity obtained using a non-negative least-squares approx-
imation. The formulation in Eq. (3.7) guarantees that the injected eddy viscosity will not
destabilize the iterative solution, at least in terms of reducing the diagonal dominance of
the (assembled) coe cient matrix resulting from the discretization of the mean momen-
tum transport equation. This formulation also allows an non-negativity constraint to be
enforced on the output of a predictive model, further guaranteeing that any erroneous
predictions at testing time do not destabilize the iterative solution.

In summary, the present optimal eddy viscosity formulation (}) is the non-negative
least-squares t fora 2 +S. This formulation harmonizes the conventional eddy vis-
cosity approximation used in turbulence modelling, which is in terms of the anisotropy
tensor, and promotes iterative stability by guaranteeing a non-negative e ective viscosity.

3.2.2 Non-linear part of the Reynolds stress tensor

The formulation in Eq. (3.7) optimizes thelinear eddy viscosity approximation fora. An
important question that arises is: how accurate is this linear approximation itself?

To investigate this question, we consider a case of turbulent ow over periodic hills,
simulated using both RANS [79] and direct numerical simulation (DNS) [44]. Speci cally,
the = 1:2 case is considered, where is the slope steepness factor. Figure 3.1 shows
the distributions of the error in a after applying a linear eddy viscosity approximation for
this canonical ow. Since this ow is two-dimensional, there are only three independent
components ofa: namely, ay, ayy, and a,, (owing to the fact that a is traceless). In the
present work, the subscript is used for quantities obtained from a high-resolution DNS
simulation, and the subscript indicates a quantity obtained from a RANS closure model.
Even though the linear eddy viscosity approximation has been optimized on high- delity
datafora= 2,S anda= 2/)S, errors on the order of 100% are present in all
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components ofa. In particular, the diagonal components of are severely under predicted,
even with an optimized eddy viscosity. Compared to the base RANS simulation, an optimal
eddy viscosity approach applied to high- delity DNS data does not result in substantial
accuracy gain.

Figure 3.2 shows two t quality metrics for the approximationa 2 !S. InFig. 3.2(a),
the local R? value for the non-negative least squares & 2 /Sy is shown. While
the R? values are higher near the bulk ow above the separated region, tHe? values
are generally poor near the walls, in the separated region, and during reattachment. Fig-
ure 3.2(b) shows the eddy viscosity t quality metric proposed by Thompsort al. [80]
which is expressed as

0s 1
tr(4 *s?) .

2
R =1 = 1@
' cos tr( a2)

(3.8)

This second t quality metric generally agrees with theR? value in the bulk ow, in
supporting a reasonable quality of the linear eddy viscosity approximation. However, for
the separation over the left hill, and the acceleration over the right hill, higher values of the
R; metric suggest a better quality in the optimal linear eddy viscosity t. Nevertheless,
visualizing both of these quality metrics demonstrates that there is substantial room for
improvement in terms of representinga using only a linear eddy viscosity approximation
for this separated ow.

The errors in each component o arising from the linear eddy viscosity approximation
are shown in Fig. 3.3. The linear eddy viscosity approximation fails signi cantly for all
components ofa during separation of the ow, a well-known de ciency [3]. Noticeable
errors also exists inay, during reattachment of the ow along the bottom wall. Though
Thompson et al.'s R; value suggests a good approximation fax as the ow accelerates
over the right hill, the largest errors in the shear componera,, occur here.

While the linear eddy viscosity approximation, even after optimization, was found to
be de cient in approximating a, it was of interest to see whether these errors would a ect
the accuracy of the mean velocity eld. Figure 3.4 shows the errors in the mean eld
components after injecting the optimal eddy viscosity implicitly into the RANS equation,
and allowing the solution to converge around the xed /. Figure 3.4(a) shows that
signi cant errors occur during separation and reattachment along the bottom wall in the
streamwise velocity component). These results agree with the known issues regarding
misalignment of stress and strain, which have received attention in RANS modelling [3].

Even though the solution in Fig. 3.4 was produced by injecting a high- delity optimal
eddy viscosity into the RANS equations, there are signi cant errors in the mean ow eld.
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Figure 3.1: Error distribution in each anisotropy component after invoking the linear eddy
viscosity approximationa= 2 S: (a) relative error in a,; (b) relative error in a,y; and,
(c) relative error in ay,. Relative error is calculated by a; = (& & )=a; . , isthe
optimal eddy viscosity calculated using Eq. (3.6), and! is the optimal eddy viscosity cal-
culated using Eq. (3.7). The subscript indicates a quantity from DNS, and the subscript

indicates a quantity from a RANS simulation using the -f model (Section 3.2.5). The
RMSE for each component o& is shown in each plot.
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Figure 3.2: Fit quality metrics after invoking the linear eddy viscosity approximation
a= 2/S: (a) R?value and (b) eddy viscosity model t factorR; [Eq. (3.8)].

Figure 3.3: A priori contours of error in each component o& after invoking the linear
eddy viscosity approximationa= 2 /S : (a) error in a.; (b) error in a; and, (c) error
in ayy.
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