
Multilevel and Multimodal
Transformers for Text, Vision, and

Scientific Discovery

by

Yanming Kang

A thesis
presented to the University of Waterloo

in fulfillment of the
thesis requirement for the degree of

Doctor of Philosophy
in

Applied Mathematics

Waterloo, Ontario, Canada, 2026

© Yanming Kang 2026



Examining Committee Membership

The following served on the Examining Committee for this thesis. The decision of the
Examining Committee is by majority vote.

External Examiner: Eran Treister
Associate Professor, Stein Faculty of Computer
and Information Science
Ben Gurion University of the Negev

Supervisors: Hans De Sterck
Professor, Applied Mathematics, University of Waterloo
Giang Tran
Associate Professor, Applied Mathematics,
University of Waterloo

Internal Member: Mohammad Kohandel
Professor, Applied Mathematics, University of Waterloo

Internal Member: Jun Liu
Professor, Applied Mathematics, University of Waterloo

Internal-External Member: Ali Ghodsi
Professor, Department of Statistics and Actuarial Science

ii



Author’s Declaration

This thesis consists of material all of which I authored or co-authored: see Statement
of Contributions included in the thesis. This is a true copy of the thesis, including any
required final revisions, as accepted by my examiners.

I understand that my thesis may be made electronically available to the public.

iii



Statement of Contributions

The research presented in Chapters 3 and 4 was conducted collaboratively. Individual
contributions are detailed below.

Chapter 3: Fast Multipole Attention (FMA).

Yanming Kang, Dr. Hans De Sterck, and Dr. Giang Tran jointly designed the method.
Yanming Kang implemented the method and conducted the experiments.

Chapter 4: MOSAIC-SR.

Yanming Kang, Peiyi Zheng, Dr. Hans De Sterck, and Dr. Giang Tran jointly designed
the model and method. Yanming Kang and Peiyi Zheng jointly implemented the method.
Peiyi Zheng conducted the evaluations on SRSD-Feynman and prepared the visualizations.
Yanming Kang conducted the evaluations on the other datasets and the ablation studies.

Chapter 4: RIMS.

Yanming Kang, Peiyi Zheng, Dr. Hans De Sterck, and Dr. Giang Tran jointly developed
the method and its theoretical results. Yanming Kang implemented the method and con-
ducted the experiments on the AI Feynman datasets.

iv



Abstract

This thesis presents two projects on Transformer architectures and their use in text,
vision, and scientific discovery. The first develops efficient multilevel attention for text
and vision. The second develops Transformer-based symbolic regression together with a
method for selecting among candidate equations.

The first project focuses on the computational cost of self attention in Transformers.
Standard self attention compares all pairs of tokens, which gives a global receptive field
but scales quadratically with sequence length or image resolution. We propose an efficient
attention mechanism, called Fast Multipole Attention (FMA), that adapts ideas from the
Fast Multipole Method, a classical algorithm originally developed for large n-body simula-
tions. The main idea of our approach is that nearby tokens interact at full resolution, while
distant tokens interact through learned summaries arranged in a multilevel hierarchy. In
one spatial dimension, the construction yields an efficient attention mechanism for autore-
gressive and bidirectional language modeling. In two spatial dimensions, a quadtree variant
extends the same idea to image classification and semantic segmentation. The resulting
models preserve global interaction while reducing attention cost to nearly linear or linear
scaling with respect to the input size. While other multilevel and efficient Transformers
have appeared in the literature, our approach is attractive because it learns summaries
on multiple levels, is parsimonious and dimension independent in principle, and obtains
strong empirical results.

The second project studies symbolic equation recovery and model selection. We propose
MOSAIC-SR, a hybrid framework in which a pretrained Transformer proposes multiple
symbolic sketches that initialize searches in promising regions of the expression space.
Monte Carlo tree search maps decoded variable tokens to observed inputs, after which
parallel local searches jointly repair symbolic structure and refit constants using scale-aware
optimization. The method targets algebraic recovery rather than predictive fit alone. On
SRSD-Feynman data with and without irrelevant dummy variables and on six additional
benchmarks, MOSAIC-SR achieves the highest symbolic solution rate on every dataset
while ranking among the top two methods in predictive accuracy. As a related model-
selection method, we propose RIMS, a post hoc residual-invariance method for selecting
among candidate symbolic equations in multi-environment data. RIMS addresses cases in
which a low error expression depends on descendants of the target and fails to represent
the underlying mechanism. It compares residual distributions across environments using
a normalized Cramér-von Mises discrepancy. RIMS requires no retraining and applies to
candidate pools from different symbolic regression systems. Theoretical results give a finite-
candidate recovery guarantee under uniform estimation error and a detectable invariance
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gap, and characterize invariant downstream channels as an identification boundary. On the
119 official AI Feynman datasets augmented with a planted measurement variable, default
PySR selection recovered no physical mechanisms, whereas RIMS recovered 73 of the 81
mechanisms available in the union candidate pools.
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Chapter 1

Introduction

This thesis investigates two broad areas of machine learning: efficient Transformers and
symbolic regression. The first part develops Fast Multipole Attention, a multilevel atten-
tion mechanism inspired by the Fast Multipole Method [42]. It preserves direct interactions
between nearby tokens and represents distant interactions through learned summaries at
multiple resolutions. A one dimensional construction is used for language modeling, and
a two dimensional quadtree construction is used for image classification and semantic
segmentation. The second part studies Transformer-guided symbolic regression for scien-
tific equation recovery. MOSAIC-SR uses a pretrained Transformer to propose symbolic
sketches that initialize tree search and parallel local searches for structural repair and con-
stant fitting. RIMS is a related post hoc method that selects among candidate equations
using residual invariance across environments. Both parts use structured representations to
extend Transformers beyond standard dense sequence modeling: multilevel spatial struc-
ture supports efficient text and vision processing, while paired numerical and symbolic
representations support scientific discovery.

These two projects share a focus on developing Transformer models and addressing
several aspects of scientific machine learning. Fast Multipole Attention addresses compu-
tational efficiency through multilevel attention for text and vision. MOSAIC-SR addresses
interpretability through closed form equation recovery, while the related RIMS selection
method addresses robustness across environments. Before diving into in-depth background
material in Chapter 2, this chapter presents a high-level overview of this thesis. Section 1.1
reviews the Transformer architecture and its main variants. Sections 1.2, 1.3, and 1.4 re-
view the background for the two projects at a high level. Section 1.5 lists the objectives
and contributions of the thesis. Section 1.6 gives the thesis overview.
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1.1 The Transformer Architecture

The Transformer architecture [159] has become the dominant building block in modern deep
learning. It was introduced as an encoder-decoder model for machine translation, replacing
the recurrent processing of earlier sequence models [8] with attention between tokens. The
encoder converts an input sequence into contextual representations. The decoder generates
an output sequence one token at a time while attending to the encoder output. Each layer of
the Transformer combines self attention with a positionwise feedforward network, residual
connections, and layer normalization.

The architecture operates on embedded tokens rather than directly on raw data. Text
is commonly divided into subword units. Byte Pair Encoding and SentencePiece keep
frequent words compact while representing rare words through smaller reusable pieces [79,
137]. Data types other than text use different token definitions. An image is divided
into patches. Audio can be represented by frames or learned latent units. A protein is
represented by amino acid tokens. Once these objects are embedded as vectors, the same
Transformer block can process them.

The central component is self attention. It takes a sequence of n tokens represented by
a matrix X ∈ Rn×d and uses learned linear projection matrices WQ,WK ,WV ∈ Rd×d̂ for

queries, keys and values. Here, d̂ is the query, key, and value dimension of one attention
head. The projections form

Q = XWQ, K = XWK , V = XWV , (1.1)

where Q,K, V ∈ Rn×d̂. Self attention then produces

Attn(Q,K, V ) = softmax

(︄
QK⊤√︁

d̂

)︄
V, (1.2)

where the softmax is applied row by row to the n× n matrix QK⊤. The mechanism gives
every token access to every other token in a single layer. This global receptive field is the
source of much of the empirical strength of Transformers.

The queries, keys, and values are learned linear projections of the current token repre-
sentations. A query describes the information sought by one token. A key determines how
strongly another token matches that query. A value carries the information that is aggre-
gated from that token position. Several attention heads are usually evaluated in parallel.
Each head learns a separate set of projections, and their outputs are concatenated and
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mixed by a learned linear map. This lets one layer represent several interaction patterns
at the same time.

Positional information must be supplied separately because self attention alone does
not distinguish token order. The original Transformer adds fixed sinusoidal encodings.
Learned absolute embeddings and relative position representations are also common [138].
Relative schemes are useful when the relation between two positions matters more than
their absolute indices. In images, position encodes spatial location. In music, speech, and
biological sequences, it describes temporal or sequential distance.

Modern models often keep only part of the original design. Encoder-only models,
such as BERT [35], use bidirectional self attention and are trained with masked token
prediction. They produce contextual representations for classification, retrieval, and other
understanding tasks. Decoder-only models, such as the GPT family [15], use causally
masked self attention and are trained with next token prediction. They dominate text
generation. The two families differ in their masking patterns and training objectives but
share the same attention computation.

Encoder-decoder models retain both components. T5 expresses translation, summa-
rization, classification, and question answering as text-to-text tasks [128]. BART pretrains
an encoder-decoder by corrupting text and learning to reconstruct it [87]. These models
are suited to conditional generation because the encoder represents the full input while the
decoder produces an output under a causal mask.

Modern Transformers are usually pretrained on a broad dataset and then adapted
to downstream tasks. BERT and RoBERTa learn bidirectional representations through
masked language modeling [35, 97]. GPT-2 and GPT-3 learn through autoregressive next
token prediction [15, 124]. Increasing model size, training data, and compute tends to
improve language modeling performance in a predictable way [65]. Pretraining is there-
fore a major reason one architecture can support many tasks with limited task specific
supervision.

Popular applications of Transformers include natural language understanding and gen-
eration, speech and music, biological sequence modeling, source code, scientific equation
discovery, image classification, object detection, semantic segmentation, and video under-
standing. Text, audio, proteins, genomes, and code can be represented as one dimensional
token sequences [6, 7, 39, 45, 58, 59, 61, 130], while unordered numerical observations can
be encoded as sets for symbolic regression. In vision, the Vision Transformer (ViT) repre-
sents images as patch tokens [38]; DETR, Swin Transformer, Pyramid Vision Transformer,
and SegFormer extend Transformer models to detection and dense prediction, and video
models use spatiotemporal tokens [5, 19, 99, 171, 175].
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Pretraining has also become central in vision. BEiT applies masked token prediction to
image patches, and DINO learns visual representations by matching a student network to
a teacher across different image views [9, 20]. For dense tasks, Deformable DETR attends
to a small set of sampled image locations, and Mask2Former formulates several segmen-
tation tasks through mask prediction [25, 191]. Segment Anything further shows how a
large Transformer based vision model can produce masks from point or box prompts [68].
Transformers are also used for video understanding and image generation [12, 115].

Transformers also combine modalities. CLIP uses separate image and text encoders and
aligns their representations through contrastive learning [127]. Fusion models instead allow
tokens from different modalities to interact through self attention or cross attention [100].
Generative multimodal models condition a decoder on visual and textual inputs [2, 88].
These designs support retrieval, classification, question answering, and generation.

The broad applicability of Transformers comes from a common abstraction. Data
become tokens, attention exchanges information, and pretraining learns reusable repre-
sentations. This generality also makes attention cost important. Long documents, fine
image grids, video clips, and multimodal inputs all increase token count. The first project
modifies attention itself to make it scale better. The second uses a Transformer to predict
symbolic structure from numerical data.

1.2 Efficient Self-Attention

The attention computation in Equation (1.2) forms an n × n matrix. The cost of dense
self attention is therefore O(n2d̂) in time and O(n2) in memory. This grows quickly with
sequence length. In long context language modeling, sequences of tens of thousands of
tokens are common. In vision, an H × W feature map gives n = HW tokens and the
cost grows as O(H2W 2), which is prohibitive even at moderate resolutions. The cost
compounds in multimodal models that mix text and image at high resolution.

The quadratic cost affects many applications. Autoregressive language models need
long context for generation over documents or conversations. Bidirectional encoders need
longer inputs for document classification, question answering, and scientific sequence anal-
ysis [11, 186]. Vision backbones need fine spatial grids for image classification and dense
prediction. Semantic segmentation is especially demanding because the output preserves
spatial resolution [171, 175]. Multimodal systems process several input streams and of-
ten include many visual tokens in addition to text [100, 127]. These settings motivate
attention mechanisms that preserve global communication without forming every pairwise
interaction explicitly.
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Attention efficiency is not a single objective. A useful method should reduce mem-
ory use and arithmetic cost, preserve accuracy, support the masking pattern required by
the task, and remain practical on modern accelerators. These requirements can conflict.
A local window is cheap but delays communication between distant tokens. A low rank
approximation gives global coverage but can lose sharp local interactions. An implemen-
tation such as FlashAttention [32] computes exact dense attention more efficiently but
retains quadratic arithmetic cost. The first part of this thesis focuses on the algorithmic
question of how to preserve global communication with a multilevel computation.

A large literature aims to reduce this cost. Sparse and local attention restricts each
query to a fixed subset of keys, often a sliding window or a structured pattern [11, 26,
99, 186]. Linearized attention replaces the softmax with a factorizable kernel [27, 66,
122]. Clustering and routing methods compute attention against learned centroids [69,
133]. Pooling and downsampling methods reduce the key and value sequence lengths
through projection or pyramidal pooling [170, 171, 175]. Hierarchical methods organize the
interaction across multiple resolutions and approach O(n) or O(n log n) complexity [111,
187, 192]. Chapter 2 surveys these families in more detail.

The first project of this thesis, presented in Chapter 3, develops Fast Multipole At-
tention, which falls in the hierarchical family. It is motivated by the Fast Multipole
Method [42] from n body simulation. In that setting, all pairs of particles interact but
the interactions are computed in O(n) time by treating nearby particles directly at full
resolution and summarizing distant particles by a compact representation. Fast Multipole
Attention applies a similar decomposition to the attention matrix. Nearby tokens attend at
full resolution. Distant tokens interact through learned summaries arranged in a multilevel
hierarchy. The result is an attention mechanism with O(n log n) or O(n) cost that still has
a global receptive field in every layer.

1.3 Learning-Based Symbolic Regression

Symbolic regression is the task of recovering a closed form mathematical expression from
observed data [29, 81]. A symbolic regression task is specified by a dataset {(xi, yi)}Ni=1

with xi ∈ RD and yi ∈ R, an operator library Ω, and a complexity budget Λ. The class
of admissible expressions GΛ is the set of expression trees built from Ω with complexity
at most Λ. The class is finite for fixed Λ, but its size grows exponentially in the operator
vocabulary and the budget, so the search is combinatorial.

A common formulation is to minimize the empirical squared loss with a complexity
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penalty,

ĝ ∈ arg min
g∈GΛ

1

N

N∑︂
i=1

(︁
yi − g(xi)

)︁2
+ λC(g), (1.3)

where C(g) is a complexity measure such as the number of nodes in the expression tree
and λ > 0 controls the tradeoff. Two evaluation criteria are common. Numerical fit mea-
sures how close g(xi) is to yi on a test set. Exact symbolic recovery requires that the
returned g be algebraically equivalent to the ground truth equation after constant fitting.
For example, (x + 1)2 and x2 + 2x + 1 have different expression trees but define the same
function. The SRBench verifier parses and simplifies the predicted and ground truth ex-
pressions using SymPy, rounds fitted floating point constants, and examines their symbolic
difference. It records a symbolic solution when the simplified difference is zero or constant,
or when the ratio is constant [81]. This criterion recognizes algebraic rearrangements and
expressions that differ only by an additive or multiplicative constant. Exact recovery is
more demanding than numerical fit, because two expressions can fit the same data while
differing structurally.

Classical symbolic regression systems use genetic programming [75]. Modern imple-
mentations such as PySR [29] and Operon [73] combine evolutionary search with Pareto
front optimization on accuracy and complexity. These systems are strong baselines on
standard benchmarks such as SRBench [81] and the AI Feynman dataset [154].

There are also more restricted forms of scientific equation discovery. SINDy [17]
searches for a sparse governing equation inside a predefined dictionary of candidate terms.
SISSO [113] uses compressed sensing to screen a large descriptor space. These approaches
are effective when scientific knowledge provides a useful feature library. General symbolic
regression considers a broader expression grammar and is therefore more flexible, but the
larger search space makes exact recovery harder.

A more recent line of work treats symbolic regression as a supervised mapping from nu-
merical data to symbolic expressions using neural networks. The Transformer architecture
is the most common backbone. NeSymReS [13], end to end Transformer regression [63],
and SNIP [141] train a Transformer encoder over the numerical data and a decoder that
emits expression tokens. Inference is fast once the model is trained. The weakness is that
exact recovery on hard benchmarks remains below that of classical search based systems,
and gains have come more from hybridization with search than from larger end to end
models. Monte Carlo tree search has been used to bring back search guided by a neural
policy, in works such as TPSR [139].

This learning problem has a multimodal aspect. A mathematical function can be
represented by a symbolic expression or by numerical input-output observations sampled
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from the function. These two views contain related information but have different structure.
The symbolic view is a token sequence or expression tree. The numerical view is a set of
sampled points. SNIP aligns these views by contrastive pretraining [141]. Similar alignment
objectives are widely used in image-text models such as CLIP [127]. Chapter 2 reviews
this connection and the general pretrain and finetune pattern in more detail.

The second project of this thesis, presented in Chapter 4, follows the hybridization
route. Instead of asking the Transformer to decode an expression token by token, the
Transformer predicts structural information about the target expression, including the
operator usage, the expression length, typed sketches, and motif probabilities. These
predictions guide a Monte Carlo tree search procedure that performs the exact symbolic
recovery through symbolic edits, numerical constant fitting, and algebraic verification.
The neural model proposes where to search. The search performs the recovery. The
method is evaluated on SRSD-Feynman with and without dummy variables and on six
additional benchmarks: Nguyen-12, Korns-15, Keijzer-15, Vladislavleva-8, Strogatz-14,
and Livermore-22.

1.4 Invariance in Symbolic Regression

Standard symbolic regression typically chooses a final expression by minimizing an ob-
jective that combines complexity with empirical risk computed after pooling observations
from all environments. A causal setting assumes that the observed variables are generated
by a directed system of mechanisms, so the direction of dependence matters [114, 118].
The causal parents of a target Y are the variables that directly determine Y , whereas a
descendant is a variable generated downstream of Y , possibly through intermediate vari-
ables [118, 146]. For example, in the causal chain X → Y → Z, X is a parent of Y and Z
is a descendant of Y . Because Z carries information about Y , an expression that predicts
Y from Z can achieve very low error on pooled observational data. However, it reverses
the causal direction and does not recover the mechanism that generates Y from its causes;
it may therefore fail when an intervention changes the downstream relationship between
Y and Z [114].

Mathematically, consider a target Y and observed covariates X recorded across several
environments e ∈ {1, . . . , E}. An environment is a setting in which the data generat-
ing process is modified by an intervention on some subset of variables. For a candidate
expression g, the residuals in environment e are

rei (g) = yei − g(xe
i ). (1.4)
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If g is the true mechanism that generates Y , the residuals reduce to the exogenous noise
and follow the same distribution in every environment where the mechanism is unchanged.
If g uses a descendant of Y or a confounded proxy, the residual distribution typically shifts
across environments because the relationship between the surrogate and Y depends on the
intervention.

The observation that the true mechanism produces invariant residuals is the basis of
a line of work in causal inference. Invariant Causal Prediction [117] uses this principle
to identify the causal parents of Y by testing whether P (Y | XS) is invariant across
environments. Invariant Risk Minimization [4] and follow up methods such as anchor
regression [132] apply related principles to representation learning. These methods produce
variable sets, neural representations, or linear predictors, not symbolic equations.

The use of environments changes the model selection problem. A pooled score asks
whether an expression predicts well on average. An invariance score asks whether the
residual behavior remains stable when the surrounding system changes. This does not
mean that every stable expression is causal. Stability can be uninformative if the available
environments do not perturb the relevant parts of the system. Residual invariance therefore
does not establish causality by itself. Instead, it helps distinguish a stable mechanism from
a noncausal shortcut when the available interventions cause them to behave differently.

Next, we adapt the invariance principle to symbolic regression as a model selection rule.
Across environments that preserve the target mechanism, the true equation leaves only the
exogenous noise in its residuals and should therefore produce a stable residual distribution.
A descendant based or otherwise noncausal expression may fit the pooled data well, but its
residual distribution typically changes when the relationship between the shortcut variable
and Y changes across environments. Thus, given a finite pool of candidate equations
produced by a symbolic regression backend, the proposed selector ranks the candidates
by the stability of their residual distributions across environments. A fit first, invariance
second selection rule retains the candidates that are competitive on pooled fit and then
prefers the most invariant among them. The selector is post hoc. It requires no retraining
and can be applied to candidate pools generated by different symbolic regression systems.
The second part of Chapter 4 establishes a finite-candidate recovery guarantee, describes
the identification boundary, and evaluates RIMS on the official AI Feynman datasets with
a planted measurement shortcut.

1.5 Objectives and Contributions

The objectives of this thesis are listed below.
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• Reduce the cost of self attention while preserving a global receptive field.
The first contribution is Fast Multipole Attention, a multilevel attention mechanism
for text and images. It uses direct local interactions at full resolution and learned
far field summaries arranged in a multilevel hierarchy. The construction reduces the
cost of dense O(n2) self attention to O(n log n) or O(n). A one dimensional variant
is applied to autoregressive and bidirectional language modeling, where it achieves
the best accuracy among the evaluated efficient attention baselines on enwik8 and
WikiText-103 data. At a context length of 2048 on WikiText-103, FMA obtains a
perplexity of 8.95, close to the 8.70 of quadratic full attention. A two dimensional
variant with a quadtree partition is applied to image classification and semantic
segmentation. FMA2D-L achieves 87.5% top-1 accuracy on ImageNet-1K and 52.4
mIoU on ADE20K, exceeding SegFormer-B5 by 0.9 mIoU points.

• Combine pretrained symbolic priors with explicit search for exact equation
recovery. The second contribution is MOSAIC-SR, a hybrid symbolic regression
framework designed to close the gap between predictive fit and algebraic recovery.
A recovery oriented Transformer is pretrained on normalized equations using alge-
braically equivalent rewrites as positive pairs and structurally similar but incorrect
expressions as hard negatives. At inference, it proposes multiple symbolic sketches
from a small subsample of numerical observations. Conditional Monte Carlo tree
search maps decoded variable tokens to observed inputs and completes the sketches,
after which parallel local searches alternate tree based structural repair with scale
aware constant refitting. On SRSD-Feynman with and without dummy variables
and six additional benchmarks, MOSAIC-SR achieves the highest symbolic solution
rate in every reported dataset while ranking among the top two methods in pre-
dictive fit accuracy. Across the six cross-benchmark datasets, its improvement over
the strongest baseline ranges from 12.5 to 33.3 percentage points, and it is 1.3–2.2×
faster than PySR.

• Select among candidate symbolic equations by residual invariance across
environments. The third contribution is a post hoc selector for causal symbolic
regression. The selector ranks candidate equations by the stability of their residual
distributions across environments, using a fit first, invariance second rule. It requires
no retraining and applies to candidate pools produced by different symbolic regres-
sion backends. The chapter establishes a finite-candidate mechanism-class recovery
guarantee under uniform estimation error and a detectable invariance gap, and shows
that invariant downstream channels cannot be identified by residual invariance alone.
On the 119 official AI Feynman datasets with a planted measurement sensor, RIMS

9



recovers 73 mechanisms at ϵ = 2.5, compared with none under pooled fit; the physical
mechanism is available in the union candidate pool for 81 datasets.

These contributions address three key requirements of scientific machine learning: effi-
ciency, interpretability, and robustness. Fast Multipole Attention improves the efficiency
of Transformers, MOSAIC-SR recovers interpretable closed form equations, and RIMS
improves robustness by selecting equations that remain stable across environments.

1.6 Thesis Overview

The remainder of the thesis is organized as follows.

Chapter 2. Reviews technical background for the two projects, covering self attention
and efficient attention variants, hierarchical and multilevel methods from numerical anal-
ysis, symbolic regression and its main solution families, and invariance principles in causal
inference.

Chapter 3. Presents Fast Multipole Attention. Includes the one dimensional construction
for sequences and the two dimensional quadtree construction for images, the complexity
analysis, and experiments on autoregressive and bidirectional language modeling, image
classification, semantic segmentation, and object detection. The experiments further show
that FMA closely approximates learned full attention patterns and recovers most of the
original model performance when used as a drop-in replacement for full attention. This
chapter was written with Giang Tran and Hans De Sterck.

Chapter 4. Presents the symbolic regression project. The first part presents MOSAIC-
SR, covering recovery oriented pretraining, sketch generation, conditional Monte Carlo
tree search, parallel structural repair, scale aware constant fitting, and evaluations on
SRSD-Feynman and six additional benchmarks. The second part presents RIMS, the
residual invariance selector for causal symbolic regression, including the selection rule,
finite-candidate guarantee, identification boundary, and evaluation on the official AI Feyn-
man datasets with a planted measurement shortcut. This chapter is written with Peiyi
Zheng, Giang Tran, and Hans De Sterck.

Chapter 5. Summarizes contributions, discusses limitations, and outlines future direc-
tions.

The chapters can also be read by topic. Readers interested in efficient Transformer
architectures can read Chapters 2 and 3, with emphasis on Sections 2.1, 2.2, and 2.3.
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Readers interested in symbolic regression can read Section 2.4 followed by Chapter 4.
Section 4.2 additionally uses the causal inference background in Section 2.5.
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Chapter 2

Background and Preliminaries

This chapter reviews the technical background for the two projects in the thesis. Sec-
tion 2.1 surveys the Transformer architecture, training patterns, and applications, while
Section 2.2 surveys the cost of dense attention and the broad landscape of efficient Trans-
former and attention variants. Section 2.3 reviews hierarchical numerical ideas that moti-
vate Fast Multipole Attention, including the Fast Multipole Method, hierarchical matrices,
and geometric tree partitions. Together, these sections provide the background for the Fast
Multipole Attention project of Chapter 3. Section 2.4 surveys symbolic regression, with
emphasis on classical search based systems, recent Transformer and large language model
based systems, and Monte Carlo tree search. Section 2.5 reviews invariance and causal
inference, including structural causal models, invariant prediction, and two sample tests
for distributional discrepancy. These two sections provide the background for the symbolic
regression project of Chapter 4, which includes MOSAIC-SR and RIMS.

Sections within this chapter are largely self contained. A reader interested in only one
of the two projects can read the corresponding sections. These sections introduce different
bodies of literature and use somewhat different notation. Notation conventions for each
topic are stated at the start of the relevant section.

2.1 Transformers and Applications

This section reviews the Transformer architecture, its main training patterns, and its ap-
plications to one dimensional sequences, images, videos, and multimodal data. Material
here is background for the Fast Multipole Attention construction presented in Chapter 3.
The discussion of multimodal learning is also relevant to Chapter 4.
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2.1.1 Transformer Architecture for One Dimensional Sequences

The Transformer architecture [159] was introduced for sequence to sequence learning. It
replaced the recurrence used in earlier neural translation models [8] with stacks of attention
and feedforward sublayers. This allows all token positions to be processed in parallel
during training. In the original architecture, the encoder converts an input sequence into
contextual representations, and the decoder generates an output sequence while attending
to those encoder representations. Many later models keep only the encoder [35] or only
the decoder [15, 124].

A Transformer does not operate on raw text. The input is first split into a sequence of
discrete tokens by a tokenizer. In natural language, tokens may be words, characters, or
subword units. Word-level tokenization keeps sequences short but needs a large vocabulary
and handles rare or unseen words poorly. Character-level tokenization avoids unknown
words but produces long sequences. Subword tokenization is the standard compromise.
Byte Pair Encoding builds a vocabulary by repeatedly merging the most frequent adjacent
symbol pair [137]. WordPiece [173] and SentencePiece [79] choose subword vocabularies by
related but different criteria. A frequent word stays a single token, while a rare word such
as unhappiness may be split into pieces such as un, happi, and ness. Vocabulary size
sets a tradeoff. A larger vocabulary shortens sequences, and a smaller vocabulary shares
more pieces across rare forms. For images, audio, and other data types, tokens need not
be words or subwords. They can be image patches, acoustic frames, or learned discrete
units, as discussed in Sections 2.1.4 and 2.1.5.

Each token index is mapped to a learned vector in Rd. Let E ∈ R|V|×d be an embedding
table for a vocabulary V . For token indices t1, . . . , tn in a sequence of length n, the token
embedding matrix is

Xtok =

⎡⎢⎣Et1
...

Etn

⎤⎥⎦ ∈ Rn×d. (2.1)

The row Eti is the vector assigned to the ith token index ti. Thus Et1 , . . . , Etn are the
learned token embeddings for the input sequence.

Token order must be added explicitly because attention alone is permutation equivari-
ant: a reordering of the input rows produces the same reordering of the output rows and
changes nothing else. A position matrix P ∈ Rn×d is therefore added before the first layer,

H(0) = Xtok + P. (2.2)
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Here Xtok represents token identities, P represents positions, and H(0) is the first hidden
matrix passed to the Transformer blocks. Segment or modality embeddings can also be
added when one sequence contains several input types. Figure 2.1 summarizes this input
construction.

token indices
t1, . . . , tn

embedding
table
E

token
embeddings

Xtok

position
matrix

P

first layer
input
H(0) =
Xtok + P

Transformer
blocks

H(1), . . . , H(L)

Figure 2.1: Input construction for a Transformer. Token indices are mapped to rows of
the embedding table. Position information is added to form the first hidden matrix.

The original Transformer uses a fixed sinusoidal position matrix P . For position pos ∈
{0, . . . , n− 1} and embedding dimension-pair index i ∈ {0, . . . , ⌊d/2⌋ − 1}, its entries are

Ppos,2i = sin
(︁
pos/100002i/d

)︁
,

Ppos,2i+1 = cos
(︁
pos/100002i/d

)︁
.

(2.3)

Each pair of embedding dimensions uses sine and cosine functions with the same wave-
length. The wavelength varies across pairs. The resulting matrix P is deterministic and
introduces no learned positional parameters.

Some models instead make attention depend on how far apart two tokens are. Rel-
ative schemes encode the displacement between two positions rather than the absolute
index. The original relative position representation adds learned displacement dependent
vectors to key and value interactions [138]. Rotary Position Embedding applies a posi-
tion dependent rotation to queries and keys, so that their dot product depends on relative
position [148]. ALiBi adds a head specific linear penalty to attention scores as distance
grows [121]. These methods matter for long context models, because a model may be
evaluated on sequences longer than those seen during pretraining.

A single attention head learns three projection matrices WQ,WK ,WV ∈ Rd×d̂. Let
H ∈ Rn×d be the hidden matrix entering a layer. For the first layer, H = H(0). In self
attention, the same matrix H supplies the queries, keys, and values,

Q = HWQ, K = HWK , V = HWV . (2.4)
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The scaled dot product attention operation is

Attn(Q,K, V ) = softmax

(︄
QK⊤√︁

d̂

)︄
V, (2.5)

where the softmax is applied row by row to the matrix QK⊤ ∈ Rn×n. Entry (i, j) of this
matrix measures the compatibility between query i and key j. After the softmax, row i
contains nonnegative weights that sum to one. The result of the attention operation is an
n× d̂ matrix. Its ith row is the new representation for token i before the output projection,
and it is a weighted average of all value vectors. Every token representation can therefore
incorporate information from every input token in a single layer.

Some tasks need to remove part of this all pairs interaction pattern. Attention masks
express which pairs of positions are allowed to interact. More generally, for one attention
head, let Q ∈ Rnq×d̂ contain nq queries and let K,V ∈ Rnk×d̂ contain nk keys and values.
A mask M ∈ {0,−∞}nq×nk has the same shape as the score matrix QK⊤. The masked
operation is

AttnM(Q,K, V ) = softmax

(︄
QK⊤√︁

d̂
+ M

)︄
V. (2.6)

Bidirectional self attention sets all entries of M to zero, apart from padding positions.
Causal self attention sets Mij = −∞ when j > i. Local and sparse methods use the
same expression with additional entries removed. Thus, the attention formula remains
unchanged, while the mask specifies which query and key positions are allowed to interact.

A Transformer layer uses multihead attention: it evaluates several single-head attention
operations in parallel rather than relying on one set of projections. For h heads, each head
has separate learned projections,

headr = Attn(HW
(r)
Q , HW

(r)
K , HW

(r)
V ), r = 1, . . . , h. (2.7)

The head outputs are concatenated and mixed by a learned output projection WO ∈ Rhd̂×d,

MHA(H) = Concat(head1, . . . , headh)WO. (2.8)

Different heads can represent different interaction patterns. Some heads concentrate on
local context, while others can carry information over longer distances. The matrix WO

mixes the h separate value mixtures back into one d dimensional representation per token.
Thus the query, key, and value projections occur before each attention head, whereas the
output projection occurs after the head outputs are concatenated.
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Self attention uses the same sequence to form queries, keys, and values. Cross attention
uses two sequences. If HD is a decoder representation and HE is an encoder representation,
then the queries, keys, and values in cross attention are given by

Q = HDWQ, K = HEWK , V = HEWV . (2.9)

The decoder can then retrieve different parts of the encoded input at each output position.
Cross attention also appears in multimodal models. With more than two modalities, a
model can concatenate the key–value sequences from several modalities, apply separate
cross-attention modules to them, or first fuse all modality tokens with self attention; the
architectural choice determines which representations can interact directly.

The encoder in the original Transformer [159] is a stack of bidirectional self-attention
layers, so every input token can attend to every input position. The original decoder con-
tains masked self attention followed by encoder–decoder cross attention [159]. In masked
self attention, token i can attend only to tokens at positions 1, . . . , i, which prevents the
decoder from using future output tokens. Cross attention then uses decoder queries and
encoder keys and values, as in Equation (2.9).

The second part of a Transformer layer is a positionwise feedforward network. It is
applied independently to each token,

FFN(x) = σ(xW1 + b1)W2 + b2, (2.10)

where W1 ∈ Rd×dff and W2 ∈ Rdff×d in row vector notation. That notation treats x as a
1 × d row, so xW1 has size 1 × dff and the final product with W2 returns to size 1 × d.
The intermediate width dff is usually several times larger than the model width d. The
activation σ is applied componentwise. Early Transformers used ReLU. Later language
and vision models often use smoother or gated variants, such as GELU or gated linear
units. For a scalar z,

ReLU(z) = max{z, 0}, GELU(z) = zΦ(z) =
z

2

(︃
1 + erf

(︃
z√
2

)︃)︃
, (2.11)

where Φ is the standard normal cumulative distribution function. ReLU and GELU are
applied componentwise to vectors. A gated linear unit uses two affine projections of the
same input and multiplies one projection by a learned gate,

GLU(x) = (xWa + ba)⊙ sigmoid(xWb + bb), sigmoid(z) =
1

1 + e−z
. (2.12)

In a gated feedforward block, this gated hidden vector is then projected back to the model
width. The feedforward network does not mix information across positions. It mixes
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channels within each token vector after attention has already exchanged information across
the sequence.

Layer normalization is another basic component of a Transformer block. It normalizes
each token vector independently across its feature channels. For x ∈ Rd, define

µ(x) =
1

d

d∑︂
r=1

xr, s2(x) =
1

d

d∑︂
r=1

(xr − µ(x))2. (2.13)

LayerNorm then has the form

LayerNorm(x) = γ ⊙ x− µ(x)1√︁
s2(x) + ϵ

+ β, (2.14)

where γ, β ∈ Rd are learned scale and shift parameter vectors, ϵ > 0 is a small numerical
constant, and ⊙ denotes componentwise multiplication. Since normalization is performed
within each token, LayerNorm does not depend on batch statistics. This is important for
sequence models, where batch size, sequence length, padding, and generation mode may
vary.

Residual connections are applied around the attention and feedforward sublayers in a
block. Ignoring the batch dimension, let H ∈ Rn×d be the sequence representation entering
a sublayer and let F : Rn×d → Rn×d denote the sublayer transformation, including any
output projection needed to preserve the model dimension. The residual update is

H+ = H + F (H), H, F (H), H+ ∈ Rn×d. (2.15)

For a batch of b sequences, the same operation is applied to tensors of shape b×n×d. It adds
the sublayer output back to its input and therefore preserves a direct path for information
and gradients. Without this path, very deep stacks of attention and feedforward layers
are harder to optimize. The residual path also lets a layer make a small correction to the
current representation rather than replacing it completely. This is the residual learning
view introduced by He et al. [51].

There are two common normalization orders. The original Transformer uses post
norm [159]. In the formulas below, Sublayer denotes the transformation inside the residual
branch. It can be a multihead self attention block, a positionwise feedforward block, or a
cross attention block in a decoder. A generic sublayer updates its input by

x+ = LayerNorm(x + Sublayer(x)) . (2.16)
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Many modern implementations use pre norm instead [176],

x+ = x + Sublayer(LayerNorm(x)) . (2.17)

Both forms combine the same operations. The difference is where the normalized signal
enters the sublayer and where the residual path sits. Pre norm gives a more direct identity
path through the stack, which is helpful when the number of layers is large. Post norm
can make the representation after each sublayer well scaled, but the residual path passes
through LayerNorm at every layer.

The attention and feedforward sublayers have complementary roles. Attention mixes
information across token positions. The feedforward network mixes channels independently
at each position and usually expands the hidden dimension before projecting it back to d.
In a common pre norm layer, the updates are˜︁H(ℓ) = H(ℓ) + MHA

(︁
LayerNorm(H(ℓ))

)︁
,

H(ℓ+1) = ˜︁H(ℓ) + FFN
(︂

LayerNorm( ˜︁H(ℓ))
)︂
. (2.18)

Some decoder implementations also apply a final LayerNorm after the last block before
the prediction head. This keeps the scale of the final hidden states controlled even when
many residual updates have been accumulated.

Figure 2.2 summarizes where the projections, attention modules, residual paths, and
feedforward networks occur. The diagram shows the post-norm order of the original Trans-
former; a pre-norm block moves each LayerNorm to the input of the corresponding attention
or feedforward sublayer, as in Equation (2.18).

Dropout is commonly applied during training. It may be applied to token and position
embeddings, to attention probabilities after the softmax, or to the outputs of attention and
feedforward sublayers before the residual addition. Attention dropout randomly removes
some pairwise interactions during training. Residual dropout randomly removes part of a
sublayer update. Both act as regularizers. At inference time dropout is disabled, so the
block is deterministic once the model parameters and decoding rule are fixed.

Three common model families arise from this design. Encoder-only models, such as
BERT [35], produce contextual representations for classification, extraction, and retrieval.
Decoder-only models, such as the GPT family [15, 124], generate sequences autoregres-
sively. Encoder–decoder models, such as T5 [128], map an input sequence to an output
sequence. Translation, summarization, and structured generation naturally fit the encoder–
decoder setting. The same building blocks can also process non-text inputs after those
inputs have been converted into tokens.
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Figure 2.2: Encoder–decoder Transformer data flow as in the original Transformer [159].
For simplicity, only one Transformer block is represented in each of the Encoder and
Decoder. Each attention module contains query, key, and value projections before its
heads and an output projection after the head outputs are concatenated. Encoder-only
models retain the encoder stack, decoder-only models retain the masked decoder stack
without encoder cross attention, and encoder–decoder models use both stacks.
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The final representation is connected to a task-specific output map. Write the rows of
the last hidden matrix as H(L) = [h1; . . . ;hn]. For C output classes, a token-classification
head applies the same linear map to every row, whereas a sequence-classification head first
forms a pooled representation hpool, for example from a summary token or mean pooling:

ptok(yi | x) = softmax(hiWtok + btok), Wtok ∈ Rd×C ,

pseq(y | x) = softmax(hpoolWseq + bseq), Wseq ∈ Rd×C . (2.19)

A language-model head instead maps each decoder state to a distribution over the vocab-
ulary,

pθ(xi+1 | x≤i) = softmax(hiWvocab + bvocab). (2.20)

Here Wvocab ∈ Rd×|V| is often tied to the transpose of the input embedding table, Wvocab =
E⊤.

Training and autoregressive inference use the same parameters but different execution
patterns. Under a causal mask, training evaluates predictions for all positions in parallel
because the target prefix is known. During generation, the model produces one new token
at a time. Keys and values from earlier positions are cached so they do not need to be
recomputed. For one layer with h heads, this key–value cache stores 2nhd̂ numbers and
therefore uses Θ(nhd̂) memory, or Θ(nd) when hd̂ = d. Across L layers it uses Θ(Lnd)
memory under the same convention. Each new query must still interact with all cached
keys under dense attention, which creates a latency bottleneck even when only one token
is generated at a time.

For hidden width d and sequence length n, dense attention has a token interaction cost
of O(n2d). During ordinary training, the attention scores for h heads form an h × n × n
tensor, so materializing them requires Θ(hn2) memory. The query, key, value, output,
and feedforward projections add terms that scale linearly with n and quadratically with
width. At short sequence lengths, these dense channel projections can dominate. At
long sequence lengths, the n2 interaction and memory terms become dominant. Efficient
attention methods target this latter regime.

2.1.2 Vision Transformer Architecture and Visual Backbones

Images are two dimensional arrays rather than one dimensional token sequences. This sub-
section describes the Vision Transformer in detail, including patch tokenization, position
information, the encoder backbone, and hierarchical extensions that preserve multiscale
spatial structure.
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To convert a two dimensional image into Transformer input, a simple approach is to
divide it into nonoverlapping patches and treat each patch as a token. For an image of
height H, width W , and patch side length p, the number of tokens is

n =
HW

p2
. (2.21)

Let I1, . . . , In ∈ Rp×p×c be patches from an image with c channels. A linear projection
Ep ∈ Rp2c×d maps each flattened patch to model width d. With a learned class token xcls

and position embeddings P , the input is

X(0) = [xcls; vec(I1)Ep; . . . ; vec(In)Ep] + P. (2.22)

Here xcls ∈ Rd and P ∈ R(n+1)×d. The sequence has n+ 1 rows: row zero is the class token
and rows 1, . . . , n correspond to image patches. The same encoder parameters are applied
to all rows, so the patch projection determines the spatial granularity while the class token
supplies a dedicated global readout.

Vision Transformer (ViT) [38] applies L pre-normalization Transformer blocks to this
sequence. For block ℓ = 1, . . . , L,

U (ℓ) = X(ℓ−1) + MSA
(︁
LN
(︁
X(ℓ−1)

)︁)︁
,

X(ℓ) = U (ℓ) + MLP
(︁
LN
(︁
U (ℓ)

)︁)︁
,

MLP(Z) = GELU(ZW1 + b1)W2 + b2,

(2.23)

where W1 ∈ Rd×dff and W2 ∈ Rdff×d. Multihead self attention (MSA) is the operation in
Equation (2.8), now applied to the class token and all patch tokens together. Consequently,
every layer can exchange information between arbitrary image regions. For classification,
the final class-token row is normalized and mapped to class probabilities,

pθ(y | I) = softmax
(︂

LN
(︂
X

(L)
0,:

)︂
Wcls + bcls

)︂
. (2.24)

Mean pooling over X
(L)
1:n,: is an alternative readout. Thus Equation (2.22) is the visual

counterpart of the text input construction in Equations (2.1)–(2.2).

This construction is called visual tokenization: it converts image regions into the vectors
consumed by a Transformer. It differs from text tokenization. A text tokenizer usually
maps each subword to a discrete vocabulary index before the model begins. Standard image
patchification does not assign a discrete identity to each patch. It flattens the p × p × c
pixel array and applies the learned matrix Ep in Equation (2.22), producing a real-valued
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vector in Rd. The same projection can be implemented as a convolution with kernel size
and stride both equal to p; because the stride equals the kernel size, adjacent input regions
do not overlap.

This nonoverlapping construction is fixed patchification. It is simple and preserves
a direct correspondence between tokens and image regions. It also imposes hard patch
boundaries. Pixels on opposite sides of a boundary do not interact before the first attention
layer, even when they belong to the same edge or texture. Every image receives the same
number of tokens, including images whose useful content is concentrated in only a small
region. These properties make fixed patches easy to batch and index, but they provide
little image specific inductive bias.

Convolutional tokenization adds local processing before global attention. Let Ji,j ∈
Rk×k×c be the image region extracted by a kernel of size k and stride s. An overlapping
patch embedding has the form

xi,j = vec(Ji,j)Ek, H ′ =

⌊︃
H − k

s

⌋︃
+ 1, W ′ =

⌊︃
W − k

s

⌋︃
+ 1, (2.25)

where Ek ∈ Rk2c×d and the output contains H ′W ′ tokens when no padding is used. Fixed
ViT patchification is the special case k = s = p. When s < k, adjacent tokens share pixels
and the tokenizer supplies a local continuity bias.

CvT [172] uses convolutional token embeddings and convolutional projections inside
attention, so queries, keys, and values are formed after local spatial mixing,

Q = CQ(X)WQ, K = CK(X)WK , V = CV (X)WV , (2.26)

where each C is a spatial convolution applied on the token grid. Tokens-to-Token ViT [184]
instead repeatedly extracts overlapping neighborhoods, applies local attention, and restruc-
tures the resulting tokens into a shorter grid. Both methods move local aggregation into
the early stages, where edges and textures can be represented before expensive global
interaction.

Token reduction means replacing a fine token grid by a shorter representation after
the initial tokens have been formed. Swin Transformer and Pyramid Vision Transformer
reduce tokens according to a regular spatial hierarchy [99, 171]. TokenLearner instead
constructs m ≪ n content-adaptive tokens from X = [x1; . . . ;xn] using learned spatial
weighting functions ak : Rd → R,

αki =
exp(ak(xi))∑︁n
j=1 exp(ak(xj))

, zk =
n∑︂

i=1

αkixi, k = 1, . . . ,m. (2.27)
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Each zk summarizes the regions selected by one weighting map [134]. This lets the model
allocate computation to informative content rather than to every location uniformly. The
tradeoff is that the reduced tokens no longer have a fixed one-token-to-one-patch corre-
spondence, which complicates dense pixel-level prediction.

Real-valued and discrete visual tokens serve different purposes. A real-valued token is
a vector in Rd, whereas a discrete visual token is an index into a finite learned codebook.
ViT, CvT, and hierarchical vision Transformers use real-valued embeddings that are trained
jointly with the backbone. BEiT [9] also uses real-valued patch embeddings as model input,
but its masked prediction targets are discrete codebook indices produced by a separate
image tokenizer. This finite vocabulary makes masked image modeling resemble masked
language modeling, and prediction quality depends on what visual information the separate
tokenizer preserves.

Patch size sets a direct information and computation tradeoff. Larger patches shorten
the token sequence but combine many pixels before attention is applied. Fine boundaries
and small objects can then be difficult to recover. Smaller patches preserve more detail, but
Equation (2.21) shows that halving the patch side length increases the number of tokens
by a factor of four. Dense attention cost then increases by a factor of sixteen. This tradeoff
is mild for low resolution classification and is often severe for detection, segmentation, and
video.

The tokenizer therefore determines more than input format. It controls sequence length,
local receptive fields, spatial correspondence, and the amount of information discarded
before attention. Classification can tolerate aggressive pooling because only a global output
is needed. Detection and segmentation need finer tokens and explicit spatial geometry.

Position embeddings identify the row and column of each patch. Learned absolute
embeddings are simple, but their size depends on the training resolution. When a model is
applied at another resolution, the two dimensional position grid is commonly interpolated.
Relative position biases instead modify the attention score using the row and column
displacement between two patches,

Aij =
q⊤i kj√︁

d̂
+ b∆rij ,∆cij , (2.28)

where (∆rij,∆cij) is the relative offset from patch i to patch j. Sharing b∆r,∆c across
all locations makes the bias depend on spatial displacement rather than absolute image
coordinates. Unlike a convolutional network, a plain ViT has little built-in locality or
translation bias. It must learn these patterns from data, which is why it depends more
heavily on large scale pretraining.
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Dense recognition tasks need feature maps at several spatial resolutions, in the way
that convolutional backbones produce a pyramid. A hierarchical Transformer begins with
fine spatial tokens and repeatedly merges neighboring patches. Spatial resolution decreases
between stages while channel width and receptive field increase. Early stages retain edges,
textures, and small structures; later stages represent larger parts and whole objects.

Let Z(s) ∈ RHs×Ws×ds be the feature grid at stage s. A standard 2 × 2 patch-merging
operation concatenates four neighboring vectors and applies a learned projection,

m
(s)
i,j =

[︂
z
(s)
2i,2j; z

(s)
2i+1,2j; z

(s)
2i,2j+1; z

(s)
2i+1,2j+1

]︂
∈ R4ds ,

z
(s+1)
i,j = LN

(︂
m

(s)
i,j

)︂
W (s)

merge, W (s)
merge ∈ R4ds×ds+1 .

(2.29)

The spatial size changes from Hs ×Ws to (Hs/2) × (Ws/2), while the channel dimension
usually increases. The number of tokens falls by a factor of four, so later blocks can process
larger receptive fields at lower cost.

Swin Transformer [99] combines patch merging with attention inside nonoverlapping
windows each containing M ×M patches. With ns = HsWs tokens, the interaction costs
of global and window attention are

Cglobal = O(n2
sds), Cwindow =

ns

M2
O(M4ds) = O(nsM

2ds). (2.30)

For fixed M , window attention is linear in the number of image tokens. Alternating blocks
shift the window grid by approximately half a window, so tokens separated by an earlier
boundary can interact in the next block. Repeated shifting and patch merging gradually
expand the receptive field without applying full attention at the finest resolution.

Pyramid Vision Transformer (PVT) also forms a multistage feature pyramid, but re-
duces the key and value grids inside attention [171]. For a spatial reduction ratio rs, write

Qs = XsWQ, Ks = SRrs(Xs)WK , Vs = SRrs(Xs)WV , (2.31)

where Xs ∈ Rns×ds and SRrs(Xs) contains approximately ns/r
2
s spatial tokens. The

attention-score matrix therefore has size ns × (ns/r
2
s) rather than ns × ns, reducing its

interaction cost to O(n2
sds/r

2
s). Swin preserves full token resolution within local windows,

whereas PVT lets each query attend globally to a reduced key–value representation. The
detailed relationship of these mechanisms to other efficient attention methods is discussed
in Section 2.2.
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2.1.3 Pretraining and Downstream Adaptation

Modern Transformer models are usually trained in two stages. First, a large model is pre-
trained on a broad data distribution with a self-supervised or weakly supervised objective.
This stage learns reusable token representations, attention patterns, and prediction heads.
Second, the pretrained model is adapted to one or more downstream tasks. Downstream
adaptation is broader than finetuning. It may update all model weights, train only a small
output head, learn a small set of extra parameters, or use only a changed input prompt.
Pretraining is expensive, but the resulting representation can be reused. Adaptation then
uses less task specific data and compute than training the same architecture from scratch.

Autoregressive language modeling trains a decoder to predict the next token. For a
sequence x1, . . . , xn, write x<i = (x1, . . . , xi−1). The objective is

LAR = −
n∑︂

i=1

log pθ(xi | x<i). (2.32)

For i = 1, the context x<1 is empty or contains a designated beginning-of-sequence token.
The conditional distribution pθ is produced by the decoder and its vocabulary head, as
in Equation (2.20). The causal mask ensures that prediction at position i cannot depend
on future tokens. Each position supplies a supervised prediction target created from raw
text itself, so no separate human label is needed for the basic pretraining objective. GPT-
2 showed that a single decoder trained in this way can transfer across many language
tasks [124]. GPT-3 showed that scaling the decoder, training corpus, and compute budget
can give strong in context learning from instructions and examples placed in the context
window [15].

Masked language modeling trains a bidirectional encoder. A random subset M ⊆
{1, . . . , n} of token positions is hidden, and the model predicts the hidden tokens from
visible context on both sides,

LMLM = −
∑︂
i∈M

log pθ(xi | x\M). (2.33)

Here x\M denotes the input sequence with the positions inM removed or replaced by mask-
ing symbols. Thus the loss is summed only over the hidden target positions. BERT [35]
showed that a pretrained bidirectional encoder can be adapted to question answering,
natural language inference, and other language understanding tasks by adding a small
output head and finetuning all parameters. RoBERTa [97] later showed that the training
recipe, data scale, and batch size have large effects even when the architecture is nearly
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unchanged. Encoder-decoder models use related denoising objectives. T5 [128] studies
this transfer setting by expressing many language tasks in a common text-to-text form.
BART [87] corrupts an input sequence and trains the model to reconstruct it, which suits
generation tasks such as summarization and translation.

The objectives above describe pretraining. Once those reusable parameters have been
learned, downstream adaptation changes the model or its input for a particular task.
The most direct adaptation method is supervised finetuning. Given labeled data Dsup =
{(xi, yi)}mi=1, where xi is the ith task input, yi is its target, and m is the number of labeled
examples, the usual negative log-likelihood loss is

Lsup(θ) = −
m∑︂
i=1

log pθ(yi | xi). (2.34)

For classification, the Transformer first summarizes the final hidden matrix as hpool ∈ Rd,
using either a designated summary token or a pooling operation. This vector is connected
to a task head,

pθ(y | x) = softmax(hpoolW + b), (2.35)

where W ∈ Rd×C and b ∈ RC for C classes. Full finetuning updates the pretrained back-
bone together with this head. It usually gives high accuracy on the particular downstream
task, but it stores gradients and optimizer states for all trainable parameters. There-
fore, full finetuning requires substantially more memory and may force the use of smaller
batches, shorter sequences, or smaller models. It can also overfit when the downstream
dataset is small or narrow.

Linear probing freezes the pretrained backbone and trains only a simple output map.
It is a common way to test whether the representation already separates the downstream
classes. It is cheaper and more stable than full finetuning, but it cannot change the features
produced by the attention layers. Partial finetuning sits between these extremes. It freezes
most layers and updates only the last few blocks or the task head.

Prompting adapts a model by changing the input rather than the weights. Instructions,
task descriptions, or a few examples are placed in the context window. A decoder then
produces the answer with the same pretrained parameters. This is useful when training
examples are unavailable or when one model must be used for many tasks without storing
separate parameter sets. It also has a cost. The prompt consumes context length, and
performance can depend strongly on wording, example order, and decoding rule.

Parameter efficient adaptation occupies a middle ground between full finetuning and
prompting. Prefix tuning [92] keeps the language model fixed and optimizes task-specific
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real-valued vectors that are not vocabulary tokens but act as additional learned context. If
the prefix has mp positions, then Kprefix, Vprefix ∈ Rmp×d̂. Later tokens can attend to these
vectors. In attention notation, prefix tuning augments the keys and values,

K ′ =

[︃
Kprefix

K

]︃
, V ′ =

[︃
Vprefix

V

]︃
. (2.36)

A second parameter-efficient method, LoRA [57], freezes pretrained weights and learns low
rank updates inside Transformer layers. For a linear map with weight W ∈ Rdin×dout in
row vector notation, the effective weight is

Weff = W + AB, A ∈ Rdin×r, B ∈ Rr×dout , (2.37)

where r ≪ min(din, dout). Only the small matrices A and B are trained. These methods
reduce the number of trainable parameters and make it practical to retain separate task
modules for several downstream settings. They do not change the basic attention operator.
Instead, they reduce adaptation-time memory and computation and reduce the storage
needed for each task-specific model; these concerns are distinct from the sequence-length
cost of attention during pretraining and inference.

Vision Pretraining. Vision backbones can be pretrained with class labels, discrete to-
kenizer targets, teacher predictions, or reconstructed pixels. These objectives supervise
different parts of the representation: classification emphasizes global semantics, masked
prediction emphasizes patch content and context, and reconstruction requires the encoder
to preserve information useful for recovering local image structure.

Given a minibatch {(Ii, yi)}Bi=1 and a random image augmentation a, supervised ViT
training minimizes the cross entropy of the class-token prediction in Equation (2.24),

Lsup = − 1

B

B∑︂
i=1

log pθ(yi | a(Ii)) . (2.38)

The augmentations change color, crop, scale, or other nuisance properties while preserving
the target class, encouraging the encoder to learn invariances that transfer beyond the
training images.

DeiT [152] adds a learned distillation token to the input sequence. Its final representa-
tion is passed to a separate distillation head that learns from a pretrained teacher. Let pcls
be the student class-head distribution, p

(τ)
dist the temperature-scaled distillation head, and

q
(τ)
T the teacher distribution. A soft distillation objective can be written as

LDeiT = (1− λ) CE(y, pcls) + λτ 2 KL
(︂
q
(τ)
T

⃦⃦⃦
p
(τ)
dist

)︂
. (2.39)
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Here λ balances ground-truth and teacher supervision, and τ controls the softness of the
class probabilities. Hard distillation replaces q

(τ)
T by the teacher’s predicted class. At infer-

ence, the class and distillation heads can be averaged. This additional supervision helped
make ViT training effective on ImageNet-1K without a much larger private dataset [34].

BEiT [9] separates the input representation from the prediction target. The Trans-
former still receives real valued patch embeddings, but a pretrained image tokenizer assigns
a discrete code zj ∈ {1, . . . , K} to each patch. For a masked index set M, the encoder
observes the corrupted image I\M and predicts the missing codes,

LBEiT = −
∑︂
j∈M

log pθ
(︁
zj | I\M

)︁
. (2.40)

This is the visual analogue of masked language modeling in Equation (2.33): both ob-
jectives predict discrete identities from bidirectional context. The learned representation
depends partly on the codebook, because the tokenizer determines which visual distinctions
count as different targets.

DINO [20] does not require class labels or a discrete image tokenizer. A student and a
teacher receive different augmented views av(I) and au(I) of the same image. Their output
distributions are

p(v)s = softmax

(︃
gθ(av(I))

τs

)︃
, p

(u)
t = softmax

(︃
gξ(au(I))− c

τt

)︃
, (2.41)

where gθ and gξ are the student and teacher networks, c is a running center, and τs, τt are
temperatures. The student matches the teacher across distinct views,

LDINO = −
∑︂
u̸=v

∑︂
k

p
(u)
t,k log p

(v)
s,k. (2.42)

The teacher is not optimized by backpropagation. Its parameters are an exponential mov-
ing average of the student parameters,

ξ ← µξ + (1− µ)θ, 0 < µ < 1. (2.43)

Centering, temperature sharpening, and the slowly changing teacher prevent the trivial
solution in which every image receives the same representation. DINO features transfer
well, and attention maps can align with object regions even without segmentation labels.

Masked autoencoders (MAE) randomly divide patch indices into visible and masked
sets V and M [52]. Only the visible patches are processed by the expensive encoder,

HV = fenc(IV) .

28



A lightweight decoder receives HV , position information, and learned mask tokens, and
predicts a vector x̂j for each missing patch. With xj = vec(Ij) and patchwise normalization
norm(·), the reconstruction objective is

LMAE =
1

|M|
∑︂
j∈M

∥x̂j − norm(xj)∥22 . (2.44)

Removing masked patches before the encoder reduces pretraining computation, while the
decoder learns to combine visible context with spatial position to recover missing content.

After any of these pretraining procedures, the prediction head or lightweight decoder
can be discarded and the encoder retained as a reusable backbone. Classification attaches a
global readout. Detection and segmentation instead use spatial patch features, often from
several resolutions, and attach task-specific decoders. The choice of pretraining objective
therefore affects which information is most readily available during downstream adaptation.

The same pattern appears in multimodal models. A broad paired dataset is used to
learn representations, and the model is later transferred to classification, retrieval, question
answering, or generation. CLIP [127] learns image and text encoders with a contrastive
objective and can then classify images by comparing image embeddings with text embed-
dings of candidate labels. Fusion and generative multimodal models use related pretrain
and transfer patterns, but they allow token level interaction between modalities. Sec-
tion 2.1.6 discusses these architectures in more detail.

2.1.4 One Dimensional Sequence Applications

One dimensional Transformer applications differ in both the input representation and the
required output. Sequence classification maps a full input to one label. Token classification
predicts a label for every position. Sequence transduction maps an input sequence to a
different output sequence. Autoregressive modeling predicts a continuation. These tasks
use similar Transformer layers but require different masks, pooling operations, and output
heads.

For sequence classification, a model can prepend a learned summary token and use its
final representation, as in BERT [35]. Mean pooling is another option when no position
should have a privileged role. Token classification instead applies the same prediction head
to every final token representation. Named entity recognition, residue labeling, and frame
level classification have this form. Sequence transduction uses an encoder-decoder or a
decoder conditioned on a serialized input.
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Language. Language is the original application domain of the Transformer. In autore-
gressive language modeling, the input is a prefix and the target is the next token. During
training, predictions for all positions can be evaluated in parallel under a triangular causal
mask. During generation, tokens are produced one at a time. GPT-2 showed that a single
decoder-only model trained on a large and diverse text corpus can perform many language
tasks with no task specific training [124]. GPT-3 extended this to in-context learning.
The model performs a new task from an instruction and a few examples placed in its con-
text window, without any parameter update [15]. The quality of these models improves
in a predictable way as model size, data, and compute increase, a relationship captured
by empirical scaling laws [65]. Language modeling benchmarks include character level
corpora such as enwik8 [101] and word level corpora such as WikiText-103 [106]. Autore-
gressive modeling is one of the settings used to evaluate the one dimensional construction
in Chapter 3.

This autoregressive execution pattern makes the context-window length a central re-
source. The context window defines the evidence available for each prediction. A longer
context can contain more demonstrations, earlier conversation turns, or distant document
sections. It also increases the key–value cache during generation. The model must decide
which earlier tokens remain relevant as the context grows. Local syntax often depends on
nearby tokens, while document structure and reference resolution can require long range
interactions. An efficient method should retain both scales.

Bidirectional encoders address a different problem. Their purpose is to build contextual
token representations rather than to generate text from left to right. Masked language
modeling hides a fraction of the tokens and trains the model to predict them from context
on both sides. BERT showed that such a pretrained encoder transfers to classification,
named entity recognition, retrieval, and question answering through light finetuning [35].
RoBERTa later showed that the training recipe matters as much as the architecture. With
longer training, more data, and larger batches, the same model reaches substantially better
results [97]. Bidirectional masked language modeling is the second one dimensional setting
used in Chapter 3.

Bidirectional attention is useful when the complete input is available before prediction.
A document classifier can use evidence anywhere in the document. A token representation
can combine left and right context. Retrieval systems can encode a query and a candidate
into vectors for similarity search, or jointly encode the pair for more detailed interaction.
These settings do not require causal masking, but padding masks are still needed when
variable length sequences are batched.

Encoder-decoder Transformers address sequence transduction. Machine translation is
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the original example [159]. Cross attention gives decoder tokens access to encoder repre-
sentations of the input, so the output can depend on the full source sequence. T5 casts
many language tasks in a single text-to-text form, where both the input and the output are
text strings [128]. This lets one model handle translation, summarization, classification,
and question answering with the same objective. BART pretrains an encoder-decoder by
corrupting text and learning to reconstruct it, which suits generation tasks such as sum-
marization [87]. Long inputs are useful in these tasks because relevant evidence can occur
far from the output position.

Let ns and nt be the source and target lengths. Encoder self attention costs O(n2
sd),

decoder self attention during training costs O(n2
td), and cross attention costs O(nsntd).

Their attention-score memories scale respectively as Θ(n2
s), Θ(n2

t ), and Θ(nsnt) per head.
Summarization of a long document can therefore be expensive even when the output is
short. Translation usually has shorter inputs, but it requires accurate alignment between
source and target positions.

Biology and Scientific Sequences. A protein is a chain of amino acids, and many of its
properties depend on interactions between residues that are distant along the chain. Al-
phaFold predicts protein structure with attention based components. Its Evoformer module
applies attention over a multiple sequence alignment and over a pairwise residue represen-
tation, so that evolutionary and geometric information are exchanged before structure is
predicted [61]. Protein language models take a different route. ESM trains a masked lan-
guage model on hundreds of millions of protein sequences and learns representations that
reflect secondary structure, residue contacts, and function, from sequence data alone [130].
The analogy with language is direct. Residues play the role of tokens, and evolutionary
variation plays the role of context.

Across both structure-prediction systems such as AlphaFold and protein language mod-
els such as ESM, biological sequences differ from natural language in several ways. Their
alphabets are small, sequences can be very long, and labels are expensive because they de-
pend on experiments. Self-supervised learning is therefore especially useful. Local motifs
can determine binding or secondary structure, while distant positions can interact after a
protein folds. This combination of local motifs and distant effects resembles the near field
and far field structure used in Chapter 3.

Genomic sequences are a related domain. DNA and RNA are long strings over a small
alphabet, and regulatory elements can act over large distances. Enformer uses attention to
integrate long range context and improves prediction of gene expression from sequence [6].
DNABERT adapts masked language modeling to nucleotide sequences and transfers to
tasks such as promoter and splice site prediction [59]. Long range interaction is the main
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reason attention is attractive here, because an important signal can lie far from the position
being predicted.

Audio and Music. Audio is also sequential. wav2vec 2.0 learns speech representations
from unlabeled audio. It masks spans of a latent feature sequence and solves a contrastive
task that identifies the correct quantized latent among distractors. The pretrained model
is then finetuned for recognition with limited labeled data [7]. Whisper takes a supervised
route. It trains an encoder-decoder on a large and weakly labeled multilingual corpus,
which gives robust speech recognition and translation across many conditions [126]. Con-
former combines attention with convolution inside each block, so the model captures global
context and local acoustic detail at the same time [45].

Raw audio has a much higher sampling rate than text token sequences. Speech systems
therefore use convolutional subsampling, spectrogram frames, or learned latent units before
attention. This reduces sequence length and adds a local acoustic bias. Recognition then
maps many input frames to a shorter output token sequence. The mismatch in lengths
makes encoder-decoder and alignment based objectives natural choices.

Music is a further example of long range symbolic sequence structure. Music Trans-
former generates music as a sequence of note events. It uses relative position information
so that repeated motifs and long range musical structure can be represented [58]. The
same idea applies to other event sequences where structure repeats at several time scales.

Decision Making and Control. Transformers also model sequences of decisions. De-
cision Transformer treats reinforcement learning as sequence modeling. It forms a single
sequence from past returns, states, and actions, and predicts the next action with a causal
decoder. Conditioning on a target return lets the model produce actions that aim for a
desired outcome [22]. This shows that the sequence abstraction extends beyond perception
and language to control.

Time-Series Forecasting. Time series forecasting operates on real valued observations
rather than discrete tokens [190]. Each time step is projected to an embedding, often
together with calendar variables, an observation mask, and a time interval. Regular sam-
pling gives a fixed grid. Irregular sampling requires the model to represent elapsed time
explicitly. Forecasting can be autoregressive, where predictions are fed back one step at a
time, or direct, where a block of future values is predicted together. Long histories help
represent trends and seasonality but also increase cost.

Source Code. Source code has both sequential order and a latent tree structure. A
program contains identifiers, scopes, repeated definitions, and dependencies that may span
many tokens. CodeBERT pretrains on paired natural language and code and supports
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search, summarization, and completion [39]. Models can also include syntax or data flow
information, but the token sequence remains a common interface.

These applications place different demands on attention. Language and code require
order and causal masking for generation. Biological sequences require very long receptive
fields. Audio requires strong local processing before global interaction. Time series may
include continuous values and irregular time intervals. Efficient attention must preserve
the structure needed by the application rather than only reduce an abstract matrix cost.
Symbolic regression inputs are unordered sets rather than one dimensional sequences and
are therefore reviewed separately in Section 2.4.3.

2.1.5 Vision and Imaging Applications

Vision Transformers support image classification, object detection, segmentation, image
generation, and video understanding. These tasks can share visual backbones, but they
require different output representations and different amounts of spatial detail.

Image Classification. Image classification summarizes the patch-token sequence with a
class token or mean pooling and maps the resulting representation to one label. The ViT
formulation and its visual tokenization are described in Section 2.1.2.

Object Detection. These multiscale backbones provide the spatial features needed by
task specific prediction heads. Object detection uses them to predict the locations and
classes of several objects in an image. Detection Transformer reformulates this as direct
set prediction. A fixed set of learned object queries attends to image features through
an encoder-decoder Transformer, and each query predicts one object or a no-object label.
A bipartite matching between predictions and ground truth objects defines the training
loss, which removes hand designed steps such as anchor boxes and non-maximum sup-
pression [19]. The original model converges slowly and handles small objects poorly. De-
formable DETR addresses this by letting each query attend to a small set of sampled
locations across several feature scales, which speeds up training and improves detection of
small objects [191].

The object queries in DETR are output slots rather than image locations. Their
predictions are permutation invariant as a set, so training must decide which prediction
corresponds to which ground truth object. Bipartite matching supplies this assignment.
Multiscale features remain important because a small object may occupy only a few fine
resolution tokens, while a large object is easier to identify from coarse context. Deformable
attention combines these scales without asking every query to inspect every spatial loca-
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tion. Segmentation uses the same spatial features but asks for a finer output at every
pixel.

Segmentation. Segmentation assigns a label to each pixel. Semantic segmentation la-
bels each pixel with a class. Instance and panoptic segmentation additionally separate
individual objects. SegFormer pairs a hierarchical Transformer encoder with a lightweight
decoder and reports strong results on standard benchmarks [175, 189]. Mask2Former treats
segmentation as mask classification. It predicts a set of binary masks together with a label
for each, and a single architecture then handles semantic, instance, and panoptic segmen-
tation [25].

Dense prediction requires a different readout from classification. A class token can
summarize whether an object is present, but it cannot by itself preserve the location of every
boundary. Segmentation systems therefore retain a grid of patch features, combine several
resolutions, and decode them to a fine output map. Skip connections or feature pyramids
restore local detail that would otherwise be lost during patch merging. Segmentation
has also moved toward large promptable models. Segment Anything trains on a very large
dataset of masks and produces a segmentation for a user supplied prompt such as a point or
a box. An image encoder computes reusable visual features. A prompt encoder represents
points, boxes, or masks, and a lightweight mask decoder combines the two representations.
The model can segment objects it was not explicitly trained to recognize, which makes it
a general purpose component in image pipelines [68].

Image Generation. The applications above use image features to predict classes, boxes,
or masks. A Transformer can also model an image distribution and generate new samples.
In a diffusion model, a network repeatedly predicts how to remove noise from a corrupted
sample. Diffusion Transformer replaces the convolutional denoising backbone with a Trans-
former that operates on latent image patches. The diffusion time step and optional class
label condition the Transformer blocks. Computation takes place in a compressed latent
space, so the token count is lower than it would be at full pixel resolution. Image quality
improves as the Transformer is scaled [115].

Video. Video extends the patch-based image formulation along a temporal axis. A clip
is divided into space-time tubes or into patches from individual frames. For T frames and
patch dimensions pt, ph, and pw, the token count is

nvideo =
THW

ptphpw
. (2.45)

Motion requires the model to connect visual evidence across time, while appearance recog-
nition still requires spatial interaction within each frame. Full space-time attention is
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expensive because its matrix is quadratic in the product of temporal and spatial token
counts. TimeSformer separates attention over the spatial and temporal axes, which keeps
the cost manageable while modeling motion [12]. ViViT studies several ways to factorize
space-time attention for video classification [5]. Longer clips improve temporal coverage
but increase both training memory and inference latency.

Two dimensional applications also expose a distinction between local detail and global
context. Texture, edges, and boundaries are local. Object identity, scene layout, and
interactions between distant regions require a larger receptive field. Convolution handles
local structure efficiently but expands its receptive field gradually. Dense attention provides
immediate global interaction but pays a quadratic cost. Hierarchical vision Transformers
combine local processing at fine resolution with broader interaction after spatial reduction.

The two dimensional construction in Chapter 3 addresses the same problem from a
multilevel viewpoint. Nearby patches interact at full resolution. Distant regions interact
through learned summaries on a quadtree. The goal is to preserve a global receptive field
while avoiding dense all-pairs attention on the full image grid.

2.1.6 Multimodal Transformers and Contrastive Learning

A multimodal model processes more than one data modality. Common examples pair text
with images, video, audio, or structured scientific observations [2, 100, 127]. Each modality
is converted into embedded tokens or latent vectors before attention is applied.

There are three common architectural patterns. A dual encoder processes each modality
separately and compares global representations, as in CLIP [127]. A fusion encoder permits
token-level self attention or cross attention between modalities, as in ViLBERT [100]. A
generative model conditions a decoder on one or more input modalities, as in Flamingo [2].
The patterns can be combined.

Contrastive learning is a standard objective for dual encoders. Suppose a minibatch of
size B contains matched pairs (ai, bi) from two modalities. Let zai and zbi be normalized
encoder outputs and let τ > 0 be a temperature. One direction of the contrastive loss is

La→b = − 1

B

B∑︂
i=1

log
exp((zai )⊤zbi /τ)∑︁B
j=1 exp((zai )⊤zbj/τ)

. (2.46)

A symmetric objective averages La→b and Lb→a. Matching pairs are pulled together in
representation space. Nonmatching pairs in the batch act as negatives. SimCLR studies
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this objective for different augmented views of the same image [24]. CLIP applies a sym-
metric contrastive objective to image-text pairs collected from the web [127]. The learned
representation supports zero-shot image classification and transfer to many visual tasks.

Fusion models provide more detailed interaction between modalities. ViLBERT extends
BERT to a two-stream image-text model with co-attentional Transformer layers [100]. Sep-
arate visual and textual streams exchange information during pretraining and can be trans-
ferred to visual question answering, referring expressions, and image retrieval. BLIP com-
bines understanding and generation objectives for image-text pretraining [88]. Flamingo
bridges pretrained vision and language models and processes interleaved image and text
inputs for few-shot adaptation [2].

Dual encoders and fusion models make different computational tradeoffs. A dual en-
coder can compute and store one embedding per item, which supports efficient retrieval
over a large collection. It does not model fine token level interaction between a query
and each candidate. A fusion model can represent those interactions but must process
the paired inputs jointly. Generative multimodal models add a further requirement. They
must preserve causal masking in the decoder while exposing visual or other conditioning
information through cross attention or inserted latent tokens.

The symbolic regression problem of Chapter 4 has a related multimodal structure. One
view of a function is symbolic. It is represented by an expression tree or a token sequence.
Another view is numerical. It is represented by sampled input-output pairs. SNIP uses
contrastive learning to align symbolic and numerical views [141]. The project in Chapter 4
also uses a Transformer to extract useful structure from numerical observations. Image-
text models and symbolic-numeric models do not have identical architectures, but they
use the same broad pretraining idea. Paired views provide supervision for a representation
that can later be adapted to a downstream task.

2.2 Efficient Transformers and Attention

This section reviews dense-attention cost and six alternatives: sparse attention [11, 26],
routing [69, 133], linearized attention [27, 66], pooling and downsampling [96, 170], hierar-
chical attention [111, 192], and IO-aware exact attention [30, 32]. These methods provide
background for Chapter 3.
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2.2.1 The Cost of Dense Global Attention

The product QK⊤ in Equation (2.5) contains n2 entries. The subsequent softmax and mul-
tiplication with V have the same asymptotic cost. Self attention therefore requires O(n2d̂)
time and O(n2) memory per layer for an input of length n. This quadratic dependence is
the central computational bottleneck of the architecture. It limits the maximum sequence
length feasible in practice [149, 150].

For a one dimensional sequence with h attention heads, explicitly storing the attention
scores requires an h × n × n tensor. Doubling the context length therefore multiplies
score computation and storage by four. A causal mask removes future-token interactions
conceptually, but a conventional dense training implementation still evaluates a triangular
portion of an n × n score matrix and retains quadratic scaling. This is especially costly
during training because intermediate activations are needed for backpropagation. During
autoregressive inference, the key–value cache grows linearly with context length, but each
newly generated query still compares with all cached keys.

The same issue becomes more severe when a two dimensional image is represented by
a fine patch grid. For an image of height H0, width W0, and patch dimensions ph× pw, the
number of visual tokens and the dense-attention interaction cost are

nimg =
H0W0

phpw
, Cimg = O

(︃
H2

0W
2
0

p2hp
2
w

d̂

)︃
= O(n2

imgd̂). (2.47)

A 224×224 image with 16×16 patches has 196 patch tokens and 1962 = 38,416 query–key
scores per head. At a resolution of 1024 × 1024 with the same patch size, the sequence
contains 4096 tokens and one head contains more than 16 million scores. Dense prediction
often uses still finer intermediate feature grids to preserve small objects and boundaries.
If the feature map itself has spatial size H ×W , then n = HW and dense attention costs
O(H2W 2d̂) [171, 175].

Video adds a temporal factor to this spatial grid. Using the token count nvideo in Equa-
tion (2.45), full space–time attention costs O(n2

videod̂). Increasing the number of frames,
reducing the patch size, or increasing the image resolution therefore has a multiplicative
effect on cost. These scaling properties motivate local windows, spatial downsampling,
factorized space–time attention, and multilevel representations.

In a fusion model with nt text tokens and nv visual tokens, joint self attention costs
O((nt + nv)

2d̂); cross attention alone costs O(ntnvd̂) [100].

Sparse-attention methods assume that only a subset of token pairs needs direct inter-
action [11, 26, 186]. Other methods approximate the attention matrix or compute exact
attention with less data movement. The following subsections separate these strategies.
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The relevant cost depends on the stage of the model. Pretraining is sensitive to ac-
tivation memory because gradients must be retained or recomputed. Finetuning adds
optimizer state and may update only a small adapter. Autoregressive inference is often
limited by memory bandwidth and by the key-value cache. An efficient attention method
should state which cost it reduces. Lower asymptotic arithmetic cost, lower memory use,
and lower wall clock time are related but not interchangeable claims.

2.2.2 Sparse and Local Attention

The simplest efficient attention strategy restricts each query to attend to a fixed subset
of keys. This yields a sparse attention matrix with O(n) or O(n

√
n) nonzero entries.

Concretely, a mask M ∈ {0,−∞}n×n with Mij = 0 on an allowed edge set E and Mij = −∞
otherwise gives masked attention

AttnM(Q,K, V ) = softmax

(︄
QK⊤√︁

d̂
+ M

)︄
V,

with time and memory cost O(|E|d̂). The design choice for sparse attention is the structure
of E.

Local or sliding window attention keeps only a band around the diagonal of the at-
tention matrix. Each token attends to a fixed window of neighbours. This pattern is
simple to implement, has linear complexity, and matches the locality bias of many se-
quence tasks. Sparse Transformer [26] combines local windows with strided patterns that
allow longer range interactions. Longformer [11] adds global tokens that can attend every-
where. BigBird [186] combines local, global, and random attention. The resulting pattern
is a universal approximator of full attention. ETC [1] adopts a similar global plus local
structure tailored to structured inputs. The earlier work of Liu et al. [96] applies memory
compressed attention to generate Wikipedia articles from long sequences.

In vision, local window attention takes the form of attending within fixed spatial
patches. Axial attention [54] restricts attention to rows and columns of the spatial grid
separately. This reduces the cost from O((HW )2) to O(HW (H + W )). HaloNet [161]
attends within blocks plus a small halo region. Swin Transformer [99] attends within
nonoverlapping windows and shifts the window grid between consecutive layers to enable
cross window communication. The Neighborhood Attention Transformer [49] replaces the
shifted window with a local neighborhood around each query.

More recent work explores window shapes that span larger portions of the image.
CSWin Transformer [37] uses cross shaped stripes that span the full image width or height.
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sliding window local and global shifted windows

Figure 2.3: Representative fixed sparse patterns. A sliding window produces a diagonal
band; global tokens add full rows and columns; shifted spatial windows connect neighboring
regions across consecutive layers.

DiagSWin [90] extends this idea to diagonal shaped stripes for object detection and seg-
mentation. These methods enlarge the receptive field per layer through geometric window
design while retaining linear complexity in the number of patches.

Sparse patterns are simple when their geometry is fixed. For example, a width-w sliding
window has O(nw) edges and can be implemented as a banded operation. Interactions
outside the pattern require multiple layers, and the pattern may be task specific. Global
tokens shorten long paths but retain a fixed sparsity design.

The connectivity graph gives a useful way to compare sparse patterns. Tokens are
vertices and allowed attention edges are directed links. A local window has bounded
degree but a graph diameter that grows with sequence length. Adding strided edges,
shifted windows, or global tokens shortens paths between distant positions. This improves
communication without returning to all pairs attention. The graph view also explains why
a sparsity pattern that is effective for a document may not transfer directly to an image
grid.

2.2.3 Clustering and Routing Attention

Routing methods use data-dependent sparse patterns. Reformer [69] hashes similar query
and key vectors into common buckets. Routing Transformer [133] uses online k-means.
Clustered Attention [167] attends to cluster centroids. ClusterFormer [168] and the method
of Wang et al. [169] use related assignments. These methods adapt the connectivity to the
input, but clustering and load balancing add overhead.
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Figure 2.4: Data-dependent routing attention. Similar queries and keys are assigned to
common buckets, and dense attention is evaluated only within each bucket.

2.2.4 Linearized Attention

Linearized attention avoids the n× n matrix by factorizing the attention kernel. Suppose
a nonnegative map ϕ approximates the exponential kernel. Define

S = ϕ(K)⊤V, z = ϕ(K)⊤1n. (2.48)

The normalized output for query qi is then

yi =
ϕ(qi)

⊤S

ϕ(qi)⊤z
. (2.49)

The summaries S and z are reused by all queries. Linear Transformer [66] uses ϕ(x) =
ELU(x)+1. Performer [27] and Random Feature Attention [116] use random features with
approximation bounds. cosFormer [122] adds a cosine reweighting. The cost is O(nd̂2)
when the feature dimension is comparable to d̂.

K,V ϕ(K), V
S = ϕ(K)⊤V
z = ϕ(K)⊤1

Q ϕ(Q)

normalized output
Y

reusable global
summaries

Figure 2.5: Linearized attention changes the multiplication order. Keys and values are first
compressed into summaries S and z, which are then reused for every transformed query.

Linearization is linear in n, but causal cumulative sums are sequential and the kernel
approximation may be poor for sharply concentrated attention [149, 150].
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2.2.5 Pooling and Downsampling

Downsampling reduces the number of keys and values. Let SK , SV ∈ Rk×n with k ≪ n.
Then ˜︁K = SKK, ˜︁V = SV V, Y = softmax

(︄
Q ˜︁K⊤√︁

d̂

)︄ ˜︁V . (2.50)

The attention matrix is n× k, with cost O(nkd̂). Average pooling over groups G1, . . . , Gk

is the special case ˜︁Ka =
1

|Ga|
∑︂
j∈Ga

Kj, ˜︁Va =
1

|Ga|
∑︂
j∈Ga

Vj. (2.51)

Memory-compressed attention uses strided convolutions [96]; Linformer learns downsam-
pling maps [170].

˜︁k0 ˜︁k1 ˜︁k2 ˜︁k3

n key–value tokens

k < n pooled summaries
Q

n× k

˜︁K, ˜︁V

Figure 2.6: Pooling and downsampling reduce the key–value sequence before attention.
The resulting interaction matrix is rectangular, with n queries and only k pooled keys.

Vision models use this approach because patch grids admit spatial pooling. PVT merges
patches across stages [171]; P2T pools keys and values at several scales [174]; LRFormer
uses a fixed low-resolution grid [188]. HAT-Net [98] and Focal Self Attention [178] retain
fine local features and coarser distant summaries.

Downsampling is simple and changes the matrix from n×n to n×k. Shared summaries
may discard location or small-scale detail. Region-specific and multiscale summaries pre-
serve more geometry but use more memory. The taxonomy follows the dominant operation;
hybrid methods can belong to more than one family [150].

FMA differs from these methods in two ways. It keeps direct near-field interactions and
uses several levels of learned far-field summaries. It also organizes summaries by a fixed
spatial hierarchy rather than one global downsampling map.
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2.2.6 Hierarchical Attention

Hierarchical attention represents nearby and distant interactions at different resolutions.
Nearby tokens are kept separate because their interactions may depend on fine detail.
Distant groups are represented by summaries because the effect of every individual token
is often less important there. A hierarchy repeats this compression at several scales, so
information can cross the full sequence without materializing every entry of the n × n
attention matrix. The main design choices are how to construct the summaries, which
blocks are evaluated at each level, and whether the hierarchy is fixed or chosen from the
input.

H-Transformer-1D [192] uses a fixed binary tree over the sequence. Let ˜︁Q(0) = Q,˜︁K(0) = K, and ˜︁V (0) = V . Adjacent representations are coarsened recursively as

˜︁Q(ℓ+1)
j =

1

2

(︂ ˜︁Q(ℓ)
2j + ˜︁Q(ℓ)

2j+1

)︂
,

˜︁K(ℓ+1)
j =

1

2

(︂ ˜︁K(ℓ)
2j + ˜︁K(ℓ)

2j+1

)︂
,˜︁V (ℓ+1)

j = ˜︁V (ℓ)
2j + ˜︁V (ℓ)

2j+1.

(2.52)

Averaging the queries and keys gives a representative location in feature space, while
summing the values preserves the aggregate contribution of a group. At the finest level, the
method evaluates diagonal blocks that contain interactions within nearby token groups. At
each coarser level it evaluates only neighboring off-diagonal blocks that were not already
represented at a finer level. Thus a pair of nearby tokens interacts at high resolution,
whereas a pair of well-separated groups interacts through coarsened queries, keys, and
values. Figure 2.7 illustrates this construction.

x0 x1 x2 x3 x4 x5 x6 x7

g
(1)
0 g

(1)
1 g

(1)
2 g

(1)
3

g
(2)
0 g

(2)
1

fine near field

coarse far field

Figure 2.7: Binary hierarchy in H-Transformer-1D. Nearby interactions are represented by
fine tokens, while distant groups interact through coarser summaries.
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If the leaf block size is fixed, every level contains a constant amount of work per active
block and the number of blocks decreases geometrically. A schematic cost sum is

Lh−1∑︂
ℓ=0

O
(︂ n

2ℓ
bd̂
)︂

= O(nbd̂), (2.53)

where b is the fixed block width. This gives linear scaling in n. The fixed hierarchy
is regular and easy to batch, but it assumes that sequence distance is a useful guide to
interaction resolution. A strong long-range interaction is still compressed if its tokens are
far apart in the binary partition.

Multi-resolution attention [187] instead constructs an adaptive partition of the attention
matrix. Let A denote the nonnegative attention kernel before row normalization, and let
B

(s)
x,y = I

(s)
x × I

(s)
y be a square block whose query and key index sets have width s. Its block

average is

µs,x,y =
1

|B(s)
x,y|

∑︂
(i,j)∈B(s)

x,y

Aij. (2.54)

The approximation initially assigns one value µs,x,y to every entry of a coarse block. It then
scores the current blocks, selects the most important ones, and replaces each selected block
by its children at the next finer resolution. Repeating this operation produces a nonuniform
collection of blocks: smooth or weak regions remain coarse, while regions containing strong
or rapidly changing interactions receive more computation. After the selected blocks have
been evaluated, the approximate kernel is normalized row by row.

coarse blocks

refine a
selected block

adaptive fine blocks

Figure 2.8: Adaptive block refinement in multi-resolution attention. Most of the attention
matrix remains coarse, while selected regions are subdivided and evaluated at finer resolu-
tion.
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Suppose the initial block width is s0, the subsequent widths are s1, . . . , sL, and mi

blocks are refined at level i. The block construction has the form

O

(︄
n +

(︃
n

s0

)︃2

+
L∑︂
i=1

mi

(︃
si−1

si

)︃2
)︄
. (2.55)

The refinement budgets mi expose a direct accuracy–cost tradeoff. This adaptivity can
preserve isolated long-range interactions that a fixed spatial hierarchy would compress. Its
cost pattern is less regular, however, because the selected blocks and their resolutions vary
across inputs.

FMMformer [111] applies the near-field/far-field principle more directly. It approxi-
mates the attention operator by a banded local term and several low-rank global terms. If
bandk(·) removes entries outside a bandwidth k, the near-field output is computed as

YN = softmax

(︄
bandk

(︄
QK⊤√︁

d̂

)︄)︄
V.

This is ordinary attention restricted to nearby keys. For far-field component r, let ϕr

be a feature map and form the reusable summaries Sr = ϕr(K)⊤V and zr = ϕr(K)⊤1n,
analogous to Equations (2.48)–(2.49). The far-field output and the complete approximation
are

YF =
R∑︂

r=1

ϕr(Q)Sr

ϕr(Q)zr
, ˆ︁Y = YN + YF,

where each denominator is applied rowwise. The bandwidth k controls how much local
structure is represented exactly, while the number and dimension of the feature maps
control the capacity of the far field. For feature width p, the cost is O(nkd̂+nRpd̂), which
is linear in n when k, R, and p are fixed.

near field

+

far field

U

× W⊤

=
local detail

and global context

Figure 2.9: Near-field/far-field decomposition in FMMformer. A banded matrix retains
local interactions, and low-rank factors communicate information over the full sequence.
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FMMformer is grouped with hierarchical methods because its decomposition is mo-
tivated by fast multipole and hierarchical-matrix ideas, although its practical far field
is a global low-rank representation rather than a full tree of scale-specific bases. H-
Transformer-1D provides a regular multilevel partition, multi-resolution attention provides
data-dependent refinement, and FMMformer provides an explicit direct-plus-low-rank split.
These distinctions matter when the data contain both sharp local interactions and struc-
tured long-range interactions at several spatial scales.

Chapter 3 combines these principles in a learned multilevel operator. It keeps direct
near-field interactions, attaches separate learned far-field bases to multiple tree levels,
supports autoregressive and bidirectional masks, and extends the one dimensional hierarchy
to a two dimensional quadtree. The construction therefore retains the regularity of a fixed
hierarchy while giving the far field more scale-dependent capacity than a single global
low-rank term.

2.2.7 IO-Aware Exact Attention

IO-aware methods reduce data movement without approximating attention. FlashAtten-
tion and FlashAttention-2 tile the softmax computation and avoid storing the full ma-
trix [30, 32]. Their arithmetic cost remains O(n2), but memory traffic and wall-clock time
decrease. Ring Attention distributes exact blockwise attention across devices and supports
million-token contexts [95].

high-bandwidth
memory

Q,K, V blocks

Qi

Kj

Vj

on-chip run-
ning state

maximum, nor-
malizer, output

high-bandwidth
memory

output block Oi

stream successive
key–value tiles

Figure 2.10: IO-aware exact attention processes the score matrix tile by tile. Only small
query, key, and value blocks and a running softmax state reside in fast on-chip memory, so
the full n× n matrix is never written to external memory.

Recent methods reach longer contexts with different compromises. LongNet uses dilated
sparse attention and is designed to scale beyond one billion tokens [36]. Infini-attention
combines local attention with compressive memory and evaluates one-million-token re-
trieval and 500,000-token summarization [110]. InfiniteHiP uses hierarchical token prun-
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ing and reports three-million-token inference on one GPU [84]. These limits depend on
hardware, training, and task, so they are not directly comparable.

No method dominates all settings. Exact IO-aware kernels preserve dense attention;
sparse and pooled methods exploit structure; hierarchical methods retain local detail and
coarse global communication.

2.3 Hierarchical and Multilevel Numerical Methods

This section reviews the numerical ideas that directly motivate Fast Multipole Attention.
The focus is not a broad survey of multilevel solvers. It is the specific pattern that Chapter 3
turns into a neural attention operator. An all pairs interaction is split into a near field and
a far field. The near field is kept at full resolution. The far field is compressed through
summaries arranged on a tree. This is the central idea behind the Fast Multipole Method
and hierarchical matrices, and it is the design principle used by FMA.

2.3.1 All Pairs Sums and the Fast Multipole Method

The n body problem is the classical setting for fast hierarchical summation. Given particles
at positions x1, . . . , xn with charges or masses q1, . . . , qn, one wants to evaluate

ϕ(xi) =
∑︂
j ̸=i

qj
∥xi − xj∥

(2.56)

for every i. A direct evaluation forms every pair interaction and costs O(n2). In the
Transformer, dense self attention has the same all pairs shape. It forms a score between
every query and every key and then applies the resulting weights to values.

It is useful to write a more general kernel sum,

ui =
n∑︂

j=1

K(xi, yj)wj, i = 1, . . . , n. (2.57)

Here ui is the accumulated kernel response at target xi. It has the same dimension as
the source weights wj. The targets are xi, the sources are yj, and the source weights are
wj. In the Transformer, dense attention is not a fixed physical kernel, but it has the same
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computational form. For one attention head, let qi,kj ∈ Rd̂ be the query and key vectors
and let vj ∈ Rdv be the value vector. The output at query i is

oi =
n∑︂

j=1

αijvj, αij =
exp
(︂
q⊤
i kj/

√︁
d̂
)︂

∑︁n
ℓ=1 exp

(︂
q⊤
i kℓ/

√︁
d̂
)︂ . (2.58)

Thus oi is a vector valued kernel sum in which the normalized data dependent attention
weight αij plays the role of K(xi, yj) and the value vector vj plays the role of wj.

The fast multipole method of Greengard and Rokhlin [42] reduces the cost of ker-
nel sums by using geometry. Nearby sources are evaluated directly. Distant sources are
grouped into clusters. For many smooth kernels, if a target region and a source region are
well separated, the kernel can be approximated by a separated expansion

K(x, y) ≈
p∑︂

m=1

am(x) bm(y), (2.59)

where the functions am depend on the target variable and the functions bm depend on the
source variable. If C is a source cluster, its source moments are

Mm(C) =
∑︂
j∈C

bm(yj)wj, m = 1, . . . , p. (2.60)

Then a far field contribution from all sources in C to a target xi can be approximated by

u
(C)
i :=

∑︂
j∈C

K(xi, yj)wj ≈
p∑︂

m=1

am(xi)Mm(C). (2.61)

Here u
(C)
i denotes the part of the response at xi generated by the sources in C. If Ni is the

set of nearby sources evaluated directly and Fi is the collection of well separated source
clusters, the complete response is approximated by

ui ≈
∑︂
j∈Ni

K(xi, yj)wj +
∑︂
C∈Fi

p∑︂
m=1

am(xi)Mm(C). (2.62)

The important point is that the inner sum over sources in Equation (2.60) is computed
once per cluster and reused for many targets. The direct pair count between a target region
and a source cluster is replaced by p summary coefficients. The expansion order p controls
the accuracy and the cost.
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An FMM computation is organized around a tree [102]. The upward pass builds sum-
maries from leaves to the root. The interaction pass uses summaries for well separated
source and target clusters. The downward pass transfers accumulated far field information
back to fine target regions. Direct interactions between nearby leaves are added separately.
This separation is what FMA borrows. Local information should remain exact. Distant
information should be summarized and reused. Figure 2.11 illustrates these stages.

source tree: upward pass target tree: downward pass

w1 w2 w3 w4

M(C0) M(C1)

M(C) L(T )

L(T0) L(T1)

u1 u2 u3 u4

compressed far-field
translation

direct near field

Figure 2.11: Tree-structured FMM computation. Source weights are aggregated upward
into cluster moments. Well-separated clusters communicate through compressed far-field
translations, which are propagated downward through the target tree. Nearby leaf inter-
actions are evaluated directly.

There is also an important difference. Classical FMM starts from a known kernel and
uses analytic expansions with error bounds. Attention does not have a fixed kernel of this
kind. The scores depend on learned query and key vectors, and the useful approximation
is judged by downstream loss. FMA therefore learns the far field summaries instead of
deriving them from a prescribed formula.

2.3.2 Hierarchical Matrices and Low Rank Off Diagonal Struc-
ture

Hierarchical matrices give a matrix view of the same idea. An H matrix A partitions
a dense n × n matrix into blocks indexed by a tree [10, 47, 48]. Near diagonal blocks
are stored explicitly because nearby interactions can be detailed and irregular. Many off
diagonal blocks are stored in low rank form because distant interactions are smoother or
more compressible.
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The construction uses a cluster tree and an admissibility condition. The cluster tree
recursively partitions the index set {1, . . . , n} into nested clusters. The admissibility con-
dition decides whether a block At,s between target cluster t and source cluster s is treated
as low rank. A common geometric condition is

max{diam(t), diam(s)} ≤ η · dist(t, s), (2.63)

where η > 0. To emphasize the connection with attention, denote the target-side and
source-side low-rank factors by Qt,s and Kt,s, respectively. If the block is admissible, it is
represented as

At,s ≈ Qt,sK
⊤
t,s,

Qt,s ∈ R|t|×k, Kt,s ∈ R|s|×k.
(2.64)

with rank k much smaller than |t| and |s|. If the block is not admissible, the algorithm
refines it by checking the children of t and s. The storage and matrix-vector multiplication
costs are then O(nk log n) for standard H matrices under common rank assumptions.

The multiplication formula explains why this matters for attention. Let Vs ∈ R|s|×dv

contain the value vectors supported on source cluster s. Then

At,sVs ≈ Qt,s

(︁
K⊤

t,sVs

)︁
. (2.65)

The product K⊤
t,sVs ∈ Rk×dv is a compressed key–value summary of the source cluster. The

factor Qt,s maps that summary to the target rows. This is the same algebraic ordering
used by low-rank attention: first aggregate values against a small key basis, then evaluate
the resulting summaries against queries. In a classical H matrix, Qt,s and Kt,s are generic
low-rank bases rather than the learned query and key projections of a Transformer. FMA
follows the same pattern with learned far-field key and value summaries. The block is
never expanded into a dense set of fine interactions.

An H2 matrix adds nested bases. It replaces the block-dependent bases Qt,s and Kt,s

by cluster bases Qt and Ks, together with a small coupling matrix St,s. If t1, . . . , ta are
the children of target cluster t and s1, . . . , sb are the children of source cluster s, the block
factorization and nestedness relations can be written as

At,s ≈ QtSt,sK
⊤
s ,

Qt =

⎡⎢⎣Qt1E
Q
t1

...

QtaE
Q
ta

⎤⎥⎦ , Ks =

⎡⎢⎣Ks1E
K
s1

...
KsbE

K
sb

⎤⎥⎦ .
(2.66)
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Here EQ
ti and EK

sj
are small transfer matrices that express the parent basis through its

child bases. This is the matrix analogue of reusing multipole summaries across levels. It
reduces storage because different far field blocks share basis information. FMA does not
implement a classical H2 matrix, but it uses the same reuse principle. The summaries live
on a tree and are shared by many queries.

The limitation also carries over. Hierarchical matrix structure is useful only when far
field interactions are compressible. A small rank cannot represent an arbitrary dense block.
In FMA this becomes an empirical assumption about attention. The rank p controls the
capacity of each far field cell, and the experiments in Chapter 3 test whether that capacity
is enough for language and vision tasks.

2.3.3 Tree Structures and Geometric Decomposition

The hierarchy must match the geometry of the input. A one dimensional sequence uses
intervals. A two dimensional image grid uses squares. These are not only implementation
details. They determine which positions are considered near and which groups may be
summarized together. Figure 2.12 illustrates the two corresponding regular partitions.

(a) 1D dyadic intervals

root 2 cells 4 cells

(b) 2D quadtree cells

root 2× 2 4× 4

Figure 2.12: Regular geometric partitions for one- and two dimensional data. A one
dimensional interval is bisected into dyadic child intervals. A two dimensional square is
divided into four children at each quadtree refinement. In both cases, every coarse cell is
the union of its children.

A dyadic partition of a sequence is built by recursively merging neighbouring intervals.
Let n0 be the number of base cells and let L = ⌈log2 n0⌉. The number of cells in the full
tree satisfies

Ntree =
L∑︂

ℓ=0

⌈︂n0

2ℓ

⌉︂
= O(n0). (2.67)

Thus a bounded amount of aggregation work per cell has linear total cost. If each fine
query reads summaries from all L levels, the interaction cost is O(n0 log n0). If queries are
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also coarsened with the tree, the sum of query counts across levels is linear. This is the
basis for the loglinear and linear variants in Chapter 3.

The one dimensional FMA construction uses a regular dyadic hierarchy over the token
sequence. With base cell size r, level ℓ groups have length r2ℓ−1. The near field is a small
window of base cells around the query. The far field is assigned to coarser shells. This
gives full resolution interactions near the diagonal of the attention matrix and progressively
coarser blocks away from it.

A quadtree gives the corresponding two dimensional hierarchy. For an H×W grid and
base side length r, the number of cells over all levels is

Nquad =
∑︂
ℓ≥0

O
(︃
HW

r24ℓ

)︃
= O

(︃
HW

r2

)︃
. (2.68)

The two dimensional FMA construction uses this partition on image feature maps. A patch
attends exactly within a local 3 × 3 base cell neighbourhood. Distant image regions are
represented by coarser square cells. This keeps horizontal and vertical geometry intact,
unlike a flattened sequence partition.

Classical particle methods often use adaptive trees, where dense spatial regions are
subdivided more deeply. FMA uses regular trees for language and image experiments. The
reason is pragmatic. Regular sequences and image grids lead to predictable tensor shapes
and efficient batched execution on GPUs. The price is that the geometry does not adapt
to each input. Content adaptivity is left to the learned summaries and attention weights.

2.3.4 What Carries Over to Fast Multipole Attention

The numerical methods above provide the design language for Chapter 3. The correspon-
dence is concrete.

• The near field in FMM becomes exact local attention. Tokens or patches in neigh-
bouring base cells are compared at full resolution.

• The far field in FMM becomes attention to learned cell summaries. A distant group
contributes a small number of key and value representatives rather than all individual
positions.

• The expansion order or off diagonal rank becomes the FMA rank p. Increasing p
gives each far field cell more capacity and increases cost.
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• The admissibility threshold becomes the base cell size and shell rule. Increasing r
widens the exact region and reduces approximation near the query, but it increases
local attention cost.

• The cluster tree becomes a dyadic tree for sequences and a quadtree for images.
These trees explain why the number of summaries is linear in input size and why
reading all levels gives a loglinear interaction count.

The analogy should not be overstated. Classical FMM and H matrices approximate
a known operator. They can often specify an error tolerance before the computation
begins. FMA learns an operator inside a neural network. The query, key, and value vectors
change during training, and the quality of the approximation is measured by validation
loss and downstream accuracy. This is why Chapter 3 includes both complexity analysis
and empirical ablation studies.

Multigrid is less central for this thesis project. It also uses a hierarchy of coarse and
fine representations, but its purpose is to solve discretized equations by correcting residual
errors across grids. FMA does not solve a linear system and does not use a V cycle. The
relevant numerical lineage is therefore fast summation and hierarchical matrix compression,
not multigrid solvers. The shared multilevel intuition is only that local detail and global
context should not be represented at one uniform resolution.

This section therefore motivates the structure used later. FMA is a learned near field
plus far field decomposition of self attention. It keeps local interactions exact, compresses
distant interactions through trainable summaries, and organizes the summaries on a tree
so that global context remains available without forming the full dense attention matrix.

2.4 Symbolic Regression

This section reviews symbolic regression, the task of recovering closed form mathematical
expressions from numerical observations. The discussion covers problem formulation and
standard benchmarks, classical search based systems, recent learning based approaches
built around Transformers, large language models, and reinforcement learning, decompo-
sition and template based methods, and Monte Carlo tree search. The material provides
background for both parts of Chapter 4.
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2.4.1 Problem Formulation and Evaluation

A symbolic regression task is specified by a dataset {(xi, yi)}Ni=1 with xi ∈ RD and yi ∈ R,
an operator library Ω, and a complexity budget Λ. The goal is to recover a closed form
expression g in the symbolic class GΛ generated by Ω such that g(xi) ≈ yi. The class GΛ is
finite for each fixed Λ, but its size grows exponentially with the operator vocabulary and
the complexity budget. So the search problem is combinatorial.

A common formulation is to minimize the empirical loss with a complexity penalty,

ĝ ∈ arg min
g∈GΛ

1

N

N∑︂
i=1

(︁
yi − g(xi)

)︁2
+ λC(g), (2.69)

where C(g) is a complexity measure, often the number of nodes in the expression tree, and
λ > 0 controls the tradeoff. Free constants inside g are fitted by a continuous optimizer.
Objectives of the form in Equation (2.69) underlie many modern symbolic regression sys-
tems, although implementations often return a Pareto front or hall of fame rather than a
single minimizer [18, 21, 29, 162].

Two expressions g and f are algebraically equivalent, written g ≡ f , if one can be
transformed into the other by valid algebraic identities under the assumed domain, after
fitting any free constants. For example,

(x + 1)2 ≡ x2 + 2x + 1, (2.70)

whereas a polynomial approximation to sin(x) is not algebraically equivalent to sin(x) even
if their numerical values are close on the observed interval. A computer algebra system
such as SymPy can test many such cases by simplifying g− f to zero or by mapping both
expressions to the same canonical representative. This process is called canonicalization.

Two evaluation criteria are used in the literature. The first is numerical fit. It is
measured by mean squared error, root mean squared error, normalized mean squared error,
or coefficient of determination. The second criterion is exact recovery, which is closer to the
scientific motivation. Under exact recovery, the recovered expression must be algebraically
equivalent to the ground truth equation up to numerical constants. Formally, given a
ground truth f ∗, exact recovery requires

g ≡ f ∗ under algebraic simplification, after constant fitting, (2.71)

Exact recovery is more demanding than numerical fit because two expressions can fit the
data equally well while differing structurally. For example, sin(x1 + x2) and a high order
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polynomial approximation may have similar numerical fit, but only the former is the correct
closed form.

SRBench [21] is a standard benchmark suite for symbolic regression. It contains more
than one hundred tasks drawn from physics, biology, and synthetic generators and reports
symbolic solution rate separately from predictive accuracy. The AI Feynman dataset [154]
collects equations from the Feynman Lectures on Physics and has become a common bench-
mark for exact recovery. Its original input ranges are relatively narrow and are specified
independently for each variable.

SRSD-Feynman revises this evaluation for scientific discovery [103]. It contains 120
physics inspired equations with known ground truth and assigns equation specific ranges
based on the physical interpretation and SI unit of each variable. Variables whose magni-
tudes span several orders are sampled on a logarithmic scale. These choices make it harder
for a locally accurate approximation to receive the same credit as the generating equation.
The benchmark therefore reports predictive accuracy and symbolic recovery as different
outcomes. Section 4.1 uses SRSD-Feynman as its primary recovery benchmark and sup-
plements it with six standard cross-benchmark datasets. More recent resources include the
causal chambers testbed of Gamella et al. [40] and the LLM-SRBench suite [143].

The operator library changes the difficulty and the meaning of a benchmark. A poly-
nomial library leads to a different problem from a grammar that includes trigonometric
functions, exponentials, logarithms, and division. The sampling distribution for xi also
matters. Two expressions can be hard to distinguish on a narrow domain and easy to
distinguish on a wider one. Noise, missing values, and free constants introduce further
ambiguity. A symbolic regression result should therefore be interpreted together with its
grammar, data distribution, and recovery criterion.

Candidate expressions are commonly represented as rooted syntax trees. Each internal
node is an operator, and each leaf is an input variable or a constant. A subtree therefore
represents a valid subexpression, while the root represents the complete expression. Tree
size, depth, or a weighted count of its nodes can be used as the complexity measure C(g).

There is also a distinction between expression discovery and parameter estimation.
Once a candidate tree has been chosen, its free constants can often be fitted by continuous
optimization. The harder part is choosing the discrete structure of the tree. Changing
one operator or moving one subtree produces a different nonlinear optimization problem.
Most methods reviewed below can be understood as different strategies for exploring this
discrete structure space.
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2.4.2 Classical Search-Based Symbolic Regression

The earliest symbolic regression systems used genetic programming [75]. A population
of syntax trees is initialized at random or from a small set of motifs. Crossover selects a
compatible subtree from each of two parent expressions and exchanges the selected subtrees.
For example, consider g1(x) = x1 + sin(x2) and g2(x) = x1x2. Exchanging the subtrees
sin(x2) and x2 produces the offspring x1 + x2 and x1 sin(x2). Mutation modifies a single
parent by replacing an operator, leaf, or subtree with another grammar-valid choice. For
example, replacing the root operator in x1 +x2 from addition to multiplication gives x1x2,
while replacing the leaf x2 by the subtree cos(x2) gives x1 + cos(x2). Repeated crossover
and mutation produce new generations. Each generation is filtered by a fitness function
that combines accuracy and a complexity penalty. After many generations, the population
concentrates on accurate and simple expressions. Eureqa [136] is an early system in this
lineage and demonstrated symbolic regression on physical and biological data.

Some scientific discovery methods use a more restricted candidate space. The SINDy
method [17] builds a dictionary of nonlinear terms from measured state variables and finds
a sparse coefficient vector for the governing dynamics. SISSO [113] constructs a large space
of candidate descriptors and combines screening with sparse optimization. These methods
can be effective when the dictionary reflects domain knowledge. Their advantage is that
continuous sparse regression replaces an open ended tree search. Their limitation is that
recovery is constrained by the terms made available in advance.

Modern genetic programming systems remain strong baselines on symbolic regression
benchmarks. PySR [29] combines multi-population evolutionary search with an evolve–
simplify–optimize loop and multi objective selection on the Pareto front of accuracy and
complexity. It also supports user defined operator libraries and constraints. Operon [73]
uses a compact tree representation and emphasizes high performance evaluation and ro-
bust constant optimization. GP-GOMEA [162] learns dependencies between tree positions
and uses them to guide structural variation. These systems can revisit both structure
and constants after observing the data, but they usually perform the expensive structure
discovery again for every new dataset. PySR and Operon output a hall of fame, a ranked
list of accuracy–complexity tradeoffs from which the user selects a final expression.

The hall of fame is important because fit and simplicity rarely identify a single uncon-
tested expression. A short equation may underfit. A longer equation may improve training
error through incidental structure. Several algebraically related forms may appear with
different tree sizes before simplification. Returning a Pareto front leaves room for a later
selection rule. Chapter 4 uses this interface and asks whether environment stability can
resolve cases that pooled fit leaves ambiguous.
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The strengths of classical search based methods are flexibility in the operator library,
transparency of the search process, and strong empirical performance across a wide range of
tasks. Their weaknesses include sensitivity to the chosen fitness and complexity objectives
and the need for specialized mechanisms to inject structural prior knowledge [72, 76],
as well as redundancy caused by syntactically different expressions that represent the
same or nearly the same function. The last issue is not an absolute absence of equiv-
alence mechanisms. PySR simplifies expressions during search, while semantic genetic
programming uses output behaviour to guide variation and identify semantically related
subtrees [29, 156, 164]. Nevertheless, canonical-equivalence analyses show that standard
genetic programming can repeatedly evaluate expressions congruent to ones it has already
visited [77]. Sections 4.1 and 4.2 address other aspects of these weaknesses in complemen-
tary ways. Section 4.1 adds learned structural priors to guide the search, while Section 4.2
adds a residual invariance criterion that selects among the search outputs.

2.4.3 Transformer Based Symbolic Regression

A more recent line of work treats symbolic regression as a supervised mapping from nu-
merical observations to symbolic expressions. The Transformer architecture has been the
most common backbone for this approach. These methods learn from many synthetic
equations before they are evaluated on a new problem. This differs from classical genetic
programming, which usually starts a new search from scratch for each dataset.

A typical training example contains a symbolic expression and one or more numerical
views of that expression. A numerical view is a set

Df = {(xi, f(xi))}Ni=1. (2.72)

The input points are sampled from a chosen domain. The symbolic expression is converted
to a sequence, commonly in prefix notation. For example, x1+sin(x2) is serialized as [ADD,
X 1, SIN, X 2]. This representation is also called Polish notation. It is obtained by a
preorder traversal of the expression tree: visit the root operator first, then traverse its child
subtrees from left to right. The binary token ADD therefore consumes the following two
subexpressions, while the unary token SIN consumes the following one. Because operator
arities are known, this prefix representation can be parsed without parentheses. It is
especially convenient for autoregressive equation generation because the decoder can track
how many operand slots remain while producing tokens from left to right.

The numerical input is a set rather than an ordered sentence. Transformer symbolic
regression systems therefore encode the observations without assigning meaning to their
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row order. End-to-end Symbolic Regression (E2E) [63] first represents each scalar in base-
10 floating point notation by three discrete tokens for its sign, mantissa, and exponent.
Let zi = [x⊤

i , yi]
⊤ denote one input–output observation, let τ(zi) collect the floating point

tokens of all its coordinates, and let Emb embed and concatenate those tokens. A two-layer
feedforward point embedder produces

ei = FFNpt(Emb(τ(zi))) ∈ Rdemb . (2.73)

The point embeddings are then processed jointly by a numerical Transformer encoder,

HD = Encnum(e1, . . . , eN) ∈ RN×demb . (2.74)

No positional embeddings are added to the numerical encoder. Consequently, if Pπ is the
permutation matrix associated with a reordering π of the observations, then

Hπ(D) = PπHD. (2.75)

Thus the encoder states are permutation equivariant rather than collapsed immediately to
one vector. In E2E, the expression decoder cross-attends to all N rows of HD.

SNIP [141] uses a related point embedder and position-free Transformer encoder, but
distills the encoder states into a single dataset-level vector by learned attention pooling,

aD = softmax(HDwa), zD = H⊤
DaD, (2.76)

where wa ∈ Rdemb is learned and aD ∈ RN assigns a weight to each observation. For
symbolic regression, SNIP maps zD through a learned network gγ to a sequence of de-
coder memory vectors. The memory supplied to the expression decoder can therefore be
summarized as

MD =

{︄
HD, E2E,

gγ(zD) ∈ RL×demb , SNIP-SR.
(2.77)

NeSymReS [13] provides another variant: its Set Transformer uses induced set attention
blocks to process the observations and pooling by multihead attention to produce a fixed
number of abstract features for the decoder.

A Transformer decoder generates a symbolic token sequence s1:T by cross-attending to
MD. Its probability factorizes as

pθ(s1:T | D) =
T∏︂
t=1

pθ(st | s<t,MD). (2.78)
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Training minimizes the negative log likelihood of target expression tokens. Beam search
can retain several likely expressions. Numerical optimization is often used afterward to fit
free constants.

Permutation invariance is a central design requirement for the numerical encoder. Deep
Sets [185] characterizes a broad class of invariant set functions using elementwise features
followed by aggregation. Set Transformer [85] uses attention to model interactions among
set elements while preserving invariance at the set output. Symbolic regression models use
related ideas because reordering sampled points should not change the predicted equation.
At the same time, the encoder must represent the geometric relation between each input
and its output.

Lample and Charton [82] use Transformers for symbolic mathematics tasks such as
integration and differential equation solving. Their input and output are both symbolic
token sequences. NeSymReS [13] adapts large scale pretraining to symbolic regression.
It generates synthetic equations procedurally and trains a Transformer to predict a sym-
bolic equation from sampled input-output pairs. At inference time, the model produces
candidate expressions for a new numerical dataset.

Kamienny et al. [63] develop an end to end Transformer approach for symbolic regres-
sion. Their model is trained on generated expressions and predicts operators, variables,
and numerical constants jointly from numerical observations. The predicted constants can
subsequently initialize a BFGS refinement step. ODEFormer [33] extends the sequence
generation viewpoint to ordinary differential equations. It recovers symbolic differential
equations from irregular and noisy trajectories rather than from independent evaluations
of a static function.

SNIP [141] introduces symbolic-numeric contrastive pretraining. A symbolic encoder
and a numerical encoder process two views of the same equation. A contrastive objec-
tive aligns their latent representations. The pretrained encoders are then transferred to
downstream tasks, including symbolic regression. This is a multimodal pretraining strat-
egy in the sense of Section 2.1.6. The modalities are symbolic expressions and numerical
observations rather than images and captions.

Learned symbolic regression systems also differ in where candidate optimization occurs.
NeSymReS and end to end Transformer methods decode in a discrete symbolic sequence
space. SNIP-SR searches a learned continuous latent space before decoding and refitting
constants. GenSR [89] constructs a continuous equation-generative space with a conditional
variational autoencoder and uses CMA-ES to search that space. These are direct generation
methods in the sense that the learned output space supplies the candidate equation; they
do not explicitly repair the decoded expression by editing its syntax tree. This distinction
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motivates hybrids in which a neural model proposes a promising region but a separate
symbolic search constructs and revises the final equation.

MDLformer [182] uses a different learned signal. It estimates a minimum description
length objective for observed data. SR4MDL then uses this estimate to guide symbolic
search. The purpose is to replace a search objective based only on prediction error with
one that better reflects progress toward the symbolic form of the target equation. This is
an example in which a Transformer supplies guidance to a search procedure rather than
directly decoding the final expression.

Synthetic data generation is part of the model design. The grammar determines which
operators, depths, constants, and variable counts the model sees during pretraining. The
numerical sampler determines which regions of each function are observed. A broad gen-
erator improves coverage but also makes learning harder. A narrow generator improves
specialization but increases the risk of failure on equations outside the training distribu-
tion. Search based hybrids are useful partly because they can verify and refine a neural
proposal after pretraining.

Transformer based methods have two clear strengths. Pretraining lets them reuse pat-
terns learned from many synthetic equations. Inference can also produce useful candidates
quickly. They also have limitations. Performance can degrade when test equations fall
outside the synthetic training distribution. Exact recovery remains difficult because small
token errors can change the mathematical meaning of an expression. A direct decoder must
commit to one symbolic sequence even when several intermediate structures are plausible.
Hybrid methods address this limitation by using neural predictions to guide a separate
search procedure.

2.4.4 Other Neural Symbolic Regression Methods

Neural symbolic regression also includes reinforcement learning, large language model, and
diffusion based methods. These methods differ in how they generate candidates and how
they use feedback from numerical fit.

Reinforcement learning based methods cast expression construction as a sequential
decision problem. At each step, a policy selects an operator, variable, or constant. A com-
pleted expression receives a reward based on fit and possibly complexity. Deep Symbolic
Regression [119] trains a recurrent policy with a risk seeking policy gradient objective.
The objective places more weight on the best sampled expressions than on average reward.
This is appropriate for symbolic regression because the goal is to discover a small number
of strong expressions rather than to sample many moderately accurate ones.
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Sym-Q [151] uses offline reinforcement learning. It represents the numerical point set
and the current partial expression tree, then predicts values for possible symbolic actions.
The method supports an interactive design loop in which a user can modify parts of the
expression tree. Reinforcement learning methods can incorporate a task specific reward
directly. Their difficulty is that the discrete action space is large and useful rewards may
be sparse.

Large language model based symbolic regression uses a general language model to gen-
erate or refine equations through prompts. LLM-SR [142] formulates equation discovery as
program synthesis. The language model produces executable expressions, receives feedback
from their numerical behavior, and iteratively improves the candidate program. LaSR [41]
develops a learned concept library that can be reused across tasks. Large language models
can use textual context and broad prior knowledge. They are also expensive to query re-
peatedly, and their generated programs still require numerical evaluation and verification.
LLM-SRBench [143] provides a benchmark for controlled evaluation of this family.

Diffusion based generation provides another alternative to left-to-right decoding. A re-
cent method applies discrete token diffusion to symbolic regression [153]. Training corrupts
expression tokens and learns a reverse denoising process. At inference time, the model re-
fines a noisy token sequence into a candidate equation. Unlike autoregressive decoding,
multiple token positions can be revised during the denoising process. This may be useful
when the correct choice at one position depends strongly on later parts of the expression.
Diffusion based symbolic regression is recent, and its relative performance across broader
benchmark suites is still being established.

These methods address different weaknesses of flat symbolic search. Reinforcement
learning optimizes candidate construction for a reward. Large language models bring
broad pretrained knowledge and program synthesis ability. Diffusion revises a sequence
iteratively instead of committing to tokens from left to right. The project of Chapter 4 is
closer to the Transformer based hybrid methods. It uses learned signals to guide symbolic
search and retains explicit constant fitting and verification.

Candidate generation is only one part of the computation. Every proposed expression
must be parsed, checked for validity, evaluated on numerical points, and often simplified.
Expressions with division, logarithms, or square roots may be undefined on part of the
sampled domain. Free constants may require an inner optimization loop. A method
that proposes better candidates can improve runtime even when the evaluator remains
unchanged, because fewer invalid or unpromising structures reach the expensive fitting
stage.
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2.4.5 Templates, Sketches, and Decomposition

A complementary line of work imposes structural priors on the search through templates,
sketches, or decomposition steps. These methods do not attempt to decode an expression
in full. Instead, they restrict the search to a structured subspace of expressions and rely
on numerical methods to complete the missing details.

AI Feynman [154] and its successor AI Feynman 2.0 [155] formalize this idea for physics
equations. The system attempts a sequence of structural simplifications. These include
dimensional analysis, separability checks, symmetry detection, and translation invariance
tests. It then recursively applies symbolic regression to the simpler subproblems that result.
The decomposition strategy is what allows AI Feynman to recover formulas that are out
of reach for a flat search over the full expression space.

Transformer based skeleton methods provide a learned version of this idea, although
their use of the word skeleton is usually narrower than the typed sketches defined below.
NeSymReS [13] replaces every numerical constant by a placeholder token, uses a Set Trans-
former encoder and a Transformer decoder to predict the resulting expression skeleton, and
then fits the missing constants with BFGS. SymbolicGPT [157] similarly uses a GPT de-
coder to generate an equation containing <C> placeholders and optimizes those constants as
a postprocessing step. In these methods the operators and variables are decoded explicitly;
only the numerical constants remain as holes.

A more decomposition-oriented example is the Multi-Set Transformer of Morales and
Sheppard [108]. It constructs several datasets in which one input variable varies while the
others are fixed, and predicts a univariate symbolic skeleton describing the effect of that
variable. The method therefore uses a Transformer to infer partial structures that can
later be combined into a multivariate explanation.

The notion of a typed sketch generalizes this idea. A sketch S is an expression tree
with one or more typed holes that must be filled with subexpressions of a specified type.
The completion set of S is

C(S) =

{︃
g ∈ GΛ

⃓⃓⃓⃓
g is obtained by filling all holes of S
with type compatible subexpressions

}︃
. (2.79)

Sketch-based symbolic regression searches over sketches and fills the holes either by a
smaller inner search or by direct prediction. The motif vocabulary used in Chapter 4
is a related construction. It is a finite library of small reusable subexpressions. Their
probabilities are predicted by the neural model and used as priors for the search.
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The strengths of template, sketch, and decomposition methods are the dramatic re-
duction in the effective search space and the interpretability of intermediate steps. The
weaknesses are sensitivity to the choice of template library and the difficulty of designing
decomposition tests that are accurate enough to be useful but not so strict that they reject
the true equation. The project of Chapter 4 addresses the first weakness by learning the
template and motif priors from synthetic data. It addresses the second by treating the
priors as soft signals to guide a Monte Carlo tree search rather than as hard partitions of
the search space.

Structural priors can be hard or soft. A hard grammar rule rejects an expression that
violates type, arity, or dimensional constraints. This is useful because such an expression
cannot be the target under the assumed scientific setting. A soft prior assigns a higher
probability to a plausible operator, motif, or sketch but still allows alternatives to be
explored. Hard rules improve efficiency when they are reliable. Soft priors are safer when
the learned signal is uncertain. The method in Chapter 4 uses both roles in different parts
of the search.

2.4.6 Monte Carlo Tree Search for Symbolic Regression

Monte Carlo tree search (MCTS) is a family of best first search algorithms that interleaves
four operations. It selects a path through the current search tree, expands a new leaf,
evaluates the leaf by simulation or by a learned value function, and backpropagates the
evaluation through the path. Upper Confidence Bounds applied to Trees (UCT) [70] is the
canonical algorithm and balances exploration and exploitation with an upper confidence
bound. Predictor-UCT (PUCT) [131] is used in AlphaZero [144] and replaces the uniform
exploration term with a prior probability distribution over actions supplied by a learned
policy. The survey of Browne et al. [16] reviews the broader landscape.

In symbolic regression, MCTS treats expression construction as a sequential decision
problem. The root of the tree is an empty or partial expression. Each action either appends
an operator or terminal to the expression or fills a hole in a sketch. The leaf evaluation
combines numerical fit of the completed expression with a complexity penalty.

The PUCT variant is particularly attractive. Let N(s, a) be the visit count of action a
at state s, Q(s, a) the average value of completed trajectories that passed through (s, a),
and P (a | s) the prior probability of a at s supplied by a learned policy. The PUCT
selection rule chooses

a∗ = arg max
a

[︄
Q(s, a) + cpuct P (a | s)

√︁∑︁
bN(s, b)

1 + N(s, a)

]︄
, (2.80)
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where cpuct > 0 controls the strength of exploration. A high P (a | s) encourages search
effort toward actions the policy considers plausible, while the visit count term prevents the
search from collapsing on a single branch. In symbolic regression, the prior P (a | s) can be
supplied by a neural model that predicts plausible operators, lengths, sketches, or motifs
from the numerical data.

Transformer based Planning for Symbolic Regression [139] and the neural symbolic
regression with MCTS of Kamienny et al. [64] are recent realizations of this idea. They
combine a Transformer encoder of the numerical data with a PUCT search over expression
tokens. The work of Chapter 4 follows the same broad pattern. It contributes structural
priors at multiple levels (operator multilabel, length bucket, typed sketch, motif probabili-
ties). It also adds an interaction with local symbolic edits and constant fitting that targets
exact recovery rather than numerical fit.

Other neural-guided systems insert learned information at different stages of explicit
search. NGGP uses a recurrent policy to seed genetic programming populations [109].
uDSR combines recurrent generation, pretraining, and evolutionary search [83]. RSRM
uses Double Q-learning to prune the actions considered by MCTS while an expression tree
is constructed [177]. In all three cases, the learned model prioritizes the search, while
explicit structural exploration remains responsible for the final equation. This differs from
optimizing only a decoded sequence or a continuous latent representation.

Constant fitting and symbolic verification are two practical ingredients of any MCTS
based symbolic regression system. Constant fitting is usually performed by a continuous
optimizer such as BFGS or L-BFGS, called after the symbolic structure has been chosen.
Symbolic verification, often implemented through SymPy, checks whether a candidate ex-
pression satisfies the algebraic equivalence criterion defined in Section 2.4.1. This is what
makes exact recovery a meaningful criterion. Both ingredients are standard in the litera-
ture.

Symbolic search trees contain redundancy. Commutative operators can generate equiv-
alent expressions in different orders. Algebraic identities can produce distinct trees for the
same function. Canonicalization, memoization, and duplicate detection prevent repeated
work. Batching can also improve throughput because many candidate expressions are eval-
uated on the same numerical dataset. These implementation choices do not change the
MCTS rule, but they strongly affect how much useful search can be performed under a
fixed runtime budget.
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2.5 Invariance and Causal Inference

This section reviews invariance principles in causal inference and the statistical machinery
used to test for distributional invariance. The material is the background for the residual
invariance selector of Chapter 4.

2.5.1 Structural Causal Models and Interventions

A structural causal model (SCM) specifies variables and structural assignments that de-
scribe how each variable is generated from its direct causes and exogenous noise [114, 118].
For variables X = (X1, . . . , Xp) and a target Y , we write

Xj = fj(Xpa(j), Uj), j = 1, . . . , p, (2.81)

Y = fY (Xpa(Y ), UY ), (2.82)

where pa(j) denotes the parents of Xj in a directed acyclic graph (DAG), and U1, . . . , Up, UY

are independent exogenous noise variables. A hard intervention do(Xj = x) replaces the
assignment for Xj by Xj := x while leaving the other assignments unchanged.

The terminology of parents, children, descendants, and ancestors carries over from the
graphical model literature. A variable Xk is a parent of Y if there is a direct edge from Xk

to Y in the DAG. The set of parents pa(Y ) contains the variables that directly determine
Y through fY . A descendant of Y is a variable Xj that has Y on a directed path to it.
Descendants are measurements or other variables generated downstream of Y and are not
part of its causal mechanism.

The distinction between parents and descendants is central to the failure mode that
motivates Chapter 4. A descendant of Y can be highly correlated with Y . It is therefore
a useful predictor under pooled empirical risk. But it does not represent the mechanism
that generates Y . Standard symbolic regression has no notion of causal direction. It may
select a descendant based expression whenever it fits the data well.

An environment e ∈ {1, . . . , E} is a data collection regime, such as an intervention,
instrument, site, batch, time period, or operating condition. RIMS assumes that the
mechanism for Y and its exogenous noise law are unchanged across the environments used
for selection. For example, consider

X = UX , Y = 2X + UY . (2.83)
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Environment e = 1 may be observational, while e = 2 applies do(X = 3). The distribution
of the data changes, but the assignment for Y remains Y = 2X+UY , so both environments
are suitable for selection. An environment e = 3 with do(Y = 5) replaces the target
mechanism and is not suitable. The invariance principle exploited in Chapter 4 is that
the true mechanism for Y produces residuals with the same distribution across suitable
environments, even when the surrounding data distribution changes.

The value of interventional data is that it can break associations that are indistinguish-
able in one pooled distribution. In a single environment, a parent, a descendant, and a
correlated proxy may all predict Y well. Across environments, interventions can change
the distribution of these variables while preserving the assignment for Y . The structural
assignment then acts as the stable object. This autonomy of mechanisms is the reason
invariance can provide information beyond predictive fit.

Not every distribution shift is useful. If a shift leaves the relationship between a short-
cut and Y unchanged, the shortcut may remain stable. If the mechanism for Y itself
changes, the original equation need not remain invariant. The theory in Chapter 4 states
conditions under which the available environments create a detectable gap between the
true mechanism and competing expressions.

2.5.2 Invariance Principles in Causal Learning

Invariant Causal Prediction (ICP) [117] formalizes the invariance principle as a hypothesis
test for the set of causal parents. For each candidate subset S ⊆ {1, . . . , p} of predictors,
ICP tests whether the conditional distribution P (Y | XS = xS) is invariant across envi-
ronments. The plausible causal parent set is the intersection of all subsets that pass the
test at a chosen significance level. Under suitable assumptions, this set is a subset of the
true parents of Y with high probability. ICP operates on variable sets rather than on full
functional forms.

Invariant Risk Minimization (IRM) [4] extends the invariance idea to representation
learning. For a predictor h and loss function ℓ, the environment risk is

Re(h) = E(X,Y )∼P e

[︁
ℓ
(︁
h(X), Y

)︁]︁
, (2.84)

where P e is the joint distribution in environment e. For squared-error regression, this
becomes Re(h) = EP e [(h(X)− Y )2]. The IRM objective seeks a representation Φ(X) such
that the optimal predictor on top of Φ is the same across all training environments Etr,

min
Φ, w

∑︂
e∈Etr

Re(w ◦ Φ) subject to w ∈ arg min
w̄

Re(w̄ ◦ Φ) for all e ∈ Etr, (2.85)
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The bi-level constraint is intractable in general, so the practical IRMv1 objective replaces
it by a gradient penalty on a fixed dummy classifier. The framework has motivated a large
body of follow up work, including risk extrapolation [78] and group distributionally robust
optimization [135]. These methods produce black box predictors that are robust under
environment shift but do not produce interpretable equations.

Anchor regression [132] interpolates between empirical risk minimization and an in-
variance penalty. It adds a term that penalizes the covariance between residuals and an
exogenous anchor variable that codes the environment. The result is a continuous spectrum
of estimators that trade off in distribution fit and out of distribution robustness. TIVA [123]
learns invariant representations under general interventions on the target variable and is a
recent contribution in this direction.

The selector of Chapter 4 stands in the tradition of these invariance methods but
differs in its object. ICP selects variable sets. IRM and follow ups select representations.
Anchor regression selects coefficients of a linear predictor. The selector of Chapter 4
selects symbolic equations from a finite candidate pool produced by an external symbolic
regression system. The invariance score is computed at the level of residual distributions.
This makes the selector compatible with any predictor that produces pointwise predictions,
including the closed form expressions returned by symbolic regression.

The interpretation of invariance requires care. A candidate that passes an invariance
test is not automatically the unique causal mechanism. Several candidates can remain
stable if the environments are weak or if the candidate pool contains algebraically related
expressions. Conversely, finite samples can make the residuals of the true mechanism
appear different by chance. Invariance is therefore used together with fit and explicit
assumptions on the environment set. The selector in Chapter 4 is a model selection rule
under those assumptions, not a general causal discovery algorithm.

2.5.3 Descendant Shortcuts and the Failure of Pooled Risk

The specific failure mode that motivates the selector of Chapter 4 can be illustrated with
a small example. Let Y = f ∗(X1, X2) + ε be the true mechanism. Suppose the observed
variables include X3 = αY +η, where η has small variance. The variable X3 is a descendant
of Y and is not a causal parent. Pooled empirical risk minimization over the symbolic class
may prefer the expression g(x) = x3/α, which has very low pooled error and low complexity,
over the true expression f ∗(x1, x2), which can have higher complexity and slightly higher
pooled error.
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The Feynman experiment in Chapter 4 creates this failure mode by adding a measure-
ment sensor that contains a noisy copy of the target. Pooled fit selects an expression using
the sensor on all 119 datasets and recovers no physical mechanisms. A leave-one-feature-
out union of candidate pools restores the physical mechanism for 81 datasets, after which
residual invariance recovers 73 of them at the diagnostic tolerance ϵ = 2.5. The experiment
therefore separates candidate availability from the final selection problem.

The invariance principle gives a principled way to address this selection problem. If
the mechanism for Y and its noise law are stable across environments, then the residuals
of the true expression f ∗ have the same distribution in every environment. For the exact
downstream inverse g(x3) = x3/α, the residual is −η/α. It is therefore invariant when
α and the noise law of η are fixed, in which case residual invariance cannot distinguish
the shortcut from the mechanism. A detectable gap can arise when the measurement
calibration or noise law changes, or when a fixed imperfect inverse is combined with a
shift in the distribution of Y . Chapter 4 formalizes both the recovery condition and this
identification boundary.

The example also identifies a boundary of the method. If α and the noise distribution
remain unchanged in every observed environment, the descendant expression can have
stable residuals. No residual based test can distinguish it from the mechanism using those
environments alone. Useful environment design is therefore part of the problem. The
environment shifts should perturb the surrounding system enough to expose shortcuts
while leaving the target mechanism unchanged in the environments used for selection.

2.5.4 Two-Sample Tests and Distributional Discrepancy

The numerical implementation of the invariance principle requires a way to measure the
discrepancy between residual distributions estimated from finite samples. For a candidate
expression g and environment e, define

rei (g) = yei − g(xe
i ), ˆ︁P g

e =
1

ne

ne∑︂
i=1

δrei (g), (2.86)

where δr is a point mass at r. Let D be a discrepancy between empirical distributions and
let A contain at least two environments. One natural average instability score is

IA(g) =
2

|A|(|A| − 1)

∑︂
e,e′∈A
e<e′

D
(︂ ˆ︁P g

e ,
ˆ︁P g
e′

)︂
. (2.87)
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A smaller value indicates more stable residual distributions. Other aggregations can re-
place the average when the worst environment difference is more important. Two sample
statistics provide standard choices for D.

The Cramér-von Mises statistic [28, 166] measures the integrated squared difference
between two empirical cumulative distribution functions. For samples {rei } and {re′j } with

empirical CDFs F̂e and F̂e′ , the two sample statistic is

CvM(F̂e, F̂e′) =
nene′

ne + ne′

∫︂
(F̂e(r)− F̂e′(r))2 dH(r), (2.88)

where H is the empirical CDF of the pooled sample. The statistic is nonnegative. It equals
zero only when the two empirical CDFs coincide. It is bounded above for fixed sample
sizes. The Anderson-Darling statistic [3] is a weighted variant that places more emphasis
on the tails of the distribution.

The Kolmogorov-Smirnov statistic [71, 145] uses the supremum rather than the inte-
grated squared difference of the CDFs and is widely used as a baseline. The Maximum
Mean Discrepancy (MMD) [43] measures the distance between two distributions through
the difference of their mean embeddings in a reproducing kernel Hilbert space. For a
positive definite kernel k, the squared MMD between distributions P and Q is

MMD2(P,Q) = EX,X′∼P k(X,X ′) + EY,Y ′∼Q k(Y, Y ′)− 2EX∼P, Y∼Q k(X, Y ). (2.89)

The empirical MMD replaces expectations by sample averages. MMD is the standard
choice of two sample statistic when the underlying samples are multivariate.

The selector of Chapter 4 uses a normalized Cramér-von Mises discrepancy on residual
distributions. Residuals are one dimensional, so a CDF based discrepancy is natural. The
normalized form depends on the complete empirical residual distributions, lies in [0, 1], and
is dimensionless. It can also be computed efficiently from sorted residual samples.

With more than two environments, pairwise discrepancies must be combined. An av-
erage pairwise score measures typical instability. A maximum pairwise score emphasizes
the worst observed shift. One can also compare each environment with the pooled residual
distribution of the others. These choices answer slightly different questions. The selector
of Chapter 4 uses a uniform average over all environment pairs.

Finite sample calibration also matters. A discrepancy statistic is not itself a proof of
a distributional difference. Its scale depends on sample size and on the variability of the
residuals. Permutation procedures provide a direct way to estimate a null distribution
when exchangeability is justified. When many candidate equations and many environment
pairs are examined, the selection procedure must also account for the fact that the largest
observed discrepancy can increase by chance.
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2.5.5 Out-of-Distribution Generalization and Domain Shift

The invariance principle is part of a broader literature on out of distribution generalization.
The general problem is to train a predictor that performs well not only on data drawn from
the training distribution but also on data drawn from a related distribution that differs
from the training one in some controlled way. The selector of Chapter 4 addresses a narrow
version of this problem. Rather than training a predictor that generalizes, the selector
chooses among already trained predictors based on an invariance criterion estimated on
training environments.

There are three connections to the broader literature. First, the residual invariance
criterion is conceptually similar to the IRM penalty [4] and to the anchor regression ob-
jective [132]. It is applied as a model selection rule rather than as a training objective.
Second, the finite-candidate result in Chapter 4 uses uniform concentration to separate a fit-
admissible mechanism class from competing candidates by a detectable residual-invariance
gap. Third, the causal chambers testbed [40] provides physical experimental setups in
which interventions can be implemented and illustrates the type of multi-environment
data for which invariance methods are intended.

Model selection is a central difficulty in domain generalization. A method is trained on
observed environments but is intended to perform well on unseen ones. The best valida-
tion rule is therefore not obvious. DomainBed [46] shows that careful experimental control
and model selection can change conclusions about the value of specialized domain gener-
alization algorithms relative to empirical risk minimization. The same concern appears in
causal symbolic regression. A selector should use only information available in the training
environments and should state which shifts its assumptions cover.

The phrase distribution shift covers several distinct settings. Covariate shift changes
the distribution of inputs while preserving the conditional relationship of interest. Label or
mechanism shift changes the target assignment itself. Group shift changes the proportions
of known subpopulations. The residual invariance selector is aimed at a specific case. It
uses shifts in the surrounding variables to identify an equation whose target mechanism
remains stable. It is not intended to guarantee robustness under arbitrary changes to the
target mechanism.
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Chapter 3

Fast Multipole Attention

This chapter presents Fast Multipole Attention. It builds on the efficient attention and
multilevel numerical background in Sections 2.2 and 2.3. The goal is to replace dense all
pairs attention with a learned multilevel decomposition. Nearby tokens or patches interact
at full resolution. Distant tokens or patches interact through compact summaries arranged
on a hierarchy. The chapter develops the one dimensional construction for sequences,
the two dimensional construction for images, the complexity analysis, and experiments in
language modeling and vision.

3.1 Problem Setting and Design Goals

This section defines the computational problem addressed in this chapter: reducing the
quadratic time and memory cost of dense self attention while preserving a global receptive
field. Chapter 2 reviewed Transformer attention and several families of efficient attention
methods. Here, we seek an attention operator that allows every output position to use
information from the whole input in a single layer without computing and storing all
pairwise interactions at full resolution.

Consider one attention head with queries, keys, and values Q,K, V ∈ Rn×d̂. With a
mask M ∈ {0,−∞}n×n, the dense attention output at position i can be written as follows.

yi =
n−1∑︂
j=0

aijvj, where aij =
exp
(︂
q⊤i kj/

√︁
d̂ + Mij

)︂
∑︁n−1

t=0 exp
(︂
q⊤i kt/

√︁
d̂ + Mit

)︂ , for i, j = 0, . . . , n− 1. (3.1)
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For bidirectional attention, all nonpadding positions are allowed. For causal attention,
Mij = −∞ whenever j > i. The matrix The cost of computing the score matrix, normal-
izing it, and multiplying by V is

Tdense = O(n2d̂), Sdense = O(n2), (3.2)

where Tdense denotes time complexity and Sdense denotes space, or memory, complexity.
These estimates are up to constants from heads, batches, and implementation details.
This is the same bottleneck discussed in Section 2.2.1, but it is useful to restate it here
because the rest of the chapter changes the structure of this computation.

The quadratic term becomes limiting in the regimes that motivate this thesis project.
In language modeling, n is the context length. Increasing context from 1024 to 4096
multiplies the dense attention matrix size by a factor of sixteen. This affects training
memory, because intermediate activations are needed for backpropagation, and it affects
inference, because every new query must interact with a growing key value cache. In vision,
the input is often a two dimensional grid. If an image feature map has height H and width
W and is flattened into n = HW tokens, dense attention scales as

O(n2d̂) = O(H2W 2d̂). (3.3)

Doubling both spatial dimensions multiplies the number of patches by four and the at-
tention matrix by sixteen. This is a direct obstacle for dense prediction tasks such as
segmentation, where preserving spatial resolution is important.

One response is to remove most attention edges. Local windows, strided patterns,
random edges, global tokens, clustering, and pooling all reduce the number of pairwise
comparisons. These methods are useful, and they define much of the literature reviewed
in Section 2.2. The main tradeoff is that they change how information moves through
the model. A strict local window has linear cost, but a token at one end of the input
cannot affect a token at the other end in a single layer. Shifted windows and strided
patterns reduce this path length, but global communication still depends on the chosen
graph. Pooling keeps a global summary, but it may discard fine grained information before
a query has a chance to select what it needs.

The target in this chapter is therefore not only lower asymptotic cost. The target is a
particular kind of lower cost. Local information should remain available at full resolution,
because nearby tokens or patches often contain the most detailed evidence. Long distance
information should also remain available in every layer, because language and vision both
require global context. In text, a later token may depend on an earlier entity, topic, or
syntactic choice. In images, a local patch may be ambiguous without object level or scene
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level information. This suggests an operator that uses different resolutions for different
distances rather than using one uniform resolution for all pairs.

This is the point where the connection to fast summation methods becomes useful. In
an n body problem, a direct method evaluates the effect of every source particle on every
target particle. The Fast Multipole Method avoids this uniform treatment by separating
interactions into near field and far field components [42, 102]. Nearby sources are treated
directly. Distant sources are grouped and represented by compact expansions that can be
reused by many targets. The analogy is not exact. Attention does not begin with a known
analytic kernel, and its weights are learned through a downstream task rather than chosen
to satisfy a prescribed approximation error. The useful idea is the decomposition. It is
wasteful to represent every distant source at the same resolution as a neighbouring source
if distant interactions are compressible.

Fast Multipole Attention applies this idea to the attention matrix rather than to a
physical potential. For each query position i, the allowed key positions are conceptually
split into a near field and several far field groups,

{j : Mij = 0} = N (i) ∪
L⋃︂

ℓ=1

Fℓ(i), (3.4)

where N (i) denotes nearby positions and Fℓ(i) denotes distant positions represented at
level ℓ of a hierarchy. The near field will be evaluated with ordinary attention. The far
field will be represented by learned summaries of groups of keys and values. Section 3.2
gives the precise construction. At this stage, Equation (3.4) should be read as a design
principle. FMA replaces one dense all pairs matrix by a structured set of local blocks and
multilevel summarized blocks.

The geometry of the input matters for this split. A one dimensional sequence has an
intrinsic order. Token i has natural neighbours near index i, and longer range context lies
farther away along the sequence. A two dimensional image feature map has a spatial grid.
A patch has neighbours above, below, left, and right, and larger regions of the image can
be summarized at coarser spatial scales. Flattening an image into a one dimensional list
hides this geometry from the attention pattern. FMA uses a one dimensional hierarchy
for sequences and a two dimensional hierarchy for images. The attention weights are still
learned from content. The hierarchy only determines which interactions are computed at
fine resolution and which interactions are routed through summaries.

The desired attention operator should satisfy several design goals.

1. Keep direct local interactions. Nearby tokens or patches should attend to each
other without being compressed first. This preserves the detailed comparisons that
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are important for local syntax, local texture, boundaries, and small objects. It also
keeps the method close to standard attention in the region where attention scores
are often most concentrated.

2. Preserve a global receptive field. Every output position should have access
to information from the whole allowed input in a single layer. The access may be
through summaries rather than individual keys and values, but there should not
be disconnected regions whose information can only arrive after many layers. This
separates FMA from purely local windows.

3. Represent distant context at multiple resolutions. A single global pooled
vector is too coarse for many tasks. It mixes all distant positions before the query
can choose among them. A hierarchy gives each query several scales of far field
information. Coarser levels cover larger regions, while finer levels retain more location
detail.

4. Learn the summaries end to end. Classical fast multipole methods use analytic
expansions of known kernels. A Transformer layer does not have such a fixed kernel.
Its useful summaries depend on the data, the layer, and the task. The aggregation
maps in FMA should therefore be trainable, so the model can learn what information
from a distant group should be exposed to queries.

5. Reduce both computation and memory.

The method should avoid materializing the dense n× n attention matrix. Loglinear
FMA uses fine queries at every far field level. Linear FMA further reduces interactions
by downsampling queries. Section 3.3 counts interactions, summary construction,
and output combination.

6. Support standard Transformer masks. The same attention mechanism should
work in bidirectional encoder settings and causal decoder settings. This requirement
is important because the language experiments in this chapter include both masked
language modeling and autoregressive modeling. The near field and far field defi-
nitions must respect the mask, so that a causal model never uses information from
future positions.

7. Extend naturally from sequences to images. The one dimensional and two
dimensional operators should follow the same principle. The implementation details
differ because a sequence uses intervals and an image uses spatial cells, but the
mathematical structure should remain the same. Local interactions are exact, distant
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interactions use learned multilevel summaries, and the total number of hierarchy cells
is linear in the number of input tokens.

These goals also clarify what FMA is not trying to do. It is not an exact algorithm
for dense attention. Exact IO aware methods such as FlashAttention [30, 32] keep the
mathematical operator unchanged and improve how it is executed on hardware. FMA
changes the operator by imposing a multilevel structure on the attention pattern. It is also
not a task specific window design. The same near field plus far field principle is used for
language and vision. Finally, it is not a direct transfer of FMM error analysis to neural
attention. The connection to the Fast Multipole Method is an organizing principle for
compression and reuse. The effectiveness of the learned operator must be tested empirically.

The rest of the chapter follows this problem statement. Section 3.2 defines the one
dimensional and two dimensional FMA operators. Section 3.3 analyzes the resulting com-
putation and memory costs. The experimental sections then test whether this design
gives a useful accuracy and efficiency tradeoff on language modeling, image classification,
semantic segmentation, and object detection.

3.2 Fast Multipole Attention Method

This section defines one dimensional and two dimensional FMA through a common oper-
ator. Both variants fix the maximum input size before training. Both downsample keys
and values across the hierarchy. Loglinear FMA retains fine queries at every level. Linear
FMA also downsamples queries. Section 3.3 compares their complete costs.

3.2.1 Common Notation

The input to one attention head is X ∈ Rn×d. Linear maps produce

Q = XWQ, K = XWK , V = XWV , (3.5)

where Q,K, V ∈ Rn×d̂. The row vectors are denoted qi, ki, vi. The index set is written as
I. For a sequence, I = {0, . . . , n − 1}. For an image feature map, I = {0, . . . , H − 1} ×
{0, . . . ,W − 1} and n = HW . The notation j ∈ I therefore means either a token index or
a spatial grid point, depending on the setting.

FMA uses a tree partition of I. The leaves of the tree are base cells of size r. In one
dimension these cells are intervals of length r. In two dimensions they are squares of side
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length r. Coarser cells are obtained by doubling side length at each level. Let Cℓ be the
collection of cells at level ℓ, where ℓ = 1 is the base level. A cell C ∈ Cℓ contains O(r2ℓ−1)
points in one dimension and O(r24ℓ−1) points in two dimensions, apart from boundary
cells.

Each far field cell is replaced by learned key and value representatives. The number of
representatives per cell is the far field rank p. For C ∈ Cℓ and s = 0, . . . , p− 1, define

k̄
(ℓ)
C,s =

∑︂
j∈C

πK
ℓ,s(j;C) kj, v̄

(ℓ)
C,s =

∑︂
j∈C

πV
ℓ,s(j;C) vj. (3.6)

The coefficients πK
ℓ,s and πV

ℓ,s are trainable. They are shared across cells at the same level,
with the same relative position inside the cell using the same coefficient. For p = 1, each
cell has one aggregated key and one aggregated value. Larger p gives a richer low rank
description of the cell. The base construction in the paper is written with p = 1; the rank-p
extension used in the main experiments is included here directly.

It is useful to stack all summaries at level ℓ into matrices

K̄ℓ = RK
ℓ K, V̄ℓ = RV

ℓ V, (3.7)

where RK
ℓ and RV

ℓ are sparse learned aggregation matrices. Their rows correspond to pairs
(C, s) with C ∈ Cℓ and s = 0, . . . , p − 1. The matrices in Equation (3.7) are a compact
way to express the same operation as Equation (3.6). They also make the connection to
hierarchical matrix structure explicit.

Figure 3.1: Conceptual view of one dimensional FMA. Full attention computes a separate
interaction between query token i and every source token. FMA keeps exact attention
in a three-cell near field of width 3r and represents the far field by learned summaries of
progressively larger groups.

Figure 3.1 illustrates the interaction pattern for one query. In full attention, the query
interacts separately with all n source tokens. FMA retains this fine resolution within the
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near field. In the far field, consecutive tokens are aggregated into groups of increasing
size, such as r, 2r, and 4r. Each far field group is represented by learned key and value
summaries, so the query computes a small number of interactions per hierarchy level rather
than one interaction per far field token. Near field detail is therefore preserved while far
field context remains available through coarser representations.

Figure 3.2: Sparsified attention matrix for one dimensional FMA. White cells denote exact
near field interactions. Gray blocks denote summarized far field interactions, with darker
shades indicating coarser hierarchy levels.

Figure 3.2 shows the corresponding structure across all queries. The white diagonal
band contains the exact near field. Farther from the diagonal, the far field is partitioned
into increasingly large blocks at progressively coarser resolutions. The pattern covers the
full matrix, so every query retains a global receptive field, but the far field is stored and
evaluated through learned low rank summaries. This block hierarchy is closely related to
the data sparse structure of hierarchical matrices, which compress off diagonal blocks while
retaining detailed interactions near the diagonal [10, 48].
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3.2.2 Near Field and Far Field Decomposition

For each query position i, FMA chooses a near field N (i) ⊂ I and far field interaction
lists Iℓ(i) ⊆ Cℓ for ℓ = 1, . . . , L− 1. The near field contains nearby input positions and is
computed at full resolution. The far field lists contain cells whose key and value summaries
are used instead of their individual positions. The construction is chosen so that

{j ∈ I : Mij = 0} = N (i) ∪
L−1⋃︂
ℓ=1

⋃︂
C∈Iℓ(i)

C. (3.8)

The sets on the right hand side are pairwise disjoint. The mask M is the task mask. In a
bidirectional layer it removes only padding. In a causal layer it removes future positions.
Equation (3.8) says that every allowed source position is represented exactly once, either
as an individual near field token or as part of one far field cell.

This cover gives a simple way to read the method. FMA does not pool the whole
sequence into one vector. For each query, every source position is used at one resolution.
Nearby positions stay as individual tokens. Farther positions are placed into cells. The
same source token may be near field for one query and far field for another.

The near field contribution is standard masked attention restricted to N (i),

αij =
exp(q⊤i kj/

√︁
d̂)∑︁

t∈N (i) exp(q⊤i kt/
√︁
d̂)
, j ∈ N (i). (3.9)

For a far field level ℓ, query i attends to the representatives k̄
(ℓ)
C,s of the cells in Iℓ(i),

β
(ℓ)
i,C,s =

exp
(︂
q⊤i k̄

(ℓ)
C,s/
√︁
d̂
)︂

∑︁
D∈Iℓ(i)

∑︁p−1
t=0 exp

(︂
q⊤i k̄

(ℓ)
D,t/

√︁
d̂
)︂ , (3.10)

where C ∈ Iℓ(i) and s = 0, . . . , p− 1. The FMA output is then

yi =
∑︂

j∈N (i)

αijvj +
L−1∑︂
ℓ=1

∑︂
C∈Iℓ(i)

p−1∑︂
s=0

β
(ℓ)
i,C,sv̄

(ℓ)
C,s. (3.11)

This equation is the main definition of the attention operator. It says that nearby positions
contribute through exact values, while distant cells contribute through learned summaries.
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It is helpful to split Equation (3.11) into scale contributions,

y
(0)
i =

∑︂
j∈N (i)

αijvj, y
(ℓ)
i =

∑︂
C∈Iℓ(i)

p−1∑︂
s=0

β
(ℓ)
i,C,sv̄

(ℓ)
C,s. (3.12)

Then

yi = y
(0)
i +

L−1∑︂
ℓ=1

y
(ℓ)
i . (3.13)

The term y
(0)
i is the local update. Each y

(ℓ)
i is the contribution from one farther scale. The

layer adds these terms before the usual output projection and residual connection. Thus
the query receives local tokens and several far field summaries, not just one global pooled
vector.

The same definition can be written in matrix form. Let M0 be the mask that keeps only
near field entries. For ℓ ≥ 1, let Mℓ be the mask that keeps only columns corresponding
to representatives of cells in Iℓ(i) for each row i. Define

A0 = softmaxrow

(︄
QK⊤√︁

d̂
+ M0

)︄
, (3.14)

Aℓ = softmaxrow

(︄
QK̄⊤

ℓ√︁
d̂

+ Mℓ

)︄
, ℓ = 1, . . . , L− 1. (3.15)

The output matrix is

YFMA = A0V +
L−1∑︂
ℓ=1

AℓV̄ℓ. (3.16)

Equivalently,

YFMA =

(︄
A0 +

L−1∑︂
ℓ=1

AℓR
V
ℓ

)︄
V. (3.17)

The matrix in parentheses is the attention matrix acting on values, but it is not formed in
memory. The product AℓR

V
ℓ represents far field blocks with rank at most p per cell. This

is the matrix view of the exact near field and the low rank far field.

The softmax in Equations (3.14) and (3.15) is applied separately at each resolution
level. FMA is therefore not just sparse dense attention. Each level produces its own con-
tribution. If all near and far representatives were placed in one softmax, coarse summaries
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and local tokens would compete in the same normalization. The current choice keeps each
level separate. The resulting matrix in Equation (3.17) is not a row stochastic dense at-
tention matrix. It is a learned feature mixing operator built from local blocks and far field
summaries. The following sections give the interaction lists for sequences and images.

3.2.3 One Dimensional Construction

For a sequence, take I = {0, . . . , n− 1}. The dyadic hierarchy for length n uses

hℓ = r2ℓ−1, L = ⌈log2(n/r)⌉ . (3.18)

Each variant sets a maximum length nmax before training and fixes L = L0 =
⌈log2(nmax/r)⌉ for n ≤ nmax. Cell sizes and learned aggregation parameters stay fixed.
Cells are truncated at the input boundary. For ℓ = 1, . . . , L − 1, the level ℓ cells are
intervals

Cℓ,m = {j ∈ I : mhℓ ≤ j < (m + 1)hℓ}, m = 0, . . . ,Mℓ − 1, (3.19)

where Mℓ = ⌈n/hℓ⌉. For position i, define the base-cell index and the coarser block indices
by

b0(i) = ⌊i/r⌋ , bℓ(i) =
⌊︁
i/(r2ℓ)

⌋︁
, ℓ ≥ 1. (3.20)

The near field is the three base cell window around i,

N1D(i) = {j ∈ I : |b0(j)− b0(i)| ≤ 1}. (3.21)

Thus |N1D(i)| ≤ 3r, apart from boundary effects and task masks.

Tokens enter the far field at the finest level at which their coarse block lies within the
three-block neighbourhood but they have not already appeared at a finer resolution,

F1D
ℓ (i) =

{︄
j ∈ I : |bℓ(j)− bℓ(i)| ≤ 1, j /∈ N1D(i) ∪

⋃︂
1≤m<ℓ

F1D
m (i)

}︄
, ℓ = 1, . . . , L− 1.

(3.22)
The interaction list at level ℓ is the set of level ℓ cells contained in this shell,

I1Dℓ (i) = {Cℓ,m ∈ Cℓ : Cℓ,m ⊆ F1D
ℓ (i)}. (3.23)

The near field and the far field sets form the disjoint cover used in Equation (3.8), after
the usual boundary truncation.
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For each level ℓ = 1, . . . , L− 1 and representative s = 0, . . . , p− 1, FMA learns key and
value coefficient vectors πK

ℓ,s,π
V
ℓ,s ∈ Rhℓ . The entries πK

ℓ,s,u and πV
ℓ,s,u are trainable, where

u = 0, . . . , hℓ − 1 denotes the relative position within a cell. For a cell Cℓ,m ∈ Cℓ, the one
dimensional summaries are

k̄
(ℓ)
Cℓ,m,s =

∑︂
j∈Cℓ,m

πK
ℓ,s,j−mhℓ

kj, v̄
(ℓ)
Cℓ,m,s =

∑︂
j∈Cℓ,m

πV
ℓ,s,j−mhℓ

vj. (3.24)

Here j − mhℓ is the relative position of token j within the cell. The same coefficient
vectors are therefore reused for every cell at level ℓ. The row formula in Equation (3.11)
with N (i) = N1D(i) and Iℓ(i) = I1Dℓ (i) defines one dimensional FMA.

This construction gives each query full resolution access to nearby tokens and a constant
number of summarized cells at every coarser level. The number of summary representa-
tives per query is O(pL), while the exact near field has size at most 3r. The complexity
consequences are derived in Section 3.3.

3.2.4 Two Dimensional Construction

For images, take I = {0, . . . , H − 1} × {0, . . . ,W − 1}. The formulas are simplest when
H = W , but the construction extends to rectangular feature maps by using the same cells
in each coordinate and truncating at the boundary. The full quadtree uses

hℓ = r2ℓ−1, L = ⌈log2(max{H,W}/r)⌉ . (3.25)

Both variants replace max{H,W} by the maximum spatial extent set before training. Each
resulting depth L0 stays fixed within its supported range. For ℓ = 1, . . . , L− 1, the level ℓ
cells are rectangles

Cℓ,u,v = {(x, y) ∈ I : uhℓ ≤ x < (u + 1)hℓ, vhℓ ≤ y < (v + 1)hℓ}. (3.26)

For a pixel or patch i = (xi, yi), define

bxℓ (i) =
⌊︁
xi/(r2ℓ)

⌋︁
, byℓ (i) =

⌊︁
yi/(r2ℓ)

⌋︁
, ℓ ≥ 0. (3.27)

The near field is the 3× 3 window of base cells around i,

N2D(i) = {j ∈ I : |bx0(j)− bx0(i)| ≤ 1, |by0(j)− by0(i)| ≤ 1}. (3.28)

It contains at most 9r2 positions. The base cell is r × r. The near field is 3r × 3r.
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As in one dimension, a position is assigned at the first coarse level at which it becomes
available outside the exact near field. The far field and interaction list are

F2D
ℓ (i) =

{︃
j ∈ I : |bxℓ (j)− bxℓ (i)| ≤ 1, |byℓ (j)− byℓ (i)| ≤ 1,

j /∈ N2D(i) ∪
⋃︂

1≤m<ℓ

F2D
m (i)

}︃
, (3.29)

I2Dℓ (i) = {Cℓ,u,v ∈ Cℓ : Cℓ,u,v ⊆ F2D
ℓ (i)}, ℓ = 1, . . . , L− 1. (3.30)

Thus each level contributes a ring of cells around the query, measured in the ℓ∞ grid
distance on the quadtree. Near cells are handled exactly, and far cells are represented by
summaries.

The two dimensional summaries can be learned as full two dimensional kernels. In the
implementation used for the experiments, they are separable in the two coordinates. For
Cℓ,u,v ∈ Cℓ and s = 0, . . . , p− 1,

πK
ℓ,s(a, b) = πK,x

ℓ,s (a)πK,y
ℓ,s (b),

πV
ℓ,s(a, b) = πV,x

ℓ,s (a)πV,y
ℓ,s (b), (3.31)

for offsets 0 ≤ a, b < hℓ. The summaries are

k̄
(ℓ)
Cℓ,u,v ,s

=
∑︂

(x,y)∈Cℓ,u,v

πK
ℓ,s(x− uhℓ, y − vhℓ) k(x,y),

v̄
(ℓ)
Cℓ,u,v ,s

=
∑︂

(x,y)∈Cℓ,u,v

πV
ℓ,s(x− uhℓ, y − vhℓ) v(x,y). (3.32)

Using separable kernels reduces the number of aggregation parameters while preserving
the spatial structure of the cell. The row formula in Equation (3.11) with N (i) = N2D(i)
and Iℓ(i) = I2Dℓ (i) defines two dimensional FMA.

We visualize the quadtree partition and the corresponding sparsified attention matrix
in Figure 3.3.
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(a) Two dimensional quadtree with four
levels.

(b) Two dimensional attention pattern
with three levels.

Figure 3.3: FMA two dimensional hierarchy and a corresponding sparsified attention ma-
trix. White cells denote exact near field interactions. Gray cells denote summarized far
field interactions, with darker shades indicating coarser hierarchy levels. Panel (b) corre-
sponds to the top left quarter of panel (a).

The important difference from applying one dimensional FMA to a flattened image is
the geometry of the partition. A flattened sequence imposes an arbitrary row major order.
A quadtree keeps horizontal and vertical neighbourhoods together. Therefore the exact
near field is isotropic on the image grid, and the far field summaries correspond to square
spatial regions rather than intervals in a flattened list.

3.2.5 Causal Constraints and Far Field Capacity

The formulas above are written for the bidirectional case. Padding is handled by removing
padded positions from the near field and from all far field cells. The causal case uses the
same operator with the additional constraint j ≤ i in one dimensional sequence order.
Equivalently, every level mask Mℓ removes any representative whose source cell contains
future positions. Boundary regions that cannot be represented by an allowed coarse cell
are handled at a finer level. This preserves the disjoint cover of allowed positions and
prevents future information from entering the output.
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The causal case is the only place where the hierarchy needs extra care. A coarse cell
can straddle the boundary between past and future positions. Such a cell cannot be used
as one representative, because its summary would mix allowed and forbidden tokens. For
query i, define the allowed prefix

P (i) = {j ∈ I : j ≤ i}. (3.33)

A far field cell C is valid for query i only if

C ⊆ P (i). (3.34)

If a cell fails this condition, its allowed part is represented by smaller children until the
cover reaches cells that are entirely in the past, or by individual near field tokens at the
boundary. Thus the causal mask is part of the hierarchy construction. It decides which
coarse cells may appear in the interaction list. This lets the same FMA operator be used
in bidirectional encoders and autoregressive decoders.

The rank parameter p controls the capacity of the far field representation. When p = 1,
each far field cell contributes one aggregated key and one aggregated value. When p > 1,
the cell contributes p representatives, and the query can assign different attention weights
to different learned modes of the same cell. The value side of a far field block then has
rank at most p before the output projection. Increasing p increases the number of score
evaluations and the memory for summaries by a proportional factor. The ablation study
later in the chapter tests this tradeoff.

The rank interpretation can be made explicit. Fix a far field cell C at level ℓ and collect
its p value representatives as rows of

V̄
(ℓ)
C =

⎡⎢⎣v̄
(ℓ)
C,1
...

v̄
(ℓ)
C,p

⎤⎥⎦ ∈ Rp×d̂. (3.35)

For all queries that use this cell at level ℓ, the contribution of C has the form

Y
(ℓ)
C = B

(ℓ)
C V̄

(ℓ)
C , (3.36)

where the rows of B
(ℓ)
C contain the attention weights β

(ℓ)
i,C,s. Therefore

rank
(︂
Y

(ℓ)
C

)︂
≤ p. (3.37)
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This has the same form as a low rank far field block in a hierarchical matrix. The learned
aggregation kernels give the vectors in V̄

(ℓ)
C . The queries give the coefficients in B

(ℓ)
C .

The level by level normalization in Equation (3.16) is a design choice. One could put
all near and far representatives into one list and apply one softmax. This version instead
normalizes each resolution separately. It keeps the near field and each far field scale as
separate terms in the output. It also matches the implementation used in the experiments.

This normalization also affects training. The near field usually has more representatives
than any one far field level, especially in two dimensions where the exact region can contain
up to 9r2 patches. With one softmax, a large near field could dominate the smaller far
field lists. With levelwise normalization, each scale chooses among its own candidates. The
following linear projection then mixes the scale outputs. LayerNorm and the residual path
control the size of the final update.

FMA is therefore a learned hierarchical attention layer. It is not claiming that a dense
attention matrix has a fixed analytic multipole expansion. The assumption is simpler.
Nearby tokens should be kept exactly, and distant tokens can often be represented by
learned summaries. The next section gives the cost of this layer and explains the loglinear
and linear variants.

3.3 Complexity and Implementation

Complexity We count work per attention head. The base cell size r, rank p ≥ 1,
and head width d̂ are fixed as n grows. The batch size, number of heads, number of
Transformer blocks, embedding width, and feedforward width are also fixed. Both variants
fix the maximum input size and hierarchy depth L = L0 before training. The formulas
retain L to compare different maximum sizes. The processed length n includes any padding
evaluated by the kernels.

For the one dimensional construction, the near field contains at most 3r tokens. At
each coarser level, the shell around the query contains only a constant number of intervals.
Each interval contributes p representatives. Thus the number of score vectors seen by one
query is bounded by

m1D(i) ≤ 3r + c1DpL, (3.38)

where c1D depends on the interaction list. For loglinear FMA, interaction work and score
storage satisfy

T1D = O
(︂
nd̂(r + pL)

)︂
, S1D = O(n(r + pL)) . (3.39)
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Across models with increasing n = nmax, L = ⌈log2(n/r)⌉ gives O(n log n). With fixed
L = L0, these bounds are linear within the supported range.

In Equation (3.39), nr counts exact local interactions and npL counts far field interac-
tions. Larger r widens the exact region. Larger p increases the summary capacity.

In two dimensions, the near field contains at most 9r2 positions. Each far field level
contributes a bounded number of cells. With n = HW ,

m2D(i) ≤ 9r2 + c2DpL. (3.40)

For loglinear FMA, interaction and score storage costs are

T2D = O
(︂
nd̂(r2 + pL)

)︂
, S2D = O

(︁
n(r2 + pL)

)︁
. (3.41)

For inputs at growing maximum resolutions, these bounds are loglinear in n. Fixed L = L0

gives linear bounds within the supported range.

The two dimensional near field term grows with r2 rather than r. This is expected
because local geometry is now area rather than length. A larger base cell gives a wider
exact spatial neighbourhood, which can help boundaries and small objects. It also increases
the exact local attention cost quickly. Thus the two dimensional version follows the same
idea as the one dimensional version, but r affects memory more strongly.

Direct evaluation of the summaries in Equations (3.24) and (3.32) costsO(npd̂) per level
in both variants. The cells partition the input at each level. The total is TKV = O(npLd̂),
including separable two dimensional aggregation.

Fine queries produce n vectors per level. Their direct sum in Equation (3.13) costs
Tcombine = O(nLd̂). Direct lifting and summation of coarse outputs have the same bound
for a bounded number of coarse vectors per fine position. Replication and interpolation
with fixed support satisfy this condition.

Both variants summarize keys and values. Linear FMA also downsamples queries.
Each query uses O(p) far field representatives per level. For fixed r, p, d̂, compare models
at dyadic lengths n = nmax with L = ⌈log2(n/r)⌉. The one dimensional counts are

Linear FMA Loglinear FMA

Downsampled queries Full resolution queries

n, n/2, n/4, . . . n, n, n, . . .

n
L−1∑︂
ℓ=0

2−ℓ < 2n
L−1∑︂
ℓ=0

n = nL

Tfar = O(npd̂) = O(n) Tfar = O(npLd̂) = O(n log n)

(3.42)
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On square two dimensional grids, query counts decrease by four per level. The sum
n
∑︁L−1

ℓ=0 4−ℓ < 4n/3 remains linear. These counts exclude summary construction and out-
put assembly.

Both variants retain the near field cost O(nrd̂). Let Tint,v count near and far field
interactions for variant v. The direct total cost is

Ttotal,v = Tint,v +O(npLd̂) +O(nLd̂).

For linear FMA, the summary term also includes query downsampling. In two dimensions,
replace r by r2.

Both variants support sequences with n ≤ nmax ≤ r2L0 . Each sequence spans at most
two adjacent blocks of width r2L0−1 at the coarsest neighbourhood scale. The near field and
far field shells therefore cover all positions (Equation (3.8)). Shorter inputs use boundary
masks. Empty far field lists contribute zero. Causal attention covers the allowed prefix
(Section 3.2.5). In two dimensions, the condition is max{H,W} ≤ r2L0 .

For fixed r, p, d̂, L0, both variants have linear total cost for n ≤ nmax. The depth L0

grows logarithmically with nmax. At n = nmax, loglinear and linear FMA have interaction
costs O(n log n) and O(n), respectively. The direct total cost is O(n log(nmax/r)) for either
variant, or O(n log n) at n = nmax.

The effective matrix in Equation (3.17) is never materialized. In one dimension, fine
queries store O(n(r + pL)) scores and coarse queries store O(n(r + p)). Replace r by r2

in two dimensions. Stored summaries use O(pd̂
∑︁

ℓ |Cℓ|) storage. A running output sum

needs an O(nd̂) buffer. Retaining all lifted outputs uses O(nLd̂) storage. Backpropagation
may retain further tensors. With fixed depth, these costs are linear within the supported
range.

The attention term is only one part of a Transformer block. The query, key, and value
projections, the output projection, and the feedforward network still have costs that are
linear in sequence length and quadratic in hidden width. At short context lengths these
dense channel operations can dominate runtime. FMA is most useful when the attention
matrix itself becomes the bottleneck, which happens for long language contexts and high
resolution feature maps. This is why the experimental results report both accuracy and
memory across several sequence lengths and image resolutions.

The hierarchy summaries add parameters, but their number is small compared with
the dense projection matrices in a typical Transformer. In one dimension, a level with cell
size hℓ stores aggregation weights over relative positions inside a cell. In two dimensions,
separable aggregation kernels keep the number of aggregation parameters proportional to
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side length rather than area. The main cost of FMA is therefore not the parameter count.
It is the runtime and activation storage for the local blocks, far field scores, and summaries.

An FMA layer has four main steps. First, the input is projected to Q,K, V as in
standard multihead attention. Second, learned aggregation maps build key and value
summaries for all cells and levels. Third, the layer computes exact attention in the near
field and summarized attention in the far field. Fourth, the near and far contributions
are added and passed through the output projection. The far field blocks are built from
summaries only when needed. Forming the full blocks explicitly would remove the memory
saving.

Implementation Our TVM schedule and CUDA kernels [23] compute near field atten-
tion, summaries, far field interactions, and output combination. They do not materialize
dense off diagonal blocks. FMA-linear additionally downsamples queries. The cost analysis
includes all these stages.

Figure 3.4 summarizes the implementation of one dimensional FMA. Queries and keys
are aggregated across hierarchy levels. The near field scores are stored in the sparse banded
matrix A, while B(ℓ) denotes the far field interactions at level ℓ. The value representatives
are combined with these scores to produce level specific outputs, which are accumulated
into the final output X. Darker blocks denote coarser hierarchy levels.

Figure 3.4: Overview of the one dimensional FMA implementation. Queries, keys, and
values are aggregated hierarchically, and near field and far field interactions are evaluated
without materializing dense low rank off diagonal blocks.

Figure 3.5 gives a more detailed view of the same computation. The first stage con-
structs multilevel representations of Q, K, and V . The second stage computes the exact
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near field blocks and the summarized far field blocks at their respective resolutions. Their
conceptual superposition gives the hierarchical attention pattern, although the full matrix
is not formed in memory. Specialized CUDA kernels apply these blocks directly to the
value representations, delivering the theoretical memory and arithmetic benefits of FMA
in the GPU implementation.

The hierarchy gives the implementation fewer pairwise interactions, but this does not
guarantee lower wall clock time at every input length. The current FMA kernels are less
mature than common exact attention kernels. Exact IO aware methods such as FlashAt-
tention accelerate dense attention without changing its quadratic arithmetic count. These
ideas are complementary: the near field of FMA is standard attention on short blocks, and
the far field reductions also have a regular tiled form suitable for further kernel optimiza-
tion.

3.4 Relationship to Prior Attention Methods

Chapter 2 reviewed efficient attention broadly. This section only states how FMA differs
from the closest mechanisms.

Sparse attention methods reduce cost by selecting a subset of token pairs. Local win-
dows, dilated patterns, and global tokens give explicit connectivity graphs [11, 186]. These
patterns are useful, but the choice of edges determines how information can move. A purely
local window needs several layers before distant positions can interact. Adding global to-
kens gives a short path, but the global information is compressed through a small fixed set
of positions. FMA makes a different choice. It keeps exact local attention and adds global
access through many spatially organized summaries. Every layer has a global receptive
field, but distant information is represented at coarser resolution.

Linearized attention uses feature maps for associative evaluation [27, 66]. GLA adds
input dependent gates to recurrent matrix memory [179]. DeltaNet revises stored as-
sociations with delta updates, and Gated DeltaNet combines these updates with gating
[180, 181]. Mamba uses selective state space dynamics [44]. Mamba-2 connects a selective
state space layer with structured masked attention [31]. These models support parallel
training and recurrent decoding with a state size independent of sequence length. FMA
keeps softmax attention in the near field and over explicit summaries at each far field level.
These five alternatives are relevant comparators, especially for autoregressive modeling.
Their performance relative to FMA is not tested here.

Pooling and memory compressed attention reduce the key and value length before
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(a) Multilevel aggregation of queries, keys, and values.

(b) Near field matrix A and far field matrices B(ℓ) at successively coarser levels.

(c) Conceptual superposition of the near field and far field blocks.

Figure 3.5: Construction of the bidirectional FMA operator with four hierarchy levels.
The multilevel representations in panel (a) produce the sparse score blocks in panel (b).
Panel (c) shows their conceptual superposition as the final hierarchical attention pattern;
the implementation applies these blocks without materializing the full matrix.
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attention [96, 174]. This can be efficient, but it often applies the same compression to all
queries at a scale. A query then cannot choose among fine positions inside a compressed
region. FMA uses pooling only for distant regions. Nearby regions remain uncompressed,
and far field summaries are learned separately at multiple levels. The ablation in Section 3.8
shows that learned aggregation performs better than uniform average pooling in the tested
language model.

Hierarchical attention methods are closest in spirit. H-Transformer-1D uses a hierarchi-
cal matrix inspired approximation with low rank off diagonal blocks [192]. MRA attention
recursively decomposes interactions using multiresolution structure [187]. FMA shares the
idea that far field interactions can be compressed, but it uses trainable aggregation kernels
for keys and values and provides both one dimensional and two dimensional constructions.
The two dimensional version uses a quadtree rather than a flattened sequence, so the
geometry of image patches is preserved.

Windowed vision Transformers such as Swin compute attention inside local image win-
dows and shift the window partition between layers [99]. Figure 3.6 overlays the resulting
attention patterns across three Swin stages.

(a) Unshifted local windows. (b) Shifted local windows.

Figure 3.6: Attention sparsity across three stages of a Swin Transformer. Different shades
denote different stages; when cells overlap, the lightest shade, corresponding to the finest
resolution, is shown. Unshifted layers attend within fixed local windows, while shifted
layers allow cross window exchange along the displaced window boundaries.
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Panel (a) shows the block diagonal patterns produced by the first unshifted layer of
each stage. As patch resolution decreases across stages, the union of these local patterns
forms progressively wider diagonal bands. Panel (b) adds the shifted layers, allowing
information to cross the original window boundaries. Nevertheless, every individual Swin
layer remains local, so global communication must accumulate through multiple layers and
patch merging stages. FMA2D uses a different mechanism. Each FMA2D layer retains an
exact local near field and simultaneously accesses the rest of the image through multilevel
quadtree summaries, giving a global receptive field in one layer. Its square near field and
quadtree far field also yield a more isotropic connectivity pattern than the stitched diagonal
structure in panel (b). The comparison is therefore not only about cost, but also about
whether global context is available within a single attention layer or emerges through a
sequence of local layers.

Finally, exact IO aware attention such as FlashAttention is orthogonal to FMA [30, 32].
FlashAttention computes the same dense attention result with better memory traffic. FMA
computes a different hierarchical attention operator with fewer interactions. When dense
attention fits on hardware and exactness is required, an IO aware exact kernel is the
right tool. When length or resolution makes the dense operator too costly, FMA offers a
structured approximation with local exactness and global summarized context.

Table 3.1 provides a structured comparison of FMA with the most closely related
efficient attention mechanisms, highlighting the distinguishing features of each approach.

Method
Near field

exact
Far field

aggregation

Global per

layer
Causal
support

Input
geometry Complexity

Swin [99] ✓ Shifting – – 2D O(n)
P2T [174] – Average pool ✓ – 2D O(n)
LRFormer [188] – Projection ✓ – 2D O(n)
HAT-Net [98] ✓ Average pool ✓ – 2D O(n)
CSWin [37] ✓ Cross stripe Partial – 2D O(n

√
n)

H-Transformer [192] ✓ Fixed average ✓ – 1D O(n)
MRA [187] Adaptive Adaptive ✓ – 1D O(n logn)
FMA ✓ Learned ✓ ✓ 1D and 2D O(n logn)/O(n)

Table 3.1: Feature comparison of efficient attention mechanisms most relevant to FMA.
Near field exact indicates whether exact attention is computed for nearby tokens or pixels.
Far field aggregation describes how distant context is represented. Global per layer indi-
cates whether each attention layer has a global receptive field. A dash indicates that the
feature is not supported.

The FMA entries in Table 3.1 describe interaction work and score storage as n =
nmax grows, with r, p, d̂ fixed. Section 3.3 also counts summary construction and output
assembly.
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The comparison highlights the combination that distinguishes FMA. It preserves exact
near field interactions while learning multilevel far field summaries, rather than relying on
fixed averaging, a predefined projection, or window shifting. It provides global context
within every layer and supports both bidirectional and causal attention. The one dimen-
sional interval hierarchy and two dimensional quadtree use the same construction, and the
underlying partition and aggregation principle extends in a direct way to higher dimen-
sional inputs. Thus FMA combines learned multilevel summaries, a global receptive field,
and loglinear or linear complexity in both sequence and image settings, while its geometric
hierarchy can in principle be generalized to any dimension.

3.5 Experimental Setup

The experiments test FMA in both one dimensional and two dimensional settings. The
one dimensional tasks are autoregressive character modeling on enwik8 [101] and masked
language modeling on WikiText-103 [106]. The two dimensional tasks are ImageNet-1K
image classification [34] and ADE20K semantic segmentation [189], followed by COCO
2017 object detection [94]. A separate symbolic retrieval task tests access to specific distant
values (Section 3.9).

The language experiments use a common six layer Transformer in fairseq [112], with
width 768 and 12 heads. The baselines cover dense attention (Full), key and value com-
pression (Memory Compressed Attention [96]), sparse connectivity (Reformer [69] and
BigBird [186]), linearization (Linear Transformer [66]), and hierarchical approximation
(H-Transformer-1D [192] and MRA [187]). This selection compares complementary atten-
tion designs within the same backbone. Training hyperparameters are tuned on Full and
held fixed for the alternatives. The tables specify the baselines used for each task. For
FMA, the default far field rank is p = 4. The ablation later varies both the base cell size
r and rank p.

The autoregressive model is trained with a causal mask. It predicts the next character
and is evaluated by bits per character (bpc). Lower bpc means better negative log likeli-
hood. The masked language model uses a bidirectional encoder and randomly masks 15%
of tokens. It is evaluated by perplexity. Lower perplexity means better word prediction.

The image classification experiments replace standard attention blocks in ViT back-
bones with two dimensional FMA blocks. The base models follow ViT-B/16 and ViT-
L/16 [38]: the base model has width 768, MLP width 3072, and 12 layers, while the large
model has width 1024, MLP width 4096, and 24 layers. The main comparisons are against
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ViT and Swin [99], with published P2T and CSWin values included as context in the table
where available [37, 174]. Models are trained for 300 epochs with a cosine learning rate
schedule peaking at 10−3. The base cell side length is r = 2 at image size 224 and r = 4
at image size 384. The reported metric is single crop top 1 validation accuracy.

For semantic segmentation, FMA2D replaces the self attention blocks in SegFormer-B4
and SegFormer-B5 style backbones [175]. The models are pretrained on ImageNet-22K and
finetuned on ADE20K for 160,000 iterations with 512 × 512 crops using AdamW, weight
decay 0.01, an initial learning rate of 6 × 10−5, and polynomial decay. Performance is
measured by mean intersection over union (mIoU). Higher mIoU indicates better dense
prediction.

For object detection, FMA2D replaces every attention block in a ViT-B/16 backbone
used by Faster R-CNN [129]. A simple feature pyramid and detection head follow the plain-
ViT design of ViTDet [93]. The paper reports both a run initialized from a full-attention
ImageNet-1K checkpoint and a run trained from scratch. This distinction is important
because the pretrained weights were not learned with the FMA operator.

Memory numbers report peak training GPU allocation for the corresponding experi-
ment. They include forward activations and backward storage. Some quadratic language
baselines require gradient accumulation to fit long contexts. In those cases, the table
records the number of passes and the peak memory per pass. Comparisons should be read
within each table, because the hardware and training configuration differ across task fami-
lies. “Full” denotes dense softmax attention under the task mask. The reported setup does
not identify its exact backend or confirm FlashAttention use. FlashAttention avoids stor-
ing the full score matrix and changes memory traffic [30, 32]. The measurements therefore
describe the tested implementations and do not establish an advantage over FlashAtten-
tion.

3.6 Language Modeling Results

3.6.1 Autoregressive Language Modeling

Table 3.2 reports character level language modeling results on enwik8 at context lengths
from 512 to 4096. Lower bits per character (bpc) is better. The comparison includes
quadratic full and memory compressed attention, together with subquadratic Reformer,
Linear Transformer, BigBird, H-Transformer, and the two FMA variants. Memory is peak
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Model Context Test bpc ↓ Memory (GB)

Full 512 1.346 16.5
MCA 512 1.439 13.5
Reformer 512 1.372 15.5
Linear 512 1.424 38.2
BigBird 512 1.465 16.4
H-Transformer 512 1.853 12.3
FMA 512 1.353 11.6
FMA-linear 512 1.391 9.8

Full 1024 1.236 46.5
MCA 1024 1.351 27.4
Reformer 1024 1.271 31.8
Linear 1024 1.343 74.9
BigBird 1024 1.345 23.1
H-Transformer 1024 1.789 23.7
FMA 1024 1.256 21.6
FMA-linear 1024 1.298 17.6

Full 2048 1.128 2× 71.5
MCA 2048 1.276 73.4
Reformer 2048 1.252 62.9
Linear 2048 1.274 2× 72.1
BigBird 2048 1.281 39.5
H-Transformer 2048 1.684 38.4
FMA 2048 1.220 48.2
FMA-linear 2048 1.244 34.1

Full 4096 1.091 8× 61.7
MCA 4096 1.212 4× 49.2
Reformer 4096 1.180 2× 63.6
Linear 4096 1.207 4× 71.0
BigBird 4096 1.216 72.2
H-Transformer 4096 1.535 66.0
FMA 4096 1.133 2× 50.5
FMA-linear 4096 1.154 69.4

Table 3.2: Autoregressive enwik8 results. Bold values are best among the subquadratic
methods for a context length, and italics indicate second best. A multiplier in the memory
column denotes the number of gradient accumulation passes.
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GPU consumption. A multiplier indicates that gradient accumulation is required to match
the target batch size because the model does not fit in one pass.

The loglinear FMA variant gives the lowest bpc among all efficient methods at every
context length. Relative to the next best efficient model, Reformer, its bpc improvement
is approximately 1.4%, 1.2%, 2.6%, and 4.1% for contexts 512, 1024, 2048, and 4096,
respectively. The advantage therefore becomes more pronounced as the context grows. At
the same time, loglinear FMA remains among the four lowest memory efficient methods,
while FMA-linear is best or second best at the shorter context lengths.

Full attention remains the most accurate method. The measured Full implementation
needs two gradient accumulation passes at 2048 tokens and eight at 4096. Several other
baselines also require multiple passes at the longest context. FMA remains close to full
attention while using two passes at 4096, and FMA-linear fits the same context in one
pass. The linear variant gives up a small amount of accuracy relative to loglinear FMA
in exchange for lower memory at 512–2048 tokens and removal of gradient accumulation
at 4096. Compared with H-Transformer, FMA-linear achieves substantially lower bpc
with comparable memory. FMA-linear reduces coarse interactions within the configured
maximum context. Section 3.3 gives the cost of extending this range.

(a) Layer 2. (b) Layer 3. (c) Layer 4.

Figure 3.7: Sample FMA attention maps from different layers and heads of the autoregres-
sive enwik8 model with context length 1024. The empty upper triangles result from the
causal mask.

Figure 3.7 confirms the intended near field and far field decomposition after training.
High magnitude coefficients are concentrated near the diagonal, where FMA retains token
level resolution. Away from the diagonal, progressively larger blocks reflect the coarser

95



groups used for the far field. The locations and intensities of these blocks vary across
layers and heads, showing that the model learns to use both detailed local interactions and
selected long range dependencies rather than reducing the far field to uniform pooling.

3.6.2 Bidirectional Language Modeling

Table 3.3 gives the complete masked language modeling comparison on WikiText-103.
FMA again has the best perplexity among the efficient variants at each context length. At
context length 2048, it reaches perplexity 8.95, close to the full-attention value 8.70, while
avoiding the two-pass quadratic memory footprint. FMA-linear reduces memory further
and remains competitive with the other efficient baselines.

Model Context Test perplexity ↓ Memory (GB)

Full 512 9.21 15.4
Reformer 512 11.03 14.6
Linear 512 14.95 11.8
MRA 512 11.82 11.1
H-Transformer 512 10.60 10.7
FMA 512 9.45 10.9
FMA-linear 512 10.78 8.2

Full 1024 8.89 36.8
Reformer 1024 10.56 27.4
Linear 1024 14.24 22.0
MRA 1024 10.20 17.5
H-Transformer 1024 9.81 16.9
FMA 1024 9.06 18.6
FMA-linear 1024 10.13 15.6

Full 2048 8.70 2× 56.5
Reformer 2048 9.90 49.2
Linear 2048 14.06 48.1
MRA 2048 9.66 35.3
H-Transformer 2048 9.45 33.1
FMA 2048 8.95 37.0
FMA-linear 2048 9.64 29.5

Table 3.3: Masked language modeling results on WikiText-103. Bold values are best among
the subquadratic methods for a context length.

These language results support two conclusions. First, the learned far field summaries
keep enough information for these tasks. The model stays close to dense attention while

96



storing fewer interactions. Second, the linear variant is useful when memory is the main
constraint, but the loglinear variant gives a better accuracy and memory balance when
both variants fit.

The autoregressive and bidirectional tasks test different masks. In the autoregressive
setting, the hierarchy must respect the causal prefix for every query. Far field summaries
near the causal boundary cannot mix future tokens, so some coarse cells are replaced by
finer cells. FMA remains competitive at long context lengths under this constraint. In the
bidirectional setting, the hierarchy can use both left and right context. The WikiText-103
results show that the same far field summaries work in both settings.

Full attention remains the reference operator when it is computationally feasible. FMA
changes the operator, so the goal is not to reproduce every dense attention coefficient. The
goal is to keep enough local and distant information for the downstream loss while reducing
the number of interactions. The language tables show this tradeoff most clearly at longer
context lengths.

3.7 Vision Results

The vision experiments test whether the two dimensional quadtree construction is useful
beyond one dimensional sequences. The main issue is spatial resolution. A ViT style global
attention block has direct access to all patches but incurs quadratic attention cost. A Swin
style block is efficient but limits attention to local windows inside each layer. FMA2D keeps
exact local interactions and gives each layer global access through quadtree summaries.

3.7.1 Image Classification

Table 3.4 reports ImageNet-1K classification results without ImageNet-22K pretraining.
At 2242, FMA2D-B reaches 84.0% top 1 accuracy with lower peak training memory than
ViT-B/16 and Swin-B. At 3842, FMA2D-B remains competitive with CSWin-B published
accuracy and uses less measured memory than ViT-B/16 and Swin-B in the matched runs.
At the large model scale, FMA2D-L reaches 87.5% top 1 accuracy at 3842 with lower
measured memory than ViT-L/16 and Swin-L.

Table 3.5 shows the corresponding ImageNet-22K pretrain setting. FMA2D-B improves
to 87.1% at 3842, and FMA2D-L reaches 88.8%. The same memory pattern remains. The
advantage is most relevant at high resolution, where global dense attention uses a large
fraction of training memory.
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Model Params Image size Top 1 Memory

ViT-B/16 [38] 86M 224 81.8 17.2 GB
Swin-B [99] 88M 224 83.5 15.3 GB
P2T-L [174] 55M 224 83.9 n/a
CSWin-B [37] 78M 224 84.2 n/a
FMA2D-B 92M 224 84.0 14.6 GB

ViT-B/16 86M 384 83.6 41.4 GB
Swin-B 88M 384 84.5 28.1 GB
CSWin-B [37] 78M 384 85.4 n/a
FMA2D-B 85M 384 85.3 26.6 GB

ViT-L/16 307M 384 85.2 103.5 GB
Swin-L 197M 384 87.0 66.8 GB
FMA2D-L 201M 384 87.5 63.4 GB

Table 3.4: ImageNet-1K single crop classification without ImageNet-22K pretraining. Top
1 is measured in percent. Published P2T and CSWin values are included for context, and
their memory is not directly comparable.

Model Params Image size Top 1 Memory

ViT-B/16 86M 384 84.0 41.4 GB
Swin-B 88M 384 86.4 28.1 GB
CSWin-B [37] 78M 384 87.0 n/a
FMA2D-B 85M 384 87.1 26.6 GB

ViT-L/16 307M 384 85.8 103.5 GB
Swin-L 197M 384 88.1 66.8 GB
CSWin-L [37] 173M 384 87.5 n/a
FMA2D-L 201M 384 88.8 63.4 GB

Table 3.5: ImageNet-1K single crop classification with ImageNet-22K pretraining. Top 1
is measured in percent. Published CSWin values are included for context.
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FMA2D avoids dense off diagonal blocks and uses less memory in these comparisons.
The memory values in Tables 3.4 and 3.5 were measured with distributed data parallel
training on four A100 GPUs and an effective batch size of 128. Fixed depth gives linear
storage within the supported spatial range (Section 3.3).

We also examine the model predictions qualitatively. Figure 3.8 shows predictions
from FMA2D-B on ImageNet-1K validation images at 224 × 224. The model correctly
classifies a diverse range of categories with high confidence, typically above 96%. The
errors involve visually similar categories, such as magpie versus bald eagle and bulletproof
vest versus military uniform. These examples indicate that the hierarchical attention
mechanism preserves fine grained visual features.
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Figure 3.8: Sample predictions from FMA2D-B on the ImageNet-1K validation set at
224 × 224. Green labels indicate correct predictions with confidence scores. Red labels
show misclassifications with the predicted and true classes.
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3.7.2 Semantic Segmentation

The segmentation results in Table 3.6 test dense prediction, where local boundary de-
tail and global context are both important. Replacing SegFormer attention blocks with
FMA2D improves mIoU at both tested scales. FMA2D-L-SegFormer reaches 52.4 mIoU,
compared with 51.5 for SegFormer-B5. It also exceeds the listed Swin-L-UPerNet result
while using far fewer parameters. The result suggests that the quadtree summaries do not
only help classification. They also support pixel level prediction.

Segmentation tests the two dimensional operator in a different way from classification.
Classification can rely on a global representation after many layers. Segmentation needs
local spatial detail until the final dense prediction head. FMA2D fits this requirement.
The local near field keeps neighbouring patches at full resolution, while quadtree sum-
maries provide scene level context. This helps explain why replacing attention inside a
segmentation backbone can improve mIoU rather than only reduce memory.

The comparison with windowed attention is mainly about receptive field structure.
Swin obtains global communication by stacking shifted local windows and merging patches
across stages. FMA2D gives every block access to global context through summaries. The
experiments do not show that one design is always better. They show that FMA2D is
competitive and can help when high resolution memory is a limiting factor.

Method Params mIoU

Swin-B-UPerNet [99] 121M 48.1
Swin-L-UPerNet [99] 234M 50.5
SegFormer-B4 [175] 64M 51.2
SegFormer-B5 [175] 85M 51.5
FMA2D-B-SegFormer 71M 51.9
FMA2D-L-SegFormer 90M 52.4

Table 3.6: ADE20K validation results with ImageNet-22K pretraining. mIoU is measured
in percent.

3.7.3 Object Detection

The COCO 2017 experiment tests FMA2D in a third vision setting. Both models use a
Faster R-CNN detector with a ViT-B/16 backbone and a ViTDet-style feature pyramid.
FMA2D replaces self attention in all 12 backbone blocks. The pretrained run is finetuned
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for 36 epochs from an ImageNet-1K checkpoint trained with full attention; the from-scratch
run uses a 12-epoch schedule. Table 3.7 reports validation average precision.

Initialization Attention AP ↑ AP50 ↑ AP75 ↑

ImageNet-1K Full 39.7 61.0 42.8
ImageNet-1K FMA2D 38.2 59.1 40.7

From scratch Full 9.7 21.4 7.6
From scratch FMA2D 11.6 23.9 9.9

Table 3.7: COCO 2017 validation results for Faster R-CNN. The ImageNet-1K initializa-
tion was trained using full attention before the attention operator was replaced.

With full-attention pretraining, full attention leads FMA2D by 1.5 AP. This comparison
is not a matched pretraining test: replacing the operator introduces a mismatch between
the pretrained backbone weights and the new hierarchical attention blocks. When both
backbones are trained from scratch, FMA2D instead improves AP from 9.7 to 11.6. The
absolute from-scratch values are low, but the comparison isolates the attention mechanism
and suggests that the spatial hierarchy can provide a useful inductive bias at detection
resolution.

The pretrained experiment is analogous to a drop in replacement test. The backbone
weights were learned with full attention during ImageNet pretraining, so replacing the
attention operator with FMA2D introduces a mismatch that the 36 fine tuning epochs
only partially overcome. This explains the 1.5 AP gap in the pretrained setting. A back-
bone pretrained with FMA2D would provide weights already adapted to the hierarchical
decomposition and would likely reduce this gap.

Figure 3.9 shows the validation AP trajectories. When training from scratch, FMA2D
leads full attention and the difference grows over the course of training, indicating that
the final improvement is not caused by a single noisy evaluation. With the full attention
pretrained backbone, full attention retains its advantage throughout fine tuning, consistent
with the operator mismatch described above.
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Figure 3.9: COCO 2017 validation AP during training. Left: when trained from scratch,
FMA2D leads full attention and widens the gap. Right: with a pretrained full attention
backbone, full attention retains the advantage.

3.8 Ablations and Approximation Analysis

Ablation Study The main architecture choices in FMA are the base cell size r and the
far field rank p. Larger r increases the exact near field. Larger p gives each far field cell
more learned representatives. Both changes increase memory and computation. Table 3.8
reports an enwik8 ablation at context length 1024 with the same six layer language model
used above.

Rank r = 16 r = 32 r = 64

Avg pool 1.354, 18.6 GB 1.346, 18.6 GB 1.341, 18.6 GB
p = 1 1.321, 18.1 GB 1.279, 19.1 GB 1.270, 20.5 GB
p = 2 1.320, 18.4 GB 1.272, 19.3 GB 1.258, 20.9 GB
p = 4 1.307, 19.1 GB 1.266, 19.7 GB 1.256, 21.6 GB
p = 8 1.276, 20.2 GB 1.262, 21.1 GB 1.251, 23.2 GB

Table 3.8: Ablation on enwik8 with context length 1024. Each entry reports bpc followed
by peak training memory. Avg pool replaces learned far field summaries by uniform average
pooling.

The ablation has three clear trends. First, increasing p usually lowers bpc because the
far field has more expressive capacity. Second, increasing r also improves bpc because
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more context is handled exactly near the query. Third, the memory cost grows with both
choices, as predicted by Equation (3.39).

The ablation also shows that r and p play different roles. Increasing r widens the exact
local band. It does not make a distant cell more expressive. Increasing p gives each far field
cell more modes. It does not add more exact local comparisons. A model that needs sharp
local detail may benefit more from larger r. A model that needs richer distant context may
benefit more from larger p. This is why both parameters are kept in the construction.

Table 3.8 also includes an average pool baseline, which replaces the learned far field
basis functions with uniform average pooling. At context length 1024 and r = 16, 32, 64,
average pooling gives a higher bpc than every learned variant. Even a single learned basis
function with p = 1 outperforms uniform averaging, and the accuracy generally improves
further as the rank increases with only a modest additional memory cost. This comparison
demonstrates the advantage of learned aggregation over static pooling and supports the
use of trainable far field bases in FMA.

Efficiency Analysis Figure 3.10 benchmarks isolated attention layers from 256 to 8192
tokens with batch size 64 and embedding dimension 768. The measured Full and com-
pressed implementations show quadratic memory and latency growth and exceed 40 GB
by a sequence length of 4096. Over the measured range, FMA-linear tracks the baselines
with linear complexity and remains competitive in inference latency at 8192 tokens. Sec-
tion 3.3 separates the interaction savings from the total cost. The benchmark isolates
attention. Full model throughput also includes projections, MLPs, normalization, and
embeddings.

End-to-end throughput gives another view of the tradeoff. In the ImageNet-1K 384×384
setting, FMA2D-B uses less training memory than ViT-B/16 but has lower wall clock
throughput in the current implementation. Table 3.9 shows this point. At batch size 8,
FMA2D-B reaches about 71% of ViT-B/16 training throughput and about 74% of inference
throughput, while using less peak training memory and giving higher top 1 accuracy. The
throughput gap is an implementation issue as well as an algorithmic issue. The FMA
kernels are less optimized than standard dense attention kernels.

Empirical Approximation Power Analysis The approximation analysis asks a differ-
ent question. It tests whether the FMA hierarchy has enough capacity to mimic a trained
dense attention layer. The experiment uses a six-layer bidirectional WikiText-103 model
with width 768, 12 heads, context length 1024, r = 64, and p = 4, trained for 10,000 steps.
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Figure 3.10: Efficiency comparison of attention variants across input lengths. Left: peak
GPU memory footprint. Right: inference latency.

Model Batch Train img/s Infer img/s Train mem Infer mem Top 1

ViT-B/16 8 255.4 763.3 5.4 GB 2.0 GB 84.5
ViT-B/16 4 145.2 663.6 3.3 GB 1.8 GB 84.5
FMA2D-B 8 181.6 561.9 3.8 GB 1.9 GB 85.3
FMA2D-B 4 111.9 514.0 2.6 GB 1.8 GB 85.3

Table 3.9: End to end throughput on ImageNet-1K at 384× 384.
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A full-attention Transformer is first trained. Then, using its trained Q,K, V projections on
validation data, only the FMA aggregation kernels are optimized to minimize the output
difference between FMA and dense attention. Table 3.10 reports the best relative L2 error
and cosine similarity by layer.

Layer Relative L2 Cosine similarity

0 0.154 0.987
1 0.180 0.982
2 0.294 0.968
3 0.275 0.973
4 0.408 0.939
5 0.335 0.952

Table 3.10: Best case FMA1D approximation of trained dense attention on WikiText-103.

The cosine similarity remains between 0.939 and 0.987 across layers. This does not
prove that FMA is an accurate approximation for every possible dense attention map. It
does show that, for the trained model and data tested here, the learned hierarchy can
approximate the dense attention outputs closely.

The layer dependence in Table 3.10 is expected. Early layers often contain local lexical
and positional information, which the exact near field can preserve well. Later layers
combine more abstract features, and their attention patterns may depend less on geometric
distance. The relative error is therefore larger in some deeper layers. The cosine similarity
remains high, so the main output direction is still close to the dense attention output.

A second test replaces dense attention in the trained model by FMA and then finetunes
only the FMA aggregation kernels. The full attention model has validation perplexity 8.87.
The replacement model reaches perplexity 9.12 after tuning only the FMA kernels. This is
a small fraction of the total parameters. The result supports the claim that the hierarchy
is a useful inductive bias, not merely a way to reduce memory.

This replacement experiment is stricter than training FMA from scratch. Most model
weights are fixed at values learned for dense attention, and only the aggregation kernels
can change. Recovering most of the perplexity under this constraint shows that the FMA
basis can match much of the dense attention output. Training the whole model with FMA
then lets the query, key, value, and feedforward weights adapt to the hierarchical operator
from the beginning.

106



3.9 Symbol Retrieval

We test whether FMA can retrieve a specific value from distant positions in a needle in a
haystack task. Both causal Transformers are trained from scratch. This is not a natural
language evaluation or a test of the language model checkpoints above.

Task. Each input contains random distractors, TAG, a target v, more distractors, and
a final QUERY. Distractors and v are independent uniform draws from {0, . . . , 255}. The
special symbols are TAG = 256 and QUERY = 257. For total length n and depth d ∈ [0, 100],
the marker has zero based position s = round((d/100)(n − 3)). The target and query
occupy s + 1 and n − 1. The model predicts only v at the query. No answer token or
teacher forcing is used. Chance accuracy is 1/256 = 0.390625%.

Models. Both models have three Pre-LN layers, width 128, four heads, FFN width
512 with GELU, sinusoidal positions, and no dropout. A final LayerNorm and linear
head classify the query state into 256 symbols. Input embeddings and output weights
are untied. Q/K/V/O projections and the classifier have no bias. FFN projections use
bias. Common weights are initialized identically within each of seeds 0, 1, 2. FMA adds
aggregation parameters, so total parameter counts differ.

Full uses PyTorch causal scaled dot product attention. This does not identify the
backend used in the earlier language benchmarks. FMA uses learned K/V summaries with
r = 32, p = 4, query chunks of 256, and generic PyTorch kernels without Triton. The exact
near field covers the current base block up to the query and the preceding block, not a fixed
32 token window. The supported maximum is fixed at 8192. This retrieval implementation
activates L(n) = max(1, ⌈log2(n/r)⌉) levels for each input. Far level ℓ = 1, . . . , L(n) − 1
has block size gℓ = r2ℓ−1. K/V bases are independent across layers, levels, and heads and
shared across blocks at each level. Their entries are initialized as N (0, 1)/

√
gℓ. Near and

far levels use separate softmax operations and their outputs are summed.

Training. Each run uses 10,000 AdamW updates with peak learning rate 10−3, 100
warmup steps, cosine decay to about 10−4, weight decay 0.01, (β1, β2) = (0.9, 0.999),
ϵ = 10−8, gradient norm clipping at 1, and CUDA BF16. Cross entropy is applied only at
the query, with no gradient accumulation. Batches are generated online. Models within a
seed receive identical training samples.

Training starts at length 64. Successive powers of two from 128 to 8192 are introduced at
updates 1401, 1801, . . . , 3801. Each update samples uniformly from all lengths introduced
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so far, with B(n) = min(64, ⌊16384/n⌋) examples. Depths are uniform on [0, 100]. All
test lengths occur during training, so this is not length extrapolation. We evaluate update
10,000, not a validation selected checkpoint. Runs use an NVIDIA A100 80GB, Python
3.11.2, PyTorch 2.10.0+cu128, and CUDA 12.8.

Evaluation. Testing uses lengths 1024, 2048, 4096, and 8192 and depths 0%, 10%, 25%,
50%, 75%, 90%, and 100%, with 256 examples per cell and batches of four. All models and
seeds share the same 7168 test examples from base seed 104729. The metric is exact match
accuracy. Table 3.11 reports means and sample standard deviations across three training
seeds. The six nonadjacent depths are averaged within each seed first. Runs are not pooled
as independent test samples. The protocol was fixed after pilot runs required every Full
seed to reach at least 90% mean accuracy across the seven depths at each test length on
separate validation data. Pilots are excluded and the final test stream is separate.

Nonadjacent (0–90%) Local (100%)

Length Full FMA (p = 4) Full FMA (p = 4)

1024 99.98± 0.04 94.36± 9.55 100.00± 0.00 100.00± 0.00
2048 100.00± 0.00 92.01± 14.42 100.00± 0.00 99.35± 1.13
4096 99.98± 0.04 81.17± 11.18 98.96± 1.80 92.81± 6.16
8192 98.98± 1.17 73.39± 13.07 97.66± 2.82 80.39± 7.39

Table 3.11: Controlled symbol retrieval accuracy (%). Values are mean ± sample standard
deviation across seeds 0, 1, 2. Nonadjacent averages the six depths from 0% to 90%. Local
places the target immediately before the query. Far field attention remains enabled in the
local control.

Controls and results. Depth 100% tests local reading with far field attention still
enabled. At depths 0, 50, 100%, paired controls use the first 64 examples per cell. Target
replacement changes v to (v + 1) mod 256 and updates the label, leaving all distractors
and positions unchanged. At length 1024 and depths 0% and 50%, all three FMA seeds
achieve 100% after replacement. This supports dependence on the distant target value.

FMA’s nonadjacent accuracy falls from 94.36% at 1024 tokens to 73.39% at 8192,
versus 99.98% and 98.98% for Full. Variation across seeds is substantial for FMA. Its local
accuracy also falls to 80.39% at 8192. This does not establish compression as the sole
cause of the gap. The experiment demonstrates access to some distant details, but not
uniformly reliable retrieval across the tested lengths. It does not isolate summary capacity
from training or optimization effects.
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3.10 Discussion and Limitations

Fast Multipole Attention replaces dense all pairs attention by a learned multilevel operator.
The method keeps exact local interactions and represents distant interactions through
trainable summaries. The one dimensional version uses interval hierarchies for sequences.
The two dimensional version uses quadtree cells for image grids. This gives every layer a
global receptive field while avoiding materialization of the dense attention matrix.

The experiments support the main design claim. On enwik8 and WikiText-103, FMA
performs better than the efficient attention baselines tested here and remains close to full
attention when the dense model fits. On ImageNet-1K and ADE20K, FMA2D works as
a replacement for attention in vision backbones and improves the accuracy and memory
tradeoff in the tested settings. The COCO experiment further shows that its outcome
depends on whether the backbone was pretrained with the same attention operator. The
ablations show that the learned far field summaries matter. Uniform average pooling is
worse, and increasing the rank improves accuracy at additional cost.

There are also clear limitations. First, FMA is not an exact attention algorithm. It
changes the operator. This is different from FlashAttention, which computes dense at-
tention exactly with better memory traffic. When input length is short and exact dense
attention fits comfortably, an optimized exact kernel may be simpler and faster.

Second, FMA depends on a geometric hierarchy. This is natural for ordered sequences
and image grids, but it is less obvious for data without a meaningful order or spatial
layout. If the hierarchy groups unrelated positions, far field summaries may hide important
distinctions. The method therefore fits best when distance in the chosen index space carries
useful information.

Third, the hyperparameters r and p matter. A small r makes the exact near field narrow
and can lose local detail. A large r increases cost. A small p may underrepresent distant
groups. A large p weakens the memory saving. The retrieval test in Section 3.9 shows that
p = 4 retains some distant details but trails Full at long contexts. Local accuracy also
declines. These results do not isolate compression as the cause of the gap.

Fourth, implementation complexity is higher than for dense attention. FMA needs hi-
erarchy construction, learned aggregation kernels, masks for near and far lists, and custom
kernels to be efficient. The throughput results show that lower memory does not automat-
ically mean faster wall clock time. Better fused kernels and IO aware tiling for the far field
are important engineering work.

Finally, the approximation analysis is empirical. It shows that trained dense attention
layers in a tested language model can be closely approximated by FMA summaries. It does
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not give a general error bound comparable to classical Fast Multipole Method analysis for
analytic kernels. Such a bound would need strong assumptions on learned query, key, and
value distributions.

The same hierarchy idea suggests several extensions. Three dimensional data such as
video or volumetric images could use octrees. Relative or rotary position encodings could
be combined with the hierarchy for long context language models. The near field could
use optimized exact attention kernels, while the far field could use more hardware aware
reductions. These are extensions of the same principle rather than changes to the core
idea. Local detail is kept exact, and distant context is compressed in a learned multilevel
representation.
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Chapter 4

Symbolic Equation Recovery and
Selection

This chapter develops two complementary approaches to symbolic equation recovery. Sec-
tion 4.1 presents MOSAIC-SR, which combines a pretrained symbolic prior with explicit
search and repair. Section 4.2 turns to residual invariance for selecting causal symbolic
models across environments.

4.1 Transformer Guided Symbolic Regression

with MOSAIC-SR

This section develops MOSAIC-SR as the first symbolic recovery method of the thesis.
It first presents the model and primary experiments, then examines the search dynamics
through visualizations and ablations. Experiment settings and qualitative predictions are
included with the corresponding evaluations. The general symbolic regression and Monte
Carlo tree search background is provided in Sections 2.4 and 2.4.6.

4.1.1 Introduction

As reviewed in Section 2.4, symbolic regression seeks a closed form expression from nu-
merical observations. Given D = {(xi, yi)}ni=1 ⊂ Rd × R, the goal is to find an expression
e ∈ E , with induced function fe, such that yi ≈ fe(xi). The regularized objective in
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Equation (2.69) combines discrete structure search with continuous constant optimization.
Its combinatorial structure makes exact symbolic regression computationally difficult in
general [163].

Search based systems can revise operators, subtrees, variables, and constants after
observing a dataset, but they usually repeat structure discovery for every new problem.
Pretrained neural systems amortize part of this cost by learning equation priors from many
synthetic tasks. They can generate useful candidates quickly, but a high quality proposal
is not necessarily an exact recovery. A small error in a variable, operator, or constant can
preserve a high test R2 on a restricted domain while changing the recovered law.

The central question in Section 4.1 is therefore how to move from a promising neural
proposal to an algebraically correct equation. For a target expression f ⋆ and a prediction
f̂ , high predictive accuracy does not imply algebraic equivalence. We therefore report both
predictive accuracy, defined by test R2 > 1 − ε for some small ε, and symbolic solution
rate under a fixed symbolic verification protocol. We use the same symbolic verification
protocol as SRBench to determine whether a predicted expression is equivalent to the
known ground truth equation [21]. Accordingly, our experiments emphasize methods that
can move from a good numerical fit to an algebraically correct formula.

MOSAIC-SR addresses this question by using neural generation to guide symbolic
search. A pretrained Transformer maps a small subsample of observations to multiple sym-
bolic sketches, concentrating search in promising regions of the expression space. Monte
Carlo tree search (MCTS) maps decoded variable tokens to observed inputs and pro-
duces complete equations that initialize independent local search paths. Within each path,
structural edits alternate with constant refitting to correct errors in variables, operators,
subexpressions, and numerical scale. Logarithmically spaced constant initializations cover
scientific constants that may span many orders of magnitude.

Contributions. The contributions developed in this section are summarized as follows.
First, a recovery oriented pretraining scheme samples equations, normalizes them under
a fixed set of simplification rules, and evaluates them under varied input distributions,
domains, and point clouds. For contrastive learning, algebraically equivalent rewrites form
positive pairs, whereas structurally similar but incorrect expressions serve as hard neg-
atives. This strategy encourages the model to generate sketches that preserve symbolic
structure even when alternative expressions fit the sampled observations well.

Second, the Transformer guided recovery framework transforms decoded sketches into
complete equations through parallel local search with tree based structural repair and scale
aware constant fitting. This separation allows the search to correct both structural and
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numerical errors and directly targets symbolic recovery rather than predictive fit alone.
Like constructing a mosaic from selected pieces, MOSAIC-SR identifies and assembles
symbolic components that explain the observed numerical data.

Third, the evaluation covers SRSD-Feynman with and without dummy variables and
six additional benchmarks. MOSAIC-SR achieves the highest symbolic solution rate in
every reported dataset while ranking among the top two methods in predictive accuracy.

4.1.2 Method

MOSAIC-SR is motivated by the observation that a pretrained model can often identify
the broad form of an equation, while a nearly correct prediction may still contain the
wrong variable, operator, or constant. To address this limitation, we use the pretrained
Transformer to propose equation sketches and then apply search based refinement to correct
structural errors.
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Figure 4.1: Overview of MOSAIC-SR. Stage 1 aligns numerical observations with symbolic
expressions through contrastive pretraining, and Stage 2 trains the decoder to predict op-
erator structures with variable and constant placeholders. At inference time, MCTS maps
these variable tokens to observed inputs, and the resulting equations initialize parallel
search trajectories that alternate constant fitting with structural repair. The final expres-
sion is selected according to validation NMSE and complexity.
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Figure 4.1 summarizes the three phases of MOSAIC-SR. First, the numeric and sym-
bolic encoders are jointly pretrained with a contrastive objective that aligns numerical ob-
servations with their corresponding expressions. The pretrained numeric encoder is then
connected to an autoregressive decoder and further trained to generate symbolic sketches.
Second, MCTS uses the decoded sketches and learned structural priors to assign variables
and fit constants. This produces a diverse set of promising initial equations. Third, parallel
local searches refine these equations through structural edits and constant optimization.
The final expression is selected according to validation NMSE and complexity.

Pretraining: Learning the Symbolic Sketch Prior

Synthetic Numeric and Symbolic Pairs. The sketch prior is trained entirely with
synthetic equations, following the pretraining strategy used by E2E-SR [62]. We sample
expressions with one to ten variables from a predefined symbolic vocabulary. Its binary
and unary operator sets are

Ωbin = {+,−,×,÷}, Ωunary = {(·)2, (·)3, sin, cos, exp, log,
√
·, tan, tanh, arctan}.

Each expression is represented in prefix Polish notation, where every operator appears
before its operands. For example, x1+sin(x2) is written as (ADD X 1 SIN X 2). In contrast
to the data pipelines described for E2E-SR, we use SymPy [107] to normalize each sampled
expression under a fixed set of simplification rules. For example,

3 + x + 2x + sin(y · x)− 1 ↦→ 2 + 3x + sin(xy). (4.1)

This step reduces the number of algebraically equivalent forms treated as distinct symbolic
targets. We use the normalized expression to create two symbolic sequences: the full
sequence and the sketch sequence. The full sequence contains the exact operators, variable
identities, and constants and is used by the symbolic encoder during contrastive pretraining.
The sketch sequence preserves the operator tree and leaf positions while replacing each
variable and constant leaf with a corresponding special token. This sequence serves as
the decoder target. We then randomly choose an input distribution and domain from
predefined sets, sample 200 input points, and evaluate the expression to generate the
corresponding output values. Consequently, the same symbolic expression can be observed
through different input ranges rather than a single fixed set of observations.

Numeric encoder. Let D = {(xi, yi)}ni=1 denote the numeric observations, with n = 200
during pretraining. We pad all inputs to the maximum variable dimension to maintain a
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consistent input width across tasks. We then concatenate each padded input with its
output and apply the following signed logarithmic transform elementwise:

ϕ(a) = sign(a) log(1 + |a|). (4.2)

Since the order of observations is arbitrary, the transformed rows are encoded as a set
rather than a sequence. A Set Transformer [86] contextualizes each row using information
from the other observations, and attention pooling summarizes the resulting features:

MD = SetEnc({ϕ(ri)}ni=1) , zD = Pool(MD). (4.3)

The set representation MD is retained for decoder cross attention, while the pooled repre-
sentation zD is used only for numeric and symbolic contrastive learning [105].

Symbolic encoder. The symbolic encoder processes the normalized prefix sequence of
an expression. In prefix notation, each operator appears before its operands, and its fixed
arity determines how many subsequent subexpressions belong to it. The expression tree can
therefore be parsed unambiguously without parentheses. Each token in the prefix sequence
is mapped to an embedding. The resulting sequence is passed through a Transformer
encoder with learned positional embeddings [160]. Masked mean pooling over the output
tokens produces a symbolic embedding ze for the complete expression. This encoder is
used during the contrastive learning stage to teach the numeric encoder what equation
generated the observations.

Stage 1: Numeric and Symbolic Alignment. We train the numeric and symbolic
encoders with the bidirectional InfoNCE objective used by CLIP [125, 158]. Following
SNIP, we apply this objective to align each set of numerical observations with its corre-
sponding symbolic expression [105]. For a minibatch of B matched observation sets and
expressions, define the temperature scaled similarity

sij =
cos(zDi

, zej)

τ
. (4.4)

The bidirectional InfoNCE loss is

Lcon = − 1

2B

B∑︂
i=1

[︄
log

esii∑︁B
j=1 e

sij
+ log

esii∑︁B
j=1 e

sji

]︄
. (4.5)

This loss increases the similarity of each matched pair relative to all mismatched pairs in
both directions, aligning the observations with their corresponding symbolic expressions in
a shared embedding space.
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Stage 2: sketch generation. After contrastive pretraining, an autoregressive Trans-
former decoder is attached to the numeric encoder. Training uses teacher forcing and token
level cross entropy LCE against the ground truth sketch sequence of operators, variable to-
kens, and constant placeholders. Several lightweight prediction heads are trained jointly
to estimate coarse structural properties such as the root arity, root operator class, and
expression length bucket. The second stage sketch generation objective is summarized as

Lsketch = LCE + λauxLaux, (4.6)

where Laux collects the structural prediction losses and λaux controls their contribution.
These auxiliary objectives encode structural information in the numeric representation,
which then guides the construction of initial equations.

Inference: From Sketches to Initial Equations

The numeric encoder maps the numerical observations to latent representations. Stochastic
decoding then samples diverse high probability sketches from these representations [56].
We discard duplicate sketches and those that violate the prefix grammar. Each retained
sketch defines an expression skeleton with unresolved variable and constant tokens. MCTS
assigns input variables and constant optimization fits the numerical values on the training
set [140]. We rank the resulting complete expressions by training NMSE and use the top
24 to initialize the following independent local search trajectories.

Inference: Parallel Local Equation Recovery

Each search path maintains one current expression and attempts to improve it through a
sequence of small tree edits. Different decoded sketches and MCTS assignments seed the
search paths in distinct regions.

Scale Aware Constant Fitting. Every candidate tree may contain several free con-
stants. For a fixed structure e(x; c), constants are estimated by minimizing squared error
on the training set,

ĉ = arg min
c

∑︂
(xi,yi)∈Dtrain

(e(xi; c)− yi)
2 . (4.7)

The objective is solved with Levenberg–Marquardt optimization. The initializations are
logarithmically spaced across multiple orders of magnitude. During local search, constants
are refitted periodically after several structural edits.
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Structural repair. The search paths run in parallel, each maintaining an independent
current expression. A path iteratively modifies its expression by replacing an operator,
variable, or small subtree. After several mutations, the constants are refitted and the
candidate is evaluated on Dtrain using NMSE normalized by the target variance. The
candidate replaces the current expression only if it achieves a lower NMSE. Each path
performs 300 mutation attempts.

Inference: Selection and Simplification

Throughout local search, a shared Hall of Fame stores the best candidates found across
all search paths. Once all paths have completed 300 mutation attempts, MOSAIC-SR
selects the final expression from this candidate pool using Dval. Candidates with validation
NMSE below 10−15 are classified as near exact fits. When one or more candidates satisfy
this threshold, the selector chooses the expression with the fewest operators. Otherwise, it
selects the candidate with the lowest validation NMSE. This criterion favors structurally
simpler expressions once the validation error becomes near zero.

The selected expression is then simplified by replacing small constants with zero, and
fitted values close to common physical constants are snapped to their symbolic forms. A
physical constant snapping is retained only when its validation error remains within a small
tolerance of the original expression.

4.1.3 Experiment Settings

The evaluation has two main components. The first studies scientific equation recovery
on SRSD-Feynman, including its dummy variable variant. The second tests transfer to
six established symbolic regression benchmarks. The results are reported in Sections 4.1.4
and 4.1.5. Later sections provide ablations on the SRSD-Feynman Easy split, search tra-
jectory diagnostics, and qualitative examples.

Evaluation Protocol

We evaluate numerical accuracy and symbolic solution rate following the SRBench proto-
col. For every run performed for this chapter, the test set is used only for final scoring and
the returned expression is independently parsed and reevaluated outside the method. In-
valid expressions, nonfinite predictions and timeouts remain failures in the full benchmark
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denominator. Each evaluation reports a numerical recovery rate and a symbolic solution
rate. For a set of problems P , symbolic solution rate is

Sym =
1

|P|
∑︂
p∈P

1
[︁
SymVerify(êp, e

⋆
p) = 1

]︁
, (4.8)

where êp is the returned expression, e⋆p is the ground truth expression, and SymVerify is the
fixed symbolic verifier. We use the SRBench symbolic solution verifier [21]. The numerical
criterion is specified below in each experiment.

SRSD-Feynman Settings

Benchmark. SRSD-Feynman contains 120 equations drawn from physics with known
ground truth [103]. Each equation has physically motivated sampling ranges. The bench-
mark is divided into Easy, Medium, and Hard splits with 30, 40, and 50 problems, respec-
tively. Each problem provides 8000 training, 1000 validation, and 1000 test samples. We
also evaluate the dummy variable variant, which adds between one and three irrelevant
input columns at random positions. Results for both the original and dummy variable
variants are reported in Section 4.1.4. Additional baselines used only in this evaluation are
EPLEX [80], DGSR [55], TaylorGP [50], DySymNet [91], FFX [104], and BSR [60].

For this evaluation, predictive quality is measured by

R2
p = 1−

∑︁
i

(︁
yi − fêp(xi)

)︁2∑︁
i (yi − ȳ)2

, (4.9)

and Acc is the percentage of test problems with R2 > 0.999.

Compared methods. We compare MOSAIC-SR with search based, neural, and hybrid
symbolic regression methods. For methods reported in the original SRSD-Feynman study,
we show the published values from Matsubara et al. [103]. The remaining methods are
evaluated under the common pipeline used in this chapter and are shown separately in the
table. These evaluations include the GP methods SBP-GP and GP-GOMEA [162, 164],
the Transformer and MCTS hybrid TPSR [140], the reinforcement learning and MCTS
method RSRM [177], and the pretrained Transformer model NeSymReS [14].
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Implementation. MOSAIC-SR uses 200 sampled input and output pairs to generate
48 candidate sketches over three nucleus sampling passes. MCTS explores variable as-
signments for these sketches, and its top 24 complete expressions initialize 24 local search
trajectories with 300 mutation steps each. Constants and local edits are optimized on the
training data. Final selection uses validation error and expression complexity. All meth-
ods used a budget of 3,600 seconds per problem and the settings recommended by their
original implementations. Results for MOSAIC-SR and all newly evaluated baselines are
reported as means over five seeds. Published values are taken directly from the original
SRSD-Feynman study. Because that study did not report runtime, runtime is not com-
pared on SRSD-Feynman. Mean wall clock runtime is instead analyzed in the six cross
benchmark evaluations. Experiments were run on a cluster with four 80 GB H100 GPUs,
four 80 GB A100 GPUs, and CPU nodes. Each training run used a single GPU without
distributed training.

Cross Benchmark Settings

We further evaluate MOSAIC-SR on six widely used symbolic regression datasets: Nguyen-
12 [156], Korns-15 [74], Keijzer-15 [67], Vladislavleva-8 [165], Strogatz-14 [21, 147], and
Livermore-22 [109]. We compare against three groups of baselines. The search based
baselines are PySR, Operon, and GP-GOMEA [18, 29, 162]. The neural baselines are E2E-
SR, SNIP-SR, and GenSR [62, 89, 105]. The hybrid baselines are TPSR and SR4MDL
[140, 183].

Numerical recovery requires test NMSE below 10−6. We follow the standard setting
for each dataset. Nguyen uses independent uniform samples from the equation domains.
Korns uses independent 10000 point fit and test samples over five inputs in [−50, 50].
Keijzer and Vladislavleva use their equation specific sampling methods and sample sizes.
Livermore follows the equation specific domains and sample counts distributed with DSO
[120]. Strogatz uses the fixed 75/25 SRBench split of the PMLB ODE datasets [21].
For benchmarks without a predefined validation set, we select the final candidate using
the training data. MOSAIC-SR uses the same 24 by 300 search configuration on every
dataset. All baselines use their default budgets.

Implementation Details

The key implementation settings used in the reported experiments are summarized below.
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Table 4.1: Core optimization settings used in the two pretraining stages.

Setting Stage 1 Stage 2

Batch size 128 128
Training steps 400,000 250,000
Peak learning rate 10−4 10−5

Encoder learning rate 10−4 5× 10−6

Warmup steps 16,000 2,000
Learning-rate schedule Cosine decay Constant
AdamW β2 0.999 0.95
Weight decay 0.01 0.01
Gradient clipping 1.0 1.0

Table 4.2: Detailed Transformer architecture used by MOSAIC-SR, includ-
ing the numeric encoder, symbolic encoder, and symbolic decoder. The com-
plete architecture has approximately 17.4 million parameters and is relatively
lightweight.

Parameter Value

Set-Transformer numeric encoder
Architecture Set Transformer
Input dimension 11 (10 variables + output)
ISAB blocks 4
Hidden dimension 256
Attention heads 8
Inducing points per ISAB 32
PMA seed vectors 16
Residual normalization Pre-LayerNorm
PMA output dimension 16× 256 = 4,096, then projected

Symbolic Transformer encoder
Encoder layers 6
Hidden dimension 256
Attention heads 8
Feed-forward dimension 1,024
Dropout 0.1
Activation GELU

Symbolic Transformer decoder
Decoder layers 4
Hidden dimension 256
Attention heads 8
Feed-forward dimension 1,024
Dropout 0.1
Maximum output length 128 tokens

Shared settings
Vocabulary size 45
Maximum variables 10
Total parameters Approximately 17.4 M
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Table 4.3: MOSAIC-SR inference time decoder, MCTS, and local-search bud-
get for the cross-benchmark experiments.

Parameter Value

Independent search paths 24
Mutations per path 300
Decoder/search passes 6
Decoder sketches retained 24
Workers 12
Conditional MCTS Enabled
MCTS trigger / expansions Validation NMSE 10−4 / 1,500
Maximum evolved AST size 32
Constant-fitting starts 16
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Table 4.4: SRSD-Feynman benchmark groups, variable count ranges, dummy
variable distribution, data split sizes, and input domain extrema [103]. The ex-
trema summarize equation specific sampling distributions rather than a shared
interval. Dummy counts give the numbers of problems containing one, two, or
three irrelevant variables.

Group Problems Variables 1/2/3 dummy Train/Val/Test

Without dummy variables Input domain extrema: 10−30–104

Easy 30 1–5 0/0/0 8,000/1,000/1,000
Medium 40 1–6 0/0/0 8,000/1,000/1,000
Hard 50 1–8 0/0/0 8,000/1,000/1,000

With dummy variables Input domain extrema: 10−33–1033

Easy + Dummy 30 3–8 6/11/13 8,000/1,000/1,000
Medium + Dummy 40 3–8 12/18/10 8,000/1,000/1,000
Hard + Dummy 50 3–10 13/18/19 8,000/1,000/1,000

Table 4.5: Numbers of problems, variable count ranges, training and test sam-
ple counts for the Nguyen [156], Korns [74], Keijzer [67], Vladislavleva [165],
Strogatz [21, 147], and Livermore [109] benchmarks.

Dataset Problems Variables Training rows Test rows

Nguyen 12 1–2 20 20
Korns 15 5 10,000 10,000
Keijzer 15 1–3 20–1,000 120–361,201
Vladislavleva 8 1–5 30–1,024 221–93,636
Strogatz 14 2 300 100
Livermore 22 1–2 20–1,000 20–1,000

4.1.4 SRSD-Feynman Results

Table 4.6 reports the SRSD-Feynman results. Numerical accuracy and symbolic recovery
can differ substantially. Some baselines obtain high R2 based accuracy but low symbolic
solution rates. For example, SBP-GP reaches 87.3% accuracy on the Easy split but has an
8.0% symbolic solution rate. MOSAIC-SR reduces this gap, achieving the highest symbolic
solution rate on every difficulty split and ranking among the top two methods in predictive
accuracy.

Table 4.7 shows that dummy variables make symbolic recovery substantially harder for
many baselines. For example, the Easy symbolic solution rate of PySR falls from 60.0%
in the clean setting to 20.0%, and that of DGSR falls from 36.7% to 3.3%. MOSAIC-SR
retains symbolic solution rates of 74.0%, 54.5%, and 31.2% on the Easy, Medium, and
Hard splits, respectively. These rates exceed the strongest baseline by 34.0, 18.5, and 14.0
percentage points. Compared with the clean setting, they decrease by only 10.7, 0.5, and
3.6 percentage points. Predictive accuracy is also best on Easy, tied for best on Medium,
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Table 4.6: Results on SRSD-Feynman. Easy, Medium, and Hard contain 30, 40, and 50
equations. Published baseline values are taken from the original SRSD-Feynman study.
New evaluations performed for this chapter are means over five seeds. Acc is the percentage
of equations with R2 > 0.999, and Sym is the symbolic solution rate in percent. The top
three values per column, including ties, are bolded. The best is also italicized.

Easy (30) Medium (40) Hard (50)

Method Type Acc Sym Acc Sym Acc Sym

Cited from SRSD-Feynman
uDSR RL 100.0 50.0 75.0 17.5 20.0 4.0
PySR GP 66.7 60.0 45.0 30.0 38.0 4.0
DSR RL 63.3 46.7 45.0 10.0 28.0 2.0
AI Feynman Rules 33.3 30.0 5.0 2.5 6.0 2.0
E2E Neural 26.7 0.0 17.5 0.0 14.0 0.0
AFP-FE GP 26.7 23.3 2.5 2.5 4.0 0.0
AFP GP 20.0 20.0 2.5 2.5 4.0 0.0
gplearn GP 6.7 6.7 7.5 0.0 2.0 0.0

Evaluated for this chapter
SBP-GP GP 87.3 8.0 82.0 4.0 56.0 0.0
SR4MDL Hybrid 86.7 63.3 66.0 43.0 48.4 21.2
TPSR Hybrid 86.0 47.3 81.0 44.0 52.0 20.0
NGGP Hybrid 65.3 36.7 52.0 9.0 34.8 0.4
RSRM Hybrid 64.0 0.0 47.0 0.0 22.8 0.0
GP-GOMEA GP 63.3 24.7 65.0 19.5 44.0 10.0
EPLEX GP 62.0 6.7 55.0 10.0 28.0 4.4
DGSR Neural 58.7 36.7 49.0 11.5 22.4 0.0
TaylorGP GP 35.3 23.3 24.0 18.5 10.4 6.4
DySymNet Neural 29.3 7.3 17.5 0.0 4.8 0.0
FFX Linear 26.7 14.0 31.0 17.5 16.0 11.6
Operon GP 23.3 2.0 32.0 7.0 14.0 6.0
NeSymReS Neural 21.3 16.7 14.0 2.5 4.8 3.6
BSR Bayes 0.7 0.0 0.0 0.0 0.0 0.0

MOSAIC-SR Hybrid 96.7 84.7 90.0 55.0 53.2 34.8

and within 0.8 percentage points of the best result on Hard. These results indicate that
multiple sketch initialization and structural repair preserve recovery performance when the
observations contain irrelevant inputs.

Visualizations

The figures below visualize predictive accuracy and symbolic recovery. They also compare
method ranks against expression complexity. The corresponding SRSD-Feynman results
are reported in Section 4.1.4.

123



Table 4.7: Results on SRSD-Feynman with dummy variables. Published baseline values are
taken from the original SRSD-Feynman study. New evaluations performed for this chapter
are means over five seeds. Acc is the percentage of problems with test R2 > 0.999, and
Sym is symbolic solution rate in percent. The top three values in each column, including
ties, are bolded. The best is also italicized.

Easy (30) Medium (40) Hard (50)

Method Type Acc Sym Acc Sym Acc Sym

Cited from SRSD-Feynman
uDSR RL 53.3 10.0 37.5 7.5 12.0 0.0
PySR GP 20.0 20.0 10.0 5.0 2.0 0.0
DSR RL 76.7 10.0 45.0 0.0 22.0 2.0
AI Feynman Rules 6.7 0.0 0.0 0.0 0.0 0.0
E2E Neural 16.7 0.0 12.5 0.0 10.0 0.0
AFP-FE GP 16.7 16.7 0.0 0.0 4.0 0.0
AFP GP 20.0 16.7 5.0 0.0 4.0 0.0
gplearn GP 0.0 0.0 0.0 0.0 0.0 0.0

Evaluated for this chapter
SBP-GP GP 86.7 0.0 82.5 0.0 53.2 0.0
SR4MDL Hybrid 80.0 40.0 28.5 14.0 24.8 4.8
TPSR Hybrid 84.0 32.0 82.0 36.0 48.0 17.2
NGGP Hybrid 60.0 8.7 50.5 6.0 33.2 0.0
RSRM Hybrid 60.7 0.0 45.0 0.0 22.0 0.0
GP-GOMEA GP 60.0 4.7 62.5 9.5 42.0 8.8
EPLEX GP 61.3 2.7 54.5 7.0 24.4 2.8
DGSR Neural 30.7 3.3 31.5 1.5 14.0 0.0
TaylorGP GP 26.0 6.7 33.0 10.5 14.0 6.8
DySymNet Neural 5.3 4.7 4.5 0.0 2.0 0.0
FFX Linear 26.7 11.3 31.5 12.5 16.0 8.8
Operon GP 23.3 2.7 32.0 6.0 14.0 6.4
NeSymReS Neural 8.0 4.0 6.0 0.0 2.0 0.8
BSR Bayes 0.0 0.0 0.0 0.0 0.0 0.0

MOSAIC-SR Hybrid 94.0 74.0 82.5 54.5 52.4 31.2

Without Dummy Variables. Figure 4.2 compares predictive accuracy and symbolic
solution rate without dummy variables. Results are separated into the Easy, Medium, and
Hard splits.

MOSAIC-SR achieves the highest symbolic solution rate on all three splits while re-
maining among the most accurate methods. Its symbolic advantage is especially clear on
the Easy split and remains substantial as equation difficulty increases.
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Figure 4.2: Predictive accuracy and symbolic solution rate on SRSD-Feynman without
dummy variables. Points show mean performance on the Easy, Medium, and Hard splits.
Horizontal bars show the reported variation across seeds.
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Figure 4.3: Rank based comparisons on SRSD-Feynman without dummy variables. The
panels compare mean predictive accuracy rank with symbolic solution rank and expres-
sion complexity rank, respectively. Methods closer to the lower left corner achieve better
tradeoffs.

Figure 4.3 summarizes the rank based tradeoffs without dummy variables. Lower ranks
are better in both panels. MOSAIC-SR ranks first in both predictive accuracy and sym-
bolic recovery, giving the strongest joint result in Figure 4.3(a). It also achieves top four
complexity rank in Figure 4.3(b). Methods with slightly simpler expressions have lower
accuracy ranks.

With Dummy Variables. The dummy variable setting adds irrelevant input columns
and therefore tests robustness to variable selection. Figure 4.4 compares predictive and
symbolic performance under this perturbation.
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Figure 4.4: Predictive accuracy and symbolic solution rate on SRSD-Feynman with dummy
variables. Points show mean performance on the Easy, Medium, and Hard splits. Horizon-
tal bars show the reported variation across seeds.

MOSAIC-SR continues to achieve the highest symbolic solution rate on all three dif-
ficulty splits. Although irrelevant variables reduce absolute recovery on some splits, the
ordering of the leading methods is preserved. Predictive accuracy also remains highest or
close to highest. Figure 4.5 presents the corresponding rank based comparisons.
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Figure 4.5: Rank based comparisons on SRSD-Feynman with dummy variables. The pan-
els compare mean predictive accuracy rank with symbolic solution rank and expression
complexity rank, respectively. Methods closer to the lower left corner achieve better trade-
offs.

With dummy variables, MOSAIC-SR remains first in the joint accuracy and symbolic
comparison. Its complexity rank is fifth while its accuracy rank remains near the top. This
shows that robustness to irrelevant inputs does not require a large increase in recovered
expression complexity.

Selected Predictions

This subsection lists predictions for twelve selected SRSD-Feynman equations, with four
structurally varied examples from each difficulty split. Each table includes MOSAIC-SR
and eight baselines evaluated with the common pipeline. The added cases emphasize a
difference-based product and ratio, a shifted-denominator expression with a small phys-
ical constant, and a sign-sensitive multivariate product and ratio. Ellipses indicate long
predictions abbreviated for readability.

Easy
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Table 4.8: Predictions for feynman-i.18.16. Ground truth: x0 · x1 · x2 · sin (x3).

Method Prediction

MOSAIC-
SR

x0 · x1 · x2 · sin (x3)

PySR x0 · x1 · x2 · ((x2 − (x3 + (x3 + sin (x2) + cos (x3)) · cos (x1))) · (−1.090031 · 10−8) + sin (x3))

Operon 1.0 · sin (1.0 · x3) · (−0.0027) · x1 · (0.0 · x2 · esin (cos (−2.0643·x3)) − 2.8718 · x2) · (−1.1801 · . . . · x1 + 127.7102 · x0)
+ 0.0

GP-
GOMEA

0.560146 · x0 · x1 · x2 · ecos (sin (45.244)) · sin (x3) + 0.0

E2E-SR (−0.00047451032853731212 · x1 − 19.400000000000002 · (. . . − 0.0034) · (30.38912823447775 · x0

+ 28.70121528936986)2) · (sin (0.5475682868652938 · x3 − 1.7094145799484706) − 0.0010999999999999998)

SNIP-SR (2.9242714060991837 · x0 + 2.8138086776705413 · x2) · (0.058021734319863794 · x1 − (−0.11031702200615587) · 1
· 1

...−1.980797909−0.6172368400935637 ) − 0.3353196824463989

GenSR (. . . + 24.091230291278364 · x2) · sin (6.886657042617201 · 10−6 − 0.008195986325795546 · x1)
· sin (0.0002804611337327905 − 1.0000588864638429 · x3) + 4.467432657398108 · 10−5

TPSR (. . . + 1.3569011777772897) · (0.5475682868652938 · x3 − 1.7035845799484706) · (−0.005572004061167991
· (0.3736301799506395 · x1 − 0.8729182770047053) − 0.004869532050182299)

SR4MDL 0.45952 · x3 − 0.415565 · √x4 · (x2 + x3) − 2.872366 · √x4 − 7.7 · 10−5 · ex1+x3 + 3.096114 + 3.096114 · 13

+ 0.000134·ex1+x3√
x4

Table 4.9: Predictions for feynman-i.47.23. Ground truth:

√︃
x0 · x1

x2

.

Method Prediction

MOSAIC-
SR

1.0 ·
√︂

x0·x1
x2

PySR
√︂

x0·x1
x2

Operon 0.0 + 1.0 · (−0.3697 · x0 + 37267.543 · x1 − 0.3693 · x2 + log (−(−1) · 405434.875 · x1 + 0.0036 · x2 + 1.3023)
+ 0.2423) · (−1.5741) · 1

...−1.316

GP-
GOMEA

0.088311 · √x0 · x1 · ( x2
451.691759865387 + sin (x2) − 3.832) · (−x1 + x2 − 8.635 + 3.845) − 2.6 · 10−5

E2E-SR (0.3 + 0.3
0.35927349724435038·x2+0.1556208603753693 ) · (. . . + 0.00019999999999999998

·
√︁

(77.563144512331082 · x0 − 25.889254950623197) · (369968.1560669523 · x1 − 0.683865090989673))

SNIP-SR 0.0008867575457021422 · x0 − (0.007603756123524418 · x1 − 0.013302360696511688 · x2 − (. . . − 0.0017)
+ 0.0617609181319026 + 0.07176091798886611) + 0.0042390819407224665

GenSR 1 · 1
0.6409018128159457·x2+44.900583821399 · (−0.04880077057906449 · x2 − (−3.602251682762495 · 10−5) · 1

· 1
...−0.40036479485058873·x1−60.5 ) + 0.004570229722831564

TPSR 0.0020274189653356795 ·
√
. . . + 0.01000005284616329 − 8.327178391121705 · 10−5

SR4MDL
(x1·x1)0.25·(√x2)0.02439

√
x3·(1· 1

x2
)0.04878·((1· 1

x2
)3)0.146341

Table 4.10: Predictions for feynman-iii.15.27. Ground truth:
2 · π · x0

x1 · x2

.

Method Prediction

MOSAIC-
SR

0.202642367284676·π3·x0
x1·x2

PySR x0 · 6.2831855 · 1
x1·x2

Operon 1.0 · (−1.72) · x0 · 1
(−1)·0.5005·x1

· 1
0.5469·x2

+ 354.8659

GP-
GOMEA

10326321737.098848 · (x0 + x0 − (x0 + x1) · sin (x0) − (−x1 + x2)) · e−
√

x1+cos (x1) − 715320458.443097
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Table 4.10: Predictions for feynman-iii.15.27. (continued).

Method Prediction

E2E-SR −0.00046093254802904855 · x0 + (23.8 − 0.03485279359938367 · e0.03610003915333401·x1 ) · (0.016461876715323162
· x0 + 0.004137440901804627) · (. . . − 3165117.571990305 · x2 − 0.03078025829268)

SNIP-SR x0 · e17.656406591853308−0.29635039365231586·x1 · 1 · 1

5611389.50330818·x2+6.00837704285586·10−5 − 607824857.6181431

GenSR x0 · (−0.3 · x3 − 23.291253293905406

· e−27.183755788685495·x2·(−22.69773947774609·x1−10553.262925741388)2+20.414260546615335) · 1 · 1
...+0.0 + 0.4

TPSR 0.021329257679301977 · (0.016461876715323162 · x0 + 0.06263744090180463) − (0.030151382790591357 · (. . .
− 1.739119386211866 + 0.0) + 0.020088151245643712) + 0.01991184875435629

SR4MDL 4.5 · 10−5 + 6.283185 · 1 · 1
x3

· ( x1
x2

+ 2) − 12.566371 · 1 · 1
x3

Table 4.11: Predictions for feynman-ii.2.42. Ground truth:
x0 · x3 · (x1 − x2)

x4

.

Method Prediction

MOSAIC-
SR

x3 · (x1 − 1.0 · x2) · (0.0680772584792056 · π · x0 + 0.786128984885173 · x0 + 1.49927454094259 · 10−46)

x4

PySR
−1.1901392 · 0.84023786 · x0 · x3 · (−x1 + x2)

x4

Operon 0.0 + 1.0 · (0.0 · x1 +
(−0.0018·x1+0.0018·x2)·(−1.1077)·x0·(30998.9414·x3+...)

63.3968·x4
)

GP-
GOMEA

−0.338812 − 0.204571 · √x3 · x2
0 · (x4 · x1 − (x1 − x2)) · esin x2−x4·x0

E2E-SR (. . . + 0.006059999999999999) · 14.7 · |. . .| · (−6.38) · (0.0003498200466886168 · x0 + 0.0001793022405506989)2

SNIP-SR 0.2680922469550011 +
(...−2.0815424010112733·x2+2.07626·x1)

(0.752254473241603−0.7920820084794776·x4)·(21.622118920174636·x4−0.02949544189126491)

GenSR 1.0898330073263349 · 10−7 + |0.2901744163088101 · x0 + . . .| · |−15.679361999673807 · x3 + . . .| · x1−x2
x4

TPSR 0.0021005245315504836 · |. . . + x0 · (x1 − x2) · x3 · x−1
4 |

SR4MDL −7002.54972 − 3506.48298 · (x4 − 2) + 0.043629 · x2 +
2.398534·x4·x2

π−√
x1

+ 9.317983 · x5 − 0.071297 · x3 − 2.43503 · x1

Medium

Table 4.12: Predictions for feynman-i.8.14. Ground truth:
√︂

(x0 − x1)2 + (x2 − x3)2.

Method Prediction

MOSAIC-
SR

1.0 ·
√︁

(−x0 + x1)2 + 1.0 · (x2 − x3)2

PySR
√︁

(x0 − x1)(x0 − x1 − 2.5 · 10−7) + (x2 − x3)2

Operon 1.0 · (. . . + 0.1434 · x0 · (−0.7572) · x1 + 0.759 · x0 − 0.1087 · x2 · (−0.6665) · x2 + (0.0003 · x2 − 0.0002 · x3)
· (−347.5512) · x3) + 0.0

GP-
GOMEA

0.770164 · (
√
x2 − x3 ·

√
x2 − x3 +

√︁
(−x0 + x1) · (−x0 + x1)) + 0.315539

E2E-SR 0.07540000000000001 · . . . + (−1.272562287287044 · x0 − 0.0780069168581643) · (0.00078562116483634423 · x3

+ 0.00902697873784341) + 3.52 · |0.25922662262108978 · x3 + 0.03979767739670666|
SNIP-SR 0.17291808796873243 · |4.53620345462416 · x2 − 4.550165321708825 · x3| + 0.10160093303248278 · |. . .

− 7.43758068232461 · x0 + 7.587149571342| + 0.237128160071409

GenSR 0.008509295312002906 · |92.18053844654341 · x2 − 92.46415995095859 · x3| + 0.011009856991161837 · |. . .
+ 70.01558357608526 · x1 − 68.6354| + 0.2371299728631482

TPSR 0.016238973336089528 · |. . . + 15.111997986919254 · (0.30056526331833355 · x2 + 0.02710452923829583) − 1
+ 0.3188695299052845 + 0.32086952990527934| + 0.22061971100783573

SR4MDL 2.381338 · √x1 + 0.086667 · x2
2 + 0.082365 · x3 · (x3 − x4) + 0.07982 · x2

4 − 0.259968 · (x1 + x1) + 1.351056
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Table 4.13: Predictions for feynman-bonus.18. Ground truth:

5618566741.08146·( 8.98755178736818·1016·x0
x2
1

+x2
2)

π .

Method Prediction

MOSAIC-
SR

1.60737451181046·1026·x0
x2
1

+ 1788445339.91451 · x2
2 − 91.6922637019193

PySR (x0 + x2 · x2) · 1828542300.0
Operon 1.0 · (−192.0 · x0 + 904458403840.0 · (. . . + 247344122675455525388288.0 · x2)) − 2901952.75

GP-
GOMEA

0.551209 · (− . . . · x0 + x2 · x2 · (x0 · x2 − 3393026213.036) · sin (11963926169.822001)) + 51687513017.491699

E2E-SR (9.074947371606654 − 3.9595126882746026 · 10−11 · x1) · (0.00019487679974378762 · x0 + 89.997268492792118)
· (2.6396751255164016 · 10−11 · x1 + 89.950035085595564) · 0.8 · (. . . − 0.0 + 55.505828465024757)

SNIP-SR 1.6002061046745069 · (7.741215005617892 − 85.30817533148172 · x2)
2 − 0.09952661536012392 · (. . .

− 9.581409582884245 · x0 + 2279.3307399561345) + 5962.31522397963

GenSR (74.03999172190585 · x0 + 93.5809269142206 · x2 · x2) · (0.07 · x3 + 266.6340257390697)3 + 0.4

TPSR (89.04012980501867 − 0.4282907493335717 · (0.00324794666239646 · x0 − 0.045525120131368176))
· (89.56291606842636 − 0.9738208125647104 · (. . . − 0.8327485734072698 + 4.3994585))

SR4MDL
927107321784793344·x1

x2
+ 1790558743.686736 · x2

3 − 583105027.94195 · x3 + 17382482170.32989

Table 4.14: Predictions for feynman-i.13.4. Ground truth: 0.5 · x0 · (x2
1 + x

2
2 + x

2
3).

Method Prediction

MOSAIC-
SR

0.5 · x0 · (x2
1 + x2

2 + x2
3)

PySR (x2 · x2 − (x1 · (2.6849122 · 10−8 − x1) − x3 · x3)) · 0.594442 · x0 · 0.84112495
Operon 1.0 · (− . . . + 0.0044 · x0 · 0.8345 · x2 · (0.0 · x0 + 135.0603 · x2 − 0.0 · x3) + 0.002 · x3 · (−8.7617) · x3 · (−29.1342)

· x0) + 0.0

GP-
GOMEA

−0.466588 · x0 · ((−x1 + x2) · (x1 − x2) − (x1 · x2 + x3 · x3)) + 1.557416

E2E-SR 0.060000000000000005 · |(0.25330816576971352 · x0 + 0.04483942013849232) · (0.060000000000000005 · (. . .
+ 22.0195174746776) + 0.060000000000000005 · (19.7499472505697 · x1 + 2.85561506727142)2)|

SNIP-SR (0.01840704821112982 · x0 + 0.027442044563726835)2 · (9.879745390847708 · x3 − 6.194380210972868 · 1
· 1

...−4.9351334859321385+0.0072800592259153 ) + 13.64280530393845

GenSR 0.009061268976888942 · (1.1636683092211803 · 10−6 · x0 − 7.759100043386413 · x1)
2 + 0.003956082223544278 · (. . .

− 11.742830367782478 · x2 + 2) + 2.862096358497747 · 10−5

TPSR 0.05653942421008955 · |. . . + 63.984404414849074 · (0.28680461689317865 · x3 − 0.019022597441139
+ 0.01902259744018563)2 + 0.009063702394502786| + 1.0173098720910598 · 10−9

SR4MDL 1.251493 · . . . · |x2|0.268858 · |x2 − x4|0.338839 · |x4 + 1|0.205401 · |x2 − 2 · x3 + x4|0.863298 · |log (x1 + 2)|3.150474
· |sin (log (x1 + 2))|

Table 4.15: Predictions for feynman-i.43.43. Ground truth:
1.380649 · 10−23 · x1

x2 · (x0 − 1)
.

Method Prediction

MOSAIC-
SR

1.380649 · 10−23 · x1

x2 · (x0 − 1)

PySR e
cos (sin (0.733933372794484·x1))

cos (5.7083836·sin x0) · cos (sin (log x1))

Operon 24.9136 + 0.9928 · esin (6.2437·x1)+0.9405·x1−10.8365

(sin (4.6620·x1)+1)·(
√

0.9405·x1+...)

GP-
GOMEA

24.874483 − 1.5238670125519831 · 1097 · e(x2−x0)·(220.661·x0) · (√x1 +
√
−11502.059 + . . .)

E2E-SR 0.00783 ·
⃓⃓⃓
(20.5 − 0.635

(0.01955351496819132·x0−0.0195847291063135)·(1.49301283178395·1019·x2−0.0018505074099962075)
) · . . .

⃓⃓⃓
SNIP-SR −12.202334840601555 − 0.0035234845524787085 · (5.868107132362321−6.00000000000062·x2)2

−1.4130094715317487+1.4542114898814111·x1
+ . . .
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Table 4.15: Predictions for feynman-i.43.43. (continued).

Method Prediction

GenSR 0.5458496473257973 +
60.01042781140133·cos (17.290782890292526−95.0·x2·x3)+...

−91.63629774123922+91.63433653923278·x0

TPSR (0.005499999972442505 + 0.02088129903737334 · |. . . + 0.0003968126680374485 · x1|) · (. . . + x−1
2 )

SR4MDL 0.000177 ·
|x1+2− 4

x3
|1.000005

|log x1|0.99984·|
x2
1
π

+2|0.108164·|π2|19.7823

Hard

Table 4.16: Predictions for feynman-i.6.20. Ground truth:

√
2 · e

(−1)·x2
0

2·x2
1

2 ·
√
π · x1

.

Method Prediction

MOSAIC-
SR

0.398942280401433·e
−

0.5·x2
0

x2
1

x1

PySR
sin (sin (x0·0.44023314· 1

x1
)·3.1941698)

x0·(x0·x0·0.55104643· 1
x1·x1

+3.5161734)

Operon 0.933 · (−ee
− 0.6815·x1−cos (−0.9175·x0)

cos (...)
+cos (−0.418·x0)

+ ee
−(0.6795·x1−cos (−0.9167·x0))+cos (−0.4191·x0)

) + 0.0543

GP-
GOMEA

0.0 · e−(
√

x0+x1−26.453)+
√

−47.357·cos (x0) + 0.041035

E2E-SR . . . + 1.282299505658052 · 10−8 · (−0.049681955299757749 · x0 − 0.82316389700632219)2 · (3.8724298635018757
· (− atan (18.363084125663076 · x0 − 30.50603247242241)) − 8.06163517864935)2 − 1.7384408

SNIP-SR 0.03971435283239767 + e1.1335725598924378−0.5147795206145964·x1 · 1 · 1
10.003562082456531−0.03732680107658152·x0

GenSR −0.0006356651178617335 + 1 · 1
0.24367615501981746·x1+0.0028250296256753624 · 1

· 1
0.537328069286272·(...+38.88033280910367·...−0.15054245000970234)+8.68696568888214

TPSR 1.0926398294500483 ·
e
−1.4158863435762834+4.043613462929532·1· 1

7.216579701937648·(...−0.8885938581229681+0.38062016744562)+5.539885878646895

− 0.27468172229389765

SR4MDL . . . + 0.003305 · ( 2
x1

)2 +
0.007109·( 2

x1
)2

ex2 − 0.058713 ·
√︁

sin (x2) + 0.045344 · sin (x2) − 0.033139 · cos (( 2
x1

)2)

+ 0.09065 − 0.003496 · 1 · 1
sin (x2)

Table 4.17: Predictions for feynman-bonus.5. Ground truth:
244808.861301089 · π · x1.5

0√
x1 + x2

.

Method Prediction

MOSAIC-
SR

769089.720197182·x2
0√

x0·(x1+x2)

PySR 769089.702160698 · x0 ·
√︂

x0
x1+x2

Operon 0.9991 · (−0.0153 · . . . + (−0.0018 · x0 +
0.1102·x0

log (−124481448181760.0·x0+1.3068·x1+1.3515·x2)
) ·

√︁√
3.1423 · x0)

+ 194935.9375

GP-
GOMEA

0.0 · √x0 · x0 · (27792532242127954164842496.0 − x0) · (−
√
x0 − −15960121508062442932928512.0 +

√
x1 + x2)

+ 2592428.592193

E2E-SR (9.750140310322155 − 3.5192830562550441 · 10−10 · x0) · 8.41 · (−2.77
+ 0.04650000000000001

−8.5274752133162408·10−27·x1−6.8927613619355·10−27·x2−0.007543467070585526
)2 · (. . . + 2.4049168319)

SNIP-SR –

GenSR (0.4 · x4 + 3.617938259977237 · |. . . − 0.00465368|) · (9.8 · x5 − 104.67801968844174)2 · |185948.4313612971
− 0.0002717440950239873 · x0| − 23103053.624988906
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Table 4.17: Predictions for feynman-bonus.5. (continued).

Method Prediction

TPSR −602246.9322338329 · (. . . − 0.992553) − 1020047.8728000051 · (3.766536263352732 · 10−25 · x2

− 0.9041705958904984) + 3985390.632626627 + 3985516.888588936 + 3985756.2297664313

SR4MDL
769089.720197·x0.3

1 ·(x1·x1)0.6√
x2+x3

Table 4.18: Predictions for feynman-bonus.17. Ground truth:
x2
0·x2

2·x2
3·( x3·x4

x5
+1)+x2

1

2·x0
.

Method Prediction

MOSAIC-
SR

0.5·x2
1

x0

PySR x2 · (−213.32457) · 1
x4−1·0.75216883

Operon 1.0 · (. . . + 187.625

e40126340.0·x1
+ 102002000.0

e32823758.0·x1
) − 358206272.0

GP-
GOMEA

8235444610619720859648.0 − 4117722181658013597696.0 · (
√︁√

x0 + cos (
√
x1)

+ cos (x1 · x1 · (x2 − 64871391778.814003)))

E2E-SR 83.3 · (− . . .) · (2996997476.088138 · x1 + (0.0027957553159015011 − 128292.52353780801 · x1)
· (−886458768.06676007 · x3 − 4344590016.9748102 · x5 − 79.82124690760698) + 0.700142210497718)2

SNIP-SR 2475.4420995751925 · (785.1938480983365 · x1 · (. . . + 501.62243037789665 · (248.55715087494292 − 9.9 · x0)
3)

+ 456.80185093394306) + 380.8454602832127

GenSR . . . · (−0.23288664214316973 · x4 + 23.135639123247536 · (67220856.93727316 · x1 + 0.08379184547075899)2) − 0.2

TPSR 0.19718990786562984 + 90.27582145384471 − 8.75239768085726 · 1
· 1

0.8940335705346859·
√

0.9471216397266307−0.0016772113459999217·(...−0.02129158)+0.6302969795300203

SR4MDL 0.5 ·
√︂

1 · 1
x1

· |x2|2 ·
√︂

|x4 + 1 · 1
x1

|

Table 4.19: Predictions for feynman-iii.21.20. Ground truth: −
x0 · x1 · x2

x3

.

Method Prediction

MOSAIC-
SR

−0.318309886183791 · π · x1 · x2 · (−1 +
x0+x3

x3
)

PySR
x0 · x2 · (116.94989 − x1)

x3
Operon −1556.0109 + 2.5895843701950685 · 1025 · 2.4524

(−2.7636805717985786·1027·x3)·x−1
1 ·(−25.7193)·x2·(−0.2950)·x0

GP-
GOMEA

−2029461039.160109− 2.4147765954346173 · 1046 · cos (cos x1 · (x2 − 76913126293.195007)) · x2
1 · (x0 + x3)

2 · sin x2

E2E-SR (66.829576481052452 · x2 − 0.0017371407519285152) · (−92.6) · (0.1078068308644714− 3.2338505696933849 · 10−11

· x1)
2 · (4.390271757193469 · 1027 · x0 − 0.3531506873096935)2 · . . .

SNIP-SR 753690240.1795971 + x2 · (4.368785986955585 · x1 − 43.75053176204654 · e17.15960871844588−2.0·x0·x3 )
· tan (−7.954465726265568 + 73364.55500241455 · . . .)

GenSR −0.6 + (709.5709262937739 · (0.6 · x6 + 283.85298348125826 · (−76.27479590083885 + 9.0 · x5)
2) · (. . .+ x0 · x1 · x2

· x−1
3 ))

TPSR 0.7537448782577802 · (0.0006584109871255986 + 26.947409871392118 · x2) · (0.030073288639170904
− 0.7428317603163052 · |. . . + x0 · x1 · x−1

3 |)
SR4MDL 189571765517.15814 + 131401134781.99579 · log 2 − 0.000427 · x4 + 8256334692.58376 · cos (x−1

4 )
+ 379143531034.32043 · (2 − 2 · x1) + . . .
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Table 4.20: Results and runtime on six symbolic regression benchmarks. Sym and Acc
are percentages. Time is the average runtime in seconds per equation. Acc denotes test
NMSE below 10−6. The top three Sym and Acc values per dataset are bolded.
Method Nguyen Korns Keijzer Vladislavleva Strogatz Livermore

Sym Acc Time Sym Acc Time Sym Acc Time Sym Acc Time Sym Acc Time Sym Acc Time

PySR 8.3 91.7 99.6 20.0 60.0 619.6 26.7 73.3 100.8 12.5 25.0 126.9 42.9 71.4 150.6 31.8 72.7 146.2
Operon 0.0 0.0 4.6 6.7 53.3 20.4 0.0 20.0 6.5 0.0 12.5 11.7 7.1 21.4 9.7 0.0 0.0 6.5
GP-GOMEA 8.3 16.7 29.2 0.0 26.7 88.9 6.7 13.3 33.3 12.5 12.5 53.2 14.3 64.3 45.9 18.2 18.2 31.4
E2E-SR 0.0 0.0 9.0 0.0 6.7 21.9 0.0 0.0 13.4 0.0 0.0 18.2 0.0 0.0 13.6 0.0 0.0 12.4
SNIP-SR 0.0 0.0 26.3 6.7 6.7 171.9 0.0 0.0 25.1 0.0 0.0 101.9 0.0 7.1 25.4 0.0 0.0 24.6
GenSR 0.0 0.0 16.0 0.0 40.0 234.4 0.0 6.7 53.7 0.0 12.5 357.3 0.0 21.4 82.6 0.0 4.5 23.8
TPSR 0.0 33.3 60.3 0.0 20.0 78.3 0.0 33.3 85.5 0.0 25.0 170.9 0.0 28.6 124.4 0.0 18.2 46.9
SR4MDL 41.7 41.7 873.5 20.0 26.7 1,966.4 20.0 26.7 1,198.3 12.5 12.5 2,218.6 50.0 64.3 874.9 22.7 27.3 1,181.8

MOSAIC-SR 75.0 91.7 75.6 40.0 53.3 288.1 53.3 66.7 71.3 25.0 37.5 91.3 64.3 71.4 99.1 45.5 90.9 83.8

4.1.5 Cross-Benchmark Results

Table 4.20 summarizes the multiple benchmark results. It reports symbolic solution rate,
predictive accuracy, and mean wall clock time per equation. MOSAIC-SR obtains the
highest symbolic solution rate on every dataset. Improvements over the strongest baseline
range from 12.5 to 33.3 percentage points. These gains cannot be explained by predictive
accuracy alone. MOSAIC-SR and PySR have identical numerical recovery on Nguyen and
Strogatz, but MOSAIC-SR increases symbolic solution rates from 8.3% to 75.0% and from
42.9% to 64.3%. Although PySR has slightly higher numerical recovery on Korns and Kei-
jzer, MOSAIC-SR approximately doubles symbolic recovery on both datasets. Moreover,
the neural baselines reach at most 6.7% symbolic recovery. Operon, GP-GOMEA, and
direct neural generators are generally faster, but their symbolic recovery is substantially
lower. In contrast, MOSAIC-SR transfers across benchmarks and better converts accurate
predictions into exact equations. Among competitive recovery baselines, MOSAIC-SR is
1.3–2.2× faster than PySR and 6.8–24.3× faster than SR4MDL across all six datasets.
This highlights the importance of search and repair after neural generation.

Selected Predictions

Six selected equations illustrate the cross-benchmark predictions. Each table includes every
method retained in the comparison of Section 4.1.5.
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Table 4.21: Predictions for Nguyen-4. Ground truth: x6
1 + x5

1 + x4
1 + x3

1 + x2
1 + x1.

Method Prediction

MOSAIC-
SR

1.0 · x1 · (x3
1 + 1) · (1.0 · x1 · (x1 + 1) + 1)

PySR (x1 + 1.0) · (x1 · x1 · x1 · (x1 · x1 + 1.0)− x1 + x1 + x1 − 1 · 3.009093 · 10−8)

Operon 0.263197660446167 · exp(3.121897220611572 · x1)− 0.250046372413635

GP-
GOMEA

0.780175498806059

E2E-SR (0.82722131708105334− 0.0089588507630547431 · x1) · (−0.014978078619482149 · x1 − 4.659629985505114)
· (0.06345852623830444 · x1 + 0.06393233734253951) · (1.5553560352525597 · x1 + 0.00177689565047806)
· (0.0137 · (−6.4184099828749757 · x1 − 0.6423212964360453)3 − 2.63)

SNIP-SR −787.69917995555147 · (0.00070707667540883934 · x1 + 1)2 + 784.8060091216709− 289.476805583656
· (73.38150650502881 · x1 − 101.72796954182427)−1

GenSR 0.77644249309791224 · x1 · exp(1.9762297509792082 · x1)− 0.052892466261292466

TPSR (1.5553560352525597 · x1 − (−0.3773368424196556 · (1.5553560352525597 · x1 − 0.03842310434952195)
− 0.22310537140050477)− 0.03842310434952195 + 0.22310536281517437) · ((((0.11785642826425316
− 0.0012268956671139082 · (1.5553560352525597 · x1 − 0.03842310434952195)) · ((3.295880062849909
· (1.5553560352525597 · x1 − 0.03842310434952195)− 0.03672358170662421)2 + 12.63736506039501))2

− 2.5713685830174153) · (0.0006597917724206856 · (1.5553560352525597 · x1 − 0.03842310434952195)
+ 0.031343288513934704) + 0.2842492306014455) · (1.5553560352525597 · x1 − 0.03842310434952195
+ 1.5051862867904549)− (0.009429561281775448 · (1.5553560352525597 · x1 − 0.03842310434952195)
+ 0.15816147970256972)

SR4MDL 0.258935 · exp(3.141592653589793 · x1)− 0.246514

Table 4.22: Predictions for Nguyen-11. Ground truth: xx2
1 .

Method Prediction

MOSAIC-
SR

exp((1.0 · x2 + 1.11259407539204 · 10−17) · log(x1))

PySR exp(x2 · log(x1 − 7.453925 · 10−9)) + 9.259128 · 10−9

Operon 0.4424457312568320138828227 · x1 + 0.526753962039948

GP-
GOMEA

2.01164555549622− 1.81258428096771 · cos(2 · x2 · (x2
1 − 1.00295400619507) · (5.04862117767334 · x1 + x2

+ cos(x2)− 0.310173720121384)−1 + 0.978409945964813)

E2E-SR 0.62014723269920278 · x1 + (0.052757803417621763− 0.054718873473459068 · x1) · (0.11515042468674191
− 0.031915295185792375 · x2) · (94.508205254545958− 203.30043033349743 · x2) + 0.4187448946002867

SNIP-SR 1.22898636248581 · x1 · x2 − 1.1248163129914415 · x2 + 0.9561923734505865

GenSR x2 · sin(3.090228538225934 · x1 + 0.12294672738656137) · (0.033708888164141505− 3.899959165568685
· x1)−1 + 0.9810675959848522

TPSR (3.1915295185792374 · x2 − (6.702556612707029 · (3.6479248982306043 · x1 − 2.183853561174784)
+ 11.474458434775793)− 5.18045843471929− 1.5150424686741908) · (3.6479248982306043 · x1

− (5.371492648034048− 2.5796876031538174 · (3.1915295185792374 · x2 − 1.5150424686741908))
− 14.370492648199649− 2.183853561174784) · (0.006338178745524264 · (3.1915295185792374 · x2

− 1.5150424686741908) + 0.16228672092950178) · (0.00436698533297426 · exp((3.1915295185792374 · x2

− 1.5150424686741908− 1.0903856097940126) · 0.4431520325475648 · (3.6479248982306043 · x1

− 2.183853561174784)) + 0.01042951702434242)

SR4MDL 0.751037 · (x1 + x1 · x−1
2 )0.010698 · sin(−x1 + (x2 + 3.141592653589793) · 1−1 − 1)1.571039 · (exp(x1 + x1

· x−1
2 )0.001281)−1 · x3.359886

2 · (sin(x2)3.470214)−1
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Table 4.23: Predictions for Strogatz-shearflow2. Ground truth:

(︃
cos2(x2) +

1

10
sin2(x2)

)︃
sin(x1).

Method Prediction

MOSAIC-
SR

(0.9 · cos(x2)2 + 0.0999999999999999) · sin(x1)

PySR sin(x1) · (cos(sin(x2) · 11.785839−1)− 0.99600285) · 250.22122
Operon 0.05662523819582111 · x2 + 0.017341127619147

GP-
GOMEA

0.450004816055298 · sin(x1) · sin(2 · x2 − 4.71237802505493) + 0.550020277500153 · sin(x1)
− 7.75317403167719 · 10−6

E2E-SR 0.03790008096684952 · sin(0.09445851906577567 + 0.03960031064088332 · ((0.05920507672980812
− 90.0083517060878 · tan(0.49632673547196763 · x1 + 0.22256771097376267)) · (0.2089712876837641 · x2

− 0.900448620172386))−1)− 0.02225101908746781

SNIP-SR 0.013779661168824415 · x2
1 + 0.008255847908988898 · x1 − 0.13407144869680693

GenSR −(0.35205590018522714 · cos(2.0175339345367123 · x2 − 3.1461725251880917)− 1.7224017370428149
· (0.010364063377607676 · x2 + 2.445867155619959)−1)2 · sin(0.9977696452910493 · x1

+ 3.1302681031354256) + 0.0027183801796846568

TPSR (−1.8419676778775944 · (0.7251641631422997 · x2 + 0.6318785594782278)− (1.3871488161946197
· (0.7251641631422997 · x2 + 0.6318785594782278)− 0.5424641814306489) · (−0.011063257637029162
· (0.36670071625456485 · x1 + 0.20006113748695625)− 1.3363229583657414)− (1.773370534513494
· (0.36670071625456485 · x1 + 0.20006113748695625)− 0.623428139816112) + 0.5334281389900255)
· ((0.7251641631422997 · x2 − 2.49723676249942 + 0.6318785594782278) · (0.8223668625439224
− 0.043119921942055064 · (0.36670071625456485 · x1 + 0.20006113748695625))− 1.3351697306115864
· sin(2.917585780146784 · sin(1.0133095548227202 · (0.7251641631422997 · x2 + 0.6318785594782278)
+ 0.01366990205656808)) + 0.9996592250581154) · (0.07210748715109865 + 1.0791074864410393
− 0.10326251767611451 · 1 · (0.0788989875961674 · (0.36670071625456485 · x1 + 0.20006113748695625)
+ 0.1676990800057751)−1)

SR4MDL −0.042743 · x1 · x2 − 0.051972 · x1 · sin(−x2 · 2 + x2)
1
2 + 1.972781 · (−x1 · sin(−x2 · 2 + x2)

1
2 + x1)

− 0.204562 · log(x2)− 0.02844− 0.02844 · 13

Table 4.24: Predictions for Livermore-1. Ground truth: x1 + sin(x2
1) +

1

3
.

Method Prediction

MOSAIC-
SR

x1 + sin(x2
1) + 0.333333333333333

PySR x1 + sin(x1 · x1) + 0.3333334

Operon 0.99815390177276 · x1 + 0.385755509138107

GP-
GOMEA

0.416014617587274

E2E-SR 0.99510452368622162 · x1 − 1.03 · sin(0.777 · (1.1888631901860294 · x1 + 0.090269873934594466)2 − 3.77)
+ 0.36129693740020308

SNIP-SR −90.25067542494121 · (0.005531892247014312 · x1 − 1)2 + 90.72787811926341 + 0.0022187878284230704
· (0.14762793267964414 · x1 + 1.4559888306142952)−1

GenSR 0.998153963905744 · x1 + 0.3857558099256324

TPSR 5.8514992167604305 · (0.17060586417335055 · x1 − 0.005171897428231887)− 0.5444981796790447
· sin((0.5916941314151313 · (0.17060586417335055 · x1 − 0.005171897428231887) + 0.018303324214130782)
· (−60.41281200227787 · (0.17060586417335055 · x1 − 0.005171897428231887)− 1.8687415763958688))
+ 0.03033935030352127 + 0.3613393503035212

SR4MDL 1.442695 · log(2) · x1 + sin(x2
1) + 0.066667−−0.133333 · 2
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Table 4.25: Predictions for Livermore-11. Ground truth:
x2
1x

2
2

x1 + x2
.

Method Prediction

MOSAIC-
SR

1.0 · x2
1 · x2

2 · (x1 + x2)−1

PySR x1 · x1 · x2 · (1.0000085 +− sin(cos(x2 · x2)) · 1.2525511 · 10−5) · (x2 + 8.6958323 · 10−7) · (x1 + x2)−1

Operon 0.011714923195541 + 0.0004353052779163251485 · exp(−16.278768064237051 · x1 · x2)
· cos(1.651700139045715 · x1) · x−1

2

GP-
GOMEA

1.0 · x2
1 · x2

2 · (x1 + x2)−1

E2E-SR (0.06102565887369925− 0.8666989784169188 · x2) · (5.672968018606769− 0.16969952289121198
· (−1.101556530062938 · x1 − 1.7747546914056933 · x2 − 1.3923669907018425)−1) · (0.08756886213383504
· x1 − 0.366604846256249) · (1.7505584083402312 · x2 − 0.12325958446073971)

SNIP-SR −24535.521299664357 · (7.784214446548355 · 10−5 · x1 + 1)2 + 24534.943977652507 + 4576.952109241969
· (10366.057719507926− 10583.112972836361 · x1)−1

GenSR 0.060303244055858976− 3.8764530048693256 · 10−10 · exp(−36.87562797196373 · x1 · x2)
· sin(1.6592119930151334 · x2 + 1.594705827381022)

TPSR −(−1.5352958873665828 · 10−9 + 1 · (−(1.7143334989974734− 88.43320312834005 · (1.775147604164816 · x1

+ 0.03944382780585689)) + 89.67537962342587 · (1.7505584083402312 · x2 + 0.006362112212304721)
− 2.344333499023583)−1) · (0.006090218920752856 · (1.775147604164816 · x1 + 0.03944382780585689)
− 0.0002346013421339915) · (1.775147604164816 · x1 − 0.04036802544161824 + 0.03944382780585689)
· (30.197815111921443 · (1.7505584083402312 · x2 + 0.006362112212304721)− 0.13937886363113336)
· (0.7168363327318004− 88.39345664180456 · (1.7505584083402312 · x2 + 0.006362112212304721))
+ 7.821765446292284 · 10−8 · (1.7505584083402312 · x2 + 0.006362112212304721) + 1.1783101145614108
· 10−7

SR4MDL −0.910576 · −x2 · cos(3.141592653589793) · x1 · (x1 + x2)−1 − 0.211742 · x2 + 0.015383 · (3.141592653589793
− x2)− 0.062503

Table 4.26: Predictions for Livermore-21. Ground truth: exp(−x2
1).

Method Prediction

MOSAIC-
SR

exp(−x2
1)

PySR −x1 + exp(x1 · 2.732575 · x1 · −2.732575−1) + x1 · x1 · x−1
1

Operon 0.307795726557961 · x1 + 0.889393270015717

GP-
GOMEA

0.80009440459554

E2E-SR 0.4 · cos(2.1126836069969081 · x1 − 0.03706022875549485) + 0.6

SNIP-SR 130.29417035635083 · (1− 0.027990232692061055 · x1)2 − 17.620730166228215 · (1− 0.20671522387448319
· x1)2 − 111.70304890826463

GenSR −x1 · sin(0.7057024858927093 · x1 + 0.006436287112417469) + 0.9762498782540814

TPSR 0.38835543110695137 · cos(0.6509206497490071− 0.954024508269838 · (2.3474262299965645 · x1

+ 0.6810441902716724)) + 0.610552011368743

SR4MDL 1.0000000014612915 · exp(−x2
1)

The following sections examine validation trajectories and ablations.
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4.1.6 Qualitative Recovery Across Taylor Orders

We compare baseline methods at the common truncation orders K ∈ {2, 5, 7, 10}. Each
table first lists the Taylor truncated data generating expressions and then the corresponding
predictions. Long expressions are abbreviated with ellipses.

Table 4.27: Taylor recovery for Logarithm. Ground truth: log (x0 + 1).

Method K Expression

Taylor data 2 x0 +
(−1) · x2

0

2

5
x5
0

5
−

x4
0

4
+

x3
0

3
−

x2
0

2
+ x0

7
x7
0

7
−

x6
0

6
+

x5
0

5
−

x4
0

4
+

x3
0

3
−

x2
0

2
+ x0

10
x9
0

9
−

x8
0

8
+

x7
0

7
−

x6
0

6
+

x5
0

5
−

x4
0

4
+

x3
0

3
−

x2
0

2
+ x0 +

(−1) · x10
0

10

MOSAIC-SR 2 −0.5 · x2
0 + x0

5
x0 · (0.6 · x4

0 − 0.75 · x3
0 + x2

0 − 1.5 · x0 + 3.0)

3
7 log (x0 + 1.00006603079797)

10 log (0.999982548715611 · x0 + 1.0)

PySR 2 x0 · (−0.50000006) · x0 + x0

5 log (x0 + e
0.16825567·x4

0·(0.1677055·x2
0+x0)·sin (x0)

)

7 log (
0.9312916 · x2

0

(8495.134 · x0 + 4841.4176432432) · cos (x0 + sin (x0) + 0.55235815)
+ x0 + 0.9999974)

10
x0√︁

x0 + e0.08364746·sin (sin (x0·(−x0·(0.007794200238976−0.01248848·x0)+x0)))

TPSR 2 (0.001919221591558286 − 0.06896537602514179 · (3.264972382184671 · x0 + 0.027804329418150822))
· (. . . − 4.45999942314764)

5 (. . . + 0.1477134780683493) · (0.4994556780444385 · (3.5857739179080634 · x0

+ 0.016444471966369778) − 0.008310635538500689)

7 (0.0004599611012800237− 0.007574319367220268 · (3.675921308958977 · x0 + 0.060970365116553515))
· (. . . − 9.800723047144695)

10 (0.00048668399774344864− 0.008860476303170692 · (3.547005732829724 · x0 + 0.05530797638861583))
· (. . . − 8.998199250504804)

E2E-SR 2

(︃
−6.33 +

7.87

. . .

)︃
· (. . .)

5 (−9.9 −
3.0

0.055220918335784178 · x0 + 0.0842532448682821
) · (−0.021873220899239185 · x0

− 3.1127899485564804 · 10−7
)

7 (−0.00015 +
0.0565

3.675921308958977 · x0 + 6.6709703651165538
) · (. . . + (0.16798960381942527 · x0

+ 6.0327863456858267))

10 (0.00791 −
0.396

−5.536875948947199 · x0 − 9.1173357511426303
) · (19.54400158789178 · x0

+ 0.00174694990127322)

Operon 2 1.0 · ((1.6375 − 2.1795 · x0) · (0.2294 · x0 − 0.2865) + 0.4691) + 0.0

5 1.0 · (−(2.7168 − 2.0625 · x0) − (. . . + 1.3181) + e
cos (0.2009·x0)

+ sin (−0.6926 · x0)) + 0.0

7 1.0 · (cos (−0.3504 · x0) · 0.3038 · x0 − 1.3606 · x0 · (−0.4265) ·
1

0.5983 · x0 + 0.8338
) + 0.0

10 1.0001 · log (0.9999 · x0 + e
sin (cos (1.5708))

) + 0.0
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Table 4.28: Taylor recovery for Sine. Ground truth: sin (x0).

Method K Expression

Taylor data 2 x0

5
x5
0

120
−

x3
0

6
+ x0

7
x5
0

120
−

x3
0

6
+ x0 +

(−1) · x7
0

5040

10
x9
0

362880
−

x7
0

5040
+

x5
0

120
−

x3
0

6
+ x0

MOSAIC-SR 2 x0

5 −0.15 · x3
0 − 0.00833333333333333 · x0 · (−(x

2
0 − 1)

2 − 0.949359216081706) + 0.983755339865986 · x0

7 0.995212385036962 · sin (x0)

10 sin (0.999224487053661 · x0)

PySR 2 x0

5 sin (x0 · (cos (sin (x0 · x0 · 0.099885456 · cos (sin (x0 · (−0.6655867))))) − 1 · 0.0023687228)) · 1.0040035
7 sin (

x0

cos (x0 · (−0.03543025) · (−0.61757547 · x0 + sin (sin (sin (sin (sin (sin (sin (sin (sin (x0)))))))))))
)

10 sin (x0 · cos (x0 · 0.0016573971 ·
1

(−1) · 2.5042472 · 1
−x0·x0·x0+sin ((x0+x0)·(−2.066677))

))

TPSR 2 1.6952640543497626 · (0.5898786076624276 · x0 − 0.1503609060667909) + 0.2549014392344917

5 −(. . . + 0.008829876210206134) + 0.5311733478647308 · (0.5442460160982873 · x0

+ 0.03327453788862279) − 0.008829876210206504

7 0.0037014237986746907 − 1.1106297415087139
· sin (6.201124685239097 − 1.7856942534231586 · (. . . − 0.04590158661878021))

10 0.9998616696023864 · sin (1.7327776217284636 · (. . . − 0.06370211051208034) + 0.11012377319587009)

+ 6.858283367093453 · 10−5

E2E-SR 2 (5.0538457150294822 · 10−5 − 0.017224455343742888 · x0) · (−0.0060226605842333864 · x0

− 58.016864815149059)

5 0.00832 − 0.9720000000000001

· sin (0.02411009851315413 · x0 + 0.043594062028465994 −
0.807

. . . − 9.38 + 0.0027099999999999997
)

7 1.0 · sin (1.00998324807091 · x0 − 0.00077925815314189615) + 0.0021

10 1.0 · sin (0.9856914566698666 · x0 + 0.0016099999999999999 · arctan (. . .) − 6.2710054014902136)− 0.0

Operon 2 1.0 · 1.0 · x0 + 0.0

5 1.001 · (cos (−1.0037 · x0) · 1.2879 · x0 − sin (−(. . . − 1.4461 · x0) − 0.1272 · 0.0001)) + 0.0

7 1.0 · (cos (−0.4227 · x0) · 1.2701 · x0 − (. . . + 0.0 · x0 − 0.2272) · sin (1.5034 · x0)) + 0.0

10 1.001 · (cos (0.5492 · x0) · (−0.2811) · x0 − sin (−0.9814 · x0) + cos (. . . + 0.626 · x0)) + 0.0

Table 4.29: Taylor recovery for Feynman I.18.12. Ground truth: x0 · x1 · sin (x2).

Method K Expression

Taylor data 2 −x0 · x1 · x2 + π · x0 · x1

5 . . . +
−x0 · x1 · x5

2

120
+

π · x0 · x1 · x4
2

24
−

π2 · x0 · x1 · x3
2

12
+

x0 · x1 · x3
2

6
−

π · x0 · x1 · x2
2

2

+
π3 · x0 · x1 · x2

2

12

7 . . .+
x0 · x1 · x7

2

5040
−

π · x0 · x1 · x6
2

720
−

x0 · x1 · x5
2

120
+

π2 · x0 · x1 · x5
2

240
−

π3 · x0 · x1 · x4
2

144
+ π · x0 · x1 · x4

2

10 . . . +
−x0 · x1 · x9

2

362880
+

π · x0 · x1 · x8
2

40320
−

π2 · x0 · x1 · x7
2

10080
+

x0 · x1 · x7
2

5040
−

π · x0 · x1 · x6
2

720
+ π

3 · x0 · x1

MOSAIC-SR 2 x0 · x1 · (π − x2)

5 x0 · x1 · sin (x2)

7 x0 · x1 · sin (1.002337079977 · x2)
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Table 4.29: Taylor recovery for Feynman I.18.12. (continued).

Method K Expression

10 0.564336516744925 ·
√
π · x0 · x1 · sin (x2)

PySR 2 x0 · x1 · (3.1415925 − x2)

5
x0 · (0.33221138 · x1 · sin (cos (x2)) + x1) · sin (sin (x2 · 0.4749027 + 1.6496296) · 2.7744522)

0.9437794
7 x0 · x1

· sin (x2 − −0.019365529 · (x2 − 3.146233) · cos (sin (sin (sin (x2) · (−1.9357585))) · (−1.7473638)))

10 x0 · (x1 · ecos (x2) · (−0.0030647963) · cos (x2) + x1) · sin (x2 · 0.9981049 − 1 · (−0.0058534783))

TPSR 2 (. . .+ 0.28331615049921344 + 0.4956534371075346) · (0.34386125723713024 · x0 − 1.8420104004975268
+ 1.8420104004834439)

5 1.276389115335405 + 1

·
1

. . . − 0.07925775134645766 + 0.2495263264800342 + 0.2580259436964331 + 0.2746491984632519
7 sin (−2.215140796977261 · |. . . + 0.5758522222337376 + 1.7552518942051996| − 0.8214622877077248)

+ 0.610334905734776

10 (. . . + 0.0850328212232805 + 0.1470358948108155) · (0.36255539574241513 · x0 − 1.8127229580805884
+ 1.812829094663855)

E2E-SR 2 (−0.002704484223201092 · x1 − 0.60237161959079474) · (. . . + 0.0011760054997509854 · x0

− 0.0427947554976017 · x2 + 0.13465458451346508)

5 (0.76120861641426228 · x0 + 0.022982771994114469) · (0.37355026941984976 · x1

+ 0.17673765134826056) · (. . . − 0.0016428320073234725 · x0 − 3.12)

7 (169.62829714499832 − 54.02295102376346 · x2) · (. . . + 1.8694742958078208 · x1)

· (0.001513002143198883 · x0 + 4.3499570545021802 · 10−5
)

10 (0.0018476647025342624 · x0 + 7.4163269681210592 · 10−5
) · (−18.721308938254057 · x1

− 3.1062206918614961) · 28.2 · sin (. . . + 0.9922408707994587)

Operon 2 1.0 · 12.6214 · x0 · (83.0285 − 26.4288 · x2) · (0.0 · x0 + 0.003 · x1) + 0.0

5 1.0 · (−0.9508 · x2 − −2.9873) · (. . . − 97.4074 · x0 − 76.7503 · x0) − 0.0011

7 1.0 · (−0.1636 · x0 · sin (−0.539 · x2 − 1.4483) − 0.7675 · x2 − (. . . − 2.4113)) − 0.0007

10 1.0 · (0.1933 · x0 · 5.0729 · x1 · sin (1.0105 · x2) − 0.006 · x0 · (. . . + 5.3587 · x1)) + 0.0005

Table 4.30: Taylor recovery for Feynman I.12.11. Ground truth: x0 · (x1 + x2 · x3 · sin (x4)).

Method K Expression

Taylor data 2 x0 · x1 −
√
2 · x0 · x2 · x3 · x2

4

4
+

√
2 · π · x0 · x2 · x3 · x4

8
+

√
2 · x0 · x2 · x3 · x4

2
−

√
2 · π · x0 · x2 · x3

8

−
√
2 · π2 · x0 · x2 · x3

64
+

√
2 · x0 · x2 · x3

2

5 . . .+ x0 · x1 +

√
2 · x0 · x2 · x3 · x5

4

240
−

√
2 · π · x0 · x2 · x3 · x4

4

192
+

√
2 · x0 · x2 · x3 · x4

4

48
−

√
2 · x0 · x2 · x3

· x4

7 . . . + x0 · x1 −
√
2 · x0 · x2 · x3 · x7

4

10080
−

√
2 · x0 · x2 · x3 · x6

4

1440
+

√
2 · π · x0 · x2 · x3 · x6

4

5760
−

√
2 · π2 · x0

10 . . . + x0 · x1 −
√
2 · x0 · x2 · x3 · x10

4

7257600
+

√
2 · π · x0 · x2 · x3 · x9

4

2903040
+

√
2 · x0 · x2 · x3 · x9

4

725760
−

√
2 · π · x0

MOSAIC-SR 2 x0 · (x1 + 0.712793490396519 · x2 · x3 · x4 + 0.0669510918992685 · x2 · x3)

5 x0 · (x1 + x2 · x3 · sin (x4))

7 x0 · (x1 + 1.0 · x2 · x3 · sin (x4))

10 x0 · (x1 + x2 · x3 · sin (x4))

PySR 2 x0 · (x1 + x2 · x3 · (x4 · (1.262467 + x4 · (−0.35355335)) − 1 · 0.06634307))
5 x0 · (x1 + x3 · 0.99937403 · x2 · (0.0004353141 · x4 + sin (x4) + 8.375039 · 10−5

))

7 x0 · (x1 + x2 · x3 · (sin (x4 −
5.59005 · 10−8

ex4 − 0.98920304
) −

6.089482 · 10−8

cos (x4)
))
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Table 4.30: Taylor recovery for Feynman I.12.11. (continued).

Method K Expression

10 x0 · (x1 + x2 · x3 · sin (x4))

TPSR 2 −(. . . − 0.41703132683721883) + 0.20866626498961413 · (0.3604272691006456 · x1

− 1.744712561451487) − 0.05296867316273429

5 . . . + 0.34294855858724976 · x1 − 4.723488471036021 − 1.7988515848521762 + 1.7989003805824426
+ 2.495998943387973

7 (. . .+ 61.51639518156274) · (0.5088734890611518 · (0.17031588558061792 · x0 − 0.14978961891848902)
+ 0.07771255202217539)

10 (. . .+ 9.407194864169705) · (0.7224790948921128 · (0.17230290182470367 · x0 − 0.07264073340143025)
+ 0.05248141132993334)

E2E-SR 2 (0.1629358158362928 · x0 − 0.0023126882037319991) · (. . . + 6.16330630162104 · x1

− (−8.0523542289226607 · x3 − 1.4868480523885724))

5 (−0.31289792906740601 · x0 − 0.0002607466038638947) · (−3.2888766768517251 · x1

+ 0.3503022089874898 · x2 − (. . . − 0.06099736784503796 · x4))

7 (0.093673737069339864 · x0 − 0.0023842904051689659) · (. . . + 10.452156425909193 · x1

− (2.038660868691718 − 0.5685205786851859 · x4))

10 (. . . + 0.0014473443753275107 · x0) · (0.17230290182470367 · x0 − 0.004740733401430247)
· (0.27324955376110477 · x4 − 0.97426820283141966)

Operon 2 1.0 · (. . . − 2.3002 · x0 · 0.0 · x3 + 0.0102 · x0 · (97.7415 · x1 + 0.0 · x2)) + 0.0

5 1.0 · (2.3026 · x1 · 0.4342 · x0 + 0.0133 · x0 · 23.3392 · x4 · (. . . + 0.0236 · x2)) − 0.0025

7 1.0021 · (4.6741 · x0 − (0.6931 · x4 · (−0.0536) · x4 · 102.1899 · x3 − (. . . − 29.3384 · x3))) − 0.4812

10 1.0 · (−0.0658) · x4 · 1.1554 · x3 · (. . . − 0.1744 · x0 · (−5.8297) · x4) − 0.0127

4.1.7 Validation NMSE Trajectories during Local Search

Figures 4.6–4.11 track the best validation NMSE achieved so far throughout each MOSAIC-
SR local search run. Lower values are better and the vertical axis is logarithmic. Thin gray
step curves show individual runs, the colored curve is the median, and the shaded region
is the interquartile range. The dashed horizontal line marks NMSE = 10−3, equivalent
to R2 > 0.999, which is the accuracy threshold used for SRSD-Feynman. To distinguish
target difficulty from proposal quality, each split is analyzed first by ground truth operator
count and then by the operator count of the top decoded sketch. Operator count is used as
a proxy for structural size. It is positively related to expression length and complexity but
is not identical to either. Easy and Medium trajectories are shown for 50 seconds, while
Hard trajectories are shown for 100 seconds. All three splits use five seeds.

141



SRSD-Feynman Easy

Ground Truth Operator Count. Figure 4.6 first groups runs by the number of oper-
ators in the true equation. Equations with fewer operators reach low NMSE earlier. The
three and four operator groups nevertheless cross the accuracy threshold soon afterward
and converge to the same low error regime.
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Figure 4.6: Best validation NMSE versus wall clock time on SRSD-Feynman Easy, grouped
by ground truth operator count. The 150 runs comprise 30 equations evaluated over five
seeds. The groups contain one or two, three, and four true operators, with 40, 55, and 55.

Decoded sketch operator count. Figure 4.7 shows a much stronger separation by
decoded sketch operator count. Sketches with fewer than 10 operators cross the threshold
within a few seconds, while those with 10-15 operators converge more slowly and some
runs with more than 15 operators remain above it. Because Easy targets contain at most
four operators, high decoded operator counts appear to constrain local search more than
ground truth operator count.
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Figure 4.7: Best validation NMSE versus wall clock time on SRSD-Feynman Easy, grouped
by top decoded sketch operator count. The runs are divided into sketches with fewer than
10, between 10 and 15, and more than 15 operators, with 57, 44, and 49 runs respectively.
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SRSD-Feynman Medium

Figure 4.8 groups runs by the number of operators in the true equation. Equations with
fewer than five operators reach low NMSE earlier, while the two higher count groups
improve more slowly and show wider variation. Their medians are not strictly ordered
by operator count, indicating that operator count captures only one component of target
difficulty. The remaining variation depends on the specific algebraic structure of each
equation.
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Figure 4.8: Best validation NMSE versus wall clock time on SRSD-Feynman Medium,
grouped by ground truth operator count. The 200 runs comprise 40 equations evaluated
over five seeds. The groups contain fewer than five, five or six, and more than six true
operators, with 75, 95, and 30 runs, respectively.

Decoded sketch operator count. Figure 4.9 shows a clearer separation by decoded
sketch operator count. Sketches with fewer than 13 operators cross the accuracy threshold
in about 10 seconds, those with 13–17 operators require closer to 30 seconds, and the
median for sketches with more than 17 operators remains above it. Decoded sketch operator
count therefore provides a stronger indication of local search progress.
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Figure 4.9: Best validation NMSE versus wall clock time on SRSD-Feynman Medium,
grouped by top decoded sketch operator count. The groups contain fewer than 13, between
13 and 17, and more than 17 decoded operators, with 82, 53, and 65 runs respectively.
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SRSD-Feynman Hard

Ground Truth Operator Count. Figure 4.10 groups runs by the number of operators
in the true equation. The medians for equations with fewer than nine operators and those
with nine to 11 operators both cross the accuracy threshold early. The lower count group
subsequently reaches much lower NMSE. The median for equations with more than 11
operators improves gradually but remains above the threshold after 100 seconds. Ground
truth operator count therefore captures an important component of local search difficulty
on Hard.
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Figure 4.10: Best validation NMSE versus wall clock time during the 100 second search
window on SRSD-Feynman Hard, grouped by ground truth operator count. The 250
runs comprise 50 equations evaluated over five seeds. The groups contain fewer than
nine, between nine and 11, and more than 11 true operators, with 115, 75, and 60 runs,
respectively.

Decoded sketch operator count. Figure 4.11 shows a stronger separation by decoded
sketch operator count. The median for sketches with fewer than 13 operators crosses the
accuracy threshold almost immediately. The median for sketches with 13-19 operators
crosses after about 40 seconds. The median for sketches with more than 19 operators
remains above the threshold until the end of the 100 second window. A high decoded
operator count therefore slows local search and may require the full available budget to
reach the threshold.
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Figure 4.11: Best validation NMSE versus wall clock time on SRSD-Feynman Hard,
grouped by top decoded sketch operator count. The x axis spans 0–100 seconds. The
250 runs comprise 50 equations evaluated over five seeds. The groups contain fewer than
13, between 13 and 19, and more than 19 decoded operators, with 107, 73, and 70 runs,
respectively.
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Overall implication. Across all three splits, higher ground truth operator counts gener-
ally slow convergence. In comparison, decoded sketch operator count produces a stronger
and more consistent separation of local search outcomes. This finding is practically use-
ful. Ground truth operator count is unknown at inference time. However, decoded sketch
operator count is directly observable. These results motivate operator count aware decod-
ing and resampling of sketches with unusually high operator counts. They also support
adaptive allocation of the local search budget based on proposal size.

4.1.8 Ablation Studies

We conduct the ablations on the Easy split of SRSD-Feynman, which contains 30 equations.
Each result reports symbolic recovery under the same verification protocol as the main
SRSD-Feynman experiment, together with numerical recovery. The component ablation is
evaluated with three method seeds: 0, 1, and 2.

Initialization and search. Table 4.31 separates the roles of initialization and search.
Decoder disables MCTS and local search. Full MOSAIC adds 24 search paths with 300
mutations each after MCTS. Random + search replaces learned sketches with random
sketches and uses comparable candidate counts. MCTS, constant fitting, local search, and
search budgets are unchanged. Across three seeds, Full MOSAIC reaches 97.8% Acc and
85.6% Sym, versus 31.1% and 15.6% for Random + search. Learned sketches with MCTS
but no local search reach only 30.0–43.3% Sym. Both learned initialization and subsequent
repair improve recovery on this split.

Table 4.31: Component ablation on 30 clean SRSD-Feynman Easy equations. Acc and
Sym report numerical and symbolic recovery in percent. All variants use seeds 0, 1, and 2.

Decoder Decoder + MCTS Full MOSAIC Random + search

Seed Acc Sym Acc Sym Acc Sym Acc Sym

0 60.0 36.7 66.7 43.3 96.7 83.3 36.7 20.0
1 46.7 30.0 60.0 30.0 96.7 83.3 26.7 10.0
2 46.7 30.0 66.7 40.0 100.0 90.0 30.0 16.7

Search breadth and depth. Table 4.32 varies the number of independent search paths
and the number of mutation steps per path. The reported recovery rates are averaged over
three method seeds. Recovery generally improves with both search breadth and trajectory
depth. At 500 steps, increasing the number of paths from one to 48 raises numerical
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recovery from 80.0% to 98.9% and symbolic recovery from 56.7% to 87.8%. The gains
from additional steps become smaller at larger search budgets, with numerical recovery
at 48 paths reaching 98.9% after 300 steps and remaining unchanged at 500 steps, while
symbolic recovery increases from 85.6% to 87.8%. The gains from increasing the number
of paths from 24 to 48 are also modest, improving numerical recovery by 1.1 percentage
points and symbolic recovery by 2.2 percentage points at 500 steps.

Table 4.32: Search budget ablation on 30 SRSD-Feynman Easy equations. Acc and Sym
report numerical and symbolic recovery. All values are percentages. Paths are independent,
and the columns are snapshots from continuous trajectories.

100 steps 300 steps 500 steps

Paths Acc Sym Acc Sym Acc Sym

1 70.0 47.8 76.7 53.3 80.0 56.7
6 77.8 57.8 87.8 70.0 90.0 75.6
12 83.3 66.7 93.3 76.7 94.4 82.2
24 84.4 70.0 97.8 85.6 97.8 85.6
48 87.8 73.3 98.9 85.6 98.9 87.8

4.1.9 Discussion

Section 4.1 developed MOSAIC-SR as a hybrid approach to exact symbolic recovery. A
pretrained Transformer identifies promising expression structures instead of relying on ran-
dom initialization. Conditional MCTS completes partially specified sketches, and parallel
local searches alternate structural repair with constant refitting. This repeated interaction
corrects errors in both symbolic structure and numerical scale.

Across the reported benchmarks, MOSAIC-SR achieves the highest symbolic solution
rate while retaining competitive predictive accuracy. Its advantage persists when irrelevant
variables are introduced. This supports the use of learned sketches as search priors rather
than direct predictions. The runtime results further suggest that a learned sketch prior
can reduce search time while supporting higher symbolic solution rates. The experiments
and diagnostic analyses therefore show that the neural model and explicit search have
complementary roles, without treating the decoder as the final decision rule.

Recovery nevertheless becomes more difficult for high dimensional equations because
the corresponding search space grows rapidly. Targets far outside the pretraining dis-
tribution may also require a larger search budget. Natural extensions include broader
pretraining distributions and recovery from sparse observations, which more closely reflect
data availability in physical systems.

149



Section 4.2 considers a different source of information for symbolic model selection:
stability across environments.
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4.2 Residual-Invariant Selection of Symbolic Models

4.2.1 Motivation and Scope

This section presents RIMS as a finite candidate selector for symbolic regression across
environments, together with its analysis, identification boundary, and empirical evaluation.

Section 4.1 addressed the search side of symbolic regression: it used a learned prior and
explicit repair to increase the chance that a correct expression is generated. This section
addresses a different failure. Even when the correct mechanism is already present in the
candidate pool, pooled numerical fit can select the wrong expression.

This problem can arise naturally in scientific data collection. The direct causes of a
response are rarely known before the experiment, so investigators record a broad panel of
candidate covariates, such as sensor readings, biomarkers, diagnostics, and intermediate
quantities. Some recorded variables may be causal parents of the response, while others
may have been generated downstream of it. A symbolic regression system that is given
all recorded covariates can then use a downstream measurement as a shortcut instead of
recovering the mechanism from its parents.

Consider a stable target mechanism

Y = f ∗(X1, X2) + ε (4.10)

and an observed downstream measurement

De = ρeY + ηe, (4.11)

where e indexes the data collection environment, ρe is the measurement coupling, and ηe is
measurement noise. An equation using De can predict Y accurately because De contains a
noisy copy of the target, and it may be simpler than f ∗. Such an equation is a descendant
shortcut : it predicts the target through a variable measured downstream of the target
rather than through its generating parents in the structural causal model sense [114, 118].

The signal used below is a change in the shortcut’s residual law, not necessarily a
change in the structural channel P (D | Y, e) itself. The residual law can change because
the measurement calibration ρe changes, or because a stable noisy channel is combined
with a shift in P (Y | e) and the candidate expression is only an imperfect inverse of that
channel. In either case, a shortcut can have environment-dependent residuals while the
stable mechanism leaves only the environment-invariant noise ε.
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Our method, Residual Invariant Model Selection (RIMS), uses this distinction. It is
a post hoc selector for a finite symbolic hall of fame. It does not generate expressions,
refit their constants, or replace the symbolic regression backend. It retains candidates with
nearly optimal pooled fit and then chooses the candidate whose residual distribution is
most stable across environments. This idea is related to invariant causal prediction [117],
but the selected object is different. Invariant causal prediction tests variable sets; RIMS
ranks fully specified symbolic equations. The residual distribution criterion is especially
close to nonlinear invariant prediction [53].

RIMS can help when environment labels are available, the target mechanism and its
noise law are stable, the symbolic regression search has already produced a fit-competitive
mechanism, and competing shortcuts create a detectable cross-environment residual-law
gap. It is a finite-candidate selector, not a general causal discovery algorithm, and it does
not guarantee improved out of distribution prediction.

4.2.2 Problem Setting

Suppose observations are collected in E environments. An environment is a data collection
regime, such as an experimental intervention, instrument, batch, site, time period, or
operating condition. The index e identifies the regime and is not supplied as an input to
the symbolic expressions. Environment e supplies

De = {(xe
i , y

e
i )}ne

i=1, e = 1, . . . , E. (4.12)

Across the environments used for selection, the target obeys the stable structural equation

Y e = f ∗(Xe
S∗) + εe, εe ∼ Pε, εe ⊥⊥ Xe

S∗ . (4.13)

Here Xe contains all observed inputs and S∗ indexes the physical parents. The noise is
independent of these parents within each environment. Descendant inputs may share εe.
The parent distribution may change with e. The mechanism f ∗ and noise law Pε stay
fixed. Randomly assigning environment labels is generally not useful: the labels must
correspond to a distribution change that can expose the shortcut while preserving the
target mechanism.

Let
H = {g1, . . . , gK} (4.14)

be the frozen hall of fame returned by a symbolic regression backend such as PySR or
Operon [29, 73]. Each gk includes its expression structure and fitted constants. The
environment label is not an input variable available to these expressions.
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Formally, an expression gD(D) is an environment-dependent descendant shortcut when
D is downstream of Y , gD is competitive in pooled fit, and the residual law

L(Y − gD(D) | e) (4.15)

varies with the environment. This definition is stated in terms of the induced residual law;
the downstream measurement channel itself need not change.

This setting separates search failure from selection failure. Search fails when f ∗, or an
equivalent expression, is absent fromH. No reranking rule can recover a candidate that was
never generated. Selection fails when the mechanism is present but the backend’s pooled
fit or fit-complexity criterion chooses a shortcut rather than the correct causal expression.
RIMS targets only the second failure.

4.2.3 Residual Invariant Model Selection

For a candidate g ∈ H, define its residual in environment e by

rei (g) = yei − g(xe
i ). (4.16)

The empirical pooled risk is

ˆ︁R(g) =
1∑︁
e ne

E∑︂
e=1

ne∑︂
i=1

rei (g)2. (4.17)

Pooled risk remains important: an invariant but numerically poor expression should not
be selected. RIMS therefore treats fit as an admissibility condition rather than combining
fit and invariance with a tuned scalar penalty.

For a fixed candidate g, let ˆ︁F g
e be the empirical cumulative distribution function of its

residuals in environment e. For a pair of environments e < e′, let Sg
ee′ be their pooled

residual sample. The normalized two-sample Cramér–von Mises discrepancy is

ˆ︁dee′(g) =
1

ne + ne′

∑︂
z∈Sg

ee′

(︂ ˆ︁F g
e (z)− ˆ︁F g

e′(z)
)︂2

. (4.18)

This normalized form lies in [0, 1]. It is dimensionless, requires no bounded residual sup-
port, and depends on the entire residual distribution rather than only its mean or variance.
The empirical residual invariance score averages over environment pairs,

ˆ︁I(g) =
1(︁
E
2

)︁ ∑︂
1≤e<e′≤E

ˆ︁dee′(g). (4.19)
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Uniform pair weights are used by default. Other two-sample discrepancies can replace
Equation (4.18). The method relies on residual distribution invariance rather than on
CvM specifically.

Let ˆ︁Rmin = minh∈H ˆ︁R(h). For a relative fit tolerance ϵ ≥ 1 and an optional absolute
floor τR ≥ 0, define the fit-competitive set

ˆ︁Hϵ,τR =
{︂
g ∈ H : ˆ︁R(g) ≤ ϵ ˆ︁Rmin + τR

}︂
. (4.20)

The absolute floor prevents a purely relative window from becoming vacuous in near-
noiseless problems. The experiment uses τR = 0. Plain RIMS returns

ˆ︁gRIMS ∈ arg min
g∈ ˆ︁Hϵ,τR

ˆ︁I(g). (4.21)

The general default is ϵ = 1.1. Thus a candidate must be within ten percent of the
best empirical fit before invariance can change the ranking. The Feynman test below also
examines wider tolerances because the planted sensor has a systematic fit advantage.

Algorithm 1 summarizes the proposed selector. To obtain the finite-candidate inter-
pretation used in the theory, candidate search and RIMS scoring should use disjoint data.
Candidate structures and constants are frozen after search; otherwise the scoring data
would also influence the candidate pool.

Algorithm 1 Plain RIMS.

Require: Hall of fame H frozen on a search split; environment-labeled scoring split; fit
tolerances ϵ ≥ 1 and τR ≥ 0

1: Keep the structure and constants of every gk ∈ H fixed; do not refit candidates on the
scoring split.

2: Compute ˆ︁R(gk) and ˆ︁I(gk) using Equations (4.17) and (4.19).

3: Form ˆ︁Hϵ,τR = {gk : ˆ︁R(gk) ≤ ϵ ˆ︁Rmin + τR}.
4: return arg min

g∈ ˆ︁Hϵ,τR

ˆ︁I(g).

Two optional extensions are useful in some applications but are not part of plain
RIMS. RIMS-C uses expression complexity as a deterministic tie break inside a small
near-invariance band. RIMS-Safe abstains when the leading invariance scores are insuffi-
ciently separated. These extensions do not change the selector above and are not used for
the results reported here.
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RIMS adds
O
(︁
KE2n̄ log n̄

)︁
(4.22)

work for K candidates, E environments, and typical environment size n̄. The sorting
needed to form empirical CDFs gives the logarithmic factor. In a representative setting
with ten environments and 512 observations per environment, the median reranking time
is 0.48 seconds and the 95th percentile is 0.65 seconds. The corresponding PySR search
uses a budget of up to 120 seconds per task, so the post hoc selection cost is small relative
to candidate generation.

4.2.4 Finite-Candidate Guarantee and Identification Boundary

The theory treats RIMS as a selector over a fixed finite pool. Let R̄(g) and I(g) be
the population counterparts of Equations (4.17) and (4.19), and let R∗ = ming∈H R̄(g).
Suppose that, on an event Ω of high probability,

sup
g∈H
| ˆ︁R(g)− R̄(g)| ≤ αR, sup

g∈H
|ˆ︁I(g)− I(g)| ≤ αI . (4.23)

For a pool fixed independently of the scoring split, the bounded normalized CvM score
admits distribution-free concentration through empirical CDF bounds, with

αI = O

⎛⎝√︄ log(KE/δ)

nmin

⎞⎠ . (4.24)

Concentration of squared-error risk additionally requires a bounded or clipped loss, or a
suitable light-tail condition on squared residuals. A sample split or cross-fitting makes
H fixed conditional on the search data and therefore gives the setting covered by this
finite-pool argument.

Because algebraically equivalent expressions can represent the same mechanism, the
recovery statement is formulated for a mechanism class. Let M ⊆ H denote all candi-
dates counted as correct under the chosen equivalence or Match@τ criterion. Define the
population risk envelope

B+ =
{︁
g ∈ H : R̄(g) ≤ ϵR∗ + τR + (1 + ϵ)αR

}︁
. (4.25)

Theorem 4.1 (Mechanism-class recovery). Assume Equation (4.23). Suppose that some
m◦ ∈M is safely fit admissible,

R̄(m◦) ≤ ϵR∗ + τR − (1 + ϵ)αR, (4.26)
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and that every admissible non-mechanism g ∈ B+ \M satisfies

I(g) ≥ I(m◦) + γ for some γ > 2αI . (4.27)

Then plain RIMS selects a member ofM on Ω.

Proof. Uniform risk concentration and Equation (4.26) place m◦ in the empirical fit set,
while every member of the empirical fit set lies in B+. Hence the smallest empirical
invariance score in the fit set is at most I(m◦)+αI . For every g ∈ B+ \M, Equation (4.27)

gives ˆ︁I(g) ≥ I(m◦) + γ − αI > I(m◦) + αI . No non-mechanism can therefore attain the
empirical minimum, so the selected candidate belongs to M.

An exact mechanism candidate has residual εe, with the same marginal law Pε in every
environment. Its population invariance score is zero. Theorem 4.1 uses only the uniform
error bounds, safe fit condition, and residual gap. It does not require noise independence
from descendant inputs. Shared noise may give a shortcut lower pooled risk. The margin
in Equation (4.26) accounts for estimation error. The guarantee still requires an available
mechanism inside the fit window and a detectable residual gap.

Residual invariance also has a limitation.

Proposition 4.2 (Invariant downstream channels are not identifiable from residual invari-
ance). Suppose a fit-competitive candidate gD using a downstream variable has the same
residual law in every environment. Then I(gD) = 0. If the true mechanism also has an
invariant residual law, residual invariance alone cannot prefer the mechanism to gD.

Proof. Every pairwise distribution discrepancy in Equation (4.19) is zero for gD. Hence its
score is the same as that of any other candidate with an invariant residual law.

For example, if De = ρY e +ηe with fixed ρ ̸= 0 and an environment-invariant noise law
for ηe, then the exact inverse gD(D) = D/ρ has residual Y e − gD(De) = −ηe/ρ, which is
invariant. No selector based only on the residual invariance score can distinguish this stable
inverse from the target mechanism. The proposition is deliberately stated in terms of the
residual law: constant channel parameters alone do not guarantee non-identifiability. For
example, applying h−1 to a nonlinear post-link noisy measurement D = h(Y ) + η need not
produce invariant residuals when P (Y | e) changes. Side information, a justified complexity
prior, or abstention is needed only when a fit-competitive downstream candidate actually
has an invariant residual law.

The theorem applies directly when candidate search and RIMS scoring use disjoint
data, as described above. The Feynman quantile bin study is not a direct application of
the concentration result because its environments are constructed from the realized data.
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4.2.5 Experiments

The empirical evaluation focuses on the official AI Feynman datasets. It tests whether
residual invariance can recover physical mechanisms when a planted measurement shortcut
dominates pooled fit.

Feynman Equations Test

Design. The experiment uses the official data points and target equations of all 119
PMLB AI Feynman datasets, comprising 99 main equations and 20 additional benchmark
equations [154]. The physical covariates and noiseless targets are retained. Training labels
receive noise. A measurement shortcut and one irrelevant column are added.

For each equation, rows are sorted by the first physical parent x0 and split into ten
equal-count quantile bins. A bin is therefore a regime with a distinct range of x0, not a
random label. Bins {0, 1, 2, 3, 5, 6, 7, 8} are used for search and selection, bin 4 is a held-out
interior regime, and bin 9 is a held-out extreme regime. Each training bin is subsampled
to 512 points. The mechanism is unchanged across bins, and the partition is never defined
from the target. Evaluation is Match@5% against the noiseless official target on bins 4
and 9.

Here Y = f ∗(XS∗) is the noiseless official target. The training response corresponding
to Y e in Equation (4.13) is˜︁Y = Y + γ RMS(Y )ξ, γ = 0.1, ξ ∼ N (0, 1). (4.28)

For the fixed benchmark data, γ RMS(Y ) is constant across bins and ξ is independent of
the physical inputs. The leakage sensor reads this same noisy response:

De = ge˜︁Y + σabsη, σabs = c ḡ γ RMS(Y ), c = 0.9, (4.29)

Here η ∼ N (0, 1) is independent of ξ and the physical inputs. Thus εe = γ RMS(Y )ξ is
independent of the parents but dependent on De, an observed input. For each equation,
s ∼ Uniform(0.6, 0.95), ge = sqe, and ḡ = E−1

∑︁
e ge. The vector (q0, . . . , q9) is a random

permutation of ten equally spaced values in [0.9, 1.0]. This avoids a monotone gain trend
in x0. Bins 4 and 9 use gains unseen during training. An expression using De can exploit
the shared noise to fit ˜︁Y better than the physical mechanism and enter the PySR hall of
fame.

This fit advantage also explains why the Feynman study uses a wider fit window. For
the competitive sensor noise level c = 0.9, the analytic truth-to-best-hybrid fit ratio is
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approximately (1 + c2)/c2 = 2.23. The diagnostic value ϵ = 2.5 was therefore fixed before
inspecting the union-pool recovery outcomes; the general default remains ϵ = 1.1.

The leakage sensor can poison search by displacing the mechanism from the hall of
fame. To restore candidate availability, the symbolic regression backend is run p+ 1 times
for a problem with p observed columns: once using all columns and once after dropping
each column in turn. The resulting halls of fame are merged into a leave-one-feature-
out (LOFO) union pool. No column is identified as the sensor in advance. A run that
happens to omit the sensor can rediscover the physical mechanism, while the full-feature
run supplies the shortcut candidates; RIMS then performs selection from their union.

Results. Table 4.33 reports both recovery and the number of selected expressions that
contain the planted sensor variable.

Selector Recovery Selected expressions using sensor

Pooled fit 0/119 119/119
RIMS, ϵ = 1.1 2/119 117/119
RIMS, ϵ = 1.5 15/119 99/119
RIMS, ϵ = 2.0 50/119 51/119
RIMS, ϵ = 2.5 73/119 20/119
RIMS, ϵ = 3.0 73/119 20/119

Mechanism available in union pool 81/119 –

Table 4.33: Recovery and planted sensor use on the 119 official Feynman datasets. Recovery
is Match@5% on the test interior and extreme bins.

Pooled selection uses the sensor and fails on all 119 equations. The LOFO union
contains a matching physical mechanism for 81 equations. At ϵ = 2.5, RIMS recovers 73
of these 81 mechanisms and incurs no loss relative to pooled selection, giving an exact
one-sided sign-test value of 1.1 × 10−22. The mechanism is absent from the union pool
for 38 equations, so no post hoc selector can recover it there. Eight additional equations
with an available mechanism are not selected by RIMS at this tolerance. This experiment
therefore separates the two parts of the failure: LOFO restores candidate availability, while
residual invariance resolves most of the remaining selection problem.

4.2.6 Discussion

RIMS is appropriate when the data provide meaningful environments, the target mech-
anism is stable, and a symbolic backend returns several fit-competitive candidates. Its
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main use is to reject a downstream or leakage-based expression that induces a detectable
cross-environment residual-law gap.

The method should not be interpreted as a generic causal certificate. Its success is
gated by three conditions. First, the mechanism must be available in the hall of fame.
Second, it must remain inside the fit-competitive set. Third, every competing shortcut
must be separated from the mechanism by a detectable residual-invariance gap. These
correspond to search failure, fit-admissibility failure, and non-identifiability, respectively.
A descendant that admits a fit-competitive invariant inverse cannot be distinguished by
residual invariance alone.

Environment quality is equally important. An arbitrary environment label is a partition
unrelated to the relevant data-generating change, such as a random split that leaves the
shortcut relationship essentially unchanged. Such labels provide no systematic invariance
signal. RIMS is also unreliable when shifts are too weak, when residual noise overwhelms
the separation, or when the target mechanism or its noise law changes across environments.
Lower residual instability by itself is not evidence of causal recovery or improved out-of-
distribution prediction.

Future work will evaluate RIMS on a broader range of datasets and on candidate pools
produced by additional symbolic regression backends, under varied environmental shifts.
Another direction is to incorporate residual invariance into symbolic search itself rather
than using it only to rerank a completed candidate pool. These directions are discussed
further in Chapter 5.

Sections 4.1 and 4.2 are therefore complementary. MOSAIC-SR attempts to improve
candidate generation and repair, which addresses mechanism availability. RIMS assumes
that search has already produced a useful finite pool and improves the final decision using
information across environments. Together they separate two questions that pooled sym-
bolic regression often conflates: whether the correct equation can be found, and whether
it can be recognized after it has been found.
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Chapter 5

Conclusion

5.1 Summary of Contributions

This thesis studied how structure can make Transformer computation and scientific model
discovery more efficient and reliable. Fast Multipole Attention (FMA) uses geometric
structure to organize information exchange, MOSAIC-SR uses symbolic structure to guide
equation search, and Residual Invariant Model Selection (RIMS) uses environmental struc-
ture to select among candidate equations.

Chapter 3 introduced FMA, a multilevel attention operator for sequences and images.
Exact local interactions are retained in a near field, while distant interactions are repre-
sented by learned summaries on an interval hierarchy or quadtree. This gives every layer
a global receptive field with loglinear or linear rather than quadratic complexity. FMA
achieved the best accuracy among the evaluated efficient attention baselines on enwik8
and WikiText-103 and remained close to full attention at long context lengths. In vision,
FMA achieved higher accuracy while using less memory than comparable dense attention
baselines on image classification and semantic segmentation.

MOSAIC-SR was introduced in Section 4.1. Its pretrained Transformer proposes equa-
tion sketches, conditional MCTS completes them, and parallel local searches alternate
structural repair with constant refitting. Treating neural generation as a search prior
rather than a final prediction improved exact recovery while retaining competitive pre-
dictive accuracy, including with irrelevant variables. MOSAIC-SR obtained the highest
symbolic solution rate on every reported benchmark.

Section 4.2 introduced RIMS for the case in which search has produced the correct
mechanism but pooled fit selects a shortcut. RIMS reranks fit-competitive candidates
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by residual distribution invariance across environments. On the 119 official AI Feynman
datasets with a planted measurement sensor, pooled fit recovered no physical mechanisms,
whereas RIMS recovered 73 mechanisms at ϵ = 2.5. The physical mechanism was avail-
able in the union candidate pool for 81 datasets. Thus, MOSAIC-SR and RIMS address
complementary questions: whether the correct equation can be found, and whether it can
be recognized after it is found.

5.2 Limitations and Open Problems

FMA is not exact dense attention and depends on a meaningful sequence or spatial hier-
archy. For short inputs, or data without useful geometry, optimized dense attention may
be preferable. Also, a general approximation theory for learned attention remains open.

MOSAIC-SR becomes more difficult to apply to high dimensional equations because the
corresponding search space grows rapidly. Targets far outside the pretraining distribution
may also require a larger search budget. Because RIMS is a post hoc selector, it cannot
recover a mechanism that is absent from the candidate pool.

5.3 Future Directions

For FMA, an important engineering direction is to integrate IO aware tiling and fused
kernels into both the near field and far field computations. This could translate the lower
operation count and memory use into larger wall clock improvements. Combining the
hierarchy with rotary or relative positional encodings may also improve long range extrap-
olation in language models. The same construction can be extended from quadtrees to
octrees for video and volumetric images.

For MOSAIC-SR, the main priority is to broaden the pretraining distribution so that
the learned sketch prior covers higher dimensional equations with more complex symbolic
structure. A second direction is recovery from sparse observations, which better reflects
data availability in real world physical systems. These extensions would test whether the
learned prior can continue to focus search when the expression space is larger and the
numerical evidence is limited.

For RIMS, future work will evaluate the selector on a broader range of datasets and
on candidate pools produced by additional symbolic regression backends, under varied
environmental shifts. A second direction is to incorporate residual invariance into symbolic
search rather than applying it only after a candidate pool has been produced.
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tista Parascandolo. Neural symbolic regression that scales. In Proceedings of the 38th
International Conference on Machine Learning, 2021.

[15] Tom B. Brown et al. Language models are few-shot learners. In Advances in Neural
Information Processing Systems, 2020.

[16] Cameron B. Browne, Edward Powley, Daniel Whitehouse, Simon M. Lucas, Peter I.
Cowling, Philipp Rohlfshagen, Stephen Tavener, Diego Perez, Spyridon Samothrakis,
and Simon Colton. A survey of Monte Carlo tree search methods. IEEE Transactions
on Computational Intelligence and AI in Games, 2012.

[17] Steven L. Brunton, Joshua L. Proctor, and J. Nathan Kutz. Discovering governing
equations from data by sparse identification of nonlinear dynamical systems. Pro-
ceedings of the National Academy of Sciences, 2016.

[18] Bogdan Burlacu, Gabriel Kronberger, and Michael Kommenda. Operon c++: an
efficient genetic programming framework for symbolic regression. In Proceedings of
the 2020 Genetic and Evolutionary Computation Conference Companion, GECCO
’20, page 1562–1570. Association for Computing Machinery, 2020. doi: 10.1145/
3377929.3398099. URL https://doi.org/10.1145/3377929.3398099.

[19] Nicolas Carion, Francisco Massa, Gabriel Synnaeve, Nicolas Usunier, Alexander Kir-
illov, and Sergey Zagoruyko. End-to-end object detection with transformers. In
European Conference on Computer Vision, 2020.

163

https://doi.org/10.1145/3377929.3398099


[20] Mathilde Caron, Hugo Touvron, Ishan Misra, Hervé Jégou, Julien Mairal, Piotr Bo-
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