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Abstract

Navigating complex environments remains a fundamental challenge in robotics. At the
core of this challenge is Simultaneous Localization and Mapping (SLAM), the process of
creating a map of the environment while simultaneously using that map for navigation.
SLAM is essential for mobile robotics because effective navigation is a prerequisite for
nearly all real-world robotic applications. Visual SLAM, which relies solely on the input
of RGB cameras is important because of the accessibility of cameras, which makes it an
ideal solution for widespread robotic deployment.

Recent advances in graphics have driven innovation in the visual SLAM domain. Tech-
niques like Neural Radiance Fields (NeRF) and 3D Gaussian Splatting (3DGS) enable the
rapid generation of dense volumetric scenes from RGB images. Researchers have integrated
these radiance field techniques into SLAM to address a key limitation of traditional systems.
Although traditional SLAM excels at localization, the generated maps are often unsuit-
able for broader robotics applications. By incorporating radiance fields, SLAM systems
have the potential for the real-time creation of volumetric metric-semantic maps, offering
substantial benefits for robotics. However, current radiance field-based SLAM approaches
face challenges, particularly in processing speed and map reconstruction quality.

This work introduces a solution that addresses limitations in current radiance fields
SLAM systems. Direct SLAM, a traditional SLAM technique, shares key operational
similarities with radiance field approaches that suggest potential synergies between the two
systems. Both methods rely on photometric loss optimization, where the pixel differences
between images guide the optimization process. This work demonstrates that the benefits
of combining these complementary techniques extend beyond theory.

This work demonstrates the synergy between radiance field techniques and direct SLAM
through a novel system that combines 3DGS with direct SLAM, achieving a superior
combination of quality, memory efficiency, and speed compared to existing approaches. The
system, named MGSO, addresses a challenge in current 3DGS SLAM systems: Initializing
3D Gaussians while performing SLAM simultaneously. The proposed approach leverages
direct SLAM to produce dense and structured point clouds for 3DGS initialization. This
results in faster optimization, memory compactness, and higher-quality maps even with
mobile hardware. These results demonstrate that traditional direct SLAM techniques can
be effectively integrated with radiance field representations, opening avenues for future
research.
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Chapter 1

Introduction

Simultaneous Localization and Mapping (SLAM) addresses a fundamental mobile robotics
problem: how to navigate and create maps of new environments during online operation.
This capability is essential for robots to become truly independent. As robotics applications
expand beyond controlled industrial settings into homes, o ces, and public spaces, the
ability to map and navigate unknown environments in real-time has become important for

widespread robotic deployment.

SLAM poses a fundamental paradox: It requires localization to construct a map while
simultaneously requiring a map for accurate localization. Despite this challenge, researchers
have developed numerous successful SLAM solutions that have transitioned from theory
to practice. SLAM systems, particularly those that leverage Light Detection and Rang-
ing (LIDAR) sensors, are now widely deployed in applications such as self-driving cars
and industrial robots. Although established SLAM algorithms have demonstrated success,
SLAM is still a research area as challenges remain with dynamic environments, di cult
conditions, long-term operation detection, and computational e ciency in real-time appli-
cations. Visual Simultaneous Localization and Mapping (VSLAM) is a key direction for
making SLAM more practical and accessible.

Cameras o er compelling advantages for SLAM systems: they are lightweight, energy
e cient, and cost-e ective while providing rich high-volume data. The human visual sys-
tem demonstrates that sophisticated navigation and mapping is possible using only visual
input, suggesting that VSLAM has great potential. Although VSLAM has advanced con-
siderably, fundamental challenges persist, particularly in handling dynamic environments
and maintaining consistent maps over extended periods. This thesis addresses another im-
portant challenge: the real-time generation of high- delity, semantically meaningful maps



that can support downstream robotic applications.

Recent breakthroughs in radiance eld techniques, such as Neural Radiance Fields
(NeRF) and 3D Gaussian Splatting (3DGS), enable the development of better VSLAM
systems. Unlike traditional VSLAM approaches, these radiance eld SLAM systems can
generate volumetric reconstructions of environments in real-time. The continuous nature
of these representations o ers signi cant advantages for downstream robotic tasks such as
navigation, manipulation, and scene understanding. This thesis advances the emerging
eld by introducing a novel technique to improve radiance eld SLAM systems.

The core key insight of this thesis is that traditional direct SLAM principles naturally
complement neural radiance eld methods. This is demonstrated through a novel sys-
tem, named Monocular-GSO or MGSO, that fuses 3DGS with direct SLAM techniques,
achieving superior performance compared to other contemporary dense SLAM systems.
Monocular-GSO gets its name from the two key components it builds upon: Direct Sparse
Odometry (DSO), a SLAM system, and 3D Gaussian Splatting (GS), a dense reconstruc-
tion technique. The name GSO is derived by combining elements from both. The primary
contribution of MGSO is a novel, synergistic integration of photometric SLAM with 3DGS
that only requires a monocular RGB camera. Photometric SLAM provides dense, struc-
tured point clouds for 3DGS initialization, accelerating optimization and enabling more
e cient maps with fewer Gaussians. As a result, MGSO achieves a superior balance of
reconstruction quality, memory e ciency, and speed, outperforming the state-of-the-art
in experiments. While MGSO represents one successful approach to this fusion, it opens
up a broader research direction for integrating direct SLAM principles with radiance eld
rendering techniques.

1.1 Overview of Thesis

This thesis is structured into three primary sections, each building towards the introduction
of a novel VSLAM system (MGSO) that synergistically combines direct SLAM and 3DGS.
The rst section explains how direct SLAM works. The second section examines the
challenges and requirements of dense SLAM. The nal section demonstrates how direct
SLAM techniques can address the challenges of dense SLAM.

Chapter Two:  This section chronicles the history of VSLAM from photogrammetry to
direct SLAM approaches. It also explains the operational principles of in uential direct
SLAM systems, including the framework upon which the presented system is built. This
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section provides essential information for understanding the operational principles of the
MGSO's localization module.

Chapter Three:  This section examines dense SLAM approaches and how the introduc-
tion of radiance elds methods for 3D scene reconstruction addressed challenges in the eld.
The section also summarizes my initial e orts to combine direct SLAM with radiance eld
representations. This early work was not successful, but it directly informed the design
principles and technical innovations of MGSO.

Chapter Four: This section introduces the new dense SLAM system MGSO, which
achieves state-of-the-art performance by synergistically integrating direct SLAM techniques
with 3DGS.

Appendix:  The appendix provides supplementary information that clari es the ideas
presented in the main thesis but is not essential to its core arguments. It is organized into
three distinct sections. The rst section presents broader discussions on general SLAM
methodology that is not speci cally focused on this thesis. This content serves as valuable
context for newcomers or those less familiar with SLAM concepts. The second section
provides an explanation on how 3DGS works. The third section documents insights into
the DSO SLAM system that emerged during my research. These ndings may prove
particularly valuable for researchers working with DSO-related systems.

1.2 Background

The remainder of this introduction summarizes foundational concepts in general SLAM,
VSLAM, and direct SLAM, serving both as a primer for those new to the eld and as a
refresher for experienced practitioners.

1.2.1 A Short Introduction to SLAM

SLAM is a computational task in which a system determines its location while simulta-
neously building a map of the surroundings. The core of all modern SLAM systems is
determining the most probabilistically likely state of both the map and the observer based



on all sensor measurements and control inputs up to the current time This can be
expressed mathematically as:

P (XtjU1t; Z1:t) (1.1)

Where x is the state of the map and observen) are the measurements, and are the
control inputs.

This equation can be solved through recursive Bayesian Estimation using methods such
as Extended Kalman Filters and Particle Filters. However, this thesis focuses on VSLAM,
where the only input comes from standard RGB cameras. Visual data presents two sig-
ni cant challenges for Itering methods: it generates a high volume of information and
exhibits highly non-linearity. These characteristics make lIter-based approaches computa-
tionally intensive and unreliable. As a result, more exible optimization-based techniques
are a more common approach for vision-based SLAM systems.

Optimization-based SLAM approaches represent the localization and mapping problem
as a graph optimization task, where each graph node represents either a state (of the map
or observer), a sensor measurement, or a control input. The relationships between these
nodes form the edges of the graph. These graph edges act as soft constraints on the system.
For example, a measurement indicating that a landmark is 5 meters left of a state creates
an edge suggesting that any valid solution should maintain approximately that spatial
relationship. Likewise, edges between consecutive robot states encode the expectation
that the robot's position changes smoothly and reasonably over time.

However, real-world uncertainties mean that it is typically impossible to nd a solution
that satis es all of these constraints simultaneously. Instead, graph-based SLAM algo-
rithms seek to nd the con guration of nodes that minimizes the total error or deviation
of these soft constraints. To maintain computational e ciency, most graph-based SLAM
systems operate on a sliding window of recent measurements and states. As measure-
ments and states age beyond this window, they are marginalized out of the graph through
mathematical processes that preserve their accumulated information. To ensure long-term
mapping accuracy, SLAM systems can maintain a separate comprehensive graph that is
optimized less frequently. This global optimization, known as loop closure, typically occurs
when the system recognizes a previously visited location. At these moments, the system
can connect recent pose estimates (the "head" of the graph) back to earlier mapped posi-
tions, creating loops in the graph structure.

Although recent advances in machine learning have produced other methods to solve
the fundamental SLAM problem, graph-based optimization remains the backbone of most
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modern systemsAll VSLAM systems examined in detail within this thesis utilize
graph-based optimization as their back-end framework

1.2.2 Unique Challenges of VSLAM

VSLAM processes only RGB camera data for navigation. Although this camera-only ap-
proach o ers practical advantages in cost and simplicity, it introduces fundamental chal-
lenges. The primary challenge lies in the dimensional gap between our 3D world and 2D
camera images. Cameras capture information by projecting our 3D world into a 2D plane,
which causes depth information to be lost. VSLAM systems must therefore either develop
algorithms that work directly with these 2D projections or reconstruct 3D information
before performing SLAM computations.

This dimensional mismatch leads to a unique problem in monocular VSLAM named
scale ambiguity. When viewing a scene through a single camera, it becomes impossible
to determine absolute distances of objects. For example, a small object near the object
appears the same as a larger object farther away. This limitation forces monocular systems
to work with relative scales, which can lead to scale drift where the same scale is not kept
throughout. Although this challenge can be addressed by using stereo cameras or depth
cameras, using more advanced sensors limits the main advantage of VSLAM: lower cost,
reduced power consumption, and more compact design. Scale error can also be addressed
inexpensively by incorporating data from an Inertial Measurement Unit (IMU), which is
discussed in section 2.4 in this thesis. Additionally, while cameras provide abundant 2D
data, 2D data is often a ected by signi cant noise and uncertainty. Camera images can
be aected by varying lighting conditions, motion blur, and environmental factors that
introduce noise into the measurements. This requires e cient processing algorithms that
can account for the inherent noise in 2D images.

Although the robotics community has traditionally distinguished between visual odom-
etry and VSLAM systems, this thesis will treat visual odometry and VSLAM as
equivalent terms . 'VSLAM' is the uni ed terminology for both concepts following the
convention in recent dense SLAM research. If there is any confusion about this convention,
please refer to Appendix A.1.

1.2.3 What makes Direct SLAM Unique

To provide context for this thesis, this section de nes and explains direct SLAM. Direct
SLAM is de ned asVSLAM that directly uses image intensity values directly for
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tracking and mapping

Traditional VSLAM approaches, known as feature-based or indirect methods, rst con-
vert raw visual data into sparse trackable feature points to facilitate easier mapping and
localization. In contrast, direct methods process the intensities of the pixels directly,
estimating the depth values of each pixel to create a dense 3D representation of the envi-
ronment. Direct SLAM methods use full image intensity data rather than sparse features,
with the aim of maximizing the use of available visual information. The foundation princi-
ple of direct SLAM is optimizing the loss of this photometric loss equation between frames
iand j:

E =(ljlp;]1 Tlilpi]) (1.2)

Here, | denotes the intensity of the pixel at positionp = (u;vVv) in the image. The
fundamental principle of this photometric error function is to calculate the camera pose
transformation that minimizes the intensity di erences between corresponding pixels in
consecutive frames and j. A simple example of how photometric loss works is presented
in Appendix C. Photometric loss relies on the intensity values of the pixels, making it highly
sensitive to distortions that a ect light. As a result, it is crucial to calibrate a camera's
response to light, which is known as photometric calibration, to ensure consistent and accu-
rate measurements. The selection of pixels used in the optimization varies across systems:
earlier approaches utilized all available pixels, while more recent implementations are semi-
dense methods that only track only a subset. Furthermore, The optimization framework
can be extended with additional terms to deal with e ects such as lighting changes and
camera exposure settings, allow for normalization, or apply heuristically designed weights.



Chapter 2

Development of Direct SLAM

2.1 Introduction

Direct Sparse Odometry (DSO) [15], the direct SLAM system that forms the localization
backbone of MGSO. MGSO combines DSO's tracking and mapping capabilities with the
reconstruction capabilities of 3DGS. This section examines the operational principles, his-
torical development, and key advantages of DSO. This section begins with a comprehensive
timeline of VSLAM's evolution leading to DSO's development, followed by a detailed anal-
ysis of DSQO's operational principles. The section concludes with a brief discussion of a
separate research project conducted during my Master's program, which is independent of
MGSO.

2.2 History of VSLAM

VSLAM faces challenges due to the inherent noise and variability in camera images. For
systems with high-precision sensors, SLAM has been solved using probabilistic state esti-
mation techniques such as the Extended Kalman Filters and Rao-Blackwellized Particle
Filters. These classical methods have been comprehensively surveyed by Durrant-Whyte
and Bailey [13][3], and their fundamental concepts are thoroughly explained by Thrun et
al.'s textbook 'Probabilistic Robotics' [68]. However, cameras capture only 2D projections
of the 3D world, introducing uncertainties in 3D positions since depth must be estimated.
Visual data is further complicated because variations in lighting, viewpoint, and perspec-
tive can dramatically alter image appearance. Due to the uncertainties of visual sensing,
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the direct application of probabilistic state estimation techniques is di cult. Initial e orts
in successfully implementing VSLAM required techniques from photogrammetry to reliably
extract geometric information from 2D images.

Photogrammetry encompasses a family of techniques for extracting measurements from
2D images. Its origins can be traced to the 1800s when Aine Laussedat pioneered the use
of photographs for mapping [21], establishing photography as a tool for geometric measure-
ment. Structure from Motion (SfM) is a photogrammetric technique that reconstructs the
geometry of 3D scenes from multiple overlapping photographs. Given an unordered collec-
tion of images, the SfM algorithms simultaneously calculate both the camera positions at
which the images were captured and some 3D information about the photographed scene.

An important advancement in SfM came from Agarwal et al. [2], who developed a sys-
tem for robust SfM in large scenes. An important aspect of their work is the usage of feature
points - distinctive image locations that can be reliably identi ed across multiple images.
These features, detected using algorithms such as the Scale-Invariant Feature Transform
(SIFT) developed by Lowe [40], serve as stable anchors for matching corresponding points,
enabling the application of multi-view geometry for 3D reconstruction. ldentifying corre-
sponding points across multiple images can recover depth information through geometric
parallax. The relative position and orientation of each camera can then be determined
using Perspective-n-Point (PnP) algorithms once enough 3D points are found. These re-
construction techniques would be applied to develop the rst VSLAM systems.

A signi cant advancement in VSLAM was the introduction of Mono-SLAM by Davi-
son et al. [12]. The Mono-SLAM system employed a Itering approach combined with
feature points. Mono-SLAM extracts distinctive image features across consecutive frames,
calculates their depths through image correspondences, and updates the system's state
estimate using the Extended Kalman Filters. However, early SLAM systems that used
Itering struggled with fast computational complexity growth as map size increased. This
issue was addressed by Klein and Murray's work [36] on Parallel Tracking and Mapping
(PTAM) for small AR workspace. PTAM is also feature-based, but uses a keyframe-based
bundle adjustment instead of lters. PTAM's keyframe-based map optimization pioneered
the development of optimization-based SLAM techniques, which represent the mapping
problem as a graph-optimization task. Since PTAM demonstrated the advantages of
keyframe-based bundle adjustment, VSLAM systems have predominantly shifted towards
optimization-based approaches. Optimization-based approaches better handle both the
inherent non-linearity of the SLAM problem and the large volumes of visual data involved.

From these early systems, SLAM would continue to be improved upon to handle issues
such as scalability, dynamic objects, and environmental variation. Due to their complex-



ity, SLAM systems are typically large frameworks that build upon preexisting systems
by re ning and improving various components. Many in uential systems are detailed in
Appendix A.2. The subsequent section will explore how direct SLAM evolved from these
early VSLAM systems.

2.2.1 A Brief Clari cation on SfM versus SLAM

VSLAM and SfM both reconstruct 3D scenes and camera poses from images. Although
they share similar core algorithms, SLAM does online processing of temporally ordered
images for navigation, while SfM is focused on o ine reconstruction. SLAM's incremental
processing of images enables accelerated computational processing. Using motion priors
from the previous frame, SLAM can signi cantly narrow the search space for new frame
pose estimation. Consequently, the system can perform localized calculations, avoiding
the computational overhead of global optimization. In comparison, SfM works o ine

on unordered collections of images, focusing on accuracy and robustness through global
optimization.

2.3 Development of Direct SLAM

2006 2017
#»
2007 2011 2014 2016
PTAM DTAM SVO, LSD-SLAM  DSO

Figure 2.1: Timeline of important systems for direct SLAM

2.3.1 Early Work

Dense Tracking and Mapping (DTAM) by Newcombe, Lovegrove, and Davison [49] is one
of the rst direct SLAM systems. The goal of DTAM is to improve PTAM by performing

tracking on all pixels in the image, enabling more comprehensive use of the inputted im-
ages compared to PTAM's sparse approach. Although indirect SLAM systems depend on



distinct environmental features for tracking, making them unreliable in texture-less scenes,
direct methods can operate e ectively in any environment that contains even subtle vari-
ations in image intensity. This dense formulation improved tracking robustness compared
to PTAM, particularly during rapid camera motion, while simultaneously enabling more
detailed and complete 3D scene reconstructions of the scene.

Although DTAM represented a major step forward, its intensive computational re-
quirements posed practical limitations because computing photometric error over an entire
image is very resource-intensive. To improve the e ciency of direct SLAM, researchers
explored semi-dense systems that use photometric loss with only a subset of image pixels.
The shift towards semi-dense methods was driven by a key insight: certain image regions,
particularly those lacking texture or distinctive features, contribute negligible photomet-
ric information. Following the groundbreaking release of DTAM, two independent research
laboratories simultaneously developed advances in semi-dense SLAM systems: the Robotics
and Perception Group at the University of Zurich developed Fast Semi-Direct Monocular
Visual Odometry (SVO) [18] and the Computer Vision Group at the Technical University
of Munich developed Large-Scale Direct Monocular SLAM (LSD-SLAM) [16].

2.3.2 SVO and LSD-SLAM: Foundations of Modern Direct SLAM

Figure 2.2: Images of SVO operation at di erent times on the EuUR0oC Micro Aerial Vehicle
(MAV) dataset. The blue and red dots are the feature points used by SVO for mapping
and tracking. Because SVO is an traditional visual odometry system and only utilizes the
immediate spatial information around it, the dots are clustered around the camera.
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SVO [18]is a precise, robust, and extremely computationally e cient semi-direct SLAM
method. It is categorized as semi-direct because it both detects feature points and uses
photometric loss. The system works by optimizing photometric loss across hundreds of
small-pixel patches to determine camera pose changes. These pixel patches are placed
at feature point locations when keyframes are initialized. SVO's usage of feature points
is di erent from traditional indirect methods that must perform feature detection and
matching every frame. The depth estimation for each pixel patch is estimated using a
Bayesian Iter, with pixel patches added only to the map once their depth estimates achieve
su cient consistency. By not doing feature detection and matching on every frame and
only calculating photometric loss on a subset of pixels, SVO is much faster than previous
direct and indirect SLAM systems.

Figure 2.3: An images of DSO operating on the EuRoC Micro Aerial Vehicle (MAV)
dataset. DSO is a direct extension of LSD-SLAM that re ned the ideas introduced by
LSD-SLAM and their output maps look very similar. The full map being shown in the
image is a visual illusion created by DSO stitching together many local maps. DSO is a
traditional visual odometry system and only uses immediate spatial information.

LSD-SLAM [16] used the novel approach of using high gradient regions instead of all
available pixels for direct SLAM. It optimized tracking using a scale-drift aware photo-
metric loss formulation, and the depths of the pixels are calculated through many stereo
comparisons followed by spatial regularization and outlier removal. Furthermore, LSD-
SLAM incorporated loop closure by passing the data to OPENFABMAP [20] to detect
loops, an independent appearance-based mapping system. As one of the rst direct SLAM
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systems, LSD-SLAM established key foundations that would later be expanded by DSO
[15], which is the system that forms the basis of this thesis work.

2.3.3 Development of DSO

The publication of DSO [15] by Engel, Koltun, and Cremers represents a major advance-
ment in direct SLAM, building upon techniques from LSD-SLAM while introducing several
innovations that have shaped modern direct SLAM research.

DSO's primary contribution was its departure from the geometric smoothness prior
commonly used in previous direct SLAM systems. Earlier methods assumed that neigh-
boring pixels should have smoothly varying depth values. In comparison, DSO employs
a photometric loss formulation that does not enforce a smooth geometry prior. This for-
mulation allows DSO to jointly optimize all parameters, including the depth of pixels.
This contrasts with LSD-SLAM's approach of separately estimating pixel depths through
multiple stereo comparisons.

By eliminating the smoothness prior, DSO has no mathematical restrictions on its pixel-
point selection. This unrestrained point selection strategy enables more robust tracking
compared to both previous direct methods (constrained by smoothness priors) and indirect
methods (limited to feature detection). DSO selects points based on their intensity gradient
magnitude distributed uniformly across the entire image, allowing tracking of both strong
features and subtle intensity variations such as shading on texture-less walls. This sparse
gradient-based sampling strategy makes DSO the rst sparse direct SLAM system. Fur-
thermore, DSO introduced a comprehensive photometric calibration model that accounts
for real-world camera e ects including camera exposure, vignetting, and gamma. When
calibration parameters are unknown, DSO jointly optimizes an a ne brightness transfer
function alongside geometric parameters to handle lighting variations between frames.

DSO's innovations in photometric optimization and point selection enabled it to achieve
superior accuracy and robustness compared to contemporary direct and indirect SLAM
systems. Its strong performance has made it the foundation for numerous subsequent
direct SLAM systems, which are outlined in Appendix A.3.

2.3.4 Short Summary of DSO

Because DSO serves as the foundation for MGSO, this section provides a brief overview
of its key concepts. To maintain brevity, this discussion will focus on the key aspects of
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Figure 2.4: DM-VIO operating on a drone dataset. DM-VIO is an extension of DSO that
integrates an IMU, but they output the same visuals. The colored points in the image is
the map representation generated by the pixel points. The red lines and camera are the
calculated pose, and the yellow camera is the ground truth.

DSO, while omitting less critical details. If more information is desired, detailed technical
aspects of DSO are discussed in the Appendix C.2 and in the original publication.

An important concept to understand about DSO is it's sparse direct approach. While
traditional direct methods track dense pixel patches and indirect methods track feature
descriptors, DSO tracks individual pixels points distributed sparsely across the image. Each
pixel point consists of a small patch of eight pixels, which is arranged in the pattern shown
in gure 2.5. Each of the pixel in the pixel point shares the same geometric position of the
pixel points for optimization e ciency, but provides a separate photometric residual. These
tracked pixels points function conceptually similar to feature points in indirect systems, but
without requiring explicit feature detection or matching. Each tracked pixel is anchored
to a host keyframe and maintains a list of observations in subsequent frames where it is
visible.

DSO's tracking and mapping operations are both calculated by a photometric error
minimization equation. The loss of this equation evaluates the intensity di erences between
framesi and | for each valid pixel point in frameF;. This equation can be formulated as:
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Figure 2.5: Every pixel point consists of eight pixels. This pattern was determined as the
best through experiments by the original DSO paper.

X ¥ea
E= GB1 B) ISP b) 1)

p2F;

P°= (R '(p;1)+ dpt) (2.2)

Where:

p = (u;v) are the location of the pixel point in pixel coordinates. p° is the new
coordinate of the pixel point after the transformation.

F; represents the set of all valid pixel points in frame

a and b are a ne variable to handle changes in photometric conditions, and is the
exposure time.

R is a rotation matrix, t'is a translation vector, andd, is the inverse depth

K ¢ is a camera calibration matrix with variablesc = [f,;f,;c;¢]. ¢ represents a
projection from 3D to 2D usingK , and the inverse of . is the transformation back
to 3D.

DSO operates two threads: tracking and mapping. The tracking thread runs at camera
frame rate and estimates the camera’'s pose transformation between consecutive frames. It

operates by minimizing the photometric error between the new input frame and the most
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recent keyframe while assuming that the pixel point depths are constant. To compute
this error, the system rst creates a pixel depth map by projecting all valid points from
all other keyframes onto the reference keyframe. The photometric loss is calculated by
projecting the pixel points, and a non-linear least-squares optimization is done using the
Gauss-Newton method.The optimization determines the transformation and pho-

tometric adjustment that best align the observed intensities between frames

while keeping the depths of the pixel points constant

The mapping thread is performed when new keyframes are introduced into the system.
Keyframe insertion is triggered by a heuristic that detects substantial changes in either
camera motion, occlusion, or illumination. During keyframe creation, the system identi es
new candidate points using a designed pixel selection heuristic that ensures that points are
well-distributed and have su ciently high relative image gradient magnitudes. Candidate
points have initial depth estimates computed by stereo matching between frames, which
is inspired by techniques from LSD-SLAM. The mapping process optimization process is
a sliding-window photometric bundle adjustment that jointly re nes point depths for all
tracked features, camera poses for all active keyframes, and photometric parameters using
a windowed Gauss-Newton algorithm.

Marginalization is also completed at keyframe insertion to ensure that the optimization
graph is computationally e cient. When the sliding window reaches its size limit or a
keyframe is no longer relevant, a heuristic selects frames for marginalization that prioritizes
keeping frames with visible points and frames that are spaced well from each other. Points
are marginalized when they fall outside the eld of view, are classied as outliers, or
belong to a keyframe selected for marginalization. All marginalization is done using the
Schur complement to reduce residual terms that a ect sparsity.

2.4 DM-HSLAM: My contribution to the DSO family

My initial research focused on extending DSO by incorporating loop closure detection and
IMU integration. This enhanced system is named DM-HSLAM [26]. Although this early
work explores technical approaches di erent from the subsequent dense SLAM research
in this thesis, it is included here to provide a complete record of my research during
my Master's program. The basic principle behind DM-HSLAM is to combine two high-
performance extensions of DSO: the direct-indirect hybrid system Hybrid Direct-Indirect
Visual SLAM (HSLAM) and the IMU integrated Delayed Marginalization Visual-Inertial
Odometry (DM-VIO).
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Figure 2.6: DM-HSLAM operating on a drone dataset. The coloured points are indirect
key points and the gray points are the dense point cloud from the direct features. The
system is also using IMU data, which cannot be shown graphically.

HSLAM, by Younes et al. [31], improves DSO through a uni ed optimization framework
that performs joint photometric and geometric tracking using sparse direct points and
indirect feature points. This hybrid approach addresses a fundamental limitation in DSO:
sparse direct points change signi cantly when re-observed, making them unsuitable for loop
closure. E ective loop closure requires landmarks that maintain consistent appearances
across multiple observations over a long time, which is a characteristic of indirect feature
points. Previous DSO extensions attempted to bridge this gap by associating feature-
based information with direct sparse points, but restricted these indirect features to global
mapping operations rather than integrating them into local tracking. This architectural
separation may cause global and local maps to gradually drift apart because of their limited
coupling. HSLAM resolves by having indirect points actively contribute to both tracking
and mapping processes, thus maintaining robust alignment between local and global spatial
representations.

DM-VIO, by Stumbery and Cremers, [69] enhances DSO through the integration of
acceleration and rotational velocity data from an IMU. IMU data be directly added to
the photometric loss optimization of DSO by pre-integrating the more frequent IMU data,
which combines measurements into a single motion, to match the framerate. IMU inte-
gration enhances DSO in two ways: it maintains tracking during complete visual failures
and enables absolute scale determination. This scale determination is possible because
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IMUs measure physical motion in metric units. However, immediate scale estimates are
unreliable, but waiting for accurate scale determination would impractically delay a SLAM
system. DM-VIO solves this through a dual-graph architecture. The primary graph per-
forms the standard visual inertial localization process, while a secondary graph preserves
complete information until a reliable scale estimate is obtained. Once the system deter-
mines a reliable scale, it performs a complete graph optimization with the secondary graph
to update the localization process with the re ned scale information.

DM-HSLAM combines these systems through a new multi-objective optimization pro-
cess that includes photometric, geometric, and inertial information:

E()= W(eisual ) W+ KkEg—(2)k

n + Eimu( )+ Eprior( ) (2-3)
pp 9 g

WhereE,( ) is the photometric residual,E4( ) is the geometric residual, andEy,, ( ) is
the inertial residual. The photometric residual is the same one used by DSO, the geometric
residuals are the distances between matched points once re-projected, and the inertial
residual is the deviation of the current state from the state predicted by the pre-integrated
IMU measurements. To normalize the in uence between the photometric and geometric
residuals, each energy is divided hy, the count of each type of feature, and?, the residual
variance. There is an additionaK factor to reduce the in uence of geometric residuals in
low-texture or blurred environments where they perform worse:

K = 5exp( 2)

- 1+exp (3;2)

(2.4)

Wherel is the pyramid level andNg is the number of geometric matches that are inliers.

DM-HSLAM represents an advancement in SLAM architecture by combining three
complementary data streams: photometric information (direct visual tracking), geometric
features (indirect tracking), and inertial measurements. Each approach compensates for
the weaknesses of the others. Direct methods excel by utilizing the full image data rather
than just feature points, enabling robust performance in low-texture environments where
traditional feature-based methods struggle. However, they're sensitive to lighting changes,
which is o set by the inclusion of indirect feature tracking. Indirect features also enable
reliable long-term loop closure. The inertial component further strengthens the system
by maintaining tracking during visual failures, providing absolute scale information, and
contributing additional motion constraints to improve overall accuracy. This three-way
integration distinguishes DM-HSLAM in the eld of SLAM systems, as most existing
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approaches utilize only one or two of these complementary data sources. The result is
a more resilient system that maintains high performance in a wider range of challenging
environments.

2.5 Future of Direct SLAM

Although traditional direct and semi-direct SLAM systems primarily leveraged photo-
metric methods to enhance tracking accuracy, their broader potential remained largely
unexplored. Recent advances in radiance eld techniques, particularly 3DGS and NeRF,
have demonstrated that photometric approaches can excel in other aspects, such as dense
reconstruction tasks. This thesis demonstrates that the fundamental techniques developed
for direct SLAM systems remain relevant and can be e ectively integrated with modern
innovations that utilize photometric loss.

18



Chapter 3

First Attempts in combining Direct
SLAM with Neural Scene
Representations

3.1 Intro

MGSO is part of a family of SLAM systems that addresses a fundamental challenge in
modern SLAM systems: the need for richer map representations. As SLAM nds use in
tasks such as augmented reality, robotics, and digital replica generation, researchers are
shifting SLAM's focus from pose accuracy to developing more useful map representations.
Improvements in machine vision and autonomy have increased the need for highly accurate
information-rich scene representations that can be generated in real time. Traditional
SLAM systems are successful at precise tracking, but they use sparse feature point-based
maps that o er limited utility for other tasks. To address this need, much current research
focuses on SLAM that provides meaningful spatial information beyond simple location
tracking.

This section will explore the challenges and history of dense SLAM, which provides
dense volumetric maps of scenes. While traditional SLAM methods typically generate
sparse maps, dense SLAM creates models that more faithfully capture the geometric and
semantic properties of scenes. These maps are more valuable for applications that require
detailed environmental understanding, such as robotic navigation and augmented reality.
The section also highlights how the development of early dense SLAM systems has been
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shaped by direct SLAM techniques, which share core principles with classical dense re-
construction approaches from computer vision. This section also provides details on the
precursor system for MGSO, which was unsuccessful. MGSO emerged from lessons learned
through the precursor system, whose limitations informed MGSOQO's development.

3.2 Dense SLAM History

3.2.1 Hand-Crafted Methods

Researchers have always tried to develop the ideal SLAM system. Traditional SLAM ap-
proaches have focused primarily on quantitative performance criteria: global consistency,
precise pose tracking, robust noise handling, scalable mapping, and resilience to dynamic
environmental changes. However, there is a set of qualitative criteria that is just as impor-
tant: surface modeling, semantic information, and predicting unobserved regions. These
gualitative aspects have always been an important focus for dense SLAM systems, which
aim to create useful maps.

The choice of scene representation is fundamental to creating e ective maps in SLAM.
Although sparse point-cloud maps excel at pose tracking, they often fall short for more
complex tasks. Handcrafted Computer-Aided Design (CAD) maps are considered the best
maps for usefulness, o ering rich semantic information and detail in a compact represen-
tation. However, generating CAD maps online in real time is infeasible. This creates a
challenge for dense SLAM systems, which must strike a balance between two competing
requirements: the ability to generate maps quickly and the need to capture su ciently
detailed actionable environment information. Traditional dense SLAM approaches have
explored representations such as 3D grids (voxel), surfel clouds, and dense point clouds.

3D Grids (Voxels) KinectFusion, developed by Newcombe et al. [31], was a major
advance in real-time dense SLAM systems that became the foundation for many subsequent
voxel-based approaches. It combined the signed distance eld representation with an RGB-
D sensor to enable fast volumetric mapping of complex scenes. However, the computational
demands of maintaining and updating a voxel representation can be signi cant, particularly
as the mapped environment grows larger.

Surfel Clouds  Surfel clouds represent 3D surfaces through collections of surface ele-
ments, which resemble oriented circular disks. When properly arranged with su cient
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overlap, these surfels collectively form a detailed representation of continuous surfaces.
Several high-performance dense SLAM systems have successfully employed this technique,
including BadSLAM [74] and ElasticFusion [62]. Although surfel clouds o er an e cient

and exible approach, their discrete and discontinuous nature presents challenges. The
gaps between individual surfels can become noticeable, particularly when viewed from
some angles.

Figure 3.1: A dense pixel map created by the SLAM system Direct Sparse Odometry.

Dense Point Clouds  The traditional approach to generating dense 3D representations
begins with multi-view stereo techniques, which project every image pixel into 3D space by
calculating correspondences across multiple views. These dense point clouds are then con-
verted into continuous surfaces through mesh generation techniques. While this pipeline
produces high-quality reconstructions, its computational demands make it primarily suit-
able for o ine SfM applications. The direct and semi-direct SLAM methods, discussed in
section 2.3, share some similarities with this approach. While these direct methods were
some of the rst SLAM systems to generate dense representations, their primary focus is
on tracking performance rather than reconstruction quality. Although dense maps created
by direct SLAM systems contain noise and errors, these imperfections are manageable for
tracking purposes because they can be treated as outliers in optimization. However, such
errors would signi cantly degrade the quality of a 3D reconstruction. An example of a
dense map created by direct SLAM is shown in Figure 3.1.
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E ciently generating high- delity maps for real-time applications is still challenging
regardless of the map representation. However, recent innovations in NeRF [46] and 3DGS
[33] may present better representations for dense SLAM. The next section examines NeRF's
impact on dense SLAM and the challenges it still faces. A comprehensive comparison of
NeRF with the more recent 3DGS approach will be presented in the subsequent chapter.

3.2.2 A Brief comment on the Sensors used in Dense SLAM

Dense SLAM systems typically use visual sensors with depth-sensing capabilities to simplify
the reconstruction process. It is di cult to algorithmically estimate depth information at

all locations of an image, so having direct depth measurements for every pixel signi cantly
simpli es the dense SLAM problem. However, depth sensors have limitations. First, depth
sensors tend to have both minimum and maximum ranges. Depth measurements become
unreliable both beyond their maximum range in open spaces and below their minimum
range in close proximity. Second, sensors can struggle with complex geometries and unique
materials that interfere with the depth-sensing process. These limitations have motivated
continued research into purely monocular dense SLAM methods, which aim to achieve
robust dense reconstruction using only RGB camera images.

3.2.3 NeRF Introduction

The idea of representing scenes as NeRF [46] revolutionized the eld of computer graphics.
At its core, NeRF converts a sparse set of images into a photorealistic 3D model of a scene
using a neural network. The scene is represented as a radiance eld: a representation that
encodes how light interacts with a scene and travels through it.

The key innovation of NeRF lies in how it stores the radiance eld. Rather than storing
explicit geometry, NeRF stores the entire scene as a continuous function learned by a neural
network. The scene is represented as a neural radiance eld function that can be queried
using a viewpoint (a location and viewing direction) to return a pixel value.

Because this radiance eld function is continuous and di erentiable, it can be trained
to encode a volumetric representation of the scene. It is trained by giving the sparse
set of input images and their associated viewpoints as input. The training compares the
actual input photographs against the network's predictions from those same viewpoints,
using a photometric loss that measures the pixel di erence between real and generated
images. As the system is optimized by calculating the gradient of the photometric loss,
the internal weights of the radiance eld function will be adjusted so that it returns the

22



Figure 3.2: Render of a fox trophy by InstantNGP. NeRF systems can only render areas
where it is given images, so the dark and blurry areas are where the system received little
or no images.

(x;y;z;; )! N! (RGB ) (3.1)

Figure 3.3: The position §;y;z) and viewing direction (; ) are sent into the neural
network N. The network will output a pixel colour and density RGB ). By querying
multiple pixels, a whole image can be outputted.

input images at their viewpoints. Because the network learns a continuous representation
of the scene, it can smoothly interpolate between the trained viewpoints to synthesize
novel views. Furthermore, the network also learns lighting e ects about the scene, which
allows for complex lighting phenomena such as re ections and transparency. If depth data
is available, the NeRF model can be adjusted to also include a depth output for every
viewpoint query. Including depth data into NeRF will generally improve its accuracy.

After the introduction of NeRF, many papers followed to improve on its visual quality
and speed. While the original NeRF sampled a scene using a single ray per pixel, MipNerf
[4] replaced each ray with conical frustums, signi cantly improving performance across
di erent image scales and resolutions. InstantNGP [47] introduced the idea of using a grid
to signi cantly improve the training speed of NeRF. By augmenting the network with a set
of multiscale occupancy grids, InstantNGP is able to skip sampling over empty or blocked
areas, therefore signi cantly boosting the training speed to near instant levels.
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3.3 Development of NeRF SLAM

3.3.1 Benets of the NeRF Representation

The NeRF representation o ers several advantages and properties that make it well-suited
for dense SLAM applications:

Gradient-based optimization process is very exible and robust. The neural network
is trained with an iterative learning process that can be paused, resumed, or modi ed
at any point during reconstruction. This means that a partially optimized map can be
saved and later re ned with new observations. Reusing and building upon previously
made maps is essential for any SLAM map representation.

The continuous nature of NeRF allows for a smooth representations of scene geometry
without harsh discontinuous or gaps.

A continuous representation allows NeRF to automatically adapt the resolution de-
pendent on the quantity of information in an area. Unlike discrete representations
that have xed resolutions, NeRF can adapt memory use and resolution to be speci c
to the detail at an area.

Experiments with NeRF SLAM systems [87] have shown that the NeRF represen-
tation handles noise and dynamic objects well. The system achieves this because it
naturally learns the average static representation shown in the images. This means
that high-frequency noise and fast dynamic objects will be forgotten by the network.

NeRF also demonstrates an ability to Il in gaps in unobserved or partially obscured
areas. This is because of NeRF's nature to smoothly interpolate between observed
viewpoints, including unobserved areas.

3.3.2 History of NeRF SLAM

Due to these potential bene ts, researchers have begun to integrate NeRF with SLAM
systems. Sucar et al. [66] created IMAP, the rst RGB-D NeRF SLAM system. iMAP
demonstrated NeRF's ability to generate detailed geometric scene representations with au-
tomatic detail control and the lling of unobserved regions. iIMAP's localization process
works by continuously re ning camera poses through photometric optimization of it's ren-
ders. The NeRF map is adjusted by jointly optimizing the NeRF representation. At every
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keyframe addition, iMAP will optimize both the poses and radiance eld using photometric
loss.

Building upon iMAP's foundation, subsequent research made improvements through in-
creasingly sophisticated scene representations. NICE-SLAM [87] introduced a grid-based
hierarchical representation, allowing the system to better capture the information of the
local scene. Following NICE-SLAM, Vox-Fusion [79] took a hybrid approach that bridged
the voxel and NeRF techniques. It encodes NeRF's scene information within individual
voxels to allow for easy scene expansion and better performance. Taking a di erent ap-
proach, Point-SLAM [55] applied the NICE-SLAM technique with a neural point cloud
instead of a grid, adjusting the NeRf density based on the information from the input
data. This strategy o ers a more precise control over the detail in NeRF's scene represen-
tation compared to grid-based approaches. A third strategy, exempli ed by Orbeez-SLAM
[11], integrates NeRF technology with proven monocular SLAM systems like ORB-SLAM.
This hybrid approach leverages ORB-SLAM's robust camera tracking and depth estima-
tion capabilities while using instant-ngp's fast NeRF implementation to create detailed 3D
reconstructions in real time.

3.4 Reasons for Combining Direct SLAM and NeRF

NeRF and direct SLAM share fundamental characteristics that suggest synergy between
the two approaches. Most notably, both systems rely on photometric loss for optimiza-
tion. This key similarity motivated my investigation to determine whether combining these
systems could enhance overall performance and results.

My initial research focused on advancing Orbeez-SLAM. Orbeez-SLAM relied on an
indirect feature-based tracking system, and | hypothesized that incorporating a direct
tracking approach using DSO could enhance its performance. This hypothesis led me to
develop and experimentally evaluate a novel uncoupled architecture that combines DSQO's
sophisticated direct tracking capabilities for localization with NeRF's representation for
dense 3D reconstruction.

3.5 Method

Orbeez-SLAM advanced real-time NeRF SLAM by decoupling camera tracking from scene
reconstruction. The system passes poses from ORBSLAM directly to InstantNGP for neu-
ral rendering. Previous NeRF-based SLAM systems operated slowly because they required
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high-quality NeRF renderings before tracking can be performed, creating a bottleneck. By
separating these processes, Orbeez-SLAM enables real-time performance while maintaining
reconstruction quality.

Orbeez-SLAM architectural choice presents a trade-o : separating tracking and map-
ping can potentially reduce reconstruction accuracy since these processes naturally should
inform and re ne each other. To address the trade-o between decoupled operation and
reconstruction quality, Orbeez-SLAM attempts to leverage tracking information during
reconstruction by integrating it with the density grid system. Modern NeRF systems
use density grids to identify empty spaces and potential surfaces, allowing them to fo-
cus computational resources on areas that contribute meaningfully to the reconstruction.
Orbeez-SLAM enhances this approach by using the point cloud from its localization sys-
tem to inform the density grid, since SLAM naturally identi es points on real surfaces.
Although the initial implementation used ORBSLAM for localization, DSO emerged as a
potentially superior alternative because of its direct photometric optimization approach,
which tends to generate point clouds that better represent continuous surfaces.

3.6 Results and Discussion

Experimental evaluation of the modi ed system on the Replica dataset [64] revealed that
the architectural changes produced no measurable impact on system performance. Speci -
cally, using DSO's theoretically superior point cloud did not improve reconstruction quality
and tracking accuracy remained unchanged. This result suggests two possible interpreta-
tions. First, DSO's point cloud representation might not actually provide better surface
information. Alternatively, this outcome might indicate that Orbeez-SLAM decoupled ap-
proach between tracking and reconstruction is so complete that even substantial changes
in the input point cloud quality have minimal impact on the reconstruction.

Further experiments provided strong evidence that the decoupling between tracking
and reconstruction was indeed the primary issue. Detailed visualization analysis revealed
a signi cant spatial drift between the NeRF's reconstructed geometry and the input point
clouds from the SLAM system. This is shown in Figure 3.4. This drift indicates that the
initial geometric hints provided by the tracking system were not su cient in in uencing
the NeRF's optimization process.

Although the density grid initialization using SLAM point clouds was intended to create
a bridge between the tracking and reconstruction systems, this connection proved too weak
to e ectively anchor the NeRF reconstruction to the tracked geometry. This divergence
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Figure 3.4: Two images of the NeRF representation and the input points. These images
show that the two representations drifted from one another. The shape of the points cloud
(small red and cyan dots) is slightly o set from the NeRF generated scene.

suggests that the density grid initialization alone, without stronger geometric constraints,
Is insu cient to maintain consistency between the two decoupled systems.

3.7 Next Steps

The experimental results did not demonstrate the anticipated synergy between the NeRF
representation and direct SLAM systems. Further analysis revealed that the two systems
remained too decoupled to meaningfully in uence each other's performance. Although
this particular implementation did not achieve the desired results, a more tightly inte-
grated approach combining NeRF and direct SLAM may prove e ective. Current NeRF
SLAM systems rely on basic photometric optimization across entire images for tracking.
Incorporating techniques from semi-direct systems such as SVO or DSO into the tracking
optimization process could enhance both computational speed and accuracy. Additionally,
alternative radiance eld representations, such as 3DGS, might o er superior performance
because their similarity to dense SLAM extends beyond photometric loss, which is explored
in the following section.
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Chapter 4

Monocular-GSO: Harnessing the
Synergy of 3DGS and Direct SLAM

4.1 Introduction

Figure 4.1. Renders of MGSO on di erent scenes. MGSO is able to generate high quality
scenes online in real-time© 2025 IEEE

Monocular-GSO (MGSO) advances the eld of dense volumetric VSLAM through the
novel integration of 3DGS with photometric SLAM techniques. MGSO tackles a core chal-
lenge in current dense SLAM systems: striking a good combination of hardware e ciency,
computational speed, and high-quality reconstruction. Current dense SLAM systems often
excel in one or two of these aspects but struggle to excel in all three dimensions.

28



MGSO is a dense VSLAM system that performs real-time online operation 3D recon-
struction using only a single monocular camera. MGSO leverages 3DGS, a scene repre-
sentation that has shown promising properties for SLAM. By combining 3DGS with the
photometric SLAM system DSO in a synergistic framework, MGSO introduces an e cient
solution for real-time dense 3D reconstruction. MGSO addresses the challenging prob-
lem of online Gaussian initialization during SLAM operations through the integration of
photometric SLAM techniques. The tracking part of MGSO generates structured dense
point clouds that serve as optimal initialization points for 3D Gaussians. This integration
accelerates the optimization process and enables the creation of memory-e cient maps.

Experimental results demonstrate MGSQO's superior performance across multiple stan-
dard benchmarks, including the Replica, TUM-RGBD, and EuRoC datasets. MGSO
achieves a combination of reconstruction quality, memory e ciency, and speed that out-
performs current state-of-the-art methods. Notably, it operates e ectively with only RGB
input and maintains high performance even on mobile-level hardware. These features make
MGSO particularly valuable for practical applications in robotics, augmented reality, and
other real-time scenarios requiring dense 3D reconstruction.

The research methodology in this section draws on a preprint version of a paper[27] that
has been accepted for publication at the IEEE International Conference on Robotics and
Automation (ICRA) 2025. While the textual content of this chapter has been substantially
revised compared to the pre-print, several gures and tables from the original pre-print
and contained in the nal publication have been reprinted.

4.2 3D Gaussian Splatting for SLAM

This section explores the potential of 3DGS for SLAM systems, providing context on
the development and advantages of MGSO. This section begins by examining the core
principles of 3DGS. Building on this foundation, the unique characteristics that make 3DGS
particularly valuable for SLAM applications are analyzed, followed by a comprehensive
review of existing VSLAM systems that have integrated 3DGS.

4.2.1 3D Gaussian Splatting
3DGS is an approach to scene representation that models the environment as a large set of

3D Gaussians, which resemble blurry semitransparent overlapping clouds. Each Gaussian
store location, orientation, scale, and color information. The rendering of images involves
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Figure 4.2: Diagram showing how 3DGS operates. The Gaussians are rasterized by sorting
them by depth and projecting them onto the camera plane.

a rasterization process that projects Gaussians onto the camera plane in a manner where
they are sorted by depth and blended front-to-back.

Like NeRF, 3DGS optimizes scene reconstruction through gradient descent on a photo-
metric loss, comparing rendered outputs to training images. The optimization adjusts each
Gaussian's parameters to better match the ground truth views. Unlike these continuous
parameters, the creation and removal of Gaussians cannot be directly optimized through
gradients. Instead, 3DGS employs heuristic rules to determine when to split Gaussians
in undersampled regions or remove them from oversampled areas, dynamically adapting
the scene representation's density. More details of how 3DGS's operates are provided in
Appendix B.1.

4.2.2 Typical 3DGS Pipeline

Traditional 3D Gaussian Splatting begins with a pre-processing stage that uses a SfM
program like COLMAP [58] to establish initial camera poses and a sparse point cloud.
The points from the sparse point cloud serve as seeds for the rst 3D Gaussians. The
system then enters an optimization phase where it re nes each Gaussian's to minimize
the di erence between renders and the original input images. Throughout this process,
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the system heuristically manages the Gaussian density by deleting or cloning the existing
points. However, when integrating 3DGS with VSLAM, this pipeline must be modi ed to
give continuous camera poses and initial points.

4.2.3 Improvements over NeRF for SLAM

Similarly to NeRF, 3DGS provides a dense, di erentiable scene representation ideal for
SLAM applications. It has all the advantages of NeRF discussed in section 3.3. However,
3DGS o ers several key advantages: explicit 3D geometry, real-time rendering capabilities,
and lack of natural bounds.

" 3DGS uses explicit 3D Gaussian primitives that directly encode geometric and ap-
pearance information. This explicit representation enables direct manipulation of
the geometry of the scene through operations such as splitting, merging, and mea-
surement. It also simpli es conversion to other 3D representations, whereas NeRF
typically requires an intermediate conversion step to extract explicit geometry.

3DGS achieves real-time rendering speeds exceeding 100 frames per second through
e cient rasterization of Gaussian primitives. Unlike NeRF's ray-based approach,
which must process empty space along each ray, 3DGS directly projects and blends
only the relevant Gaussians onto the image plane. Furthermore, the original im-
plementation uses tile-based rasterization with pre-sorting for parallel processing.
This fast rendering is particularly crucial for SLAM applications, where real-time
operation is considered essential.

The original NeRF implementation has to pre-de ne the bounds of the scene to

limit the area where ray calculations and sampling occurs. 3DGS naturally handles
unbounded environments through its Gaussian representation. The rasterization
process only considers visible Gaussians within the camera-frustum, eliminating the
need for explicit volume boundaries. This property makes 3DGS particularly suitable

for the large-scale environments and open scenes that are common in SLAM.

4.2.4 Prior 3DGS SLAM Systems

The potential of 3DGS for dense SLAM has sparked the development of numerous 3DGS-
based SLAM systems. Early implementations generally follow two architectures: decoupled
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and coupled. Decoupled systems maintain a clear separation between tracking and recon-
struction, typically employing traditional SLAM for pose estimation while running dense
3DGS reconstruction in parallel. In contrast, coupled systems tightly integrate 3DGS re-
construction with both mapping and tracking, enabling more accurate scene understanding,
but introducing computational challenges. These coupled systems require a high-quality
dense map for accurate localization, but building this map takes time, creating performance
bottlenecks.

Early systems like MonoGS [45], SplaTAM [32], GS-SLAM [75], and Gaussian-SLAM
[83] pioneered tightly coupled architectures where the tracking and mapping phases share
a uni ed photometric optimization framework. This coupled approach was further re ned
in subsequent systems such as CG-SLAM [25], RTG-SLAM [51], and SplatSLAM [56].
While coupled systems tend to produce better reconstructions, their dependency on map
re nement before tracking results in slow performance. The computational demands of
coupled optimization led to the development of uncoupled architectures, such as Photo-
SLAM [30], IG-SLAM [57], and GS-ICP [22]. It can be observed from Table 4.1 that most
coupled systems struggle to achieve speeds that would be considered real-time. Another
critical limitation shared across most early 3DGS SLAM systems is their reliance on RGB-
D sensors for depth information, which constrains their practical applicability.

Table 4.1: Existing 3DGS SLAM System® 2025 IEEE

Name Type Possible Sensors FPS
MonoGS [45] Coupled RGB,RGB-D <5
SplaTAM [32] Coupled RGB-D <5
GS-SLAM [75] Coupled RGB-D >5,<10

Gaussian-SLAM [383]| Coupled RGB-D <5
CG-SLAM [25] Coupled RGB-D >15,<20
RTG-SLAM [51] Coupled RGB-D >15,<20
SplatSLAM [56] Coupled RGB <5
GS-ICP [22] Decoupled RGB-D > 30
Photo-SLAM [30] | Decoupled RGB*RGB-D > 30
IG-SLAM [57] Decoupled RGB >5,<10
MGSO Decoupled RGB >30

*Both monocular and stereo.

MGSO improves on earlier 3DGS-based SLAM by achieving high-quality reconstruc-
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tions at real-time speeds using RGB data alone. MGSO achieves speeds exceeding 30
frames per second on standard and mobile hardware, which is only matched by Photo-
SLAM and GS-ICP (see Table 4.1). Among existing approaches, MGSO shares the closest
architectural parallels with Photo-SLAM, which combines 3DGS with ORBSLAM [48],

as both systems build upon the integration of 3DGS with traditional SLAM. However,
Photo-SLAM tends to generate large, memory-ine cient maps because ORBSLAM does
not create good initializations for 3DGS. GS-ICP achieves fast processing speeds by com-
bining 3DGS with Iterative Closest Point (ICP) tracking, but it relies on depth sensor data

to initialize the iterative closest point algorithm. In contrast, MGSO can operate only us-

ing monocular cameras. IG-SLAM [57], which integrates DROID-SLAM [67] and 3DGS,

is also able to only use RGB data, but its machine-learned pseudo-depth module adds
computational overhead that compromises real-time performance. MGSO demonstrates
that such compromises are unnecessary, achieving both real-time processing speeds and
high-quality reconstructions while maintaining memory-e cient map representations.

4.3 Main ldeas behind MGSO

Figure 4.3: Comparison of 3DGS point clouds from MGSO and the original 3DGS on
Replica room0. Left: Map from original 3DGS after 10,240 iterations with Gaussian size
set to 0.1. Right: MGSO input point cloud. These points clouds are quite similar in

structure. © 2025 IEEE

The similarities between 3DGS and direct SLAM systems suggest that their integra-
tion would be bene cial. At their core, both techniques optimize scene representations
using photometric loss, but unlike NeRF and direct SLAM, their connection goes deeper
than their optimization. The underlying representation in 3D Gaussian Splatting can be
conceptualized as an enhanced point cloud, where each point carries additional volumetric
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