
























































































































































































































































































































































































3.5 PROOF OF CORRECTNESS 167 

in the result. The proof of the operation of procedures SET DEFINITE, MARK DEF­
INITE, and CONVERT DEPENDENCIES has already been described in Lemmas 19 
and 20 above. 

Hence we conclude that if f Er in GQ then the strict functional dependency x(X) --+ 

x(Y) holds in Q. 0 

PROOF (LAX DEPENDENCIES AND CONSTRAINTS). Proofs of lax functional dependen­
cies, equivalence constraints, and null constraints are similarly proved. 

j 3.5.3.5 j Partition 

Given an arbitrary expression tree e' of height n > 0 rooted with a unary partition oper­
ator, we must show that r(GQ) of the FD-graph GQ constructed by the procedure PAR­

TITION based on the input FD-graph GR for expression e of height n - 1 correctly reflects 
the characteristics (attributes, equivalences, and dependencies) of the grouped extended 
table Q resulting from the partition of expression e by grouping columns Ac. 

CLAIM 35 (ANALYSIS) 
Procedure PARTITION executes in time proportional to O(IIVll2). 

PROOF. The proof of this claim is straightforward; from observation it is clear that the al­
gorithm terminates. Copying the input FD-graph takes time proportional to O(IIVll+IIEII). 
Moreover, other than the loop over each Group-by attribute (lines 332 through 338), which 
executes in time proportional to O(IIV112) due to the possible existence of scalar func­
tions, the remaining loops in the procedure execute in time linear to the number of ver­
tices in the graph. 

LEMMA 23 (SCHEMA OF THE RESULT OF PARTITION) 
Procedure PARTITION constructs an FD-graph GQ whose vertices correctly represent the 
schema of the grouped extended table Q that results from the algebraic expression e' = 
9[Ac, AA](R) for an arbitrary expression e whose result is the extended table R. 

PROOF. This proof is similar to the proof for distinct projection (Lemma 15). 

LEMMA 24 (CONSTRAINTS IN THE RESULT OF PARTITION) 
Procedure PARTITION constructs an FD-graph GQ whose vertices and edges correctly rep­
resent the functional dependencies, equivalence constraints, and null constraints of the 
grouped extended table Q that results from the algebraic expression e' = 9[AG, AA](R) 
for an arbitrary expressions e whose result is the extended table R. 

PROOF. This proof is similar to that for distinct projection (Lemma 16). 
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I 3.5.3.6 I Grouped table projection 

Given an arbitrary expression tree e' of height n > 0 rooted with a unary grouped ta­

ble projection operator, we must show that r(GQ) of the FD-graph GQ constructed by 

the procedure GROUPED TABLE PROJECTION based on the input FD-graph GR for ex­
pression e of height n - 1, which by definition must be rooted with a unary partition op­

erator, correctly reflects the characteristics (attributes, equivalences, and dependencies) 

of the extended table Q resulting from the grouped table projection of expression e. 

CLAIM 36 (ANALYSIS) 

Procedure GROUPED TABLE PROJECTION executes in time proportional to O(lllt-112). 

PROOF. Straightforward. The main loop that constructs vertices corresponding to aggre­

gate functions (lines 391 through 401) executes in time proportional to O(IIVII x IIFII), 
since the EXTENSION procedure executes in O(IIVII) time. Since copying the input FD­

graph takes O(IIVII + IIEII) time, IIFII < IIVII, and HEIi is O(IIVll2), procedure GROUPED 
TABLE PROJECTION executes in time proportional to O(IIVll2 ). □ 

LEMMA 25 (SCHEMA OF THE RESULT OF PARTITION) 

Procedure GROUPED TABLE PROJECTION constructs an FD-graph GQ whose vertices cor­
rectly represent the schema of the extended table Q that results from the algebraic ex­

pression e' = P[Ac, F[A-"l](R) for an arbitrary expression e rooted with a partition op­
erator whose result is the grouped extended table R. 

PROOF. This proof is similar to that for projection (Lemma 13). □ 

LEMMA 26 (CONSTRAINTS IN THE RESULT OF GROUPED TABLE PROJECTION) 

Procedure GROUPED TABLE PROJECTION constructs an FD-graph GQ whose vertices 
and edges correctly represent the functional dependencies, equivalence constraints, and 

null constraints of the extended table Q that results from the algebraic expression 
e' = P[Ac, F[AA]](R) for an arbitrary expressions e rooted with a partition operator 

whose result is the grouped extended table R. 

PROOF. This proof is similar to that for projection (Lemma 14). □ 

I 3.5.3.7 j Left outer join 

Given an arbitrary expression tree e' of height n > 0 rooted with a binary left outer 

join operator, we must show that r(GQ) of the FD-graph GQ constructed by the proce­

dure LEFT OUTER JOIN based on two input FD-graphs Gs and Gr for expressions es and 
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er, one or both having a maximum height n - 1, correctly reflects the characteristics ( at­
tributes, equivalences, and dependencies) of the derived table Q resulting from the left 

outer join e' =es...!!..... er of expressions es and er with On condition p. 

CLAIM 37 (ANALYSIS) 

Procedure LEFT OuTER JOIN executes in time proportional to O(IIVll2 + 11£11 x IIPII x 

IIVII)-

PROOF. \Ve proceed by code section, following our explanation of the algorithm in Sec­
tion 3.4.8.1 beginning on page 137. 

l. Graph merging and initialization (lines 410 to 430). As with Cartesian product, 
graph merging consists of creating a combined FD-graph of the two inputs in 

O(IIVII + 11£11)- The first loop (lines 423 through 427), which establishes an edge be­
tween each null-supplying attribute and the new outer join vertex as a prerequisite 

for the testing of null constraints, executes in time proportional to O(IIVll2). The 
second loop (lines 428 through 430) links this new outer join vertex with unnested 

outer join vertices in Gr in O(IIVll)-

2. Dependency and constraint analysis for the null-supplying table (lines 431 to 472). 
There are three loops in this section, over strict dependency edges, lax dependency 
edges, and lax equivalence edges respectively. It is immediate that their execution 

time is proportional to O(IIVII x IIEII x IIPII), O(IIVII x 11£11 x IIPII), and 0(11£11 x 
II P II) respectively. 

3. Generation of lax dependencies implied by the On condition (lines 473 to 516). This 
section analyzes the On condition predicate p several times, first to break up p into 
conjuncts, next to eliminate a..11y conjunctive term containing disjuncts, and finally 
to infer additional dependencies and equivalences from each conjunctive atomic con­
dition that remains. However, since we are assuming constant time updates of the 

FD-graph, this code section executes in time proportional to O(IIPll)-

4. Construction of strict dependencies implied by the On condition (lines 517 to 533). 
It is immediate that in the worst case, this section of code executes in time propor­

tional to O(IIVjl). 

5. Marking attributes nullable (lines 534 to 541). In this finai section, each definite 
attribute from the null-supplying side is marked pseud~definite. Since we assume 

that the nullability function T/ is O(IIPII), this section of pseudocode executes in 

O(IIVII x IIPID time. 
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\Ve therefore claim that procedure LEFT OUTER JOIN executes in time proportional to 

O(IIVll2 + IIEII X IIPII + IIVII). D 

LEMMA 27 (SCHEMA OF THE RESULT OF LEFT OUTER JOIN) 
Procedure LEFT OUTER JOIN constructs an FD-graph GQ whose vertices correctly rep­
resent the schema of the extended table Q that results from the algebraic expression 

e' = es ....!:....... er for arbitrary expressions es and er whose results are extended tables S 
and T respectively. 

PROOF. The proof of this Lemma is virtually identical to the corresponding proof for 
Cartesian product. D 

LEMMA 28 (CONSTRAINTS IN THE RESULT OF LEFT OUTER JOIN) 
Procedure LEFT OUTER JOIN constructs an FD-graph GQ whose vertices and edges cor­
rectly represent the functional dependencies, equivalence constraints, and null constraints 
of the extended table Q that results from the algebraic expression e' = es ....!:....... er for 
On condition p and arbitrary expressions es and er whose results are the extended ta­
bles S and T respectively. 

PROOF (STRICT FUNCTIONAL DEPENDENCIES). By contradiction, assume that the 
strict functional dependency f : X - Y E r but the strict functional dependency 

J' : x(X) ----. x(Y) does not hold in I(Q). 

Case (1). Suppose f held in r in Gs (the FD-graph for the preserved table S). If 
so, then by the induction hypothesis J' held in S. By Theorem 3 /' holds in I(Q); a 
contradiction. 

Case (2). Suppose J held in r in Gr (the FD-graph for the null-supplying table T). 
If so, then by the induction hypothesis J' held in T. There are two situations in which f 

could be altered by LEFT OUTER JOIN: 

I. f denotes a dependency with a singleton attribute vertex X as its determinant, and 
x(X) cannot be guaranteed to be definite in the result except for the all-Null row 

(line 436); or 

2. f denotes a dependency with a compound vertex X as its determinant, and no sin­

gle attribute x(x) E x(X) can be guaranteed to be definite in the result but for the 
all-Null row (line 442). 

Thus, if J is unaltered, either X represents a tuple identifier vertex in the set vn, XY ~ 
VA and the strict equivalence constraint e: X w Y held in::: in Gr, or TJ(p, x(X)) is true. 

Under these conditions, by Theorem 3 f' must hold in I(Q), a contradiction. 
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Case (3). Otherwise,/ must be developed through the analysis of the On condition p. 

\-Ve consider each possible modification to the edges in EF u ER U Ee in GQ that could 

result in the new dependency/: 

1. If/ E r is represented by an edge (X, Y) E ER then/ corresponds to one of the 
strict functional dependencies between the tuple identifier of the result Q and the 
tuple identifiers of both inputs, or vice-versa (lines 416 and 419) which clearly hold 
in the result Q. 

2. If f E f is represented by an edge (X, Y) E Ee then f must represent the strict 
reflexive dependency formed by the construction of the composite determinant W, 
all of whose attributes are from the preserved table S; clearly this dependency also 
holds in Q. 

3. Otherwise, f must stem from an edge (X, Y) E EF. There are four ways that LEFT 
OUTER JOIN constructs such an edge: 

(a) Line 452: X - Y was a lax dependency that held in T, 17(p, x(X)) is true, 
meaning that the singleton attribute X is either definite in Torp is such that 
it cannot evaluate to true if x(X) is Null {line 436}, and either Y denotes a 
tuple identifier in Gr or 17(p, x(Y)) is true. These conditions match the corre­
sponding case in Theorem 3, and hence/' must hold in /(Q), a contradiction. 

(b) Line 461: similarly, if X .,_ Y is a lax dependency that held in T and X 

is a compound determinant such that x(X) ~ sch(T) and 17(p, x(X)) is true 
(line 442) then f' must hold in /(Q). 

(c) Line 502: / stems from an Type 2 equality condition between null-supplying 
attributes x(X) and x(Y). Since we falsely-interpret Type 1 and Type 2 con­
ditions in p, the nullability function 77 will evaluate to true for both 17(p, x(X)) 
and 17(p, x(Y)). This case is also explicit in Theorem 3 and hence it must fol­
low that /' holds in I(Q), a contradiction. 

(d) Line 531: in this case we add a set of strict dependency edges os(p) - z 
for all z E Z between all of the preserved attributes referenced in the On con­
dition p and each null-supplying vertex z referenced in each false-interpreted 

Type 1 or Type 2 condition in p (lines 496, 504, 509, and 5ll}. By their inclu­
sion in such a condition 77(p, x(z)) for each x(z) E x(Z) is automatically true. 

The tests on line 518 verifies that os(p) is not empty. This combined set of con­
ditions mirrors those conditions specified in Theorem 3 (Case 4), and there­

fore /' must hold in Q, a contradiction. 
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As we have shown that in each case an edge in r correctly represents a strict functional 
dependency in F, we conclude that procedure LEFT OUTER JOIN correctly constructs 
an FD-graph representing strict dependencies that hold in Q. □ 

PROOF (LAX FUNCTIONAL DEPENDENCIES). By contradiction, assume that the lax 

functional dependency J: X ......_YE -y but the lax functional dependency f' : x(X) i----+ 

x(Y) does not hold in /(Q). 

Case (1). Suppose J held in r in Gs (the FD-graph for the preserved table S). If 
so, then by the induction hypothesis /' held in S. By Theorem 3 /' holds in /(Q); a 
contradiction. 

Case (2). Suppose/ held in-yin Gr (the FD-graph for the null-supplying table T). If 
so, then by the induction hypothesis /' held in T. There are four situations in which J 
could be altered or removed by LEFT OUTER JOIN: 

l. Line 438: X - Y denotes a strict dependency in EF with a singleton attribute 
vertex X as its determinant, and X cannot be guaranteed to be definite in the re­
sult except for the all-Null row (line 436). By Theorem 3 this dependency laxly 
holds in the result since the generation of an all-Null row may produce a strict de­
pendency violation. 

2. Line 444: similarly, X -- Y denotes a strict dependency with a compound deter­
minant vertex X, and no single attribute x(x) E x(X) can be guaranteed to be def­
inite but for an all-Null row in the result (line 442). 

3. Line 453: f represents the lax dependency J' that held in T, but both its determi­
nant and dependent attributes cannot be Null except for the all-Null row. In this 
case, as argued above for strict dependencies in Q, the dependency can be made 
strict. However, by inference axiom FD5 (weakening) J' still laxly holds in /(Q), as 
per Theorem 3. 

4. Line 462: similarly, f denotes a lax dependency that held in T, where X is a com­
pound determinant and at least one of the attributes x(x) E x(X) is guaranteed 
definite in Q but for the all-Null row. Once again, by Theorem 3 f can be made 

strict, hence J' still laxly holds in Q. 

Hence, if none of the conditions in the cases above are met, f is retained unaltered in GQ. 
By Theorem 3, any lax dependency that held in /(T) must hold in /(Q); a contradiction. 

Case (3). Otherwise, J must be a new dependency produced via the analysis of the On 

condition p. J represents a lax dependency formed by an equality condition between an 
attribute from a(T) and either a constant (line 494) or an attribute from o:(S) (line 506). 
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This situation is also explicitly mentioned in Theorem 3; hence f' holds in Q, again a 
contradiction. D 

PROOF (STRICT EQUIVALENCE CONSTRAINTS). By contradiction, assume that the 
strict equivalence constraint e: X w YE= but the corresponding strict equivalence con­

straint e' : x(X) ~ x(Y) does not hold in /(Q). 

• Case (1). Suppose e held in =:'. in Gs; by the induction hypothesis, e' E £ in S. By 
Theorem 3, therefore, e' must hold in Q; a contradiction. 

• Case (2). Suppose e held in '.= in Gr; by the induction hypothesis, e' E £ in T. By 
Theorem 3, therefore, e' must hold in Q; a contradiction. 

• Case {3}. Suppose e : X ::::::: Y held as a lax equivalence constraint in ~ in Gr; 
by the induction hypothesis, x(X) :::: x(Y) in T. There is only one circumstance 
where e is made into a strict equivalence constraint (line 469), and that is when 
both TJ(p, x(X)) and TJ(p, x(Y)) evaluate to true. By Corollary 2, under these con­
ditions e' holds as a strict equivalence constraint in Q; a contradiction. 

• Case (4)- Otherwise, the only remaining possibility is that e was generated through 
the analysis of a Type 2 equality condition in p (line 503). In this case x(XY) ~ 
sch(T), and by Theorem 3 e' must hold in Q; a contradiction. 

As we have shown that e holds in each case, we have proved that if GQ contains a strict 
equivalence constraint e : X ~ Y then x(X) ~ x(Y) holds in £. D 

PROOF (LAX EQUIVALENCE AND NULL CONSTRAINTS). The proof for lax equivalence 
constraints is similar to the proof for strict equivalence constraints above; the proof for 
null constraints is straightforward, by construction. D 

By similarly showing that the procedures for union, difference, and full outer join cor­
rectly modify an FD-graph such that the dependencies and constraints modelled by the 
graph are guaranteed to hold in its result, we will have proven the theorem. Moreover, 
we have also shown that the complete algorithm executes in time polynomial in the size 
of its inputs. Q.E.D. 

I 3.6 I Closure 

The mapping function x, as defined in Definition 46, straightforwardly converts edges in 
an FD-graph G into strict or lax functional dependencies and equivalence constraints that 
are guaranteed to hold in the result of the algebraic expression e modelled by G. By the 

·-
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soundnP.ss of the inference axioms for strict and lax dependencies (Theorem 1) and strict 
and lax equivalence constraints (Theorem 2), any dependency or constraint in the closure 

of these dependencies and constraints must hold in /(e) as well. 

One method to compute the closure of the strict functional dependencies modelled in 
C would be to: 

l. use the mapping function x to create the set of strict functional dependencies r; 

2. develop the closure of the these dependencies in the standard manner, that is to 
apply the inference rules augmentation, union, and strict transitivity defined in 
Lemma 1 to the set of dependencies in f; and, if desired, 

3. eliminate from the closure any dependency whose determinant or dependent con­
tained an attribute in p(e), retaining only those dependencies that involve real at­
tributes, constants, and the tuple identifier of the result of e. 

Instead, we shall use the data structures comprising the FD-graph G to compute the clo­
sure of [' directly. In this section, we present two algorithms, DEPENDENCY-CLOSURE 
and EQUIVALENCE-CLOSURE, that computes the closures off, 'Y, ~,and{. Observe that 
the closures of these sets of dependencies and constraints correspond to the definitions of 
FD-paths and equivalence-paths described earlier (Definitions 41 through 44): 

DEFINITION 47 (STRICT DEPENDENCY CLOSURE) 
The strict dependency closure of a set of vertices X ~ V with respect to the strict FD­
paths in an FD-graph G, denoted Xt, is defined as follows: 

xt = x u v,_A u {Y} (3.7) 

such that for each vertex y E Y the strict FD-path (X U V/, y) exists in G. 

DEFINITION 48 (LAX DEPENDENCY CLOSURE) 
The lax dependency closure of a set of vertices X ~ V with respect to the lax FD-paths 

in an FD-graph C, denoted x_;-, is defined as follows: 

x+ - x u vA u {Y} 
"/ - K 

such that for each vertex y E Y the lax FD-path (XU V,.A, y) exists in G. 

DEFINITION 49 (STRICT EQUIVALENCE CLOSURE) 

(3.8) 

The strict equivalence closure of a single vertex x E VA with respect to the strict 

equivalence-paths in an FD-graph G, denoted x~, is defined as follows: 

x;t = xU {Y} (3.9) 
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such that for each vertex y E Y C VA the strict equivalence-path (x, y) exists in G. 

DEFINITION 50 (LAX EQUIVALENCE CLOSURE) 

175 

The lax equivalence closure of a single vertex x E VA with respect to the lax equivalence­

paths in an FD-graph G, denoted xt, is defined as follows: 

xt = xU {Y} (3.10) 

such that for each vertex y E Y C VA the lax equivalence-path (x, y) exists in G. 

j 3.6.1 I Chase procedure for strict and lax dependencies 

Procedure DEPENDENCY-CLOSURE, which implements a chase procedure for dependen­
cies represented in an FD-graph, is a modified version of Ausiello, D'Atri, and Sacca s 
algorithm NODE-CLOSURE. DEPENDENCY-CLOSURE computes the set of all strict or lax 
FD-paths in G with head x(X) UV/ using the temporary set variables s+ and S. As 
each FD-path in G represents a functional dependency for an expression e, the former 
represents that portion of the closure Xf or x; derived from functional dependencies, 
and the latter represents vertices on FD-paths, used to determine transitive dependen­
cies. Lines 603 through 607 add constants to S so that in tum all attributes functionally 
determined by constants are added to s+. In addition, our version requires logic to en­
sure that only attribute vertices coloured white, and tuple identifier vertices coloured 
gray, appear in the closure s+. This eliminates from s+ any vertex representing an at­
tribute in p(e), and at the same time enables a calling procedure to easily determine if 
any FD-path rooted with x(X) u V,_A represents a key dependency. Note, however, that at­
tributes of any colour can be placed in S since transitive dependencies through projected­
out attributes in p(e) continue to hold. Lines 643 through 676 compute the closure of any 
lax dependencies, enforcing the condition that a lax FD-path is transitive only over defi­
nite attributes. DEPENDENCY-CLOSURE also contains an invariant: a compound determi­
nant is never added to the set S until each of its component vertices have been added to 

Sand considered for inclusion in s+. 

588 Procedure: DEPENDENCY-CLOSURE 

589 Purpose: Determine the closure of {X} with respect to r or,. 
590 Inputs: FD-graph G, attributes Xi, X2, • • ·, Xn, closure type 
591 Output: the set of vertices representing the closure of X, denoted s+. 
592 begin 

593 s+ - s-0: 
594 - - Create a temporary structure 'Visited' for vertices in G. 
595 for each vi E {Ve u yR u VA} do 
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596 

597 

598 

599 

600 

601 

602 

603 

604 

605 

606 

607 

608 

609 

610 

611 

612 

613 

614 

615 

616 

617 

618 

619 

620 

621 

622 

623 

624 

625 

626 

627 

628 

629 

630 

631 

632 

633 

634 

635 

636 

637 
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Visited(v1 ] - false 
od: 

- - Initialize S and s+ with vertices representing those attributes in X. 
for each Xi E {X} do 

s - Su x(Xi) 
od; 

- -Add to S any constant values in G. 
for each vi EVA do 

if Colour(vi] is gray then 
s - SUV; 

fi 
od; 

- - Construct the closure Xf. 
while S =I 0 do 

select v; from S; 
S +- S -vi; 

Visited(vi] +- true; 
if vi EVA then 

- -v, is a simple node; determine if a compound node including Vi 

- - is now transitively dependent on S. 
for each vi E vc I (vi, vi) EEC do 

if Visited(v1 j is false and 'v'vk I (vj, Vk) EEC: Visited(vk] is true then 
s-suv]; 
fi 

od; 
if Colour[vi] is white then 

s+ +- s+ Uvi 

fi 
else if vi E V R then 

- - Vi is a tuple identifier; determine if we have found a key. 
if Colour(vi] is Gray then 

s+ - s+ Uvi 

fi ; 
- - Determine if a compound tuple identifier including Vi 

- - is now transitively dependent on S. 
for each VJ E vn I (vi, vi) E ER do 

if Visited(vi] is false and 'v'vk I (v1 ,vk) E ER: Visited(vk] is true then 
S- SUv1 ; 

fi 
od 

fi ; 
for each vk I (vi, vk) E EF do 
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638 if Visited(ukj is false then 
639 s- Suvk: 

640 fi 
641 od 
642 - - Include la:x dependencies if desired by the calling procedure. 
643 if closure type = ·y then 
644 if vi E VA then 
645 if Nullability(vij is Definite then 
646 for each Vk I (vi, vk) E El do 
647 if vk E vA then 
648 if Colour[vkj is white then 
649 5+ +- 5+ Uvk; 

650 fi; 
651 if Nullability[uk] is Definite and Visited(vk] is false then 
652 S - Suvk 

653 fi 
654 else if vk E vn and Visited(vk] is false then 
655 s- Suvk 

656 fl 
657 od 
658 fi 
659 else if v, E vc then 
660 if /Jvi EVA I (v,,vj) E Ee and Nullability[uj] is not Definite then 
661 for each Vk I (v., Vk) E El do 
662 if Vk E vA then 
663 if Colour[vkj is white then 
664 s+ +- 5+ Uvk; 

665 fi; 
666 if Nullability[uk] is Definite and Visited[vkj is false then 
667 s - Su vk 

668 fi 
669 else if vk E VR and Visited[vkj is false then 
610 s- Su vk 

671 fl 
672 od 
673 fi 
674 fl 
675 fl 
676 fi 
677 od; 
678 return s+ 
679 end 

177 
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Observe that if Sis implemented as a queue then DEPENDENCY-CLOSURE corresponds 

to a breadth-first traversal of G. \Ve could, if desired, optimize the algorithm to simply 
return all white vertices in Gonce a gray tuple identifier vertex VK E yR has been found. 

LEl\11\.IA 29 (ANALYSIS) 

Given as input an arbitrary set of valid attributes X and an FD-graph G < V, E >, pro­
cedure DEPENDENCY-CLOSURE executes in time proportional to O(IIVll2). 

PROOF. \Ve can make the following straightforward observations: 

1. Clearly the initialization loops execute in O(IIVII) time since they are over finite 
sets (lines 593 through 607). 

2. Consider the main closure loop beginning on line 609. The loop terminates when S 
is empty: the size of S can never exceed IIVII since no vertex is visited more than 
once. After initialization, when S contains the vertices of x(X), there are only the 
following ways in which a vertex may be added to S: 

(a) a compound node may be added to S once all of its components have been 
visited, executing in time proportional to O(IIVll2) (line 618); 

(b) a node vi E yR may be added to S upon discovery of all of its component 
tuple identifiers that together form Vi, again in time proportional to O(IIVll2) 

(line 633); 

(c) a node in VA or VR may be added to S upon discovery of a strict edge in EF, 
taking time O(IIEII) (line 639); 

(d) a node in VA may be added to S upon discovery of a lax edge in El (lines 652 

and 667, executing in time proportional to O(IIEII) and O(IIVll2 ) respectively); 
or 

(e) a node in yR may be added to S upon discovery of a la.x edge in El (lines 655 

and 670, executing in time proportional to O(IIEII) and O(IIVll2) respectively). 

In no case can the node be added to S if already visited (line 612); hence even 
if cycles exist in EF or El each vertex in V[G] will be considered at most once. 
~Ioreover, it is impossible for the algorithm to traverse any single edge in E more 

than once. Hence, we claim that the main loop beginning on line 609 executes in 

time proportional to O(IIVll2 + 11£11). 

Since G contains a finite number of vertices and edges, and IIEII is O(IIVll2), we conclude 
that DEPENDENCY-CLOSURE must terminate, and in the worst case executes in time pro­

portional to O(IIVll2). D 
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LEMI\.IA 30 (STRICT CLOSURE) 
Given inputs of an arbitrary set of valid attributes X, an FD-graph G representing the 
dependencies in e, and closure type of r, procedure DEPENDENCY-CLOSURE returns a set 

containing a vertex x(Y) if and only if YE L(e) u o(e) and x(Y) E X'[. 

PROOF (SUFFICIENCY). For strict closures there are only two ways in which a vertex Vi 

can be added to s+. The first, on line 622, requires that vi E VA was previously part of 

the set S. If x(Y) E (x(X)uV/) thens+ will automatically contain x(Y), since lines 600 
and 605 will add x(Y) to S, and if x(Y) is a white attribute vertex then it will be added 
to s+ on line 622. The second, on line 627, adds the vertex Vi to s+ if Vi E V R is coloured 

gray, indicating that x(vi) = L(e). 

Otherwise, since the elements of S correspond to vertices on strict FD-paths, it is clear 
that the traversal of each strict FD-path component will result in a vertex added to S 
to represent a vertex on that FD-path, and either (1) a white vertex added to s+ if it 
appears on the FD-path, or (2) a gray tuple-identifier vertex added to s+ if it appears 
on the FD-path. Hence we claim that if the strict FD-path (x(X) u V/, x(Y)) exists in G 
then x(Y) will be returned in the result of DEPENDENCY-CLOSURE. Therefore, the result 
of DEPENDENCY-CLOSURE will contain x(Y) if y E l(e) u o(e) and x(Y) E xt. □ 

PROOF (NECESSITY). To prove necessity, by contradiction assume that DEPENDENCY­

CLOSURE returns a set which contains a vertex x(Y), but either x(Y) is not a white ver­
tex in the set VA and x(Y) is not a gray tuple identifier vertex in vR, or G does not con­

tain the strict FD-path (x(X) u V,.A, x(Y)). Then at some point during the traversal of 
G DEPENDENCY-CLOSURE must add x(Y) to s+. There are only two possible ways this 
may occur: at line 622 or line 627. x(Y) must also be either a white vertex in VA, due to 
the test on line 621, or a gray vertex in vR, due to the tests on lines 624 and 626. Fur­
thermore, x(Y) was previously an element of the set S. For x(Y) to exist in S one of the 
following must have occurred: 

l. x(Y) E x(X), added to S during initialization at line 600, contradicting our initial 
assumption. 

2. x(Y) is a constant and is coloured gray (line 604), and is added to Son line 605. In 
this case the trivial FD-path (V/, x(Y)) exists in G, again contradicting our initial 

assumption. 

3. In our last case we carry on the proof by induction on the number of strict edges tra­

versed in G. If x(Y) ~ s+ then there must exist a directed edge with target x(Y). 
x(Y) can be added to Sonly at line 639, as a result of an edge in EF, or at line 633, 



180 FUNCTIONAL DEPENDENCIES AND QUERY DECOMPOSITION 

as a result of a set of edges in ER. These are the sole remaining possibilities since 

we are not considering lax dependency edges at this point (lines 643 through 676). 

Basis. The base case of the induction is that there exists a directed edge (vi, x(Y)) E 
EF I vi E (x(X) U V,,_A), which represents the strict FD-path {vi, x(Y)); hence the 
strict FD-path (x(X) U V~4 , x(Y)) is also in G. 

Induction. Otherwise, in our FD-graph implementation there are four possible 
sources of an edge with target x(Y): 

• Case (1). The source vertex Vi is a tuple identifier vertex vi E vR. If so, then 
Vi was also an element of S. 

• Case (2). x(Y) is a tuple identifier vertex in the set VR with edges in ER to 
each of its component tuple identifiers, all of which must already be in S. 

• Case (3). The source is a compound vertex Vi E vc. If so, then Vi must also 
have been added to S, and in addition all of its component vertices must have 
already been visited during the traversal of G due to the test on line 617. 

• Case ( 4). The source vertex is an ordinary vertex Vi E VA. 

In each case, the vertex Vi was added to S only through the direct or indirect traver­
sal of strict edges in G, indicating the existence of a direct or transitive strict FD­

path from x(X) UV/ to Vi. Since there exists a strict FD-path (vi, x(Y)) in G, we 
then have a combined FD-path (x(X) U V,,_A, x(Y)), a contradiction. 

Hence we conclude that DEPENDENCY-CLOSURE will return x(Y) as part of the strict 
closure of an attribute set X only if YE L(e) U o(e) and x(Y) E Xf. □ 

LEMMA 31 (LAX CLOSURE) 
Given inputs of an arbitrary set of valid attributes X, an FD-graph G, and closure type 
of,, procedure DEPENDENCY-CLOSURE returns a set containing an element x(Y) if and 

only if YE L(e) u o(e) and x(Y) Ex,::-. 

PROOF (SUFFICIENCY). Observe that if Y ~ X thens+ will automatically contain Y, 

since this situation corresponds to a strict FD-path from x(X) to x(Y). Otherwise, for 
lax closures, the only way in which a vertex Vi can be added to s+ is on lines 622, 627, 
649, or 664, each of which requires that vi is a target of some strict or lax edge in G. 
If Vi represents a definite attribute or a tuple identifier then Vi will also be added to S, 

corresponding to the definition of a lax FD-path. Hence it is clear that every lax FD-path 

traversed by DEPENDENCY-CLOSURE will result in (1) that path's target vertex added to 
s+ if representing a real attribute in o(e) or a tuple identifier in L(e) and (2) added to 
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the set S if a definite attribute or tuple identifier for use as a determinant. Therefore we 

claim that if there exists a lax FD-path (x(X) UV/, x(Y)) and YE l(e) Uo(e) then x(Y) 
,vill be returned in the result of DEPENDENCY-CLOSURE. D 

PROOF (NECESSITY). Clearly Xt ~ x; since the strict closure of X is computed 
in both cases. Following an approach similar to that in Lemma 30, assume that 
DEPENDENCY-CLOSURE returned x(Y) in the result but either y (/. l(e) u o(e) or 
x(Y) (/. x;. We must have Y ~ (Xf UV/) since we have already shown in Lemma 30 
that DEPENDENCY-CLOSURE correctly computes the strict closure of Xt. Therefore x(Y) 
must have been added to s+ only due to the e.xistence of: 

• Case (1). a strict dependency edge in EF whose target is x(Y) and whose source 

is already in S (line 622), or 

• Case (2). a set of edges in ER whose source is a gray vertex in vn representing 
l(e) and each of the targets of such edges are tuple identifier vertices in vR that 

are already in S, or 

• Case (3). a lax dependency edge in El whose source is a simple vertex in S and 

whose target is x(Y) (line 649), or 

• Case (4). a lax dependency edge in El whose source is a compound verte.x in S 

and whose target is x(Y) (line 664). 

Cases (1) and (2) were proven correct in Lemma 30; we now consider cases (3) and (4). 
In both cases the addition of a vertex to s+ is valid since they both represent instances 
of a valid lax FD-path. We now argue inductively that the existence of the source verte.x 
vi E S is correct. If Vi E S then it must have been added to S either: 

• during initialization, implying that either Vi E x(X) or vi is a constant (basis); 

• Vi E vc (line 618) and each component of Vi has been transitively inferred by 

the traversal of other edges in G, and furthermore each component of Vi is defi­

nite (line 660); 

• Vj E vn (line 633), Vj is a compound tuple identifier vertex, and Vj has been tran­
sitively inferred by its component tuple identifier vertices that are already in S; 

• vi E VA u vn (line 639), Vi has been transitively inferred by the traversal of a strict 

dependency edge in G, and either vi represents a definite attribute (lines 645 or 651) 
or v· E VR. l , 
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• vi E VA (line 652), Vi has been laxly inferred by a definite simple vertex (line 645), 
and Vi itself represents a definite attribute (line 651); 

• Vi E vR (line 655), transitively inferred by a definite simple vertex in VA (line 645); 

• vi E VA (line 667), transitively inferred by a definite compound vertex in vc 
(line 660), and Vi itself represents a definite vertex (line 666); 

• Vi E vR (line 670), transitively inferred by a definite compound vertex in vc 
(line 660). 

\Ve have shown that the only way in which a vertex x(Y) can be added to the result 
contained in s+ is either for Y ~ X or for x(Y) to be directly or transitively connected to 
one or more vertices in x(X) through the existence of a lax FD-path. Hence we conclude 
that G must contain a lax FD-path (x(X) U V,1\ x(Y)). D 

THEOREM 9 (DEPENDENCY CLOSURE) 
Procedure DEPENDENCY-CLOSURE is correct. 

PROOF. Follows from Lemmas 29, 30, and 31. D 

! 3.6.2 I Chase procedure for strict and lax equivalence constraints 

For a given attribute X as input, the procedure EQUIVALENCE-CLOSURE given below com­

putes that at tribute's equivalence class for real attributes in Xt or Xt. Included in the 
closure are gray vertices representing constants; therefore if a vertex v E V,/ then the 
calling procedure can conclude that X is strictly or laxly equivalent to a constant. Note 
that the complete set of strictly equivalent attributes are also returned for a lax equiva­
lence closure. In a similar fashion to DEPENDENCY-CLOSURE, the input parameter 'cler 

sure type' is either '=' or •~' to represent strict and lax equivalence closures respectively. 
The basic algorithm is a straightforward implementation of determining the connected 
components of an undirected graph; handling black or gray vertices and computing the 
set of laxly connected components are the two specializations of the basic algorithm. 

680 Procedure: EQUIVALE~CE-CLOSURE 

681 Purpose: Determine the equivalence class of an attribute X in an FD-graph G. 
682 Inputs: FD-graph G, attribute X, closure type 
683 Output: the set s+ = x(X) u {yi} for each path (X, y,) I x(y.) E o(e) u ,c(e). 
684 begin 
685 s+ - 0; 
686 - - Establish a 'visited 1 indicator for each vertex in VA. 
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687 for each t.'i E VA do 

688 Visited[u,] - false 

689 od; 

690 S - X; 

691 - - Constn1ct the equivalence class of the attributes in S. 

692 while S =I- 0 do 

693 select v; from S; 

694 s- S-v;; 

695 Visited[u;] - true; 

696 if Colour(vij is white or gray then 

697 s+ - s+ u v; 

698 fi; 

699 - - Add to the closure those attributes transitively equivalent to V;. 

700 for each Vk I (v;, vk) E EE do 

701 if Visited(vk] is false then 

702 s- Suvk; 

703 fi 

704 od 

705 - - Include lax equivalence constraints if desired. 

706 if closure type= •~· then 

707 for each Vk I (v,,vk) E Ee do 

708 if Visited[vk] is false then 

709 if Nullability[vi] is Definite or 3 Vi E VA I (vk, vi) E EE then 

710 S - Suvk; 

711 fi 

712 fl 

713 od 

714 fi 

715 od; 

716 return s+ 
717 end 
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LEMMA 32 (ANALYSIS) 

Given as input an arbitrary attribute X and an FD-graph G, procedure EQUIVALENCE­

CLOSURE executes in time proportional to O(IIVII + IIEll)-

PROOF. We proceed with our analysis of procedure EQUIVALENCE-CLOSURE by making 
the following observations: 

l. Clearly the initialization loop executes in time O(IIVII) since it is over a finite set 
(lines 685 through 689). 

2. Consider the main closure loop beginning on line 692. The loop terminates when 
Sis empty; again, 11S11 can never exceed IIVII. After initialization, when S contains 
the vertex x(X) (line 690), there are only the following ways in which a vertex may 
be added to S: 

(a) a node in V·4 may be added to S upon discovery of a strict edge in EE 

(line 702); or, 

(b) a node in VA may be added to S upon discovery of a lax edge in Ee (line 710). 

In neither case can the node be added to S if already visited; hence even if cycles 
exist in EE or Ee each vertex in V[G] will be considered at most once. Moreover, 
no edge in EF U El will be considered more than once, hence bounding the overall 

execution time to O(IIVII + IIEII). 

Since G contains a finite number of vertices and edges, we conclude that EQUIVALENCE­
CLOSURE must terminate, and executes in time proportional to O(IIVII + IIEII)- D 

\Ve now show that for strict equivalence closures (that is, closures over edges in EE) 

EQUIVALENCE-CLOSURE returns a set containing y if and only if y E xt. 

LEMMA 33 (STRICT CLOSURE) 
Given inputs of an arbitrary attribute X, an FD-graph G representing the constraints 
that hold in the algebraic expression e, and closure type of r, procedure EQUIVALENCE­
CLOSURE returns a set containing an element x(Y) if and only if Y E o(e) U K(e) and 

x(Y) Ex;. 
PROOF (SUFFICIENCY). For strict equivalence closures, the only way in which a vertex 

Vi can be added to s+ is on line 697, which requires that Vi was previously part of the 
set S. Since the elements of S correspond to target attributes of strict equivalence-paths, 
it is clear that every strict equivalence edge traversed by EQUIVALENCE-CLOSURE will 
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result in (1) that path's target attribute vertex added to s+ if either representing a real 
attribute or a constant, and (2) it will be added to S to represent the head of another 

equivalence-path. Hence we claim that if the strict equivalence-path (x(X), x(Y)) exists 
in G and Y E o(e) U 11:(e) then x(Y) will be returned in the result of EQUIVALENCE­

CLOSURE. 0 

PROOF (NECESSITY). To prove necessity, by contradiction assume that EQUIVALENCE­

CLOSURE returns the equivalence class of x(X) which contains x(Y), but x(Y) -:/= x(X) 
and either Y ~ o(e) U 11:(e) or the strict equivalence-path (x(X), x(Y)) is not in G. Then 
at some point during the traversal of G EQUIVALENCE-CLOSURE must add x(Y) to s+ 
at line 697. x(Y) must also be either representing a real attribute in o(e) or a constant 
in 1i:(e), due to the test on line 696. Furthermore, x(Y) was previously an element of the 

set S. For x(Y) to exist in S one of the following must have occurred: 

l. Y is the input parameter X, so x(Y) is added to S during initialization (line 690), 
which contradicts our initial assumption that X and Y are not in the same equiv­
alence class. 

2. Otherwise, if X and Y are different attributes then we prove the remainder of the 
cases by induction on the number of strict equivalence edges traversed in G. If 
x(Y) ~ s+ then there must exist a strict undirected edge with target x(Y), since 
x(Y) can be added to S only at line 702; this is the sole remaining possibility since 
we are not considering lax equivalence edges at this point {lines 707 through 713). 
Therefore x(Y) E S only as the result of the existence of a strict equivalence edge 
in EE with x(Y) as the target vertex. 

Basis. The base case of the induction is that there exists an edge (x(X), x(Y)) E 
EE which represents the {direct) equivalence-path (x(X), x(Y)), contradicting our 

initial assumption. 

Induction. Otherwise, in our FD-graph implementation there is only one other pos­

sible source of a strict undirected edge with target x(Y), and that is another sin­
gle vertex vi E VA. The vertex Vi was added to S only through the direct or in­

direct traversal of strict equivalence edges in G, indicating the existence of a tran­
sitive strict equivalence-path from x(X) to vi. Such an equivalence-path, however, 

implies that there exists the strict equivalence path (x(X), x(Y)) in G, again con­
tradicting our initial assumption. 

Hence we conclude that EQUIVALENCE-CLOSURE will return x(Y) as part of the strict 

closure of X only if YE o(e) U 1t(e) and x(Y) Ext. D 



186 FUNCTIONAL DEPENDENCIES AND QUERY DECOMPOSITION 

LEMr.lA 34 (LAX CLOSURE) 
Given inputs of an arbitrary attribute X, an FD-graph G representing the constraints 
that hold in the algebraic expression e, and closure type of~, procedure EQUIVALENCE­

CLOSCRE returns a set containing an element x(Y) if and only if Y E o(e) U 11:(e) and 

x(Y) Ex:. 
PROOF (SUFFICIENCY). As was the case for strict equivalence closures, for lax equiv­
alence closures the only way in which a vertex Vi can be added to s+ is on line 697, 
which requires that Vi was previously part of the set S. The elements of S correspond 
to either target attributes of strict equivalence-paths or definite target attributes of lax 
equivalence-paths. By observation, it is clear that every lax equivalence-path traversed by 
EQUIVALENCE-CLOSURE will result in (1) that path's target attribute added to s+ if ei­
ther representing a real attribute or a constant, and (2) it will be added to S, if guaran­
teed to be definite, to represent the head of another lax equivalence-path. Hence we claim 
that if the lax equivalence-path (x(X), x(Y)) exists in G and YE o(e) u 11:(e) then x(Y) 
will be returned in the result of EQUIVALENCE-CLOSURE. □ 

PROOF (NECESSITY). To prove that EQUIVALENCE-CLOSURE returns the correct lax 
equivalence closure of X, by contradiction assume that EQUIVALENCE-CLOSURE returns 
the equivalence class of X which contains x(Y), but Y "F X and either Y does not repre­
sent a real attribute in e or a constant, or the lax equivalence-path (x(X), x(Y)} is not in 
G. Then at some point during the traversal of G EQUIVALENCE-CLOSURE must add x(Y) 
to s+ at line 697. x(Y) must represent a real attribute or a constant, due to the test 
on line 696. Furthermore, x(Y) was previously an element of the set S. For x(Y) to ex­
ist in S one of the following must have occurred: 

1. Y is the input parameter X, so x(Y) is added to S during initialization (line 690), 
which contradicts our initial assumption that X and Y are not in the same equiv­

alence class. 

2. Otherwise, if X and Y are different then we again prove the remainder of the 
cases by induction on number of strict and lax equivalence edges traversed in G. If 
x(Y) ~ s+ then there must exist a strict or lax undirected edge with target x(Y), 
since x(Y) must first be added to S at either lines 702 or 710. Therefore x(Y) E S 
only as the result of the existence of a strict or lax edge in EE or Ee with x(Y) as 

the target vertex. 

Basis. The base case of the induction is that there exists an edge (x(X), x(Y)) E 
EE u Ee which represents a direct strict or lax equivalence-path (x(X), x(Y)), con­

tradicting our initial assumption. 
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Induction. Otherwise, in our FD-graph implementation there are two additional 
sources of a strict undirected edge with target x(Y), and that is an edge linking an­

other single vertex Vi E VA such that (vi, x(Y)) E EE or (vi, x(Y)) E Ee. In ei­
ther case the vertex Vi was added to S only through the direct or indirect traversal 
of strict (or lax) equivalence edges in G. By Lemma 33 we know that x(Y) s s+ 
if the strict equivalence path (vi, x(Y)) is in G. For lax equivalence, x(Y) is added 
to S only on line 710, and the prior tests (line 709) ensure that the lax equiva­

lence path is transitive only over a definite attribute. Hence the addition of Vi to 
S implies the existence of a transitive lax equivalence-path from X to Vi- Such an 

equivalence-path, however, implies that the lax-equivalence path (x(X), x(Y)} ex­
ists in G, again contradicting our initial assumption. 

Hence we conclude that EQUIVALENCE-CLOSURE will return x(Y) as part of the lax cl~ 
sure of X only if YE a(e) U 11:(e) and x(Y) Ext. □ 

THEOREM 10 (EQUIVALENCE CLOSURE) 
Procedure EQUIVALENCE-CLOSURE is correct. 

PROOF. Follows from Lemmas 32, 33, and 34. □ 

! 3. 71 Related work 

Early work on functional dependencies concentrated on schema decomposition. In other 
words, at that time the goal of functional dependency analysis was to determine the 'best' 
database design given a set of attributes and a set of functional (including key) depen­
dencies. References [14, 22, 24, 28, 79, 87,185,191,193,201] are representative of this early 
research on dependency theory. In addition, several researchers have studied the inter­
action of functional dependencies with other forms of constraints; noteworthy examples 
include the work of Beeri et al. [23], Fagin [84], and Nicolas [218] who studied the inter­
action of functional and multivalued dependencies, and Mitchell [206], Casanova, Fagin, 
and Papadimitriou [45, 46], and Johnson and Klug [145] who studied the interaction of 
functional dependencies with inclusion dependencies. 

Klug [162] developed a high-level procedure for determining those functional depen­

dencies that hold in an arbitrary relational algebra expression consisting of the projec­
tion, restriction, selection (a restriction predicate that references a literal), cross prod­
uct, and union operators. Klug's procedure relies on computing the transitive closure of 
a set of dependencies, but he gave no details as to how this was to be done. Klug's m~ 

tivation was to determine the validity of functional dependencies that hold in a view, in 
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the context of an exported schema in an ANSI-SPARC multidataba.se system. Klug later 
[164] studied derived dependencies in the context of tableaux, but again the application 

was schema design. Darwen [70], on the other hand, considered the application of depen­
dency analysis for query optimization. Darwen reiterated much of Klug's earlier work, but 
also considered additional algebraic operators such as intersection, natural join, group­
ing, and a&,crregation. Both authors considered a 'classical' relational model where null 
values and duplicate tuples are not permitted (as opposed to ANSI SQL semantics). Dar­
wen's early results were also incorporated into the draft SQL3 standard (137], but the 
failure to take into account duplicates and null values produced a series of flaws that sub­
sequent work has tried to correct (303]. Nevertheless we are unaware of any study of de­
rived functional dependencies that takes into account conjunctive atomic conditions in 
an outer join's On condition. 

Darwen's [70] main contribution is a much more detailed explanation of how to de­
termine the closure of a set of dependencies, though his algorithm is exponential as it 
computes a minimal cover of r. His paper, and its corresponding rules in the draft SQL3 
standard, provide the motivation for the present work. In addition to Darwen, Abite­
boul, Hull, and Vianu [4, pp. 177-80] also looked at exploiting functional dependencies 
in the optimization of tableaux queries using the chase algorithm. 

Determining the closure of a set of functional dependencies is a problem that has been 
extensively studied over the past two decades, though once again this research was con­
ducted in the context of database schema normalization. Bernstein [28] and, in a follow-up 
paper, Beeri and Bernstein [22] use derivation trees [28] to represent functional dependen­
cies and provide several algorithms for their analysis, including transitive closure. Maier, 
.Mendelzon, and Sagiv [194] describe a chase algorithm for determining transitive depen­
dencies in tableau queries; a forerunner of the chase can be found in reference [7]. Mannila 
and Raiha [195] and Ausiello et al. (19] both describe algorithms to compute the closure of 
a set of dependencies using a hypergraph representation. This latter work, which also pro­
vided an algorithm to produce a minimal covering so as to synthesize a relational schema 

into 3NF, provides the basis for the representation of functional dependencies in this the­
sis. Diederich and Milton [78, 79] use a slightly modified definition of attribute closure, 
which they term r-closures, to enable more efficient elimination of extraneous attributes 
and redundant dependencies, which in turn permit the determination of a minimal cover­

ing for :F. Such a minimal covering leads to a decomposition of the fewest possible num­
ber of relations. As mentioned earlier in Section 3.2.4, Yan [294, pp. 75-78] presents an 
algorithm which, given an input set of dependencies and an arbitrary predicate P, deter­
mines the closure of a set of attributes S for simple SPJ queries. The goal of the algorithm 
is to determine if a query can be rewritten to commute Group-by and join, one of sev-
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eral semantic query optimization techniques Yan introduces for grouped queries. The al­
gorithm is similar to the RESTRICTION procedure presented above, but Yan 's algorithm 

considers a smaller class of queries and exploits a smaller set of constraints. 

Three independent, though quite similar problems, are closely related to determin­

ing the set of functional dependencies that hold in a derived relation. The first related 
problem is that of finding the candidate key(s) of a base or derived relation, which (obvi­
ously) relies on the determination of transitive functional dependencies. Lucchesi and Os­
born (191] were one of the first to study this problem. Their approach utilized Beeri and 
Bernstein's transitive closure algorithms (using derivation trees) for determining candi­

date keys of a set of relations. A recent paper by Saiedian and Spencer (246] offers yet 
another technique, using another form of directed graph called attribute graphs. By cat­
egorizing attributes into three subsets-those which are determinants only, dependents 
only, or both-the authors claim to reduce the algorithm's running time for a large sub­
set of dependency families. Saiedian and Spencer also contrast other key-finding alg~ 
rithms that have been proposed: references (82,167,273], (16, pp. 115], and [81, pp. 431] 
are five such algorithms. All these papers rely on duplicate-free relations: finding a deter­
minant that determines all the attributes in a relation R does not necessarily imply a key 
when duplicate tuples are permitted. Consequently, Pirahesh et al. (230], Bhargava et al. 
(33, 34], Paulley and Larson (228], and Yan and Larson (295,296] use similar but more 
straightforward approaches to determine the key of a derived (multiset) table in the con­
text of semantic query optimization. This is done through the (simple) exploitation of 
equivalence comparisons in a query's Where clause, and finds only keys; other dependen­
cies that are discovered in the process are ignored. 

The second related problem is query containment (139,245], the fundamental com­
ponent of common subexpression analysis (89] that play a large role in query optimiza­
tion (e.g. reference (254]), utilization of materialized views (39,174,239,274], and multiple 

query optimization (10,144,227,251]. Determining query containment relies on the anal­
ysis of relational expressions, the same type of analysis required to determine which new 
functional dependencies are introduced in the derived relation as the result of an arbi­
trary Where clause. 

The third related problem is view updatability (75, 91, 93, 147-149, 169,185, 198]. The 
problem of translating an update operation on a view into one or more update opera­

tions on base tables requires knowledge of which underlying tuples make up the view, 
ordinarily determined through analysis of key dependencies. A typical requirement of up­

dating through a view is that the underlying functional dependencies in the base tables 
must continue to hold (185] (169, pp. 55]; hence key attributes cannot be projected out 
of a view (147,185]. Medeiros and Tompa [197-199] describe a validation algorithm that 



190 FUNCTIONAL DEPENDENCIES AND QUERY DECOMPOSITION 

takes into account the existence of functional dependencies when deciding how to map 
an update operation on a view into one or more base tables. 

I 3.8 I Concluding remarks 

Our complexity analysis of the FD-graph construction algorithm given in Section 3.4 

demonstrated that its running time was proportional to the square of its input, though 
we assumed 0( 1) vertex and edge lookup, insertion, and deletion. Similarly, the algo­

ri thms for computing an FD-graph's dependency and equivalence closure were also poly­
nomial in the size of the FD-graph. Clearly, our stated bounds are not tight; there are a va­
riety of minor improvements we could make to reduce the running time of the more com­
plex procedures. For example, we could quite easily reduce the running time of the DE­

PENDENCY CLOSURE algorithm from O(IIVll 2 ) to O(IIVII + IIEII), using Beeri and Bern­
stein's [22, pp. 44-5] 'counter' technique for computing the closure of dependencies reir 
resented with derivation trees25 . 

However, it is not clear that the use of the hash tables described by Dietzfelbinger, 
Karlin, and Mehlhorn et al. [80] is indeed 'optimal' for the construction and maintenance 
of FD-graphs in a typical relational database system. One set of tradeoffs is in terms of 
both the space required for the data structures themselves, and the additional software 
required to maintain them. In addition, our approach centered on deferring the computa­
tion of any closure; but nai·vely recomputing the strict or lax closure of a set of attributes 
on demand may, in the end, prove more expensive, depending on the number of times at­
tribute closure is required during optimization. Hence it may be worthwhile to consider 
other techniques for representing an FD-graph. 

Several authors have developed algorithms for on-line computation of the transitive 
closure of a directed graph, where the closure is automatically maintained in the face of 
edge insertions and deletions [130,141,168). In a recent paper, Ausiello, Nanni, and Ital­
iano [21] modified their representation of FD-graphs so that they could be maintained in 
a dynamic fashion-that is, so that the transitive closure was maintained along with the 
graph during both vertex and edge insertion and deletion. They introduced several addi­
tional data structures to do this, in addition to the 'base' representation of an FD-graph, 
which is done using adjacency lists. The first is an n x n array A of pointers that repre­

sents the closure of simple attributes. If the dependency X - Y exists in G then the 
array value A[X, Y) points to the last simple (or compound) vertex in G that is on an 

25 Beeri and Bernstein's technique is also utilized by Ausiello, D'Atri, and Sacca (19] for com­
puting the closure of dependencies represented with their FD-graphs. 
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FD-path from X to Y (but e.xcluding Y itself). Secondly, they use n reachability vec­
tors to quickly determine if a simple verte.x Y is on an FD-path originating at each ver­

tex X. Thirdly, they use an AVL-tree to maintain the compound vertices in sorted or­
der. This permits a faster search to determine whether or not a compound determinant 

to be introduced corresponds to a vertex already in the graph. With this construction, 
their approach requires O(n2 ) elements for the closure array, and a balanced tree imple­
mentation for compound nodes. They also do not address the issue of deleting a depen­
dency from the graph, which will likely be more complex with the extra structures. 

Another set of tradeoffs lies in the comple.xity of the query being analyzed. Suppose 
we have a schema composed of tables that have large numbers of attributes but with 
simple (non-compound) keys. Then the n x n closure array may be quite large, even for 
very simple queries, but will be quite sparse. Maintaining the array will have little if any 
benefit, since the length of any FD-path is likely to be limited to at most, say, 2 or 3. 
This 'sparseness' of directed edges is also a weakness of the hash-table based approach we 
assumed in Section 3.5. Additional research is needed to determine the 'best' technique 
for maintaining FD-graphs given a representative set of queries. Diederich and Milton [79] 
have done a similar analysis on closure algorithms, and their approach may be useful in 
this context. 

In the remainder of the thesis, we "';n utilize our extended relational model, and ex­
ploit the knowledge of implied functional dependencies and constraints developed in this 
chapter, to improve the optimization of large classes of queries. We assume that the reader 
will be able to make the necessary transformations between extended tables, and alge­
braic expressions over them defined by our extended relational model, to ANSI SQL base 
tables and SQL expressions over them. We also will use the more conventional notation 
Ro\\·ID(R) to denote the tuple identifier of an extended table, instead of i(R). 
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@}] Introduction 

SQL 26 queries that contain Distinct are common enough to warrant special considera­
tion by commercial query optimizers because duplicate elimination often requires an ex­
pensive sort of the query result. It is worthwhile, then, for an optimizer to identify re­
dundant Distinct clauses to avoid the sort operation altogether. Example 23 illustrates 
a situation where a Distinct clause is unnecessary. 

EXAMPLE 23 

Consider the query 

Select Distinct S.VendorID, P.PartID, P.Description 
From Supply S, Part P 
Where S.PartID = P.PartID AND P.Cost > 100 

which lists all parts with cost greater than $100 and the identifiers of vendors that supply 
them. The Distinct in the query's Select clause is unnecessary because each tuple in 
the result is uniquely identified by the combination of VendorID and Part ID, the primary 
key of SUPPLY. Conversely, Example 24 presents a case where duplicate elimination must 

be performed. 

EXAMPLE 24 
Consider a query that lists expensive parts along with each distinct supply code: 

Select Distinct S.SupplyCode, P.PartlD, P.Description 
From Supply S, Part P 
Where S.PartID = P.PartID and P.Cost > 100. 

In this case, duplicate elimination is required because two parts, supplied by different ven­

dors, can have the same supply code. These two examples raise the following questions: 

• Under what conditions is duplicate elimination unnecessary? 

26 © 1994 IEEE. Portions of this chapter are reprinted, with permission, from the IEEE Interna­
tional Conference on Data Engineering, pp. 68-79; February 1994. 
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• Are there other types of queries where duplicate analysis enables alternate execu­
tion strategies? 

• If so, when are these other execution strategies beneficial, in terms of query perfor­
mance? 

In this chapter we explore the first two questions. Our main theorem provides a neces­
sary and sufficient condition for deciding when duplicate elimination is unnecessary. Test­

ing the condition utilizes FD-graphs developed in the previous chapter, but in addition 
requires minimality analysis of (super)keys, which cannot always be done efficiently. In­
stead, we offer a practical algorithm that handles a large class of possible queries yet tests 
a simpler, sufficient condition. The rest of the chapter is organized as follows. Section 4.2 
formally defines the main result in terms of functional dependencies. Section 4.3 presents 
our algorithm for detecting when duplicate elimination is redundant for a large subset of 
possible queries. Section 4.4 illustrates some applications of duplicate analysis: we con­
sider transformations of SQL queries using schema information such as constraints and 
candidate keys. Section 4.5 summarizes related research, and Section 4.6 presents a sum­
mary and lists some directions for future work. 

I 4.2 I Formal analysis of duplicate elimination 

Section 2.4 detailed the SQL2 mechanisms for declaring primary and candidate keys of 
base tables. A key declaration implies that all attributes of the table are functionally 
dependent on the key. For duplicate elimination, we are interested in which functional 
dependencies hold in a derived table--a table defined by a query or view. We call such 
dependencies derived functional de-pe.ndencies. Similarly, a key dependency that holds in 
a derived table is a derived key dependency. The following example illustrates derived 
functional dependencies. 

EXAMPLE 25 
Consider the derived table defined by the query 

Select All S.VendorID, S.SupplyCode, P.PartID, P.Description 
From Supply S, Part P 
Where P.PartID = S.PartID and S.VendorID = :Supplier-No 

which lists the supplier ID and supply code, and part name and number, for all parts 

supplied by vendor : Supplier-No. \Ve claim that Part ID is a key of the derived ta­
ble. PartID is certainly a key of the derived table D where D = o-[VendorID = 
: Supplier-No] (Supply). In this case, :Supplier-No is a host variable in an applica­
tion program, assumed to have the same domain as S. Vendor ID. Each tuple of D joins 
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with at most one tuple from PART since PartID is PART's primary key. Therefore, PartID 
remains the key of the derived table obtained after projection. Since the key dependency 

VendorID - SupplyCode holds in the SUPPLY table, it should also hold in the derived 
table. In this case, a key dependency in a source table became a non-key functional de­

pendency in the derived table. 

j 4.2.1 I Main theorem 

Example 25 illustrates the usefulness of derived functional dependencies in determining if 
duplicate elimination is required, because the existence of a primary key in each output 
tuple--PartID in the example-means that duplicates cannot exist. In this section, we 

formally define the conditions necessary to determine if a key exists in a derived table, 
taking into account SQL 's three-valued logic and multiset semantics. 

Consider a simple SQL query specification that involves only projection, restriction, 
and Cartesian product; for simplicity, we do not permit queries to contain arithmetic ex­
pressions, outer joins, Group by clauses, or Having clauses. A query's Where clause may 
contain host variables-constants whose values are known only at query execution. We as­
sume that each restriction predicate expression containing host variables compares them 
to other union-compatible arguments, for example, domains of particular columns. We de­
fine a host variable's domain as the intersection of the column domains with which the 
host variable is compared. 

\Ve would like to determine if the result of the query 

Select A 
From R,S 
Where CR I\ Cs I\ CR,S 

may contain duplicate rows. Intuitively, the uniqueness condition will be met if: 

• both R and S have primary keys, so that the key of ( R x S) is the concatenation 
of Key(R) with Key(S), denoted Key(R) o Key(S); 

• if either R or S lack a key, then we can utilize the respective tuple identifiers of 
each tuple to act as a surrogate key; 

• either all the columns of Key(R x S) are in the projection list, or 

• a subset of the key columns is present in the projection list, and the values of the 
other key columns are equated to constants or can be inferred through the restric­

tion predicate or table constraints. 

This notion corresponds to the following theorem. 



196 REWRITE OPTIMIZATION WITH FUNCTIONAL DEPENDENCIES 

THEOREM 11 (UNIQUENESS CONDITION) 
Consider a query involving only projection, restriction, and Cartesian product over two 
tables R and S where R and S each have at least one candidate key. The restriction 

predicate Cn I\ Cs I\ Cn.,s may contain expressions that include host variables; we denote 
this set of input parameters by h. Thus we identify the test of a restriction predicate, 
which includes host variables, on tuple r of R with the notation Cn(r, h). Then the two 
expressions 

Q = "Au[A](o-[Cn I\ Cs I\ Cn.s](R x S)) 

and 

V = "Dist[A](o-[Cn I\ Cs I\ Cn.s](R x S)) 

are equivalent if and only if the following condition holds: 

V r, r' E Domain(R x S); 'V h E Domain(H) : 

{ fTn(r)l A fTn(r')l /\ fTs(r)l /\ fTs(r')lA 

(for each Ki(R) : (r(Ki(R)] w r'[Ki(R)]) ==> r[o:(R)] w r'[o(R)])/\ 

(for each Ui(R) : (l r[Ui(R)] = r'[Ui(R)] J) ==> r[o:(R)] ~ r'(o(R)])/\ 

(for each Ki(S) : (r(Ki(S)] w r'[Ki(S)]) ==> r[a(S)] ~ r'[o(S)])/\ 

(for each Ui(S) : (l r[Ui(S)] = r'[Ui(S)] J) ==> r[o(S)] w r'[o(S)])/\ 

LCn(r, h)J I\ LCn(r', h)J /\ LCs(r, h)JA 

LCs(r', h)J I\ LCn.s(r, h)J /\ LCn,s(r', h)J ==> 

[ (r[A] w r'[A]) ==> 

(r[Key(R x S)} w r'[Key(R x S)])]} 

(4.1) 

PROOF (SUFFICIENCY). We assert that if the theorem's condition is true then the query 
result contains no duplicates. In contradiction, assume the condition stated in Theorem 11 
holds but Q =f. V; i.e. Q contains duplicate rows. If Q =f. V, then there exists a valid in­
stance I(R) and a valid instance J(S) giving different results for Q and V. Then there 
exist (at least) two different tuples To, r0 E (I(R) x I(S)) such that ro[A] ~ r 0[A]. Pro­
jecting ro and To onto base tables I(R) and J(S), To and To are derived from the tuples 

ro[a(S)], r0[a(S)], ro(o(R)], and T0(a(R)]. Furthermore, To(o(R)], T0[o(R)] E u[CR](R) 
and ro[a(S)], r0[o(S)] E u[Cs](S). If Q =/- V, then the extended Cartesian product of these 
tuples, which satisfies the condition Cn,s, yields at least two tuples in Q's result. This 
means that either the tuples in J(S) are different (To[o(S)] 1= T0[o(S)]), the tuples in I(R) 
are different, or both. It follows that the consequent ro[Key(R X S)] ~ To[Key(R XS)] 
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must be false, since if either To[o:(S)] 1 T0[o:(S)], To[o:(R)] 1 T0[a(R)], or both, then 
the keys of the respective tuples must be different; a contradiction. Therefore, we con­

clude that no duplicate rows can appear in the query result if the condition of Theo­
rem 11 holds. D 

PROOF (NECESSITY). Assume that for every valid instance of the database, Q cannot 
generate any duplicate rows, but the condition stated in Theorem 11 does not hold. To 
prove necessity, we must show that we can construct valid instances of R and S for which 
Q results in rluplicate rows. 

If Theorem 11 's condition does not hold, then there must exist two tuples To, To E 

Domain(R XS) so that the consequent (To[A] :::. To[A]) ==> (ro[Key(R XS)] 
~ T0[Key(R x S)]) is false, but its antecedents (table constraints, key dependencies, and 
query predicates) are true. If To and ro disagree on their key, then there must exist at 
least one column £ E Key(R) o Key(S) where T[E:] 1, r'[E:]. Projecting To and r 0 onto base 
tables R and S, we get the database instance consisting solely of the tuples ro[o(S)], 
T0[o:(S)], ro[o:(R)], and r0[o:(R)]. This instance is valid since the tuples satisfy the table 
and uniqueness constraints for Rand S. Furthermore r 0 [o:(S)], r 0[o(S)] E u[Cs](S) and 
To[a(R)], r0[o(R)] E a-[CR](R). Because all constraints are satisfied and ro[A] w ro[A], 
V contains a single tuple. Suppose E: E Key(S). Then r 0 [o(S)] 1- r0[o:(S)], and the ex­
tended Cartesian product with r0 [o(R)] and T0[o:(R)] satisfying CR.S yields at least two 
tuples. A similar result occurs if E: E Key(R). In either case, Q contains at least two tu­
ples, so Qi= V. Therefore, we conclude that the condition in Theorem 11 is both neces­
sary and sufficient. D 

Note that we can extend this result to involve more than two tables in the Cartesian 
product. 

EXAMPLE 26 
Consider the query from Example 25, modified to eliminate duplicate rows: 

Select Distinct S.VendorID, S.SupplyCode, P.PartID, P.Description 
From Supply S, Part P 
Where P.PartID = S.PartID and S.VendorID = :Supplier-No. 

\Ve can safely ignore the Distinct specification in the above query if the condition 

of Theorem 11 holds: 

VT, r' E Domain(S x P); 

V :Supplier-No E Domain(S. VendorID): 

Tuple constraints ( Check conditions) 

{ fr[P.Price] > r[P.Cost]l/\ 
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(fr[P.Qty] # Ol V fr[P.Status] = Inactivel)/\ 

(f r[S.Rating] = 'A'l V r r[S.Rating] = 'B'l V r r[S.Rating] = 'C'l)/\ 

f r'[P. Price] 2: r'[P. Cost]l /\ 

(fr'[P.Qty] #Ol V fr'[P.Status] = Inactivel)/\ 

er r'[S.Rating] = 'A'l V r r'[S.Rating] = 'B'l V r r'[S.Rating] = 'C'l)/\ 

Primary key dependency for Supply 

( r[S. Vendor ID] ~ r'[s. Vendor ID]/\ 

r(S. Part ID] ~ r'[S. Part ID]) ==> 

(r[S.Rating] ~ r'[S.Rating] /\ r[S.SupplyCode] w 

r'[s. SupplyCode] /\ r[S. Lagtime] ~ r'[S. Lagtime])/\ 

Primary key dependency for Part 

(r[P .PartID] ~ r'(P .PartID]) ==> 

(r(P.Description] w r'[P.Description] /\ r(P.Status] w r'(P.Status]/\ 

r[P.Qty] ~ r'[P.Qty] /\ r[P.Price] ~ r'(P.Price])/\ 

r(P. Cost] ~ r'(P. Cost] /\ r[P. Support] "" r'[P. Support])/\ 

r(P. ClassCode] w r'[P. ClassCode])/\ 

Query predicate conditions 

Lr[S. Vendor ID] = : Supplier-No J /\ Lr'[S. Vendor ID] = 
:Supplier-NoJ /\ Lr[P.PartID] = r(S.PartID]J/\ 

Lr'[P.PartID] = r'[S.PartID]J] ==> 

Projection attributes 

w I l l w [(r[S.VendorID] = r [S.VendorID /\r(S.SupplyCode = 

r'[S.SupplyCode] /\ r[P.PartID] ~ r'[P.PartID]/\ 

r(P. Description] w r'[P. Description])] ==> 

Key of Po Key of S 

(r[P.PartID] w r'[P.PartID} /\r[S.PartID] !!!. r'[S.PartID]/\ 

r'[S. Vendor ID] w r[S. Vendor ID])]} 

Although complex, this expression is satisfiable: ignoring the table constraints and 

key dependencies, we can see from the consequent 

(r[S. VendorID] ~ r'[s. VendorID] /\ r[S.SupplyCode} w 

r'[S. SupplyCode] /\ r(P. Part ID] w r'[P. Part ID]/\ 
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r[P. Description] .... r'[P .Description])] => 

Key of P o Key of S 

(r[P. Part ID] ~ r'[P .Part ID] A r[S .Part ID] ~ r'[S.PartID]/\ 

r'[s. Vendor ID] w r[S. Vendor ID]) 
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that the conjuncts containing P. Part ID and S. Part ID in the final consequent are 

trivially true. The conjunct containing S. VendorID is also true, since the antecedent 
Lr[S. Vendor ID] = : Supplier-No J A Lr1 [S. Vendor ID] = : Supplier-No J implies that 
S. Vendor ID is constant. Therefore, the entire condition is true, and duplicate elimina­
tion is not necessary. 

In the next section, we propose a straightforward algorithm for determining if a 
uniqueness condition, like the one above, holds for a given query and databa.sE instance. 

j 4.3 I Algorithm 

\Ve need to test whether a particular query, for any instance of a database, satisfies the 
conditions of Theorem 11 so that we can decide if duplicate elimination is unnecessary. 
Since the conditions are quantified Boolean expressions, the test is equivalent to deciding 
if the expression is satisfiable--a PSPACE-complete problem [102, pp. 171-2]. However, we 
can determine satisfiability of a simplified set of conditions through exploiting the strict 
functional dependency relationships known to hold in the result, computed by the various 
algorithms described in Section 3.4. Our algorithm to determine if duplicate elimination 
is unnecessary, described below, utilizes the FD-graph built for a query Q and checks if 
the transitive closure of strict dependencies (denoted r) whose determinants are in the 
query's Select list contains a key of each table in the From clause2i. 

720 Procedure: DUPLICATE-ELIMINATI0!': 
730 Purpose: Determine if duplicate elimination is unnecessary. 
740 Inputs: A query Q. 
750 Output: Yes or No. 
760 begin 
770 Q' - Q with Distinct removed from the outermost query specification; 
780 Construct the FD-graph G for query Q'; 
790 - - Compute the closure of the query's projection list, denoted A. 
800 Aj!° - DEPEN0ENCY-CL0SURE(G, A, r); 

27 For the moment we still presume that the class of queries under consideration comprises those 
containing only projection, restriction, and extended Cartesian product. 
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810 if any element of At-" is a tuple identifier vertex then 
820 return Yes 

830 else 
840 return No 

850 fl 
860 end 

J 4.3.1 I Simplified algorithm 

\Vhile an FD-graph can be used to determine whether or not duplicate elimination is un­

necessary, it is possible to optimize a slightly smaller class of queries by using a simpli­
fied form of FD-graph than that presented earlier. Our proposed algorithm exploits infor­

mation about primary keys, candidate keys, and equality conditions in a Where clause. 
As with the analysis of restriction predicates in Section 3.2.4, we classify equality condi­

tions into two types: Type 1 of the form (v = c) and Type 2 of the form (v1 = v2) where 
v, vi, v2 are columns and c is a constant. 

Our simplified algorithm, SIMPLIFIED-DUPLICATE-ELIMINATION, uses a simplified 
form of FD-graph that does not require tuple identifiers, lax dependency edges, outer join 

vertices and edges, or equivalence edges. The algorithm requires the infrastructure to sup­
port only base tables, extended Cartesian product, and restriction. We first construct a 

hypergraph consisting of all of the base tables in the query's From clause, using a simpli­
fied version of the BASE TABLE algorithm, which builds a hypergraph representing the 
functional dependencies that hold for a base table's primary and definite candidate keys. 

8i0 Procedure: BASE-TABLE (SIMPLIFIED) 

880 Purpose: Construct a simplified. FD-graph for table R. 
890 Inputs: scheme of table R: query Q. 
900 Output: FD-graph G. 
910 begin 
920 for each attribute ai E AR do 
930 Construct vertex vi E VA; 

940 Colour[vi] +- Black; 
950 if ai is nullable in R then 
960 Nullability(vi] +- Nullable 
9i0 else 
980 Nullability(vi] +- Definite 
990 fl 

1000 od; 
1010 for each primary or candidate key of R do 
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1020 if 3 any key column that is nullable then continue fi ; 
1030 if Key(R) is composite then 
10-IO Construct the composite vertex K; 
1050 vc - vc u K; 
1060 for each v E K do 
1070 Ee - Ee U (K, v) 
1080 od 
1090 else 
1 100 Let K denote the singleton key vertex K E VA 

1110 fi 
1120 for each v EVA such that v ,t. K do 
1130 EF - EF U (K, v) 
1140 od 
1150 od: 
1160 for each attribute ai E An referred to in the Select list of Q do 
1170 Colour[v;] +- White 
1180 od 
1190 return G 
1200 end 

Construction of the simplified FD-graph to determine if a uniqueness condition holds 
consists of three steps. First, we union the base-table FD-graphs together ( as usual, we as­
sume that all attributes can be uniquely identified by their correlation names). Second, 
we add strict functional dependency edges to G for each Type 1 and Type 2 equality con­
dition in the query's Where clause28 . The algorithm supports only a simplified set of com­
parison conditions: conjunctive, null-intolerant equality conditions of Type 1 or 2, with 
no support for scalar functions. Third, we utilize the DEPENDENCY-CLOSURE algorithm 
to compute the transitive closure of the white attributes in G ( the attributes in the pr<r 
jection) and then determine if the closure covers a primary or candidate key from each 
table. 

1210 Algorithm: SIMPLIFIED-DUPLICATE-ELIMINATION 

1220 Purpose: Determine if duplicate elimination is unnecessary. 
1230 Inputs: predicates CR, Cs, CR,s; key constraints U(R), U(S), K(R), K(S); projection list A. 
1240 Output: Yes or No. 
1250 begin 
1260 - - Construct an FD-graph for the query's extended Cartesian product. 

28 As with the algorithms in Chapter 3, we assume a priori that each Where clause, if necessary, 
has been converted to conjunctive normal form. 
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1210 G - 0; 

1280 for each table ~ in the From clause ( the set { R, S}) do 

1290 G +- GU SIMPLIFIED-BASE-TABLE(T;); 

1300 od 

1310 - - Construct strict edges for search conditions in the Where clause. 

1320 Separate CR J\ Cs J\ CR.s J\ Tinto conjuncts: C' = P 1 J\ P2 J\ ... J\ Pn; 

1330 for each Pi EC' do 

1340 if P, contains an atomic condition not of Type 1 or Type 2 then delete Pi from C' 

1350 else if Pi contains a disjunctive clause then delete Pi from C' fi fi 

1360 od 

1370 for each conjunctive predicate Pi E C' do 

1380 - - Consider Type 1 conditions that equate an attribute to a constant. 

1390 if P, is a Type 1 condition (v = c) then 

1400 Construct vertex x(c) to represent the constant c; 

1410 V(G] - V(G] u x(c); 

1420 Colour(x(c)j +- Gray; 

1430 ~ullability(x(c)j ..... Definite; 

14-10 EF +- EF U (x(v), x(c)); 

1450 £F +- £FU (x(c), x(v)) 

1460 else 

14 70 - - Consider Type 2 conditions in Pi. 

1480 if Pi is a Type 2 condition ( v1 = v2) then 

1490 £F - £Fu (x(vi), x(v2)); 

1500 £F - £Fu (x(v2), x(vi)) 

1510 fl 

1520 fl 

1530 od 

1540 At +- DEPENDENCY-CLOSURE(G, A, r); 

1550 for each table T; E Q do 

1560 if any candidate Key((T;)) E At then continue 

1570 else 

1580 return No 

1590 fl 

1600 od 

1610 return Yes 

1620 end 
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8 ......... . 
e 
(a) Simplified FD-graph for S1.:PPLY. (b} Simplified FD-

graph for PART. 

(c) Simplified FD-graph for 

Select Distinct S.VendorID, S.SupplyCode, P.PartID, P.Description 
From Supply S, Part P 
Where P.PartID = S.PartID and S.VendorID = :Supplier-No. 

FIGURE 4 .1: Development of a simplified FD-graph for the query in Example 26. 
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EXAMPLE 27 

Suppose we are given the query of Example 26: 

Select Distinct S.VendorID, S.SupplyCode, P.PartID, P.Description 
From Supply S, Part P 
Where P.PartID = S.PartID and S.VendorID = :Supplier-No. 

Applying SIMPLIFIED-DUPLICATE-ELIMINATION to this query we can trace the following 
steps: 

Line 1290: The simplified FD-graphs for the base tables PART and SUPPLY are shown in 
Figure 4.1. The strict functional dependencies in each graph correspond to the pri­
mary keys of each table. The simplified FD-graph that represents the Cartesian prod­
uct of these two tables is the union of the vertices and edges of these two graphs. 

Line 1320: C' <==> S.VendorID = :Supplier-No/\ S.PartID = P.PartID I\T. 

Lines 1330-1360: C' is unchanged. 

Line 1410: Here a vertex representing the unknown constant in the host variable 
: Supplier-No is added to the graph, as are two strict edges between it and the 
vertex representing S. Vendor ID. 

Line 1480: At this point we add two other strict edges to the graph between the two 
existing vertices that represent S. Part ID and P. Part ID. At this point no further 
edges are to be added, and the resulting FD-graph is shown in Figure 4.l(c). 

Line 1540: Executing the DEPENDENCY-CLOSURE algorithm on the simplified FD-graph 
G, which embodies the set of strict functional dependencies r, yields Ajt = { 

S.VendorID, S.SupplyCode, P.PartID, P.Description, S.PartID }. 

Line 1560: Ajt contains both the primary key of PART (P.PartID) and the primary key 

of SUPPLY ( { S. Vendor ID, S. PartID } ); we proceed. 

Line 1610: Return Yes and stop. 

Since the algorithm returns Yes, we know that the Distinct clause in the query is un­
necessary. 
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I 4.3.2 j Proof of correctness 

Algorithm SIMPLIFIED-DUPLICATE-ELIMINATION tests a simpler, sufficient condition than 

that stated in Theorem 11; it ignores table constraints TR and Ts and considers only 
conjunctive, atomic equality conditions in the query's Where clause. Any Pi deleted on 

line 1340 weakens condition C, but C remains a sufficient condition for testing if dupli­
cate elimination is unneces.sary. Similarly, any Pi deleted on line 1350 removes conditions 
like 'X = 5 or X = 10,. Therefore, we need to show that the simplified condition 

V r, r' E Domain(R x S);V h E Domain(H): 

(for each Ki(R) : (r[Ki(R)] w r'[Ki(R)]) ===> r[o(R)] "' r'[o(R)])/\ 

(for each Ki(S) : (r[Ki(S)] w r'[Ki(S)]) ===> r[o(S)] w r'[a(S)])/\ 

LCn(r, h)J I\ LCR(r', h)J I\ LCs(r, h)j/\ 

LCs(r', h)J I\ LCR.s(r, h)J I\ LCR,s(r', h)J ===> 

[ (r[A] "' r'[A]) ~ 

(r[Key(R x S)] ::. r'[Key(R x S)])]} 

(4.2) 

where Ck, Cs, and Ck,s contain only atomic conditions using'=', is true when the al­
gorithm returns Yes. Assuming SIMPLIFIED-DUPLICATE-ELIMINATION returns Yes, con­
sider one iteration of the main loop starting on line 1370. Since line 1560 yields True (the 
primary keys of both Rand S occur in r+): then we know that the Key(R) o Key(S) 
is functionally determined from the result attributes: a derived functional dependency. 
This means that th€ consequent (r[A] "' r'[A]) ===> (r[Key(R x S)] ~ r'[Key(R x S)]) 
must be true. Since we assume that all key dependencies hold, and we considered only 
conjunctive components Pi E C' then the simplified condition must hold for C since 

Pi I\ P2 I\ ... I\ Pm ~ CR I\ Cs I\ CR,S· 

J 4.4 j Applications 

Our goal is to show how relational query optimizers can employ Theorem 11 to expand 
the space of possible execution strategies for a variety of queries. Once the optimizer iden­
tifies possible transformations, it can then choose the most appropriate strategy on the 

basis of its cost model. In this section, we identify four important query transformations: 
detection of unnecessary duplicate elimination, conversion of a subquery to a join, conver­
sion of set intersection to a subquery, and conversion of set difference to a subquery. Other 

researchers have described these query transformations elsewhere [74,157,212,230] but 
with relatively little formalism. Later, in Section 6.2, we show the applicability of these 
transformations in nonrelational environments. 
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I 4.4.1 I Unnecessary duplicate elimination 

\Ve believe that many queries contain unnecessary Distinct clauses, for two reasons. 
First, CASE tools often generate queries using 'generic' query templates. These templates 

specify Distinct as a conservative approach to handling duplicate rows. Second, some 
practitioners (71] encourage users to always specify Distinct, again as a conservative ap­
proach to simplify query semantics. We feel that recognizing redundant Distinct clauses 
is an important optimization, since it can avoid a costly sort. 

EXAMPLE 28 
Consider the following query which lists the vendor ID and part data for every part sup­
plied by a vendor with the name : VendorName: 

Select Distinct V.VendorID, P.PartID, P.Description, P.Qty 
From Supply S, Vendor V, Part P 
Where V.Name = :VendorName and V.VendorID = S.VendorID 

and S.PartID = P.PartID. 

This query satisfies the conditions in Theorem 11, and, consequently, Distinct in the 
Select clause is unnecessary. 

i 4.4.2 I Subquery to join 

A number of researchers over the years, including Kim (157], Ganski and Wong (101], 
Muralikrishna (211,212], Dayal (74], Pirahesh, Hellerstein, and Hasan (230], and Steen­
hagen, Apers, and Blanken (265] have studied the rewriting of correlated, positive exis­
tential subqueries as joins. Their rationale is to avoid processing the query with a naive 
nested-loop strategy. Instead, they convert the query to a join so that the optimizer can 
consider alternate join methods. 

The class of queries we consider corresponds to Type J nested queries in Kim's paper; 
however, we explicitly consider three-valued logic and duplicate rows. Pirahesh et al. con­
sider merging existential subquery blocks in Rule 7 of their suite of rewrite rules in the 
STARBURST query optimizer. We believe that it is worthwhile to analyze several subquery­
to-join transformations, particularly when duplicate rows are permitted. 

EXAMPLE 29 
Consider the correlated query 
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Select All Q.QuoteID, Q.Date, Q.QtyPrice 
From Quote Q 
Where Q . MinOrder > : Minimum-Qty and 

Exists (Select • 
From Part P 
Where Q.PartID = P.PartID and 

P.PartID = :Part-No) 
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which lists all part quotations for a given part (from all the part's suppliers) as long as 
the minimum order quantity in the quote is greater than the parameter 'Minimum-Qty 1 , 

which is a host variable. We claim that this query may be rewritten as 

Select All Q.QuoteID, Q.Date, Q.QtyPrice 
From Quote Q, Part P 
Where Q.MinOrder > :Minimum-Qty and 

Q.PartID = P.PartID and 
P.PartID = :Part-No 

since the conditions in the subquery block can, at most, identify a single tuple in the 
PART table for each candidate tuple in QUOTE. 

THEOREM 12 (SUBQUERY TO JOIN) 
Consider a nested query on tables R and S that contains a positive existential subquery 
block. Assume that R and S have at least one candidate key and the same preconditions 
for host variables, as described in Theorem 11, hold. Then the two expressions 

Q = 1iAu[AR](o-[CR /\ 3(o-[Cs /\ Cn.s](S))](R)) 

and 

are equivalent if and only if the following condition holds: 

V r E Domain(R); V h E Domain(H) : 

{ [ fTR(r)l /\ LCR(r, h)J] ~ 

[[Vs, s' E Domain(S): 

fTs(s)l /\ fTs(s')l/\ 

(for each Ki(S) : (s[Ki(S)] w s'[Ki(S)]) ~ s(o:(S)] w s'[o:(S)])/\ 

(for each Ui(S) : (l s(Ui(S)] = s'[Ui(S)] J) ~ s[o:(S)] ~ s'[o:(S)])/\ 

LCs(s,r,h)J /\ LCs(s',r,h)J /\ LCn,s(s,r,h)J /\ LCn,s(s',r,h)J] ~ 

(s[RowlD(S)] w s'(RowID(S)])]} 

(4.3) 
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PROOF (SUFFICIENCY). We assert that at most one tuple from Scan match the restric­

tion predicate Cs I\ CR,S if the condition in Theorem 12 holds. We prove this claim by 
contradiction; assume the condition in Theorem 12 holds, but the expressions Q and V 
are not equivalent. Then there must exist instances I(R) and I(S), a tuple ro E l(R), and 

(at least) two different tuples so, s0 E I(S) such that Cs(so, h), Cs(s0, h), CR.s(ro, so, h), 

and CR,s(ro, s0, h) are satisfied. Since all the antecedents in the condition hold, and the 
table and key constraints hold for every tuple in Domain(R x S), then so and s0 must 
agree on their key. However, if the two tuples so and s0 agree on their key, then they vi­
olate the candidate key constraint for S, a contradiction. 

We now argue that the semantics of Q and V are equivalent if at most one tuple from 
S matches each tuple from R. If the predicate Cs I\ CR.S in Q is false or unknown, then 
the existential predicate 3(a[Cs I\ CR,s](S)) must return false, and the tuple represented 
by ro cannot be part of the result. Otherwise, if Cs I\ CR,s is true then ro appears in 
the result. Similarly, for query V, any tuple ro that satisfies CR will join with at most 

one tuple so of S if the condition in Theorem 12 holds. If Cs I\ CR,S is false or unknown 
for the two tuples ro and so the restriction predicate is false; hence ro will not appear in 
the result. If Cs I\ CR.S is true then at most one tuple of S qualifies, and the extended 
Cartesian product produces only a single tuple from R. Therefore, if at most one tuple 
from S matches each tuple of R, then Q = V. □ 

PROOF (NECESSITY). Assume that for every valid instance of the database, the sub­
query block on S can match at most one tuple r of R but the condition in Theorem 12 
does not hold. To prove necessity, we must show we can construct valid instances I(R) 
and J(S) so that evaluating Q and Von those instances yields a different result. 

If the condition in Theorem 12 is false there must exist two different tuples so, s0 E 

Domain(S) and a tuple r 0 E Domain(R) such that the consequent (so[Key(S)] ~ 
s0[Key(S)]) is false, but its antecedents are true. The instance of S formed by tuples so 

and s0 is certainly valid, since it satisfies the table and uniqueness constraints for I(S). 

In turn, r 0 is a valid instance of R because it satisfies the constraints on R. Since ro satis­

fies the condition CR and since both so and So satisfy the restriction predicate Cs I\ CR,S, 
then Q yields one instance of r 0 in the result, but V yields two, a contradiction. We con­

clude that the condition in Theorem 12 is both necessary and sufficient. D 

At this point, we can make several observations. Trivially, if the subquery in Q in­

cludes more than one table so that the subquery involves an extended Cartesian product 
of, say, tables Sand W, we can extend Theorem 12 to include the corresponding condi­
tions of w· (similar to Theorem 11). Moreover, we observe that the two expressions 

Q = "Dist[AR](a[CR I\ 3(a[Cs I\ CR,s](S))](R)) 
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and 

are always equivalent, since duplicate elimination in the projection automatically ex­

cludes duplicate tuples obtained from the Cartesian product if more than one tuple in S 
matches the restriction predicate. This means that if we can alter the projection 1r All [AR] 
to "Dist [AR] without changing the query's semantics, then we can always convert a nested 
query to a join, as illustrated by the following example. 

EXAMPLE 30 
Consider the correlated query 

Select All V.VendorID, V.Name, V.Address 
From Vendor V 
Where Exists (Select • 

From Part P, Supply S, Quote Q 
Where P.PartID = S.PartID and V.VendorID = S.VendorID 

and Q.PartID = P.PartID and Q.VendorID = S.VendorID 
and Q.HinOrder < 500 and P.Qty > 1000) 

which lists all suppliers who supply at least one part that is significantly overstocked, 
but whose minimum order quantity has been less than 500. Note that the uniqueness 
condition does not hold on the subquery block since many quotes can exist for the same 
part sold by the same vendor. However, this query may be rewritten as 

Select Distinct V.VendorID, V.Name, V.Address 
From Vendor V, Part P, Supply S, Quote Q 
Where P.PartID = S.PartID and V.VendorID = S.VendorID 

and Q.PartID = P.PartID and Q.VendorID = S.VendorID 
and Q.Hin□rder < 500 and P.Qty > 1000 

since the uniqueness condition is satisfied for the outer query block (VendorID is the key 
of VENDOR). The optimizer converts the query to a join, disregards any columns from the 
other tables in the From clause, and then applies duplicate elimination that outputs only 
one VENDOR tuple for each unique VendorID in the Cartesian product. This observation 

leads to the following corollary: 

COROLLARY 3 (SUBQUERY TO DISTINCT JOIN) 

Consider a nested query on tables Rand S that contains a positive existential subquery 
block. Assume that R and S have at least one candidate key and the same preconditions 

for host variables, as described in Theorem 12, hold. Then the two expressions 
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and 

are equivalent if 1iAu[AR](o-[CR](R)) contains no duplicate rows. Duplicate elimination 

in the projection can be implemented through the use of tuple identifier(s) if suitable 
primary keys are either missing or are absent from the projection list [AR]-

Two additional, though perhaps straightforward, observations are noteworthy here. 
First, note that we can safely transform a Select Distinct to a Select All in any 
subquery that is involved in a set-oriented search condition (e.g. In, Any, All, Some). 
This is because the select list of any Exists subquery is of no consequence to its result, 
and can be replaced by a simple literal29 . \Ve cannot, however, safely ignore Distinct in 
a subquery that is part of a scalar theta-comparison, since the RDBMS must generate a 
run-time execution error if the subquery returns more than one row. 

Second, note that once all set-oriented predicates involving nested subqueries ( e.g. 
In, Any, All , Some) have been transformed to simple (correlated) Exists predicates 
we can always flatten nested SPJ queries into joins without the need for duplicate elimi­
nation as long as the query's outermost block is not involved-that is, i.he subquery be­
ing 'flattened' is itself contained within another subquery. This is (again) because these­
lect list of any Exists subquery is of no consequence to its result, so retaining duplicate 
tuples will not affect the result of any Exists predicate. 

Thus far we have proved the equivalence of nested queries and joins in a variety of sit­
uations. Commercial relational database systems exploit this equivalence to transform 
nested queries to joins whenever possible [230] so that their optimizers' join enumeration 
algorithms can try to construct a less expensive access plan. To our knowledge, no com­
mercial RDBI\IS performs the reverse transformation: rewriting a join as a subquery as a 
semantic transformation. Later, in Section 6.2, we consider this opposite case and show its 
potential as a semantic optimization in different database environments, including hier­
archical and object-oriented database systems. For now, we present examples where con­
verting an SQL query expression-specifically those involving Except or Intersect-into 

a nested query specification could lead to a cheaper access plan. 

29 In fact, the ANSI standard defines Exists subqueries in precisely this manner. 
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j 4.4.3 I Distinct intersection to subquery 

Typically, most relational query optimizers execute the Intersect operation by evaluat­
ing each operand, sorting each intermediate result if necessary, and merging the inputs. 
Recall that the semantics of Intersect requires ignoring duplicates and, more trouble­

some, equating two tuples if: 

• all non-Null columns are equal and 

• for each Null column, its counterpart in the other (derived) table is also Null. 

A subtle difficulty with the transformation of query expressions to nested query specifi­
cations arises because the equivalence of tuples, normally handled by a set operator that 
treats null values as equivalent, is now moved into a Where clause. Pirahesh et al. [230] 
do not handle this situation adequately in their paper (Rule 8); they transform a query 
without considering possibly Null keys. 

THEOREM 13 (DISTINCT INTERSECTION TO EXISTS) 

Consider a query expression that contains the set intersection operator on two tables R 
and S where R and S each have at least one candidate key. Either restriction predicate 
CR(R) or Cs(S) may contain host variables. Then the two expressions 

and 

where CR.S = /\~ 1 R[Ai] w S[Ai] are equivalent if the derived table r.Au[AR](cr[CR](R)) 

does not contain duplicate rows. 

PROOF. Omitted. D 

Recall that the semantics of R nDist S are to include a tuple from R iff it exists in 
S, and eliminate any duplicates in the result. If each result tuple from R is unique, then 
a tuple from rrAu[AR](cr[CR](R)) may appear in the final result if at least one matching 

tuple is found in 7rAu[As](u[Cs](S)). 

Observe that the predicate CR,S = /\~1 R[Ai] w S[Ai] can be expressed in SQL as 
(R. X Is Null and S. X Is Null) or R. X = S. X for each attribute X in the projection 

list (though a plain equijoin predicate will suffice for primary key columns, since a pri­
mary key is guaranteed not to contain any Null values). Using a primary key makes the 

transformation in Example 5 of reference [230] correct. 
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EXAMPLE 31 

As an example of Theorem 13, consider the SQL query expression 

Select All P. Part ID 
From Part P 
Where P.ClassCode = 'BX' 
Intersect 
Select All Q.PartID 
From Quote Q 

Where Q.MinOrder < 500 and Q.UnitPrice < 0.75 

which lists part numbers for those parts in part class ·sx· who have at least one quotation 
from any vendor where the unit price is less than $0. 75 and the minimum order quantity 
is less than 500. Since PartID is the key of PART, the derived table from PART cannot 
contain duplicate rows, and we may rewrite the query as 

Select All P. Part ID 
From Part P 
Where P.ClassCode = 'BX' and 

Exists( Select• 
From Quote Q 
Where Q.HinOrder < 500 and Q.UnitPricE < 0.75 and 

( Q.PartID = P.PartID or ( Q.PartID Is Null 
and P.PartID Is Null)) 

Obviously we can perform this transformation if either of the derived tables from PART 

or QUOTE have unique rows. Subsequent conversion of the Exists subquery to a join is 
possible [230] if the tests for Nulls are maintained30 . We can make two additional obser­
Yations: 

• \Ve now have a means of converting a nested query specification to a query expres­
sion involYing intersection, another possible execution strategy. 

• The semantics of Intersect and Intersect All are equivalent if at least one of 

the derived tables cannot produce duplicate rows. This leads to the following corol­

lary: 

30 Because the derived table from PART in Example 31 is a primary key column, and thus can 
never be Null, the test for null values in the transformed nested query is actually unnecessary. 
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COROLLARY 4 (ALL INTERSECTION TO EXISTS) 

Consider a query expression that contains the set operator Intersect All. Assume that 
R and S have at least one candidate key, and the same preconditions for host variables, 
as described in Theorem 11, hold. Then the two expressions 

Q = ii All[.4n](o-[Cn](R)) nAll Ti"Au[As](o-[Cs](S)) 

and 

V = ii All[An](o-[Cn I\ 3(o-[Cs /\ cR.sJ(S))](R)), 

where CR.sis defined as in Theorem 13 are equivalent if the expression 1rAu[ARJ(o-[Cn](R)) 
does not contain duplicate rows. Similarly, Q and V (modified by interchanging R and 
S) are equivalent if the query specification on S does not contain duplicate rows. 

j 4.4.4 I Set difference to subquery 

In a manner similar to the typical computation of set intersection, which sorts the two in­
puts and performs a merge, SQL's two set difference operators are typically processed 
by sorting the two operands and subsequently computing the difference of the two tu­
ple streams. However, the semantics of set difference offers a natural transformation to 
a nested query form containing a Not Exists predicate, which can offer additional op­
timization opportunities. Once again, we have to be careful about the possible existence 
of null values in order to ensure a correct result. 

EXAMPLE 32 
Consider the SQL query expression 

Select Distinct P .Part ID 
From Part P 
Where P.ClassCode = 'BX' 
Except All 

Select Distinct S.PartID 
From Supply S 

which lists part numbers for those parts in part class ·BX· that are not supplied by any 

supplier. Since PartID is the key of PART, the derived table from PART cannot contain 
duplicate rows, and we may rewrite the query as 



214 REWRITE OPTIMIZATION WITH FUNCTIONAL DEPENDENCIES 

Select All P. Part ID 
From Part P 
Where P.ClassCode = 'BX' and 

Not Exists( Select• 
From Supply S 
Where ( S.PartID = P.PartID or ( S.PartID Is Null 

and S.PartID Is Null)). 

Note that because Pa.rtID cannot be Null in either table, the disjunction that tests 

for Null can be omitted. Note as well that we may hereafter utilize Dayal's [74] tech­
niques to convert this negated Exists predicate into an outer join-more precisely, to a 
grouped query over an outer join with a Having clause containing the aggregate func­
tion Count (•)-which offers yet another syntactic form that could lead to a more effi­
cient access plan. 

Example 32 illustrates three separate transformations. The first is to rewrite the query 
expression involving Except All as a nested query. This is possible because the Distinct 

in the first query specification means that there cannot be any duplicate rows in the re­
sul t; hence in this case Except and Except all computes the identical result. To com­
pute the result utilizing the nested query, we need only verify that each qualifying PartID 

from PART does not exist in any row of SUPPLY. Second, note that the Distinct in the 
second query specification is unnecessary since we are implementing the semantics of 
Except-duplicate tuples in the subquery do not affect the output. Third, we can elim­
inate the Distinct from the outer block in the nested query since PartID is the key of 
PART and hence there cannot be duplicate parts in the output. 

l\fore formally, we state the equivalence of these two queries as follows: 

LEMMA 35 (EXCEPT ALL TO EXCEPT) 

Consider a query expression that contains the set difference operator on two tables R and 
S where Rand S each have at least one candidate key (an actual key or tuple identifier). 

Either restriction predicate CR(R) or Cs(S) may contain host variables. Then the two 
expressions 

Q = rr Au[AR](a[CR](R)) -Au 1rAu[As](o-[Cs](S)) 

and 

are equivalent iff the derived table 7rAll[AR](a[CR](R)) does not contain duplicate rows. 

PROOF. Straightforward from the definition of Except all. □ 
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THEOREM 14 (DISTINCT DIFFERENCE TO NOT EXISTS) 
Consider a query expression that contains the set difference operator on two tables R 
and S where R and S each have at least one candidate key. Either restriction predicate 

CR(R) or Cs(S) may contain host variables. Then the two expressions 

and 

V = rrAu[AR](a[CR I\ ,ll(o-[Cs I\ CR,s](S))](R)), 

where Cn,s = /\~ 1 R[Ai] :.1 S[Ad are equivalent if the derived table 1rA11[An](u[Cn](R)) 
does not contain duplicate rows. 

PROOF. Omitted. D 

J 4.5 I Related work 

Semantic transformation of SQL queries using our uniqueness condition is a form of seman­

tic query optimization (161]. Kim (157] originally suggested rewriting correlated, nested 
queries as joins to avoid nested-loop execution strategies. Subsequently, several researchers 
corrected and extended Kim's work, particularly in the aspects of grouping and aggrega­
tion [47, 74,101,155,211,212]. Much of the earlier work in semantic transformations ig­
nored SQL 's three-valued logic and the presence of Null values. To help better understand 
these problems, Negri, Pelagatti, and Sbattella (216] and von Biiltzingsloewen [288] de­
fined formal semantics for SQL using an extended relational calculus, although neither pa­
per tackled the problems of duplicates. A significant contribution of Negri et al. is their 
notion of query equivalence classes for syntactically different, yet semantically equiva­

lent, SQL queries. 

Several authors discuss the properties of derived functional dependencies in two-valued 
logic. Klug [162] studied the problem of derived strict dependencies in two-valued re­
lational algebra expressions with the operators projection, selection, restriction, cross­
product, union, and difference. His paper's main contributions were (1) the problem of 
determining the equivalence of two arbitrary relational expressions is undecidable, (2) 
the definition and proof of a transitive closure operator for strict functional dependen­

cies, and (3) an algorithm to derive all strict functional dependencies for an arbitrary ex­
pression, without set difference, and with a restricted order of algebraic operators. Maier 

[193] describes query modification techniques with respect to minimizing the number of 
rows in tableaux, which is equivalent to minimizing the number of joins in relational al­
gebra. Maier's chase computation uses functional and join dependencies to transform 
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tableaux. Darwen [70] reiterates Klug's work, and gives an exponential algorithm for gen­
erating derived strict functional dependencies. Darwen concentrates on deriving candi­
date keys for arbitrary algebraic expressions and their applications, notably view updata­
bility and join optimization. Ceri and Widom [48] discuss derived key dependencies with 

respect to updating materialized views. They define these dependencies in terms of an al­
gorithm for deducing bound columns, quite similar in purpose to our SIMPLIFIED-DUPLI­
CATE-ELIMINATION algorithm. In our approach, however, our formal proofs take into ac­

count other static constraints and explicitly handle the existence of Null values; our al­
gorithm is simply a sufficient condition for determining candidate keys. 

Pirahesh, Hellerstein, and Hasan [230] draw parallels between optimization of SQL 
subqueries in relational systems and the optimization of path queries in object-oriented 
systems. Their work in STARBURST focuses on rewriting complex Select statements as 
select-project-join queries. One of the query rewrite rules identifies when duplicate elim­
ination is not required, through isolation of two conditions: uniqueness, termed the ·one­
tuple-condition', and existence of a primary key in a projection list, termed the 'quantifier­
nodup-condition'. However, we feel that optimization opportunities may be lost upon 
their insistence that the STARBURST rewrite engine convert all queries, whenever possi­
ble, to joins. In contrast, we believe that converting joins to subqueries offers possibilities 
for optimization in nonrelational systems. We explore that possibility in Chapter 6. 

Bhargava, Goel and Iyer [32-34] extended the work described in this chapter and ap­
plied it to the optimization of (a) outer joins and (b) the set operators Union, Inter­
sect, and Except and their interaction with projections of query specifications that elim­
inate duplicates. Their research into outer join optimization covered (1) join elimination 
of an outer join in the presence of distinct projection, (2) simplifications of outer joins 
to inner joins, (3) discovery of a uniqueness condition for a query block containing (pos­
sibly nested) outer joins. Their approach to uniqueness conditions with respect to outer 
joins was based on key sets, and influenced our approach to the maintenance of lax de­
pendencies in FD-graphs. Some of their later work on set operations mirrors our own re­
search. which due to space constraints was omitted from publication [228]. 

j 4.6 I Concluding remarks 

We have formally proved the validity of a number of semantic query rewrite optimiza­
tions for a restricted set of SQL queries, and shown that these transformations can poten­
tially improve query performance in both relational and nonrelational database systems. 

Although testing the conditions for transformation is PSPACE-complete, our algorithm de­
tects a large subclass of queries for which the transformations are valid. Our approach 
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takes into account static constraints, as defined by the SQL2 standard, and explicitly han­
dles the 'semantic reefs' [155] referred to by Kiessling-duplicate rows and three-valued 
logic-which continue to complicate optimization strategies. 





[[] Tuple sequences and functional dependencies 

An obvious benefit of using an ordered data structure like a e+-tree in the implementa­

tion of a relational database system is that tuples may be retrieved in ascending or de­
scending secondary key sequence, which quite often matches the ordering of the result 
tuples desired by an application program. Indexes present one of the few opportunities 
for exploiting ordering since tuples in base tables are not typically maintained in key se­
quence (clustered indexes are one exception). In this chapter, we illustrate how we can 
exploit tuple sequences [2, 3) in optimizing queries over ANSI SQL relational databases. In 
addition to project-select-join queries we formally defined in Section 2.3, we will also look 
at the possibility of exploiting tuple sequences to compute the result of SQL query spec­
ifications containing Group by, and query expressions containing Union or Union all, 

Intersect or Intersect all, and Except or Except all. Throughout this section, for 
simplicity we assume that the domains of attributes involved in any query can be to­
tally ordered [103]. 

[[I] Possibilities for optimization 

EXAMPLE 33 

Consider the SQL query 

Select D.Name, E.Surname, E.GivenName, E.Phone 

From Division D, Employee E 
Where D.Name = E.DivName 
Order by E.Surname 

that lists information about each employee in the firm in ascending sequence by surname, 
using the manufacturing schema described in Appendix A. 

There are several possible ways to process the above query (see Figure 5.1). One pos­
sible access strategy, shown in Figure 5.l(a), is to perform a sort-merge join of the two 
tables over Name and Divname. Given the lack of any other restriction predicate, it may 

be necessary to first sort both the DIVISION and EMPLOYEE tables in their entirety, per­
form the merge join, and then sort the join 's output to satisfy the Order by clause. Sorts 

219 
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of the input relations could be avoided if there exist the appropriate indexes on each ta­
ble, though retrieving each tuple randomly through the index is likely to significantly in­
crease the cost of retrieval. 

A second possible strategy (b) is to perform an indexed nested-loop join with the 
DIVISION as the 'outer' table, and EMPLOYEE as the indexed •inner', assuming an index 
on the Divname attribute of EMPLOYEE. Conversely, strategy (c) reverses the join order 

and scans EMPLOYEE as the 'outer' table. In either case, however, we will need to sort 
the entire result to satisfy the query's Order by clause. However, suppose there exists 

an ascending index on Surname. Then a fourth possible strategy (d) is to scan the outer 
EMPLOYEE table by the index on Surname, and join each EMPLOYEE tuple with at most 
one from DIVISION as before. In this case a final sort of the result would be unnecessary, 
assuming that the nested-loop join implementation is order-preserving. 

The process of query optimization is responsible for analyzing these tradeoffs to de­
termine the cheapest access plan. Because every EMPLOYEE tuple will be in the result, 
the most efficient way to retrieve them is to perform a sequential scan. However. this ac­
cess strategy requires a final sort, so it may not be the cheapest overall. Furthermore, it 
is not possible to return any result tuples to the application until all the EMPLOYEE tu­
ples have been retrieved. 

Using strategy (d), though possibly more costly, avoids both of these problems. This 
strategy may be particularly appropriate if only a subset of the tuples in the result will 
actually be retrieved by the application [42-44]. But this strategy will not always be con­
sidered in a commercial database system. For example, the query optimizer in ORACLE 

Version 7 rejects outright such a strategy as too expensive [69]. ORACLE "';n exploit an in­
dex to satisfy an Order by clause only if there exists at least one restriction predicate on 
the index's secondary key (in this case, Surname). 

In this chapter, we are interested in how we can exploit "interesting orders' [247] of 
tuple sequences in a multiset relational model. Some opportunities are: 

Sort avoidance. A voiding an unnecessary sort can dramatically improve query execution 

time. The SQL language offers several possibilities where the analysis of a lexicographic 
tuple sequence can avoid an unnecessary sort. First, it may be possible to avoid a redun­

dant sort to satisfy a query's Order by clause. Second, a redundant sort can be avoided 
for one or both of the inputs to a merge join, which can provide a significant reduc­

tion in query execution time and buffer pool utilization [100,261]. A third example is to 
eliminate the need to materialize intermediate results during query processing. For in­

stance, we may be able to exploit the ordered nature of sequences for processing queries 
containing Distinct or Group by [92]. The elimination of a materialization step is im­
portant not only because it may take fewer resources to compute the query's result; it 
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FIGURE 5.1: Some possible physical access plans for Example 33. 
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also means that the database system can begin returning result tuples to the applica­
tion program at once, rather than after the computation of the entire (intermediate) re­
sult. This is a critical determination when a relational query optimizer attempts to opti­
mize a query for response time, as opposed to most commercial query optimizers' goal of 
minimizing resource consumption. 

A recent paper by Simmen, Shekita, and Malkemus [261] provides a framework for 
the analysis of tuple sequences to avoid redundant sorts. However their framework, which 
utilizes Darwen's [70] analysis of derived functional dependencies, lacks a solid theoretical 
foundation and one piece of analysis is missing: how to determine the lexicographic order 
of two or more relations involved in a nested-loop (or sort-merge) join. 

Scan factor reduction. Consider a nested-loop join with an indexed inner relation. With 
one or more suitable conditions in the query's Where clause, we can exploit the fact that 
the inner tuples are retrieved in sequence so that we can 'cut' the search as soon as a 
tuple is retrieved whose indexed attribute(s) is greater than the one desired. A similar 
technique can be used to compute the aggregate functions Max() and MinO. If a query 
specifies Min (X) and attribute X is indexed in ascending sequence, then under certain 
conditions the database need only retrieve the first non-null value in the index to compute 
Min(X). The situation with Max(X) is analogous. 

More accurate cost estimation. In any given strategy, it may be useful to know for pur­
poses other than joins if an intermediate result is ordered. For example, consider IBM s 
DB2/MVS that memoizes [202] the previously computed results of subqueries31 . If it can 
be determined that the correlation variables for the subquery are sorted (that is, they cor­
respond to the order in which the tuples of the outer query block are retrieved), then 
memoizing the subquery's result will not require more than a single row buffer: once a 
range of correlation values has been processed, the subquery will never again be exe­
cuted with those values. As another example, Yu and Meng [299, pp. 142-3] give an algo­
rithm for converting left-deep join strategies to bushy strategies in a multidatabase global 
query optimizer. Preserving the sortedness of each join means not only that the intro­

duction of additional sort nodes can be avoided, but estimating the cost of the bushy ac­
cess plan can be more efficient as the optimizer must re-estimate only a subset of the 

nodes in the transformed subtree. 

Sort introduction. Consider an indexed nested-loop join strategy to compute the join of 
two tables Rand S. If lookups on the indexed inner table (say S) are done using a sorted 

31 Guy 1\1. Lohman, IBM Almaden Laboratory, personal communication, 30 June 1996. 
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list of values, then it is likely that the join 's cost will be decreased since each index leaf 
page for table S will be referenced only once. If the index is a clustering index, then it is 
likely that each base table page of S will also be referenced only once. 

This examples illustrates the possibility of sort introduction to decrease the overall 
cost of an access plan. Moreover, it illustrates that there are more ways to exploit 'in­
teresting orders' than simply for the optimization of joins, Distinct, and Group by-a 

query optimizer can exploit the ordering of intermediate results in a myriad of ways. For 
example, an optimizer can: 

• push an interesting order down the algebraic expression tree to cheapen the execu­
tion cost of operators higher in the tree (also termed sort-ahead [261]); 

• in addition, modify the ordering requirement to include additional attributes to 
eliminate the need for an additional sort operation higher in the tree; 

• push down cardinality restrictions on the result (i.e. in the case of Select Top n 

queries) through order-preserving operations to restrict the size of intermediate re­
sults [44]. 

Such analysis, however, comes at a cost to the process of optimization [261]. Utilizing the 
sort order of a tuple stream means that an optimizer implemented with a classic dynamic 
programming algorithm [24 7] can no longer produce optimal access plans, since the choice 
of join strategy for a sub-plan may differ depending on the sort order of the strategy for 
an outer query block [100]. Hence dynamic programming optimizers, such as D82 s, use 
heuristics to guide the pruning of access strategies when exploiting sort order [261]. 

The topics covered in this chapter are as follows. After introducing some formalisms 
to describe order properties and interesting orders, we describe the infrastructure neces­
sary to exploit order properties in a query optimizer, with some ideas as to their imple­
mentation. Thirdly, we look at how various implementations of relational algebra opera­
tors affect the ordering of tuples, and how to exploit that order in query processing. We 
conclude the chapter with a summary of related work and some thoughts on future re­
search. 

j 5.2 I Formalisms for order properties 

\Ve begin by formally defining what we mean by an ordering of tuples in a multiset rela­

tional model with duplicates, null values, and three-valued logic. \Ve then restate some of 
the concepts developed by Simmen, Shekita, and Malkemus [261] and show how they cor­

respond to facets of lexicographic indexes previously described by Abiteboul and Gins­
burg [2, 3]. 
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DEFINITION 51 (TUPLE SEQUENCE) 

A sequence of m tuples r• = r1, r2, ···Tm defines an explicit ordering to the m tuples of 
the instance I ( R), which can denote an instance of either a base or derived table. While 

it is possible to define a factorial number of sequences for any (finite) instance, the notion 
of a tuple sequence is concerned with physical access, i.e. tuple r 1 is 'retrieved' prior to 
tuple r2. 

To consider ordering tuple sequences that can contain nullable attributes, we need 
to consider how to treat null values in terms of their lexicographic order. \Ve do so by 
following SQL2's treatment of null values, that is as a special value that we arbitrarily 
define as having a value less than any other value in its domain32 . 

DEFINITION 52 (ORDERING COMPARISON OF NULL VALUES) 
\Ve define the binary comparison operator < as follows. For the expression a < b: 

• if neither a nor bare Null then the operator returns the same (two-valued) truth 
value as a < b; 

• if a is Null and b is not, the result is true; 

• otherwise the result is false. 

DEFINITION 53 (ORDER PROPERTY) 
An order property, which we abbreviate OP, is an ordered list of n attributes, written 
OP(a1, a2, ···,an), taken from the set of attributes A~ o(I(R)), where I(R) can denote 
an instance of a base or derived relation. A sequence of m tuples r• = r1, r2, ···,Tm where 

r• = I(R) satisfies OP(a1, ···,an) if for all Ti, Tj E r• such that i < j, either 

2. there exists some k, where O $ k < n, such that ri[a1 • • • ak] w rj[a1 • • • ak] and 
w 

ri[ak+d < Tj[ak+d· 

32 In ANSI SQL the collating sequence of null values is implementation-defined. Sybase SQL Any­
\\·here and Adaptive Server Enterprise follow the above convention (less than). IBM s DB2 2.1 
and ORACLE Versions 6 and 7 implement the opposite: null values are defined as greater than 
every other value in each data type's domain. 
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Ordinarily n 2'.: 1; if n = 0 then any sequence of tuples trivially satisfies the order proir 
erty. Hence an order property33 is simply a dependency defined over a tuple sequence, 

precisely the meaning of a 'lexicographic index' described by Abiteboul and Ginsburg [3]. 

It is clear from this definition that if a tuple sequence satisfies OP(X, Y, Z) then it 

also satisfies OP(X, Y) and OP(X), thus forming a partial order (233). The coverage of 
this partial order .is precisely what Simmen et al. mean by 'covering' two or more order 
properties-that is, when a particular order property 'covers' two or more interesting or­
ders [261]. 

Our definition of order property is a generalization of Abiteboul and Ginsburg's lex­

icographic indexes [3]. Their formalism only considered total orders; each index was a 
unique index, and, consequently, also defined a candidate (possibly composite) key for 
its base relation. They also only considered key dependencies in their development of ax­
ioms for order properties. While key dependencies are important, we also consider derived 
functional dependencies to develop similar axioms for our definition of order properties. 

LEM.MA 36 (AUGMENTATION OF ORDER PROPERTIES) 

Suppose a sequence of tuples r• satisfies OP(x1, x2, • • ·, Xk, Xk+l, • • ·, xn)- If the functional 
dependency { x 1, ... , xk} - A holds for some subset of attributes A ~ o(R) then r• also 
satisfies OP(x1, x2, • • •, Xk, A. Xk+l, • • ·, Xn). We say that the order property is augmented 
by attribute A. 

PROOF. \Ve break x 1 through Xn into two subsets X = {x1,x2,···,xk} and Y = 
{xk+l, Xk+2, • • ·, xn}- Therefore r• satisfies OP(X, Y). Consider any two tuples ri, Tj E 

r• Ii< j. If ri[X] < r1[X] then ri[XA] < r1 [XA], so the two tuples are still in the cor­
rect sequence. Otherwise, if r• satisfies OP{X, Y) then ri(X] w rj[X]. However, if this 
is true then ri[X A] w r1 [X A] if the functional dependency X - A holds, so r• satis­

fies both OP(X, Y) and OP(X, A, Y). □ 

COROLLARY 5 (AUGMENTATION POSITION) 
Suppose the tuple sequence r• satisfies the order property OP(X) where X is the or­

dered list x 1, x 2, • • ·, Xk, Xk+l, • • ·, Xn and the functional dependency X' ----. A holds in 
R, where X' denotes some subset of X with highest subscript k. Then r• also satisfies 
any order property consisting of the concatenation of 

1. the subsequence X" = xi, x2, • • ·, Xk, and 

33 For simplicity and without loss of generality we have only considered the case of ascending 
order properties. 
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2. any subsequence consisting of the set Y = { x k+ 1, x k+ 2, • • • , Xn} U A such that the rel­
ative position of each Xi E Y is preserved-that is, A can appear anywhere within 

the subsequence Xk+l, Xk+2, • • ·, Xn . 

PROOF. If the dependency X' - A holds, by Armstrong's axioms we can trivially add 
any attribute to its determinant; hence {X' U Xk+l} --+ A also holds. Therefore we can 
add attribute A at any position in the order property after its determinant. Similarly, if 
T• satisfies OP(X, Y) then T* also satisfies OP(A, X, Y) if and only if the 'empty-headed' 

(70] functional dependency {} - A holds. In this case A can be added to the order 
property at any position in the list. D 

COROLLARY 6 (REDUCED ORDER PROPERTIES) 
Let T• denote a tuple sequence on a single table R. Then if r• satisfies OP(X, A, Y) then 
T* also satisfies OP(X, Y) if the functional dependency X - A holds in R. 

COROLLARY 7 (DUPLICATE ATTRIBUTES IN AN ORDER PROPERTY) 
Let r• denote a tuple sequence on a single table R. Then if T* satisfies OP(X, A, Y, Z) 
then T* also satisfies OP(X, A, Y, A, Z), since R satisfies the trivial dependency A --+ A. 

Finally, if it can be inferred that, for each tuple in the result, two attribute values 
are always equivalent-that is, X = Y so that we have X --+ Y A X --+ Y (see Sec­
tion 3.2.4)-then we can perform attribute substitution within an order property. 

LEl\11\.fA 37 (ATTRIBUTE SUBSTITUTION) 
Let T• represent a tuple sequence over a single table R. If T* satisfies OP(«;; X, Z) for 
every valid instance of R, then r• also satisfies OP(W, Y, Z) if and only if for any two 
tuples T, T

1 E T* we have (r[X] w r[Y]) A (T'[Y] w r'[X]). 

PROOF (SUFFICIENCY). If X and Y are ~-equivalent for each tuple in r• then we can 
substitute each X-value with each Y-value, and vice versa. Therefore T* trivially satisfies 
OP(lV, Y, Z) by substituting each X-value with its matching Y-value from the same tuple. 

D 

PROOF (NECESSITY). Assume that for every valid instance of the database T• satisfies 
both OP(lV, X, Z) and OP(W, Y, Z) but the attributes X and Y are not equivalent. We 
must shO\v that we can construct a valid instance of R so that T* satisfies OP(W, X, Z) 
but not OP(lV, Y, Z). 

Consider an instance l(R) of R consisting of two valid tuples To, To such that To(X] w 

To[Y], To[X] w T0[X] but T0[X] ~ r0[Y]. Let each attribute value W in each tuple be 
a constant; thus the tuple sequence T* = (To, r 0) satisfies OP(W, X). We can, however, 

select any value of Y for To as long as To[X] 1 To[Y]. Let ro(Y] < ro[X]. Then ro and To 
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constitute a valid instance of R, but r• does not satisfy OP(H1, Y), which it must satisfy to 
satisfy OP(l-V. Y, Z). Hence we conclude that the equivalence of X and Y is both necessary 
and sufficient. D 

I 5.2.1 I Axioms 

In summarizing the proofs above, we have the following axioms to use in reasoning about 
the interaction of order properties and functional dependencies: 

OP(X, Y) ~ OP(X, A, Y) 

OP(X, A, Y) =} OP(X, Y) 

OP(lF, X, Z) ~ OP(l-V, Y, Z) 

if X - A (augmentation), 

if X -- A (reduction), 

if X = Y (substitution). 

(5.1) 

(5.2) 

(5.3) 

Abiteboul and Ginsburg [3] define yet another axiom that shows how a combination 
of order properties can be satisfied by the same tuple sequence. This axiom, along with 
a.xioms 5.1 and 5.2, form a sound and complete basis for inferencing with (unique) lexi­
cographic indexes. \Vhile interesting from a theoretical standpoint, such a result does not 
assist in the problem of order optimization, since we cannot guarantee the satisfaction of 
two arbitrary order properties (other than satisfying prefixes of an order property) '"';th­
out a formal specification of the order dependencies that exist in the database [103]. Of 
much greater interest is how order properties hold in the context of derived relations. 

[IT] Implementing order optimization 

As described in Chapter 3, an execution strategy for an SQL query is made up of vari­
ous relational algebra operators that form a tree. Each 'node' in the tree represents an 
algebraic operator that takes as input one or two tuple sequences and outputs another se­
quence, which either constitutes the query's final result or an intermediate result used as 
an input sequence for another operator placed higher in the tree. So it is important to de­
termine how order properties are propagated through algebraic operator (sub)trees so as 
to determine the order property of each intermediate result in the strategy. Once the or­
der property of a tuple sequence generated by an operator subtree is known, a separate 
problem is to determine in what ways can this ordering be exploited during query pro­
cessing. 

DEFINITION 54 (INTERESTING ORDER) 

Selinger et al. [247] coined the phrase interesting order to denote a desired order prop­
erty that could lead to a more efficient access plan. Hence an interesting order is merely 



228 TUPLE SEQUENCES AND FUNCTIONAL DEPENDENCIES 

a specification for a desired order property, and can be defined in the same way. An in­
teresting order, abbrev;ated IO, over an instance l(R) of relation R is an ordered list of 

n attributes, written 1o(a1, a2, ···,an), taken from the set of attributes A s;;; o(R). Ordi­
narily n 2: 1; if n = 0 then there is no sort requirement to be satisfied. 

Lemmas 36 and 37 provide the basic axioms to manipulate order properties so that 
one can determine if the •interesting order' desired is satisfied by a tuple sequence. 

A critical aspect of order property analysis is the reduction of an order property into 
its canonical form [261]. Reducing order properties and interesting orders serves two pur­
poses: it expands the space of the number of other order properties that can cover it, 
and if a sort is required the reduced version of an interesting order gives the minimal set 
of sorting columns. Lemma 36 formally proves the basis for the algorithms ·reduce or­
der', 'test order', and 'cover order' in reference [261]. 

In Chapter 3 we described a data structure (an FD-graph) and an algorithm to 
keep track of derived functional dependencies and attribute equivalences that propa­
gate through the query's algebraic expression tree. With this information, we can apply 
the axioms previously described to manipulate order properties to determine the cover­
age of any specific order property. To e.xploit the various possibilities of order optimiza­
tion, a query optimizer must keep track of the following for each tuple sequence: 

l. the order property satisfied by the sequence in its canonical (reduced) form. An or­
der property's canonical form is an order property stripped of any redundancies, 
either duplicate attributes or attributes whose order is implied by (derived) func­
tional dependencies. This is the major distinction between Abiteboul and Gins­
burg's work [3] and that of Simmen et al. from IBM Almaden [261]: Abiteboul and 
Ginsberg consider only functional dependencies that hold for every database in­
stance, whereas Simmen et al. consider not only functional dependencies implied 
by the database schema but derived dependencies as well. 

2. a set of (derived) functional dependencies. By generating and maintaining a set of 
functional dependencies that hold for a given relational operator, it is possible to 

augment a canonical order property using these dependencies in order to determine 

if an interesting order is satisfied. 

3. a set of attribute equivalences. As with functional dependencies, the optimizer can 
use the equivalences of attributes to augment an order property or substitute one 

attribute for another within an order property. 
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l 5.4 I Order properties and relational algebra 

In Section 5.1 we briefly described the situations in which we can exploit the order na­
ture of sequences to speed query processing. Sort avoidance is an obvious application of 
order properties; if a query's Order by clause (an 'interesting order') coincides with the 
order property satisfied by the tuple sequence constituting the result, then a sort of the fi­
nal result is unnecessary. In query optimization we are interested in how properties of the 
database, and even properties of the given database instance, can be exploited to speed 
query execution. In particular, we can use query predicates to determine what functional 
dependencies hold in any intermediate result, and then attempt to match the order prop­
erty of the result with the interesting order required by the query itself, or subsequent 
physical algebra operators higher in the expression tree. 

A note of caution: while we describe the affects of relational algebra operators on or­
der properties, it should be obvious that not all implementations of these operators prop­
agate order properties in the same way. For example, most implementations of both hash­
join [41] and block nested-loop join [1.56] do not preserve the sequence of their inputs. 
Consequently, we assume in what follows that the implementation of each relational alge­
bra operator is 'order preserving'. \Vhere applicable, we give examples of order-preserving 
implementations of these algorithms to illustrate that orderings can indeed be preserved. 
\Ve note, however, that there are substantially more sophisticated implementations of 
these algebraic operators in commercial database systems that are beyond the scope of 
this thesis. We refer the interested reader to two surveys on the subject [107,203]. 

j 5.4.1 I Projection 

From the definition of an order property (Definition 53) we know that if a given tuple 
sequence satisfies a composite order property, say OP(X, Y, Z) then it trivially satisfies 
any prefix of that property, say OP(X, Y). 

THEOREM 15 (PROJECTION) 

Suppose the order property OP(x1, • • •, Xn), which has been reduced to its canonical 
form, is satisfied by an arbitrary tuple sequence. Then after a projection (with or with­

out duplicate elimination) that preserves x 1 , x2, • • ·, Xj-l but eliminates Xj the prefix 

OP(x1, • • ·, Xj-1) holds and cannot be extended to include any of Xj, Xj+I, • • ·, Xn- If j is 
1 then the order property becomes empty OP(0), that is, the tuple sequence cannot be 

guaranteed to satisfy any order property. 

PROOF. Obvious. D 
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Projection is an excellent example of the need to first reduce an order property to its 
canonical form. For example, projecting away a given column from the result may in fact 

have no effect on the sequence's order property if that column is functionally determined 
by higher-order attributes. Projection may also permit the augmentation of the reduced 
order property so that a larger (longer) order property can cover it [261]. 

As an aside, some relational systems such as Sybase SQL Anywhere extend the SQL2 

standard and permit an Order by clause to reference columns or derived columns that 
do not appear in the query's Select list. The way in which this can be handled (with re­
spect to projection) is to interpret the query's Select list as the union of those attributes 
that actually appear in the Select list "';th those attributes in the Order by clause. The 
above lemma can still be used to determine the order property of the result of a projec­
tion in this case. 

See Section 5.4.6 for a discussion on order properties and duplicate elimination. 

j 5.4.2 I Restriction 

The algorithms used by Simmen, Shekita, and Malkemus [261] to determine the order 
properties of derived relations use the presence of equivalence conditions in the query's 
Where clause to infer functional dependencies for that database instance that can be used 
to reduce an OP to its 'canonical' (reduced) form. \Vhile equivalence operators do provide 
opportunities for reduction, we can also utilize table or column constraints, candidate or 
primary keys, and any other query predicates to infer which OP holds. 

THEOREM 16 (RESTRICTION PREDICATES AND ORDER PROPERTIES) 

Consider a query involving only restriction on a single table R consisting of at least 3 
attributes X, A, Y. The restriction predicate Cn may contain expressions that include 
host variables: we denote this set of input parameters by h. Thus we identify the test of 
a restriction predicate, which includes host variables, on tuple r of R with the notation 

CR ( r, h). Then if the expression 

represents a sequence of tuples that satisfies OP(X, Y) then Q also satisfies OP(X, A, Y) 
if the following condition holds: 

V r, r' E Domain(R);V h E Domain(H) : 

{ [ rTR(r)l /\ rTR(r')lA 

(for each Ki(R) : (r[Ki(R)] w r'[Ki(R)]) => r[o(R)] w r'[o(R)])A 

(for each Ui(R) : (L r[Ui(R)] = r'[Ui(R)] J) => r[o(R)] w r'[o(R)])/\ 

(5.4) 
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L CR(r, h)J I\ L CR(r', h)J /\ 

(r[X] w r'[X])] ~ (r[A] w r'[A])} 

PROOF. Follows directly from Lemma 36. □ 

The satisfaction of the condition in Theorem 16 permits an optimizer some 'degrees of 
freedom' in trying to determine if an order property satisfies an interesting order. An in­
dependent but related problem is the analysis of the predicates in a query's Where clause 
to determine if indexed retrieval of a base or derived table is beneficial. Two such tech­
niques are index union and intersection [207] that merge sets of row identifiers (RIDs) from 

two or more indexes. The result of the merge is a sorted list of RIDS used to probe the 
underlying table; hence the tuple sequence fails to satisfy any order property that corre­
sponds to any syntactic component of the original SQL statement. However, RIDs can act 
as surrogate data values (in fact, primary keys) in a variety of situations and many com­
mercial system employ physical algebra operators that utilize sorted RIDS for efficient pro­
cessing. 

I 5.4.3 j Inner join 

Consider an inner join between two tables R and S. If we restrict the physical inner join 
operator to order-preserving implementations of either sort-merge or nested-loop join. 
then it is easy to see that if the tuple sequence r• of R satisfies OP(X, Y, Z) then the 
derived table consisting of the inner join of Rand S also satisfies OP(X, Y, Z) regardless 
of the characteristics of the tuple sequences• of S [261]. Of more interest is when we can 
augment the order property satisfied by R with that of S when joining Rand S. 

i 5.4.3.1 j Nested-loop inner join 

EXAl'v!PLE 34 

Consider the following SQL query: 

Select D.Location, D.Name, E.EmpID, E.Surname, E.GivenName 
From Division D, Employee E 
Where D.Name = E.DivName 
Order by D.Location, E.EmpID 

that lists information about each employee in the firm in ascending sequence by employee 
ID within division location. The nested-loop strategy illustrated in Figure 5.2 will not 

return the correct order of results for every instance of the database. This is because the 
Location attribute is not unique. It is possible that a database instance will have two 

divisions with identical locations and with different (but overlapping) sets of employee 
identifiers-so the result of the join may not be in the desired ascending sequence. This 
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FIGURE 5.2: Erroneous nested-loop strategy for Example 34. 

situation raises the following question: under what conditions can we guarantee that the 
result is properly ordered without sorting? 

Algorithm 1 describes a straightforward implementation of nested-loop join that is 
order-preserving. It is easy to see that with this algorithm the output of the join satis­
fies the order property of the ·outer' table R, since each tuple of R is accessed in order 
only once. \Ve wish to show that we can augment the order property of the result with at­
tributes of S if certain conditions hold. Without loss of generality, assume that R repre­
sents the 'outer· table, and 5 the 'inner'. 

THEOREM 17 (NESTED LOOP INNER JOIN) 

Consider a query involving the nested-loop inner join of two tables R and S. Assume the 
nested loop join is implemented using simple tuple-iteration semantics ( e.g. the join does 
not perform bulk operations on groups of tuples) and is order preserving on the tuple 
sequences r• of R and s• of S ( see Algorithm 1). Each of the restriction predicates in the 

query CR, Cs and CR.S may contain expressions that include host variables. If the tuple 
sequencer• of R satisfies OP(X) and the tuple sequences• of S satisfies OP(Y), then the 

expression 

Q = a[CR I\ Cs I\ CR.s](R x S), 
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1630 Algorithm: Order-preseroing nested-loop inner join. 
1631 Inputs: join predicate CR_s; tuple sequences r• and s•. 
1632 Output: the ordered result u[CR.sl(R x S). 
1633 begin 
1634 r-ri; 

1635 while r # EOF do 
1636 s - first tuple of s• such that L CR,s J is true; 
1637 while s # EOF and L CR.s J is true do 
1638 output the tuple (r, s) to the result: 
1639 s - next tuple after s of s· 
1640 od; 
1641 r - next tuple after r of r• 

• 1642 od 
1643 end 

ALGORITHM 1: Basic order-preserving nested-loop join algorithm. 
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which represents the sequence of tuples q* returned by the nested-loop join of Rand S, 
satisfies OP(X, Y) if the following condition holds: 

'ef q,q' E Domain(R x S);'ef h E Domain(H): 

{ [ fTR(q)l /\ fTn(q')l /\ fTs(q)l "fTs(q')l/\ 

(for each Ki(R) : (q[Ki(R)] w q'[Ki(R)]) ===> q[o(R)] w q'[o(R)])/\ 

(for eachUi(R): (lq[Ui(R)] = q'[Ui(R)]J) ===> q[o(R)] w q'[o(R)])/\ 

(for each Kj(S) : (q[Kj(S)] w q'[Kj(S)]) ===> q[o(S)] w q'[o(S)])/\ 

(for each Ui(S) : ( L q[Uj(S)] = q'[Kj(S)] J) ===> q(o(S)] w q'[o(S)])/\ 

LCn(q, h)J /\ LCn(q', h)J I\ L Cs(q, h)J /\ 

LC s ( q', h) J /\ LC R,S ( q' h) J /\ LC R.S ( q'' h) J l ===> 

[ (q[X] ~ q'[X]) ==> 

[ (q[Y] w q'[Y])v 

('ef r, r' E Domain(R) : 

q[X] w r[X] /\ q'(X] w r'[X] /\ r[X] w r'[X] ==> 

r[RowlD(R)] = r'[RowlD(R)])]]} 

(5.5) 

PROOF. If the condition holds then for any two tuples r, r' in the result either the func­

tional dependency X - Y holds, or the (possibly composite) attribute values of r[X] 
and r'[X] are unique in R. If the former case, then we have a simple case of augmentation, 
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so the theorem holds by Lemma 36. We now consider the latter case: where X uniquely 
identifies the two tuples of R. R is specified as the outer relation, hence we are guaran­

teed that q" satisfies OP(X). Since s" satisfies OP(Y), then any tuples from S that join 
with a single tuple from R will satisfy OP(Y). Since the X attributes are unique, then 
for tuples ri, ri E r* 

fies OP(X, Y). 

w I i < j we have ri[X] < rj[X]. Therefore we conclude that q* satis-
0 

The condition in Theorem 1 i must hold for each pair of tuples in the sequence r*, 
which can be difficult to test on a tuple-by-tuple basis for any instance of the database. 
Since the conditions are quantified Boolean expressions, the test is equivalent to decid­
ing if the expression is satisfiable, which in general is PSPACE-complete (102, pp. 171-2]. 
Instead, an easier test that constitutes a sufficient condition is to determine whether or 
not the set of attributes X form a candidate key of R, or if the functional dependency 
X - Y holds in the result for any instance of the database. As with the algorithms in 
Chapter 4, assuming that we have an FD-graph G representing the constraints that hold 
in Q. testing the result of DEPENDENCY-CLOSURE(G, X, r) will provide the desired an­
swer. Also note that the theorem holds for not only nested-loop equijoins, but for any ar­
bitrary join condition on Rand S. 

LEl\li\lA 38 (NESTED-LOOP INNER JOIN WITH COVERED JOIN ATTRIBUTES) 
The condition in Theorem 17 is necessary if the attributes from R involved in the join 
condition are a subset of those attributes in X, that is <iR(CR.s) ~ X. 

PROOF. Assume that q* satisfies OP(X, Y) but the condition in Theorem 17 does not 
hold-that is, the attribute set X is neither a candidate key of R nor does the functional 
dependency X - Y hold for any two tuples in Q. If so, then there must exist at least 
two tuples ri, ri in R such that ri[X] w rj[XJ. Let the subset of the attributes of X that 
are referenced in the join condition be denoted as J; hence J ~ X. Then ri(J] w ri[J]. It 
follows that if tuple ri from R is present in Q then tuple ri will join with the same tuples 
of S and will also be in the result. Furthermore, since the condition in Theorem 1 7 does 
not hold, we know that for those tuples in Q that stem from tuples ri and ri in R the Y 
values are unequal; hence these two tuples of Reach joined with at least two tuples of S, 
and there exists at least four tuples in the result that stem from ri and ri. 

Consider now the (at least) four tuples in Q that stem from ri and ri. There must be 
an even number of tuples since ri and ri joined with the identical tuples of S. Assume 

that in r* tuple ri appears before ri. Then regardless as to which tuples of Sare joined, 
there is no way for the order property OP(X, Y) to be satisfied since the X values are 
equal, but the Y values are not; a contradiction. Hence we conclude that the condition 

in Th~orem 17 is both necessary and sufficient if o:R(Cn.s) ~ X. □ 
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1644 Algorithm: Order-preseroing sort-merge inner equijoin. 

1645 Inputs: equijoin predicate CR.s; tuple sequences r" and s". 
1646 Output: the ordered result o-[CR.s](R x S). 
1647 begin 

1648 r - ri; 

1649 s - si; 
1650 g - s; 

1651 while r I EOF and s # EOF do 

1652 while r I EOF and r[oR(CR.s)] < g[os(CR.s)] do 

1653 r - next tuple after r of r" 
1654 od: 

1655 while g I EOF and g[os(CR.s)] < r[oR(CR.s)] do 

1656 g - next tuple after g of s" 

1657 od; 

1658 while r I EOF and Lr[oR(CR.s)] = g[os(CR.s)]J do 

1659 s - g; 

1660 while s I EOF and s[as(CR.s)] = r[oR(CR.s)] do 

1661 output the tuple (r, s) to the result: 
1662 s - next tuple afters of s" 

1663 od 

1664 r - next tuple after r of r" 
1665 od 

1666 g - s 
1667 od 

1668 end 
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ALGORITHM 2: A straightforward implementation of sort-merge inner equijoin that pre­
serves the ordering of both input sequences, taken from Ramakrishnan (232, pp. 292]. 

I 5.4.3.2 I Sort-merge inner join 

Sort-merge join relies on both inputs being sorted on the attribute(s) being joined (see 
Algorithm 2). Hence the attributes involved in the equijoin condition must constitute the 
prefix of the order properties of both inputs. However, each input sequence may satisfy a 
longer order property that covers the one necessary to perform the join. 

THEOREM 18 (SORT-MERGE INNER EQtJIJOIN) 

Consider a query involving the sort-merge inner equijoin of two tables Rand S. Assume 
the sort-merge inner join implementation is order preserving on both tuple sequences r* 

of R and s* of S (see Algorithm 2). The join predicate CR.S may contain only equality 
conditions; each of the other restriction predicates in the query (CR and Cs) may contain 
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expressions that include host variables. If the tuple sequencer• of R satisfies OP(JR, X) 

and the tuple sequence s• of S satisfies OP(Js, Y) such that CR.S constitutes equality 
conditions between corresponding attributes in JR and Js, then the expression 

Q = o-[CR /\Cs/\ CR.s](R x S) 

which represents the sequence of tuples q• returned by the sort-merge inner join of R and 
S, satisfies OP(JR, X, Y) and, via axiom 5.3, also OP(Js, X, Y), if and only if the following 
condition holds: 

'v' q. q' E Domain(R x S); 'if h E Domain(H) : 

{ [ fTR(q)l I\ fTR(q')l I\ fTs(q)l I\ rrs(q')l/\ 

(for each Ki(R) : (q[Ki(R)] w q'[Ki(R)]) ~ q[o(R)] w q'[o(R)])t\ 

(for each Ui(R) : ( L q[Ui(R)] = q'[Ui(R)] J) ~ q(o(R)] w q'[o(R)])t\ 

(for each Kj(S) : (q[Kj(S)] w q'[Kj(S)]) ~ q[o(S)] c..: q'[o(S)])/\ 

(for each Uj(S) : (l q[Uj(S)] = q'[Kj(S)] J) ~ q(o(S)] w q'[o(S)])/\ 

L CR(q, h)j A L CR(q', h)J I\ L Cs(q, h)j I\ 

LCs(q', h)J I\ LCR.s(q, h)J I\ LCR.s(q', h)J] ~ 

[(q[JR,X] ~ q'[JR,X]) ~ 

[ (q[Y] w q'[Y])v 

(V r, r' E Domain(R) : 

q[JR] ~ r[JR] /\ q'[JR] w r'[JR] /\ r[JR] ~ r'[Jn] ==> 

r[RowlD(R)] = r'[RowID(R)])]]} 

(5.6) 

PROOF. The proof for sort-merge join is similar to the proofs of Theorem 17 and Corol­
lary 38. If the condition does not hold, then it is possible that the existence of two or 
more tuples in R with identical values for the set of join attributes JR will cause the al­

gorithm to re-process the same tuples of S, and hence the ordered attributes of Y will re­
peat, breaking the sequence. D 

I 5.4.3.3 I Applications 

If the conditions in Theorems 17 and 18 hold then an optimizer can use this information 

to choose an access plan for a class of SPJ queries that does not require an additional sort 
of the final result. 
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EXAMPLE 35 (SORT AVOIDANCE AND INNER JOINS) 

The SQL query: 

Select Q.PartID, Q.UnitPrice, Q.MinOrder, S.VendorID, S.SupplyCode 
From Quote Q, Supply S 
Where Q.PartID = S.PartID and Q.VendorID = S.VendorID 

and S.Rating = 'A' 
Order by Q.PartID, S.VendorID, S.SupplyCode 
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that lists part quotations for vendors ~;th an 'A. supply rating for that part. The query's 

predicates enable a query optimizer to substitute S. Vendor ID with Q. Vendor ID and 
S. Part ID with Q. Part ID. That, combined with the fact that the functional dependency 

{ S. Vendor ID, S. Part ID} -- S. SupplyCode holds means that the optimizer can choose 
an access plan that does not require an explicit sort of the entire result. A possible strat­
egy is to perform an index scan on the QUOTE table by VendorID within PartID, and 
subsequently perform a nested-loop index join or sort-merge join with the SUPPLY ta­
ble on those two attributes. It is unnecessary to consider the SupplyCode attribute since 
it is functionally determined by the key of SUPPLY. 

Even though such a strategy may involve an index scan of the outer relation, it may 
still be cheaper than alternative strategies if the number of tuples fetched by the appli­
cation is small. It also has the advantage of accessing the SUPPLY table in primary key 
sequence, which should reduce the amount of 1/0 to retrieve tuples from that table. 

Another application of this analysis is in the optimization of disjunctive predicates in 
queries which, in fact, do not necessarily contain a join at all. 

EXAMPLE 36 (ORDERED INDEX SCAN) 

Consider the following SQL query: 

Select * 
From Employee E 
Where E.EmpID in ( 100, 115, ... , 1230) 

Order by E.EmpID 

that lists employee information for each employee in the list. This type of In predicate is 
ubiquitous in production applications. l\·loreover, in our experience it is not uncommon to 
see SQL statements containing In lists of hundreds, even thousands, of values, the result 
of the widespread use of ad-hoc query tools that generate SQL statements. 

One possible way of rewriting this query is a join of EMPLOYEE with the single-column 

relation made up of the distinct elements of the list. If we denote this relation as TEMP 

with column EmpID then the rewritten query is 
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Select E.• 
From Employee E, Temp T 
Where E.EmpID = T.EmpID 
Order by E.EmpID. 

Consider a nested-loop join strategy for this query. If EMPLOYEE is the outer table, then 
we can only satisfy the query's Order by clause by either (1) sorting the entire result or 

(2) performing an index scan on EMPLOYEE by EmpID. However, if the EmpID attribute in 
the EMPLOYEE table is indexed, then it may be preferable to don probes into EMPLOYEE 

to compute the result set, where n is the number of elements in the list. Note however 
that duplicate elements in the In list must be removed to preserve the query's semantics. 
If we chose to eliminate those duplicate elements through sorting, then a nested-loop join 
with TEMP as the outer table may be a cost-effective strategy, and furthermore satisfies 
the condition in Theorem 17, avoiding a sort of the final result. 

j 5.4.4 I Left outer join 

In terms of order properties, order-preserving implementations of outer joins work in 
much the same way as inner joins. We first consider nested-loop implementations of left­
outer joins. Note that the cases for right-outer joins are equivalent since the two opera­
tions are symmetric. 

j 5.4.4.1 I Nested-loop left outer join 

Consider the left outer join of table Rand S, i.e. R J!..... Son some On condition p, com­
puted by the nested-loop left outer join algorithm in Algorithm 3. If the tuple sequencer• 
of R satisfies some order property OP(X, Y, Z) then it is easy to see that the derived ta­
ble consisting of the left outer join of R and S also satisfies OP(X, Y, Z) since each tuple 
of R (the preserved side of the outer join) is retrieved only once in sequence. As with in­
ner join. we can augment the order property satisfied by r• with the order property sat­
isfied by s• if certain conditions hold. 

THEOREM 19 (NESTED LOOP LEFT OUTER JOIN) 

Consider a query involving the nested-loop outer join of two tables Rand S. Assume the 
nested loop outer join is implemented using simple tuple-iteration semantics (e.g. the join 
does not perform bulk operations on groups of tuples) and is order preserving on both 
tuple sequences r• of Rands• of S. Each of the restriction predicates in the query CR, Cs 
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and C R.S may contain expressions that include host variables. If the tuple sequence r• of 
R satisfies OP(X) and the tuple sequences• of S satisfies OPCY), then the expression34 

Q = o-[Cn](R ...!!..... o-[Cs]CS)) where p = Cn.s, 

which represents the sequence of tuples q• returned by the nested-loop outer join of R 
and S, satisfies oPCX, Y) if the following condition holds: 

V h E Domain(H): 

V q, q' E DomainCR ...I!...... S) : 

{ [ fTn(q)l I\ fTR(q')l A fTs(q)l I\ fTs(q')ll\ 

(for each Ki(R) : (q[KiCR)] w q'[KiCR)]) ~ q[o:(R)] w q'[o:CR)j)A 

(for each Ui(R): CL q[Ui(R)] = q'[UiCR)] J) ~ q[o:CR)] w q'[o:CR)])I\ 

(for each Kj(S) : Cq[KiCS)] w q'[KiCS)]) ~ q[o:(S)] w q'[o:CS)j)A 

(for each Ui(S): CL q[Uj(S)] = q'[KiCS)] J) ~ q[o:CS)] "" q'[o:(S)j)A 

LCn(q, h)J I\ LCR(q', h)JI\ 

Cfq[o:(S)]l v LCsCq,h)J) t\ (fq'[o:(S)]l v LCs(q',h)J)/\ 

( r q(o:(S)]l V LCn.s(q, h)J) t\ ( r q'[o:(S)]l V L CR.s(q', h)J)] => 

[ (q[X] ~ q'[X]) => 

[ (q[Y] ~ q'[Y])v 

('i r, r' E Domain(R) : 

q[X] ~ r[X] I\ q'[X] ~ r'[X] I\ r[X] ~ r'[X] 

~ r[RowlD(R)] = r'[RowlD(R)])]]} 

(5.8) 

PROOF. If the condition holds then for any two tuples r, r' in the result either the func­
tional dependency X - Y holds, or the (possibly composite) attribute values of r[X] 
and r'[X] are unique in R. If the former case, then we have a simple case of augmentation, 
so the theorem holds by Lemma 36. We now consider the latter case: where X uniquely 
identifies the two tuples of R. R is specified as the outer relation, hence we are guaran­
teed that q* satisfies OP(X). Since s* satisfies OP(Y), then any tuples from S that join 

34 To simplify the theorem, we assume that any portion of the On condition that solely refers to 
a(S) is pushed down the physical algebra expression tree by the identity (98, pp. 50]: 

if oCP2) ~ o(S). (5.7) 

This ensures that any two tuples from the preserved side of the join with the same values 
of the join attribute(s) will join (or not) with the same set of tuples of S. 
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Algorithm: Order-preseroing nested-loop left-cuter join. 
Inputs: outer join predicate CR.s; tuple sequences r" and s". 
Output: the ordered result R-!:... S where p = CR.S· 
begin 

r - ri; 
while r i= EOF do 

s - first tuple of s• such that L CR.s J is true; 
ifs= EOF then 

output the tuple (r, NULL) to the result 
else 

while s i= EOF and LC R.s J is true do 
output the tuple (r, s) to the result: 
s - next tuple after s of s" 

od 
fi; 

r +- nex-t tuple after r of r" 
od 

end 

ALGORITHM 3: Basic order-preserving nested-loop left outer join. 

with a single tuple from R will satisfy OP(Y). Since the X attributes are unique, then 

for tuples ri, rj E r• I i < j we have ri[X] < rJ[X]. Therefore we conclude that q• satis­
fies OP(X, Y). □ 

In practice, the dependency X - Y will only hold when the left outer join 's On 
condition contains the single equality condition X = Y, because the presence of any other 
condition can affect whether or not a specific tuple from R 'matches' a tuple from S, 
and if not, the output contains that tuple of R combined with an all-Null row, violating 

the dependency (see Section 3.2.9). Hence for conjunctive On conditions the condition in 

Theorem 19 will hold only if the attributes in X constitute a candidate key of R. 

j 5.4.4.2 j Sort-merge left outer join 

THEOREM 20 (SORT-MERGE LEFT OUTER JOIN) 

Consider a query involving the sort-merge outer join of two tables Rand S. Assume the 

sort-merge outer join implementation is order preserving on both tuple sequences r* of R 
ands* of S. Each of the restriction predicates in the query Cn, Cs and Cn,s may contain 

expressions that include host variables. If the tuple sequencer• of R satisfies OP(Jn, X) 
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and the tuple sequence s• of S satisfies OP(Js, Y) such that CR.s constitutes equality 
conditions between corresponding attributes in JR and Js, then the expression 

Q = a[CR](R 2-.. CY[Cs](S)) where p = CR.s, 

which represents the sequence of tuples q• returned by the sort-merge outer join of Rand 
S, satisfies OP(JR, X, Y) if and only if the following condition holds: 

'ef h E Domain(H) : 

'ef q. q' E Domain(R ...I!- S) : 

{[ rrR(q)l I\ rrR(q')l I\ rrs(q)l /\ rrs(q')ll\ 

(for each Ki(R) : (q[Ki(R)] !=:. q'[Ki(R)]) ===;. q(o:(R)] w q'[o:(R)])/1. 

(for each Ui(R) : ( L q[Ui(R)] = q'[Ui(R)] J) ===;. q[o:(R)] w q'[o:(R)])t\ 

(for each Kj(S) : (q[Kj(S)] ~ q'[Ki(S)]) ~ q(o:(S)] w q'[o:(S)])I\ 

(for each Ui(S): (l q[Ui(S)] = q'[Ki(S)] J) ===;. q(o:(S)] w q'[o:(S)])I\ 

L CR(q, h)J I\ LCR(q', h)J I\ 

(rq[o:(S)]l v LCs(q,h)J) I\ (rq'[o:(S)]l v LCs(q',h)J)/\ 

er q[o:(S)]l V LCR.s(q, h)J) I\ er q'[o:(S)]l V LCR.s(q', h)J) l ==> 

[ (q[Jn, X] ~ q'[JR, X]) ==> 

[ (q[Y] ~ q'[Y])v 

('ef r, r' E Domain(R) : 

q[Jnl :'.;, r[JR] I\ q'[Jn] w r'[Jn] I\ r[jR] w r'[JR] ==> 

r[RowID(R)] = r'[RowID(R)]) 11} 
PROOF. Omitted. 

I 5.4.5 I Full outer join 

(5.9) 

D 

Straightforward implementations of nested loop join or its variants, such as block nested 
loop join, cannot realistically be used for full outer joins, for example R .,...!!....... S. This is 
because of the need to scan both inputs twice: once to produce the left outer join re­
sult R 2-+ S and the other to produce those tuples in S that do not join with any tu­
ple in R. Consequently hash or sort-merge joins are used to compute full outer joins. As 

mentioned previously, the former algorithm, by design, is not order-preserving on either 
input. Sort-merge implementations of full outer joins are not usually order-preserving ei­
ther, however, because Null values can be introduced at any point during the merge of 

the two sorted input sequences. 
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1687 Algorithm: Order-preseroi.ng sort-merge left-outer equijoin. 
1688 Inputs: predicate CR_s: tuple sequences r• and s•. 
1689 Output: the ordered result (R ~ S) where p = CR.s-
1690 begin 
1691 r - rj: 
1692 s - sj; 
1693 g - s: 
169-t while r =f. EOF do 
1695 if g = EOF then 
1696 output the tuple (r, NULL) to the result 
1697 else 
1698 while r =I= EOF and r[oR(CR.s)I < g[os(CR.s)] do 
1699 output the tuple (r, NULL) to the result; 
1700 r - next tuple after r of r• 
1101 od: 
1102 while g =I= EOF and g[os(CR.s)I < r[oR(CR.s)I do 
1703 g - next tuple after g of s• 
170-t od: 
1705 while r =I= EOF and Lr[oR(CR,s)] = g[os(CR.s)]J do 
1706 s - g: 

1707 whiles =I= EOF and Ls[os(CR.s)I = r[oR(CR.s)IJ do 
1708 output the tuple (r, s) to the result; 
1709 s ,_ next tuple after s of s• 
1710 od 
1711 r - next tuple after r of r• 
1712 od 
1713 g - s 
171-t fi 
1115 od 
1716 end 

ALGORITHM 4: An implementation of sort-merge left-outer equijoin that preserves the 
ordering of both input sequences. 

I 5.4.6 j Partition and distinct projection 

It has long been realized that Group by processing can be simplified by processing an or­

dered input stream (92, 107]. An implementation of the partition operator does not need 
to materialize its result if its input is a sequence of tuples ordered on the grouping at­
tributes; if the query does not contain any Distinct aggregate functions, any aggrega­
tion can be done trivially in memory. Consequently the database can return the first row 
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in the result set almost immediately to the application program. 

As pointed out by both Simmen et al. (261] and Furtado and Kerschberg (92] the 
'interesting order' for both Group by and Select Distinct queries is any permutation 

of the grouping columns (for grouped queries) and any permutation of the columns in the 
select list (for distinct queries). After the input is partitioned into groups, the candidate 
key of the derived relation becomes the columns in the group-by list (see Section 3.2.8.1). 
For example, the query 

Select D.Name, Avg(E.Salary) 
From Division D, Employee E 
Where D.Name = E.DivName 
Group by D.Name 

can be processed without materialization if there exists an index on Di vision. Name. 

\Vith multiple grouping attributes, any permutation of the grouping columns in an in­
dex will satisfy the query's interesting order. In addition, we can exploit both ascending 
and descending sequences of attributes since only their clustering, not rank order, is im­
portant [261]. After simplification of an interesting order through the analysis of func­
tional dependencies, for n grouping columns there are n! x 2" possible interesting orders 
that are applicable to computing the derived table-n! permutations of the attributes, 
with 2n combinations of ascending or descending order for each attribute. 

Suppose we modify the above query slightly to eliminate duplicate salaries from the 
computation: 

Select D.Name, Avg(Distinct E.Salary) 
From Division D, Employee E 
Where D.Name = E.DivName 
Group by D.Name. 

\Vith this query we can still compute the result without a temporary table if the tuple 
sequence satisfies the order property (D. Name , E. Salary), which is equivalent to the OP 

(E.DivName, E.Salary). In general, if there are multiple grouping columns with such a 
query the interesting order we need to satisfy consists of 

• the n! x 2n possible interesting orders for the grouping columns, augmented (suf­

fixed) by 

• the aggregation attribute (again, in ascending or descending lexicographical se­

quence). Note that with sort-based aggregation we can compute at most one dis­

tinct aggregate function in this way. 

\Vith grouped queries containing joins, the aggregation can be pipelined with the join 

if the Group by columns constitute the primary key columns of each relation (74]. This 
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condition, however, can be relaxed: any primary or candidate key of the base relations 

will do [294] and we can also utilize table constraints and restriction conditions to infer 
the values of key attributes [228]. 

If there is no Group by clause then we have the situation mentioned earlier on 

page 222: if the aggregation function is Min() or Max() we can simply retrieve the first 

(last) non-null value in the index (219, pp. 566-7]-we must ignore null values in these­

quence since both Min O and Max O cannot return Null if the query does not contain 

a Group by clause. With Avg (Distinct) or Sum (Distinct) we retrieve all of the tu­

ples satisfying the query's Where clause but eliminate duplicate values from the input. 

j 5.4.6.1 j Pipelining join with duplicate elimination 

Duplicate elimination also benefits from sorted input, as Select Distinct is semanti­

cally equivalent to grouping over all of the attributes in the query's Select list. However, 
if we consider duplicate elimination of SPJ queries, there are several additional ways to ex­
ploit ordered tuple sequences. We illustrate some possible optimization techniques with 
the following example. 

EXAMPLE 37 
Consider the query 

Select Distinct P.PartID, P.Description, P.ClassCode 
From Part P, Supply S, Vendor V 
Where P.PartID = S.PartID and V.VendorID = S.VendorID and 

S .Rating in ( 'A', 'B' ) and S .Lagtime < 3 and 
V.Address like '%Quebec%' 

Order by D.Name 

which lists the parts supplied by vendors located in Quebec that can be reliably delivered 
in less than three business days. 

Several potential execution strategies are possible35 ; two potential nested-loop strate­

gies are shown in Figure 5.3. From Corollary 3 in Section 4.4.2 we know that we can 

rewrite this query as the nested query 

35 These nested-loop strategies serve only to illustrate possible access plans. Which plan offers 
the best performance will greatly depend on the relative sizes of the tables and the selectivity 
of each predicate. 
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(a) !\"ested-loop strategy with Part as the 
outer table, utilizing an exists join to the 
rest of access plan. 

(b} Nested-loop strategy with Part as the 
inner table. The semijoin eliminates du­
plicate part identifiers to retain the cor­
rect semantics. 

FIGURE 5.3: Two potential nested-loop physical access plans for Example 37. 

Select P.PartID, P.Description, P.ClassCode 
From Part P 
Where Exists( Select• 

Order by D. Name 

From 
Where 

Vendor V, Supply S 
V.VendorID = S.VendorID and 
S.PartID = P.PartID and 
S.Rating in ( 'A', 'B' ) and 
S.Lagtime < 3 and 
V.Address like '¼Quebec¼') 

which corresponds to a semi-join between the two tables [74]. The first potential strat­
egy (a) embodies this approach; it sequentially scans the PART table, and for each part 
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determines whether or not matching tuples exist in the SUPPLY and VENDOR tables. 

Figure 5.3(b) illustrates an alternative join strategy with the PART table as the inner­
most table in the plan. Strategy (b) involves determining the set of part identifiers re­
quired from the join of SUPPLY and VENDOR, which are then sorted. The semijoin oper­

ator then accesses each PART tuple but only does so once; duplicate part identifiers are 
ignored (an alternative way of constructing the physical expression tree would be to elim­
inate duplicate part identifiers before the join). 

Strategy (b) is an example of both sort-ahead and duplicate elimination pushdown, 

identical to interchanging the order of Group by and join [54, 57, 294-296]. Such a strat­
egy takes advantage of the additional restriction predicates on both SUPPLY and VENDOR 

tables, which may pay off depending on the selectivities of those predicates. Note as well 
that the sort of part identifiers could be avoided by performing an index scan on SUP­

PLY by S.PartID, rather than a table scan. However, this could add considerable cost to 
the retrieval of tuples from the SUPPLY table. 

I 5.4. 71 Union and distinct union 

Another possible exploitation of tuple sequences is for the optimization of query expres­
sions: Union, Intersect, and the like [136]. For example, consider a Union query ex­
pression (which we denote as T UDist V) that, by definition, eliminates duplicate rows. 
It is possible to perform a simple merge of the two query specifications, thus eliminating 
the need for a temporary table and a duplicate elimination step, if the tuple sequence of 
both T and V satisfies the same order property and the order properties include each at­
tribute in the Select list. We can pipeline duplicate elimination with merging in the case 
where we have a Union all query expression (which we denote as T UAu V) and both 
query specifications satisfy the same requirement as to ordering. 

Albeit advantageous, neither of the two scenarios above are likely to occur often in 
practice. However, two other optimizations are possible that can exploit the order prop­
erties of the underlying query specifications. The first optimization uses the idea of quo­

tient relations from reference [92] to exploit order properties for Union queries, which by 
definition require duplicate elimination. The insight is to realize that if both query spec­
ifications satisfy the same OP then that OP forms a partition of the tuples in the de­
rived tables defined by each query specification. Consequently, for duplicate elimination 
only those tuples in that partition need be examined to eliminate duplicate rows. Conse­
quently the size of the temporary table (or other data structure) used to eliminate dupli­

cates can be greatly reduced in size. 
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The second optimization assists \\-;th the computation of Union all query expres­
sions. Since duplicate tuples are not eliminated, the result can be computed simply as the 
concatenation of the two inputs. However, consider a Union all query expression that 
contains an Order by clause. \Ve can eliminate the subsequent sort step if the order prop­

erty of both of its input query specifications can satisfy the interesting order specified in 
the query-that is, we push down the Order by clause into the underlying query speci­

fications, and then merely merge the inputs. Simmen et al. [261] consider the possibility 
of sort-ahead only for SPJ queries, particularly for sort-merge joins. 

! 5.4.8 I Intersection and difference 

Similar to Union expressions, we can exploit order properties in the computation of the 
set operations Intersect and Intersect all. As with Union, for Intersect query ex­
pressions we can exploit the partitioning of the rows if each of the inputs to the distinct 
intersection operator satisfy the same OP. For Intersect all, however, a simple merge 
of the inputs is not sufficient to yield the correct result unless both query specifications 
satisfy the same order property that contains each item in their respective Select lists. 
However, partitioning the tuples by their order property (in each input) can still yield a 
strategy that may be cheaper than sorting both inputs in their entirety. Similar process­
ing can be performed for query expressions involving Except and Except all ( the oper­
ators distinct difference and difference, respectively). 

[Ifil Related work in order optimization 

Commercial relational database systems, such as IBM s DB2 Universal Database, have 
exploited sort order in indexed access methods for some time. To our knowledge, how­
ever, Simmen, Shekita, and Malkemus [261,262] appear to be the first researchers to dis­
cuss the theory of order optimization in the literature. They also describe several aspects 
of the implementation of this theory in DB2. Much of the work presented in this chap­

ter was developed independently of Simmen et al. One of our main contributions is to 
prove the sufficient and necessary conditions for propagating order properties through a 
join, a problem which Simmen et al. mention only in passing. 

The basic theory of tuple sequences and several ideas about the relationship between 

functional dependencies and unique indexes is given by Abiteboul and Ginsburg [3]. Gins­
berg and Hull [104] mention applications of sort set analysis (a class of order dependen­
cies) to physical storage implementations in relational database systems, and allude to 
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the possibility of reducing the time spent on sorting during query processing by tak­
ing advantage of the order of the tuples as they are stored on disk. They do not, how­
ever, investigate the application of the theory to query processing and optimization. Sim­
ilarly, some recent results by Ng [217] parallel both the work herein, and that of Simmen 
et al. Ng defines a sound and complete axiom system for ordered functional dependen­

cies over an ordered relational model, using two similar but subtly different extensions 
for domains: pointwise orderings and lexicographical orderings. Ng's model, however, is 

not based on ANSI SQL and does not address the existence of null values, duplicate rows, 
or three-valued logic. Interestingly, the main application of his work appears to be nor­
malized schema design for an ordered relational database; there is no mention of the use­
fulness of order dependencies in query optimization. Dayal and Goodman [76] study tree 
query optimization in the context of the MULTIBASE system but do not consider exploit­
ing tuple sequences. In their TIMBER system, Stonebraker and Kalash [268] consider se­
quences of tuples as a possible storage mechanism to support text retrieval applications 
but do not elaborate on optimization techniques that exploit TIMBER's storage model. 

Another possible technique for combining order properties with the semantics of se­
quences of tuples is to extend the notion of quotient relations [92], which offer a well­
defined relational algebra that operates over partitions of relations that are equivalent for 
some set of attributes X. In effect, these partitions are the 'groups' that result when per­
forming a Group by over X on any arbitrary query. The e.xtension required is to add an 
ordering relationship between the groups of tuples. 

[[§] Conclusions 

In this chapter we formally described the necessary and sufficient conditions for aug­
menting and reducing order properties, which included the specification of table and col­
umn constraints and handled the three-valued logic of ANSI SQL. We also presented suf­
ficient conditions for determining if the order properties satisfied by two tuple sequences 
could be concatenated when performing inner or outer nested-loop and sort-merge joins. 
Part of this research brought together formalisms on tuple sequences [3] and prior work 
in query processing [92] that was absent in reference [261]. \Ve also expanded the num­
ber of types of 'interesting orders' that we can exploit in query processing: in addition to 
sort avoidance with joins, Distinct, and Group by, order properties are useful to: 

• optimize query expressions with or without duplicate elimination, 

• optimize simple queries containing Min{) or Max O aggregate functions, 

• optimize aggregate functions with duplicate elimination, 
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• reduce the size of a cache for subquery memoization, 

• cut the processing of an indexed search condition, and 

• lower the cost of indexed retrieval by probing with a sorted set of secondary keys. 

We believe there are several additional opportunities for exploiting order properties in 
query optimization. One very promising area mentioned previously is in the optimization 
of queries where the result set size is bounded, for example with the specification of Top n 
or Bottom n queries [42-44]. Exploiting this information is an active research area for 
vendors whose databases are used in OLAP applications. Sort order analysis is also useful 
in environments where the user desires an access plan optimized for response time instead 
of resource consumption. 





[ill Conclusions 

Knowledge of functional dependencies, particularly key dependencies, is vital to the oir 

eration of a sophisticated query optimizer. All commercial database systems exploit func­
tional dependencies in a variety of ways. However, we believe that most, if not all, of the 
query optimizers in these implementations could be improved by expanding the set of 
maintained constraints to include lax functional dependencies, equivalence constraints, 
and null constraints. The fact that 0RACLE8i [26] permits a database administrator to 
explictly declare functional dependencies that hold in a given schema using ORACLE s 
Dimension objects is evidence that not only are dependencies useful for optimization-in 
the case of reference [26], to permit the query optimizer to exploit the existence of materi­
alized views-but that the existing tools and techniques for their analysis are insufficient. 

Our primary goal in this thesis was to develop an algorithm to capture this array 
of dependency and constraint information for an arbitrary relational algebra expression. 
Our main contributions can be summarized as follows: 

1. a formal definition of an extended relational model that includes real and virtual 
attributes, three-valued logic, and multiset semantics, and a set of algebraic oper­
ators over that model that correspond to the major algebraic operators supported 
by ANSI SQL, particularly outer joins; 

2. definitions of lax functional dependencies and equivalence constraints that effec­
tively model ANSI SQL 's unique constraints, true-interpreted predicates, and outer 

joins; 

3. a sound axiom system for a combined set of strict and lax functional dependencies 
and equivalence constraints; 

4. a formal characterization of the dependencies and constraints that hold in the result 
of each algebraic operator, particularly the problematic operators left-, right-, and 

full-outer join; 

5. an extended FD-graph representation and an algorithm that correctly represents the 

set of valid dependencies and constraints that hold in the result of each operator 
and that can be simply augmented to capture additional constraints; 

251 
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6. a suite of rewrite optimizations, formally proved, that exploit derived functional 
dependencies to transform queries into semantically equivalent variants that may 
offer the opportunity to discover better access plans; 

7. a set of theorems that describe the interaction of order properties and functional 

dependencies, and examples of how exploiting these dependencies can lead to im­
proved access plans, particularly by avoiding unnecessary sorts. 

Our theoretical results provide a metaphorical channel through the 'semantic reef' of 
the optimization of outer joins. By characterizing the dependencies and equivalence con­
straints that hold with outer joins, we permit a wider class of optimization techniques 
to be applied to queries, views, or materialized ";ews containing them. However, we be­
lie\·e that additional work on outer join optimization is still necessary to 'widen' and 
'deepen' this channel. If we have learned anything through the development of this the­
sis, it is that the optimization of outer join queries remains a considerable challenge, both 
theoretically and in practice. 

Some of the work contained herein has already been adopted into commercial database 
products, providing their optimizers with an expanded set of tools to optimize complex 
queries. Two variants of the simplified FD-graph algorithms described in Chapter 4 have 
been implemented in Sybase SQL Anywhere, where they are used to determine the correct­
ness of subquery-to-join transformations, including those which require subsequent dupli­
cate elimination, and Distinct elimination on SPJ queries, nested queries, and SPJ views. 
These algorithms have been extended to now support queries containing left outer joins, 
grouping, and aggregation, and now also utilize equivalence constraints derived from con­
ditions in a Where clause. A significant result from their implementation is that a larger 
class of join elimination optimizations are now possible, which usually has a direct af­
fect on a query's execution time. We believe that other commercial systems have utilized 
the results in Chapter 4 (actually the results published in our earlier paper [228]) to im­
prove their query rewrite transformations. Moreover, Bhargava, Goel, and Iyer [34] based 
their work on outer join optimization on the formalisms developed in that paper. In ad­
dition, some of the work in Chapter 5, notably on the optimization of In-list predicates 
(see Example 36), has also been implemented in Sybase SQL Anywhere. 

@I] Developing additional derived dependencies 

\Vhile the dependency and constraint inference algorithms presented in Chapter 3 de­
velop and maintain a comprehensive set of constraints, there are many ways in which the 
algorithms can be improved to exploit additional information. For example: 
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1. The current analysis ignores the possible existence of other forms of complex 3-
valued logic predicates in ANSI SQL. For example, to simplify the algorithms and 
proofs, we intentionally ignored predicates of the form 'P(x) is unknovn', which 
occur rarely in practice. 

2. Note that only a limited set of lax dependencies are developed for the On condition 

in a full outer join. Hence a subsequent null-intolerant restriction predicate that 
could convert the full outer join to a left- or right-outer join will be unable to exploit 
the missing dependencies. 

3. Corollary 2, which provides an alternative means to maintain an existing strict func­
tional dependency / : X - Y from the null-supplying side of an outer join, is also 
merely a sufficient condition. One could utilize an existing null constraint X ~ Y 
in the outer join's null-supplying side to show that / continues to hold in the outer 
join 's result as a strict functional dependency. 

4. Consider the left outer join Q = S _!!,_,. T where p contains the conjunctive, null­
intolerant condition S. X = T. Y. If X is a key of S then the strict functional depen­
dency f: X -- Y will always hold in the result, even though X 1 Y {due to the 
possible generation of an all-Null row) and, for the same reason, Y -f--+ X. 

5. Similarly, consider the left outer query Q as above, but where p consists of the sin­
gle atomic condition S. X = 5. \Vhile this condition does not produce a lax or strict 
dependency, it does produce another form of constraint: for each tuple in the re­
sult where S. X is not equal to 5, the value of each attribute in sch(T) is Null. In 
fact, this is a generalization of a null constraint. Rather than a constraint between 
two attributes X and Y, as per Definition 38 on page 95, we instead could write 
P(X) ~ Y to reflect that if the predicate P on attribute(s) X evaluates to true 

then attribute Y must be Null. This more generalized form of null constraint could 
be exploited during optimization in several ways. In the example above, such con­
straints can used to determine the distribution of values for each result attribute 
that stems from sch(T), which could lead to a more accurate cost estimate. A simi­
lar situation exists with full outer joins. If Q = S ...E....+ T and the On condition p con­
tains the conjunct S. X = 5, then any tuple qo in the result containing an S. X-value 
that is neither 5 nor Null contains the all-Null row of T. 

6. As mentioned in Section 3.4.2, we could develop classes of scalar functions so that 

if we have ,\(X) in a Select list or predicate, and we can guarantee that the value 
returned from ,\ cannot be Null, then we can 'push' that restriction to make the 
inference that X also cannot be Null, forming the existence constraint x I- ,\(X) 
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for each x E X. There are likely other possible ways in which we can manufacture 
and exploit existence constraints with respect to inferring functional dependencies. 

!\loreover, improvements to the RESTRICTION algorithm that would recognize strict or 
lax functional dependencies from a more varied Boolean expression could yield additional 
opportunities for optimization improvements, as this predicate analysis could be utilized 
not only for restriction but for the outer join operators as well36 . 

The changes required to extend the set of dependencies and/or constraints captured 
in an FD-graph largely depend on whether or not the new information simply adds an­
other instance of an existing constraint, or forms an altogether new class of constraint. 
For example, suppose that we wished to extend Cartesian product (Section 3.4.4) to ex­
ploit the knowledge that one or both of its inputs consists of at most a single row. Con­
sider the expression Q = S x T. Such a case would occur, for example, if either of the 
input expressions, say er, represented a grouped query that did not contain any group­
ing attributes (AG = 0). In this case, there is no need to construct a new tuple identifier 
vertex to represent the result of Q. Instead, we need only add strict functional dependen­
cies from the vertex vk E VR[Gs] that represents i(S) to each of the vertices in VA[Gr]-

On the other hand, capturing a new form of constraint will likely require additional 
classes of vertices and edges. Such an enhancement would involve: 

l. proving that the new dependency or constraint would hold in the result of that 
operator over any instance of the database; 

2. analyzing the other operators to determine if the new dependency would remain 
valid in the result of each; 

3. extending the data structures in the FD-graph to represent the constraint; 

4. modifying the appropriate FD-graph algorithm(s) to capture the new constraint; 

5. possibly modifying other algorithms in order to retain or remove this constraint as 

necessary; 

6. proving the correctness of each modified algorithm. 

36 For example, David Toman has suggested modelling scalar functions and other complex pred­
icates of n parameters by constructing a table with n + 1 columns of infinite domains, and 
rewriting the original query to include these 'virtual' tables by deriving the necessary join 
predicates from the set(s) of function parameters. In this manner the analysis of strict and 
lax dependencies due to functions can be reduced to the more straightforward analysis of con­
junctive equality conditions. 
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j 6.2 j Exploiting uniqueness in nonrelational systems 

Our original motivation for determining how derived functional dependencies could be 
used in semantic query optimization was to find ways to expand the strategy space for op­
timizing ANSI SQL queries-particularly nested queries and joins-against relational views 

of IMS databases (131]. We believe these transformations are useful for any database model 
that uses pointers between objects. Pointer-based systems differ from traditional rela­
tional systems in that the cost of processing a particular algebraic operator in a pointer­
based database system can vary significantly from the cost of processing the same oper­
ator in a 'pure' relational system. 

As mentioned previously, several researchers [74,101, 155,157,212,230,291] have stud­
ied ways to rewrite nested queries as joins to avoid a nested-loops execution plan. When 
the query is converted to a join, the optimizer is free to choose the most efficient join 
strategy while maintaining the semantics of the original query; the assumption is that a 
nested-loops strategy is inefficient and seldom worth considering. 

On the other hand, non-relational systems such as IMS and various object-oriented 
database systems are essentially navigational and queries against these data models in­
herently use a nested-loops approach. In this section, we propose converting joins to sul:r 
queries as a possible execution strategy in these systems. Our examples below illustrate 
that nested-loop processing remains an attractive execution strategy, under certain con­
ditions, with a variety of database architectures. 

I 6.2.1 I IMS 

Part of the CORDS multidatabase project at the University of Waterloo [15] aimed to find 
ways to support ANSI-standard SQL queries against relational views of IMS databases [170, 
171]. Essentially, the SQL gateway optimizer attempted to translate an SQL query into an 
iterative DL/I program consisting of nested loops of IMS calls (133]. Queries that cannot 
be directly translated by the data access layer-which executes the iterative program­
require facilities of the post-processing layer that can perform more complex operations 

not directly supported by DL/I, such as sorting or aggregation, but at increased cost (170]. 
Therefore, nested-loop strategies, which require only the gateway's data access layer, may 

often be cheaper to execute. 

EXAMPLE 38 
Consider the select-project-parent/child join query 



256 CONCLUSIONS 

Select All V.• 
From Vendor V, Supply S 
Where S.VendorID = V.VendorID and S.PartID = :PARTNO 

which lists all suppliers who have supplied a particular part, denoted by the host variable 
: PARTNO. This query can be handled exclusively by the data access layer by utilizing the 
application view in Figure A.4(a). A straightforward nested-loop join strategy is: 

1717 GU VENDOR; 
1718 while status = . I do 
1719 GNP VSUPPLY (PartID = :PARTNO); 
1720 while status = . I do 
1721 output VENDOR tuple; 
1722 GNP VSUPPLY (PartID = :PARTNO) 
1723 od; 

1724 GN SUPPLIER 
1725 od 

The subquery block satisfies conditions similar to those in Theorem 12, which in turn 
depends on being able to infer derived key dependencies, and therefore can exploit the 
mechanisms detailed in Chapter 3. For this example, a necessary condition is that at most 
a single instance (segment) of VSUPPLY can join with each VENDOR. Therefore, we can 
rewrite this query as 

Select All S.• 
From Vendor V 

Where Exists (Select • 
From 
Where 

Supply S 

V.VendorID = S.VendorID 
and S.PartID = :PARTNO ) . 

This transformation simplifies the iterative method above, since the inner nested loop 
can stop as soon as one qualifying VSUPPLY segment is found: 

1726 GU VENDOR; 
1727 while status = . I do 
1728 GNP VSUPPLY (PartID = :PARTNO); 
1729 if status= I then 
1730 output VENDOR tuple 

1731 fi ; 

1732 GN VENDOR 
1733 od 
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This version reduces the number of DL/I calls against the VSUPPLY segment by half, 
since the second GNP call in the join strategy (line 1722) will always fail with a 'GE 1 

( not 
found) status code. A greater cost reduction may occur if the optimizer can convert a 
join that specifies non-key attributes in the join predicate to a nested query. For exam­

ple, suppose the Supply table contained the attribute OEM-PartID, which in the IMS im­
plementation would likely be represented as a unique SRCH field in the VSUPPLY segment. 
In the join strategy above, DL/I would have to scan all VSUPPLY segments with the given 
OEM part number, instead of halting the search when the next segment's key was greater 
than : PARTNO. The nested version halts the search immediately once DL/I finds a match. 

j 6.2.2 I Object-oriented systems 

In some object-oriented database systems, physical object identifiers (oms) take the place 
of foreign keys; both EXODUS and 02 take this approach [256]. However, oms differ from 
pointers in IMS because each child object points to its parent (see Figure 6.1.) This pointer 
scheme does not effectively support select-project-join queries in which the selection pred­
icate on the parent class (for example, VENDOR is more restrictive than the predicate on 
a subordinate class, because the most efficient way to process this type of join would re­
quire pointers in the opposite direction [256, pp. 46]. 

EXAMPLE 39 
Consider the following join between VENDOR and SUPPLY in an object-oriented database 
system (assume that the object-oriented system supports the use of path expressions, as 
in reference [301], in the SQL variant used herein): 

Select All V.• 
From Supply s. Vendor V 
Where V.VendorID Between 'OOOAAOOO' and 'OOOAABOOO' and 

V.S.SupplyCode = :SC 

which lists all part vendors whose identifiers lie in the range 'OOOAAOOO' to 'OOOAABOOO' 
and whose supply code is equivalent to the input host variable : SC. A straightforward 
nested-loop join strategy is: 

1734 retrieve SUPPLY; 
1735 while suppl.iers remaining do 
1736 if SUPPLY. SUPPL YCODE = : SC then 
1737 retrieve SUPPLY. VENDOR; 
1738 if SUPPLY.VENDOR.VendorID is between 'OOOAAOOO' and 'OOOAABOOO' then 
1739 output VENDOR object 
1740 fi 
1741 fi; 
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FIGURE 6.1: Rumbaugh OMT object-oriented data model for the parts-related classes. We 
assume object identifiers (oms), implemented as physical pointers, replace foreign keys 
as the relationship mechanism between objects. Each class has a surrogate key attribute 
to aid in object identification. 

li42 retrieve next SUPPLY 
li43 od 

This strategy may be inefficient because many vendor objects may be referenced, only 
to find that their identifier is not in the specified range--this would be the case, for in­
stance, if many vendors supplied parts with a supply code of : SC. From Theorem 12, 
however. we can rewrite the query in Example 39 as the nested query 

Select All V.• 
From Vendor V 
Where V.VendorID betveen•oooAAOOO' and 'OOOAABOOO' and 

Exists (Select • 
From 
Where 

Supply S 
S.SupplyCode =:SC). 

Assuming we have an index on SUPPLY by supply code, and an index on VENDOR by 
vendor identifier, then a more efficient strategy may be as follows: 

li44 retrieve VENDOR (VendorID betveen•OOOAAOOO' and •ooOAABOOO'); 
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1745 while vendors remaining do 

1746 retrieve SUPPLY (SupplyCode = :SC and SUPPLY.VENDOR.DID= VENDOR.DID); 
1747 if found then 
1748 output VENDOR object 
1749 fl; 
1750 retrieve next VENDOR (VendorID betveen'OOOAAOOO' and 'OOOAABOOO'); 
1751 od 

depending on the objects' selectivity. The idea is to restrict the search of the SUPPLY class 
to only those instances that correspond to a VENDOR instance whose vendor identifier 
matches the range predicate. 

I 6.3 j Other applications and open problems 

The formalisms we developed in Chapter 2, in particular our definitions of strict and 
lax functional dependencies, equivalence constraints, and null constraints, and the for­
malisms for order properties and their interaction with these constraints, allow for the 
systematic study of other, closely related optimization problems. For example. the set of 
algebraic operators described in this thesis are merely the 'basic' ones needed to mirror a 
reasonably large class of query expressions in ANSI SQL. However, database systems im­
plement a wider variety of executable algebraic operators: inner semijoin, left-outer semi­
join, full-outer semijoin, exists join [29, 74, 146], variant forms of 'generalized outer join' 
[30, 31, 34, 94, 95, 98], and so on; Graefe's recent survey [107] provides a useful overview. 
Each of these operators requires careful analysis to determine the sets of dependencies 
and constraints that hold in their result. 

The theoretical results contained herein can be extended in a variety of ways. We lim­
ited our modelling of constraints to those ANSI SQL column and table constraints that 
could be specified in a Check clause; we did not attempt to exploit other forms of con­
straints, such as multivalued dependencies, referential integrity constraints (inclusion de­
pendencies), and the more general form of SQL table constraints termed asseriions. We 
made no attempt to prove the completeness of the inference axioms for strict and la.x de­

pendencies, defined in Chapter 2, and strict and lax equivalence constraints, defined in 
Chapter 3. We have also not analyzed the algorithms' efficiency, nor have we constructed 
a prototype to experiment with various implementations to find an efficient one (see Sec­

tion 3.8 for some additional remarks). 

\Ve believe these results have wide applicability to query processing and optimiza­
tion. As a first example, consider the optimization of universally-quantified subqueries 
(see Section 2.3.1.2). Most query optimizers do not optimize these types of queries in a 
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sophisticated fashion [109]; part of the reason is the existence of true-interpreted corre­
lation predicates, which are difficult to exploit for index processing. However, modelling 

a query's equivalence constraints with an FD-graph may permit such a predicate to be 
transformed into a semantically equivalent, false-interpreted one, permitting the correla­
tion predicate to be used as a 'standard' matching predicate for indexed retrieval. 

Other applications of our work on derived dependencies include: 

1. exploiting derived dependencies during the optimization of queries over material­
ized views [26, 52, 53, 57,174,297]; 

2. using dependencies, equivalence constraints, and null constraints for materialized 
view maintenance, particularly for those views containing one or more outer joins 
[118, 119]; 

3. extending the work of Medeiros and Tompa [198] on view update policies to support 
the update of views over ANSI SQL tables, not simply relations, and to verify that 
the constraints (unique indexes, unique constraints, Check constraints, assertions, 
and so on) defined on them cannot be violated. 



[A] Example schema 

Our example database scheme contains employee, part, and supplier information for a 
hypothetical mechanical parts distribution firm, with divisions located in Chicago, New 
York, and Toronto. The firm's inventory consists of a wide variety of parts, from fasteners 
to widgets, manufactured by a variety of suppliers throughout North America. Figure A.l 
contains an entity-relationship diagram that models the schema. 

I A.11 Relational schema 

Parts. The firm's parts inventory is represented by several base tables which contain infor­
mation about each part, its supplier(s), its status, and its cost. Parts are organized into 
classes, which serves to classify parts into groups for easier management and tracking. 

Create Table Class ( 
ClassCode char(2) not null, 
Description char(20) not null, 
Status char(l) 

Primary Key (ClassCode)); 

Create Table Part ( 

PartID char(8) not null, 
Description char(30) not null, 

Status char(8), 
Qty 
Price 

Cost 

Support 

ClassCode 
Primary 

numeric(7), 
numeric(7,2) not null, 

numeric(7,2) not null, 

char(2) not null, 

char(2) not null 
Key (PartID) 

Foreign Key (ClassCode) references Class 

Check (Qty-:/- 0 Or Status= 'InStock') 

Check (Price~ Cost)); 

261 
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Vendors. Each part may be supplied by more than one supplier (termed a vendor), and 
the SUPPLY table contains a row for each part-vendor relationship. Vendors are 'ranked' 
for each part they supply. 

Create Table Supply ( 
VendorID 
PartID 
Rating 
SupplyCode 

char(B) not null, 
char(B) not null, 
char(l), 
char(4), 

Lagtime numeric(7) not null 
Primary Key (PartID, VendorID) 

Foreign Key (PartID) references Part 
Foreign Key (VendorID) references Vendor 
Check (Rating in( 'A', 'B', 'C') )) ; 

It is assumed that periodically a part vendor will respond to a quotation request and 
offer a specific part for a certain price. The QUOTE table represents this intersection data 
detailing the quote of a part's price by that particular vendor for a certain date range. 

Create Table Quote ( 
QuoteID char(7) not null, 
EffectiveDate 
ExpiryDate 
MinOrder 
UnitPrice 
QtyPrice 
PartID 
VendorID 

Primary Key 
Foreign Key 

date not null, 
date not null, 
numeric(5) not null, 
numeric(7,2) not null, 
numeric(7,2) not null, 
char(B) not null, 
char(B) not null 

(PartID, VendorID, QuoteID) 
(PartID, VendorID) references Supply); 

Finally, part vendors and their contacts are defined by the VENDOR table. The data 

model assumes that vendor names are unique. 

Create Table 
VendorID 
Name 
ContactName 
Address 
BusPhone 
ResPhone 

Vendor ( 
char(B) not 
char(40), 
char(30), 
char(40), 
char(lO), 
char(lO) 

Primary Key (VendorID) 
Unique (Name)); 

null, 
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Employees. The EMPLOYEE table contains information regarding the firm's employees, or­
ganized by the corporate divisions within the firm. The DIVISION table simply identifies 

a division within the firm, including a foreign key to that division's manager. 

Create Table Division ( 
Name char(20) not null, 
Location char(40), 
ManagerID char(5) 

Primary Key(Name) 
Foreign Key(HanagerID) references Employee 
Check (Location in ('Chicago', 'Nev York', 'Toronto'))); 

Each division in the firm may have several employees who are assigned to one, and only 
one, division. Employees are uniquely identified by their Employee ID, which is unique 
across all company divisions. An employee is either salaried, or earns an hourly wage. A 
candidate key for an employee is the employee's name. 

Create Table F.mployee ( 
EmpID char(5) not null, 
Surname char(20) not null, 
GivenName char ( 15) not null, 
Title char(20), 
Salary numeric(6,2) not null, 
Wage numeric(6,2) not null, 
Phone char(10). 
DivName char(20) 

Primary Key (EmpID) 
Unique (Surname, GivenName) 
Foreign Key (DivName) references Division 
Check (F.mpID Between 1 and 30000) 
Check (Salary ::/=- 0 Or Wage =/; 0) ) ; 

The MANAGES table embodies the manager-division relationship; a division can have 
only one manager, but an employee may manage several divisions. 

Create Table Manages ( 
HanagerOf char(20) not null, 
EmpID char(5) not null 

Primary Key (EmpID, HanagerOf) 
Foreign Key (EmpID) references Employee 
Foreign Key (HanagerOf) references Division); 
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Finally, each employee is responsible for the inventory of one or more parts, which 
are identified by a unique part identifier. Each part may be managed by more than one 
employee. 

Create Table ResponsibleFor ( 
PartID 
EmpID 

Primary 

cbar(B) not null, 
cbar(S) not null 

Key (PartID, F.mpID) 
Foreign Key (F.mpID) references F.mployee 
Foreign Key (PartID) references Part); 

I A.2 J IMS schema 

IMS, jointly developed by IBM Corporation and Rockwell International for the Apollo 
space program in the 1960s, permits application programs to navigate through a set of 
database records stored as a hierarchy. The hierarchy defines one-to-many relationships 
between segments (or, more properly, segment types), with a root segment at the top of 
each ·tree'. Each database record consists of a root segment occurrence and all occur­
rences of its dependent segments. Each root segment type in a HIDAM, HDAM, or HISAM 

database must have a sequence field that may either be unique or non-unique. The se­
quence field is used by IMS to locate a specific root segment occurrence: with HDAM a 
hashing technique is used, while with HIDAI\.I and HISAM databases an index is used to re­
trieve root segment occurrences by their sequence field. With dependent segments the se­
quence field is optional. If one is defined, IMS stores the dependent segment occurrences 
in ascending order of the sequence field. If a dependent segment type lacks a sequence 
field, then IMS will insert new segment occurrences at an arbitrary point under that seg­
ment type's ancestor in the hierarchy, the precise position determined by the application 
program at execution. 

If the sequence field of a particular segment type is unique, and each of its physi­
cal ancestors in the database record also have unique sequence fields, then each segment 
occurrence can be uniquely identified by the concatenation its sequence field and the se­
quence fields of each segment occurrence in its hierarchic path. In IMS terminology this 

is termed the segment's fully concatenated key. 

A physical IMS database may have up to 15 levels (the PARTS database illustrated in 
Figure A.3 has four) and up to 255 segment types. The database administrator defines a 

database with a database description, commonly referred to as a DBD. 

Application programs navigate through the database hierarchy, retrieving one seg­

ment at a time, using the IMS application program interface Data Language/One (DL/I). 
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The application view of a physical or logical IMS database is described in a Program Con­

trol Block, or PCB (see Figure A.4). The segment hierarchy defined in a PCB may be com­

posed of a physical hierarchy, meaning that all the segments in the view are from the 
same physical IMS database, or they may be composed of a logical hierarchy, which uti­
lizes logical child/logical parent relationships to form a hierarchical view of segments from 
different physical databases. Note that a database level cannot be 'missing' from an ap­
plication view described by an IMS PCB. 

Since DL/I is such a low-level API (see Table A.I) the application programmer is re­
sponsible for optimizing how the application retrieves its required information, includ­
ing the use of any indexes that may exist; hence index usage in IMS is not transparent 
to the application. Furthermore, the programmer must be aware of the effects of differ­
ent IMS access methods. For example, an HDAM and a HIDAM database with identical 
schemas can return different results to an application program because of HDAM's hashed 
access to root segments. 

DL/I Call Purpose 

GU Get Unique: retrieve the first segment occurrence in 
the database that satisfies the SSAs 

GN Get Next: retrieve the next segment from the current 
position in hierarchical order 

GNP Get Next Within Parent: retrieve the next dependent 
segment occurrence under the present ancestor 

TABLE A.l: DL/I calls. Each retrieval call has a 'hold' option {GHU, GHN, and GHNP, respec­
tively) that positions a program on a particular segment occurrence and locks it, prior to 
its replacement or deletion. 

A complete description of IMS databases and application programming are beyond the 
scope of this thesis. More details regarding the DL/I interface can be found in references 

(36,133,276]. 

I A.2.1 I IMS physical databases 

Figures A.2 and A.3 depict the three example databases used to implement the IMS ver­
sion of the data model described in Figure A.I. In the EMPLOYEE physical database, em­
ployees are modelled as dependent segments under the DIVISION that employs them. RE-
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SPBFOR and MANAGES are logical child segments that respectively implement the many­
to-many relationship employees and the parts they are responsible for, and the one-to­
many relationship between divisions and managers. With many-to-many relationships, 
logical child segments are often paired, meaning that while two different segment types 
are used to model the many-to-many relationship (one in each physical hierarchy) only 
one segment type is actually stored in the database. In this way, IMS ensures a consis­
tent database when an application program inserts, updates, deletes a relationship seg­
ment. Table A.2 cross-references each logical child segment in the example schema with 
its pair. In contrast, MANAGES is a one-to-many relationship, embodying the constraint 
that each division can have only one manager. Hence MANAGES is not logically paired 
with any other segment. 

I A.2.2 I Mapping segments to a relational view 

Background information regarding the mapping of an IMS schema to a relational view can 
be found in references [170) and [172), but we briefly state the essentials here; a compre­
hensive discussion is beyond the scope of this thesis. Each IMS segment type is mapped to 
a virtual table that contains corresponding attributes. Parent-child relationships are mod­
eled as foreign keys; the fully concatenated key of each dependent segment type is used as 
the key of its virtual table in the relational view. In this thesis we assume that each seg­
ment type has a unique sequence field, which can serve as a key. In practice, most seg­
ment types in ll'vlS databases have unique sequence fields, enabling faster retrieval and 
avoiding the situation where the position of a segment in the database has some intrin­
sic meaning to application programs. Key attributes inherited from parent segment types 
are termed virtual attributes. For example, Di vName is a virtual column, derived from 
the DIVISION segment, in the relational view of the EMPLOYEE segment. 

Logical relationships provide a particular challenge for query optimization. For exam­
ple, the paired bi-directional logical child segments PSUPPLY and VSUPPLY embody the 
many-to-many relationship between parts and vendors. There are two logical child seg­
ment types to permit navigation in both directions, though the contents of a paired PSUP­
PLY and VSUPPLY are identical but for their logical parent pointers. In the relational view, 
one table is created (SUPPLY) to represent this data; however, the gateway's optimizer 

must choose the direction, and therefore the logical child segment, in which to traverse 
the relationship to retrieve a query's result using the fewest resources. 

As an aside, we note that there do exist several commercial products, notably In­
gres' gateway products [135) (now offered by Computer A~ciates), IBM's DataJoiner, 

and Oracle's SQL Connect to IMS (222) that all provide relational access, via SQL queries, 
to IMS databases. All of these commercial products fail to offer a comprehensive solution 
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Segment Paired Pairing Logical 

with method parent 

RESPBFOR EMPRESPB virtual PART 

VSUPPLY PSUPPLY physical PART 

EMPRESPB RESPBFOR virtual EMPLOYEE 

MANAGES N/A unidirectional DIVISION 

PSUPPLY VSUPPLY physical VENDOR 

TABLE A.2: Logical relationships in the IMS schema 

to both the problem of mapping an IMS database to a relational view, and to the prob­
lem of transforming update operations done on the view to physical database operations. 

In the PARTS physical IMS database, the PART segment is a child of the CLASS seg­

ment, which is the root segment (see Figure A.3). In tum, EMPRESPB and PSUPPLY arc 
both dependent segments of PART, and are thus termed siblings. Using analogous termi­

nology, twin segments are multiple occurrences of a segment type under the same parent 
segment occurrence. 

Figure A.4 diagrams two application views of the Vendor database. Figure (a) illus­
trates a straightforward view of the physical Vendor database consisting of the two phys­

ical segments VENDOR and VSUPPLY. The second PCB in Figure (b) illustrates the af­
fect logical relationships has on the structure of the hierarchical view seen by the appli­

cation program. In this example, the concatenated logical parent consisting of VSUPPLY 
and PART permits the application to view a hierarchy combining the Vendor database 

with components of the Part database. Moreover, note how the CLASS segment, the root 

of the physical Parts database, is now described in the hierarchy as a child of the con­

catenated logical parent segment VSUPPLY /PART. 
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Division .-L------1--------

I 
~ 

I 

1 
Class 

~--=----.~ 
I Vendor 

Quote j 
I 

FIGURE A. l: E/R diagram of the manufacturing schema. Entities and relationships that 

begin with capital letters are represented by base tables. 
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DIVISION 

,-------, ~ - - - - --, 
1 MANAGES I I RESPBFORI 
.__ ____ ....J 

I.- - - - - ....J 

FIGURE A.2: Employee IMS database. Solid boxes denote physical segments; dashed 
boxes denote logical, or pointer, segments. The database organization is HIDAM [132] with 
parent-child/twin pointers; root segments are key-sequenced through the database's pri­
mary index. 
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CLASS 

r- - - - - --, ,------, 

IEMPRESPBI I PSUPPLY 1 

~~I~~ 
(a) Parts 1~15 database. EMPRESPB is a paired logical child of the EMPLOYEE segment in the Employee 
database. QUOTE is intersection data for each supplied part from a particular vendor. 

I VSUPPLY 1 
'-----....J 

(b) Vendor ,~,s database. VSUPPLY is a logical child segment, physically paired with PSUPPLY in the 
Parts database, to implement the many-termany relationship between parts and vendors. 

FIGURE A.3: Parts and Vendor IMS databases. 
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I VENIDOR I 

r- - - - - --, 

I VSUPPLY I 

L,_ - - - - ~ 

(a) Application view (PCB) of the physical Vendor database. 

VENDOR 

,-- - - - -
I VSUPPLY PART ._,_ ___ _ 

CLASS 

(b) Application view (PCB) of a logical Vendor database using the concatenated logical child segment 
consisting of VSUPPLY and PART. 

FIGURE A.4: Two application views of the Vendor IMS database. 





~ Trademarks 

The following acronyms and abbreviations used in this thesis are trademarks or service­
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• IBM, D82, DB2/MVS, IMS/ESA, IMS/TM, DL/1, STARBURST, Data.Joiner, System R, 
VSAM, and MVS/F.SA are trademarks of International Business Machines Corpora­
tion: 

• INGRES and QUEL are trademarks of Computer Associates; 

• ORACLE, ORACLE8i, and SQL "'CONNECT are trademarks of Oracle Corporation; 

• SYBASE, SYBASE IQ, SQL Anywhere Studio, Adaptive Server Anywhere, and Adap­
tive Server Enterprise are trademarks of Sybase, Inc. 

Other product names contained herein may be trademarks or servicemarks of their re­
spective companies. 
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