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Abstract

Hospitals allocate operating-room (OR) capacity before future surgical demand is fully
known, so they must rely on demand predictions when making resource-allocation deci-
sions. A conventional predict-then-optimize approach trains a demand predictor for sta-
tistical accuracy and subsequently optimizes against its point forecast. We study whether
the predictor should instead be trained directly for the quality of the OR allocation it
induces. We formulate a contextual, multi-period OR-capacity allocation problem and de-
velop a decision-focused learning approach that trains the demand predictor through the
downstream allocation objective. We first establish consistency of empirical decision-risk
minimization. We then analyze a two-class specialization to characterize the difference be-
tween decision-focused training and accuracy-based training using squared loss. We show
that under suitable conditions, decision-focused training is decision-consistent, whereas
squared-loss training targets the conditional mean and can incur a strictly positive deci-
sion regret that persists even with unlimited data. The analysis identifies capacity scarcity,
reward—urgency asymmetry, and demand uncertainty as key drivers of this gap. Extensive
numerical experiments confirm our analytical results. Using five years of data from a pub-
lic hospital, decision-focused training reduces out-of-sample regret from 3.69% to 1.98%,
eliminating 46.1% of the regret incurred by the accuracy-based predictor.
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Chapter 1

Introduction

Operating rooms (ORs) have been recognized as one of the most profitable and tightly
constrained resources in healthcare systems, accounting for up to 60% of a hospital’s rev-
enue. How ORs are utilized directly affects both hospitals’ profitability, and importantly,
patients’ access to treatment. In Canada, surgical volumes have been increasing, with
around 2.33 million surgeries completed in 2023, which was around 5% higher than the
pre-pandemic level ( ), yet substantial
backlogs remain. In 2025, patients across Canada experienced a median wait of 28.6 weeks
from referral by a primary-care physician to receipt of treatment, while an estimated 1.39
million procedures were awaiting treatment across the country ( ).

Managing OR capacity is also costly. In 2023-2024, Ontario hospitals alone reported
more than $2.2 billion in expenditures on operating-room services (

). Moreover, decisions about how OR capacity is distributed
across surgical demand propagate through the rest of the hospital, affecting surgical
throughput, surgeon utilization, patient waiting times, and the utilization of downstream
resources such as recovery units and inpatient wards. Because these decisions operate
at different time scales and levels of aggregation, the OR-planning literature typically
organizes them into a hierarchy of strategic, tactical, and operational decisions (

, ). At the strategic level, hospitals make aggregate
decisions about surgical capacity and case mix, including the distribution of OR time
across surgical groups. Tactical planning translates this capacity into block or master
surgical schedules, typically represented as a calendar-like template that allocates blocks
of OR time to specialties over a planning horizon ( ). At the operational
level, individual surgical cases are assigned and sequenced within the available capacity.



Within this hierarchy, we focus on the allocation of available OR capacity across surgical
groups while explicitly accounting for how that capacity is subsequently used to serve
surgical demand. Hospitals make the OR-capacity allocation before demand is realized.
Once demand becomes known, the allocated capacity is used to serve patients, creating
surgical schedules. Our objective is therefore not to model the detailed scheduling and
sequencing of individual surgical cases. Instead, we study the interaction between an
aggregate capacity-allocation decision and the downstream use of that capacity to serve
heterogeneous surgical demand.

1.1 Institutional Setting and Research Problem

We study this problem in collaboration with a public hospital in Ontario. Surgical demand
accumulates through surgeon-specific waitlists, creating workload that must be served using
the hospital’s limited OR capacity. The hospital periodically determines how its available
OR capacity should be distributed across surgical specialties. The hospital makes this
capacity allocation ex ante, before the surgical demand is fully realized. Once demand is
known, the allocated capacity is used to accommodate surgeon-specific surgical workload,
subject to the allocated specialty capacity and surgeon availability. The overview of the
procedure is illustrated in Figure 1.1. Our study therefore captures both the allocation of
OR capacity across surgical groups and the subsequent utilization of that capacity.

The hospital also places different values on the surgical workload it serves. In our insti-
tutional setting, surgical activity is evaluated using Weighted Case, a measure of hospital
activity that is used in Ontario’s hospital performance and funding framework (

). At the same time, leaving surgical demand un-
served carries a waiting cost, reflecting the hospital’s objective of delivering timely surgical
treatment. The capacity-allocation problem consequently balances the value of surgical ac-
tivity against the cost of delaying surgical workload across different specialties and priority
classes.

A central difficulty is that the OR-capacity allocation must be made before future
surgical demand is fully known. At the time of allocation, however, the hospital observes
information that is informative about the demand, such as recent surgical throughput. This
raises the central question of our study: how should such information be used to predict
demand when those predictions determine the allocation of OR capacity? We study this
question through comparing accuracy-based traditional predictor with a proposed decision-
focused training method.
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Figure 1.1: System Overview

1.2 Contributions

Our contributions are threefold. First, we formulate multi-period OR~capacity allocation
under contextual demand uncertainty as a prediction-and-optimization problem and de-
velop a decision-focused training framework that learns demand predictions through the
downstream allocation (decision) objective. We establish consistency of empirical decision-
risk minimization relative to the best predictor in the hypothesis class. Second, we ana-
lytically characterize the prediction—decision gap in a two-class specialization. We derive
the demand-to-allocation map in closed form and show that the accuracy-based predictor,
which targets conditional mean demand, can induce a strictly positive allocation regret
that persists even with unlimited data. In contrast, decision-focused training is decision-
consistent under some conditions. We quantify this gap through the displacement between
the mean-induced and decision-optimal allocations. We also illustrate the factors that af-
fect this gap. Third, extensive numerical experiments and a case study on real-life surgical
record demonstrate the practical relevance of this mechanism. Decision-focused training
removes 46.1% of the accuracy-based predictor’s out-of-sample regret despite substantially
worse forecast accuracy. The advantage grows with capacity scarcity and priority misalign-
ment between specialties, but can disappear or reverse when a demand-exogenous resource
becomes the dominant constraint.



Chapter 2

Related Work

Our work draws on two streams of literature. The first, data-driven optimization under un-
certainty, studies how the uncertain inputs of an optimization problem should be estimated
from data. The second studies operating-room capacity planning and surgical scheduling
under uncertainty. The question we study lies at their intersection. We contribute to
the first stream by providing a problem-specific comparison between two different training
principles, and to the second by making the learning of contextual surgical demand part
of the OR-capacity allocation problem.

2.1 Data-driven optimization under uncertainty

One common way to solve stochastic programming with historical data is to fit a distri-
bution to past realizations and maximizes the expected objective under it, most often via
sample average approximation (SAA) ( ). When information observed
before a decision is informative about subsequent uncertainty, the relevant problem be-
comes the contextual stochastic optimization. A growing literature develops methods that
use such side information to improve data-driven decisions. For example,

( ) construct context-dependent prescriptions by using machine-learning meth-
ods to weight historical observations according to their relevance to the current context,
while ( ) develop feature-based empirical-risk minimizing policy for the
newsvendor problem. More broadly, ( ) organize the methods for solv-
ing contextual stochastic optimizations into three frameworks: decision rule optimization,
which maps covariates directly to decisions; sequential learning and optimization, which



first estimates uncertain problem inputs and then optimizes; and integrated learning and
optimization, which trains the predictive model with the downstream objective in mind.

Our work focuses on the latter two frameworks while retaining a point prediction as
the interface between prediction and optimization. Under the conventional predict-then-
optimize approach, a predictor is trained using a statistical loss and its output is subse-
quently passed to a fixed downstream optimization model. A parallel of literature instead
trains predictive models using their downstream decision-level consequences. Early work
by ( ) develops task-based end-to-end learning for stochastic optimization.

( ) introduce the Smart Predict-then-Optimize framework for
linear optimization and design a convex surrogate SPO+ loss around the quality of the de-
cision induced by a prediction. These and subsequent approaches form the decision-focused
learning literature reviewed by ( ).

Several works study when such learning procedures lead to good downstream decisions.
Closely related to our point-prediction setting, ( ) char-
acterize conditions, including Fisher consistency, under which a predictor provides asymp-
totic guarantees for downstream optimization performance and derive finite-sample bounds.

( ) develop a closed-loop method in which predictors are trained
through a two-stage power-system optimization model. In contrast, ( ) con-
sider a distributional approach, estimating the conditional distribution of the uncertainties
while incorporating the downstream optimization objective.

Our analysis addresses a different but complementary question. We compare two pre-
dictors trained on the same data, features, and hypothesis class, one is trained using a
prediction-error loss that measures the discrepancy between predicted and realized demand,
whereas the other is trained using a decision-focused loss that evaluates the downstream al-
location induced by the prediction. Our setting differs from ( ), who
compare estimate-then-optimize, integrated estimation-optimization, and sample-average
approximation when an underlying probabilistic model class is well specified or misspeci-
fied. In our setting, the prediction—decision gap can persist even in the population limit,
and the population target of an accuracy-based loss need not induce the allocation that is
optimal for the downstream problem

2.2 Surgical planning

The surgical-planning literature has extensively studied the allocation and scheduling of
OR capacity under uncertainty ( , ,



). Most closely related to our setting is the literature on aggregate OR-capacity

allocation and master surgical scheduling. ( ) develop cyclic master
surgical schedules at the tactical level while accounting for uncertain procedure durations
and the resulting workload in downstream departments. ( )

similarly construct cyclic schedules that account for downstream bed occupancy and bed
shortages under uncertainty in the number and length of postoperative stays. These stud-
ies optimize the structure of the surgical schedule given information about the surgical
activities to be accommodated. Our focus is instead on the upstream uncertainty in the
amount and composition of surgical workload that the capacity allocation must anticipate.

Other surgical-planning models emphasize different sources of uncertainty.

( ) study advance elective-surgery scheduling when future OR capacity consump-
tion by emergency surgery is uncertain. ( ) assign a given set of surgeries
to operating rooms under uncertain procedure durations, and ( ) study the
sequencing and timing of elective surgeries under duration uncertainty. Related work on
priority-based healthcare capacity allocation includes ( ), who dynam-
ically allocate a diagnostic resource across priority classes to meet waiting-time targets.

( ) develop robust optimization models for OR staffing and schedul-
ing under uncertainty in surgical case mix and case lengths. These models highlight the
importance of uncertainty and priority in making surgical-planning decisions.



Chapter 3

The Model

We consider a hospital with a fixed set of surgical specialties § and hospital-affiliated
surgeons K. We assume each surgeon k& € K belongs to one specialty, denoted by s(k) € S.
Surgical demand associated with surgeon k is represented by a workload dj, measured in
the OR capacity (i.e., OR time) required to provide the corresponding surgical treatment.
To capture heterogeneity in the value and priority of different types of surgical demand,
this workload is grouped into reward classes ¢ € [C], where dj. denotes the OR-time
workload associated with class-¢c demand for surgeon k. Each class c¢ is associated with a
reward-rate value r., representing the reward generated per unit of OR-time used to serving
class-c demand. The reward value reflects the Weighted Case value associated with the
corresponding surgical activities, as introduced in Chapter 1. In addition, each class has a
waiting cost coefficient ., which penalizes each unit of class-c OR-time workload that is
delayed (backlog).

For a planning horizon of T periods (e.g., days) surgical scheduling takes place in two
stages. Before realized surgical demand d is known, the hospital allocates its available
OR capacity across specialties in each period. We denote this first-stage OR-allocation
decision by Y = (Y}),+, where Y is the OR capacity allocated to specialty s in period ¢.
After demand d is realized, the hospital determines when the previously allocated capacity
is used to serve from surgeon-specific workload. We denote the resulting second-stage
scheduling decision (X} .)g.cs, where X}, is the amount of class-c OR-time demand from
surgeon k that is served in period t.

The objective of the hospital is to maximize the net value of surgical service, balancing
the reward generated by serving surgical demand against the waiting penalty associated
with demand that remains unserved. Therefore, serving Xj . units of class-c OR-time
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demand generates reward TCX;;C in period ¢, while the remaining workload dj, . — th=1 Xie
incurs a per-period waiting penalty.

3.1 Deterministic Setting

We now formally introduce our optimization model with deterministic demand d, which
is the optimization problem the hospital would solve if the demand were known exactly.
For a fixed demand realization d, the hospital’s allocation and scheduling problem can
be written as a single linear program over (Y, X). We then rewrite this deterministic LP
in nested form to separate the first-stage OR-allocation decision Y from the second-stage
scheduling decision X.

For a fixed d, let V(X;d) denote the objective value of scheduling decision X. The
hospital’s deterministic optimization model for OR-capacity allocation is:

Y DI (Tchc ﬂc(dkc ZXk )) (3.1a)

te[T] s€S keKs ce[C]

st > Xi,.<aj, VseS, kek,, telll, (3.1Db)
ce[C]
Z ZXkcngst, Vse S, tell], (3.1c)
keKs ce[C]
Y vi<B, Vit e [T, (3.1d)
seS
T
> Xi, < dy, VseS, keK,, celC], (3.1¢)
Xi.>0, VseS, keks, ce|C], telT), (3.16)
Y! >0, VseS§, telT). '

Table 3.1 shows all the indices, parameters, and decision variables used in the optimiza-
tion model. The objective (3.1a) sums, over every period, specialty, surgeon, and class,
the reward r. earned for each OR-time unit of class-¢ demand served and subtracts the
waiting cost . incurred on the backlog of class-c. There is no direct cost attached to Y, so



Y enters the problem only through determining the capacity available in the second stage.
The constraints restrict the second-stage variable X through surgeon capacity, OR-block
capacity, and the cumulative backlog. Constraint (3.1b) requires the total OR-time work-
load served for surgeon k in period t not to exceed that surgeon’s available surgical time.
Constraint (3.1c) requires the workload served within a specialty to fit within its allocated
OR capacity, while (3.1d) ensures that aggregate specialty allocations do not exceed the
OR capacity available in the period. Finally, constraint (3.1e) caps cumulative service over
the horizon cannot exceed realized demand, which together with nonnegativity (3.1f) also
keeps the backlog well defined. Since X > 0, the cumulative service ) __, X[ . is nonde-
creasing in t, so (3.1e) guarantees a nonnegative unserved backlog dj, . — qu Xpe=>0in
every period. -

Table 3.1: Notation for the deterministic OR-capacity allocation model.

Symbol Description

Sets and indices

S surgical specialties, indexed by s

K surgeons in specialty s, indexed by k; s(k) is the specialty of surgeon
k

[C]={1,...,C} reward classes within a specialty, indexed by ¢

[T]={1,...,T} periods of the planning horizon, indexed by ¢

Parameters

Te reward per unit of OR time used to serve class-¢ demand

Be per-period waiting penalty per OR-time unit of class-c¢ backlog

m OR minutes contained in one block

Bt number of OR blocks physically available in period ¢

al, maximum surgical time surgeon k can provide in period ¢

dg,e >0 demand of class ¢ associated with k’s waitlist

Decision variables

Y! first-stage decision: block-equivalent OR capacity assigned to spe-
cialty s in period t

X }i . second-stage decision: workload of class-c demand served by surgeon
k in period ¢t

Formulation (3.1) maximizes over X and Y at once, whereas the hospital commits
to Y before schedules X is determined. We therefore restate it in the two-stage form



that the rest of the thesis uses. Fix a first-stage allocation Y in the feasible polytope
Y= {Y>0: Y Y <B" Vt}, and let F(Y,d) denote the second-stage feasible set
(i.e. the nonnegative X satisfying (3.1b), (3.1c), and (3.1e) for the given Y and demand
d). Define the second-stage optimal value as P(Y,d) := maxxery,q) V(X;d), which
is the optimal value of a linear program in X parameterized by (Y, d). The deterministic
OR-capacity allocation problem can be represented as the two-stage form maxycy P(Y,d).
We write

Y*(d) € argmax P(Y,d) (3.2)

Yey

for a maximizing first-stage allocation under demand d. Here d is an arbitrary fixed input
to the deterministic problem.

3.2 Stochastic Setting

Formulation (3.2) assumes that d is known when the allocation is chosen. In practice it is
not. The OR-capacity allocation decision Y is chosen at the start of the planning horizon,
whereas the demand it will serve is revealed only afterward, so at the moment of making
allocation decision the surgeon-specific demand remains uncertain. We accordingly model
the demand as a random vector D ~ P such that E[D] < co. Throughout, uppercase D
denotes the random demand vector, whereas lowercase d denotes a deterministic realization
or input, including a realized demand vector or a point prediction d. The corresponding
stochastic optimization problem finds the allocation decision that is optimal in expectation
over the random demand. This yields the two-stage stochastic program

max Ep.p[ P(Y.D)]. (3.3)

To solve the stochastic program (3.3), a natural approach replaces the unknown D by
a point prediction d (e.g., its expected value E[D]), and then optimizes (3.2) against it,
collapsing the demand distribution to a single point. However, An allocation tailored to
one demand realization may leave capacity underutilized in one specialty while leaving
demand unserved in another when the realized demand differs. When the second-stage
optimal value P(Y,-) is concave in demand d, Jensen’s inequality gives Ep p[P(Y, D)] <
P(Y,E[D]). Thus, evaluating an allocation decision using expected value can be biased,
and the allocation that is optimal for mean demand need not maximize expected down-
stream value. This motivates our two-class analysis of Chapter 5, which explores on what
determines the optimal allocation. Next, we formally introduce the OR-capacity allocation
problem modeled as a contextual stochastic optimization problem.

10



The stochastic program (3.3) integrates over the unconditional demand. The hospital,
however, can observe covariates w € W C RP that contain information about the dis-
tribution of demand. The relevant object in the stochastic program (3.3) is then as the
expectation over conditional distribution P(- | w) given W = w of random demand D,
and the allocation should be optimized against what has been observed. This gives the
contextual stochastic optimization formulation:

max E[P(Y,D) | W=w]. (3.4)

Model (3.4) is the stochastic OR-capacity allocation problem our hospital partner needs
solve, and the difficulty is that the conditional distribution w +— P(- | w) is unknown.
What is available instead is a finite sample of historical data {(w,,d,)}»_,, where the pair
(dn,wy,) are realizations of independent and identically distributed (i.i.d.) random demand
and feature variables. Thus, the conditional distribution must be learned from historical
observations {(w,,d,)}Y_,. In Chapter 4, we study a point-prediction approach in which
these data are used to learn a mapping from covariates to demand predictions that are
subsequently passed to the allocation model (3.2).

11



Chapter 4

Methodology: Decision-Focused
Learning for the OR-capacity
Allocation Problem

Optimization under uncertainty is, in practice, always carried out in two steps. First, the
practitioner predicts the uncertain inputs in the downstream optimization problem based
on observed covariates, then optimizes against the prediction. Across many industries,
machine-learning and statistical models are deployed to estimate the uncertain quantities
(e.g., demand, prices, service duration) that enter downstream optimization models. We
formally refer this contextual stochastic optimization method that makes a point-wise
prediction of uncertainty in the optimization model as point-prediction framework. For
detailed examples, see ( ).

The point-prediction framework also applies in our problem setting. The hospital does
not know the conditional demand distribution P(- | w) in (3.4), and estimating a full con-
ditional distribution for every covariate profile is statistically demanding. Alternatively,
observing the covariate feature w, a point prediction of demand is generated from a predic-
tor hg(w), where 0 represents the parameters of the predictive function. Then the hospital
solves (3.2) with d replaced by cZ(w) = hg(w), obtaining an OR-capacity allocation decision.

Traditional approaches of point-prediction framework trains the predictor based on
some “prediction-error” statistical objectives, such as squared error. In contrast, we pro-
pose an innovative methodology for point-prediction framework being utilized in our OR-
capacity allocation problem: a decision-focused learning that integrates the prediction step
and the optimization step, cast as empirical risk minimization on the downstream deci-

12
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Figure 4.1: The prediction-to-decision pipeline for OR-capacity allocation. A hypothesis
function hy maps the covariates w to a demand prediction d(f) = hs(w), and the plug-in
optimizer (4.1) converts the prediction into the allocation decision Y*(d(6)).

sions. Specifically, we evaluate a predictor by the downstream objective value achieved by
the allocation it induces, rather than by the accuracy of its demand prediction. Thus, we
distinguish our decision-focused method with other conventional point-prediction methods
as two separate training principles, which is discussed in Section 4.1. Figure 4.1 gives an
overview of the prediction-to-decision pipeline that all training principles share. Figure 4.2
contrasts where each principle closes its training loop, which is the main methodological
difference between these two routes. The chapter closes with a consistency guarantee for
our proposed method (Section 4.4).

4.1 The point-prediction framework

In this section, we formally introduce the point-prediction framework. A hypothesis func-
tion predicts the uncertain demand from the covariates, and the downstream optimizer
maps the prediction to a OR-capacity allocation decision. Let pp denote the dimension of
the demand vector. Let {hy : 6 € ©} be a parametric class of predictors (e.g., linear or
neural-network predictors) with hy : W — RZZ. Given covariates w, the predictor produces

the point prediction d= he(w), and the induced first-stage allocation decision is:

Y*(d) € argmax P(Y,d). (4.1)
Yey

A,

Since the argmax in (4.1) may be set-valued, we fix an optimizer selection and use Y*(d)
to denote the selected allocation. To measure how good the prediction-induced decision

13



on the realized demand, the deployed allocation is then evaluated against the realized

A,

demand through P(Y*(d), d), while the hindsight value is maxycy P(Y,d). We denote the
difference between these two values as the optimality gap. Figure 4.1 depicts this forward
pass in our OR-capacity allocation problem setting.

Two training principles instantiate the pipeline (Figure 4.2). The traditional route
solves the problem sequentially. It first fits hy to predict d accurately, using an
“optimization-agnostic” statistical objective that weighs on the discrepancy between
the predicted demand and actual demand. The most common one of such objectives is
the mean-square error (MSE). Thus, we use the predictor trained on squared error as
the benchmark of the traditional route. After the prediction is made, it then plugs the
resulting prediction into (4.1) to obtain the allocation decision. The decision-focused route
developed in the remainder of this chapter instead fits hy by empirical risk minimization,
targeting a predictor that generates the lowest optimality gap on the historical data. The
distinction between the two routes is the feedback mechanism. The squared-loss route
trains the predictor independently of the allocation problem, whereas the decision-focused
route feeds downstream performance back into training. For our capacity allocation
problem, the omission is consequential, as the downstream optimality gap may responds
asymmetrically to prediction errors. Under scarce capacity, overpredicting one specialty’s
demand can divert capacity from other specialties, whereas underpredicting it can leave
some of that specialty’s workload unserved. Because reward rates and waiting penalties
differ across demand types, these errors can have different downstream consequences.
The learning in traditional route weighs both errors the same, regardless of the down-
stream payoff. The proposed decision-focused learning closes the loop, as it replaces the
prediction-error objective with the optimality gap of our OR-capacity allocation problem,
so that prediction errors are penalized according to the downstream value they cost to the
hospital.

4.2 Risk, decision loss, and surrogate loss function

Recall from Chapter 3 that we have the historical i.i.d. data {(wy,,d,)}»_, drawn from
some unknown distribution Py, p. The central issue we discuss is how different prediction
routes select the predictor on these N samples. To distinguish the concept of loss function
used in our decision-focused learning with counterparts of other point-prediction methods,
given (w,d) and a prediction a?, we define the decision loss (equivalently the downstream
optimality gap) as:

A

lop(d, d) = I{}gg’fp(x d) — P(Y*(d),d)

v

0, (4.2)

14
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pp(dy, dy) = maxy P(Y,d,) — P(Y*(dy), dy)
(b) Decision-focused training

Figure 4.2: Process illustration of (a) The squared-loss training route, which fits 6 by the
accuracy-based surrogate loss (4.5): the realized demand enters at the prediction stage.
(b) The decision-focused route fits 6 by the decision loss (4.2): the realized demand enters
at the “deployed allocation” stage.

which is the difference between the hindsight-optimal downstream value and the value
achieved by the allocation induced by d. Consequently, the true decision risk (of predictor
hy) is the expectation of the true decision loss over some (w, d) drawn from Py, p:

R(hg) = ]E[r}x/%}}P(Y,D) — P(Y*(hg(W)), D) |. (4.3)

Note the hindsight-optimal term maxy ¢y P(Y, D) does not depend on 6. Therefore, by
linearity of expectation, minimizing decision risk over # is equivalent to maximizing the
expected downstream value of the induced allocation. Moreover, the empirical decision
risk ( ) ) on data {(w,,d,)} is
then

Ry(hg) = %ZEDF(hG(wn),dn), (4.4)

and the decision-focused empirical risk minimizer is 0y € argming g Ry (hg). Minimizing
(4.4) is equivalent to maximizing the average of empirical downstream value from allocation
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decisions (i.e., ~ > P(Y*(hg(wn)),d,)). Decision-focused learning (DFL) is therefore
an empirical decision-risk minimization, fitting hg by the quality of the decisions rather
than by its predictive accuracy. we write ©* := argming.g R(hg) for the set of true
optimal parameters. Throughout the thesis, lower risk means higher downstream payoff,
and optimality gap or regret is always stated as an optimal value minus the value of the
implemented decision (based on some prediction).

The decision loss (4.2) is typically nonconvex in #. The alternative in the traditional
point-prediction route replaces it with a surrogate loss that measures the discrepancy
between vector d and d. Again, one commonly used surrogate loss function is the squared-
error loss ||cZ — d||3. Henceforth, we refer to this traditional approach as the squared-loss
route and we denote MSE as our surrogate loss function. We define surrogate risk RMS®
as

R¥E(hg) = E|lhg(W) — DIf3, (4.5)

with empirical surrogate risk RNSF(hg) = L " [he(w,) — dy|3 and minimizer
Panel (a) of Figure 4.2 shows the resulting training loop when we adopt the surrogate
loss function in the point-prediction framework. Unlike (4.4), the MSE surrogate loss (4.5)
is convex in the prediction and decision-unaware. As we will see later in this section, with
our problem it is also not Fisher-consistent for the downstream decision, which implies

minimizing the surrogate risk need not minimize the true decision risk (

: )-

Proposition 4.1. Suppose demand D satisfies E[||D||3] < oo, define the conditional mean
p(w) := E[D | W = w| minimizes E|g(W) — D||3 over all measurable predictors g such
that E[[lg(W)||3] < oo.

WMSE
ONISE

Proposition 4.1 shows that the unrestricted population target of squared loss is the
conditional mean of demand. For i.i.d. observations {(w,,d,)}"_,, under standard uni-
form law-of-large-numbers conditions—such as compactness of ©, continuity in 6, and
an appropriate integrable envelope—the empirical squared-loss risk converges uniformly
to its population counterpart ( , Lemma 2.4). Consequently,
empirical squared-loss minimization is risk-consistent over the hypothesis class. If the hy-
pothesis class {hg : § € ©} contains p, then p is a population minimizer of the squared-loss
risk. Under the corresponding empirical-risk consistency conditions, the squared-loss route
asymptotically targets the population optimum — the conditional mean. Whether the
conditional mean is the right input for the downstream decision is a separate question,
which is analyzed in Chapter 5.
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4.3 The bilevel training problem

Next, we describe a solution method for the empirical risk minimization in DFL. The
training of decision-focused predictor can be formulated as a bilevel program:

min Ry(hg) with d,(0) = ho(w,), Y*(d,) € argmax P(Y,d,). (4.6)

0cO Yey

The per-sample gradient is

P oY™* 0d,

VQ EDF (h@(wn), dn) = — g—y 27” 86—0, (47)
where the middle factor differentiates the argmax of our OR-capacity allocation program
(3.2). Equation (4.7) is the differentiation path used in the computational implementation.
The LP optimizer is piecewise affine in d,, and non-differentiable at region boundaries,
which was handled by using implicit differentiation by KKT system (

) or by stochastic perturbation of the optimizer ( ,

). Panel (b) of Figure 4.2 shows this training loop closing at the decision stage rather
than at the prediction stage. Theorem 4.1 below concerns the consistency of any global
minimizer of the empirical decision risk.

4.4 A consistency guarantee for the decision-focused
predictor

Next, we discuss the convergence result of predictor under our decision-focused route.
Specifically, we show that minimizing the decision-focused loss function empirically is con-
sistent with respect to the true decision loss. In other words, with enough data the learned
predictor induces decisions as good as those of the best predictor in the class (i.e, parameter

0 €0).
We impose the following assumptions.
Assumption 4.1 (Regularity of the learning problem).
(a) (Compactness.) © C RP? is compact.

A

(b) (Continuous optimizer selection.) The optimizer selection fixed in (4.1), Y*(d) €
arg maxy ¢y P(Y, d), is continuous on the prediction range H := {ho(w) : 0 € O, w €
W} of the hypothesis class.
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(¢) (Lipschitz hypothesis class.) hg(w) is measurable, and the map 6 — hy(w) is L-
Lipschitz in 0, and uniform in w € W.

Theorem 4.1 (In-class consistency). Let Oy € arg ming.g ]%N(H) be the optimizer of em-
pirical risk on the historical data and ©* = arg miny.q R(0) as the optimal set of parameters
that minimizer the true (expected) decision risk. Under Assumption 4.1,

dist (éN,@*) — 0 with probability 1 as N — oo,

where dist(0, ©*) = infgce-||0 — 0| denotes the Euclidean distance from a point to a set.
In particular, R(0n) — mingee R(0) almost surely, so the decisions induced by Oy are
asymptotically as good as those of the best predictor(s) in {hy : 6 € O}.

Theorem 4.1 guarantees that decision-focused training recovers the best in-class deci-
sion risk as N — oo. It does not by itself imply convergence of the induced allocations
to the oracle allocation. Chapter 5 establishes such a decision-level result for two-class
specialization under additional conditions. Proposition 4.1 shows the surrogate converges
to the conditional mean, which need not induce the decision-optimal allocation. The ques-
tions of when, and by how much, the mean-based statistical objective is suboptimal for
the downstream decision are the subject of the analysis in Chapter 5.

18



Chapter 5

The Two-Class Simplified Instance:
Closed Forms and the Value of DFL

The consistency guarantee of Section 4.4 applies to the OR-capacity allocation model of
Section 3.1, but it does not explain when the decision-focused and squared-loss routes lead
to different allocation decisions, nor how large that difference can be. The central premise
is that an accurate prediction does not necessarily leads to a good decision (

). In our allocation problem, a predictor trained to minimize squared loss
can converge to an allocation that is suboptimal for the downstream stochastic program.
To study this gap explicitly, we specialize the general model to a simplified two-class setting
that preserves the key OR-capacity allocation tradeoff: two specialties, one reward class per
specialty, and a single per-period capacity pool. We first solve the deterministic version of
the problem in closed form, reducing the optimal first-stage allocation to a scalar decision.
We then introduce demand uncertainty and characterize the allocation that is optimal
under the true conditional demand distribution. With this benchmark, we show that
decision-focused training can recover the true optimal decision under suitable conditions,
whereas the squared-loss route can incur a strictly positive “plug-in” regret that more
data cannot eliminate. We quantify this gap by comparing the limiting decisions induced
by the two training routes, and then show how the same mechanism extends from the
single-period case to a general planning horizon.

5.1 Specialization of the general model

The general model of Section 3.1 is specialized by three reductions.
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1. Two specialties, one reward class each. We take S = {1,2} and C = 1, so
the reward-class index ¢ removed and each specialty carries a single per-unit reward,
written 74 in place of r..

2. No surgeon-capacity constraint. We assume a single aggregate surgeon for each
specialty. With the mentioned assumption of one reward class, we aggregate surgeon-
level and class-level second-stage variable into a single served-volume variable, so the
Xj.. of Section 3.1 becomes X{. We drop the surgeon-availability constraint (3.1b),
so the only capacity is the per-period OR capacity.

3. Normalized block conversion. We set the block-minute constant to m = 1 and
write M := B! for the per-period OR capacity, assumed constant across t. Served
volume and capacity then share a common unit, and the first-stage allocation Y
becomes a per-period split of the capacity M between the two classes.

Remark 5.1. We want to note that the two-stage structure of OR-capacity allocation prob-
lem is unchanged, where the hospital still splits capacity across specialties over the planning
horizon as the first-stage decision (Y') and then realized demand being scheduled under
the capacity split (X). However, under full information the split can always be matched
to the intended schedule (set Y} = X?), so the block constraints (3.1¢)—(3.1d) reduce to
the single per-period capacity (i.e., >, X5 < M).

In our problem, serving one unit of class s in period ¢ earns the reward r; once and
removes that unit from the backlog. for the T'—t 4 1 periods t,...,T, saving 3, in each
period. Its total marginal value is v! := ry + (T — t + 1),, which is the time weight of
class s in period ¢. Under the simplification above, the second-stage objective (3.1a) (i.e.,
V(X;d)) given a demand d becomes

VXid) =Y > r XD — B(do - XT) (5.1)

te[T) se{1,2}
=3 ) vxL - (T D Bd,) (5.2)
te[T] se{1,2} se{1,2}

over the second-stage feasible set F(Y,d). Now, the only constraints defining F are
Doiei Xe < ds for s € {1,2} and 37,y XJ < Y for s € {1,2}. The reward is collected
whenever a unit is served, and only the wait-time-saving component (7' —t+ 1), depends
on the time index ¢. Since the term 7") _ fsd,s does not involve X, maximizing (5.2) over
[F is the same as maximizing the time-weighted served total >, > v!X,;. Since 5 > 0,
the time weight 1! is strictly decreasing in t for each s.
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5.2 The closed-form demand-to-decision map for the
simplified model

We make the assumption for the parameters of the simplified two-class problem.

Assumption 5.1 (Parameter assumptions). For the two-class model, 55 > 0 for s € {1,2}
and, relabeling the two specialties if necessary, 5; > (s, so class 1 is the strictly more urgent
one.

Next, we present the closed-form solution for the deterministic version of our simplified
allocation problem. In other words, we want to answer given some arbitrary demand
(prediction) d, how to determine Y*(d), which is optimal allocation of OR-time to the two
classes across the planning horizon. We show that this problem can be decomposed into
two subproblems — capacity split and sequencing — both can be solved greedily. First,
we need to answer how much of each class to serve over the entire horizon (i.e., >,y Yy
and Ztem Y}), as a split of total capacity. Given this split volume for each of the class, we
then need to understand that how much capacity each class get within each period, giving
us the allocation decision Y.

Proposition 5.1 (Closed-form optimal demand-to-decision map). Let Assumption 5.1
hold. For q € [0,TM], let Y(q) € Y denote the allocation that awards the first q units
of capacity, ordered by period, to class 1 and the remaining TM — q units to class 2."
Moreover, given a demand realization d = (dy,ds), with

g(d) = min{max{Mm, (TM —d)*, di, TM}, (5.3)

wheret = (T+ 1)+ (r1 —r2) /(81— B2). The allocation Y (q(d)) is the optimal OR-allocation
decision of the two-class model for the demand realization d.

The total-capacity split (how much capacity should be allocated in T' periods) is an
outcome of greedy approach that orders the T'M units of capacity by decreasing time
weight and awards each to the class with the higher v!. Under scarcity of demand, moving
one unit of period-t capacity from class 2 to class 1 changes the value by v — vl =
(r1 —r9) + (61 — Po) (T — t + 1), the reward difference plus an urgency premium, changing
sign at time . The optimal split of capacity therefore expands class 1 period by period
and stops after period [¢|. The timing is set afterwards by sequencing allocations based

YExplicitly, Y{(q) = min{M, (¢ — (t — 1)M)*} and Y{(q) = M — Y{(q) for t € [T].
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on the wait-time penalty [, of the two classes. With Proposition 5.1, the entire first-stage
allocation is equivalently characterized by the scalar ¢, and a demand forecast reaches an
OR-allocation decision only through the value of ¢ it induces.

Remark 5.2 (Connection to cu rule). We note that the sequencing itself is a finite-horizon,
capacity-block analogue of the classical cu rule for priority queues ( ).
With the total volumes fixed among classes, waiting cost accrues at rate (s, so clearing the
higher-£ class first minimizes total waiting cost, as serving in decreasing cu order does.

Remark 5.3 (Limiting and degenerate regimes). Proposition 5.1 covers the scenarios when
T > 1, 51 > By > 0. Wediscuss boundary cases for completeness. (i) Single period (T =1).
Sequencing is not needed for a single-period problem, as both demand under the two classes
being served within the same period after capacity is split. The contested margin between
class 1 and class 2 simply becomes v{ — v4, so we serves the higher-v! = r, + 3, class up
to ¢(d) = min{ds, M}, then the other up to the remaining capacity. (ii) Ample versus
scarce capacity. When d; + dy < T'M all demand is served and only sequencing matters.
The capacity-split problem is nontrivial precisely under scarcity, dy + ds > T'M, where it
decides which class’s demand to leave unserved.

Therefore, the optimal allocation decision of our simplified model is attainable in closed
form when demand information is fully known, and the rest of this chapter studies that
allocation under uncertainty. Once the decision is a known map of the prediction, the
only remaining question is what good prediction should be trained for. Because ¢(-) has a
piecewise structure, two predictions that are equally accurate can land on opposite sides
of a boundary and produce very different value (decision loss). How ¢ is learned (decision-
focused route versus squared-loss route) decides whether hospital captures the decision risk
from predictions.

5.3 The single-period two-class simplified problem

We now put the allocation under demand uncertainty, first at a single period scenario (i.e.,
T = 1). The general horizon follows in Section 5.7. At T' = 1 the period index drops
for decision variables Y and X, and the time weight v! of (5.2) reduces to v = v! =
re + B, > 0. Without loss of generality, we label the specialties so that v, > v 2. We
now consider a fixed first-stage decision, which is the scalar allocation ¢ of Proposition 5.1,

before the demand is observed. The decision (based on prediction) ¢ awards Y} = ¢ to

2Recall for general-T case g is defined as allocation of capacity to class 1, so this assumption makes the
definition consistent.
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specialty 1 and Yo = M — ¢ to specialty 2. With a little abuse of notations, we use
q to replace the original first-stage decision Y for our two-class simplified model. Once
random demand D = (dj, dy) is realized the second stage serves min(dy, q) of class 1 and
min(dy, M — q) of class 2.

Assumption 5.2 (Conditional regularity). For almost all w with respect to Py, Dy sat-
isfies E[|D,|> | W = w] < oo and admits a conditional density fy,, that is continuous,
with conditional survival function F,(2) := P(Ds > z | W = w). As in Proposition 4.1,
p(w) = E[D | W = w] denotes the conditional mean.

Recall that in the contextual stochastic optimization formulation of our OR-capacity
allocation problem (3.4), the objective is to obtain the best allocation that maximize
conditional expectation of second-stage value. Under our two-class model, we denote the
conditional value of a decision g as ®,(q) := E[P(q, D) |W =w]. At T =1 it becomes

E[rl min(Dy,q) — f1(Dy — ¢)" + romin(Dy, M — q) — S2(Dg — M + q)+‘ W = w} (5.4)

The contextual stochastic program (3.4) at T = 1 for the simplified model is then
maxgepo,m] Puw(q). Throughout Sections 5.3-5.6 we work at 7' = 1, where ®,(¢) has the
closed form (5.4) on [0, M]; Section 5.7 works with ®,,(¢) on multi-period (T" > 2) case
where ¢ € [0, TM].

Lemma 5.1 (Concavity of the conditional value for T' = 1). Under Assumption 5.2, ®,,
is continuously differentiable and concave on [0, M|, with

@, (q) = v1 Frju(q) — v2 Fop(M — q),
(I)Z;(Q) = _V1f1|w(CI) - szz\w(M — q) < 0.

We denote the set of true optimal decision as Q*(w) := argmax e pq Puw(q). If @y is
strictly concave, Q*(w) is a singleton and any interior maximizer ¢*(w) € Q*(w) satisfies
the first-order condition

141 Fl\w<q*(w)) = V2F2|w(M—Q*(w)>~ (5.7)

Now considering some arbitrary point prediction cZ, the allocation is obtained by op-
timize P(q,d) defined in (5.4) (i.e., two-class simplification of (4.1) at T = 1). For
the single-period case, the optimal allocation only depends on the prediction of class 1

q(d) = min(dy, M) (Remark 5.3(i)), so the downstream optimizer allocates to specialty 1
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exactly the capacity needed to serve its predicted demand, capped at M. Given the feature
w, we write go(w) = q(hg(w)) = min((he(w))1, M) as the allocation decision based on the
prediction hg(w) generated by the predictor hg. Note that gg(w) is a continuous optimizer
selection, so Assumption 4.1(b) holds for this instance; Lemma C.5 in Appendix C verifies
this at every horizon. In addition, we define that the decision-optimal prediction set as the
(set-valued) preimage of the optimal-decision set Q*(),

D*(w) :={d € R%y: q(d) € Q" (w)} = {d: min(dy, M) € Q*(w)}, (5.8)

For the T' = 1 case, when ¢*(w) < M, it is {d: dy = ¢*(w)}, and if ¢*(w) = M it is
{d : dy > M}. We define the expected optimality gap (regret) between an allocation
decision ¢ with true optimal decision as

reg, (¢) := max ®,(¢)— ,(q) > 0, (5.9)

q'€[0,M]

which is convex in ¢ because of Lemma 5.1, and the risk function (4.3) specializes to

R(hg) = Ew [regy, (go(W))].

5.4 Decision-focused training recovers the optimal
policy

Our DFL predictor minimizes the empirical downstream optimality gap. In this section,
we show training through the optimality gap and the DFL predictor learns the allocation
decision the oracle would choose. The argument has two parts. We establish a bridge
showing that the optimizer of the conditional optimality gap (or equivalently, maximizer
of conditional value) is optimal for the true risk, and a consistency theorem showing that
the predictor under the decision-focused route attains it. First, we show that optimizing
the allocation with respect to the conditional optimality gap pointwise in w is optimal for
the true risk.

Lemma 5.2 (Interchange of pointwise optimization and integration). Suppose (w,q) —
., (q) is measurable, ®,,(+) is continuous on [0, M|, and D, () is uniformly bounded. Then,
over the class M of maps q(-) : W — [0, M],

,nf Ew [~®w(q(W))] = Ew[qér[})%rﬂl/j]—@w(Q)] = Ew[-®w(g"(W))],  (5.10)

and the infimum is attained by any w — ¢*(w) € Q*(w). Consequently, minimizing the
conditional regret (5.9) pointwise minimizes the true risk R, so the true optimal predictions
(with respect to risk R) are the selections of w — D*(w).
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This lemma implies there is no loss in optimizing each context separately. The left-hand
side is the lower bound on the negative of conditional value attainable by any predictor, so
the ideal predictor is any map that lands in the decision-optimal set D*(w). In particular,
this tells that a predictor need not recover the conditional distribution, or even the condi-
tional mean, to be decision-optimal. We now lift the risk consistency of Theorem 4.1 to
the decision level, meaning convergence of the induced allocation to the conditional true
optimal decision ¢*(-) from DFL training ( , Theorem 1(ii)).

Assumption 5.3 (Decision-realizability). There exists §° € © with hge (w) € D*(w) for
each w with respect to Py,. Equivalently, ggo (w) € Q*(w).

This assumption states that the hypothesis class realize a selection of the decision-
optimal map w +— Q*(w). Since q(aAl) depends on d only through d;, decision-realizability
constrains a single scalar map from feature w to a prediction d; (w) = hgo(w) that leads to
the true optimal decision (i.c., ¢(dy(w)) € Q*(w)). When no such #° exists, the decision
consistency of Theorem 5.1 need not hold, though the in-class guarantee of Theorem 4.1
still does. The squared-loss route, by contrast, keeps targeting the conditional mean.
Even when g is not realizable within ©, it remains as the squared loss estimates, and by
Proposition 4.1 the surrogate risk is minimized by approaching it.

Assumption 5.4 (Strong concavity). There is A > 0 with —®” (¢) > A for all ¢ € [0, M]
for every w.

Equivalently, vy fij,(q) +v2 fo(M —q) > A. Note that this assumption is not automatic
at T = 1, as Lemma 5.1 guarantees only concavity, and Assumption 5.4 assumes that
inf,, mingepo, ] (1/1 Jijw(q) + va fopw (M — q)) > 0, meaning the conditional densities must be
bounded away from zero on [0, M|, uniformly in w. What distinguishes the single-period
instance is that the condition is directly checkable, since Lemma 5.1 gives —®/ in closed
form. The linear-demand instance of Section 5.6 illustrate the choice of A under a bound
on its conditional means.

Lemma 5.3 (Growth of the conditional regret). Let Assumption 5.2 hold, so that ®,, is
concave on [0, M| with second-order derivative (5.6) by Lemma 5.1, and let Assumption 5.4
hold with constant A\ > 0. Then, then for any w

reg,(q) > 3 (¢— q*(w))2 for every q € [0, M]. (5.11)

Lemma 5.3 implies the expected optimality gap grows quadratically with the distance to
the true optimal decision ¢* Note that this lemma can be used to evaluate the optimality
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gap of allocation decision that induced by other predictors by replacing the arbitrary ¢
with the decision from the predictor’s asymptotical surrogate-loss minimizer. For instance,
the MSE predictor gives us a q(u(w)), producing the squared-loss floor when it does not
coincide with ¢*. More detailed analysis is introduced in Section 5.5.

Theorem 5.1 (Deci§ion consistency). Let Assumptions 5.2, and Assumption 5.3 hold, and
let O € argmingeg Ry (hg). Then, almost surely,

~

R(0x) = Ew[regy (g5, (W))] — 0, (5.12)

the expected optimal downstream value of the learned allocations converges to the best value
attainable by any allocation policy. If in addition the strong-concavity Assumption 5.4
holds, then, almost surely,

Ew [(95, (W) —¢*(W))*] — 0, (5.13)

so the decision-focused empirical risk minimizer is decision-consistent (i.e., the decision
based the learned estimator converges to the true optimal decision).

Lemma 5.2 is what identifies the limit in (5.12) as the best optimality gap any allocation
policy can attain, so the theorem says that DFL converges not merely to the best candidate
in © but to the pointwise optimum (which leads to optimal allocation decision) itself. The
numerical experiments on decision-consistency in Chapter 6 (Figure 6.1) illustrates the
theorem empirically.

5.5 The optimality gap of squared-loss predictor

Theorem 5.1 identifies the infinite-sample limit of the decision-focused route, the optimal
allocation ¢*(-). In addition, Proposition 4.1 identifies the corresponding limit of squared-
loss route, the conditional mean u(-), whose induced allocation at T" = 1 is q(pw) =
q(p(w)) = min(py(w), M). Therefore, with sufficient amount of data, quantifying the
difference between decision-level cost between the square-loss route and decision-focused
route therefore reduces to comparing the two decision limits, equivalent to evaluating the
regret (5.9) at the mean-induced allocation decision (g(fy)).

Given some observed feature w, the gap between the two limits is the decision displace-
ment q(py,) — ¢*(w) = min(p (w), M) — ¢*(w), and the corresponding conditional regret
is reg,,q(itw)). Computing the displacement requires locating ¢*(w) by locating ¢*(w) that
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satisfies (5.7). The slope of the conditional value (5.4) at the mean-induced allocation,
@, (q(p1w), vanishes exactly when g(s,) is decision-optimal. It has a closed-form whenever
the conditional survival function (i.e., Fy,(.) for s € {1,2}) are.

Proposition 5.2 (Decision regret of the squared-loss route). Let Assumption 5.2 hold at w,
so that @, is twice differentiable on [0, M| with second derivative (5.6) by Lemma 5.1, and
let I(w) be the interval between q(u(w)) and ¢*(w), and define the following two constants:

A(w) = min (—®/(q)), A(w) := max (- (q)). (5.14)

q€l(w) qel(w)

(i) The regret is bounded below by the squared decision displacement,

reg,(a(tw) = 2% (q(pw) — ¢ (w))?, (5.15)

and if in addition ¢*(w) is interior to [0, M] (so the first-order condition (5.7) holds),
2 (q(w) — ¢"(w))* < reg,(a(p) < 252 (q(i) — 4" (w))*. (5.16)

(ii) Suppose q*(w) is interior to [0, M] and the densities fiw, fow are continuous (As-
sumption 5.2). Then,

o, (¢(p1))”

2 A(w) < reg,(q(pw)) M_

2 \(w)

IN

(5.17)

By Proposition 4.1 the squared-loss route can lead to a consistent predictor with respect
to surrogate loss function that targets conditional mean but is not decision-consistent. In
other words, u(w) lies outside the decision-optimal set D*(w) whenever min(u(w), M) #
¢ (w).

Proposition 5.2 shows and the optimality gap is strictly positive on {w : ¢(f) —¢* (w) #
0} and quantify it when this scenario occurs. (5.17) tells us the lower bound of the expected
regret affected by both the value different between the two classes and tail behavior of
the demand distribution of the two classes. In addition taking expectation of (5.15) gives
Ew [regy (q(1w))] = R(6,) > sEw [AW)(q(pw) —¢*)?] > 0, which is a sample-size-free bias.
Even with pu(-) known exactly, the squared-loss route still pays Ey [regy, (¢(pw))] > 0, a
floor that more data cannot close. Its general-horizon extension is developed in Section 5.7.
The bounds in Proposition 5.2 are computable in the example below.
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5.6 Motivating Example: Linear Demand Model

In this section, we present a stylized example to showcase the bound of squared-loss opti-
mality gap in our simplified two-class model. Suppose the demand is given by the linear
model: Dy | W = w ~ N (ps(w), 0?), with (conditional) mean fi,(w) linear in w and a fixed
(conditional) standard deviation o, > 0. Writing Fy, ¢, and Fy = 1 — Fj for the standard-
ized normal cumulative density, density, and survival function. The conditional density
and survival are fy,(z) = o, 'o((z — ps(w))/0s) and Fy(z) = Fo((z — ps(w))/os), so
Assumption 5.2 holds under the linear-demand case.

We first illustrate a choice of constants (A and A) in Proposition 5.2 under the linear
demand. We assume that there is a constant K < oo such that |us(w)| < K for every

w € W and s € {1,2}. The constants A(w) and A(w) of Proposition 5.2 then can be
established using Gaussian density. First, since ¢(-) < ¢(0) for all ¢ and w, we have

@0, (q) = 11 fuw(a) + vafo(M = q) < = (11/01 + 13/05) Tn addition, for ¢ € [0, M],
lg — m(w)] < M+ K and |M — q — pa(w)] < M + K, so =P/ (q) are bounded below
by (vi/o1) (M + K)/o1) + (1a/02) o((M + K)/o3) > 0 uniformly in ¢ € [0, M]. For
general time-weight values vy, 15 > 0 the optimal allocation ¢*(w) is the unique root of the
first-order condition (5.7), under linear demand leads to the equality condition:

" FO(Q*(“’) - Ml(w)> 0, FO(M —q'(w) - M2(w)>

01 02

Corollary 5.1 below shows the regret-bound results in Proposition 5.2 being applied to
the linear-demand case. It also illustrates that the value ratio vy /vy determines whether
the regret can become zero at any capacity M.

Corollary 5.1 (The regret of squared-loss predictor in linear-demand example). In the
linear-demand instance, allow general values vy, vy > 0 and set p := vy /vs. Fiz a w with
pr(w) < M, so q(py) = p(w), and with the optimum q*(w) interior to [0, M].

(a) Applying (5.17) to the linear-demand instance gives a lower bound for the regret of
mean-induced decision:

(L1 — vy Fo(2(w)))”
2A ’

reg,, (¢(p)) = (5.18)

v % M —pq (w)—p2 (w
where A = %—ﬂ(a—i + U—i) and z(w) = —“1(0; uz(w)
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(b) The regret at q(j,,) vanishes if and only if the first-order optimal residual (the deriva-
tie of conditional value function at q(.)) is zero, which controlled by capacity slack-
ness level M — py(w) — po(w). Whether any such capacity ezists is determined by the
value ratio. If p < 2, the regret at q(p,) has a unique zero occurs at a the condition
z* = F(;l(p/2), that is, at capacity level M — pi(w) — po(w) = 092" (negative when
v1 > vy). At the threshold p = 2, the regret approaches zero in the limit z — —o0
and 1s attained at no finite capacity. If p > 2 the regret is bounded away from zero
at every capacity.

This corollary tells us that under linear demand of the two classes, the squared-loss
predictor can lead to a true optimal decision only when p is strictly less than 2, and only
under scenario where capacity is scarce (i.e., M — py(w) — pa(w) < 0). Moreover, when
capacity is slack, p(w) + po(w) < M, z(w) is positive and Fo(z(w)) < 3, so as long as
vy > vy, the %Vl — vy Fo(z(w)) is positive, the squared-loss predictor under-allocates to
the priority class 1. Moreover, the lower bound result (5.18) tells us that the regret is

monotonically increasing in the standard deviation of class 1, o;.

Figure 5.1 illustrates both mechanisms together under value asymmetry, at the represen-
tative ratio p = vy /ve = 1.5 (11 = 1.2, v, = 0.8). Here we denote the decision displacement
as A, = q(pw) — ¢*(w), so a negative A, means mean-induced decision under-allocates to
class 1 compared with true optimal decision. Panel (a) plots the conditional squared-loss
regret against the capacity slack, including its upper and lower bounds following Propo-
sition 5.2. The zero-regret capacity occurs at oo, 1(p/ 2) = —0.67. At the sub-optimal
point f = pe =5 (A, = —0.94) the exact regret is 0.231, inside the band [0.193, 0.249].
With o3 = 1, Fg(z) of (5.18) under this case is Fo(1) ~ 0.16, and 3v1 > 0.1615, leading to
under allocation. Panel (b) exhibits the mechanism: with the conditional means and o
held fixed, the mean-targeting allocation ¢(f,,) = min(u; (w), M) is flat while the decision-
optimal ¢*(w) shifts toward the higher-value class v, as o1/09 grows, creating larger regret

gap.

5.7 The general horizon

We now extend the analysis to a general horizon 7. When 7" = 1, the analysis relies on
global concavity of the conditional value function ®(q). This property yields decision con-
sistency for the decision-focused predictor (Theorem 4.1) and supports the regret bound
for the squared-loss predictor (Proposition 5.2). For a general horizon, however, the condi-
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Figure 5.1: Decision regret on the T' = 1 two-class linear-demand instance at p = vy /vp =
1.5 (1 = 1.2, 15 =0.8, M = 11). (a) Conditional regret versus capacity slack M — u; — pz
(01 = 2, 09 = 1, 1y = po varied). (b) With uy = pe = 5 fixed, q(p,) = min(py, M)
sensitivity of ¢(u,) and ¢*(w) as o1/09 grows.

tional value function is only block-wise concave, see (Lemma C.6), so the global arguments
used in the single-period case no longer apply directly.

Recall in Section 5.2 that, at any horizon, the first-stage allocation reduces to the single
scalar ¢ € [0,TM], representing the cumulative early capacity allocated to class 1, with
the remaining T'M — ¢ left to class 2. Note that under our capacity-allocation setting,
the total capacity T'M over T periods can be divided into per-period capacity blocks (i.e.,
(0, M], (M, 2M], ..., (T — 1)M,TM]). we write 7(q) := [¢/M] for the period containing
the marginal unit of capacity, B; := ((t — )M, tM ) for the ¢-th capacity block, and
vi=rs+ (T —t+1)5; for the time weights. The conditional value then can be written as:

q o TM -
B, (g) = / VO () du + / VO Fy(u—q)du — TS, BED, |w] (5.19)
0 q

whose last term is a g-independent constant. We showed that the expected value function
is block-wise smooth and concave in Lemma C.6. The conditional regret now is reg, (q) :=
maxycpo,rm Puw(q’) — Puw(g), which is the general-horizon analogue of (5.9). The squared-
loss route is again mean-targeting, converging to decision q(fi,)-

The horizon enters only through the floor and ceiling on —®” in Proposition 5.2. The
lower bound becomes as a block-tracking bound that locate the capacity block containing
the mean-induced allocation, stated in Proposition 5.3.
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Proposition 5.3 (The plug-in floor at every horizon). Fix any horizon T, let Assump-
tion 5.1 hold, suppose fs., < fs for every w, and denote Ly := vifi + vy fo < co. Sup-
pose for each w, the allocation q(p.,) is interior to a capacity block B; (i.e., q(pu,) €

((j — 1)M, jM), and write

IM — q(pw), @3, (q(pw)) > 0,
Li=vifi+1fa (<Lr),  bj(w):= 1< qlpw) — (G- )M, @, (q(u)) <0,
0, P, (q(pw)) =0

With 6(w) := min (|®],(¢(pw))|/L;, bj(w)),

reg, (q(pw)) = |2, (q(ku))[6(w) = 3L;0(w)* > 5[®;,(q(p)) 0(w) = 0,

(5.20)

(5.21)

Consequently, Ey [regy (q(pw))] > 0 whenever Py (P4 (q¢(pw) # 0) > 0, meaning squared-
w W

loss route is decision-suboptimal at every horizon.
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Chapter 6

Numerical Experiments

In this chapter, we conduct numerical experiments using synthetic data on analytical com-
parisons we built between squared-error predictors and decision-focused predictors. Chap-
ter 5 makes three testable predictions. First, the decision-focused predictor is decision-
consistent while the squared-loss predictor carries a sample-size-free decision bias (The-
orem 5.1 and Proposition 5.2). Second, the size of that bias is determined by the dis-
placement distance of true optimal decision and the decision that led by conditional mean,
driven by capacity slack and value asymmetry (Corollary 5.1). Third, the same mechanism
extends to the general-horizon OR-capacity allocation problem of Proposition 5.3. We test
all three with trained predictors using generated data. Section 6.2 verifies the single-period
mechanism and its convergence, and Section 6.3 focuses on multi-period model and does a
robustness check by sweeping the value of parameters, reporting out-of-sample regret for
both routes.

6.1 Setup

In Section 6.2, demand follows the two-class linear scenario of Section 5.6. The context
feature vector is w = (1, w1y, wz)) " with wy, we) 1i.d. N(0, 1), and each class draws D, =
(e]w + e,)" with e, ~ N(0,02). Section 6.3 varies the noise e, across Gaussian, uniform,
and lognormal at matched mean and variance. For each of the experiment instances, we
fit two predictors on the same data with an identical two-hidden-layer ReLU network,
differing only in the training objective. The squared-loss (MSE) network is the squared-
loss route and minimizes squared prediction error, while the decision-focused (DF) network
minimizes the empirical decision loss Ry.
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Every reported number is the out-of-sample performance. Each independent draw
trains a predictor on its training sample. On each held-out feature in the test sample, we
evaluate the predictor, pass the resulting prediction through the allocation decision map
(5.3), and compare the induced allocation with the feature-specific true allocation decision
¢*(w) by computing the conditional regret (i.e., reg, (q), where ¢ is allocation decision
from the trained predictor). We report the regret value over the held-out features, each
normalized by the conditional value of ¢*(w) (i.e., @, (¢*(w))).

6.2 Mechanism at a single period

Figure 6.1 illustrates Theorem 5.1 on trained instances, fitting the squared-loss and DF
predictors on the same set of demand data. Panel (a) plots the induced allocation g(w)
against the true optimal decision ¢*(w) for each of 1000 features in the test set, at a
training draw with n = 2000. The average distance from allocations lie on the 45° line
(mean distance 1.03, out-of-sample regret 0.03), whereas the MSE allocations, targeting the
conditional mean p4 (w) (Proposition 4.1), lie systematically below it (distance 12.07, regret
3.66). Panel (b) shows the convergence of the decision from the DF predictor (5.13). As the
training size n grows, the average distance from DF decision to ¢*(w), Eyw|qe(W) —¢*(W)],
decays toward zero from 3.30 at n = 250 to 0.48 at n = 8000, while the MSE distance
plateaus at a positive floor (about 12.3). At n = 8000 the decision-focused allocation
policy recovers 99.76% of the optimal decision gain over the squared-loss policy. Next, we
numerically check the factors that affect the regret gap between these two predictors.

Cross-effect sensitivity of the squared-loss regret. Proposition 5.2 quantifies the
squared-loss optimality gap, which identifies its two drivers, capacity slackness and value
asymmetry. Figure 6.2 illustrates their effect on the out-of-sample regret. FEach panel
fixes a value ratio vy /vy € {1,2,4} and sweeps the capacity slack M — pu; — pg across
{—12,-6,0,+6, +12}. Zero slackness is set when capacity M equals the population mean
demand E[u; (W) + pe(W)] = 90. The +12 capacity slackness is roughly +£13% under- or
over-capacity relative to expected demand. We train the same two networks as Figure 6.1
with training size of n = 2000, reporting out-of-sample decision regret over 50 test-sample
draws, each containing 300 feature vectors. At symmetric values (v4/v2 = 1) slack alone
displaces the squared-loss predictor, minimized at zero slack (0.14%) and rising on both
sides (to 1.43% when slack and 1.61% when scarce). Value asymmetry leads to positive
regret even at zero slack, and the minimum-regret scenario shifts to scarce capacity levels
(left end) (Corollary 5.1). At v4/vs = 2 the minimum moves off zero to the scarce end
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Figure 6.1: Decision consistency on the 7" = 1 two-class instance (with M = 110,

v1/ve = 2). (a) Induced allocation g(w) versus the true optimal ¢*(w) on held-out contexts.
(b) Decision distance Ey |q(W) — ¢*(W)| against training size n (mean £ one standard
deviation over 200 draws)

(0.12% at slack —12) while the slack end rises to 2.92%. By vy /vy = 4 the regret increases
monotonically across the capacity slackness, from 1.81% at the scarcest 4.46% at the most
ample setting, numerically verifying the p > 2 regime of Corollary 5.1. The decision-focused
regret, by contrast, is a flat box near zero in all columns.

6.3 A sensitivity analysis across the value-parameter
design space

The single-period study above fixes one configuration of OR-capacity allocation problem
with T'= 1. We now ask how much regret each route leaves out of sample across horizons,
capacity regimes, demand laws, and different scenarios of reward and wait-time cost. In
every cell we fit an MSE and a DF network with the predictor structure of Section 6.1 to
the same 2000 training instances, and evaluate them on 300 held-out test instances against
the optimal allocation ¢*(w). We report out-of-sample decision regret as a percentage of
@, (¢*(w)), median over 10 test-sample draws per cell.

The design is a full sweep of the model parameters and environment parameters. The
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Figure 6.2: The out-of-sample decision regret (% of value at true decision) on the two-class
linear-demand instance with different value ratios vy /vs and capacity levels M — puy — po .
Each panel fixes v /15 and sweeps the capacity slack by changing M. Each box generated
over 50 test samples.

rewards and waiting penalties range over the grid r, 79 € {1,2,3} and 1, 5 € {0.6,1,1.5}.
Excluding the nine combinations in which the two classes carry identical parameters and
the allocation is trivial leaves 72 configurations of the time weights v,. The configurations
fall into four classes: both parameters differ and the rankings agree (the higher-reward class
is also the more urgent), both differ and the rankings disagree, equal rewards with different
urgencies, and equal urgencies with different rewards. We test these configurations with the
horizon T' € {2,4,8,12}, at M = 30 per period, and with three capacity regimes in which
mean demand equals total capacity TM (balanced), is 20% above it (scarce), or is 50%
above it (very scarce). We run each configuration under three conditional demand laws
matched in mean and variance (Gaussian, uniform, and lognormal noise) and two variance
levels, coefficient of variation 0.1 and 0.3 for both specialties. The experiment has 5184
cells, each evaluated on 10 independent test samples. Figure 6.3 shows one example per
class under the Gaussian demand law. Table 6.2 summarizes the grid by class, averaging
over each class’s (r, 3) choices and the three demand laws. Every entry of Table 6.2 is
therefore a mean of per-cell medians. Appendix D reports the complete per-cell results.

Decision consistency at a general horizon. Theorem 5.1 establishes that decision-
focused training recovers the optimal allocation itself at T" = 1, which is numerically
verified in Section 6.2. We test whether the convergence still holds for multi-period setting.
At T = 4 we cross the four configurations of Figure 6.3, one per class, with all three
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Figure 6.3: Out-of-sample decision regret across the value-parameter scenarios: one con-
figuration in each class. Columns are the four configuration classes, rows the two demand-
variance levels, and the horizontal axis is capacity tightness. Each panel compares the
trained squared-loss predictor (solid) with the trained decision-focused predictor (dashed)
on the single configuration under the Gaussian demand law. Markers give the mean across
horizons T' € {2,4, 8,12} of the per-cell medians (over 10 test draw).

demand laws and capacity regimes. We train each cell at six training sizes from 250 to
8000, with 5 independent draws of test samples, and record the decision displacement
Ew|qo(W) — ¢*(W)| normalized by the committed capacity 7M. In all twelve cells of
Table 6.1 the displacement falls with the sample size and reaches between 1.1% and 2.3%
of committed capacity at n = 8000. These results suggest that similar decision-recovery
behavior may extend to the multi-period setting, although a corresponding consistency
theorem is outside the scope of this thesis.

Four findings organize the sensitivity analysis. The decision-focused route is uniformly
near-optimal and the squared-loss route has a floor of regret. The DF regret averages (over
per-cell medians) 0.14% and never exceeds 0.49% across the 5184 cells. Across all 51840
individual runs the decision-focused predictors leaves at most 0.80% of regret, and 99.7%
leave under 0.50%. The trained MSE route averages (over per-cell medians) 0.68%, reaches
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7.15%. In each cell we compare the trained MSE network’s regret with the regret of the
allocation the true conditional means induce. The two differ by 0.06 percentage points
on average, with 90-th percentile of 0.13. Almost all of the squared-loss route’s regret is
therefore the floor itself rather than estimation error, and more data would not reduce it
(Table D.5 of Appendix D). DF beats MSE in 79% of all cells and in 91% of the live cells,
the 84% of the experiments where the analytical mean-induced allocation exceeds 0.05%
of regret floor and the conditional mean is genuinely suboptimal. Section 6.4 examines the
exceptions.

Configuration classes differ in how much regret the squared-loss route incurs. The
class in which both parameters differ but the reward and urgency rankings agree is the
most benign. In this case, once the capacity constraint binds, the deterministic allocation
induced by the point forecast is often close to optimal. DF wins in 63% of these cells, and
the largest MSE regret is only 2.89%, concentrated at balanced capacity. The other three
configuration classes show a stronger advantage for DF. When the reward and urgency
rankings disagree, the optimal allocation balances the urgent class’s early blocks against
the high-reward class’s served volume, which the MSE decision ignores. Under scarcity
of capacity, the MSE regret in this class reaches 7.15%, while DF regret is only 0.06% in
the same cell. The two remaining classes are similarly exposed. With equal rewards and
different urgencies, DF wins 83% of the cells and MSE regret reaches 5.43%; with equal
urgencies and different rewards, the corresponding figures are 85% and 4.68%. The case
study exhibits the similar effect on a real-life hospital data; see Section 7.4.

Capacity scarcity widens the gap and the horizon does not close it. Among live cells
the mean advantage of DF over MSE grows from +0.25 percentage points at balanced
capacity to +0.59 at 120% and +1.10 at 150%. Lengthening the horizon does not shrink
the MSE regret steadily. In the rankings-disagree class at 150% capacity the low-variance
mean MSE regret falls from 1.43% at T = 2 to 0.43% at T' = 4 and returns to 0.72% at
T = 8. A planner therefore cannot rely on a longer planning horizon to eliminate the bias
out. Which horizons are exposed depends on the value configuration, and DF stays flat
across all of them.

Effect of demand variance. Tripling the coefficient of variation from 0.1 to 0.3 raises
the average MSE regret from 0.40% to 0.95%, while the qualitative findings above remain
unchanged at both variance levels. By contrast, DF regret is insensitive to the design
factors considered here; the coefficient of variation is the only factor under which we observe
a noticeable change. The largest MSE regrets in the grid occur under the lognormal
demand law in the very scarce-capacity regime, where the right-skewed demand tail pulls
the decision-optimal allocation farthest away from the mean-induced allocation.
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6.4 Robustness checks and conclusion

Two checks close the numerical study. First, we compare the two trained networks of
the experiment used to generate Figure 6.1 as forecasters. We re-run that experiment
with n = 8000, we record each network’s prediction accuracy. On held-out features the
squared-loss network predicts class-1 demand with RMSE 9.89 at n = 8000, essentially
the noise floor 0; = 10, while the decision-focused network’s prediction RMSE is 16.05.
The network whose prediction error is 60% higher makes decisions whose regret is smaller.
Reported forecast accuracy is therefore not a valid model-selection criterion for the our
OR-allocation problem.

Second, where the squared loss nominally wins, there is nothing to win. In 16% of the
cells the exact plug-in floor is below 0.05%, the value rankings align, the constraint clips
the allocation, and the mean forecast is already decision-optimal, so the problem leaves no
value for decision-focused training to capture. MSE beats DF in most of these degenerate
cells, but by a mean of only 0.03 percentage. Both routes achieve a median over test draws
below 0.5% regret in every such cell, so these comparisons carry no economic content.
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Table 6.1: Decision displacement of the decision-focused route, normalized by the com-
mitted capacity T'M, against training size at 1" = 4. Each entry is the median over three
demand laws by five test draws, each with 300 held-out features. Blocks are the four con-
figuration classes, each represented by the Figure 6.3 displays for that class, at coefficient
of variation 0.3.

training sample size n

Capacity regime 250 500 1,000 2,000 4,000 8,000

both differ, rankings agree

balanced (100%) 0.085 0.058 0.036 0.028 0.017 0.011
scarce (120%) 0.100 0.069 0.047 0.032 0.022 0.015
very scarce (150%) 0.126 0.092 0.070 0.046 0.033 0.023

both differ, rankings disagree

balanced (100%) 0.062 0.072 0.094 0.078 0.030 0.016
scarce (120%) 0.079 0.050 0.034 0.026 0.019 0.015
very scarce (150%) 0.042 0.036 0.031 0.025 0.022 0.018

equal rewards

balanced (100%) 0.071 0.047 0.036 0.022 0.017 0.011
scarce (120%) 0.076 0.057 0.040 0.025 0.019 0.012
very scarce (150%) 0.104 0.068 0.047 0.030 0.021 0.013

equal urgencies

balanced (100%) 0.079 0.054 0.035 0.026 0.018 0.012
scarce (120%) 0.092 0.058 0.043 0.033 0.023 0.013
very scarce (150%) 0.114 0.084 0.058 0.039 0.024 0.016
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Table 6.2: Out-of-sample decision regret of the two trained routes (MSE / DF, % of oracle
value) across the reward-penalty configurations. Each entry is the mean, over the class’s
configurations and the three demand laws, of the per-cell medians (over the 10 test draws
per cell).

low variance (cv = 0.1) high variance (cv = 0.3)

capacity T=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12

both differ, rankings agree (18 configurations)

balanced (100%)  0.30/0.06 0.16/0.06 0.07/0.06 0.07/0.06 0.88/0.25 0.49/0.25 0.26/0.23 0.20/0.23
scarce (120%) 0.08/0.06 0.09/0.06 0.08/0.06 0.10/0.06 0.26/0.25 0.24/0.25 0.22/0.25 0.26/0.24
very scarce (150%) 0.09/0.07 0.09/0.06 0.10/0.05 0.07/0.05 0.33/0.29 0.32/0.27 0.31/0.23 0.26/0.22

both differ, rankings disagree (18 configurations)

balanced (100%)  0.09/0.06 0.09/0.06 0.13/0.04 0.15/0.04 0.16/0.23 0.22/0.20 0.27/0.20 0.30/0.19
scarce (120%) 1.43/0.04 0.30/0.03 1.01/0.03 0.83/0.04 1.04/0.23 0.42/0.21 1.08/0.20 1.26/0.20
very scarce (150%) 1.88/0.02 0.01/0.01 0.76/0.03 0.63/0.03 4.54/0.16 0.25/0.16 2.31/0.16 2.18/0.18

equal rewards (18 configurations)

balanced (100%)  0.13/0.05 0.09/0.05 0.08/0.05 0.09/0.05 0.21/0.23 0.18/0.22 0.18/0.21 0.19/0.21
scarce (120%) 0.87/0.04 0.64/0.05 0.47/0.05 0.41/0.05 0.97/0.22 0.82/0.22 0.67/0.22 0.62/0.22
very scarce (150%) 1.09/0.04 0.75/0.05 0.53/0.05 0.41/0.05 3.08/0.20 2.29/0.22 1.51/0.22 1.24/0.21

equal urgencies (18 configurations)

balanced (100%)  0.16/0.06 0.15/0.05 0.34/0.05 0.50/0.04 0.55/0.27 0.56/0.24 0.93/0.23 1.23/0.23
scarce (120%) 0.34/0.06 0.37/0.05 0.40/0.04 0.37/0.03 0.36/0.28 0.42/0.24 0.58/0.22 0.54/0.21
very scarce (150%) 0.41/0.07 0.43/0.06 0.42/0.05 0.41/0.04 1.16/0.28 1.37/0.26 1.58/0.21 1.86/0.19
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Chapter 7

Case Study

The experiments of Chapter 6 test the analytical comparisons between squared-error pre-
dictor and decision-focused predictor on simplified two-class instances with known demand
laws. This chapter extends the same comparison to a real surgical dataset and includes
additional benchmarks used in practice. In particular, we apply our proposed decision-
focused method on five years of surgical data from a public hospital. We then establish
comparisons that address the following question: trained on the same data, the same
features, and the same hypothesis function class, does the predictor trained through the
decision risk make better OR-allocation decisions than the predictor trained using other
decision-agnostic statistical objective? The answer is yes in this numerical study, where
the decision-focused route is a worse forecaster yet eliminates 46.1% of the regret incurred
by the squared-loss predictor. The sensitivity analysis further shows that this advantage
widens as OR capacity tightens but reverses when a demand-exogenous resource (surgeon
availability constraint (3.1b) in becomes the dominant constraint. Section 7.1 describes
the setting, data, and scarcity calibration, Section 7.2 the estimators and the evaluation
protocol, Section 7.3 the main comparison, and Section 7.4 the sensitivity analysis.

7.1 Setting, data, and calibrated scarcity

Our data come from elective cases from a public hospital located in Ontario, Canada
from April 2019 to December 2023. The data contains cases across 8 ORs performed by 65
surgeons across 11 specialties. Our constructed sample pool comprises 1, 240 instances from
April 2019 to December 2023. We filtered demand to the 25 busiest surgeons (> || =
25), spanning five specialties (|S| = 5), and split each specialty’s demand into C' = 3 reward
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Table 7.1: Per-specialty summary of the surgeon-level demand data (1,240 planning cycles,
split 868/186/186).

Specialty Surgeons Priority 8, Wait-2 (d) Demand (%)  rsa Ts2  Ts3

GEN 7 1.035 160 170 4.23 582 18.50
OBGYN 8 0.958 172 25,5 3.79 5.85 897
ORTHO 2 0.911 181 21.56 543 6.711 13.49
ORTHO TJ 5 0.939 176 32.6 10.11 1541 21.10
URO 3 1.157 143 3.4 294 537 12.63

“Surgeons” counts the top-25 surgeons in each specialty. “Priority 8,” the waiting penalty and “Wait-2
(d)” the mean waiting target in days estimated from data. “Demand (%)” is the share of total demand.
Ts,1,Ts,2,Ts,3 are the scaled Weighted case per minute estimated for each reward class.

classes estimated from its realized weighted-case values. Thus, a demand realization is the
vector d = (dp.) € RE) with pp = 75 surgeon—class pairs, measured in booked OR-
time minutes. Because the classes are specialty-specific, the reward coefficient carries a
specialty index, rs. in place of 7. in (3.1a). The waiting penalties 5 are clinically derived
priority coefficients, estimated from each specialty’s wait-time targets so that a shorter

target implies a larger coefficient.

Table 7.1 summarizes the five specialties. Demand is heterogeneous in scale, with
ORTHO TJ and OBGYN together carrying more than half of the volume, and reward
value spans a 7.2x range across the surgeon—class pairs. The urgency and reward rankings
also partly disagree among specialties, with URO carrying the largest wait-time cost and
among the smallest rewards, while ORTHO TJ classes the highest rewards with a relative
low priority. Note that this is a configuration that the sensitivity analysis of Section 6.3
identifies as the most notable improvement from DFL predictor compared with squared-loss
route.

Features and split. The covariate vector w contains 38 features: calendar encoding,
the OR roster, and lagged throughput flows. We use 70/15/15 split into 868 training, 186
validation, and 186 test instances. The validation split selects the training hyperparameters
(e.g., batch size and learning rate) and drives the stability diagnostics of Section 7.2.

Calibrated capacity slackness. The analytical comparison for two-class simplified
model in Chapter 5 locates the improvement of decision-focused predictor in the binding of
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capacity. On top of that some ORs in the hospital are dedicated to specific specialties that
are filtered out by our case study. Thus, we calibrate capacity from demand rather than
simply assuming the full capacity from those 8 ORs. We assume that he hospital operates
B interchangeable rooms over a T" = 5 period horizon, each room-period one block of m
bookable minutes (B* = B in (3.1d)), for BmT committed minutes in total across the
planning horizon. Holding B and T fixed, we set the block size m so that

BmT = median(ijc dk,c>/'y, (7.1)

where the median is over all the demand instances. The demand-to-capacity ratio v thus
measures how much slack the capacity compared with the median of the demand. v > 1
represents tight capacity, v < 1 leaves slack. Unless stated otherwise we report results at
one operating point. The priority waiting penalties of Table 7.1, demand-to-capacity ratio
~v = 1.09 (demand 9% above capacity), and the per-surgeon capacity off. The sensitivity
analysis of Section 7.4 varies all three coordinates.

7.2 Benchmarks and evaluation metrics

We compare our decision-focused predictor with three other benchmarks through the same
downstream optimization problem described in Chapter 3. The MSFE network minimizes
the empirical surrogate risk J%%SE of (4.5), the squared-error route. The DF network shares
the same architecture of the MSE network and minimizes the empirical decision risk Ry
of (4.4), trained through the OR-allocation problem (3.2) by implicit differentiation with a
differentiable convex-optimization layer ( ), with the gradient path (4.7).
The historical mean predicts each component of demand by its training-sample average.
The current-practice benchmark estimates the performance of the hospital’s scheduling
practice from the data, which is a split of each period’s room capacity across the five
specialties, estimated from the hospital’s historical records. Finally, the oracle solves the
program (3.2) at the realized demand which gives the hindsight optimum maxy P(Y,d),
serving as hindsight optimal value.

Every decision number we report is out of sample on the test set. For a prediction CZ()

~

we deploy Y*(d(w,)) on each test instance and report the decision regret

Znetest EDF (d(w”)’ d”)
Znetest maXYey P(Y7 dn) ’

where the denominator is the hindsight optimal value for instance n in the test set, and
the decision regret can be interpreted as the aggregate decision loss as a percentage of the

(7.2)

feg =
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oracle value. We report forecast quality alongside, as the prediction RMSE, the RMSE

divided by \/ﬁ on the test set. We evaluate the trained networks over five random split of
training, validation, and test sets, and we report means with 95% confidence intervals. Our
headline improvement metric is the share of the squared-loss route’s regret that decision-
focused training removes. For each train-test split we compute 100 (fegysp —Tegpr) /Te8nse
—the percentage of the regret of squared-error predictor that the DF network removes. This
quantity appears as the “Regret closed” column of Table 7.2. The entry 46.1 4 4.4 means
that, averaged over the five splits, decision-focused training removes 46.1% of the regret
the MSE network incurs.

7.3 Better decisions from a worse forecast

We first compare the above-mentioned methods as forecasters. The MSE network is by far
the most accurate, with test RMSE of roughly 350 booked minutes per surgeon, which is
about 2.5x below the historical mean’s 873, so it explains most of the demand variation
(R? = 0.948 against 0.676), and its demand-weighted RMSE error is 18.5% against the
historical mean’s 45.6%. The DF network, trained through the OR-allocation program,
does not target accuracy and emerges as the least accurate as we expected, with a relative
prediction RMSE of 0.873.

Table 7.2 reports decision regret% (i.e., 100reg%) and forecast error for all five meth-
ods at the operating point ([s estimated from data as shown in Table 7.1, no surgeon-
availability constraint, v = 1.09), and Figure 7.1 shows the comparisons for four prediction-
driven methods. The decision-focused predictor attains the lowest regret of any method,
2.0% against the MSE network’s 3.7%. The historical mean, despite roughly half the DF
network’s forecast error, lands far behind on decisions at 8.5% regret. The current-practice
benchmark sits at 8.0% regret, where both trained networks improve on it —the DF re-
moves three quarters of its regret and the MSE network half—whereas the historical-mean
predictions does not improve on it. Therefore, on a binding capacity constraint scenario,
forecast accuracy and decision quality are distinct objectives, and reported accuracy is not
a valid model-selection criterion for the resource allocation task, the conclusion Section 6.4
reached on synthetic data and the hospital data reproduce.

This is the thesis’s mechanism at practical scale. Squared loss targets the conditional
mean of demand (Proposition 4.1), but when capacity binds, the allocation problem de-
pends on how demand is distributed across capacity blocks, not only on its mean. Mean-
based predictions therefore inherit the certainty-equivalent bias identified by Jensen’s in-
equality in Section 3.2. Decision-focused training partially corrects this bias by adjusting
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Table 7.2: Regret and forecast error at the operating point.

Method Rel. regret (%) Rel. pred. RMSE  Regret closed (%)
Oracle (perfect foresight) 0.00 0.000 —

DF (decision-focused) 1.98+0.12 0.873 46.1+£4.4
MSE (squared loss) 3.69+0.23 0.186 — (ref.)
Current practice (estimated) 7.98 — —
Historical mean 8.51 0.454 —

Regret is (7.2) on different test sets with 186 instances; trained rows are mean+Clos over five test sets.
The current-practice benchmark deploys a fixed allocation and carries no prediction. “Regret closed” is
the share of MSE regret removed by DF (Section 7.2).
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decision regret vs. oracle (%) relative prediction RMSE

Figure 7.1: The operating-point comparison as two row-aligned panels (same method or-
der): (a) decision regret against the oracle; (b) relative prediction RMSE.

predictions in the directions that matter for the downstream allocation, thereby reduc-
ing decision risk even though it does not minimize prediction error. The exact results in
Propositions 5.2 and 5.3 are proved for the two-class setting, so the case study should be
interpreted as evidence that the same mechanism carries over to the realistic OR-capacity
allocation problem. In particular, the regret gap between the two training routes persists
under an unknown demand law, a misspecified hypothesis class, and a high-dimensional
decision input.
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Figure 7.2: Sensitivity of the decision-focused advantage around the operating point (five
seeds per cell). (a) MSE—DF regret gap across the four waiting-penalty structures (mean
+ Clgs; positive favors DF). (b) Regret across the room-scarcity sweep. (c¢) Regret across
the surgeon-cap sweep.

7.4 Sensitivity analysis and discussion of results

The operating point represents one configuration of the model parameters. To understand
when the decision-focused advantage is robust, we vary three dimensions around this point,
using five independent train—test splits for each configuration. Figure 7.2 summarizes the
results. The three dimensions test whether the advantage depends on the structure of the
waiting penalty, the tightness of room capacity, and which resource constraint is binding.

Waiting-penalty structure. Holding v fixed, we vary how the waiting penalty [ is
distributed across classes. We consider four specifications: a homogeneous penalty, fixed
across all specialties and reward classes; the hospital’s priority structure from Table 7.1;
a reward-proportional penalty, with ;. o< 75.; and a penalty negatively correlated with
reward. Panel (a) of Figure 7.2 reports the percentage-point difference in regret between
the MSE and DF predictors, regyqp — regpp, averaged over the five train-test splits. A
positive value means that DF has lower regret than MSE.

The MSE-DF regret gap is positive under the homogeneous and hospital-priority struc-
tures, at +0.5 and +1.7 percentage points, respectively. It shrinks to essentially zero under
the reward-proportional structure, —0.02 £ 0.16, and returns to +0.3 percentage points
under the negatively correlated structure. This ordering is consistent with the alignment
mechanism identified in Section 6.3. When the waiting penalty is proportional to reward,
urgency and reward point to the same classes, so a mean-based forecast is already close
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to decision-optimal. By contrast, under the hospital’s priority coefficients, urgency and
reward are not aligned across specialties, creating more room for decision-focused training
to improve on the squared-loss route.

Room-capacity tightness. Next, we vary the room-capacity level by sweeping the
demand-to-capacity ratio v in (7.1) from 0.89 to 1.29. The ratio v controls calibrated
room scarcity, where a larger values correspond to tighter room capacity relative to me-
dian demand. Because realized demand varies across test instances, we also track the
oracle binding fraction, defined as the fraction of test instances in which the room-capacity
constraint is active at the hindsight optimum. Equivalently, this is the fraction of instances
in which the allocation given true demand fully uses the committed room capacity. As
increases from 0.89 to 1.29, the oracle binding fraction rises through 0.28, 0.50, 0.82, 0.98,
and 0.99. Thus, the sweep moves from a regime in which room capacity binds in roughly
one quarter of the test instances to one in which it binds almost always. The average
MSE-DF regret gap increases with this scarcity, from +1.3 to +1.7, +1.7, +2.2, and +2.3
percentage points. Across the same sweep, MSE regret remains roughly flat, between 3.0%
and 3.7%, while DF regret is lowest at the tightest room-capacity level, reaching 1.4% at
~v = 1.29.

These results show that room scarcity widens the advantage of decision-focused train-
ing on the hospital data, matching the pattern observed in the sensitivity analysis using
synthetic data Chapter 6.

Surgeon capacity. The third axis activates the surgeon-capacity constraint (3.1b). On
each train—test split, we set surgeon k’s availability in every period to al, = my/Ysurg, Where
my, is surgeon k’s median demand on that split and s > 1 is a surgeon-cap ratio. At
Ysurg = 1, @ surgeon can serve up to one median demand of theirs per period; at Youg = 5,
the surgeon can serve only one fifth of that amount. Thus, larger values of g, impose
tighter surgeon-capacity limits. Two diagnostics characterize this experiment. First, the
cap binds unevenly across surgeons. At ysue = 1, only 56% of surgeons ever reach their
cap on a test instance, while the remaining surgeons are essentially unaffected by this
constraint. From ~g.e = 2 onward, every surgeon reaches the cap in at least some test
instances. Second, although the cap is frequently active, it is nearly costless to the oracle.
When we re-solve each test instance with and without the surgeon cap, the ratio of capped
to uncapped hindsight optimal value falls only from 0.997 at vYoue = 1 to 0.944 at Ygue = 5.

As the surgeon cap tightens, the DF advantage shrinks non-monotonically and eventu-
ally reverses. Starting from +1.7 percentage points with the cap off, the MSE-DF regret
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gap falls to +0.8 at Youe = 1, becomes almost zero at Youe = 2 (+0.1 £ 0.9), partially
recovers to +0.6 at youe = 3, and turns negative at Ysurg = 5. In the tightest surgeon-cap
regime, the MSE network outperforms the DF network, with regret 1.1% versus 2.0%.

The reason of this observed behavior is that the surgeon cap is partly exogenous to the
demand prediction. When the fixed surgeon-capacity constraint pins part of the allocation,
the implemented decision becomes less responsive to predicted demand, so decision-focused
training receives less decision-relevant feedback. When the binding resource is one the
prediction cannot inform, decision-focused training has less useful information to learn
from the OR-allocation optimization, so it lost its decision-aware advantage.
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Chapter 8

Conclusion

This thesis studies how demand predictions should be trained when their role is to drive the
allocation of OR capacity. Motivated by the planning problem of our partner hospital, we
model OR-capacity allocation as a two-stage contextual stochastic optimization problem
(Chapter 3) and compare two training principles within the point-prediction framework of
Chapter 4, where one fits the predictor to a prediction-error objective, and the other fits
the predictor by empirical decision-risk minimization through the downstream allocation
program.

The analysis delivers three findings. First, the empirical decision-risk minimizer asymp-
totically performs as well as the best predictor in the hypothesis class (Theorem 4.1), and in
the two-class specialization it recovers the true optimal decision under decision-realizability
(Theorem 5.1). Second, the squared-loss route targets a wrong decision thereby carries a
sample-size-free regret floor (Propositions 4.1, 5.2, and 5.3). Third, the findings apply to
practice. On five years of hospital data, the decision-focused predictor removes 46.1% of
the squared-loss route’s out-of-sample regret despite being the worse forecaster, so pre-
diction error itself is not a valid model-selection criterion for the OR-capacity allocation
task.

Several limitations of our study point to future research directions. The decision-level
guarantees are established for the two-class specialization; extending decision consistency
and deriving finite-sample regret rates for the general model of Chapter 3 are natural
next steps. The model also treats demand as workload accumulated at the start of the
planning horizon, in continuous OR-time units and without downstream resources. Thus,
incorporating within-horizon arrivals, integer block constraints, and downstream resource
coupling would bring the formulation closer to practice.
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Appendix A

Training Algorithm

Algorithm 1 Decision-focused training for MSS

1: Input: data {(w,,d,)}"_,; learning rate a; epochs E.

2: Initialize 6.

3: fore=1,...,F do

4.  for each sample n do

5 Predict d,, < hye—n (w,).

6: Solve hindsight plan Y™ € arg maxy P(Y, d,) and predicted plan Y4 = Y*(d,,).

7 Decision loss £, < P(Y," d,) — P(YP™d d,) and gradient (4.7).
8: end for

9:  Update 6(®) « gle=1) — ¢ % > VoL,

10: end for

11: Output: Oy = &),
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Appendix B

Proofs of Results in Chapter 4

Proof of Proposition 4.1. Let g be any measurable predictor satisfying E[||g(W)]|3] < oo
Expanding the squared norm gives

1D = g(W)[I53 = 1D = p(W)5 + ln(W) = g(W)|5 +2(D — (W) (u(W) = g(W)).
Taking expectations yields
E||D—g(W)|}3 = E[D—pu(W)|3+El (W) —g(W)[3+2E [(D — p(W))" (1(W) = g(W))],
where
E[(D = p(W)" (u(W) = g(W))] = Ew [(u(W) — g(W))"E[D — u(W) | W]].
By the definition of the conditional mean, (W) = E[D | W], and hence
E[D — p(W) | W] =E[D | W] = u(W) = 0.

Therefore,

E||D — gW)[; = EID — p(W)]l +E[u(W) — g(W)]5:
The first term is independent of g, while the second term is nonnegative and equals zero if
and only if g(W) = u(W). Hence p minimizes E||g(W) — D||3 over all predictors g. O

Proof of Theorem 4.1. First we show that ¢pg(hg(w
that (pr(he(w),d) = maxyey P(Y,d) — P(Y*(hg(w))
P(Y*(hg(w)),d) is continuous in 6. In model (3.2)

),d) is continuous in 6. Recall
,d), it is equivalent to show that
, (Y,d) enter the linear program
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only through the constraint right-hand sides (Note that although d appears in the
objective, it is independent of the decision variables, see the reformulation (5.2)). Thus

P(Y,d) is continuous in Y ( ). The feasible polytope ) is fixed and compact
Y(d) := argmaxycy P(Y,d) is also a continuous set-valued function in d on a closed set
( ). With Assumption 4.1(b), it guarantees that Y*(d) € Y(d) is a vector-valued

continuous function. Thus, if hy satisfies the hypothesis of being a continuous predictor,
P(Y*(hg(w)),d), and therefore {pp(hg(w),d) is continuous in # on a compact set O.

Next, we show that {pp(hg(w), d) is integrable. Let ryax = max, 7. and Syax = max; fs.
By the backlog constraint (3.1e), the decision variable (X) never exceeds the initial demand,
so the total reward is at most rpay|/d||1. Unserved backlog is at most d in every period, so
the total waiting penalty is at most T'Bmax||d||1. Hence =T Bmax||d|li < P(Y,d) < rmax||d]|1
for every feasible Y, and since {pr > 0 by definition, we have

0 < for(ho(w), d) = pax P(Y,d) — P(Y*(ho(w)),d)

S (Tmax + Tﬁmax) ||dH]_ unlformly ln 9,

Continuity and integrability of /pp(hg(w),d) plus the assumption of compactness

of © are the hypotheses of Theorem 9.60 of ( ), which guarantees
SUpPgeo |Rn(0) — R(A)| — 0 with probability 1 and R is continuous on ©. Then Theo-
rem 5.3 of ( ) then gives dist(fy, argming R) = dist(fy, ©*) — 0 with
probability 1. [
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Appendix C

Proofs of Results in Chapter 5

Lemma C.1. Define V(Y) = (Vi(Y),Va(Y)) as Vi(Y) = > Y. s € {1.2}. For
any Y € Y, the optimal schedule X serves, for each class s, exactly min{ds, Vs(Y)} units.
Moreover, if X™ > 0 in some period T, then X! =Y} in every period t < 7. Equivalently,

t—1
+
Xt = min{Y;, (mm{ds, V;(Y)}-ZY;) } te[T). (C.1)
T=1
In particular, for q € [0, TM],

min{dy,q} ) g-+min{dz, TM—q} (
G(q) = P(Y(q),d) = / l/lT(u du + / Vo W du — TZBSdS,
0 q B

(C.2)

which is continuous and piecewise linear.

Proof. Fix Y € ). The feasible set F(Y,d) is described by the constraints 0 < X! < Y}
and >, X! < d;, and by (5.2) the objective is, up to the additive constant —7" )" f.d,,
the sum Y, viXT + >, X, The second-stage problem therefore decomposes into two
independent single-class problems, where class s chooses 0 < X! <Y/ with >, X! < d to
maximize ), v/ X!. Each single-class problem maximizes a linear function over a nonempty
compact polytope, so an optimal solution exists. The following analysis characterize the
optimal X.

First, an optimal X serves as much as possible, namely min{ds, V;(Y")} over the horizon
T. This can be proved by contradiction, if >, X! were smaller than both dy and Vi (V) =
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>, Y! then the capacity and demand-volume constraint would be slack. Increasing X!
slightly stays feasible and raises the objective, because every weight satisfies v > 8, > 0.

Second, there is no pair of periods ¢t < 7 with X! < Y! ( capacity unused at t) and
X7 > 0 (service occurring later, at 7). Suppose there is such a pair. Moving a volume
e:=min{Y! — X!, X7} > 0 of class s from period 7 to period ¢ stays feasible and changes
the objective by e(v! — vT) = ef(r — t) > 0, contradicting optimality. Together, for an
optimal X, form ¢t = 1 to t = T, each period serves its full allocated capacity Y while the
cumulative total stays below min{d,, V5(Y)}. After the period in which all dy is served,
later periods serve nothing. Formally, the optimal X follows

t t
ZXST = min{min{ds, Vs(Y)}, ZYZ} for every t € [T1.
=1 T=1

Differencing this to get per-period value, we let C; = ngt Y. Then

min{min{ds, V;(Y)}, C;} — min{min{d,, V5(Y)}, min{ds, V5s(Y)}:—1}
= min{Y}, (min{d,, Vi(Y)} — C,_1)"},

which is exactly (C.1).

Now specialize to Y = Y'(¢). By (C.1), class 1 occupies the units (0, min{d;, q}], and
class 2 occupies the units (¢, ¢ + min{dy, TM — ¢}]. A unit at position u lies in period

7(u) and earns vy ™) per unit of volume served there, so summing up and add the constant
term of (5.2) gives (C.2). Note that the two integrands in (C.2) do not depend on ¢, while
the three integration limits min{ds, ¢}, ¢, and ¢ + min{ds, TM — ¢} are continuous and
piecewise linear in ¢. Thus, G is itself continuous and piecewise linear. O

Lemma C.2 (Sequencing at fixed volumes). Let Assumption 5.1 hold, let Y € Y, and let
V = (V1, Vo) with Vs := min{ds, V5(Y)} be the volumes that Y can serve given a demand
realization d. Let Fy, := {X € F°(d) : >, X! =V;, s € {1,2}} be any feasible schedules
X that serve exactly the volumes V. Define the schedule X*4(V') by
XPNV) = (min{tM, Vi} — (t — 1)M) ",

. (C.3)
X54N(V) = (min{tM, Vi + Va} —max{(t — 1)M, Vi})",

fort € [T]. Then X*4V) is the unique maximizer of V(-;d) over F5,.

Proof. First, we show that X®4(V') is a feasible schedule. X**9(V') serves class 1 on the
capacity units (0,V;] and class 2 on the units (V, V] + V5]. In each period, the sum has
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the length of ((t —1)M,tM]N (0, Vi + V5], which is at most M; and the class-s entries sum
over t to the length Vi, with Vi < d;. Hence X**4(V) € F},. FY, is a nonempty compact
polytope, on which the objective V(+; d) attains its maximum at some X'.

To argue the optimality of X*4(V'), we first show a maximizer X’ leaves no period
partially used before a used later period. Suppose to the contrary that there are periods
t <7 with Y X" > 0and > X! < M. Pick a class s with X7 > 0 and set ¢ :=
min{ X", M — 3., X"} > 0. Define the schedule X the same as X' except

Xt=X'+e  XT:=X"-—c¢
Then X > 0 still feasible by the choice of . Its value satisfies

V(X;d) — V(X' d) = eW—vl) =eBs(r—t) > 0,

s

contradicting the optimality of X".

Additionally we note that a maximizer X’ never serves class 2 strictly before class 1.
Suppose to the contrary that there are periods ¢ < 7 with X} > 0and X;7 > 0. Set
e = min{ X}, X"} > 0 and define X to agree with X’ in every entry except the four
entries

X=X 4, XL =X —e, X7 =X —¢, X7 =Xy +e.
Then X still satisfies X € FS, by the choice of e. Its value satisfies
VX d) = V(X'd) = e[ —1f) = (= 13)] = e(r =) (Bi—Fr) > 0

under Assumption 5.1, again contradicting optimality.

Let X’ be any maximizer. We show X’ = X®9(V), first for the class-1 rows, then
for the class-2 rows. If V; = 0 the class-1 rows of both schedules are zero. Otherwise
let b := max{t : X" > 0}. Applying the two above-mentioned properties, it is clear
that X' = M for t < b, and summing the class-1 row gives V; = (b — 1)M + X}* with
0< X" < M,sob=[Vy/M]. This is exactly the first formula of (C.3), which schedules M
in each period before b, the remainder V; — (b — 1)M in period b, and zero afterwards. For
the class-2 rows, denote 7 := max{t : Y X > 0} (the case V] + V2 = 0 being trivial). We
know that 7 = [(Vi4+V5) /M, with )~ X! = M fort <7, > X[ = Vi+Vo—(7—1)M, and
zero afterwards, which is exactly the same-period totals of X*¢4(V'). Subtracting the class-1
row from this yields the class-2 row of (C.3). Thus every maximizer equals X*4(V). O
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Lemma C.3. Let Assumption 5.1 hold. For everyY € Y,
P(Y(qy),d) > P(Y.d),  qv =min{d,, Vi(Y)},
where qy s the class-1 volume that'Y can serve at d. Consequently

P(Y.d) = G
max (Y,d) hax (),

Proof. Recall that in Proposition 5.1, Y(¢) is defined as Y{(¢) = min{M, (¢— (t—1)M)*}
and Yi(q) = M —Y{(q) for t € [T]. Fix Y € Y and let X attain P(Y,d) on F(Y,d).
By Lemma C.1, X has class totals exactly V = (min{d;, V1(Y)}, min{d,, V2(Y)}). These
volumes satisfy the hypotheses of Lemma C.2, as Vi, < dg and Vi + Vo < Vi(YV) 4+ V4(Y) <
TM. Since X! < Y!and Y Y/ < M, X € F}, so Lemma C.2 gives V(X**9(V);d) >
V(X;d) = P(Y,d). It remains to see that X*4(V) € F(Y(qy),d). Vi = qy, and V5 <
TM — gy because Vo < Vo(Y) < TM —Vi(Y) < TM — gy, so its class-1 units (0,V;] =
(0, gy] are exactly the class-1 reservation of Y (gy), and its class-2 units (gy, gy + Vo] C
(gv,TM]. Hence P(Y(qy),d) > V(X*UV);d) > P(Y,d). Because Y(q) € Y for every g,
maximizing over Y yields maxy P(-,d) = maxgcp,rm G(q), and the latter is attained since
G is continuous on a compact interval (Lemma C.1). O

Lemma C.4. Let Assumption 5.1 hold, suppose { = min{dy,(TM — d3)*} and u =
min{dy, TM}, so that 0 < ¢ < u < TM. Then G of (C.1) is nondecreasing on [0, /],
concave on [{,u] with

G'(q) = VlT(q) — I/2T(q) = (8 — ﬁg)(f— T(q)) for a.e. q € (£,u),

and nonincreasing on [u, TM]. Consequently min{max{M |t|,(},u} mazimizes G on
[0, TM].

Proof. Since G is continuous and piecewise linear (Lemma C.1), it suffices to compute its
slope on each of the intervals. Region 1: 0 < q < . By definition of ¢, here ¢ < d; and
q <TM — dy, so min{dy, q} = ¢ and min{dy, TM — q} = ds, and (C.2) becomes

q q+dz
Glq) = / v du + / vy du — T Beds.
0 q s
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Differentiating with respect to each and then substituting v! = r, + (T — t + 1),
G'(q) _ 1T(q) + v T(g+d2) V;’(‘I)
- [7"1 +(T—7(q) + 1)61} + [m + (T —7(qg+dy) + 1)52]
= [ra+ (T =7(a) +1)8,]
=1+ B=B)(T—7(q)+1) + Bo(T —7(qg+do) +1).

The first term is strictly positive as > 0 (rewards are nonnegative). For the second
term, 31 > o and T —7(q) +1 > 1 because ¢ < TM gives 7(q) < T. For last term, S5 > 0
with T'— 7(q +d2) +1 > 1 because g+ dy < T'M in this region gives 7(q+ d2) < T. Hence
G'(q) >0

Region 2: ¢ < q < u. This region is nonempty only when (TM — dy)™ < d;. Here
q < dy gives min{dy,q} = q, and ¢ > T'M — dy gives min{dy, TM —q} =TM — q, so

q TM
G(q) = / 7™ du + / 5™ du — TZﬁsds
0 q s

Now only the two limits at ¢ move, and
G'lg) = vj@ — v
= (r1—r2) + (b1 —B2) (T —7(q) +1)
= Bi-B)|5= + @+1) - 7] = (8- B 7(0)),

by the definition of ¢. Since 7 is nondecreasing, the slope is nonincreasing in ¢, so G is
concave on [¢,u]. Moreover, because 1 — 5 > 0 and 7(¢) is an integer,

Gg) 20 = (g <t <= 7(g < t] <= q=< M

where the last step uses 7(q¢) = [¢/M] < k <= q < kM. So on [(,u], G is nondecreasing
up to M|t]| and nonincreasing beyond it.

Region 3: uw < ¢ <T'M. This region is nonempty only when d; < T'M; here ¢ > dy, so
min{dy,q} =dy. f TM — q > ds, then

dy q+da2
G(q) = / v du + / vy ™ du — TZBS o
0 q
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Gq) = ™) —ufD = By(r(q) = T(q+ do)) < O,

because 7 is nondecreasing. If instead T'M — q < ds, then
i ™
G(q) = / VI(U) du + / VQT(“) du — TZﬂSds, G'(q) = —V;(q) < 0.
0 q s

Either way G is nonincreasing on [u, T'M].

Combine the three regions all together. If M [t| < ¢, then ¢ > M |[t] throughout (¢, u),
so by Region 2 the slope is negative there; G therefore increases on [0, ¢] and is nonincreasing
on [¢,TM], and the maximum is at ¢. If M|t] > u, then ¢ < M|[¢] throughout (¢, u), so
G is nondecreasing on all of [0,u] and nonincreasing on [u, T'M], and the maximum is
at u. Otherwise ¢ < M|t] < u: G is nondecreasing on [0, M [t]] (Regions 1 and 2) and
nonincreasing on [M |t], T M| (Regions 2 and 3), and the maximum is at M [¢]. In all three
cases the maximizer just identified equals min{max{M |¢], (}, u}. O

Lemma C.5 (Assumption 4.1(b) holds for the two-class instance at every horizon). Let
Assumption 5.1 hold, and fix the optimizer selection in (4.1) to be the map of Proposi-
tion 5.1, which is Y*(CZ) = Y(q(a?)), with q(-) given by (5.3). Then, for every horizon T
and capacity M, Y*(d) € arg maxy ¢y P(Y, d) for every d e R%,, and the map d— Y*(d) is
continuous. In particular, Assumption 4.1(b) holds on any prediction range for the decision
map (5.3) for the two-class simplified model.

Proof. First, Y*(d) := Y(q(a?)) is directly from Proposition 5.1 applied at the demand d.
The continuity argument is decomposed into two steps, d — ¢(d) — Y (¢(d)).

For the first map, in (5.3), M|Z] and TM are constants, d; is affine, and (T'M —dy)* =
max{TM —ds, 0} is continuous and piecewise linear in ds. Pointwise minima and maxima
of finitely many continuous piecewise linear functions are continuous and piecewise linear.

For the second map, Y{(¢) = min{M, (¢ — (t — 1)M)*} is continuous and piecewise
linear and the same holds for Y} (¢) = M — Y{(¢q). Composing the two factors preserves
continuity. O

Proof of Proposition 5.1. By Lemma C.3, maxycy P(Y,d) = max,corm G(q), and by
Lemma C.4 the scalar ¢° := min{max{M |¢], ¢}, u} maximizes G on [0,TM]. It remains
to identify ¢° with (5.3). In the scarce case dy + dy > TM, { = (TM — dp)* and the two
expressions coincide. In the ample case dy+dy < TM, (TM —ds)* > dy, so £ = u = d; and
q° = dy; (5.3) also returns d; because its inner maximum is at least (T'M —dy)™ > dy while
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diy <TM. Thus P(Y(q(d)),d) = max, G(q) = maxyey P(Y,d), so Y(q(d)) is optimal for
the two-class version of (3.2). To make our proof complete, consider when ¢ is an integer,
G’ = 0 on the block {q : 7(¢) = t} by Lemma C.4, so every point of that block inside [¢, u]
is optimal and (5.3) returns its right endpoint. O

Proof of Lemma 5.1. For each s € {1,2}, the conditional expectation
E[rsmin(D;,q) — Bs(Ds — q)" | W = w]

is finite because Dy is integrable conditional on W = w under Assumption 5.2. Thus,
a < b, we have the following identities

min(Ds, b)—min(Dy, a) = /b 1{D; > u} du, (Ds—a)t—(Ds—b)* = /b 1{D; > u} du.

Taking conditional expectations and applying Fubini’s theorem gives

%E[Ts min(Dy, z) — Bs(Ds — 2)T | W = w] = (rs + 5S)Fs\w(z) = stslw(z)'

Therefore,
@, (q) = 1 F1ju(q) — v2F o (M — q),
and
(I)Z;(Q) = —V1f1|w(Q) - V2f2|w(M —q).
Since v, > 0 and fy,, > 0, we have ®7 (¢) <0, so ®,, is concave. O

Proof of Lemma 5.2. By hypothesis ®,, is continuous in ¢ on the interval [0, M], this makes
—®,,(¢q) a normal integrand ( , Example 14.29), so it is lower semi-
continuous in ¢ for each w. Applying ( , Theorem 14.60) to the
—®,,(q) gives the first equality, infg)c ]EW[—(I)W(q)} = Ew [infqe[o,M] —@W(q)]. This
is valid because Ey, [supqe[(), M] | @y (q)|] < oo. For the second equality, Since minimizing
—d,, is the same as maximizing ®,,,

inf —& = 1 _(Dw = — wa :_(Dw - )
b —Pw(g) = min —®y(q) = - max u(g) (¢"(w))
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which gives the second inequality. The maximizer correspondence w — Q*(w) =
arg max,c (o v Pw(q) admits a selection ¢*(-) by the measurable maximum theorem (

, Theorem 14.37). We assume this selection lies in M, so the infimum
is attained within the policy class. When ®,, is strictly concave, Q*(w) is a singleton and
the selection is unique. Finally, we remark that from the proof of Theorem 4.1, we show
|P(q,D)| < (rmax + T Bmax)||D]|1, which at T" = 1 becomes (7max + Bmax)|| D]/ Hence we
have |®,,(q)] = |E[P(q, D) | w]| < E[(rmax + Bmax)|| D1 | w], and taking the expectation
over W gives B [sup, |Pw (q)|] < (rmax + Bmax) E[| D1 < co. Finally, for every ¢(-) € M
we have —®y (¢(W)) > =Py (¢*(W)) pointwise, with equality iff ¢(W) € Q*(W). Thus
minimizing the expected risk R equivalent to obtaining pointwise optimality for every w.
Since, by definition of D*(w), the induced allocation satisfies ¢(d) € Q*(w) exactly when
d € D*(w), the decision-optimal predictions are D*(-). O

Proof of Lemma 5.3. Fix w and denote ¢* = ¢*(w) for simplicity. Assumption 5.4 gives
-7 > X > 0 on [0, M], so &, is strictly concave and has a unique maximizer. Since ¢*
maximizes the concave ®,, over [0, M], the inequality ®/ (¢*)(q¢ — ¢*) < 0 holds for every
g € [0, M]. Under Assumption 5.2 the densities are continuous, so by Lemma 5.1 ®,, is
twice differentiable on [0, M], so Taylor’s theorem applies and there is £ between ¢ and ¢*

with ©,,(q) = Cu(q") + &,,(¢")(q — ¢*) + 5,(&) (g — ¢)?, so
reg,, () = Pu(q") — Pu(q) = =P, (¢")(q — ") — 324(E) (e — ¢")* = 3(¢— )",
using —®! (¢*)(¢ — ¢*) > 0 and —P7 (&) > A (Assumption 5.4). O

Proof of Theorem 5.1. Write R* := Ew[maxgycpn Pw(q) — @w(¢*(W))]. As we have
shown that under our two-class case, q(a?) is a continuous optimizer selection. Since each
qp is itself a allocation decision, it is clear to see mingeg R(#) > R*. We first show that
decision-realizability Assumption 5.3 forces the equality, so R* becomes the optimal risk
in ©, which is essentially 0. Two facts establish it. First, for every 6 and w, the allocation
qo(W) lies in [0, M], so =Py (qe(W)) > —Pw (¢*(W)) pointwise, and taking expectations
gives R(0) > R*, by Lemma 5.2. Second, decision-realizability assumption (Assump-
tion 5.3) places a §° € © with ggo (W) € Q*(W), so @y (gee(W)) = Py (g*(W)) for every w
and R(6°) = R*. Together they give mingeo R(A) = R* = 0, attained at §° € ©*. Hence,
the in-class optimum risk now identified as R*, Theorem 4.1 gives R(é ~) — R* with prob-
ability 1. Since R(Ay) — R* = Ey [regyy (g5, (W))] > 0, this is exactly the vanishing of the
expected decision regret, which is (5.12). Now we convert the value gap to a decision dis-
tance. Under the strong-concavity Assumption 5.4, taking expectation of inequality (5.11)
over Py, gives

~

R(fn) — R* = BEywlregy (g5, (W))] = 5 Ew|[(g5, (W) — ¢"(W))*].
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The left-hand side tends to 0 by (5.12), so the right-hand side does as well, which is
(5.13). O

Proof of Proposition 5.2. Denote A := q(u,) — ¢*(w) for the decision displacement, so
that I(w) is the closed interval with endpoints ¢(p,) and ¢*(w) and, by the definition
(5.9) of the conditional regret, reg, (q(tw)) = Puw(q*) — Puw(q(iy)). We first show that
the constants defined are attainable. Under Assumption 5.2 the densities fij,, fon are
continuous, so by (5.6) the second-order derivative —®7 (q) = 11 fijw(q) + vafopuw(M — q)
is a continuous function of ¢ on the compact interval I(w) C [0, M]. The minimum and
maximum in (5.14) are therefore attained, and by the concavity of Lemma 5.1 they satisfy
0 < AMw) < A(w) < oc.

Part (i). Since ®,, is twice differentiable on [0, M], applying Taylor’s theorem, the
Lagrange remainder yields a point & strictly between q(p,,) and ¢*(w) with ®,,(q(p)) =
P (q" (w)) + ®,,(¢*(w)) A + 397 (£) A Rearranging,

reg, (q(p)) = —P,(¢" (W) A — 3L A%, e I(w). (C.4)
Because £ € I(w), the definition (5.14) gives A(w) < —®7 (&) < A(w).

Lower bound. Because ¢*(w) maximizes ®,, over [0, M],

P! (¢*(w)) (¢ —¢"(w)) < 0  forevery q € [0, M]. (C.5

~—

To see this, if ¢* is interior then ®/ (¢*) = 0; if ¢* = 0 then optimality forces ®! (¢*) < 0
while ¢ — ¢* > 0; and if ¢* = M then &/ (¢*) > 0 while ¢ — ¢* < 0. Taking ¢ = q(p) in
(C.5) shows —®! (¢*) A >0, so (C.4) yields

reg, (q(pa)) > §(=0u(€)A* > A%
which is (5.15).

Interior case. If ¢*(w) is interior, the first-order condition (5.7) gives @/ (¢*(w)) = 0,
and (C.4) becomes the exact identity reg,(q¢(pw)) = (=P (€))A%  Applying A(w) <
—®”(¢) < A(w) to this identity yields (5.16).

Part (ii). Throughout, a ratio in (5.17) with zero denominator is read as 0 when its
numerator is zero and as 400 otherwise. We first consider the following degenerate cases.
If @ (q(1w)) = 0, then q(pu,,) itself satisfies the first-order condition, so reg, (q(pw)) = 0

and both sides of (5.17) are zero. Now considering ®/ (q(iy)) # 0. This implies A(w) >
0, since if A(w) = 0, then ®”/ = 0 on I(w), so ® is constant on [(w), contradicting
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O (q(phw)) # 0= P! (¢*). Thus the lower bound of (5.17) is well defined. If A(w) = 0, the
upper bound reads +oo and holds unconditionally, so for the upper bound we may assume
A(w) > 0.

The case P! (q(puy)) > 0. By concavity (Lemma 5.1), ®/ is nonincreasing on [0, M].
If ¢* < q(uyw), monotonicity would give 0 = @/ (¢*) > @/ (¢(pw)) = P, (q¢(pw)) > 0, a
contradiction; hence q(p,) < ¢* and I(w) = [q(pw),¢*]. Monotonicity gives ®/ (q) >
®! (¢*(w)) = 0 for every g € I(w). The reg, (¢(1)) and P! (q) thus can be written as:

q*(w) q
reg, o)) = [ W@de e =Vl + [ Biwdu for g € Iw).
() q(pw)
(C.6)
By (5.14), —A(w) < &7 (u) < —A(w) for every u € I(w); integrating these two bounds
over u € [q(f1y), q] in the second identity of (C.6) yields

D, (q(pw)) = Aw) (g—q(pw)) < Poulq) < Pylg(pw)) —Aw) (g—aq(pw)), g € [a(tw), ¢7].

Lower bound. Taking ¢ = ¢*(w) in the first inequality of (C.7) and using @/ (¢*(w)) =0

gives ® (q(jtu)) — Aw)(g* — (i) < 0, that s, ¢*(w) — qlm) > ©,(qlu))/Alw). Set
@0 = q(tt) + ¥, (q(4))/A(w), 50 go € I(w). Then

q* (w) q
reg,, (q(fw)) = / ,(q)dg > / @, (q) dg

q(pw) q(pw)

- /q<:w>[%(q(“ w)) = Aw)(g — q(p))] dg = %,

where the first inequality holds because ®! > 0 on the discarded piece [qo, ¢*], and the
second inequality applies (C.7) on [¢(tw), qo)-

Upper bound. Assume A(w) > 0 as noted. Applying the second bound of (C.7) on
I(w),

reg,, (¢(pw)) < /q (@, (q(1tw)) — Mw)(q — q(pw))] dg = — ), (q(pw)) A — FMw) A%,

q(pw)

A

Then because —®/ (q(pw))A —
2/ 2\ (w)

reg,, (q(tw)) < @, (q(tw))
@, (q(p)) > 0.

The case ®! (q(puy)) < 0. follows the same approach as a symmetric case. O

D) A < (q()2/(Aw)), which gives
).  The two bounds together prove (5.17) when
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Proof of Corollary 5.1. (a) Since iy < M, the mean-induced allocation is q(u.,) = 1, at
which the slope (5.5) of the conditional value reads ®;,(111) = v1 F 1w (p11) — v2 Foju (M — pi1).
Under the linear-demand model,Fyj, (1) = Fio(0) = 1 and Fo (M — 1) = Fo (M — pt1 —
/LQ)/UQ) = FO(Z(’LU)) ThU.S,

@, (CI(Mw)) = %Vl —w Fo (z(w)) (C.8)

Part (ii) of Proposition 5.2 applies to the linear-demand case, the optimum ¢*(w) is interior
by hypothesis and the Gaussian densities are continuous. To make its lower bound explicit

we bound the segment constants (5.14). We have shown that A(w) < A = M%(Vl/al +

1/2/02>, because -®7 (¢) = v1 fijw(q) + vafou(M —q) < #(m/dl + V2/02>. The first

inequality of (5.17) therefore gives

/ Bt ’ )2 %VI_V2FQZU} 2
reg, (q(1)) > ‘I’wZ(X((ﬁ;U))) L@ (612(/;; )’ _ | 2A( (w))) |

the last equality by (C.8); this is (5.18).

(b) We first prove the equivalence. If ®! (q()) = 0, then q(p,) = pn € [0, M] satisfies
the first-order condition, and the regret is zero. By (C.8) the first-order derivative of
conditional value depends on w only through z(w)—equivalently, through the capacity
slack M — py(w) — po(w) = o9 z(w), so

O, (q(pw)) =0 <= Fo(z(w)) = p/2.

Since F is a strictly decreasing bijection from R onto (0, 1), the equation Fyy(z) = p/2 has
a solution z € R if and only if p/2 € (0,1). This yields the three regimes.

e p < 2: Here p/2 € (0,1), so the regret has a unique zero in z, at z* = F(;l(p/Z),
that is, at the capacity slack M — p;(w) — po(w) = 092*. When v; > vy we have
p/2 > % = F(0), so z* < 0 and the zero-regret slack is negative. The case p = 1
gives p/2 = % and z* = 0, the balanced capacity.

e p=2: Here p/2 =1¢ (0,1), so the equation Fy(z) = p/2 has no solution: Fo(z) <1
at every finite z, hence 111 — vyFo(2) = va(1 — Fo(2)) is strictly positive at every
finite capacity, and regret will stay positive for any of them. To see that the regret

nevertheless tends to zero as z — —oo, note that @/, is nonincreasing on [0, M], so
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for every g € I(w) the value ®! (¢q) lies between 0 and @/ (1;). Hence

regw(qu)):‘/:(w)%@dq‘ < g"(w) = p(w)] - @0, ()]

< (M4 K) (1 — Fo(z(w))),

using [p (w)] < K and ¢*(w) € (0, M), and the right-hand side tends to 0 as z(w) —
—o00 because Fg(z) — 1.

e p>2: Here p/2 > 1> Fy(2) for every z, so

@;(q(uw)) = %yl — Iy Fo(z(w)) > %1/1 — Uy = %yg(p -2) >0 for every w.
By (5.18), reg,, (q¢(pw)) > (512(p — 2)) /(2A) > 0 at every capacity.

]

Lemma C.6 (Property multi-period conditional value). Let Assumption 5.1 hold and
suppose Ds | w has a density fo, (s =1,2). Then &, is Lipschitz continuous on [0,TM]
and, on each block B;, concave.

T— 1

o' (q) = v Fiu(g) — U Fopy (Mt — q) — vI Fypo(TM — gq), (C.9)

LﬂM
2
Q

N

—®(q) = 1 fr(a) + D (v = 5" foru(Mt — @) + 3 foruo(TM —q) > 0. (C.10)

t=7(q)

Here (C.9) holds at every q € By, while (C.10) holds at every q at which both densities
are continuous (Assumption 5.2). At each block boundary ¢ = Mt (t =1,...,T —1) the
deriwative differs by

P (MtT) — @ (Mt™) = (v — V5T ) Fop(0) — (v — i) Fp (M), (C.11)

so @, is concave within each block but in general not concave on all of [0, T M].

Proof. The lemma makes three claims about ®,,, we prove them in turn. First for the
Lipschitz continuity of ®,,, by Lemma C.1, under allocation ¢ and demand d

min(dy,q) g+min(da, TM—q)
P(q,d):/ y{(“>du+/ v ™ du — TZBS ..
0 q
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Rewrite the first two terms:

min(di,q) q
/ VlT(u) du = / VIT(U) 1{dy > u} du,
0 0

g+min(ds, TM—q) TM—q
/ 5™ du = / v 1{dy > v} dv,
q 0

where u = g+ v. Now take the conditional expectation and exchange the expectation with
integration by Fubini’s theorem, we have the conditional value represented as:

q - TM—q _
Bo(q) = / VIO Ty (u) du + / O Fy(w)do — TS BED, [u],  (C12)

~~ ~~

=:A(g) =:H(q)

whose last term does not depend on q.

It is clear that A satisfies 0 < vy WF, (u) < i, because the time weights are nonincreas-
ing in ¢t and F; < 1. Thus, we have |A(q) —A(¢)| < v} |g—¢| for all ¢, ¢’ € [0, TM]. For H,

the substitution = = ¢ + v gives H(q) = quM V3 Fy(x — q) da, so for 0 < g < ¢ < TM,

q . TM™ - —

q/

1) - 1) - |

The first integral is bounded by vi(¢’ —¢q). In the second term, 0 < Fy(z—¢') — Fa(z—q) =
Plx —¢ <Dy <z —¢q|w),and

™
/ [FQ(x—q’)—Fg(x—q)]dx < /]P’(x—q’<D2§x—q\w)dac =q —q,
q

! R

because for each realization of Dy the set {x : = — ¢ < Dy < z — g} is an interval of
length ¢’ — ¢q. Hence |H(q) — H(¢")| < 2vi |q — ¢|, and ®,, = A + H — the constant term
is Lipschitz on [0, TM] with constant v{ + 2v;.

Next, we take differentiation to show the block-wise first- and second-order derivative.
Assuming ¢ is in the capacity block k, ¢ € By, so 7(q¢) = k. For the first term of (C.12),
we know that the map 7 is constant around ¢, and because F'; is continuous, we have
A'(q) = V¥ Fi(q). For the second term, we partition the domain of integration by blocks.
For v € (0,TM — q) we have 7(q + v) =t exactly when v € (M(t — 1) — q, Mt —q|, and
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for t = k this piece is (0, Mk — q] because M(k—1)—q < 0. Writing Q(z fo Fy(u) du,

the piecewise-constant factor 1/2 Y) therefore integrates block by block to
T
H(q) =5 Q(ME —q) + > vh[Q(Mt —q) — Q(M(t—1) - q)].
t=k+1

The function Q is differentiable with G’ = F,, so by the chain rule %Q(Mt —q) =
—Fy(Mt — q), and we get:

T

H'(q) = — vk Fo(Mk —q) — > vh[Fa(Mt — q) — Fo(M(t — 1) — q)]

= — (V; — I/éJrl)Fg(Mt —q) — VZT FQ(TM —q),

-~
I
s

d! (q) = A'(q)+ H'(q) is exactly (C.9), and @/, is continuous on By, by Assumption 5.2.
At any ¢ € By at which both densities are continuous, differentiating (C.9) gives (C.10)
whose coefficients are nonnegative, so —®” (¢) > 0.

Last, we show one-sided derivatives of ®,,. Fix an interior boundary ¢ = Mt (t €
{1,...,T —1}). Every survival in (C.9) is continuous, so letting ¢ T Mt within B; (where
7(q) =t) and ¢ | Mt within B, (where 7(q) =t + 1) gives

T-1
O, (Mt™) = v} Fr(Mt) = > (5 — vy ) Fa(Mr — Mt) — vy Fo(TM — Mt),

r=t

T-1
o, (MtY) = v Fy(Mt) = > (v5 — 5T ) Fo(Mr — Mt) — v) Fo(TM — Mt).
r=t+1

Thus,
(M) — @, (M) = (v — 5T ) Fa(0) — (v — i) Fr (M),

which is (C.11). Its two terms have opposite signs, since v{ > vi™! for both classes and
the survival functions are nonnegative, so the jump can take either sign. Finally, ®,, is
continuous on [0, 7'M] and concave on each block, so it is concave on all of [0, TM] if and
only if ®! (MtT) < @/ (Mt~) at every boundary of those capacity blocks. We remark that
this holds when the class-1 tail F';(Mt) is large enough at each boundary, so in general ®,,
is concave within each block but not on all of [0, T'M]. O
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Proof of Proposition 5.3. By the definition of the conditional regret at horizon T,

reg, (q(ftw)) = max @y, (q) = Pu(q(pw)) = Pulq’) —Pulq(pw)) for every ¢' € [0,TM],

q'€[0,TM]
so it suffices to exhibit one allocation ¢ with ®,,(¢") — P (q(phw)) > [P, (¢(1tw))| I (w) —
sL;0(w)*. We take ¢’ = q(pte) + 6(w) when @ (¢(pw)) > 0 and ¢ = ¢(pw) — 6(w) when
P! (q(puw)) < 0, (the definition (5.20) of b;(w)). In addition, we assume that d(w) < b;(w),
keeps the segment between ¢(y,,) and ¢’ inside B;. By Lemma C.6, at ¢ such that ¢ € B;,

the second-order derivative of the conditional value function ®”(w) is given by (C.10) with
7(q) = j. Bounding each density by its ceiling, fs., < fs, we have

T—-1
—®(q) = v fijw(q) +>_(v5 = v5™) o (Mt = q) + v fo(TM — q) (C.13)
L .
< fi+ [Z(Vﬁ — vyt + VzT] fo=vifi+vdfo = Lj (C.14)
t=j

Moreover L; < Lp, because the time weights satisfy 1/ < v}. By Lemma (C.6), ®/, is
continuous on B;, and for any a,b in B; the following holds:

P, (b) = Py(a) + @)y (a) (b—a) + / (b—s) D! (s)ds. (C.15)

Now, considering the case when ® (q(uy)) > 0. Apply (C.15) with a = ¢(u,) and
b=4q = q(p) +6(w):

/

q

Bald) = ula(p) + Tylalna)) 5w) + [ (g = ) 2l ds.

q(pw)

On the segment, ¢’ — s € [0,0(w)] and @/, (s) > —L;, applying (C.14)

/ /

[ w=seieas = i [0 @ = s

(pw) q(pw)

ITEiS(S(lea)gS t0 Dy (q) — Pu(q(iw)) = P, (q(p)) 0(w) — 5L;0(w)?* = |}, (q(p))] 6(w) —
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When @ (q(1,)) < 0, applies (C.15) with a = q(uy) and b = ¢ = q(py) — 0(w). The

first-order term is @, (q(pw)) (¢" = (1)) = (=[P4, (q(p)) ) (=0(w)) = |@;,(q(p))] 6(w).
Following the same argument with the case of @ (¢(uy)) > 0.

/

q a(pw) a(pw)
[ w-veusis= [ - daimds = - [ s a)ds = ~iL 0P,
q(pw) q 7
again because s — ¢ € [0,6(w)] and @) > —L;. Hence ®,(¢) — Pulq(pw)) >
1@, (q(pt))] 6(w) — $L; 6(w)? in this case as well.

If @/ (q(pw)) = 0, then b;(w) = 0 and §(w) = 0, and (5.21) becomes reg,, (¢(fuy)) > 0 >

0, which holds because the regret is nonnegative by definition. For the second inequality
of (5.21), when @7, (q(pu)) # 0, 6(w) < |, (q(pw))|/L; means Ljo(w) < |®7,(q(pw))], so

|7, (q(pw)) [ 6(w) — 515 0(w)* > | @, (q(p))] 0(w) — 5P, (q(p1))] (w)
= 312, (q(p))[0(w) > 0.

Fix w with ®/ (¢(pw)) # 0. Because ¢(p,) is interior to B;, both block distances
JM — q(puy) and q(p,) — (j — 1)M are strictly positive, so b;(w) > 0; and L; € (0,00),
since f, dominates a probability density, so fi = fo = 0 is impossible. Hence §(w) =
min(|®,,(¢(pw))|/ Ly, bj(w)) > 0, and (5.21) gives reg,,(¢") > 3|, (q(1tw))]d(w) > 0. The
regret is nonnegative for every w, so if the event {®f;, (¢(u(W))) # 0} has positive proba-
bility, integrating over it gives Ey [regy, (¢(u(WW)))] > 0. O
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Appendix D

Complete Results of the Sensitivity
Analysis in Chapter 6

Tables D.1-D.4 report the complete per-cell results of the sensitivity analysis of Section 6.3:
the out-of-sample decision regret of the two trained routes (MSE / DF, % of optimal con-
ditional value, median over the 10 test draws of each cell) for every value configuration,

capacity regime,

demand law, variance level, and horizon, one table per configuration class.

Table D.5 summarizes the verification cited, which is the distribution, over the 5,184 cells,
of the absolute gap between each cell’s trained MSE regret (median over its 10 draws) and
its exact plug-in floor, the regret of the allocation induced by the true conditional means.

Table D.1: Complete per-cell sensitivity-analysis results for the configuration
class both differ, rankings agree (MSE /DF, % of optimal conditional value,
median over 10 test draws per cell).

capacity

low variance (cv = 0.1) high variance (cv = 0.3)

demand law T=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12

r=(1,2), = (0.6,

balanced (100%)

scarce (120%)

very scarce (150%)

1)

Gaussian  0.29/0.06 0.14/0.06 0.07/0.05 0.04/0.06 0.85/0.25 0.52/0.26 0.26/0.23 0.20/0.26
uniform 0.36/0.07 0.19/0.07 0.06/0.06 0.03/0.06 1.21/0.32 0.56/0.34 0.28/0.33 0.18/0.28
lognormal ~ 0.19/0.06 0.08/0.05 0.05/0.04 0.06/0.04 0.58/0.21 0.18/0.21 0.15/0.23 0.13/0.18
Gaussian  0.03/0.06 0.04/0.06 0.05/0.05 0.06/0.05 0.14/0.21 0.13/0.25 0.11/0.22 0.11/0.19
uniform 0.03/0.07 0.05/0.07 0.06/0.08 0.08/0.06 0.20/0.25 0.11/0.29 0.09/0.27 0.10/0.25
lognormal ~ 0.15/0.04 0.19/0.04 0.21/0.04 0.22/0.04 0.30/0.18 0.37/0.19 0.50/0.17 0.60/0.17
Gaussian  0.03/0.06 0.04/0.05 0.04/0.05 0.05/0.05 0.14/0.25 0.13/0.25 0.14/0.23 0.12/0.17
uniform 0.04/0.09 0.04/0.06 0.04/0.07 0.05/0.05 0.11/0.33 0.16/0.39 0.14/0.32 0.19/0.28
lognormal ~ 0.16/0.05 0.17/0.04 0.17/0.04 0.18/0.05 0.61/0.25 0.57/0.22 0.60/0.19 0.56/0.18

continued on next page

74



(Table D.1 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
r=(1,2), 8=(0.6,1.5)
balanced (100%)  Gaussian 0.44/0.06 0.30/0.05 0.22/0.05 0.18/0.05 1.33/0.20 1.14/0.20 0.88/0.20 0.76,/0.20
uniform 0.56/0.06 0.41/0.06 0.30/0.06 0.25/0.08 1.77/0.29 1.39/0.29 1.13/0.27 0.94/0.21
lognormal  0.28/0.05 0.16/0.05 0.09/0.06 0.06/0.05 0.82/0.22 0.49/0.24 0.35/0.22 0.25/0.20
scarce (120%) Gaussian 0.04/0.05 0.05/0.06 0.07/0.05 0.07/0.06 0.37/0.26 0.34/0.20 0.35/0.25 0.33/0.21
uniform 0.03/0.06 0.06/0.07 0.08/0.07 0.08/0.07 0.44/0.23 0.49/0.29 0.44/0.29 0.40/0.29
lognormal  0.05/0.05 0.03/0.05 0.03/0.05 0.02/0.04 0.13/0.19 0.13/0.16 0.12/0.20 0.11/0.18
very scarce (150%) Gaussian 0.04/0.07 0.04/0.05 0.05/0.05 0.05/0.05 0.16/0.26 0.20/0.24 0.21/0.21 0.18/0.19
uniform 0.04/0.07 0.05/0.07 0.05/0.07 0.06/0.06 0.16/0.35 0.16/0.36 0.16/0.31 0.19/0.23
lognormal  0.06/0.06 0.04/0.05 0.03/0.04 0.02/0.04 0.19/0.25 0.13/0.17 0.10/0.16 0.10/0.20
r=1(1,2), 8 =(1,1.5)
balanced (100%)  Gaussian 0.22/0.05 0.08/0.05 0.04/0.07 0.05/0.05 0.65/0.25 0.26/0.21 0.13/0.22 0.13/0.24
uniform 0.26/0.06 0.07/0.06 0.03/0.06 0.04/0.05 0.80/0.27 0.27/0.30 0.09/0.27 0.10/0.31
lognormal  0.14/0.06 0.06/0.05 0.09/0.04 0.14/0.04 0.36/0.25 0.12/0.25 0.23/0.17 0.33/0.19
scarce (120%) Gaussian 0.05/0.06 0.09/0.06 0.12/0.04 0.15/0.05 0.13/0.22 0.14/0.20 0.26/0.25 0.28/0.23
uniform 0.07/0.07 0.13/0.08 0.17/0.07 0.20/0.08 0.13/0.26 0.11/0.25 0.26/0.32 0.29/0.29
lognormal  0.22/0.05 0.27/0.04 0.32/0.04 0.35/0.04 0.43/0.16 0.59/0.19 0.85/0.14 0.95/0.16
very scarce (150%) Gaussian 0.07/0.06 0.09/0.06 0.10/0.05 0.10/0.04 0.19/0.24 0.27/0.27 0.30/0.22 0.34/0.27
uniform 0.08/0.08 0.11/0.08 0.13/0.06 0.14/0.06 0.27/0.37 0.34/0.33 0.42/0.31 0.50/0.32
lognormal  0.25/0.05 0.27/0.04 0.27/0.04 0.28/0.03 0.83/0.24 0.92/0.19 0.89/0.19 0.99/0.17
r=(1,3), 8 =(0.6,1)
balanced (100%)  Gaussian 0.53/0.07 0.32/0.06 0.13/0.06 0.07/0.06 1.78/0.26 1.03/0.26 0.57/0.24 0.35/0.24
uniform 0.66/0.07 0.39/0.08 0.16/0.06 0.08/0.07 2.24/0.25 1.36/0.31 0.66/0.29 0.41/0.28
lognormal  0.33/0.07 0.14/0.06 0.05/0.05 0.04/0.05 1.04/0.25 0.50/0.21 0.18/0.21 0.11/0.20
scarce (120%) Gaussian 0.11/0.06 0.05/0.06 0.03/0.06 0.02/0.05 0.66/0.26 0.40/0.26 0.18/0.23 0.12/0.25
uniform 0.14/0.08 0.06/0.07 0.02/0.08 0.02/0.08 0.94/0.30 0.47/0.32 0.20/0.33 0.10/0.30
lognormal  0.03/0.06 0.04/0.05 0.07/0.04 0.09/0.04 0.16/0.24 0.12/0.18 0.18/0.20 0.27/0.18
very scarce (150%) Gaussian 0.13/0.07 0.09/0.08 0.05/0.07 0.02/0.06 0.51/0.36 0.31/0.30 0.16/0.29 0.10/0.21
uniform 0.16/0.11 0.11/0.09 0.04/0.10 0.02/0.07 0.54/0.41 0.33/0.34 0.18/0.37 0.09/0.40
lognormal  0.02/0.07 0.03/0.06 0.04/0.04 0.07/0.05 0.13/0.29 0.12/0.27 0.16/0.21 0.21/0.22
r=(1,3), 8 =(0.6,1.5)
balanced (100%)  Gaussian 0.67/0.06 0.49/0.05 0.33/0.06 0.27/0.06 2.07/0.23 1.63/0.22 1.19/0.20 0.97/0.22
uniform 0.91/0.07 0.63/0.06 0.43/0.06 0.35/0.07 2.82/0.20 2.21/0.28 1.46/0.25 1.31/0.25
lognormal  0.40/0.06 0.28/0.07 0.14/0.05 0.10/0.06 1.34/0.21 0.84/0.23 0.54/0.23 0.38/0.19
scarce (120%) Gaussian 0.20/0.06 0.18/0.06 0.14/0.06 0.13/0.06 0.99/0.27 0.87/0.31 0.64/0.24 0.55/0.24
uniform 0.27/0.09 0.24/0.09 0.19/0.07 0.16/0.07 1.41/0.29 1.03/0.32 0.86/0.27 0.69/0.33
lognormal  0.05/0.06 0.03/0.06 0.02/0.06 0.02/0.05 0.26/0.25 0.20/0.25 0.15/0.23 0.15/0.21
very scarce (150%) Gaussian 0.22/0.07 0.19/0.06 0.14/0.05 0.13/0.05 0.76/0.28 0.63/0.25 0.54/0.27 0.47/0.20
uniform 0.29/0.07 0.24/0.08 0.19/0.06 0.16/0.06 0.97/0.40 0.81/0.32 0.61/0.28 0.50/0.28
lognormal  0.04/0.07 0.04/0.06 0.03/0.05 0.02/0.05 0.17/0.28 0.12/0.21 0.10/0.22 0.08/0.20
r=(1,3), 8=(1,1.5)
balanced (100%)  Gaussian 0.40/0.06 0.16/0.06 0.04/0.05 0.03/0.07 1.25/0.22 0.55/0.30 0.21/0.22 0.14/0.23
uniform 0.49/0.06 0.19/0.07 0.05/0.07 0.02/0.08 1.80/0.28 0.69/0.33 0.22/0.31 0.11/0.28
lognormal  0.23/0.05 0.07/0.06 0.04/0.04 0.09/0.04 0.77/0.21 0.20/0.25 0.13/0.19 0.17/0.17
scarce (120%) Gaussian 0.06/0.06 0.02/0.07 0.04/0.06 0.07/0.05 0.38/0.22 0.15/0.22 0.10/0.26 0.13/0.22
uniform 0.05/0.07 0.02/0.08 0.04/0.07 0.08/0.07 0.56/0.29 0.21/0.33 0.09/0.33 0.10/0.24
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(Table D.1 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  0.04/0.04 0.10/0.05 0.17/0.05 0.21/0.04 0.15/0.22 0.24/0.19 0.43/0.21 0.59/0.18
very scarce (150%) Gaussian 0.05/0.06 0.03/0.07 0.02/0.05 0.03/0.05 0.24/0.30 0.13/0.28 0.08/0.23 0.13/0.19
uniform 0.05/0.09 0.03/0.08 0.02/0.06 0.03/0.06 0.24/0.40 0.10/0.35 0.08/0.33 0.13/0.28
lognormal  0.04/0.05 0.08/0.06 0.11/0.04 0.15/0.03 0.16/0.21 0.30/0.25 0.41/0.22 0.51/0.19
r=1(2,1), 8 =(1,0.6)
balanced (100%)  Gaussian 0.31/0.05 0.17/0.06 0.06/0.04 0.04/0.06 0.97/0.26 0.47/0.22 0.28/0.25 0.18/0.23
uniform 0.37/0.07 0.17/0.06 0.06/0.06 0.04/0.07 1.13/0.30 0.55/0.30 0.29/0.27 0.18/0.31
lognormal  0.21/0.05 0.09/0.06 0.05/0.05 0.06/0.03 0.53/0.23 0.23/0.22 0.15/0.22 0.15/0.19
scarce (120%) Gaussian 0.04/0.06 0.04/0.06 0.05/0.06 0.06/0.05 0.18/0.24 0.11/0.26 0.13/0.25 0.13/0.22
uniform 0.03/0.06 0.04/0.07 0.07/0.08 0.08/0.08 0.25/0.32 0.09/0.28 0.11/0.29 0.13/0.26
lognormal  0.16/0.04 0.17/0.05 0.21/0.05 0.22/0.05 0.29/0.17 0.39/0.19 0.47/0.21 0.54/0.18
very scarce (150%) Gaussian 0.03/0.05 0.04/0.06 0.04/0.05 0.04/0.05 0.14/0.26 0.15/0.29 0.13/0.25 0.15/0.22
uniform 0.03/0.08 0.04/0.08 0.04/0.06 0.05/0.06 0.13/0.39 0.14/0.37 0.17/0.34 0.19/0.30
lognormal  0.17/0.06 0.18/0.05 0.17/0.04 0.17/0.04 0.58/0.26 0.63/0.24 0.57/0.23 0.58/0.19
r=(2,1), 8 =(1.5,0.6)
balanced (100%)  Gaussian 0.43/0.05 0.35/0.06 0.23/0.05 0.20/0.06 1.36/0.20 1.06/0.19 0.87/0.20 0.80/0.27
uniform 0.54/0.07 0.41/0.07 0.29/0.07 0.26/0.07 1.83/0.30 1.28/0.27 1.10/0.28 1.00/0.25
lognormal  0.28/0.06 0.16/0.05 0.09/0.06 0.06/0.05 0.89/0.22 0.54/0.25 0.29/0.21 0.28/0.21
scarce (120%) Gaussian 0.04/0.07 0.05/0.06 0.07/0.06 0.07/0.06 0.37/0.27 0.37/0.28 0.38/0.26 0.34/0.23
uniform 0.04/0.07 0.05/0.08 0.07/0.08 0.08/0.06 0.45/0.28 0.49/0.28 0.42/0.25 0.42/0.27
lognormal  0.04/0.04 0.04/0.05 0.03/0.06 0.02/0.04 0.14/0.20 0.14/0.22 0.12/0.19 0.12/0.25
very scarce (150%) Gaussian 0.04/0.07 0.05/0.06 0.05/0.04 0.05/0.06 0.19/0.27 0.18/0.25 0.16/0.18 0.19/0.20
uniform 0.05/0.08 0.05/0.09 0.06/0.08 0.05/0.06 0.16/0.38 0.17/0.33 0.18/0.25 0.24/0.27
lognormal  0.05/0.05 0.04/0.04 0.03/0.04 0.02/0.04 0.20/0.23 0.16/0.21 0.11/0.16 0.10/0.18
r=(2,1), 8=(15,1)
balanced (100%)  Gaussian 0.23/0.06 0.09/0.05 0.04/0.06 0.05/0.05 0.63/0.26 0.31/0.25 0.15/0.22 0.12/0.26
uniform 0.26/0.07 0.08/0.06 0.04/0.07 0.06/0.07 0.86/0.30 0.26/0.30 0.11/0.31 0.09/0.29
lognormal  0.16/0.05 0.06/0.04 0.10/0.04 0.13/0.05 0.44/0.24 0.16/0.22 0.18/0.19 0.28/0.18
scarce (120%) Gaussian 0.06/0.06 0.09/0.06 0.14/0.07 0.14/0.06 0.13/0.26 0.15/0.22 0.25/0.27 0.31/0.24
uniform 0.07/0.07 0.11/0.07 0.18/0.08 0.19/0.07 0.15/0.32 0.15/0.33 0.21/0.28 0.31/0.31
lognormal  0.21/0.04 0.26/0.04 0.35/0.05 0.36/0.04 0.51/0.18 0.61/0.19 0.83/0.18 0.98/0.18
very scarce (150%) Gaussian 0.07/0.06 0.08/0.07 0.10/0.06 0.11/0.05 0.20/0.27 0.28/0.26 0.31/0.23 0.35/0.27
uniform 0.08/0.10 0.11/0.07 0.14/0.06 0.14/0.07 0.29/0.42 0.38/0.33 0.45/0.33 0.52/0.30
lognormal  0.26/0.06 0.26/0.05 0.29/0.04 0.29/0.04 0.82/0.22 0.92/0.20 0.96/0.17 0.96/0.19
r=1(2,3), 8=1(0.6,1)
balanced (100%)  Gaussian 0.20/0.05 0.12/0.04 0.07/0.05 0.05/0.06 0.55/0.23 0.38/0.21 0.22/0.22 0.17/0.23
uniform 0.24/0.07 0.13/0.06 0.05/0.06 0.04/0.06 0.67/0.33 0.39/0.25 0.25/0.31 0.15/0.29
lognormal  0.16/0.05 0.09/0.05 0.06/0.04 0.07/0.04 0.35/0.19 0.18/0.19 0.15/0.20 0.13/0.17
scarce (120%) Gaussian 0.18/0.06 0.18/0.06 0.15/0.07 0.13/0.05 0.26/0.23 0.22/0.19 0.21/0.22 0.21/0.20
uniform 0.27/0.07 0.23/0.07 0.20/0.07 0.17/0.08 0.16/0.27 0.21/0.31 0.19/0.26 0.19/0.28
lognormal  0.46/0.04 0.42/0.04 0.37/0.04 0.34/0.04 0.76/0.18 0.79/0.19 0.81/0.18 0.80/0.19
very scarce (150%) Gaussian 0.24/0.07 0.20/0.07 0.16/0.06 0.15/0.06 0.65/0.28 0.54/0.33 0.48/0.25 0.43/0.25
uniform 0.31/0.09 0.28/0.08 0.21/0.07 0.19/0.07 1.01/0.32 0.85/0.33 0.65/0.32 0.57/0.28
lognormal  0.52/0.05 0.45/0.05 0.37/0.05 0.34/0.04 1.62/0.22 1.49/0.19 1.25/0.18 1.11/0.17
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(Table D.1 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
r=(2,3), 8= (0.6,1.5)
balanced (100%) Gaussian 0.30/0.05 0.24/0.05 0.19/0.05 0.16/0.05 0.76/0.21 0.75/0.23 0.66/0.26 0.65/0.19
uniform 0.35/0.06 0.30/0.06 0.23/0.07 0.21/0.07 1.02/0.30 0.91/0.29 0.78/0.29 0.78/0.28
lognormal ~ 0.21/0.05 0.14/0.05 0.08/0.05 0.07/0.05 0.55/0.20 0.40/0.20 0.27/0.18 0.26/0.21
scarce (120%) Gaussian 0.07/0.06 0.03/0.06 0.02/0.07 0.03/0.06 0.12/0.21 0.13/0.17 0.19/0.22 0.20/0.20
uniform  0.08/0.07 0.03/0.07 0.02/0.08 0.02/0.08 0.14/0.25 0.17/0.26 0.21/0.33 0.22/0.22
lognormal ~ 0.23/0.05 0.16/0.04 0.08/0.04 0.06/0.04 0.50/0.16 0.33/0.18 0.17/0.16 0.17/0.16
very scarce (150%) Gaussian 0.08/0.07 0.05/0.05 0.03/0.05 0.02/0.05 0.26/0.28 0.16/0.21 0.10/0.21 0.08/0.16
uniform 0.10/0.09 0.05/0.07 0.02/0.06 0.02/0.06 0.34/0.34 0.19/0.33 0.09/0.27 0.08/0.27
lognormal ~ 0.28/0.05 0.18/0.05 0.11/0.04 0.07/0.04 0.92/0.22 0.59/0.17 0.36/0.16 0.27/0.17
r=1(2,3), 8=(1,1.5)
balanced (100%) Gaussian 0.16/0.06 0.10/0.05 0.05/0.06 0.06/0.05 0.41/0.23 0.22/0.23 0.13/0.22 0.14/0.20
uniform 0.19/0.07 0.08/0.06 0.04/0.07 0.04/0.06 0.50/0.31 0.19/0.29 0.09/0.25 0.09/0.31
lognormal  0.13/0.05 0.07/0.05 0.10/0.03 0.13/0.04 0.28/0.21 0.12/0.19 0.20/0.15 0.26/0.15
scarce (120%) Gaussian 0.24/0.07 0.24/0.07 0.22/0.06 0.22/0.05 0.22/0.21 0.30/0.24 0.38/0.24 0.41/0.23
uniform 0.30/0.07 0.31/0.08 0.30/0.07 0.29/0.07 0.19/0.29 0.29/0.29 0.35/0.28 0.41/0.29
lognormal  0.47/0.03 0.48/0.05 0.48/0.04 0.47/0.04 0.80/0.15 0.95/0.18 1.02/0.17 1.19/0.15
very scarce (150%) Gaussian 0.28/0.07 0.26/0.07 0.21/0.05 0.22/0.05 0.79/0.29 0.68/0.27 0.64/0.25 0.59/0.23
uniform 0.36/0.09 0.33/0.08 0.29/0.07 0.27/0.07 1.15/0.37 0.99/0.31 1.00/0.27 0.90/0.31
lognormal  0.53/0.05 0.53/0.05 0.45/0.04 0.42/0.03 1.77/0.21 1.69/0.19 1.46/0.17 1.38/0.18
r=(3,1), 8=(1,0.6)
balanced (100%) Gaussian 0.52/0.06 0.29/0.06 0.13/0.05 0.07/0.05 1.74/0.24 1.13/0.26 0.53/0.25 0.34/0.26
uniform  0.70/0.07 0.39/0.07 0.17/0.07 0.07/0.07 2.36/0.28 1.37/0.27 0.65/0.34 0.38/0.31
lognormal  0.34/0.07 0.14/0.07 0.05/0.06 0.05/0.06 1.10/0.30 0.48/0.22 0.19/0.24 0.11/0.23
scarce (120%) Gaussian 0.11/0.07 0.05/0.06 0.02/0.05 0.02/0.06 0.70/0.29 0.35/0.28 0.17/0.30 0.14/0.29
uniform 0.14/0.09 0.06/0.09 0.03/0.07 0.02/0.08 0.96/0.31 0.48/0.40 0.23/0.34 0.12/0.33
lognormal  0.03/0.07 0.04/0.05 0.07/0.05 0.10/0.04 0.18/0.25 0.16/0.26 0.20/0.20 0.25/0.18
very scarce (150%) Gaussian 0.14/0.08 0.09/0.07 0.04/0.07 0.03/0.06 0.49/0.35 0.35/0.30 0.17/0.30 0.10/0.27
uniform 0.16/0.10 0.10/0.09 0.04/0.09 0.02/0.08 0.56/0.49 0.35/0.37 0.17/0.34 0.09/0.34
lognormal  0.03/0.07 0.03/0.06 0.04/0.04 0.06/0.03 0.13/0.34 0.14/0.28 0.15/0.22 0.21/0.18
r=(3,1), 8 =(1.5,0.6)
balanced (100%) Gaussian 0.67/0.06 0.52/0.06 0.35/0.06 0.27/0.05 2.08/0.24 1.57/0.24 1.21/0.24 1.08/0.23
uniform 0.88/0.07 0.65/0.05 0.45/0.08 0.35/0.06 2.89/0.23 2.16/0.30 1.58/0.25 1.29/0.26
lognormal  0.42/0.04 0.27/0.06 0.16/0.06 0.10/0.07 1.37/0.24 0.91/0.25 0.54/0.23 0.35/0.24
scarce (120%) Gaussian  0.21/0.07 0.18/0.06 0.15/0.07 0.14/0.06 1.07/0.29 0.81/0.25 0.66/0.26 0.57/0.24
uniform  0.26/0.09 0.22/0.08 0.19/0.08 0.16/0.08 1.35/0.33 1.14/0.31 0.83/0.26 0.72/0.30
lognormal  0.04/0.07 0.03/0.07 0.02/0.06 0.02/0.06 0.25/0.27 0.19/0.28 0.13/0.25 0.14/0.20
very scarce (150%) Gaussian 0.23/0.08 0.18/0.06 0.15/0.06 0.12/0.05 0.74/0.30 0.64/0.26 0.51/0.23 0.46/0.19
uniform 0.31/0.09 0.24/0.08 0.19/0.08 0.15/0.07 0.96/0.38 0.74/0.31 0.62/0.27 0.49/0.23
lognormal ~ 0.05/0.06 0.04/0.06 0.03/0.05 0.02/0.05 0.21/0.31 0.16/0.26 0.10/0.21 0.09/0.18
r=1(3,1), 8 =(1.5,1)
balanced (100%)  Gaussian  0.40/0.06 0.18/0.05 0.06/0.06 0.03/0.06 1.27/0.26 0.58/0.25 0.25/0.23 0.12/0.24
uniform 0.51/0.08 0.22/0.07 0.05/0.06 0.02/0.07 1.70/0.29 0.69/0.32 0.26/0.30 0.11/0.29
lognormal  0.25/0.05 0.08/0.05 0.04/0.04 0.09/0.04 0.79/0.26 0.24/0.22 0.14/0.20 0.19/0.18
scarce (120%) Gaussian  0.05/0.06 0.03/0.07 0.04/0.07 0.07/0.06 0.43/0.23 0.19/0.27 0.10/0.24 0.16/0.25
uniform 0.05/0.08 0.01/0.08 0.04/0.06 0.07/0.07 0.53/0.33 0.20/0.35 0.08/0.33 0.12/0.33
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(Table D.1 continued)

low variance (cv = 0.1) high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12

lognormal ~ 0.04/0.05 0.09/0.05 0.19/0.04 0.22/0.04 0.12/0.23 0.24/0.18 0.47/0.20 0.55/0.18
very scarce (150%) Gaussian  0.06/0.07 0.04/0.07 0.02/0.06 0.04/0.05 0.23/0.29 0.11/0.27 0.08/0.26 0.13/0.26
uniform 0.06/0.08 0.03/0.09 0.02/0.07 0.03/0.06 0.20/0.35 0.12/0.41 0.07/0.37 0.12/0.33
lognormal ~ 0.04/0.05 0.07/0.05 0.10/0.04 0.16/0.05 0.18/0.28 0.25/0.24 0.40/0.21 0.50/0.20

r=(3,2), 8 =(1,0.6)

balanced (100%)  Gaussian  0.21/0.04 0.15/0.05 0.06/0.05 0.05/0.06 0.57/0.25 0.34/0.21 0.23/0.23 0.19/0.24
uniform 0.24/0.07 0.13/0.06 0.06/0.07 0.04/0.08 0.65/0.32 0.40/0.30 0.22/0.29 0.18/0.31
lognormal ~ 0.17/0.05 0.09/0.05 0.06/0.04 0.07/0.04 0.39/0.23 0.20/0.22 0.14/0.21 0.15/0.16

scarce (120%) Caussian  0.20/0.06 0.18/0.06 0.15/0.06 0.14/0.06 0.21/0.22 0.21/0.24 0.22/0.25 0.25/0.24
uniform 0.27/0.08 0.23/0.08 0.18/0.07 0.18/0.07 0.18/0.30 0.21/0.37 0.19/0.26 0.20/0.31
lognormal ~ 0.44/0.04 0.41/0.04 0.35/0.04 0.32/0.04 0.79/0.17 0.84/0.16 0.79/0.19 0.80/0.16

very scarce (150%) Gaussian  0.25/0.07 0.19/0.08 0.16/0.06 0.14/0.05 0.73/0.32 0.63/0.34 0.48/0.23 0.40/0.26
uniform 0.29/0.09 0.27/0.09 0.20/0.08 0.17/0.07 1.04/0.40 0.80/0.28 0.67/0.31 0.58/0.30
lognormal ~ 0.51/0.05 0.49/0.05 0.38/0.04 0.34/0.04 1.60/0.20 1.37/0.21 1.19/0.23 1.09/0.20

r=(3,2), 8 =(15,0.6)

balanced (100%)  Gaussian  0.31/0.06 0.25/0.05 0.19/0.06 0.16/0.04 0.91/0.25 0.76/0.24 0.69/0.21 0.65/0.20
uniform 0.36/0.06 0.31/0.08 0.24/0.07 0.22/0.07 0.92/0.29 0.94/0.29 0.84/0.29 0.80/0.27
lognormal ~ 0.20/0.05 0.14/0.05 0.08/0.05 0.05/0.05 0.50/0.21 0.39/0.20 0.30/0.21 0.26,0.22

scarce (120%) Gaussian  0.07/0.05 0.03/0.05 0.02/0.06 0.03/0.05 0.14/0.25 0.16/0.22 0.18/0.24 0.21/0.25
uniform 0.08/0.07 0.03/0.08 0.02/0.07 0.02/0.06 0.14/0.29 0.13/0.23 0.22/0.29 0.26/0.28
lognormal ~ 0.23/0.04 0.14/0.04 0.08/0.04 0.06/0.05 0.51/0.18 0.29/0.17 0.20/0.17 0.17/0.17

very scarce (150%) Gaussian  0.08/0.07 0.05/0.06 0.02/0.05 0.02/0.05 0.24/0.27 0.17/0.23 0.12/0.19 0.10/0.18
uniform 0.09/0.08 0.05/0.07 0.02/0.07 0.02/0.07 0.33/0.41 0.15/0.28 0.09/0.28 0.08/0.30
lognormal ~ 0.26/0.05 0.19/0.05 0.10/0.04 0.08/0.05 0.86/0.23 0.64/0.23 0.33/0.19 0.25/0.18

r=(3,2), 8=(15,1)

balanced (100%) Gaussian 0.17/0.05 0.09/0.05 0.05/0.05 0.06/0.05 0.46/0.26 0.26/0.24 0.12/0.24 0.13/0.23
uniform 0.17/0.06 0.08/0.07 0.04/0.08 0.05/0.05 0.51/0.36 0.22/0.32 0.12/0.32 0.11/0.31
lognormal ~ 0.14/0.05 0.08/0.05 0.09/0.04 0.14/0.03 0.32/0.19 0.15/0.24 0.20/0.19 0.28/0.15

scarce (120%) Gaussian 0.22/0.06 0.21/0.06 0.22/0.07 0.22/0.07 0.25/0.26 0.26/0.25 0.36/0.26 0.41/0.24
uniform 0.30/0.08 0.31/0.08 0.31/0.07 0.29/0.08 0.19/0.29 0.27/0.31 0.38/0.28 0.43/0.30
lognormal ~ 0.49/0.05 0.48/0.04 0.47/0.04 0.45/0.03 0.86/0.16 0.96/0.18 1.08/0.17 1.10/0.18

very scarce (150%) Gaussian 0.29/0.07 0.27/0.07 0.22/0.05 0.21/0.06 0.77/0.33 0.76/0.30 0.66/0.27 0.66/0.23
uniform  0.35/0.08 0.34/0.09 0.28/0.07 0.27/0.07 1.12/0.34 1.03/0.32 0.96/0.31 0.87/0.30
lognormal ~ 0.53/0.05 0.51/0.05 0.45/0.04 0.41/0.04 1.75/0.19 1.73/0.21 1.53/0.17 1.33/0.17

Table D.2: Complete per-cell sensitivity-analysis results for the configuration
class both differ, rankings disagree (MSE / DF, % of optimal conditional value,
median over 10 test draws per cell).

low variance (cv = 0.1) high variance (cv = 0.3)

capacity demand law  T=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12

r=(1,2), 8 =(1,0.6)
balanced (100%)  Gaussian  0.07/0.07 0.11/0.09 0.15/0.04 0.12/0.04 0.16/0.24 0.22/0.20 0.24/0.18 0.21/0.18
uniform 0.07/0.08 0.11/0.11 0.16/0.05 0.13/0.06 0.19/0.32 0.26/0.22 0.26/0.25 0.21/0.27
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(Table D.2 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  0.09/0.06 0.14/0.13 0.21/0.03 0.20/0.04 0.20/0.24 0.32/0.23 0.39/0.20 0.39/0.14
scarce (120%) Gaussian  1.25/0.04 0.18/0.03 1.07/0.04 0.70/0.05 1.19/0.21 0.30/0.23 1.51/0.21 1.19/0.20
uniform 1.58/0.03 0.28/0.03 1.35/0.03 0.91/0.05 0.87/0.32 0.34/0.28 1.58/0.27 1.14/0.26
lognormal ~ 1.48/0.02 0.15/0.02 1.26/0.02 0.91/0.03 2.05/0.14 0.41/0.17 2.44/0.11 1.93/0.15
very scarce (150%) Gaussian  1.79/0.06 0.00/0.00 1.13/0.04 0.96/0.04 4.10/0.19 0.14/0.13 2.93/0.18 2.41/0.22
uniform 2.14/0.03 0.00/0.00 1.32/0.02 1.17/0.04 5.01/0.22 0.24/0.17 3.74/0.16 3.12/0.21
lognormal  1.86/0.03 0.00/0.00 1.10/0.01 1.12/0.02 5.79/0.09 0.19/0.10 3.79/0.07 3.18/0.11
r=(1,2), 8 =(1.5,0.6)
balanced (100%)  Gaussian  0.11/0.09 0.10/0.05 0.06/0.04 0.07/0.04 0.13/0.20 0.21/0.20 0.22/0.20 0.35/0.18
uniform 0.09/0.09 0.08/0.05 0.07/0.05 0.08/0.06 0.13/0.18 0.19/0.32 0.26/0.28 0.35/0.28
lognormal ~ 0.11/0.04 0.09/0.04 0.05/0.04 0.04/0.04 0.15/0.22 0.16/0.25 0.13/0.17 0.13/0.18
scarce (120%) Gaussian 0.13/0.05 0.62/0.05 0.15/0.07 0.07/0.05 0.13/0.17 0.76/0.20 0.26/0.20 0.16/0.18
uniform 0.21/0.06 0.79/0.05 0.20/0.07 0.07/0.06 0.12/0.17 0.67/0.29 0.22/0.27 0.11/0.21
lognormal ~ 0.13/0.05 0.86/0.02 0.37/0.04 0.21/0.03 0.28/0.20 1.51/0.13 0.71/0.15 0.49/0.15
very scarce (150%) Gaussian 0.00/0.00 0.51/0.05 0.32/0.04 0.15/0.04 0.08/0.09 1.46/0.21 0.83/0.18 0.39/0.17
uniform  0.00/0.00 0.68/0.05 0.41/0.05 0.19/0.05 0.13/0.12 2.24/0.23 1.07/0.24 0.55/0.22
lognormal ~ 0.00/0.00 0.69/0.03 0.56/0.04 0.33/0.03 0.12/0.12 2.56/0.11 1.53/0.16 0.88/0.14
r=(1,2), 8=(1.5,1)
balanced (100%)  Gaussian  0.08/0.06 0.09/0.09 0.16/0.04 0.15/0.05 0.19/0.27 0.24/0.23 0.36/0.20 0.33/0.21
uniform 0.05/0.09 0.11/0.10 0.18/0.05 0.20/0.05 0.16/0.33 0.27/0.24 0.33/0.26 0.28/0.30
lognormal ~ 0.10/0.06 0.13/0.13 0.26/0.04 0.30/0.04 0.19/0.21 0.40/0.17 0.63/0.18 0.59/0.17
scarce (120%) Gaussian 1.69/0.03 0.18/0.04 0.97/0.04 0.69/0.05 1.35/0.29 0.29/0.24 1.56/0.23 1.21/0.23
uniform  1.98/0.02 0.27/0.02 1.21/0.03 0.91/0.05 1.03/0.30 0.32/0.26 1.68/0.27 1.30/0.25
lognormal ~ 1.79/0.01 0.18/0.01 1.16/0.02 0.95/0.03 2.20/0.16 0.43/0.15 2.38/0.12 2.11/0.14
very scarce (150%) Gaussian 2.58/0.00 0.01/0.01 0.85/0.04 0.82/0.05 5.01/0.16 0.12/0.16 2.46/0.19 2.32/0.23
uniform  2.78/0.00 0.00/0.00 1.11/0.03 1.03/0.04 5.98/0.15 0.22/0.16 3.26/0.16 2.80/0.22
lognormal  2.43/0.00 0.00/0.00 0.89/0.02 1.01/0.02 6.47/0.05 0.19/0.12 3.36/0.10 3.06/0.11
r=1(1,3), 8 =(1,0.6)
balanced (100%) Gaussian 0.10/0.05 0.09/0.05 0.07/0.04 0.21/0.04 0.45/0.23 0.39/0.28 0.22/0.18 0.35/0.17
uniform 0.14/0.06 0.12/0.06 0.10/0.05 0.23/0.06 0.72/0.32 0.53/0.26 0.28/0.26 0.44/0.26
lognormal  0.09/0.05 0.09/0.04 0.10/0.04 0.28/0.03 0.41/0.22 0.47/0.19 0.33/0.15 0.65/0.17
scarce (120%) Gaussian 0.25/0.07 0.51/0.05 0.99/0.03 0.83/0.04 0.27/0.28 0.42/0.21 0.63/0.20 1.28/0.20
uniform  0.32/0.07 0.65/0.05 1.21/0.02 1.03/0.02 0.20/0.31 0.31/0.28 0.43/0.24 1.44/0.25
lognormal ~ 0.50/0.05 0.76/0.03 1.05/0.01 0.87/0.02 0.82/0.19 1.01/0.13 1.06/0.12 1.93/0.12
very scarce (150%) Gaussian  0.31/0.08 0.87/0.05 0.25/0.00 0.03/0.01 0.79/0.35 2.00/0.23 0.87/0.16 0.65/0.18
uniform 0.41/0.09 1.06/0.05 0.24/0.00 0.03/0.02 1.22/0.35 2.78/0.20 1.16/0.16 1.00/0.15
lognormal  0.61/0.06 1.12/0.04 0.13/0.00 0.01/0.01 2.00/0.21 3.20/0.11 1.35/0.05 0.73/0.07
r=(1,3), 8= (1.5,0.6)
balanced (100%) Gaussian 0.09/0.06 0.08/0.07 0.07/0.05 0.05/0.05 0.21/0.24 0.10/0.10 0.15/0.22 0.20/0.22
uniform  0.07/0.08 0.07/0.07 0.06/0.07 0.05/0.07 0.20/0.32 0.11/0.13 0.13/0.24 0.18/0.26
lognormal ~ 0.11/0.05 0.09/0.07 0.08/0.04 0.06/0.04 0.19/0.20 0.17/0.17 0.16/0.17 0.16/0.18
scarce (120%) Gaussian 1.41/0.04 0.14/0.08 0.56/0.04 0.24/0.05 1.23/0.19 0.16/0.19 0.79/0.22 0.36/0.19
uniform  1.75/0.04 0.21/0.06 0.73/0.05 0.33/0.05 1.04/0.29 0.15/0.22 0.74/0.25 0.36/0.22
lognormal  1.58/0.02 0.14/0.06 0.79/0.03 0.48/0.03 2.31/0.13 0.28/0.17 1.52/0.17 0.98/0.15
very scarce (150%) Gaussian  2.08/0.05 0.00/0.00 0.66/0.04 0.53/0.04 4.49/0.21 0.07/0.07 1.78/0.17 1.20/0.18
uniform  2.42/0.03 0.00/0.00 0.85/0.03 0.63/0.04 5.51/0.15 0.12/0.11 2.38/0.20 1.52/0.24
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(Table D.2 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  2.12/0.02 0.00/0.00 0.75/0.02 0.72/0.02 6.27/0.07 0.12/0.09 2.65/0.12 1.89/0.12

r=(1,3), 8 =(1.5,1)

balanced (100%) Gaussian 0.09/0.05 0.09/0.05 0.17/0.10 0.22/0.04 0.40/0.25 0.35/0.24 0.39/0.21 0.41/0.22
uniform  0.11/0.07 0.10/0.06 0.22/0.07 0.27/0.05 0.58/0.33 0.50/0.30 0.45/0.24 0.52/0.27
lognormal ~ 0.08/0.04 0.11/0.04 0.24/0.12 0.37/0.04 0.36/0.23 0.49/0.19 0.62/0.13 0.81/0.18

scarce (120%) Gaussian  0.49/0.05 0.82/0.03 0.18/0.04 1.20/0.04 0.38/0.25 0.61/0.21 0.36/0.17 1.94/0.20
uniform  0.63/0.06 1.01/0.03 0.26/0.01 1.45/0.03 0.26/0.31 0.50/0.27 0.46/0.20 2.02/0.22
lognormal  0.76/0.04 1.00/0.02 0.16/0.01 1.31/0.02 1.01/0.17 1.27/0.13 0.51/0.12 2.65/0.12

very scarce (150%) Gaussian  0.60/0.07 1.34/0.04 0.01/0.01 0.33/0.03 1.62/0.30 2.88/0.19 0.17/0.17 1.76/0.20
uniform 0.79/0.08 1.60/0.03 0.00/0.00 0.43/0.02 2.23/0.29 3.87/0.16 0.29/0.18 2.46/0.18
lognormal ~ 0.97/0.05 1.51/0.02 0.00/0.00 0.28/0.01 3.02/0.17 4.10/0.07 0.19/0.12 2.18/0.08

r=1(2,1), 8 =(0.6,1)

balanced (100%) Gaussian 0.07/0.05 0.08/0.06 0.13/0.04 0.11/0.05 0.16/0.22 0.22/0.20 0.22/0.20 0.22/0.20
uniform 0.07/0.07 0.09/0.08 0.15/0.06 0.12/0.06 0.19/0.28 0.24/0.23 0.23/0.24 0.21/0.30
lognormal  0.08/0.04 0.11/0.05 0.22/0.04 0.21/0.03 0.18/0.20 0.28/0.18 0.40/0.17 0.43/0.15

scarce (120%) Gaussian  1.29/0.03 0.20/0.04 1.08/0.04 0.68/0.05 1.12/0.25 0.31/0.20 1.67/0.20 1.19/0.21
uniform 1.63/0.03 0.30/0.02 1.35/0.04 0.91/0.05 0.90/0.27 0.34/0.29 1.56/0.25 1.25/0.25
lognormal  1.51/0.02 0.17/0.02 1.24/0.02 0.98/0.03 2.07/0.14 0.46/0.15 2.46/0.13 1.99/0.10

very scarce (150%) Gaussian 1.80/0.05 0.00/0.00 1.04/0.03 0.94/0.04 4.12/0.20 0.16/0.14 2.81/0.19 2.31/0.21
uniform 2.11/0.03 0.00/0.00 1.33/0.03 1.19/0.03 5.17/0.17 0.26/0.18 3.53/0.17 3.08/0.19
lognormal ~ 1.90/0.03 0.00/0.00 1.10/0.02 1.11/0.02 5.84/0.08 0.21/0.13 3.71/0.08 3.26/0.11

r=(2,1), 8 =(0.6,1.5)

balanced (100%)  Gaussian  0.11/0.07 0.10/0.05 0.07/0.04 0.08/0.05 0.13/0.18 0.19/0.23 0.29/0.21 0.29/0.19
uniform 0.09/0.08 0.09/0.06 0.08/0.05 0.08/0.07 0.11/0.14 0.14/0.23 0.26/0.28 0.34/0.20
lognormal  0.12/0.05 0.09/0.05 0.05/0.05 0.04/0.04 0.12/0.20 0.24/0.19 0.13/0.19 0.14/0.21

scarce (120%) Gaussian 0.12/0.08 0.63/0.05 0.17/0.05 0.06/0.04 0.14/0.13 0.78/0.22 0.25/0.18 0.14/0.17
uniform 0.20/0.11 0.79/0.05 0.19/0.07 0.08/0.06 0.12/0.23 0.68/0.27 0.21/0.21 0.10/0.23
lognormal ~ 0.14/0.11 0.84/0.03 0.39/0.03 0.21/0.04 0.28/0.19 1.48/0.13 0.74/0.13 0.45/0.15

very scarce (150%) Gaussian  0.00/0.00 0.48/0.04 0.33/0.04 0.14/0.04 0.07/0.08 1.60/0.19 0.90/0.19 0.46/0.21
uniform 0.00/0.00 0.65/0.06 0.43/0.05 0.20/0.05 0.13/0.13 2.20/0.20 1.11/0.22 0.53/0.20
lognormal  0.00/0.00 0.62/0.03 0.54/0.03 0.31/0.03 0.11/0.08 2.52/0.13 1.53/0.14 0.93/0.16

r=1(2,1), 8 =(1,1.5)

balanced (100%) Gaussian 0.08/0.06 0.08/0.06 0.16/0.04 0.17/0.05 0.14/0.23 0.20/0.20 0.28/0.21 0.30/0.17
uniform 0.06/0.07 0.09/0.09 0.18/0.06 0.19/0.06 0.16/0.29 0.26/0.22 0.35/0.25 0.30/0.27
lognormal ~ 0.09/0.05 0.13/0.05 0.26/0.04 0.29/0.03 0.17/0.20 0.38/0.15 0.57/0.16 0.67/0.17

scarce (120%) Gaussian 1.70/0.03 0.20/0.04 0.94/0.05 0.68/0.05 1.39/0.22 0.28/0.22 1.55/0.21 1.18/0.19
uniform 1.99/0.02 0.28/0.03 1.19/0.04 0.90/0.05 1.02/0.31 0.36/0.27 1.59/0.21 1.35/0.22
lognormal  1.81/0.01 0.17/0.01 1.16/0.02 0.93/0.03 2.22/0.15 0.45/0.15 2.43/0.12 2.16/0.14

very scarce (150%) Gaussian 2.57/0.01 0.00/0.00 0.83/0.04 0.79/0.04 4.91/0.17 0.14/0.18 2.44/0.22 2.19/0.19
uniform  2.80/0.00 0.00/0.00 1.06/0.03 1.03/0.04 5.89/0.18 0.22/0.20 3.20/0.18 2.81/0.18
lognormal  2.39/0.00 0.00/0.00 0.93/0.02 1.03/0.02 6.55/0.07 0.20/0.15 3.28/0.09 3.07/0.10

r=1(2,3), 8=(1,0.6)

balanced (100%) Gaussian 0.08/0.06 0.10/0.08 0.13/0.05 0.11/0.04 0.13/0.23 0.17/0.17 0.26/0.21 0.19/0.17
uniform 0.08/0.08 0.09/0.09 0.13/0.06 0.12/0.05 0.13/0.35 0.18/0.22 0.23/0.24 0.16/0.27
lognormal  0.09/0.05 0.12/0.10 0.17/0.04 0.19/0.04 0.16/0.23 0.23/0.20 0.33/0.18 0.37/0.16

80

continued on next page



(Table D.2 continued)

low variance (cv = 0.1) high variance (cv = 0.3)
capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
scarce (120%) Gaussian 1.46/0.04 0.20/0.04 1.19/0.04 0.82/0.05 1.33/0.25 0.28/0.26 1.72/0.20 1.25/0.21

uniform 1.81/0.02 0.31/0.03 1.51/0.03 1.08/0.04 1.08/0.30 0.32/0.22 1.62/0.29 1.27/0.27
lognormal ~ 1.66/0.02 0.18/0.01 1.43/0.02 1.01/0.02 2.26/0.15 0.47/0.16 2.58/0.13 2.09/0.12
very scarce (150%) Gaussian  2.06/0.04 0.00/0.00 1.26/0.04 1.16/0.03 4.64/0.24 0.17/0.17 3.26/0.23 2.87/0.20
uniform 2.46/0.02 0.00/0.00 1.51/0.02 1.40/0.03 5.64/0.17 0.25/0.21 4.15/0.18 3.60/0.20
lognormal ~ 2.17/0.02 0.00/0.00 1.22/0.02 1.28/0.02 6.13/0.08 0.22/0.08 4.17/0.08 3.78/0.10

r=(2,3), 8 =(15,0.6)

balanced (100%)  Gaussian  0.11/0.08 0.10/0.05 0.07/0.05 0.08/0.06 0.16/0.21 0.19/0.21 0.21/0.16 0.26/0.19
uniform 0.10/0.09 0.09/0.06 0.07/0.07 0.07/0.05 0.12/0.20 0.15/0.30 0.19/0.23 0.29/0.24
lognormal ~ 0.11/0.05 0.11/0.04 0.07/0.04 0.05/0.04 0.13/0.23 0.17/0.21 0.18/0.20 0.13/0.20

scarce (120%) Gaussian  0.16/0.06 0.82/0.05 0.26/0.06 0.12/0.04 0.16/0.21 1.02/0.21 0.36/0.18 0.18/0.18
uniform 0.25/0.09 1.04/0.03 0.35/0.07 0.14/0.06 0.15/0.25 0.90/0.24 0.30/0.20 0.18/0.22
lognormal ~ 0.15/0.06 1.07/0.03 0.51/0.03 0.31/0.04 0.31/0.24 1.78/0.13 1.05/0.16 0.66/0.16

very scarce (150%) Gaussian  0.00/0.00 0.68/0.05 0.50/0.04 0.26/0.04 0.09/0.10 2.09/0.23 1.18/0.18 0.65/0.17
uniform 0.00/0.00 0.92/0.05 0.65/0.06 0.34/0.05 0.15/0.13 2.78/0.20 1.64/0.22 0.87/0.25
lognormal ~ 0.00/0.00 0.82/0.03 0.74/0.03 0.48/0.03 0.14/0.10 3.14/0.12 2.16/0.14 1.31/0.13

r=1(2,3), 8=(1.5,1)

balanced (100%)  Gaussian  0.08/0.05 0.10/0.07 0.14/0.04 0.15/0.04 0.15/0.28 0.21/0.21 0.27/0.19 0.33/0.20
uniform 0.08/0.07 0.10/0.08 0.15/0.05 0.16/0.06 0.12/0.30 0.24/0.28 0.29/0.29 0.28/0.29
lognormal  0.11/0.05 0.12/0.09 0.24/0.03 0.24/0.03 0.16/0.24 0.29/0.25 0.47/0.17 0.54/0.18

scarce (120%) Gaussian  1.79/0.03 0.20/0.03 1.03/0.04 0.79/0.05 1.51/0.24 0.27/0.22 1.63/0.23 1.29/0.22
uniform 2.11/0.02 0.30/0.03 1.33/0.04 1.02/0.05 1.23/0.30 0.31/0.24 1.57/0.26 1.42/0.26
lognormal ~ 1.91/0.01 0.18/0.01 1.26/0.02 1.03/0.03 2.33/0.14 0.42/0.19 2.50/0.13 2.14/0.14

very scarce (150%) Gaussian 2.70/0.01 0.01/0.01 0.99/0.04 0.97/0.04 5.15/0.17 0.16/0.18 2.78/0.21 2.57/0.21
uniform 2.89/0.00 0.00/0.00 1.26/0.03 1.21/0.04 6.20/0.17 0.23/0.20 3.64/0.19 3.17/0.16
lognormal ~ 2.52/0.00 0.00/0.00 1.02/0.02 1.12/0.02 6.98/0.06 0.23/0.14 3.55/0.09 3.55/0.10

r=(3,1), 8 =(0.6,1)

balanced (100%)  Gaussian  0.11/0.05 0.08/0.05 0.08/0.04 0.19/0.04 0.50/0.24 0.38/0.20 0.23/0.18 0.38/0.17
uniform 0.15/0.07 0.12/0.06 0.11/0.05 0.23/0.05 0.76/0.32 0.61/0.26 0.30/0.25 0.40/0.24
lognormal  0.09/0.05 0.08/0.04 0.12/0.04 0.28/0.04 0.43/0.22 0.43/0.16 0.37/0.15 0.58/0.15

scarce (120%) Gaussian 0.25/0.06 0.53/0.05 1.03/0.03 0.78/0.04 0.22/0.24 0.42/0.22 0.65/0.21 1.27/0.19
uniform 0.34/0.08 0.68/0.04 1.24/0.01 1.05/0.03 0.21/0.37 0.27/0.23 0.47/0.27 1.37/0.23
lognormal ~ 0.50/0.04 0.75/0.03 1.12/0.01 0.88/0.02 0.78/0.18 0.99/0.14 1.10/0.12 1.82/0.10

very scarce (150%) Gaussian 0.30/0.07 0.83/0.05 0.21/0.01 0.05/0.02 0.83/0.28 2.03/0.20 0.86/0.15 0.70/0.18
uniform  0.39/0.09 1.07/0.05 0.16/0.00 0.07/0.01 1.22/0.35 2.67/0.21 1.16/0.13 1.07/0.14
lognormal  0.62/0.06 1.13/0.04 0.09/0.00 0.03/0.01 1.83/0.20 3.11/0.12 1.33/0.05 0.81/0.08

r=(3,1), 8 = (0.6,1.5)

balanced (100%) Gaussian 0.08/0.05 0.07/0.05 0.07/0.04 0.06/0.04 0.18/0.22 0.15/0.20 0.16/0.20 0.21/0.16
uniform 0.07/0.08 0.06/0.07 0.06/0.06 0.05/0.05 0.18/0.34 0.12/0.15 0.14/0.25 0.18/0.23
lognormal ~ 0.08/0.05 0.08/0.05 0.09/0.03 0.07/0.04 0.17/0.22 0.16/0.17 0.17/0.16 0.17/0.17

scarce (120%) Gaussian 1.46/0.03 0.13/0.08 0.56/0.04 0.26/0.05 1.29/0.19 0.16/0.17 0.81/0.22 0.41/0.17
uniform 1.80/0.02 0.22/0.03 0.72/0.05 0.32/0.07 1.09/0.27 0.15/0.20 0.71/0.24 0.34/0.24
lognormal  1.69/0.02 0.15/0.09 0.81/0.03 0.47/0.03 2.03/0.13 0.31/0.13 1.50/0.13 1.01/0.13

very scarce (150%) Gaussian 2.13/0.05 0.00/0.00 0.64/0.04 0.50/0.04 4.60/0.17 0.06/0.07 1.75/0.19 1.20/0.18
uniform  2.48/0.02 0.00/0.00 0.83/0.03 0.63/0.05 5.55/0.14 0.13/0.11 2.24/0.21 1.59/0.21
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(Table D.2 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  2.13/0.02 0.00/0.00 0.77/0.02 0.70/0.03 6.29/0.07 0.14/0.11 2.53/0.09 1.84/0.10
r=1(3,1), 8 =(1,1.5)
balanced (100%) Gaussian 0.08/0.06 0.08/0.05 0.14/0.07 0.22/0.04 0.41/0.23 0.34/0.18 0.36/0.19 0.45/0.17
uniform  0.10/0.07 0.11/0.06 0.19/0.13 0.27/0.05 0.55/0.32 0.46/0.28 0.43/0.21 0.50/0.24
lognormal  0.09/0.05 0.10/0.04 0.21/0.04 0.35/0.03 0.34/0.20 0.45/0.19 0.56/0.14 0.76/0.16
scarce (120%) Gaussian  0.48/0.06 0.79/0.04 0.20/0.03 1.18/0.04 0.33/0.22 0.63/0.24 0.36/0.18 1.85/0.22
uniform  0.65/0.06 1.03/0.03 0.28/0.02 1.42/0.03 0.27/0.29 0.43/0.22 0.49/0.23 1.97/0.25
lognormal  0.77/0.04 1.03/0.02 0.17/0.01 1.32/0.02 1.08/0.16 1.15/0.15 0.55/0.12 2.70/0.11
very scarce (150%) Gaussian  0.61/0.08 1.30/0.04 0.00/0.00 0.36/0.03 1.56/0.27 2.90/0.20 0.18/0.15 1.73/0.19
uniform 0.78/0.08 1.58/0.03 0.00/0.00 0.47/0.02 2.25/0.26 3.73/0.16 0.30/0.15 2.45/0.16
lognormal ~ 0.92/0.04 1.43/0.02 0.00/0.00 0.34/0.01 2.88/0.19 3.94/0.08 0.20/0.14 2.20/0.09
r=(3,2), 8 =1(0.6,1)
balanced (100%) Gaussian 0.10/0.05 0.08/0.06 0.13/0.04 0.11/0.05 0.12/0.25 0.18/0.18 0.24/0.18 0.21/0.19
uniform 0.07/0.08 0.08/0.06 0.12/0.05 0.12/0.04 0.12/0.33 0.17/0.21 0.22/0.25 0.19/0.30
lognormal  0.12/0.05 0.09/0.04 0.19/0.03 0.20/0.04 0.14/0.19 0.19/0.19 0.34/0.16 0.34/0.16
scarce (120%) Gaussian  1.46/0.04 0.22/0.04 1.21/0.04 0.82/0.05 1.32/0.23 0.29/0.21 1.64/0.20 1.21/0.22
uniform 1.83/0.03 0.34/0.03 1.51/0.03 1.06/0.04 1.11/0.30 0.31/0.25 1.69/0.24 1.25/0.26
lognormal  1.70/0.02 0.19/0.02 1.42/0.02 1.04/0.02 2.29/0.17 0.44/0.16 2.76/0.14 2.13/0.14
very scarce (150%) Gaussian 2.06/0.04 0.00/0.00 1.20/0.04 1.13/0.03 4.62/0.21 0.16/0.17 3.15/0.17 2.71/0.20
uniform 2.41/0.02 0.00/0.00 1.42/0.02 1.38/0.03 5.62/0.20 0.26/0.18 4.04/0.14 3.60/0.17
lognormal ~ 2.14/0.02 0.00/0.00 1.19/0.02 1.31/0.02 6.38/0.06 0.22/0.10 4.07/0.08 3.70/0.08
r=(3,2), 8= (0.6,1.5)
balanced (100%)  Gaussian  0.12/0.05 0.11/0.04 0.08/0.04 0.08/0.05 0.18/0.21 0.15/0.21 0.23/0.19 0.30/0.22
uniform 0.10/0.08 0.09/0.05 0.08/0.06 0.08/0.06 0.12/0.22 0.14/0.23 0.24/0.26 0.33/0.23
lognormal  0.11/0.04 0.10/0.04 0.07/0.05 0.05/0.04 0.13/0.16 0.17/0.19 0.17/0.19 0.14/0.17
scarce (120%) Gaussian 0.16/0.10 0.81/0.04 0.27/0.06 0.12/0.04 0.17/0.19 0.94/0.19 0.38/0.19 0.17/0.18
uniform 0.24/0.12 1.06/0.05 0.35/0.07 0.15/0.06 0.17/0.23 0.82/0.27 0.37/0.23 0.14/0.19
lognormal ~ 0.14/0.09 1.08/0.02 0.49/0.03 0.33/0.04 0.34/0.24 1.81/0.15 1.05/0.14 0.67/0.16
very scarce (150%) Gaussian 0.00/0.00 0.66/0.05 0.50/0.04 0.26/0.04 0.09/0.11 2.06/0.23 1.17/0.18 0.67/0.19
uniform 0.00/0.00 0.92/0.04 0.62/0.05 0.32/0.05 0.16/0.16 2.67/0.17 1.55/0.20 0.85/0.24
lognormal  0.00/0.00 0.81/0.02 0.72/0.02 0.47/0.03 0.14/0.14 3.07/0.10 2.04/0.14 1.31/0.13
r=1(3,2), 8 =(1,1.5)
balanced (100%) Gaussian 0.08/0.06 0.08/0.05 0.13/0.04 0.14/0.04 0.13/0.26 0.17/0.19 0.29/0.20 0.27/0.17
uniform 0.07/0.08 0.09/0.07 0.16/0.06 0.17/0.05 0.12/0.29 0.21/0.25 0.28/0.27 0.26/0.30
lognormal ~ 0.11/0.05 0.10/0.08 0.22/0.03 0.25/0.04 0.15/0.20 0.29/0.20 0.51/0.17 0.53/0.16
scarce (120%) Gaussian  1.74/0.03 0.22/0.05 1.06/0.04 0.78/0.04 1.52/0.23 0.30/0.24 1.62/0.21 1.32/0.21
uniform 2.12/0.02 0.33/0.03 1.35/0.05 1.01/0.04 1.32/0.30 0.32/0.24 1.65/0.23 1.40/0.26
lognormal  1.94/0.01 0.20/0.01 1.27/0.02 1.02/0.02 2.42/0.14 0.45/0.17 2.52/0.12 2.08/0.12
very scarce (150%) Gaussian 2.70/0.01 0.01/0.01 0.94/0.04 0.96/0.04 5.35/0.16 0.15/0.19 2.80/0.21 2.41/0.23
uniform  2.90/0.00 0.00/0.00 1.22/0.03 1.18/0.03 6.29/0.16 0.24/0.19 3.59/0.17 3.20/0.20
lognormal ~ 2.49/0.00 0.00/0.00 1.01/0.02 1.13/0.02 7.15/0.06 0.22/0.21 3.56/0.09 3.37/0.09
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Table D.3: Complete per-cell sensitivity-analysis results for the configuration
class equal rewards (MSE /DF, % of optimal conditional value, median over
10 test draws per cell).

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law ~ T=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12

r=(1,1), 8 = (0.6,1)

balanced (100%)  Gaussian  0.12/0.06 0.07/0.05 0.04/0.05 0.05/0.05 0.21/0.22 0.13/0.19 0.15/0.25 0.11/0.25
uniform 0.10/0.06 0.05/0.06 0.04/0.05 0.04/0.05 0.20/0.29 0.13/0.27 0.10/0.28 0.11/0.30
lognormal ~ 0.12/0.04 0.09/0.04 0.10/0.04 0.13/0.04 0.16/0.20 0.14/0.13 0.25/0.16 0.28/0.17

scarce (120%) Gaussian  0.63/0.05 0.43/0.06 0.27/0.07 0.21/0.05 0.67/0.25 0.58/0.20 0.45/0.22 0.38/0.23
uniform 0.81/0.05 0.54/0.07 0.34/0.06 0.26/0.07 0.54/0.26 0.51/0.27 0.44/0.27 0.42/0.26
lognormal ~ 0.86/0.03 0.63/0.03 0.49/0.03 0.41/0.03 1.42/0.15 1.23/0.19 1.16/0.18 1.05/0.14

very scarce (150%) Gaussian  0.79/0.06 0.50/0.05 0.30/0.05 0.21/0.05 2.08/0.21 1.31/0.24 0.84/0.23 0.68/0.24
uniform 0.98/0.06 0.67/0.07 0.41/0.06 0.31/0.05 2.78/0.20 1.89/0.26 1.20/0.24 0.94/0.27
lognormal ~ 1.04/0.03 0.75/0.03 0.53/0.03 0.42/0.03 3.34/0.13 2.44/0.15 1.71/0.17 1.38/0.15

r=(1,1), 8 = (0.6,1.5)

balanced (100%)  Gaussian  0.21/0.05 0.17/0.05 0.14/0.05 0.13/0.05 0.57/0.20 0.57/0.20 0.55/0.23 0.55/0.21
uniform 0.26/0.06 0.19/0.07 0.19/0.07 0.17/0.05 0.68/0.25 0.59/0.24 0.67/0.27 0.64/0.30
lognormal ~ 0.17/0.05 0.08/0.05 0.05/0.05 0.04/0.05 0.37/0.17 0.21/0.20 0.19/0.19 0.16/0.19

scarce (120%) Gaussian  0.16/0.05 0.04/0.05 0.02/0.06 0.03/0.05 0.18/0.17 0.11/0.19 0.14/0.22 0.19/0.17
uniform 0.19/0.06 0.04/0.06 0.02/0.07 0.03/0.08 0.16/0.22 0.12/0.26 0.17/0.22 0.21/0.24
lognormal ~ 0.34/0.03 0.18/0.04 0.08/0.04 0.05/0.04 0.63/0.15 0.33/0.15 0.19/0.16 0.14/0.14

very scarce (150%) Gaussian  0.19/0.06 0.08/0.05 0.03/0.04 0.02/0.05 0.52/0.26 0.27/0.22 0.11/0.18 0.09/0.17
uniform 0.24/0.09 0.09/0.06 0.02/0.05 0.01/0.06 0.75/0.28 0.26/0.25 0.11/0.22 0.07/0.21
lognormal ~ 0.41/0.05 0.22/0.04 0.11/0.04 0.07/0.03 1.30/0.16 0.72/0.17 0.35/0.16 0.21/0.14

r=(1,1), 8 = (1,0.6)

balanced (100%)  Gaussian  0.13/0.05 0.07/0.06 0.06/0.05 0.06/0.05 0.23/0.22 0.18/0.24 0.13/0.23 0.10/0.24
uniform 0.11/0.06 0.06/0.07 0.04/0.06 0.04/0.05 0.24/0.36 0.11/0.27 0.12/0.35 0.11/0.31
lognormal ~ 0.12/0.06 0.09/0.04 0.10/0.04 0.13/0.04 0.21/0.22 0.18/0.22 0.22/0.17 0.28/0.17

scarce (120%) Gaussian  0.64/0.05 0.41/0.07 0.27/0.06 0.21/0.06 0.67/0.22 0.52/0.21 0.40/0.26 0.40/0.23
uniform 0.81/0.06 0.55/0.06 0.35/0.07 0.27/0.06 0.54/0.31 0.51/0.33 0.44/0.29 0.36/0.30
lognormal ~ 0.86/0.03 0.65/0.03 0.48/0.03 0.42/0.04 1.41/0.14 1.37/0.16 1.13/0.14 1.06/0.16

very scarce (150%) Gaussian  0.77/0.07 0.52/0.06 0.32/0.06 0.23/0.04 1.97/0.22 1.36/0.23 0.81/0.23 0.66/0.22
uniform 1.03/0.07 0.64/0.07 0.41/0.07 0.29/0.07 2.77/0.23 1.96/0.29 1.21/0.25 0.94/0.24
lognormal ~ 1.12/0.04 0.73/0.03 0.52/0.03 0.43/0.03 3.23/0.14 2.39/0.13 1.68/0.14 1.38/0.16

r=(1,1), 8 =(1,1.5)

balanced (100%)  Gaussian  0.09/0.06 0.06/0.05 0.07/0.04 0.08/0.05 0.22/0.23 0.17/0.23 0.15/0.19 0.18/0.21
uniform 0.10/0.08 0.05/0.07 0.09/0.06 0.11/0.05 0.17/0.31 0.11/0.26 0.13/0.26 0.16/0.22
lognormal ~ 0.10/0.05 0.10/0.04 0.17/0.03 0.24/0.04 0.17/0.22 0.30/0.20 0.39/0.16 0.42/0.17

scarce (120%) Gaussian  0.60/0.04 0.43/0.05 0.35/0.06 0.31/0.05 0.60/0.22 0.63/0.22 0.65/0.24 0.61/0.23
uniform 0.77/0.04 0.59/0.05 0.47/0.06 0.41/0.06 0.52/0.32 0.60/0.27 0.68/0.30 0.71/0.27
lognormal ~ 0.83/0.03 0.68/0.03 0.61/0.04 0.56/0.03 1.40/0.17 1.49/0.15 1.38/0.17 1.42/0.18

very scarce (150%) Gaussian  0.78/0.05 0.54/0.06 0.36/0.05 0.34/0.05 2.07/0.23 1.48/0.26 1.02/0.17 0.90,/0.21
uniform 0.97/0.05 0.69/0.06 0.48/0.06 0.39/0.05 2.57/0.22 2.07/0.26 1.46/0.28 1.33/0.25
lognormal ~ 1.00/0.03 0.79/0.03 0.57/0.03 0.49/0.03 3.17/0.11 2.49/0.13 1.85/0.15 1.74/0.13

r=(1,1), 8= (1.5,0.6)

balanced (100%)  Gaussian  0.22/0.06 0.14/0.04 0.14/0.06 0.13/0.06 0.56/0.21 0.57/0.20 0.53/0.20 0.53/0.21
uniform 0.23/0.06 0.21/0.06 0.18/0.06 0.16/0.07 0.80/0.28 0.62/0.29 0.62/0.27 0.63/0.30
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(Table D.3 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  0.16/0.04 0.09/0.05 0.05/0.05 0.04/0.04 0.34/0.18 0.23/0.18 0.19/0.21 0.21/0.21
scarce (120%) Gaussian 0.15/0.05 0.04/0.05 0.03/0.05 0.03/0.05 0.18/0.17 0.11/0.23 0.16/0.20 0.17/0.23
uniform 0.20/0.06 0.04/0.06 0.02/0.08 0.03/0.07 0.16/0.29 0.12/0.22 0.19/0.29 0.19/0.27
lognormal  0.36/0.04 0.18/0.04 0.07/0.04 0.05/0.04 0.65/0.14 0.34/0.14 0.19/0.15 0.15/0.17
very scarce (150%) Gaussian 0.19/0.07 0.08/0.05 0.03/0.04 0.02/0.05 0.51/0.27 0.24/0.23 0.09/0.14 0.09/0.18
uniform 0.26/0.09 0.09/0.06 0.03/0.06 0.02/0.06 0.76/0.35 0.25/0.33 0.08/0.24 0.07/0.24
lognormal  0.41/0.05 0.22/0.04 0.11/0.04 0.06/0.04 1.27/0.16 0.71/0.18 0.36/0.17 0.21/0.14
r=(1,1), B =(1.5,1)
balanced (100%)  Gaussian 0.12/0.06 0.06/0.05 0.08/0.04 0.09/0.05 0.22/0.27 0.17/0.22 0.16/0.23 0.20/0.22
uniform 0.09/0.08 0.06/0.08 0.08/0.06 0.12/0.06 0.19/0.37 0.14/0.33 0.13/0.29 0.14/0.28
lognormal  0.13/0.05 0.11/0.04 0.19/0.04 0.23/0.04 0.21/0.23 0.28/0.20 0.37/0.20 0.49/0.19
scarce (120%) Gaussian 0.58/0.05 0.47/0.05 0.35/0.05 0.31/0.06 0.62/0.24 0.71/0.24 0.66/0.22 0.62/0.25
uniform 0.79/0.05 0.59/0.06 0.47/0.07 0.42/0.07 0.54/0.28 0.66/0.31 0.70/0.31 0.67/0.29
lognormal  0.82/0.02 0.68/0.03 0.59/0.03 0.56/0.04 1.35/0.16 1.49/0.15 1.45/0.16 1.38/0.16
very scarce (150%) Gaussian 0.74/0.05 0.52/0.06 0.36/0.06 0.31/0.05 1.96/0.24 1.48/0.21 1.04/0.23 0.92/0.23
uniform 0.94/0.05 0.71/0.06 0.47/0.06 0.41/0.05 2.66/0.23 1.99/0.30 1.58/0.26 1.28/0.26
lognormal  1.04/0.03 0.79/0.04 0.58/0.03 0.52/0.03 3.06/0.11 2.54/0.15 1.83/0.14 1.71/0.15
r=(2,2), 8=(06,1)
balanced (100%)  Gaussian 0.11/0.05 0.08/0.04 0.06/0.05 0.05/0.04 0.20/0.22 0.15/0.21 0.11/0.21 0.13/0.23
uniform 0.13/0.07 0.07/0.08 0.06/0.07 0.05/0.05 0.17/0.30 0.12/0.30 0.10/0.25 0.11/0.28
lognormal  0.12/0.04 0.10/0.04 0.11/0.03 0.11/0.04 0.20/0.22 0.18/0.16 0.21/0.15 0.24/0.17
scarce (120%) Gaussian 0.95/0.04 0.68/0.05 0.44/0.05 0.33/0.05 0.96/0.22 0.86/0.25 0.66/0.22 0.52/0.22
uniform 1.25/0.04 0.87/0.05 0.58/0.06 0.42/0.06 0.87/0.32 0.73/0.25 0.68/0.31 0.56/0.27
lognormal  1.21/0.03 0.95/0.03 0.73/0.04 0.58/0.04 1.88/0.16 1.70/0.14 1.53/0.16 1.20/0.14
very scarce (150%) Gaussian 1.30/0.06 0.90/0.05 0.55/0.06 0.39/0.05 3.12/0.18 2.32/0.23 1.52/0.24 1.12/0.21
uniform 1.56/0.04 1.11/0.06 0.73/0.06 0.52/0.06 4.17/0.18 2.94/0.18 1.97/0.23 1.50/0.24
lognormal  1.44/0.03 1.18/0.04 0.81/0.03 0.65/0.03 4.53/0.10 3.50/0.11 2.46/0.13 2.00/0.14
r=1(2,2), 8 =(0.6,1.5)
balanced (100%)  Gaussian 0.18/0.05 0.15/0.04 0.13/0.05 0.12/0.04 0.41/0.21 0.40/0.18 0.47/0.19 0.53/0.18
uniform 0.17/0.06 0.16/0.05 0.14/0.05 0.13/0.05 0.48/0.30 0.43/0.24 0.48/0.27 0.54/0.27
lognormal  0.15/0.05 0.09/0.04 0.06/0.04 0.05/0.04 0.30/0.21 0.19/0.18 0.19/0.19 0.19/0.19
scarce (120%) Gaussian 0.41/0.05 0.16/0.05 0.04/0.05 0.03/0.04 0.46/0.20 0.25/0.21 0.14/0.23 0.14/0.20
uniform 0.56/0.05 0.22/0.06 0.05/0.07 0.02/0.05 0.37/0.28 0.17/0.23 0.13/0.29 0.12/0.25
lognormal  0.66/0.03 0.36/0.04 0.18/0.05 0.11/0.03 1.11/0.16 0.70/0.15 0.44/0.13 0.27/0.15
very scarce (150%) Gaussian 0.53/0.06 0.27/0.05 0.10/0.05 0.05/0.03 1.47/0.27 0.70/0.23 0.31/0.18 0.14/0.19
uniform 0.68/0.07 0.35/0.07 0.13/0.05 0.05/0.05 1.99/0.22 0.92/0.30 0.35/0.22 0.19/0.20
lognormal  0.83/0.04 0.51/0.05 0.27/0.03 0.17/0.03 2.44/0.15 1.49/0.19 0.78/0.18 0.51/0.16
r=1(2,2), 8=(1,0.6)
balanced (100%)  Gaussian 0.14/0.05 0.09/0.05 0.07/0.05 0.06/0.05 0.20/0.21 0.14/0.24 0.15/0.24 0.13/0.20
uniform 0.11/0.06 0.07/0.09 0.06/0.06 0.06/0.07 0.15/0.33 0.14/0.33 0.12/0.37 0.10/0.30
lognormal  0.14/0.06 0.11/0.04 0.10/0.04 0.10/0.04 0.18/0.24 0.20/0.21 0.22/0.17 0.26/0.17
scarce (120%) Gaussian 0.93/0.04 0.69/0.05 0.43/0.06 0.33/0.05 1.03/0.25 0.81/0.24 0.62/0.22 0.51/0.19
uniform 1.22/0.04 0.92/0.05 0.55/0.07 0.45/0.07 0.86/0.30 0.81/0.29 0.62/0.28 0.56/0.31
lognormal  1.21/0.03 0.94/0.03 0.70/0.03 0.59/0.04 1.83/0.15 1.80/0.12 1.39/0.17 1.34/0.18
very scarce (150%) Gaussian 1.30/0.05 0.87/0.05 0.56/0.05 0.40/0.04 3.11/0.22 2.45/0.25 1.50/0.24 1.07/0.24
uniform 1.59/0.04 1.09/0.05 0.71/0.05 0.54/0.08 3.94/0.19 2.96/0.22 2.02/0.26 1.53/0.22
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(Table D.3 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  1.48/0.03 1.17/0.03 0.81/0.03 0.68/0.03 4.42/0.09 3.51/0.13 2.35/0.16 1.94/0.13

r=1(2,2), 8 =(1,1.5)

balanced (100%) Gaussian 0.12/0.05 0.08/0.06 0.07/0.04 0.09/0.05 0.17/0.22 0.13/0.21 0.15/0.19 0.16/0.21
uniform  0.10/0.06 0.06/0.07 0.08/0.07 0.09/0.05 0.16/0.30 0.10/0.27 0.14/0.28 0.17/0.29
lognormal ~ 0.11/0.05 0.11/0.04 0.14/0.04 0.20/0.04 0.17/0.23 0.20/0.16 0.36/0.18 0.42/0.18

scarce (120%) Gaussian  0.89/0.03 0.64/0.05 0.49/0.05 0.41/0.06 0.97/0.24 0.86/0.23 0.76/0.21 0.72/0.21
uniform 1.13/0.04 0.87/0.05 0.64/0.06 0.52/0.06 0.82/0.27 0.83/0.31 0.84/0.26 0.75/0.27
lognormal  1.09/0.02 0.93/0.03 0.76/0.03 0.63/0.04 1.75/0.16 1.59/0.15 1.63/0.16 1.55/0.14

very scarce (150%) Gaussian  1.16/0.05 0.81/0.05 0.54/0.05 0.43/0.05 2.90/0.23 2.10/0.22 1.52/0.26 1.32/0.23
uniform 1.42/0.04 1.07/0.05 0.73/0.06 0.57/0.05 3.68/0.19 2.97/0.20 2.12/0.22 1.80/0.28
lognormal ~ 1.41/0.03 1.07/0.03 0.79/0.03 0.65/0.03 4.11/0.09 3.35/0.10 2.50/0.14 1.98/0.11

r=1(2,2), 8 =(1.5,0.6)

balanced (100%) Gaussian 0.18/0.05 0.14/0.04 0.12/0.04 0.11/0.05 0.43/0.23 0.40/0.20 0.40/0.19 0.43/0.23
uniform 0.19/0.06 0.15/0.05 0.13/0.05 0.13/0.08 0.49/0.35 0.41/0.27 0.54/0.25 0.54/0.32
lognormal  0.15/0.04 0.09/0.05 0.06/0.05 0.05/0.05 0.30/0.19 0.21/0.19 0.20/0.18 0.19/0.18

scarce (120%) Gaussian  0.41/0.06 0.16/0.05 0.04/0.04 0.03/0.05 0.45/0.20 0.20/0.21 0.11/0.19 0.12/0.23
uniform 0.58/0.06 0.21/0.08 0.05/0.07 0.02/0.06 0.35/0.28 0.15/0.26 0.08/0.25 0.10/0.25
lognormal  0.69/0.03 0.37/0.04 0.18/0.04 0.11/0.04 1.19/0.15 0.77/0.18 0.44/0.17 0.26/0.16

very scarce (150%) Gaussian 0.52/0.06 0.24/0.05 0.09/0.05 0.05/0.04 1.46/0.27 0.68/0.24 0.27/0.22 0.17/0.17
uniform 0.72/0.07 0.33/0.07 0.13/0.06 0.05/0.05 1.99/0.27 0.90/0.27 0.34/0.23 0.17/0.23
lognormal ~ 0.86/0.04 0.51/0.04 0.26/0.03 0.16/0.03 2.56/0.12 1.49/0.19 0.74/0.17 0.53/0.14

r=1(2,2), 8 =(1.5,1)

balanced (100%) Gaussian  0.13/0.06 0.08/0.06 0.07/0.04 0.09/0.05 0.20/0.30 0.16/0.26 0.16/0.23 0.18/0.22
uniform 0.10/0.08 0.07/0.08 0.08/0.06 0.09/0.06 0.15/0.38 0.15/0.30 0.14/0.25 0.15/0.28
lognormal  0.14/0.05 0.09/0.04 0.16/0.04 0.20/0.04 0.19/0.22 0.24/0.18 0.35/0.19 0.40/0.17

scarce (120%) Gaussian  0.91/0.05 0.68/0.07 0.49/0.05 0.41/0.06 1.00/0.26 0.96/0.19 0.78/0.24 0.71/0.22
uniform 1.16/0.04 0.89/0.04 0.65/0.06 0.55/0.06 0.84/0.35 0.83/0.27 0.81/0.33 0.77/0.30
lognormal ~ 1.15/0.02 0.94/0.03 0.76/0.04 0.65/0.03 1.86/0.15 1.73/0.16 1.64/0.17 1.54/0.16

very scarce (150%) Gaussian 1.19/0.06 0.81/0.05 0.54/0.05 0.44/0.05 2.92/0.18 2.27/0.24 1.49/0.23 1.21/0.23
uniform 1.46/0.04 1.04/0.06 0.72/0.05 0.58/0.06 3.68/0.23 2.82/0.22 2.09/0.24 1.67/0.27
lognormal ~ 1.36/0.02 1.04/0.03 0.77/0.03 0.69/0.02 4.40/0.08 3.39/0.13 2.43/0.13 2.03/0.14

r=1(3,3), 8=1(0.6,1)

balanced (100%)  Gaussian  0.12/0.06 0.10/0.04 0.08/0.05 0.06/0.05 0.19/0.21 0.15/0.24 0.17/0.21 0.16/0.21
uniform 0.11/0.07 0.09/0.07 0.06/0.06 0.06/0.06 0.14/0.28 0.12/0.26 0.11/0.27 0.11/0.29
lognormal ~ 0.14/0.04 0.11/0.04 0.11/0.04 0.10/0.03 0.19/0.21 0.19/0.19 0.18/0.15 0.20/0.16

scarce (120%) Gaussian 1.20/0.05 0.87/0.05 0.58/0.06 0.46/0.05 1.22/0.24 1.14/0.23 0.85/0.25 0.65/0.19
uniform 1.50/0.03 1.16/0.06 0.78/0.06 0.60/0.06 1.08/0.31 1.01/0.29 0.77/0.29 0.70/0.25
lognormal ~ 1.42/0.02 1.16/0.03 0.85/0.03 0.70/0.03 2.13/0.14 2.02/0.15 1.66/0.14 1.45/0.14

very scarce (150%) Gaussian 1.59/0.04 1.11/0.05 0.76/0.05 0.56/0.05 3.86/0.19 2.89/0.23 2.08/0.24 1.50/0.22
uniform  1.98/0.04 1.43/0.05 0.97/0.06 0.74/0.06 4.63/0.22 3.84/0.18 2.62/0.21 2.08/0.19
lognormal ~ 1.79/0.02 1.40/0.03 1.06/0.03 0.83/0.03 5.13/0.10 4.27/0.11 3.07/0.14 2.54/0.13

r=(3,3), 8= (0.6,1.5)

balanced (100%)  Gaussian  0.18/0.05 0.15/0.06 0.11/0.05 0.10/0.04 0.35/0.19 0.31/0.22 0.40/0.21 0.38/0.22
uniform 0.15/0.06 0.14/0.06 0.12/0.05 0.12/0.07 0.28/0.26 0.31/0.24 0.41/0.26 0.46/0.28
lognormal ~ 0.15/0.05 0.10/0.05 0.07/0.04 0.04/0.05 0.25/0.17 0.21/0.16 0.17/0.16 0.16/0.14
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(Table D.3 continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
scarce (120%) Gaussian 0.64/0.05 0.33/0.06 0.11/0.04 0.05/0.04 0.70/0.26 0.41/0.19 0.16/0.19 0.14/0.20
uniform  0.85/0.05 0.41/0.06 0.13/0.07 0.06/0.06 0.57/0.28 0.30/0.24 0.15/0.25 0.11/0.24
lognormal ~ 0.87/0.03 0.57/0.04 0.29/0.04 0.18/0.04 1.43/0.14 1.05/0.15 0.60/0.16 0.43/0.14
very scarce (150%) Gaussian  0.81/0.06 0.47/0.06 0.22/0.05 0.11/0.04 2.19/0.23 1.14/0.25 0.53/0.22 0.33/0.20
uniform  1.09/0.06 0.60/0.07 0.27/0.07 0.14/0.07 3.01/0.19 1.64/0.25 0.78/0.28 0.42/0.22
lognormal  1.17/0.04 0.76/0.04 0.42/0.04 0.27/0.03 3.56/0.13 2.36/0.17 1.21/0.15 0.80/0.14
r=1(3,3), 8=(1,0.6)
balanced (100%) Gaussian 0.15/0.06 0.11/0.05 0.08/0.05 0.07/0.04 0.22/0.25 0.15/0.23 0.17/0.24 0.17/0.22
uniform  0.13/0.09 0.09/0.08 0.06/0.07 0.06/0.07 0.14/0.31 0.13/0.30 0.13/0.31 0.09/0.26
lognormal ~ 0.17/0.04 0.12/0.04 0.10/0.04 0.12/0.04 0.20/0.22 0.18/0.21 0.18/0.17 0.23/0.14
scarce (120%) Gaussian  1.22/0.05 0.91/0.05 0.57/0.04 0.44/0.06 1.22/0.24 1.13/0.24 0.83/0.26 0.68,/0.29
uniform 1.52/0.03 1.16/0.04 0.78/0.06 0.56/0.06 1.11/0.29 1.03/0.31 0.82/0.35 0.67/0.29
lognormal  1.41/0.02 1.15/0.03 0.86/0.04 0.71/0.03 2.29/0.18 1.91/0.17 1.64/0.16 1.48/0.18
very scarce (150%) Gaussian  1.59/0.04 1.14/0.05 0.78/0.06 0.57/0.06 3.74/0.20 2.86/0.26 1.97/0.22 1.50/0.23
uniform  1.92/0.04 1.44/0.06 1.01/0.05 0.75/0.06 4.62/0.22 3.83/0.20 2.70/0.23 2.08/0.21
lognormal ~ 1.80/0.03 1.41/0.03 1.05/0.03 0.81/0.03 5.43/0.09 4.22/0.10 3.14/0.13 2.42/0.14
r=(3,3), 8= (1,1.5)
balanced (100%) Gaussian 0.12/0.05 0.09/0.05 0.08/0.05 0.09/0.04 0.17/0.25 0.14/0.24 0.16/0.17 0.13/0.20
uniform 0.10/0.06 0.08/0.07 0.07/0.06 0.09/0.05 0.15/0.35 0.12/0.29 0.14/0.24 0.14/0.25
lognormal  0.14/0.05 0.12/0.04 0.16/0.04 0.17/0.03 0.17/0.20 0.24/0.17 0.30/0.15 0.33/0.16
scarce (120%) Gaussian  1.09/0.05 0.83/0.05 0.60/0.06 0.46/0.05 1.14/0.23 1.12/0.23 0.92/0.28 0.87/0.21
uniform 1.38/0.04 1.08/0.04 0.77/0.06 0.65/0.06 1.07/0.35 1.05/0.35 0.90/0.25 0.84/0.26
lognormal ~ 1.35/0.02 1.06/0.02 0.86/0.04 0.75/0.04 2.03/0.15 2.00/0.14 1.76/0.18 1.65/0.15
very scarce (150%) Gaussian 1.45/0.04 1.02/0.05 0.73/0.04 0.57/0.05 3.67/0.23 2.71/0.23 1.89/0.25 1.63/0.23
uniform 1.77/0.04 1.32/0.04 0.91/0.05 0.73/0.05 4.48/0.18 3.60/0.20 2.58/0.22 2.15/0.24
lognormal ~ 1.62/0.03 1.27/0.03 0.98/0.03 0.79/0.03 4.89/0.08 3.79/0.10 2.96/0.11 2.55/0.13
r=(3,3), 8= (1.5,0.6)
balanced (100%)  Gaussian  0.16/0.04 0.14/0.05 0.11/0.04 0.10/0.06 0.36/0.19 0.35/0.21 0.40/0.21 0.42/0.19
uniform 0.16/0.06 0.14/0.07 0.11/0.06 0.13/0.07 0.34/0.30 0.32/0.25 0.44/0.30 0.47/0.26
lognormal  0.14/0.05 0.10/0.05 0.07/0.05 0.05/0.05 0.29/0.20 0.22/0.21 0.18/0.19 0.18/0.18
scarce (120%) Gaussian  0.65/0.05 0.32/0.05 0.11/0.05 0.05/0.04 0.71/0.22 0.37/0.21 0.20/0.23 0.13/0.21
uniform 0.89/0.05 0.42/0.07 0.14/0.07 0.05/0.07 0.61/0.28 0.32/0.27 0.14/0.28 0.10/0.31
lognormal ~ 0.93/0.02 0.56/0.04 0.32/0.05 0.19/0.05 1.45/0.16 0.97/0.16 0.56/0.14 0.41/0.16
very scarce (150%) Gaussian 0.85/0.07 0.47/0.06 0.21/0.06 0.11/0.05 2.16/0.27 1.16/0.28 0.57/0.21 0.30/0.20
uniform  1.07/0.06 0.61/0.07 0.27/0.06 0.14/0.06 3.00/0.20 1.61/0.28 0.76/0.24 0.38/0.29
lognormal 1.10/0.03 0.74/0.05 0.41/0.04 0.29/0.04 3.54/0.12 2.16/0.14 1.21/0.16 0.78/0.18
r=(3,3), 8=(15,1)
balanced (100%)  Gaussian  0.13/0.05 0.10/0.05 0.09/0.05 0.08/0.04 0.22/0.29 0.14/0.26 0.14/0.18 0.17/0.22
uniform 0.12/0.08 0.09/0.07 0.09/0.06 0.09/0.06 0.15/0.33 0.13/0.34 0.16/0.30 0.16/0.28
lognormal ~ 0.14/0.05 0.11/0.05 0.13/0.03 0.18/0.04 0.18/0.24 0.21/0.19 0.33/0.18 0.33/0.18
scarce (120%) Gaussian 1.08/0.04 0.82/0.05 0.60/0.06 0.49/0.04 1.22/0.24 1.10/0.27 0.94/0.23 0.77/0.23
uniform 1.38/0.04 1.06/0.05 0.78/0.06 0.61/0.06 1.06/0.31 0.96/0.32 0.92/0.26 0.88/0.30
lognormal  1.30/0.02 1.08/0.03 0.86/0.03 0.73/0.03 1.99/0.15 1.95/0.12 1.89/0.16 1.60/0.16
very scarce (150%) Gaussian 1.40/0.04 1.04/0.05 0.75/0.05 0.54/0.05 3.42/0.21 2.78/0.26 1.92/0.24 1.58/0.25
uniform  1.75/0.04 1.32/0.04 0.93/0.05 0.73/0.05 4.44/0.21 3.48/0.22 2.63/0.24 2.12/0.25
lognormal ~ 1.66/0.03 1.26/0.03 0.94/0.03 0.81/0.03 5.01/0.09 4.01/0.11 2.99/0.12 2.55/0.13
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Table D.4: Complete per-cell sensitivity-analysis results for the configuration
class equal urgencies (MSE / DF, % of optimal conditional value, median over
10 test draws per cell).

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law ~T=2  T=4  T=8 T=12 T=2  T=4  T=8  T=I2

r=(1,2), 8 = (0.6,0.6)

balanced (100%) Gaussian  0.12/0.06 0.19/0.06 0.31/0.05 0.41/0.05 0.66/0.29 0.90/0.22 1.16/0.25 1.33/0.24
uniform 0.19/0.08 0.29/0.06 0.50/0.05 0.61/0.05 1.02/0.32 1.27/0.27 1.49/0.26 1.76/0.23
lognormal  0.09/0.04 0.17/0.05 0.34/0.03 0.53/0.03 0.55/0.23 0.91/0.16 1.32/0.17 1.43/0.15

scarce (120%) Gaussian 0.13/0.07 0.10/0.06 0.08/0.04 0.07/0.03 0.13/0.28 0.16/0.24 0.14/0.22 0.15/0.20
uniform  0.16/0.09 0.13/0.06 0.10/0.05 0.08/0.04 0.20/0.31 0.23/0.23 0.20/0.22 0.22/0.20
lognormal ~ 0.35/0.05 0.29/0.04 0.19/0.03 0.16/0.02 0.55/0.23 0.36/0.16 0.42/0.12 0.33/0.10

very scarce (150%) Gaussian  0.16/0.08 0.12/0.07 0.10/0.05 0.10/0.04 0.42/0.28 0.45/0.29 0.53/0.26 0.70/0.24
uniform 0.19/0.09 0.17/0.08 0.12/0.07 0.14/0.05 0.67/0.41 0.79/0.31 0.97/0.25 1.14/0.19
lognormal  0.42/0.06 0.31/0.05 0.25/0.03 0.21/0.03 1.25/0.24 1.10/0.20 1.06/0.12 1.11/0.10

r=(1,2), B=(1,1)

balanced (100%) Gaussian 0.12/0.06 0.21/0.05 0.39/0.05 0.47/0.04 0.66/0.23 0.94/0.22 1.24/0.24 1.35/0.21
uniform  0.18/0.07 0.34/0.06 0.56/0.04 0.70/0.04 1.05/0.34 1.36/0.25 1.61/0.26 1.76/0.26
lognormal ~ 0.13/0.05 0.23/0.04 0.45/0.03 0.60/0.03 0.60/0.24 1.12/0.18 1.43/0.17 1.60/0.16

scarce (120%) Gaussian  0.24/0.07 0.17/0.05 0.12/0.04 0.09/0.03 0.19/0.26 0.15/0.24 0.15/0.22 0.15/0.21
uniform 0.29/0.07 0.23/0.06 0.15/0.05 0.14/0.03 0.19/0.31 0.20/0.22 0.17/0.19 0.21/0.18
lognormal  0.46/0.05 0.35/0.03 0.24/0.02 0.18/0.02 0.69/0.19 0.46/0.12 0.41/0.11 0.29/0.10

very scarce (150%) Gaussian  0.29/0.07 0.23/0.05 0.16/0.03 0.15/0.03 0.70/0.29 0.75/0.27 0.81/0.21 0.83/0.23
uniform 0.36/0.10 0.26/0.07 0.19/0.05 0.19/0.03 1.13/0.33 1.19/0.26 1.35/0.18 1.42/0.13
lognormal ~ 0.58/0.05 0.43/0.04 0.28/0.02 0.22/0.02 1.77/0.18 1.32/0.16 1.33/0.10 1.39/0.07

r=(1,2), 8 = (1.5,1.5)

balanced (100%) Gaussian 0.12/0.06 0.21/0.05 0.42/0.05 0.55/0.04 0.65/0.25 1.01/0.22 1.31/0.24 1.46/0.21
uniform 0.18/0.08 0.35/0.06 0.65/0.05 0.73/0.05 0.98/0.34 1.41/0.27 1.61/0.25 1.80/0.23
lognormal  0.12/0.05 0.27/0.04 0.53/0.03 0.63/0.03 0.62/0.21 1.22/0.17 1.44/0.16 1.68/0.13

scarce (120%) Gaussian  0.33/0.07 0.25/0.04 0.15/0.03 0.12/0.02 0.24/0.29 0.17/0.21 0.13/0.22 0.13/0.20
uniform 0.46/0.07 0.33/0.05 0.22/0.03 0.17/0.02 0.19/0.33 0.19/0.20 0.19/0.18 0.21/0.20
lognormal  0.58/0.04 0.43/0.03 0.28/0.02 0.19/0.01 0.83/0.17 0.47/0.12 0.36/0.11 0.35/0.10

very scarce (150%) Gaussian  0.40/0.06 0.30/0.05 0.23/0.03 0.20/0.03 1.08/0.28 0.97/0.24 0.92/0.21 1.10/0.22
uniform 0.55/0.07 0.41/0.05 0.26/0.04 0.24/0.03 1.61/0.27 1.44/0.20 1.63/0.15 1.63/0.15
lognormal ~ 0.68/0.04 0.51/0.03 0.32/0.02 0.26/0.01 2.12/0.19 1.70/0.13 1.54/0.09 1.49/0.07

r=(1,3), 8 = (0.6,0.6)

balanced (100%)  Gaussian  0.29/0.07 0.36/0.05 0.48/0.04 0.56/0.04 1.48/0.27 1.70/0.21 1.63/0.21 1.69/0.20
uniform  0.46/0.07 0.55/0.05 0.72/0.05 0.77/0.04 2.21/0.29 2.15/0.26 2.20/0.26 2.14/0.21
lognormal  0.18/0.06 0.28/0.05 0.42/0.04 0.55/0.03 1.05/0.23 1.46/0.16 1.64/0.16 1.78/0.15

scarce (120%) Gaussian  0.05/0.07 0.05/0.06 0.04/0.04 0.02/0.04 0.53/0.29 0.49/0.26 0.39/0.25 0.37/0.21
uniform 0.06/0.10 0.04/0.06 0.04/0.05 0.02/0.04 0.90/0.33 0.66/0.24 0.55/0.25 0.45/0.23
lognormal ~ 0.04/0.05 0.03/0.05 0.03/0.04 0.02/0.03 0.19/0.23 0.17/0.16 0.16/0.15 0.17/0.13

very scarce (150%) Gaussian  0.06/0.09 0.05/0.06 0.04/0.06 0.02/0.04 0.25/0.35 0.16/0.30 0.14/0.28 0.14/0.22
uniform 0.06/0.09 0.06/0.08 0.04/0.05 0.02/0.04 0.26/0.38 0.12/0.35 0.12/0.29 0.24/0.27
lognormal ~ 0.05/0.07 0.04/0.06 0.03/0.04 0.03/0.03 0.18/0.27 0.18/0.22 0.30/0.18 0.39/0.14

r=(1,3), B =(1,1)

balanced (100%)  Gaussian 0.24/0.05 0.34/0.05 0.49/0.04 0.57/0.05 1.24/0.26 1.52/0.24 1.58/0.24 1.62/0.22
uniform  0.37/0.07 0.50/0.05 0.73/0.04 0.80/0.04 1.94/0.34 2.05/0.24 2.16/0.24 2.12/0.28
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(Table D.} continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  0.18/0.05 0.30/0.04 0.53/0.03 0.61/0.03 0.95/0.22 1.41/0.17 1.69/0.15 1.88/0.12
scarce (120%) Gaussian  0.03/0.07 0.02/0.06 0.02/0.04 0.01/0.03 0.33/0.27 0.31/0.21 0.27/0.21 0.21/0.19
uniform 0.02/0.09 0.01/0.07 0.01/0.05 0.01/0.04 0.57/0.33 0.45/0.26 0.36/0.21 0.36/0.17
lognormal ~ 0.10/0.06 0.08/0.05 0.05/0.03 0.04/0.02 0.24/0.19 0.20/0.16 0.18/0.11 0.21/0.12
very scarce (150%) Gaussian 0.03/0.07 0.02/0.06 0.02/0.05 0.02/0.03 0.13/0.31 0.15/0.26 0.20/0.21 0.30/0.23
uniform 0.02/0.12 0.02/0.08 0.01/0.04 0.02/0.04 0.10/0.44 0.14/0.28 0.34/0.26 0.54/0.25
lognormal ~ 0.12/0.06 0.10/0.05 0.06/0.03 0.06/0.02 0.42/0.27 0.41/0.21 0.45/0.15 0.60/0.11
r=(1,3), 8 =(1.5,1.5)
balanced (100%) Gaussian  0.20/0.05 0.33/0.05 0.53/0.04 0.60/0.04 1.14/0.26 1.37/0.25 1.52/0.21 1.62/0.20
uniform  0.32/0.06 0.48/0.06 0.73/0.04 0.82/0.04 1.75/0.32 1.86/0.22 1.99/0.21 2.04/0.24
lognormal ~ 0.17/0.05 0.32/0.04 0.55/0.03 0.69/0.03 0.98/0.21 1.48/0.17 1.66/0.15 1.92/0.13
scarce (120%) Gaussian 0.04/0.07 0.04/0.05 0.03/0.03 0.03/0.02 0.21/0.25 0.23/0.22 0.21/0.23 0.19/0.21
uniform 0.05/0.08 0.04/0.06 0.02/0.04 0.03/0.03 0.36/0.28 0.30/0.21 0.30/0.18 0.28/0.20
lognormal ~ 0.20/0.06 0.15/0.04 0.09/0.02 0.07/0.01 0.35/0.22 0.23/0.16 0.26/0.12 0.25/0.10
very scarce (150%) Gaussian 0.06/0.07 0.04/0.05 0.04/0.04 0.04/0.04 0.21/0.30 0.26/0.29 0.38/0.25 0.55/0.21
uniform  0.07/0.10 0.04/0.07 0.03/0.06 0.05/0.04 0.21/0.34 0.37/0.26 0.70/0.23 0.93/0.18
lognormal ~ 0.22/0.05 0.17/0.04 0.12/0.03 0.10/0.02 0.72/0.24 0.65/0.19 0.77/0.12 0.83/0.09
r=(2,1), 8 = (0.6,0.6)
balanced (100%) Gaussian 0.20/0.05 0.08/0.06 0.12/0.05 0.26/0.05 0.49/0.26 0.22/0.27 0.31/0.28 0.53/0.23
uniform 0.23/0.08 0.08/0.08 0.15/0.06 0.32/0.07 0.68/0.36 0.15/0.36 0.27/0.31 0.62/0.31
lognormal ~ 0.16/0.05 0.09/0.05 0.24/0.04 0.43/0.04 0.34/0.24 0.22/0.23 0.53/0.19 0.96/0.17
scarce (120%) Gaussian  0.12/0.05 0.32/0.06 0.61/0.06 0.77/0.05 0.17/0.33 0.45/0.26 1.00/0.23 1.51/0.22
uniform  0.17/0.09 0.42/0.10 0.79/0.06 1.02/0.05 0.14/0.31 0.38/0.36 1.07/0.39 1.70/0.34
lognormal ~ 0.35/0.04 0.58/0.04 0.89/0.03 1.04/0.03 0.56/0.20 1.19/0.16 1.94/0.19 2.50/0.14
very scarce (150%) Gaussian 0.15/0.09 0.28/0.07 0.44/0.07 0.56/0.07 0.47/0.32 0.81/0.30 1.27/0.31 1.90/0.30
uniform  0.19/0.09 0.35/0.09 0.57/0.09 0.73/0.07 0.63/0.47 1.26/0.41 2.04/0.35 2.75/0.24
lognormal ~ 0.43/0.06 0.52/0.05 0.69/0.05 0.81/0.03 1.26/0.20 1.93/0.22 2.51/0.16 2.84/0.14
r=(2,1), p=(1,1)
balanced (100%) Gaussian 0.15/0.05 0.10/0.06 0.26/0.06 0.41/0.05 0.37/0.30 0.22/0.27 0.58/0.25 0.82/0.27
uniform 0.16/0.07 0.10/0.06 0.35/0.07 0.50/0.05 0.41/0.44 0.20/0.33 0.66/0.34 1.09/0.29
lognormal  0.13/0.05 0.15/0.04 0.42/0.04 0.61/0.04 0.29/0.27 0.46/0.22 1.01/0.18 1.41/0.16
scarce (120%) Gaussian 0.25/0.08 0.52/0.06 0.86/0.06 1.07/0.05 0.30/0.32 0.82/0.24 1.62/0.27 2.27/0.23
uniform  0.33/0.08 0.68/0.07 1.12/0.04 1.35/0.04 0.20/0.36 0.82/0.39 1.95/0.32 2.60/0.27
lognormal  0.50/0.04 0.81/0.04 1.13/0.03 1.26/0.03 0.91/0.20 1.68/0.18 2.71/0.14 3.22/0.12
very scarce (150%) Gaussian  0.29/0.08 0.49/0.07 0.66/0.06 0.83/0.06 0.77/0.32 1.45/0.28 2.17/0.28 2.66/0.23
uniform 0.37/0.08 0.63/0.07 0.87/0.05 1.04/0.04 1.16/0.41 2.05/0.33 3.08/0.22 3.75/0.20
lognormal  0.56/0.05 0.70/0.04 0.93/0.03 1.00/0.03 1.73/0.20 2.55/0.15 3.27/0.12 3.76/0.14
r=(2,1), 8= (1.5,1.5)
balanced (100%) Gaussian 0.12/0.07 0.14/0.06 0.40/0.05 0.56/0.04 0.26/0.28 0.32/0.22 0.85/0.28 1.23/0.24
uniform  0.15/0.08 0.17/0.06 0.50/0.06 0.73/0.05 0.32/0.41 0.43/0.35 0.98/0.26 1.38/0.28
lognormal ~ 0.15/0.05 0.23/0.04 0.53/0.04 0.79/0.03 0.27/0.27 0.71/0.23 1.34/0.20 1.75/0.18
scarce (120%) Gaussian 0.34/0.06 0.70/0.06 1.08/0.06 1.26/0.04 0.39/0.26 1.21/0.25 2.18/0.23 2.60/0.21
uniform  0.49/0.07 0.93/0.06 1.42/0.04 1.60/0.03 0.32/0.31 1.22/0.31 2.60/0.22 3.16/0.23
lognormal  0.60/0.04 0.97/0.03 1.27/0.02 1.40/0.02 1.11/0.22 2.10/0.15 2.99/0.12 3.60/0.12
very scarce (150%) Gaussian  0.41/0.07 0.65/0.07 0.83/0.05 0.99/0.05 1.16/0.24 2.05/0.29 2.84/0.26 3.43/0.20
uniform  0.57/0.09 0.88/0.07 1.12/0.04 1.30/0.04 1.61/0.31 2.79/0.27 3.86/0.23 4.53/0.19
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(Table D.} continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
lognormal  0.72/0.04 0.98/0.04 1.05/0.02 1.15/0.02 2.12/0.18 3.19/0.13 3.76/0.10 4.09/0.10

r=1(2,3), 8 =(0.6,0.6)

balanced (100%)  Gaussian 0.07/0.06 0.11/0.06 0.18/0.05 0.25/0.04 0.31/0.28 0.54/0.26 0.66/0.21 0.75/0.22
uniform 0.09/0.07 0.14/0.05 0.27/0.06 0.38/0.06 0.51/0.37 0.77/0.33 0.89/0.30 1.10/0.26
lognormal ~ 0.07/0.05 0.10/0.04 0.20/0.04 0.31/0.04 0.27/0.26 0.49/0.23 0.74/0.17 1.04/0.17

scarce (120%) Gaussian 0.41/0.06 0.36/0.06 0.27/0.05 0.22/0.04 0.36/0.32 0.32/0.27 0.21/0.20 0.18/0.23
uniform 0.57/0.07 0.46/0.06 0.37/0.05 0.29/0.04 0.27/0.35 0.20/0.27 0.17/0.24 0.17/0.24
lognormal  0.71/0.04 0.61/0.03 0.46/0.03 0.39/0.02 1.12/0.19 0.80/0.16 0.61/0.14 0.52/0.14

very scarce (150%) Gaussian  0.52/0.09 0.44/0.07 0.35/0.05 0.31/0.04 1.44/0.30 1.25/0.31 1.21/0.21 1.23/0.24
uniform 0.68/0.10 0.56/0.08 0.44/0.05 0.39/0.05 1.89/0.32 1.84/0.29 1.78/0.24 1.81/0.19
lognormal  0.83/0.05 0.70/0.04 0.52/0.03 0.47/0.02 2.71/0.18 2.41/0.15 2.15/0.11 2.00/0.11

r=1(2,3), 8=(1,1)

balanced (100%)  Gaussian 0.08/0.06 0.12/0.05 0.25/0.05 0.35/0.05 0.35/0.25 0.58/0.21 0.81/0.23 0.97/0.27
uniform 0.09/0.07 0.17/0.06 0.37/0.05 0.50/0.05 0.55/0.38 0.80/0.28 1.12/0.25 1.35/0.32
lognormal  0.10/0.06 0.12/0.05 0.28/0.04 0.43/0.03 0.33/0.22 0.67/0.19 0.96/0.18 1.23/0.15

scarce (120%) Gaussian  0.50/0.07 0.39/0.05 0.28/0.03 0.23/0.02 0.38/0.30 0.28/0.27 0.22/0.23 0.19/0.23
uniform 0.64/0.07 0.54/0.04 0.37/0.04 0.30/0.03 0.28/0.34 0.22/0.29 0.17/0.23 0.16/0.22
lognormal  0.75/0.04 0.62/0.03 0.45/0.02 0.35/0.02 1.14/0.18 0.84/0.14 0.60/0.12 0.46/0.10

very scarce (150%) Gaussian 0.61/0.07 0.48/0.07 0.37/0.04 0.34/0.04 1.57/0.28 1.42/0.28 1.30/0.24 1.29/0.22
uniform 0.82/0.08 0.65/0.07 0.47/0.04 0.40/0.04 2.18/0.31 2.04/0.22 1.99/0.16 1.92/0.13
lognormal ~ 0.94/0.04 0.76/0.04 0.54/0.03 0.44/0.02 2.99/0.18 2.23/0.13 2.10/0.09 1.95/0.07

r=1(2,3), 8 =(1.5,1.5)

balanced (100%)  Gaussian 0.09/0.06 0.14/0.05 0.30/0.05 0.40/0.04 0.39/0.27 0.64/0.27 0.94/0.18 1.15/0.25
uniform 0.10/0.06 0.19/0.06 0.45/0.05 0.56/0.06 0.55/0.34 0.96/0.28 1.21/0.29 1.45/0.25
lognormal  0.10/0.06 0.17/0.04 0.37/0.03 0.51/0.03 0.38/0.24 0.82/0.17 1.15/0.18 1.41/0.16

scarce (120%) Gaussian 0.58/0.06 0.43/0.04 0.30/0.04 0.23/0.03 0.46/0.32 0.27/0.24 0.20/0.19 0.15/0.20
uniform 0.75/0.05 0.58/0.04 0.40/0.03 0.32/0.03 0.28/0.28 0.21/0.27 0.16/0.22 0.18/0.22
lognormal ~ 0.85/0.03 0.62/0.02 0.42/0.02 0.34/0.01 1.20/0.14 0.71/0.13 0.53/0.11 0.42/0.11

very scarce (150%) Gaussian 0.70/0.08 0.58/0.05 0.39/0.04 0.34/0.03 1.82/0.28 1.53/0.24 1.50/0.24 1.34/0.23
uniform 0.93/0.07 0.70/0.06 0.50/0.03 0.42/0.03 2.66/0.26 2.23/0.20 2.12/0.17 1.98/0.14
lognormal  1.00/0.04 0.79/0.03 0.55/0.02 0.42/0.02 3.28/0.15 2.49/0.10 2.12/0.08 2.05/0.07

r=(3,1), 8=(0.6,0.6)

balanced (100%)  Gaussian 0.42/0.06 0.17/0.06 0.05/0.06 0.09/0.06 1.41/0.27 0.50/0.25 0.12/0.26 0.17/0.26
uniform 0.56/0.07 0.20/0.07 0.04/0.09 0.10/0.07 1.76/0.31 0.70/0.35 0.12/0.36 0.14/0.33
lognormal  0.27/0.06 0.11/0.05 0.11/0.04 0.23/0.05 0.90/0.27 0.23/0.21 0.21/0.17 0.45/0.19

scarce (120%) Gaussian 0.06/0.07 0.03/0.06 0.16/0.07 0.27/0.08 0.46/0.26 0.17/0.29 0.26/0.31 0.56/0.27
uniform 0.06/0.10 0.03/0.08 0.19/0.07 0.39/0.08 0.61/0.41 0.16/0.33 0.21/0.34 0.61/0.36
lognormal  0.04/0.05 0.14/0.04 0.39/0.05 0.54/0.04 0.16/0.25 0.30/0.18 0.88/0.18 1.43/0.23

very scarce (150%) Gaussian 0.06/0.06 0.04/0.10 0.05/0.06 0.13/0.06 0.27/0.36 0.17/0.37 0.22/0.35 0.47/0.34
uniform 0.07/0.11 0.04/0.11 0.07/0.09 0.17/0.09 0.22/0.43 0.13/0.46 0.28/0.46 0.72/0.37
lognormal  0.05/0.05 0.11/0.07 0.24/0.05 0.35/0.06 0.15/0.25 0.36/0.29 0.78/0.24 1.22/0.19

r=(3,1), 8 =(1,1)

balanced (100%)  Gaussian 0.28/0.06 0.09/0.08 0.12/0.06 0.24/0.05 0.98/0.32 0.21/0.23 0.25/0.26 0.48/0.23
uniform 0.37/0.08 0.09/0.08 0.13/0.07 0.29/0.07 1.26/0.34 0.24/0.35 0.23/0.33 0.53/0.32
lognormal  0.19/0.05 0.08/0.06 0.22/0.04 0.43/0.05 0.52/0.26 0.19/0.22 0.56/0.22 0.99/0.17
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(Table D.} continued)

low variance (cv = 0.1)

high variance (cv = 0.3)

capacity demand law  T'=2 T=4 T=8 T=12 T=2 T=4 T=8 T=12
scarce (120%) Gaussian 0.03/0.07 0.11/0.07 0.36/0.06 0.56/0.07 0.23/0.27 0.18/0.28 0.66/0.26 1.22/0.28
uniform  0.02/0.07 0.15/0.08 0.50/0.08 0.75/0.08 0.30/0.28 0.13/0.37 0.80/0.35 1.33/0.31
lognormal  0.10/0.05 0.30/0.05 0.62/0.04 0.88/0.03 0.22/0.19 0.66/0.20 1.57/0.17 2.17/0.16
very scarce (150%) Gaussian  0.03/0.08 0.08/0.08 0.18/0.07 0.32/0.07 0.13/0.31 0.23/0.32 0.65/0.36 1.20/0.31
uniform 0.02/0.12 0.09/0.09 0.25/0.08 0.44/0.07 0.09/0.45 0.35/0.47 1.03/0.40 1.82/0.30
lognormal  0.11/0.06 0.25/0.06 0.45/0.05 0.59/0.03 0.41/0.27 0.87/0.22 1.65/0.20 2.11/0.17
r=(3,1), 8 =(1.5,1.5)
balanced (100%) Gaussian 0.21/0.06 0.08/0.07 0.22/0.05 0.39/0.05 0.61/0.27 0.18/0.30 0.44/0.24 0.78/0.25
uniform  0.23/0.07 0.07/0.08 0.26/0.06 0.51/0.06 0.88/0.36 0.17/0.37 0.53/0.35 0.91/0.31
lognormal ~ 0.16/0.06 0.12/0.04 0.41/0.04 0.57/0.03 0.39/0.27 0.32/0.18 0.93/0.22 1.31/0.18
scarce (120%) Gaussian  0.05/0.06 0.23/0.07 0.59/0.06 0.82/0.06 0.15/0.30 0.38/0.29 1.19/0.29 1.85/0.24
uniform 0.07/0.09 0.31/0.07 0.78/0.06 1.06/0.05 0.17/0.27 0.36/0.37 1.42/0.39 2.12/0.27
lognormal  0.19/0.05 0.49/0.04 0.86/0.04 1.05/0.03 0.45/0.22 1.10/0.20 2.23/0.16 2.77/0.16
very scarce (150%) Gaussian  0.06/0.07 0.17/0.07 0.37/0.07 0.54/0.05 0.20/0.30 0.55/0.32 1.30/0.31 2.00/0.26
uniform 0.06/0.09 0.24/0.09 0.50/0.07 0.73/0.06 0.22/0.37 0.85/0.33 1.99/0.33 2.83/0.27
lognormal ~ 0.22/0.06 0.42/0.06 0.61/0.04 0.79/0.03 0.74/0.25 1.45/0.23 2.27/0.17 2.89/0.12
r=(3,2), 8 =(0.6,0.6)
balanced (100%)  Gaussian  0.16/0.06 0.11/0.05 0.11/0.04 0.21/0.04 0.37/0.30 0.16/0.22 0.24/0.23 0.38/0.22
uniform 0.17/0.07 0.08/0.08 0.12/0.06 0.23/0.06 0.34/0.39 0.16/0.35 0.24/0.29 0.43/0.33
lognormal  0.17/0.06 0.11/0.04 0.19/0.04 0.36/0.04 0.27/0.22 0.20/0.22 0.46/0.19 0.71/0.20
scarce (120%) Gaussian  0.41/0.08 0.57/0.05 0.79/0.05 0.95/0.05 0.46/0.29 0.69/0.27 1.21/0.28 1.61/0.27
uniform 0.56/0.07 0.79/0.08 1.04/0.05 1.21/0.04 0.33/0.38 0.63/0.38 1.22/0.32 1.77/0.30
lognormal ~ 0.73/0.03 0.90/0.04 1.09/0.03 1.16/0.03 1.26/0.16 1.58/0.20 2.23/0.16 2.69/0.13
very scarce (150%) Gaussian 0.53/0.08 0.63/0.08 0.71/0.06 0.79/0.06 1.42/0.32 1.76/0.33 2.16/0.28 2.55/0.28
uniform 0.66/0.08 0.83/0.07 0.92/0.06 1.05/0.06 2.00/0.33 2.55/0.31 2.93/0.23 3.42/0.26
lognormal ~ 0.86/0.05 0.94/0.04 1.03/0.04 1.07/0.03 2.58/0.18 3.08/0.18 3.40/0.14 3.61/0.10
r=(3,2), B=(1,1)
balanced (100%)  Gaussian  0.14/0.06 0.10/0.05 0.19/0.04 0.33/0.05 0.28/0.27 0.20/0.25 0.44/0.23 0.75/0.24
uniform 0.14/0.08 0.10/0.09 0.23/0.06 0.41/0.05 0.26/0.37 0.17/0.30 0.51/0.29 0.85/0.30
lognormal  0.14/0.06 0.16/0.04 0.33/0.04 0.55/0.04 0.24/0.22 0.27/0.19 0.72/0.19 1.15/0.20
scarce (120%) Gaussian 0.49/0.06 0.75/0.06 1.01/0.06 1.16/0.04 0.57/0.30 1.07/0.27 1.82/0.27 2.23/0.29
uniform 0.69/0.07 0.95/0.06 1.31/0.05 1.50/0.03 0.41/0.41 1.05/0.33 1.84/0.28 2.40/0.29
lognormal ~ 0.81/0.03 1.00/0.03 1.26/0.03 1.34/0.02 1.39/0.18 2.05/0.17 2.75/0.13 3.24/0.13
very scarce (150%) Gaussian 0.61/0.08 0.74/0.06 0.87/0.05 0.97/0.06 1.75/0.31 2.18/0.28 2.68/0.22 3.13/0.28
uniform  0.83/0.07 1.04/0.07 1.12/0.05 1.26/0.04 2.27/0.26 3.01/0.25 3.62/0.21 4.23/0.19
lognormal ~ 0.93/0.03 1.09/0.04 1.11/0.03 1.17/0.02 2.93/0.17 3.50/0.14 3.91/0.11 4.18/0.10
r=(3,2), 8= (1.5,1.5)
balanced (100%) Gaussian 0.14/0.07 0.12/0.04 0.32/0.05 0.45/0.04 0.24/0.32 0.33/0.27 0.66/0.21 1.02/0.28
uniform 0.13/0.08 0.15/0.07 0.41/0.07 0.58/0.06 0.25/0.45 0.34/0.32 0.80/0.35 1.15/0.27
lognormal ~ 0.16/0.06 0.20/0.04 0.46/0.03 0.70/0.03 0.23/0.24 0.48/0.18 1.18/0.15 1.53/0.18
scarce (120%) Gaussian 0.60/0.06 0.87/0.05 1.22/0.05 1.29/0.04 0.69/0.27 1.27/0.27 2.22/0.27 2.58/0.24
uniform 0.80/0.06 1.13/0.06 1.46/0.03 1.65/0.03 0.53/0.40 1.35/0.36 2.31/0.26 2.91/0.28
lognormal  0.93/0.04 1.13/0.03 1.38/0.02 1.50/0.02 1.55/0.21 2.24/0.14 3.08/0.14 3.48/0.11
very scarce (150%) Gaussian 0.71/0.07 0.93/0.06 1.03/0.05 1.15/0.04 1.81/0.28 2.62/0.24 3.24/0.25 3.56/0.23
uniform  0.95/0.08 1.18/0.06 1.33/0.04 1.40/0.03 2.64/0.27 3.59/0.24 4.20/0.20 4.68/0.16
lognormal 1.05/0.04 1.15/0.03 1.22/0.02 1.28/0.02 3.32/0.16 3.94/0.12 4.33/0.10 4.43/0.08
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Table D.5: Distribution of the per-cell absolute gap between the trained squared-loss regret
and the conditional-mean plug-in (percentage points of optimal conditional value), overall
and by capacity regime and demand-variance level.

cells count median 90th percentile max
all 5,184 0.03 0.13 0.32
balanced (100%) 1,728  0.04 0.13 0.25
scarce (120%) 1,728 0.03 0.14 0.32
very scarce (150%) 1,728  0.03 0.11 0.29
cv =0.1 2,592 0.02 0.03 0.10
cv=03 2,592 0.10 0.15 0.32
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