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Abstract

A neural-network-based numerical solver is developed for computing three-dimensional

(3D) equilibrium shapes of deformable biomembranes, specifically phospholipid vesicles

modeled by Helfrich’s curvature elasticity theory. The solver represents vesicle morphol-

ogy using a phase-field formulation, in which a scalar field distinguishes the interior and

exterior of the vesicle through a diffuse interface. The phase field is parameterized by

a compact feedforward neural network, and the equilibrium shape is obtained by direct

minimization of the Helfrich bending energy subject to global surface-area and volume

constraints, enforced via Lagrange multipliers. Automatic differentiation is used to evalu-

ate all spatial derivatives, thereby avoiding finite-difference truncation errors and explicit

surface discretization.

This framework produces both axisymmetric and fully non-axisymmetric vesicle shapes

without imposing symmetry assumptions. Canonical free-space branches, namely prolates,

oblates, and stomatocytes, are reproduced, and the classical bending-energy–reduced-

volume diagram is recovered in close quantitative agreement with established results in

the literature. In addition, a phase-field expression for the bilayer area-difference con-

straint is derived and incorporated into the solver, providing a numerical setting for the

computation of non-axisymmetric equilibrium morphologies in free space.

A major contribution of this work is a systematic investigation of vesicle morphology

under confinement. Vesicles are studied within a range of hard-wall geometries, including

cylindrical (tube), slit, spherical, and cubic confinements. By varying confinement size

and reduced volume, the solver captures a rich spectrum of deformations, including biaxial

squeezed states, bent prolates, squeezed stomatocytes, and cubic and clam-like morpholo-

gies. Stability diagrams, bending-energy curves, and phase diagrams are constructed for

each confinement, revealing both discontinuous (first-order) and continuous (second-order)

shape transitions, as well as hysteresis and metastable branches. These results extend

existing confinement studies by providing fully three-dimensional, non-axisymmetric solu-

tions across multiple geometries and different regimes of confinement (free space to weak

to strong) within a unified computational framework.

Overall, this work establishes a versatile and scalable neural-network-based phase-field
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approach for vesicle shape modeling. By unifying classical membrane elasticity theory

with modern machine-learning optimization, the solver facilitates a structured exploration

of equilibrium morphologies, phase transitions, and confinement effects beyond the reach

of traditional axisymmetric or surface-discretization methods. The framework provides a

foundation for future extensions to more complex membrane models, dynamic processes,

and biologically relevant geometries in soft-matter and biophysical systems.
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Chapter 1

Introduction

In this chapter, we lay out the main objective of this thesis: introducing an artificial-

neural-network-based solver for vesicle shapes in three-dimensional (3D) space, along with

the motivation behind it. We include some background material on lipid bilayers and

phospholipid membrane formation. Furthermore, we elaborate on the relevance and signif-

icance of designing a novel solver for calculating 3D shapes of vesicles in different physical

settings, with regard to its pertinence to the existing literature. Lastly, we briefly discuss

the outline of the thesis.

1.1 Background and Motivation

Natural vesicles have a variety of functions both inside cells and in the extracellular envi-

ronment, e.g., protein and enzyme transport, buoyancy control, and serving as vessels for

chemical reactions [1, 2, 3, 4, 5]. In addition to these natural functions, with the advent

of modern medical technology, vesicles have become prominent for performing engineered

functions inside the human body [6]. For instance, unilamellar and multilamellar lipo-

somes (synthesized spherical vesicles) and cell-derived (extracellular vesicles) have become

prominent in modern medicine as vehicles for targeted drug delivery, gene therapy, and re-

generative treatments [7, 8, 9, 10, 11, 12]. In particular, in the field of immunology against
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infectious diseases, liposome-based and lipid-nanoparticle platforms have become central to

modern vaccine design, allowing antigen and mRNA delivery with high efficiency, stability,

and immunogenicity [13, 14, 15, 16, 17].

(a) (b)

(d) (e)

(c)

Figure 1.1: Schematics of (a) single-chain amphiphile, (b) double-chain amphiphile, (c)

lipid bilayer, (d) micelle, and (e) vesicle formed by lipid bilayer (unilamellar liposome in

this case). The light blue areas in (c), (d), and (e) indicate the aqueous phase (e.g., water)

made of polar molecules and the structures are shown by their 2D cross sections. The dark

blue spheres are the headgroup of the lipid molecules, which are polar and hydrophilic.

The brown tails (hydrocarbon chains) are non-polar and hydrophobic.

The main building blocks of vesicles are lipid molecules (Fig. 1.1 (a) and (b)), which

form a membranous structure called a lipid bilayer (Fig. 1.1 (c)), separating the exterior

space from the interior one [18, 19]. The formation of lipid bilayers in an aqueous phase is

favored by the constituent lipid molecules, e.g., amphiphilic phospholipids, when the loss

in overall entropy due to aggregation is compensated by the lowered interaction energy

between the hydrophobic tails of these molecules and the polar molecules of the aqueous
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phase [20].

Additionally, the emergence of a flat bilayer configuration, as opposed to micelles

(Fig. 1.1 (d)), is mainly governed by the shape and overall geometry of the lipid molecules.

Double-chain phospholipids with comparable cross-sectional areas between the tails and

headgroup are more amenable to a flat bilayer structure. Adopting a closed configuration,

i.e., a vesicle (Fig. 1.1 (e)), further minimizes the interaction energy of hydrophobic tails

by eliminating their exposure at the edges of the bilayer [20].

Based on the type of constituent lipid molecules and other bilayer-embedded molecules

such as cholesterol and membrane proteins, the lipid bilayer possesses an inherent bending

resistance and, as such, has associated stored energy when in its closed configuration [20].

Naturally, under neutral physical conditions, vesicles attain a specific shape in 3D space

that favors a minimum value of this stored energy. Depending on the conditions that

determine the physical properties of the phospholipid membrane (lipid bilayer), namely,

whether it comprises a finite number of molecules and/or whether it is impermeable to

the exterior of the vesicle, the surface area and the volume of vesicles remain unchanged.

As such, these factors can restrict the magnitude of the bending energy of the membrane

[21, 22, 23, 24, 25].

The attempts at theoretical modeling of the deformable membrane of a vesicle as a 2D

fluid [26] culminated in the Helfrich equation for the bending energy in 1973 [27]. This

equation relates the bending energy of a surface area element (dS) of the membrane to

its principal curvatures, or more precisely, to its mean (H) and Gaussian (K) curvatures;

it can be written as a surface integral over H and K for the entire membrane, namely

Eb ∝
∫
S
H2dS +

∫
S
KdS. [28, 29]. The constraints on the surface area A and volume V of

a closed interface made of these surface area elements (i.e., the vesicle) are introduced by

including the appropriate Lagrange multipliers. Finding the 3D shape of the vesicle using

this formulation of the bending energy and constraints is equivalent to solving a variational

problem for the bending energy, namely δ(Eb + ΣA + PV ) = 0 with δ denoting variation

and Σ and P being the Lagrange multipliers for surface area and volume, respectively

[30, 31, 32].

Among the numerical methods developed for solving this variational problem are: a
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shooting method to resolve the 2D contour of axisymmetric shapes, where a Lagrangian

approach is used to formulate the governing variational equation [31, 32]; triangulation

methods that incorporate finite element analysis for calculating the equilibrium shape of

both axisymmetric and non-axisymmetric shapes in 3D [33, 34, 35, 36, 37] (e.g., Surface

Evolver package [38]); a Ritz method based on expansion in terms of spherical harmonics

that can approximate non-axisymmetric shapes as well [39, 40]; a method of shape parame-

terization that is achieved by solving an elliptic partial differential equation for generating

3D axisymmetric and non-axisymmetric shapes [41]; level-set methods [42, 43, 44]; and

conventional finite difference schemes that discretize field-based approaches such as the

phase-field model [45, 46, 47, 48, 49].

These numerical approaches differ primarily in how the vesicle shape is represented, how

curvature is computed, and how the variational problem is solved. In shooting methods,

the membrane is reduced to a one-dimensional contour in the two-dimensional space by

assuming axial symmetry, and the Helfrich bending energy is expressed in terms of arc-

length–parameterized geometric variables. The resulting Euler–Lagrange equations form a

boundary-value problem for a system of coupled ordinary differential equations, which can

be solved by shooting or relaxation techniques [31, 32]. While this approach provides high

accuracy for axisymmetric shapes, it cannot capture symmetry-breaking instabilities or

intrinsically three-dimensional morphologies, as the reduction to a two-dimensional contour

is imposed a priori.

Triangulation- and finite-element–based methods instead discretize the membrane as

a two-dimensional surface embedded in three-dimensional space [33, 34, 35, 36, 37]. In

these approaches, curvature quantities are evaluated either directly on the mesh or via

weak formulations that lower the order of derivatives [50]. This enables the computation

of fully three-dimensional, non-axisymmetric equilibrium shapes and allows for topologi-

cal changes in principle. However, explicit surface tracking introduces challenges related

to mesh quality, including element distortion and entanglement, which often necessitate

remeshing and complicate convergence near regions of high curvature, such as necks or

budding sites [50, 51]. Packages such as Surface Evolver [38] mitigate some of these issues,

but at the cost of increased algorithmic complexity and sensitivity to discretization choices.

Alternative shape-representation strategies avoid explicit surface meshes by expanding
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the membrane geometry in a predefined basis or by introducing implicit surface descrip-

tions. In the Ritz method, the vesicle shape is parameterized by a truncated expansion in

spherical harmonics, and the Helfrich energy is minimized with respect to the expansion co-

efficients [39, 40]. This approach naturally accommodates non-axisymmetric perturbations

around nearly spherical shapes and is computationally efficient for modest deformations;

however, its accuracy deteriorates for strongly deformed morphologies and is limited by

the chosen truncation order. Relevant to this, elliptic-PDE–based parameterization meth-

ods generate vesicle surfaces by solving auxiliary elliptic equations whose solutions define

smooth surfaces (the membrane) in three dimensions [41]. These methods provide geomet-

ric flexibility but still require careful numerical treatment of curvature and constraints.

The level-set method takes a fundamentally different approach by representing the

vesicle implicitly as a sharp interface of a scalar field defined on a fixed grid. This method

is closely related to the phase field method where the interfuse is more diffuse. In other

words, the level-set method is the sharp interface limit of the phase field method. Curvature

and geometric quantities are computed directly from this field, eliminating explicit surface

tracking and naturally handling topological changes. Conventional implementations evolve

the scalar field dynamically via gradient-flow equations discretized by finite differences or

finite elements [42, 43, 44]. While robust, such PDE-based formalisms can be sensitive to

time-stepping stability, and discretization errors in high-order derivatives.

The results presented in this thesis are based on the phase-field formulation of the Hel-

frich model [45, 52, 46, 48, 47, 49]. The phase-field approach assigns scalar values to spatial

points of a prescribed domain that contains the vesicle. The advantages of this approach

include its simplicity for numerical implementation, where a finite rectangular grid can be

readily introduced for calculating various quantities as functions of the underlying phase

field. It requires no remeshing schemes or other advanced numerical techniques, as the

interface (membrane) is located on the transition layer, with a given length scale, between

the highest and lowest values of the field. Moreover, it is applicable to both axisymmetric

and non-axisymmetric shapes [47, 49].

The phase-field approach has been implemented numerically using spatial finite differ-

ences, the implicit Euler method for temporal integration, and/or Fourier spectral method

[45, 52, 47, 48, 49]. However, a numerical framework that eliminates the need for finite dif-
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ference schemes, while being flexible and versatile enough to adapt to a variety of simulation

scenarios, could accelerate progress in this area. Specifically, developing an independent

and adaptable solver that requires minimal modification for simulating various physical

conditions a vesicle might encounter—such as confinement, translocation, and others—is

crucial. This will significantly enhance our understanding of vesicle shape transformations,

phase transitions, and the overall energy landscape of vesicle shapes.

The primary objective of this thesis is to develop and implement a solver that operates

within the phase-field formalism. In essence, it “learns” the underlying physical model of

membranes by being “trained” on the phase-field formulation of the model. It is important

to emphasize that no axial symmetry is imposed when obtaining the shapes generated by

the solver; instead, the symmetry (or lack thereof) emerges naturally through the process

of energy minimization (training).

The core of the novel solver presented here is an artificial neural network (NN) [53, 54].

These networks are modeled after their biological counterparts, where nodes (neurons)

are connected via nonlinear functions with weighted inputs (activation signals) [55, 56].

The weights and type of nonlinearity determine the NN’s output for a given set of inputs.

These properties enable the NN to represent the solution, which in this case is the phase-

field function (NNs are universal approximators of continuous functions [57, 58, 59]). In

other words, the NN represents the 3D shape of the solution to the problem of finding the

minimum Helfrich bending energy subject to geometric constraints. The shape represen-

tation can be easily embedded in different simulation scenarios or interact with other NNs

representing other shapes, without the need to recalculate the shape for each numerical

computation. This framework retains the advantages of an implicit surface description

while replacing the explicit variational treatment of the Helfrich bending energy with a

direct parametric minimization, using precise analytical differentiation of curvature terms

and flexible incorporation of global constraints without remeshing or time integration.

In addition to the fact that NNs are universal approximators, there are robust machine

learning techniques and optimization algorithms for training (or optimizing) them [60, 61,

62]. These, along with other aspects such as new network designs, remain an active area

of research [63, 64, 65, 66, 67, 68]. The fundamentals of NN structure and training will be

elaborated on in a subsequent chapter.
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1.2 Scope and Achievements

The physics-based modeling and numerical calculation of vesicle shapes has a fifty-year

history in the literature [69, 27, 70]. The study of the Helfrich model for the elastic bending

energy using a scalar field—inspired by the Ginzburg–Landau energy functional—is more

recent, dating back to the early 1990s [71]. Both axisymmetric and non-axisymmetric

shapes have been explored, with examples including oblate shapes (e.g., red blood cells, also

known as erythrocytes), prolate shapes (also known as dumbbell or cigar-shaped vesicles),

stomatocytes (spherical shapes with a mouth), and starfish and racket-shaped vesicles

(see Fig. 1.2 for examples of these shapes). In the case of phase-field-modeled vesicles,

calculating a complete phase diagram that exhibits good agreement with the literature, e.g.,

Seifert et al. [31] for axisymmetric shapes, has been largely neglected. To our knowledge,

there are only two papers by Campelo et al. [48] and Banham et al. [49], which use phase-

field modeling to reproduce parts of the phase diagram for axisymmetric shapes. Our

NN-based solver is able to reproduce a diagram with as many data points as required for

reconstructing a more complete picture. Therefore, our numerical approach addresses the

scarcity of phase diagrams in the context of the phase-field approach.

For non-axisymmetric shapes studied and numerically calculated using the phase field

model, a direct reformulation of the area difference model [72, 73, 31] is lacking in the

literature. It accounts for the difference between the internal and external surface areas

of the lipid bilayer and can be approximated by ∆A ≈ 2s
∫
S
HdS where s is the distance

between the monolayers and H is the local mean curvature [31]. The variational treatment

then requires finding shape solutions to δ(Eb + ΣA + PV + Q∆A) = 0, where Q is an

additional Lagrange multiplier that enforces the constraint on the area difference ∆A;

this variational problem is converted into a cost minimization procedure in our NN solver

framework where the area difference is included as a constraint. We have derived a phase

field equivalent of the area difference model and have obtained non-axisymmetric shapes

such as the so-called starfish [35, 74, 75]. The details for the derivation of the phase-field

area difference are provided towards the end of the next chapter.

The placement of vesicles inside a confinement imposes a different type of external

potential on a vesicle. The literature on this topic is largely focused on symmetric con-
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(a) (b) (c)

(d) (e)

Figure 1.2: Axisymmetric and non-axisymmetric shape examples: (a) oblate, (b) prolate,

(c) stomatocyte, (d) starfish, and (e) racket-like shape.

finements [36, 76, 37, 77, 78]. Under these conditions, the axial symmetry of the adopted

equilibrium shape can be broken. To simulate these effects, the confinement size is reduced

such that the confinement walls come into contact with the membrane, i.e., the phase field

interface. In the numerical framework established here, this can be accomplished by intro-

ducing a mathematically formulated hard-wall constraint using familiar 3D equations that

describe elementary shapes. We have produced results for spherical, cylindrical, and slit

hard-wall confinements; however, it should be mentioned that simulations using a variety

of confinement shapes are readily possible in our framework. Moreover, the strong con-

finement limit, which has a body of work devoted to it [36, 37, 77], is another avenue that

can be examined by the proposed NN solver. In this thesis, the confinement is referred to

as strong when the characteristic size of the confining geometry becomes comparable to
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or smaller than the smallest intrinsic length scale of the vesicle, such that the membrane

is forced into sustained contact with the confining walls and its equilibrium shape is no

longer determined primarily by free-space bending energy minimization. Here, the char-

acteristic confinement size may be defined by the minimal width, radius, or edge length

of the confining geometry, while the intrinsic vesicle length scale is set by the equivalent

spherical radius R0.

In addition to confirming the main axisymmetric families of shapes under confine-

ment, our numerical study revealed a variety of non-axisymmetric morphologies and shape

transformations. For example, in cylindrical confinements, oblates lose their axial sym-

metry under compression and evolve into biaxial shapes, and stomatocytes are squeezed

and elongated before transforming into prolates at stability limits. In slit confinements,

prolates deform into squeezed biaxial configurations, while oblates develop flattened pro-

files, some of which exhibit divergent behavior at critical confinement sizes. Spherical

confinement gives rise to both bent and confined cup-like shapes [36, 37], with regions of

unstable morphologies marked by large fluctuations in bending energies. Finally, cubic

confinement produces a distinct class of cuboidal and quadriconcave shapes that resemble

experimentally observed Knizocytes [34], highlighting the solver’s ability to capture shape

classes with reduced symmetry and complex morphology (see Fig. 1.3 for illustrations of

the aforementioned shapes).

The confinement studies not only reproduce several known results in the literature

[36, 76, 79, 80, 77], but also extend them by identifying the energetic landscape and clas-

sifying the nature of phase transitions—whether first-order, second-order, or continuous.

The neural-network framework thus provides a unified setting where stability diagrams,

energy diagrams, and phase diagrams can be constructed for a wide variety of confinement

geometries. This capability demonstrates that our solver is versatile enough to accom-

modate external potentials of different symmetries and strengths, while maintaining high

accuracy in capturing transitions between competing morphological states.

The shape transformation process can also occur during the translocation of a vesicle

through an opening in a barrier [81, 82, 83, 84, 85, 86, 87]. Axial symmetry can be broken

during this process, particularly when the vesicle is passing through the barrier’s opening.

Our solver can easily simulate translocation, and we consider this direction of research a
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(a) (b) (c)

(d) (e)

Figure 1.3: Shape examples obtained as a result of confinement: (a) biaxial, (b) elongated

stomatocyte, (c) bent prolate, (d) cup-like, and (e) cuboidal and quadriconcave. (b) and

(d) shapes are cut into halves to reveal their interior and provide a better overall view.

viable approach for studying the physics and energy landscape of the process. This will be

investigated in future work. It should be noted that our solver has the flexibility to calculate

shape displacements through openings of different sizes and geometries. Furthermore, this

can be implemented for both axisymmetric and non-axisymmetric vesicles.

In summary, our solver has the capability to resolve the 3D shape of both axisymmetric

and non-axisymmetric structures without imposing axial symmetry as a separate require-

ment. It can be readily adapted to different simulation scenarios by introducing various

types of constraints to the solver’s cost function.
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1.3 Outline of Thesis

In the next chapter, we introduce the Helfrich theory for the lipid bilayer bending energy,

and then we provide a comprehensive review of the literature on theoretical, experimental,

and numerical/computational phospholipid-vesicle research. We then introduce the phase-

field formulation of the Helfrich theory for bending energy. The derivations of the bending

energy, surface area, and volume in this framework are discussed with details provided

in the Appendices. The area-difference model and its phase-field equivalent are also dis-

cussed here, along with their physical implications for modeling non-axisymmetric vesicle

conformations.

Chapter 3 expounds on the specifics of artificial neural networks and the algorithms

involved in training them, particularly in the context of the mathematical modeling dis-

cussed in this work. The backpropagation algorithm, computational graph construction in

PyTorch, and the implementation of cost-function gradients are described in detail. The

architecture of the NN for representing the vesicle phase field is introduced here, together

with its numerical advantages and limitations.

Chapter 4 presents the deployment of the NN solver for the phase-field-formulated

Helfrich model. Both axisymmetric and non-axisymmetric vesicle shapes are computed

and illustrated. The chapter also provides implementation details of the cost function and

training process, including the use of the Adam optimization algorithm. Bending energy vs.

reduced volume diagram is reproduced and compared with the literature, showing excellent

agreement, and demonstrating the solver’s capacity to capture known shape transitions as

well as produce novel non-axisymmetric conformations.

Chapter 5 is dedicated to confinement studies of vesicles. We expand the investigation

of vesicle shapes confined in different types of hard-wall confinements by including a larger

range of reduced volumes and various initial shapes. In addition to spherical, cylindrical,

and slit confinements, we introduce cubic confinement as a new case. Bending energy

diagrams, stability diagrams, and phase diagrams are constructed for each confinement,

and the solver’s ability to handle both axisymmetric and non-axisymmetric transitions is

highlighted. We also provide a preliminary study of the bilayer area-difference constraint

in spherical confinement, which reveals rich morphological transitions such as clam-like
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shapes and division into disjoint vesicles.

Finally, in the Discussion and Conclusion chapter, we lay out the possibilities that

the vesicle-shape NN solver has opened for numerical calculations and, most importantly,

simulations that can inform the physics of vesicles, especially phospholipid vesicles. The

accomplishments of this work are summarized, including its contributions beyond existing

methods such as finite element and triangulation approaches. We also outline areas for im-

provement, such as extending the solver to more advanced NN architectures, incorporating

flow effects, and adopting the area-difference-elasticity model. We close with a discussion

of future research directions and a brief recap of the central contributions.
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Chapter 2

Helfrich Model and Phase-Field

Formalism

In this chapter, we first introduce the mathematical formalism of the Helfrich model for

the bending energy of deformable membranes. Then we continue by reviewing both the

theoretical and experimental research that contributed to the development and consolida-

tion of the Helfrich framework. Due to its nonlinear nature and mathematical complexity,

various computational methods have been proposed over the past four decades for solving

the model numerically; we provide an in-depth overview of these approaches. In addition,

we briefly survey recent applications of machine learning to the study of lipid bilayers and

vesicles.

We then show how the geometric formulation of the Helfrich model can be recast in

a field-based framework. Specifically, we demonstrate how a phase field can be used to

reformulate the Helfrich energy. To this end, we introduce two distinct approaches to phase-

field reformulation, with mathematical details presented in Appendices A and B. Finally, we

present a phase-field-based expression for the area difference between the two monolayers

of the lipid bilayer. This quantity can be incorporated as an additional constraint into the

Helfrich model, enabling the generation of asymmetric (zero spontaneous curvature) and

non-axisymmetric vesicle shapes in free space.
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2.1 Helfrich Model

Lipid bilayers exhibit resistance to deformation as a result of interactions that the con-

stituent amphiphiles can experience from stretching and compression. These include steric

interactions that oppose compression and surface tension of water and amphiphiles that

oppose stretch [20]. The bending of a bilayer causes one leaflet to stretch and the other

to compress, resulting in stored bending energy within the bilayer. Naturally, the bilayer

adopts a conformation that minimizes this energy at equilibrium, subject to any internal

as well as external constraints.

2.1.1 Bending Energy Expression

The bending energy stored in an element of the surface area of the bilayer is related to its

curvature, i.e., the higher the curvature, the higher the energy. The density of this energy

(bending energy per unit surface area) has the following form, where H and K are the

mean and Gaussian curvatures [69, 27, 70]:

eb = 2κ(H −H0)
2 + κGK, (2.1)

where κ and κG are bending modulus and Gaussian modulus, respectively, and have units

of energy. Typical values of κ obtained by numerous experiments are on the order of 10−19J

or 5 – 30 kBT , where kB is the Boltzmann constant and T is the temperature (20 – 30 ◦C)

[20, 88]. Typical experimental values reported for κG are negative [20, 89].

Here, H = (C1 + C2)/2 and K = C1C2, where C1 and C2 are the local principal

curvatures. In general, the curvature of a surface depends on the direction along which the

curvature is determined. The minimum and maximum curvatures of a particular surface

(or its local values for an area element) are called the principal curvatures. These can be

calculated using differential geometric relations for the directional curvature of a surface

in 3D and finding the extremum values [20, 28, 29].

We also notice that the first term (contribution of mean curvature) on the right-hand

side of (2.1) includes H0. This is known as spontaneous curvature and is a constant,
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introduced phenomenologically to account for the curvature that some bilayers exhibit

even in their equilibrium state [20]. This intrinsic curvature can arise due to asymmetries

in the composition of the two leaflets (monolayers) of a bilayer [90] or from other effects,

such as the asymmetric distribution of electric charges [91].

The bending energy of a surface element, dS, can be calculated by (2.1) as Eb = eb×dS.

For a closed surface, i.e., the deformable membrane (phospholipid bilayer) of a vesicle, this

energy is obtained by performing a surface integral over the whole surface:

Eb = 2κ

∫
S

(H −H0)
2 dS + κG

∫
S

KdS. (2.2)

We should note an important property with respect to the second term in (2.2), namely

the contribution from the Gaussian curvature K. For vesicle shapes that are topologically

similar, this term remains unchanged. This in turn is related to the Gauss-Bonnet theorem,

which states that for a spherical surface with an Euler characteristic χ = 2, the surface

integral of K remains invariant and equal to 2πχ = 4π as long as it is bent and deformed

without topological transformation to a different shape (e.g., a torus) [92]. As such, since

all the shapes presented throughout this thesis have this property, we omit the Gaussian

term from the Helfrich bending energy in our numerical calculations.

2.1.2 Examples for Bending Energy of Elementary Shapes

Here, we calculate the bending energy of elementary shapes, using (2.2). For this, we

consider the schematics in Fig. 2.1 where a spherical shell with radius Rs and a cylindrical

shell with radius Rc and length L are illustrated. The principal curvatures for the spherical

shell are constants and the same everywhere on the shell, namely C1 = C2 = 1/Rs. Hence,

the mean and Gaussian curvatures for the spherical shell are H = 1/Rs and K = 1/R2
s,

respectively. By carrying out the surface integral in (2.2) and setting the spontaneous

curvature H0 = 0, we obtain the bending energy of a spherical shell as Eb = 4π(2κ + κG).

For a cylindrical shell, the principal curvatures are C1 = 1/Rc and C2 = 0, since

the radius of curvature is infinite along the length of the cylinder. Therefore, the mean

curvature is H = 1/(2Rc) and the Gaussian curvature is zero. Using (2.2) and setting
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Rs

Rc

L

Figure 2.1: Schematics of a spherical shell with radius Rs and a cylindrical shell with radius

Rc and length L. The bending energy for these shapes can be calculated by substituting

the principal curvatures of each shape in (2.2).

H0 = 0, the surface integral of the squared mean curvature is easily evaluated, yielding a

bending energy of Eb = κπL/Rc.

2.2 A Review of Theory and Experiment

Both experimental and theoretical efforts have been made to understand the processes that

determine the morphology of phospholipid vesicles and the underlying physical principles

governing their formation and shape transformations. In this section, we review these

foundational studies, which culminated in the formulation of the Helfrich model for vesicle

shape and the associated bending energy [27].

2.2.1 Curvature-dependent Bending Energy of Biomembranes

The biconcave morphology of human erythrocytes (red blood cells) has been a long-

standing subject of inquiry, prompting numerous hypotheses regarding the underlying

biophysical mechanisms. In his influential 1970 paper, Canham addressed this problem

by introducing a theoretical framework based on the minimization of bending energy [69].
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Previous theories frequently invoked factors such as internal pressures, regional mem-

brane specialization, or tensional forces to explain the shape of erythrocytes. However,

Canham’s hypothesis significantly simplified the problem by attributing the morphology

of erythrocytes exclusively to the mechanical properties inherent in the membrane. He

posited that the erythrocyte membrane adopts a configuration that minimizes bending

energy, aligning closely with concepts from elasticity theory and structural mechanics [93].

In Canham’s model, the erythrocyte membrane is treated as a thin elastic shell. The

membrane bending energy density is taken as proportional to the sum of the squares of its

principal curvatures, assuming homogeneous mechanical properties and a conserved mem-

brane area during osmotic volume changes. Using this formulation, Canham systematically

evaluated potential membrane configurations to identify shapes associated with minimal

bending energy. For this, a modified version of the classical Cassini ovals equation was

used to mathematically generate these theoretical cell profiles. The modified version of the

equation in the (x, y)-plane reads

y = c[(b4 + 4a2x2)
1
2 − a2 − x2]

1
2 , (2.3)

where c is a dimensionless parameter introduced in this modified version to provide an

extra degree of freedom for the tunability of shapes, and a and b are the usual parameters

(in units of length) that control the overall shape of the ovals [69]; when b2, the product

of the distances of a point from two fixed points (foci of the Cassini oval 2a apart) is

kept constant, the locus of these points forms a Cassini oval. Through numerical exper-

imentation, parameters were varied within this equation to produce numerous plausible

shapes, each with fixed area and volume; to obtain these three-dimensional shapes, Can-

ham assumed axial symmetry and rotated the 2D profiles around the axis of symmetry.

The calculated bending energies of these theoretical profiles were consistent with shapes

that closely matched the actual erythrocyte profiles observed under isotonic and hypotonic

conditions.

In summary, Canham’s analysis provided compelling evidence that the biconcave mor-

phology of erythrocytes (red blood cells) arises fundamentally from the principles of mini-

mizing bending energy.

Following this work on red blood cells, Evans investigated the mechanics underlying
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bending resistance and chemically induced moments in membrane bilayers [70]. Evans

rigorously addressed the scenario of pure bending in bilayers, emphasizing differences in

mechanical properties between the two distinct membrane leaflets. His analysis distin-

guishes between connected bilayers, where no relative sliding occurs between the leaflets,

and unconnected bilayers, where such sliding is permitted. The resistance to curvature

in connected bilayers was explicitly formulated, revealing it as a function of local cur-

vature. Evans further clarified that, unlike connected bilayers, the bending resistance of

unconnected bilayers is governed by average curvature over the entire membrane surface

rather than local curvature. Importantly, Evans also accounted for the structural rigid-

ity provided by the cytoskeletal components of biological membranes, acknowledging that

this rigidity must be overcome for significant shape changes. For instance, the expression

adopted for calculating the mechanical energy of a deformed combination of lipid bilayer

and membrane skeleton (a more accurate description for red blood cells) in modern litera-

ture contains both a bending energy term, which is dependent on the mean curvature, and

another term dependent on the resistance of the membrane skeleton against shearing and

stretching [94, 95].

In general, the work on theoretical modeling of the shape of red blood cells demonstrated

that it is linked to the bending energy of the cell membrane, which is driven by the curvature

of the membrane. However, as mentioned earlier, another contribution from the membrane

skeleton also influences the equilibrium shape of red blood cells. Since the focus in this

thesis is mainly on phospholipid vesicles, which are made up of a closed lipid bilayer that

may contain other components such as cholesterol molecules and membrane proteins [20],

but not a cytoskeletal structure, only the contribution of curvature-induced bending energy

is considered to be the main driver of the equilibrium shape (with constraints on the surface

area and volume of the vesicle). Before we introduce the original theoretical model that

describes the elasticity of the lipid bilayers, a brief account of the underlying structural

model of the bilayers is provided. This bilayer model is integral to the theoretical elasticity

model.

In their influential 1972 paper, Singer and Nicolson introduced the fluid mosaic model,

a groundbreaking conceptual framework describing the structural organization of biolog-

ical membranes [26]. Prior to this work, existing membrane models typically portrayed

18



membranes as static structures. Singer and Nicolson’s model, however, emphasized the

dynamic nature of membranes, proposing them as fluid bilayers of phospholipids within

which integral proteins are embedded, creating a mosaic-like arrangement.

The fluid mosaic model draws heavily on thermodynamic principles, arguing that the

stable configuration of membranes involves maximizing hydrophobic interactions internally

while presenting hydrophilic groups externally to the aqueous environment.

By proposing a dynamic two-dimensional solution of proteins and lipids, Singer and

Nicolson transformed the understanding of membrane biology. Their model not only rec-

onciled disparate experimental findings, but also provided a robust theoretical foundation

for subsequent research into cellular membranes. Specifically, the two-dimensional fluid

bilayer is the starting point for the Helfrich model of the bending energy, as it leads to a

vanishing shear modulus [27], eliminating its effect on the equilibrium shape of the phos-

pholipid vesicles.

In his foundational paper, Helfrich developed a comprehensive theoretical framework to

describe the elastic properties of lipid bilayers [27]. Helfrich proposed a continuum mechan-

ical model that characterizes lipid membranes through distinct elastic strains, specifically

addressing stretching, tilt, and curvature. However, he emphasized that curvature elastic-

ity predominantly determines the shapes of vesicles, particularly in the absence of external

constraints or forces. On the basis of this insight, Helfrich derived an expression for the

bending energy of the lipid bilayer, using the mean and product of the local principal

curvatures.

Helfrich derived explicit Euler-Lagrange equations governing vesicle shapes under ex-

ternal influences such as magnetic fields and pressure differences. He demonstrated the-

oretically that spherical vesicles could deform into ellipsoidal shapes when subjected to

magnetic fields. Additionally, Helfrich predicted that under an external pressure differ-

ence, spherical vesicles exhibit instability at a defined threshold, subsequently adopting

non-spherical configurations.

A notable insight from Helfrich’s analysis is the introduction of the concept of “sponta-

neous curvature”, which accounts for bilayers that inherently prefer a certain curvature due

to asymmetries in molecular composition. This parameter critically affects the equilibrium
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shapes of the vesicles and the magnitude of their deformation.

Moreover, Helfrich discussed experimental methodologies to validate his theoretical

predictions, notably using magnetic fields and controlled osmotic pressures to measure

bilayer elasticity experimentally. These approaches laid the groundwork for subsequent

experimental validations of membrane elasticity theories.

Helfrich’s theory has become fundamental in membrane biophysics, significantly influ-

encing subsequent research on biological membranes, vesicle dynamics, and the mechan-

ics underlying cellular morphology. By presenting clear theoretical foundations alongside

practical experimental proposals, Helfrich established a framework that remains pivotal in

contemporary studies of soft matter and biophysical membranes.

In another seminal paper, Deuling and Helfrich systematically investigated the Helfrich

model for the bending energy due to membrane curvature—assuming negligible membrane

stretching and shear—for lipid bilayer membranes, providing a comprehensive catalog of

vesicle shapes [96]. Their theoretical approach focused on the elasticity of closed vesicles,

such as those composed of lecithin bilayers in aqueous environments, under the assumption

of rotational symmetry.

Deuling and Helfrich derived and solved the Euler-Lagrange equations governing vesi-

cle shapes, explicitly accounting for parameters such as vesicle volume, membrane surface

area, and spontaneous curvature. They presented an extensive set of solutions, numeri-

cally calculating various equilibrium shapes, including oblate and prolate ellipsoids, disco-

cytes, stomatocytes, torocytes, and more complex asymmetric forms. Each of these shapes

emerges from different boundary conditions applied to the Helfrich model.

Because vesicles are closed surfaces, no physical boundary conditions are imposed in

space; instead, the shape is determined by geometric regularity conditions and symmetry

constraints. Under the assumption of axisymmetry, the surface is generated by revolving a

planar contour, and smooth closure at the poles requires the radial distance from the sym-

metry axis to vanish, ensuring a closed, non-singular surface and the curvature to remain

finite, which fixes the boundary conditions there. Additional constraints arise from sym-

metry: imposing reflection symmetry about an equatorial plane yields prolate and oblate

shapes, while relaxing this symmetry allows asymmetric solutions such as stomatocytes.
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For shapes involving membrane self-contact, internal boundary conditions in the form of

curvature jump conditions are introduced to balance normal forces and prevent interpen-

etration. Thus, different vesicle morphologies emerge from the same variational problem

through the selection of admissible boundary conditions and symmetry assumptions.

An essential insight resulting from their work is the significant role that spontaneous

curvature plays in determining the shapes of stable vesicles. For instance, their analysis

showed critical thresholds for spontaneous curvature that separate stability regions be-

tween oblate and prolate configurations. Moreover, they demonstrated that as the vesicle

volume changes, transitions between different stable shapes occur, sometimes involving

discontinuous morphological transformations.

Their theoretical predictions also explained experimentally observed vesicle morpholo-

gies, including those encountered in red blood cells and artificially prepared lipid vesicles.

Deuling and Helfrich emphasized the practical applicability of their model by comparing

their results with experimental observations, highlighting excellent agreement.

This foundational paper not only cataloged various possible shapes of fluid lipid vesicles

but also laid the groundwork for understanding and predicting vesicle morphology based

solely on curvature elasticity principles. Their rigorous theoretical framework has since

become a cornerstone in the field of soft matter and biophysics, profoundly influencing

subsequent research into membrane mechanics and vesicle dynamics.

2.2.2 Experimental Studies

Experimental efforts have been undertaken to characterize biomembrane vesicles, their

physical properties, and morphological behaviors using a variety of experimental setups

and vesicle preparation methods. These studies have yielded data used to construct phase

diagrams, bending energy versus reduced volume plots, and to determine key elastic and

structural properties such as the bending modulus and membrane thickness. Moreover, ex-

perimental investigations have provided valuable insight into vesicle shape transformations

and transitions, both in free space and under confinement.

Among the well-established experimental techniques for probing membrane mechanics
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is micropipette aspiration, which is primarily used to measure mechanical properties such

as the bending modulus of cell and vesicle membranes. This technique involves applying

suction pressure through a micropipette to draw a small segment of the membrane at the

tip of the pipette. For example, micropipette aspiration was used to measure the bending

modulus of red blood cells [97]. However, as noted earlier, red blood cell membranes include

a cytoskeletal network, making their mechanical response distinct from that of phospholipid

vesicles, which consist mainly of lipid bilayers without such structural components.

In early work on lipid bilayers, the bending modulus was determined for giant thin-

walled vesicles using micropipette aspiration and tethering methods [98]. A seminal study

by Evans and Rawicz [99] extended this technique to several types of phospholipid vesicles.

They demonstrated that the relative change in the apparent (projected) area of a vesicle—

resulting from the suppression of thermal undulations—is linearly related to the bilayer

tension in the low-tension regime. This relationship enables the extraction of the bending

modulus from experimental data via linear fitting [100].

In another important contribution, Needham and Nunn examined the influence of

cholesterol content on the mechanical properties of lipid bilayers, including the area com-

pressibility modulus and membrane lysis tension [101]. Overall, micropipette aspiration

remains one of the principal experimental methods for investigating the mechanical prop-

erties of lipid membranes [102, 103, 104].

Imaging and microscopy techniques represent another major class of experimental meth-

ods used to study phospholipid vesicles. These approaches are primarily employed to inves-

tigate vesicle shape transformations, size and morphology distributions, and to construct

phase and bending energy diagrams. In this section, we provide a concise review of se-

lected studies that have utilized these techniques to extract data for a range of purposes,

including the analysis of shape transitions, the construction of phase diagrams based on

various physical parameters, and the experimental validation of theoretical predictions.

Using dark-field light microscopy, Hotani observed liposomes (single or multilayered

lipid bilayer vesicles, also known as unilamellar and multilamellar vesicles) composed of

equal molar mixtures of dipalmitoylphosphatidylcholine (DPPC) and cholesterol [105]. He

found that these vesicles underwent sequential and reproducible transformations driven
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predominantly by osmotic pressure gradients (range of sizes between a few and 10µm).

Initially adopting a circular biconcave morphology, liposomes consistently transitioned into

several geometrically defined intermediate shapes, including elliptical and polygonal forms

(triangular, square, and pentagonal). These morphological transitions involved distinctive

undulations, vertex formation, and progressive geometric stabilization. Further trans-

formation pathways bifurcated into more complex structures, producing either branched

tubular shapes or head-and-tail configurations (see Fig. 2 in [105]). The osmotic pressure

was emphasized as a primary driving force behind these morphological transformations,

demonstrated experimentally through controlled variations in the ionic strength and solute

concentration.

This study highlighted the generality of the findings in both artificial and biological lipid

bilayer systems. The results implied that the vesicle morphology could be stabilized by

additional structural components, such as membrane-associated proteins. It was explicitly

demonstrated that lipid bilayer fluidity and osmotic pressure govern vesicle morphogenesis.

Berndl et al. systematically examined the shape transformations of giant vesicles (diam-

eters ≈ 10µm) composed solely of dimyristoylphosphatidylcholine (DMPC) in pure water,

revealing a striking sensitivity of the vesicle morphology to minute asymmetries in the lipid

bilayer [106]. Through careful experimental control, they observed shape transformations

induced by temperature variations. These observations were made using the phase contrast

microscopy technique [107].

Experimentally, three distinct transformation pathways were identified: symmetric-to-

asymmetric transitions from dumbbell to pear-shaped vesicles, vesicle budding (expulsion

of smaller vesicles), and discocyte-to-stomatocyte transitions. These transformations were

accurately replicated by theoretical modeling based on bilayer bending energy, considering

two critical assumptions: minimal lipid exchange between bilayer leaflets and a small dif-

ference in thermal expansivity between the inner and outer lipid monolayers. The authors

demonstrated that even small differences (on the order of 10−3) in thermal expansivity

between bilayer monolayers drastically influenced the vesicle shapes. This sensitivity arose

from subtle asymmetries, possibly due to residual impurities or minor compositional vari-

ations.
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By comparing experimental observations with theoretical trajectories derived from the

bilayer-coupling (BC) model (this model is based on the area difference between the inner

and outer monolayers, which can translate into asymmetries in the shape of the vesicle

[73, 31]), Berndl et al. effectively mapped the observed shape on a reduced area difference

vs. reduced volume phase diagram (see Fig. 4 in [106]). Contrasting this with Helfrich’s

spontaneous curvature model, they underscored the descriptive capability of the BC model

in more accurately capturing experimental results, particularly in explaining the continuous

nature of observed shape transformations.

In another study, Döbereiner et al. systematically analyzed the shapes of fluid-phase

phospholipid bilayer vesicles (sizes ≈ 10−20µm), providing an unprecedented quantitative

comparison between experimental observations and theoretical predictions based on the

area-difference-elasticity (ADE) model [108]; this model besides the Helfrich’s bending

energy also takes into account the energy contribution from the difference between the

measured/calculated area difference of the monolayers and the relaxed (preferred) area

difference, which is determined by the difference between the number of lipid molecules in

the inner and outer monolayers times the cross section of a lipid molecule. Utilizing phase-

contrast microscopy, the authors meticulously recorded real-time thermal fluctuations of

vesicle contours, subsequently digitizing and analyzing these shapes to map them onto the

theoretical ADE phase diagram (see Fig. 1 in [108]).

The study demonstrated that temperature variations effectively altered the vesicle pa-

rameters, causing the vesicles to traverse distinct trajectories within the theoretical phase

diagram. Experimental vesicles exhibited shape transformations, including budding, char-

acterized by the formation of smaller vesicles or buds. The authors carefully identified

these transitions as mechanical instabilities occurring at theoretically predicted bound-

aries. They found strong consistency between observed morphological transformations,

such as transitions from prolate to pear-shaped vesicles, and theoretical predictions of lo-

cal shape instabilities. Complexities such as gravitational effects were also addressed, and

their influence on vesicle deformation and orientation was quantified. They showed that

gravitational forces could significantly influence shape and stability, necessitating careful

correction when interpreting experimental results.

Employing confocal fluorescence microscopy, Yanagisawa, Imai, and Taniguchi docu-
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mented the dynamic shape changes associated with phase separation, identifying distinctive

morphological transformation pathways [109]. They explored the morphological transfor-

mations of lipid vesicles undergoing phase separation under differences in osmotic pressure.

The authors used giant vesicles composed of dipalmitoylphosphatidylcholine (DPPC), di-

oleoylphosphatidylcholine (DOPC), and cholesterol, closely mimicking biologically relevant

membranes.

Their results revealed that the vesicle morphology exhibited substantial sensitivity to

both the osmotic conditions and the stage at which phase separation was induced. The

initial spherical vesicles, upon experiencing osmotic stress and subsequent phase separation,

exhibited inward or outward budding depending on the available excess area. The authors

used a multidomain ADE model to explain these observations.

In their comprehensive study, Sakashita et al. provided a detailed three-dimensional

analysis of lipid vesicle shape transformations using advanced fast confocal laser microscopy

techniques [80]. Their investigation offered significant methodological advancements for

capturing the full spectrum of vesicle morphologies, encompassing both axisymmetric and

non-axisymmetric shapes. Using a detailed computational approach, the authors quantita-

tively determined critical parameters such as reduced volume and reduced area difference,

thus characterizing observed shapes that include stomatocytes, discocytes, cigars, neck-

laces, elliptocytes, and various complex non-axisymmetric shapes (see Fig. 4 in [80]).

An important achievement of this study was the validation of vesicle transformations

against theoretical predictions and phase diagrams based on the BC and ADE models. The

authors showed that shape transitions occurred through discrete, step-like changes in the re-

duced area difference, consistent with the ADE framework. Their experiments allowed a de-

tailed examination of transition pathways such as the cigar–racket–discocyte–stomatocyte

and necklace–cigar trajectories. In particular, some transformations exhibited bidirectional

and hysteresis-like behavior, providing deeper insights into the metastable states and energy

landscapes of vesicle morphology. Furthermore, Sakashita et al. rigorously evaluated their

experimental shapes using custom-developed computational techniques combined with the

Surface Evolver software [38].

One active area of theoretical research in vesicle characterization involves the confine-
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ment of phospholipid vesicles within various types of cavities [110, 76, 36, 79, 111, 78].

Despite growing interest, experimental studies in this domain remain limited, and only a

few relevant investigations can be cited.

Sakashita et al. studied the morphological transformations of lipid vesicles confined

within spherical vesicles to explore new vesicle shapes induced by confinement[37]. Using

fast confocal laser microscopy combined with numerical simulations based on a dynamically

triangulated membrane model incorporating the ADE model, they observed previously

unreported vesicle morphologies such as double and quadruple stomatocytes, slit vesicles,

and vesicles partitioned into multiple compartments.

Experimentally, vesicles consisting of single-component lipids (1,2- dioleoyl-sn-glycero-

3-phosphocholine, DOPC) exhibited a variety of distinctive morphologies driven primarily

by spatial confinement. The simulation results closely matched the experimental observa-

tions, providing robust support for the ADE model as an accurate framework to interpret

shape dynamics under confinement. By varying parameters such as the reduced volume and

intrinsic area differences between membrane leaflets, the authors systematically mapped

the observed vesicle shapes onto morphological phase diagrams (see Figs. 1 and 3 in [37]).

Specifically, confinement-induced shapes resembled biological structures, such as mi-

tochondrial cristae (folds in the inner membrane of the mitochondrion), highlighting the

broader biological relevance of their findings. In addition, transitions between different

shapes and hysteresis behaviors associated with shape transformations were identified in

this combined theoretical and experimental study.

In another mainly theoretical study, Kavčič et al. extensively explored the limiting

shapes of lipid vesicles under confinement within spherical cavities, employing both BC

and ADE theoretical frameworks [77]. They systematically categorized confined vesicle

shapes into distinct morphological classes, explicitly addressing both compartmentalized

and non-compartmentalized shapes. Using simplified geometric structures, including flat,

spherical, and cylindrical surfaces, they developed an analytical approximation known as

the “tight confinement approximation”.

The tight confinement approximation refers to a controlled asymptotic limit in which

the vesicle volume V nearly saturates the confining cavity V ′, i.e., the packing fraction
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Z = V/V ′ → 1. In this regime, the membrane is in contact with the confining wall almost

everywhere, and the dominant contributions to the bending energy arise from narrow,

highly curved edge or neck regions where the remaining free volume is localized. The

approximation consists of neglecting small curvature components along these edges while

retaining the diverging transverse curvature, which allows the authors to compute area,

volume, area difference, and bending energy analytically and to construct limiting shape

classes and phase boundaries. This tight confinement approximation therefore represents a

subset of the strong confinement regime, designed specifically to extract analytical insight

into vesicle morphologies near maximal packing, rather than to describe the full range of

deformation pathways encountered at finite confinement sizes.

Their analysis revealed a wide variety of vesicle shapes, including single-compartment

configurations such as invaginated torocytes and U-shaped vesicles, two-compartment

forms such as double stomatocytes, and more intricate three-compartment configurations.

The authors demonstrated how transitions among these shapes are governed by the re-

duced volume and reduced area difference, which they used for the construction of phase

diagrams within the ADE framework (see Figs. 5, 6 and 7 in [77]).

Furthermore, the authors compared their theoretical results for the predicted vesicle

shapes inside a spherical vesicle (size around 10µm) with the experimental observations

they obtained using fast confocal microscopy of single-component vesicles (DOPC) at room

temperature. They noted that their observations here were a qualitative confirmation of

their theoretical predictions for tightly confined vesicles.

2.3 Numerical Calculation of Helfrich’s Bending En-

ergy

When the goal is to calculate the 3D shape of a vesicle using the Helfrich equation (2.2), the

general approach involves minimizing this energy to obtain the equilibrium shape. However,

in addition to energy minimization, the equilibrium shape must satisfy specific surface

area and volume constraints, which must be incorporated into the minimization process.

This can be accomplished by including these constraints using the method of Lagrange
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Figure 2.2: Minimum bending energy (normalized by the bending energy of a sphere) of

prolate, oblate and stomatocyte shapes vs. the reduced volume (normalized by the volume

of a sphere). The data for this diagram was obtained by digitizing Fig. 8 in [31].

multipliers. Consequently, shape determination becomes a variational problem for the

bending energy, subject to constraints on the surface area A and volume V [96, 30, 32].

Numerical approaches to this variational problem require a spatial characterization of

the vesicle membrane in order to represent constrained energy minimization through the

resulting 3D morphology. One such approach achieves this by parameterizing the mem-

brane using arc length, which forms a two-dimensional (2D) contour that is subsequently

revolved to generate the three-dimensional shape. The energy functional, along with the

constraints on surface area and volume, is then written in terms of this arc length. Nu-

merically, the minimization of the resulting Euler–Lagrange equations can be carried out
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using various methods—for example, by converting the equations into a system of or-

dinary differential equations, or by directly treating the governing equations for bending

energy, surface area, and volume using finite-difference methods or Monte Carlo techniques

[96, 31, 112, 113, 114].

The primary limitation of this method is that it is intrinsically restricted to three-

dimensional axisymmetric shapes, since the reduction to a 2D contour relies explicitly on

rotational symmetry. In this formulation, the 2D problem must first be solved, and the re-

sulting shape is then extended to 3D by symmetry, making non-axisymmetric morphologies

inaccessible within this framework. One of the major accomplishments of this approach

is illustrated in Fig. 2.2, which is reproduced using digitized data from [31]. The figure

shows the bending energy (normalized by that of a sphere) of the main axisymmetric vesi-

cle shapes as a function of reduced volume (the vesicle volume normalized by that of a

sphere).

Using various surface discretization methods—where a 2D surface embedded in 3D

space is represented by a set of points (nodes)—the numerical minimization of the bending

energy can be extended to more general cases beyond axisymmetric shapes. In these ap-

proaches, integration and differentiation are performed through numerical approximations

or interpolations based on the discretization nodes. Several techniques utilize these nodes

to compute the bending energy, including:

• Flat triangle meshes or spring networks built upon triangular elements,

• Higher-order elements such as curved triangles,

• Subdivision methods, which introduce new nodes based on refinement rules,

• Spectral methods using basis function expansions, such as spherical harmonics or

Fourier series,

• Cubic B-splines and nonuniform rational B-splines (NURBS) for constructing smooth,

twice-differentiable surfaces,

• The level-set method,
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• The 3D phase-field model, which assigns a scalar field to the spatial domain.

Each of these techniques enables the computation of vesicle shapes [50].

These techniques are implemented in various ways in practice. For instance, the prin-

ciple of virtual work may be applied, or more direct approaches (referred to as strong for-

malisms) can be used, where the fourth-order derivatives arising from variational calculus

and leading to the Euler–Lagrange equation for the bending energy are treated analyti-

cally using geometric arguments, or numerically via finite-difference schemes, such as the

cotangent method for the differentiation operator [50, 51]. In addition, the finite element

method (a weak formalism) can be coupled with surface representation techniques to effec-

tively reduce the order of derivatives from four to two [50]. For example, an adaptive finite

element method has been applied to the phase-field formulation of the Helfrich bending

energy [115], and Brakke’s Surface Evolver package uses a triangulation-based represen-

tation of the surface (a finite element method in nature), incorporating a combination of

exact expressions and finite-difference approximations to compute the surface curvature

derivatives [38].

The techniques and numerical approaches discussed so far are not limited to calculating

the bending energy and equilibrium shapes of vesicles in static conditions. A substantial

body of research focuses on vesicle behavior in hydrodynamic flows, such as shear flow,

where hydrodynamic forces induce membrane deformations and alter vesicle morphology.

These scenarios require coupling fluid dynamics with Helfrich bending energy calculations

to capture the dynamic evolution of vesicle shapes.

Various numerical schemes have been developed and applied to model vesicles in fluid

flow, including the immersed boundary method, boundary integral method, and multipar-

ticle collision dynamics [116, 117, 118, 119, 120, 121, 122]. The phase-field model has also

been widely used for vesicle dynamics due to its straightforward treatment of the mem-

brane as a diffuse interface. Multiple research groups have conducted extensive analytical

and numerical studies on vesicle deformation and shape transitions in hydrodynamic flow

using the phase-field framework [46, 123, 124, 125].

A major challenge with surface discretization methods, such as triangulation, is the need

to track the evolving surface, which can suffer from mesh entanglement and irregularity.
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This necessitates remeshing schemes, thereby increasing the complexity of the numerical

treatment [50]. A phase-field approach to the Helfrich model circumvents these issues

by extending the phase field across the entire computational domain that contains the

vesicle. This eliminates the need to explicitly track the deformable surface (i.e., the diffuse

interface) [45, 126].

One of the most commonly used numerical tools for calculating equilibrium vesicle

shapes is Brakke’s Surface Evolver package, which minimizes the bending energy subject to

constraints such as surface area and volume [38]. A comparison between the Surface Evolver

framework and the phase-field framework for bending energy minimization is warranted,

particularly in light of our use of the phase-field formulation for modeling the deformable

membrane of phospholipid vesicles in 3D. This formulation serves as the foundation for our

proposed neural network (NN) solver, which is then used to calculate a variety of vesicle

shapes under different constraint conditions.

Both Surface Evolver and phase-field models offer powerful frameworks for modeling

the shapes of bilayer vesicles, but they differ significantly in their assumptions, implemen-

tation, and scope. For equilibrium shape calculations, Surface Evolver provides a direct

and efficient method by minimizing the bending energy (via gradient descent) over a tri-

angulated surface with fixed constraints [38]. It can capture a wide range of known vesicle

morphologies and supports constraints on surface area, volume, and even bilayer leaflet

area difference [34, 35]. However, its reliance on a discrete mesh means that resolving

sharp features or narrow necks requires significant mesh refinement. Additionally, the

method often converges to a local minimum, necessitating multiple runs with varied initial

conditions to explore the full shape landscape.

In contrast, phase-field models represent the membrane as a diffuse interface and recover

equilibrium shapes by solving a variational problem for the bending energy [45, 48]. These

models can naturally produce asymmetric (e.g., non-axisymmetric) shapes by imposing

various types of constraints, handle abrupt transitions when instabilities arise, and accom-

modate complex morphologies without requiring remeshing. In fact, meshfree schemes have

been developed for the phase-field approach [127]. However, convergence to equilibrium is

typically slower and more computationally intensive, primarily due to the high-resolution

grids needed to resolve sharp interfaces.
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In terms of modeling dynamics, Surface Evolver is inherently limited—it does not sim-

ulate temporal evolution but instead generates static configurations for a given set of con-

straints. It cannot capture shape transitions, dynamic instabilities, or topological changes

such as vesicle fission, largely due to its reliance on mesh tracking. In contrast, phase-field

methods are specifically designed for dynamic simulations. They can model time-dependent

phenomena such as budding, shape transformations, and even vesicle splitting or fusion,

all within a consistent framework [128]. These methods also allow coupling with hydrody-

namics, making them well suited for studying vesicle behavior in flow or under external

forces [46, 123, 124, 125, 129].

Numerically, Surface Evolver is relatively lightweight and straightforward to imple-

ment. It offers efficient computations and rapid convergence for static problems, and is

accessible to users interested in calculating equilibrium shapes under various physical con-

straints. However, it lacks the flexibility needed for modeling dynamic processes or systems

undergoing topological changes. Phase-field models, while more computationally demand-

ing—especially in 3D—provide a unified framework for both equilibrium and dynamic

behavior. They require careful numerical treatment of higher-order PDEs and are more

complex to implement, but they can accommodate a broader range of physical phenomena,

including multicomponent membranes [128] and local incompressibility constraints [46, 48].

In summary, Surface Evolver is best suited for precise equilibrium studies where shape

transitions or topological changes are not expected, and the simulation goals are compatible

with the software’s mesh-based framework. In contrast, phase-field approaches are indis-

pensable for investigating vesicle dynamics and are better suited for scenarios requiring

greater flexibility, adaptability, and versatility.

2.4 Application of Machine Learning to Vesicles

The use of artificial neural networks (ANNs) has become a cornerstone of machine learning

(ML) techniques. Their capability as universal approximators of continuous functions was

established in early foundational work [57, 58, 59]. As differential equation solvers, ANNs

have been implemented as viable numerical alternatives to conventional schemes for solving
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ordinary and partial differential equations (ODEs and PDEs) [130, 131, 132, 133, 134, 135].

The central idea in these studies is that a simple feedforward neural network can represent

the trial solution of a numerical problem. By minimizing an error or loss function—

constructed from the residuals of the governing ODE or PDE, along with penalty terms

enforcing boundary or initial conditions—the network output converges toward the actual

solution. A key advantage of this method is that the solution is represented as a continuous,

differentiable function over the domain, rather than as a discrete set of values evaluated at

mesh or grid points.

In recent years, the advent of deep learning [56] and the development of machine learn-

ing libraries such as PyTorch, TensorFlow, and JAX, which streamline the implementation

of scientific computing algorithms, have significantly renewed interest in applying neu-

ral networks to the solution of partial differential equations (PDEs). This is especially

true for high-dimensional PDEs, which traditionally suffer from the curse of dimension-

ality [136], and have now become more tractable using deep neural network approaches

[137, 138, 139, 140, 141].

The introduction of physics-informed neural networks (PINNs) has initiated a new

paradigm in numerical methods for solving PDEs [63, 64]. This approach is particularly

well-suited for problems governed by nonlinear PDEs. The central idea is to embed the

structure of the governing equations directly into the training process by penalizing the

residuals of the PDE in the loss function. This enables the learned solution to incorpo-

rate both observational data and known physical laws. The PINN framework has also

been extended to inverse problems, where unknown parameters are inferred and latent

quantities—such as pressure fields—are reconstructed solely from auxiliary observations,

even in the absence of direct measurements. In other words, PINNs have demonstrated

capabilities for both solving and discovering PDEs.

While PINNs are primarily designed to solve partial differential equations by embed-

ding governing equations into the training loss, their application to vesicle shape modeling

via phase-field formulations has thus far been limited, particularly for equilibrium prob-

lems. More recently, Poudel et al. introduced a distinct neural-network-based framework—

Functional Optimization using Neural Networks (FONN)—aimed at directly minimizing

energy functionals defined on discretized spatial domains rather than evolving a time-
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dependent PDE [142].

The proposed FONN framework is used to minimize the Helfrich bending energy under

a global area constraint in 2D. The scalar field ϕ(x, y) is defined on a fixed uniform grid,

and a neural network does not parameterize ϕ(x, y) globally. Instead, two trainable net-

works learn local update rules that propagate information between neighboring grid points

through a message-passing mechanism. One network (fR) models interactions between ad-

jacent nodes, while the other (fO) updates the value of ϕ(x, y) at each node based on the

accumulated local interactions (these are both feedforward neural networks, but each has

a different number of input nodes). Energy minimization is achieved through a progressive

training strategy in which successive applications of these learned local updates reduce the

total energy, bypassing explicit time stepping and traditional gradient flows [142].

While this approach shows promise for calculating equilibrium vesicle shapes, its exten-

sion to 3D geometries and its capability to produce quantitative results, such as bending

energy vs. reduced volume plots or phase diagrams, has not yet been explored.

Conceptually, FONN replaces traditional finite-difference update rules with neural net-

works: instead of using fixed numerical stencils to compute how the phase field should

change on a grid, the neural networks learn these local update rules directly from the

energy minimization process, while the field itself remains defined on a fixed spatial grid.

In contrast, the NN solver developed in this thesis adopts a continuous, meshfree param-

eterization of the phase field itself via a compact feedforward neural network, enabling

direct functional minimization using automatic differentiation for spatial derivatives. This

distinction highlights two complementary NN-based paradigms for variational problems:

learning local update rules on discretized domains (FONN) versus learning a global para-

metric representation of the solution to the Helfrich model (our NN solver).

With the increasing volume of experimental research on lipid bilayers and phospho-

lipid vesicles, ML techniques, particularly deep neural networks, are becoming increasingly

prevalent. These methods are being applied to analyze experimental data for various pur-

poses, such as image processing and denoising [143]. In a recent study, convolutional neu-

ral networks (CNNs) were employed to automate the analysis of fluorescence microscopy

images of giant unilamellar vesicles (GUVs), addressing a persistent challenge in vesicle
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research: the subjective and time-intensive nature of manual image classification [144].

The authors developed a modular software toolset, GUVanalysis, which integrates

CNN-based classification routines with conventional pixel-intensity calculations to enable

a high-throughput and reproducible analysis of vesicle morphology and phase state. The

CNN was trained to identify valid unilamellar vesicles and to distinguish phase-separated

vesicles from homogeneous ones, using both experimentally acquired images and syntheti-

cally generated training data to improve generalization and accuracy. This study highlights

how CNNs can serve as effective surrogates for expert visual analysis in soft matter mi-

croscopy, particularly in applications requiring large-scale statistical sampling of vesicle

shapes and phase behavior.

Deep learning techniques are not limited to analyzing experimental data; they are

also increasingly applied to outputs from molecular dynamics (MD) simulations of lipid

bilayers. For example, a recently introduced hybrid computational framework combines

MD simulations with deep learning to predict the free energy of permeation for small drug-

like molecules across lipid bilayers [145]. Recognizing the limitations of traditional methods

such as umbrella sampling, which are computationally intensive and time-consuming, this

framework aims to accelerate and improve the accuracy of permeability predictions, a

critical factor in both drug development and membrane biophysics.

In this approach, coarse-grained MD simulations are used to generate multidimen-

sional time-series data that capture the interactions of solute molecules within aqueous

environments and lipid bilayers. These datasets serve as input for two deep learning mod-

els: one based on Long Short-Term Memory (LSTM) layers, and another incorporating

LSTM layers with attention mechanisms. Both models are designed to capture temporal

dependencies and extract salient features from the simulation trajectories. The results

demonstrate strong predictive performance, with the basic LSTM model achieving high

accuracy on test datasets, indicating a strong correlation with reference free energy values.

Notably, these deep learning models significantly reduce computational costs, providing

predictions in a fraction of the time required by conventional MD-based methods.
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2.5 Phase Field Model

The phase field model and its application to interfacial problems can be traced back to

Landau’s theory for free energy expanded in powers of a scalar field ϕ, also known as the

order parameter [146]. The more generalized theory by Ginzburg and Landau extended

this approach by including first- and second-order gradients of the field, accounting for the

energetic effects of interface formation [71, 126]. In a related approach, the phenomenon of

phase separation in binary solutions and alloys was described by considering an intensive

scalar quantity, such as the fluid/alloy concentration, which characterizes the coexisting

phases. The temporal evolution of this process was shown to be well described and math-

ematically governed by the Cahn–Hilliard and Allen–Cahn equations for solutions and

alloys, respectively [147, 148].

The application of the phase-field model to the problem of finding the equilibrium

shape of vesicles made of deformable membranes has a strong foundation in classical field-

theoretic approaches to interfacial problems. Instead of discretizing the membrane directly,

e.g., using a triangulation mesh, a scalar phase field ϕ(r) is assigned to each point in the

3D space, with values ranging between ±1. The morphology of the vesicle is determined

by the position of the interface, which is formed by intermediate values of the phase field.

Inside the vesicle, far from the interface, the phase field is ϕ(r) = +1, and similarly outside

the vesicle in the far-field limit, ϕ(r) = −1. This is shown graphically in Fig. 2.3, where a

schematic diagram of a spherical vesicle is used as an example. The interface is depicted by

a transition of colors from lighter to darker in the diagram. The thickness of the interface is

determined by the characteristic length parameter ϵ, which is schematically shown between

the yellow dashed lines.

2.5.1 Phase-field Approach to Helfirch Model

Using this definition to determine the 3D shape of the vesicle membrane, the bending

energy defined by (2.2) is rewritten by incorporating a derivation of the mean curvature

in terms of ϕ(r) and ∇2ϕ(r), constrained by the specified surface area and volume (both

defined in terms of ϕ(r) and ∇ϕ(r)). This expression is then minimized by numerically
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~φ = -1

φ = +1

ϵ

Figure 2.3: Cross-sectional schematic of a spherical vesicle, characterized by assigned

values of a phase field. The interior has ϕ(r) = 1, and the exterior has ϕ(r) = −1. The

interface is delineated by shades of blue, which are lighter toward the inside and darker

toward the outside. Here, ϵ is a length scale that characterizes the interface thickness.

solving the resulting Euler-Lagrange equations. Conventional approaches to numerical

solution have employed finite difference schemes, Fourier spectral methods, finite element

analysis, and time integration schemes such as the semi-implicit Euler method [45, 47,

48, 115, 127, 49, 149]. However, in this thesis, we introduce a completely different and

novel scheme to carry out the numerical calculations that determine the solution to the

underlying variational problem. For this purpose, we adopt the phase-field treatment of

the Helfrich model introduced in [45].

In Appendix A, we show the detailed steps for reformulating the Helfrich model using

the phase field model following [150]. The starting point is to take an ansatz for the phase

field, namely ϕ(r) = tanh(d(r)/
√

2ϵ), where d(r) is the signed distance from the interface,
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and calculate an expression for the mean curvature. As it turns out, this particular ansatz

is the minimizer solution of the Helfrich’s bending energy functional written in its phase-

field formulation [45, 48]. We later show that the approach adopted by [48] can be used to

demonstrate that the proposed ansatz is a solution to the phase-field formulated Helfrich

bending energy functional.

In another approach laid out in Appendix B, we use a different analytical derivation to

obtain a phase-field-based expression for the mean curvature. To this end, we introduce a

functional ansatz for the surface area, which is inspired by the Ginzburg–Landau energy

functional [71, 126].

The expression for the mean curvature in terms of a tanh-like phase field is given by

H[ϕ] = − ϵ√
2 (1− ϕ2)

[
∇2ϕ +

1

ϵ2
ϕ(1− ϕ2)

]
. (2.4)

This expression for the mean curvature provides a pathway for rewriting the Helfrich

model, specifically (2.2), to incorporate the phase-field formalism. In Appendix A, we show

how the surface integral in (2.2) can be converted to a volume integral for calculating the

bending energy of a phase-field-modeled vesicle.

The bending energy Eb[ϕ], reformulated using the phase-field model, can be minimized

subject to constraints on the membrane surface area A[ϕ] and the enclosed vesicle volume

V [ϕ]. This leads to the following variational problem for determining the minimizing phase

field ϕ:

δEb[ϕ]

δϕ
+ λA

δA[ϕ]

δϕ
+ λV

δV [ϕ]

δϕ
= 0, (2.5)

where δ/δϕ denotes the functional derivative with respect to the phase field ϕ, and λA

and λV are the Lagrange multipliers enforcing the area and volume constraints, respectively.

This is one of the most common formulations for computing equilibrium vesicle shapes

[45, 47, 150], and it can be solved numerically using traditional methods such as finite-

difference approximations and gradient descent.
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In another common approach, surface area and volume constraints are imposed through

penalty terms in the phase-field energy functional rather than via Lagrange multipliers

[45, 52, 150, 49]. This approach is more straightforward, since the coefficients of the

penalty terms are chosen as large constant values and, unlike Lagrange multipliers, do not

need to be updated during the numerical calculations.

Campelo et al. in Ref. [48] adopt a different approach to formulating the phase-field

representation of the Helfrich energy functional, as well as a distinct minimization dynamic

for solving the variational problem associated with constrained equilibrium shapes. They

introduce the following ansatz for the free energy functional, denoted by F (to distinguish

it from Eb), which is inspired by the Cahn–Hilliard equation [147]. In this formulation,

the integrand is the square of the chemical potential, which is defined as the functional

derivative of the free energy:

F [ϕ] =

∫ [
−ϕ(r) + ϕ(r)3 − ϵ2∇2ϕ(r)

]2
dr, (2.6)

where ϵ is the length scale characterizing the interface width, and ϕ(r) is the phase field

with the same properties as before: ϕ = +1 inside the vesicle, ϕ = −1 outside, and a

transition layer centered around ϕ = 0 where the field changes between these two values.

The phase field is defined as a regular function of the signed distance d(r), scaled by

the interface width ϵ, namely ϕ(r) = f(Cd(r)/ϵ), where C is an undetermined constant.

With this definition of the phase field, we have

∇ϕ =
C∇d(r)

ϵ
f ′,

∇2ϕ =
C2

ϵ2
f ′′ +

C∇2d(r)

ϵ
f ′, (2.7)

where |∇d(r)|2 = 1 is used [151]. Using (2.7), the ansatz (2.6) can be rewritten in terms

of f(Cd(r)/ϵ)

F [f ] =

∫ [
C2f ′′ + f(1− f 2) + Cϵf ′∇2d(r)

]2
dr. (2.8)
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In the limit ϵ→ 0, the minimum of the energy functional (2.8) is attained when

C2f ′′ + f(1− f 2) = 0. (2.9)

The solution to this equation takes the form tanh(Cd(r)/ϵ), which satisfies the equation

when C = 1/
√

2. Therefore, the phase field solution becomes ϕ(r) = tanh(d(r)/
√

2ϵ).

Substituting this expression back into (2.8), one obtains

F [f ] =

∫
ϵ2

2

(
1− tanh2

(
d(r)√

2ϵ

))2

|∇2d(r)|2dr, (2.10)

or equivalently

F [f ] =
8
√

2ϵ3

3

∫
3

4
√

2ϵ

(
1− tanh2

(
d(r)√

2ϵ

))2

|1
2
∇2d(r)|2dr. (2.11)

In the sharp interface limit (ϵ→ 0), the expression,

3

4
√

2ϵ

(
1− tanh2

(
d(r)√

2ϵ

))2

≈ δ(d(r)) (2.12)

approximates the Dirac delta function δ(d(r)). This approximation allows the volume

integral to be converted into a surface integral:

F [d] ∼
∫
S

|1
2
∇2d(r)|2dS, (2.13)

where ∇2d(r) corresponds to the negative of the sum of the local principal curvatures of

the surface [152, 153], and thus the integrand in (2.13) represents the square of the mean

curvature. Consequently, the ansatz for the free energy functional in (2.6) serves as the

phase-field equivalent of the Helfrich bending energy, with the spontaneous curvature set

to zero. For nonzero spontaneous curvature, it can be shown that the full Helfrich energy

given by (2.2) is recovered [48].

To enforce the area constraint, Ref. [48] argues that the lipid membrane does not ex-

change a significant number of molecules with the surrounding medium. Furthermore,
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under the assumption of local membrane incompressibility, the following effective free en-

ergy functional is introduced, incorporating a constraint on the local area of the membrane:

Feff [ϕ] = F [ϕ] +

∫
σ(r)a[ϕ]dr, (2.14)

where σ(r) is a local Lagrange multiplier and a[ϕ] is the local surface area assumed to have

the form

a[ϕ] =
3

2
√

2
ϵ|∇ϕ|2. (2.15)

When the expression for a[ϕ] is combined with the hyperbolic tangent solution, it yields a

delta function that peaks at the interface location—specifically, the expression in (2.12) in

the limit ϵ→ 0. Consequently, the volume integral of a[ϕ] becomes equivalent to a surface

integral in the sharp interface limit, recovering the total surface area of the vesicle.

To impose a volume constraint for impermeable vesicles, the authors in Ref. [48] employ

a Model-B type dynamics, given by

∂ϕ

∂t
= ∇2

(
δFeff

δϕ

)
, (2.16)

which ensures the conservation of the volume integral of the phase field, i.e.,
∫
ϕ(r), dr =

const.

The bending energy vs. the reduced volume diagram reported in Ref. [48] is shown

in Fig. 2.4. The data obtained by numerically solving (2.16)—using a second-order finite

difference for spatial approximations and the Euler scheme for time integration—is repre-

sented by the gray symbols and error bars. These data points overlap the lines reproduced

by the data from Fig. 8 in [31], indicating consistency between the two approaches. How-

ever, the number of data points is insufficient to construct the complete diagram using the

phase-field formulation of the Helfrich energy proposed in [48].

Campelo et al. argue that using (2.16) to minimize the bending energy is more ap-

propriate, as the enclosed volume of the vesicle remains fixed under Model-B dynamics,

which ensures the conservation of the phase field (order parameter) [154]. In contrast, they

contend that the phase-field formulation leading to (2.5), as proposed and used in [45, 47],

does not inherently conserve the internal volume of the vesicle.
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Figure 2.4: Minimum bending energy (normalized by the bending energy of a sphere) of

prolate, oblate and stomatocyte shapes vs. the reduced volume (normalized by the volume

of a sphere). The gray symbols with error bars are reported by Campelo et al. [48] and

the lines are included as reference (obtained by digitizing Fig. 8 in [31]).

As explained earlier, the inner volume of the vesicle is enforced through a Lagrange

multiplier, λV , as shown in Eq.(2.5). One could argue that Eq.(2.5) resembles Model-A

dynamics, which is typically used for systems with non-conserved order parameters [154].

However, in the formulation adopted by Refs. [45, 47], the non-conserving nature of Model-

A dynamics is addressed by explicitly incorporating the volume constraint into the energy

functional.

In Chapter 3, we present the formulation of this problem within our neural network

solver. Specifically, we show that the minimization method employed in our approach—
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where the phase-field model is represented by an ansatz encoded in a feedforward neural

network—leads to a parametric energy minimization framework. Although this formulation

is conceptually similar to the variational equation given in Eq. (2.5), it differs in that it

does not involve functional derivatives with respect to the phase field ϕ. Instead, it is

based on derivatives with respect to the network parameters, which collectively represent

the phase-field solution.

2.5.2 Phase-field Approach to Area Difference Modeling

Typical lipid bilayer thickness is about 4-5 nanometers, which is relatively small compared

to the overall size of a vesicle [20]. As a result of this characteristic, the two monolayers

(leaflets) comprising the bilayer exhibit a difference in their surface areas. In Fig. 2.5, a

schematic of a spherical vesicle in 2D illustrates this effect. The internal surface of the

vesicle (Ain) is smaller than the external surface (Aex). This area difference is proportional

to the bilayer thickness, indicated by the separation distance s; the thinner the bilayer, the

smaller the area difference.

The area difference model (this model is referred to as bilayer-coupling model in [31])

seeks to quantify this disparity between the internal and external surface areas. The

assumption here is that the monolayers maintain fixed surface areas and that no exchange

of lipid molecules occurs between them [31, 73]. The difference in area, ∆A = Aex−Ain, can

be calculated using a reference surface, with area A and mean curvature H, located between

the two monolayers. The position of this reference surface depends on the bending moduli

(κ) of the monolayers; for identical moduli, the surface is positioned halfway between the

internal and external surfaces [31]. Quantitatively, the area difference, up to order s2/A,

is proportional to the surface integral of H (the mean curvature of the reference surface),

denoted by M :

∆A ≈ 2sM = 2s

∫
S

HdS. (2.17)

This expression provides the means to calculate the area difference from the mean
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Aex

Ain

s

Figure 2.5: Cross-sectional schematic of a spherical vesicle, with the constituent bilayer

shown for reference. The interior monolayer has a surface area (red circle) denoted by Ain,

while the exterior monolayer has a surface area (green circle) denoted by Aex. The leaflets

(monolayers) are separated by a distance s.

curvature. Using (B.13), we have

M =

∫
S

− ϵ√
2 (1− ϕ2)

[
∇2ϕ +

1

ϵ2
ϕ(1− ϕ2)

]
dS, (2.18)

for a phase-field approach to calculating the area difference given by (2.17). Later in this

thesis, we show how (2.18) is converted to a volume integral and how M is used to introduce

a dimensionless quantity for the area difference, namely the reduced area difference ∆a,

which equals one for a spherical vesicle. It has been shown that for a range of values

of ∆a and reduced volume (non-dimensionalized volume), the shapes of vesicles become

non-axisymmetric in free space [35, 74]. We will show examples of these shapes, such as

starfish, in Chapter 4, where we detail the inclusion of area difference as an additional

constraint in the variational problem for determining the equilibrium shape.

We emphasize that the phase-field area difference model presented here is based on the
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bilayer-coupling model [31, 73], which represents a limiting case of the more general area-

difference-elasticity (ADE) model. In the ADE framework, the actual (or calculated) area

difference and the preferred (or relaxed) area difference are not necessarily equal, leading

to an additional contribution to the total energy known as the non-local bending energy.

In the special case where the actual and preferred area differences coincide, the ADE model

reduces to the bilayer-coupling model [108, 155].
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Chapter 3

Artificial Neural Networks for Phase

Fields

In this chapter, we provide background on artificial neural networks and describe the

implementation of the backpropagation algorithm for updating the weights and biases that

collectively define the network parameters. We then demonstrate how this neural network

framework is applied to solve the phase-field formulation of the Helfrich model. Specifically,

we show that when the original problem is mapped onto a neural network representing

the phase field, the solutions that satisfy the imposed constraints correspond to those

that minimize the network’s cost function. In the following chapter, we validate these

numerical solutions by reproducing the bending energy versus reduced volume diagram for

axisymmetric vesicle shapes.

3.1 Artificial Neural Networks

Artificial neural networks (NNs) are computational models inspired by the structure and

function of the human brain. They are generally composed of multiple layers, each con-

taining a set of interconnected processing units known as neurons (or nodes). The earliest

model of a neuron, known as a perceptron, was introduced in the 1940s as a simple unit
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that computes a binary output from a set of binary inputs [53]. This idea was further

developed in the 1960s with the introduction of multilayer architectures, leading to what

are now known as multilayer perceptrons (MLPs) [54]. These early developments laid the

foundation for modern neural networks, including the key architectural features of layered

structures and neuron-based computation.

A typical neural network (NN) consists of three types of layers: the input layer, one or

more hidden layers, and the output layer. The input layer comprises neurons that receive

raw input data, such as floating-point values representing coordinates in three-dimensional

space (3D) or pixel intensities in an image. These neurons are connected to neurons in the

subsequent layer—usually the first hidden layer—via weighted connections and nonlinear

activation functions. Each neuron in the hidden layer receives a linearly weighted sum of

its inputs, along with a bias term, which is then passed through a non-linear activation

function to produce the neuron’s output [55].

Formally, if the jth input neuron has value zj, the input to the ith neuron in the next

layer is given by
∑

j wijzj + bi, where wij is the weight associated with the connection from

neuron j to neuron i, and bi is the bias term. The weights and biases together constitute the

trainable parameters of the neural network. This process is repeated layer by layer until the

network produces an output in the final layer. Neural networks that follow this structure—

where neurons are fully connected between adjacent layers and information flows strictly

forward—are known as fully connected feedforward neural networks. In contrast, recurrent

neural networks (RNNs) allow connections within the same layer or between non-adjacent

layers, enabling the modeling of temporal or sequential data [156, 157].

Activation functions introduce nonlinearity into neural networks, enabling them to ap-

proximate complex, nonlinear mappings. One of the most well-known activation functions

is the sigmoid function, defined as

σ(u) =
1

1 + e−u
, (3.1)

which maps real-valued inputs into the interval (0, 1). Originally inspired by binary thresh-

old units in the perceptron model, the sigmoid function provides a smooth, differentiable

approximation of a binary switch.
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Other widely used activation functions include the hyperbolic tangent (tanh), rectified

linear unit (ReLU), softplus, and Gaussian functions. These functions are selected based

on the specific task or architecture. For example, the ReLU function, defined as max(0, u),

has become the default activation function in many deep learning applications, particularly

in convolutional neural networks (CNNs) used for image classification tasks [158]. Each

activation function brings different advantages in terms of gradient flow, computational

efficiency, and representational capacity, making the choice of activation function a crucial

design decision in neural network architecture.

Neural networks are considered universal approximators, meaning they can approximate

any continuous function to arbitrary accuracy, provided they have sufficient depth and

width in their architecture [57, 58, 59]. In essence, when an NN is trained on a specific

task, it learns a function that maps a set of input variables to a desired output with high

precision. For neural networks designed to approximate scalar-valued functions—whether

with single or multiple inputs—there exist theoretical results that prescribe the necessary

number of hidden layers and neurons to achieve a high level of approximation accuracy

[159, 160].

3.1.1 Feedforward Neural Networks with an Example

The architecture of a typical feedforward neural network (FNN) is illustrated schematically

in Fig. 3.1. FNNs are widely used for tasks such as function approximation and classifica-

tion. In the following sections, we demonstrate how an FNN is employed in our proposed

neural network-based solver for calculating vesicle shapes.

One of the well-known classification problems for which a feedforward neural network

(FNN) can be used is handwritten digit recognition [55]. A widely used dataset for this

task is MNIST, which contains 60,000 labeled images of handwritten digits for training.

In this application, the pixel values of each image serve as inputs to the FNN, so the

input layer must contain the same number of nodes as the number of pixels in an image.

The number and size of the hidden layers are chosen to optimize performance, typically

measured by classification accuracy. Each training image is labeled with its corresponding

digit, which is encoded as a one-hot vector: for example, the digit 0 is represented as
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input layer hidden layer 1 hidden layer 2 hidden layer 3 output layer

Figure 3.1: . An example of a feedforward neural network. Green circles represent neurons

(nodes), and the arrows indicate unidirectional connections from one layer to the next,

progressing toward the output layer. Each connection is associated with a weight, and each

neuron—except those in the input layer—is assigned a bias. The inputs from the previous

layer are linearly combined using these weights and biases, and the result is passed through

an activation function (e.g., the sigmoid function in Eq. (3.1)). The weights and biases

collectively constitute the trainable parameters of the network, which are optimized to

produce a desired output. This example shows three hidden layers, each with an arbitrary

number of nodes.
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(1, 0, 0, 0, 0, 0, 0, 0, 0, 0)T , the digit 1 as (0, 1, 0, 0, 0, 0, 0, 0, 0, 0)T , and so on. During training,

the FNN’s output (i.e., the values of the ten output neurons) is compared to the target

one-hot vector. The difference between them—referred to as the residual—is used to

define a scalar objective function, commonly known as the cost function, loss function,

or error function. This function, often taken as the sum of squared differences or its

average, is minimized by adjusting the network parameters (weights and biases) through

an optimization algorithm.

After the training session concludes—typically involving multiple epochs, where each

epoch consists of shuffling and feeding the entire training dataset to the network—the

performance of the trained neural network is evaluated using a separate dataset known as

the test set, which contains 10,000 images. During this evaluation phase, no cost function

minimization or parameter updates are performed. The sole purpose is to evaluate how well

the trained FNN generalizes to classifying digits it has not encountered during training.

This test accuracy provides a measure of the model’s ability to perform on unseen data,

which is critical to validating its practical utility.

3.1.2 Cost Function of an NN

The cost function is a scalar function that takes as its argument the output of a neural

network. Focusing on the FNN example of digit recognition, a typical cost function can

be defined as follows [55]:

Jquad(Θ) =
1

2n

∑
(Xtr,X0)

|F (Xtr,Θ)−X0|2, (3.2)

where Xtr denotes the input data (that is, the pixel values of a training image), X0 is the

corresponding target vector that encodes the correct digit label, and n is the total number

of training samples. This particular form of the cost, also known as the quadratic or mean

square error (MSE) cost, quantifies the average squared difference between the network’s

output F (Xtr,Θ) and the desired output X0 in the training set. The objective is to find a

set of NN parameters Θ that minimizes the cost function in Eq. (3.2).
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The minimization of a cost function can be implemented using a gradient descent

algorithm. To demonstrate this, we consider a Taylor expansion of the cost function

J(Θ + δΘ), where δΘ denotes an infinitesimal variation in the neural network parameters:

J(Θ + δΘ) ≈ J(Θ) + δΘT∇ΘJ(Θ) +
1

2!
δΘT∇2

ΘJ(Θ)δΘ + . . . (3.3)

Here,∇ΘJ(Θ) is the gradient (i.e., the Jacobian of the scalar-valued function J with respect

to the vector Θ), and ∇2
ΘJ(Θ) is the Hessian matrix. Retaining only the first-order term,

we approximate the change in the cost function as

δJ = J(Θ + δΘ)− J(Θ) ≈ δΘT∇ΘJ(Θ). (3.4)

To ensure that δJ is negative—i.e., that J(Θ) decreases—we choose δΘ = −η∇ΘJ(Θ),

where η > 0 is a small scalar. In machine learning, η is known as the learning rate and is

treated as a tunable hyperparameter. With this choice, we have

δJ = −η|∇ΘJ(Θ)|2, (3.5)

which is always negative, ensuring descent along the cost function. Therefore, the param-

eters are updated using the rule Θ′ = Θ− η∇ΘJ(Θ), which is the essence of the gradient

descent algorithm [55].

It should be noted that the second-order term in Eq. (3.3) can be retained to incorporate

information about the curvature (i.e., the Hessian) of the cost function. This enables the use

of second-order optimization methods that adjust the learning rate according to the local

concavity of the cost landscape. However, evaluating the Hessian matrix is computationally

expensive, especially for NNs with a large number of parameters. To avoid this cost,

more sophisticated variants of the gradient descent algorithm have been developed. These

include momentum-based stochastic gradient descent [60], RMSProp [61], and Adam [62].

Such methods introduce additional tunable hyperparameters and adaptively modify the

learning rate using running averages of the gradients and, in some cases, their second

moments. These techniques accelerate convergence and improve stability, particularly in

problems involving noisy or sparse gradients.
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3.1.3 Improvements to Learning

Some cost functions can lead to slower learning, such as the quadratic cost function (3.2).

This slowdown is often attributed to the vanishing gradient problem, which arises when

sigmoid activation functions saturate and produce gradients that are nearly zero [55]. One

way to alleviate this issue is to adopt a cost function that mitigates the effect of vanishing

gradients caused by saturated sigmoid activations. The cross-entropy cost function, given

by

Jcross(Θ) = − 1

n

∑
(Xtr,X0)

∑
i

[X0i ln (F (Xtr,Θ)i) + (1−X0i) ln (1− F (Xtr,Θ)i)] , (3.6)

has this property, and learning slowdown can be avoided by using it instead of the quadratic

cost function Jquad(Θ) (3.2) [55]. Here, the second summation is over all output nodes in

the final layer of the FNN.

The vanishing gradient problem arises when the sigmoid activation function saturates—

that is, when the weighted input to the neuron becomes very positive or very negative. In

these regions, the derivative of the sigmoid activation

σ′(u) = σ(u) [1− σ(u)] , (3.7)

becomes very small. When the quadratic cost function Jquad(Θ) (3.2) is used in conjunction

with the sigmoid activation, the gradient of the cost with respect to a weight in the output

layer becomes proportional to

∂Jquad
∂w

∝ [F (Xtr,Θ)i −X0i] · σ′(u), (3.8)

where F (Xtr,Θ)i = σ(u) is the ith NN output node and X0i is the ith component of the

target label vector. When F (Xtr,Θ)i approaches 0 or 1, σ′(u) → 0, and the gradient

vanishes, even if the output is far from the target. This considerably slows the training

process.

In contrast, when the cross-entropy cost function Jcross(Θ) (3.6) is used with a sigmoid

activation, the gradient of the cost to a weight in the output layer simplifies to

∂Jcross
∂w

∝ F (Xtr,Θ)i −X0i, (3.9)
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which avoids the multiplicative factor σ′(u) entirely. Therefore, even when F (Xtr,Θ)i is

close to 0 or 1, the gradient remains significant as long as the output differs from the target.

This accelerates convergence and avoids learning slowdown due to vanishing gradients.

Similar arguments can be made with respect to biases to show slowdown suppression when

the cross-entropy cost is used.

Other ways to improve the learning process include techniques aimed at preventing

overfitting. The most common among these is regularization, with L2 regularization (also

known as weight decay) being widely used. It is implemented by adding a penalty term to

the cost function, leading to the modified expression [55]:

Jreg(Θ) = J(Θ) +
λ

2n

∑
w

w2, (3.10)

where the summation is over all the weights in the neural network parameters Θ (excluding

biases), and λ is a hyperparameter that controls the strength of the regularization. A larger

λ penalizes large weights more heavily, encouraging the network to keep them small.

The weight update rule is modified accordingly:

w′ =

(
1− ηλ

n

)
w − η∇wJ(Θ), (3.11)

while the update rule for biases remains unchanged. Keeping the weights small promotes

smoother and more generalizable functions, making the network less sensitive to noise and

spurious correlations in the training data. Without regularization, larger weights may

cause the network to memorize training data, resulting in poor generalization performance

on the test set [55].

Another widely used regularization technique is dropout [161]. Unlike weight decay,

which modifies the cost function, dropout alters the structure of the neural network during

training. Specifically, at each training iteration, a fixed percentage of neurons in the hidden

layers is randomly “dropped out”—i.e., temporarily removed from the network by setting

their output to zero. The forward and backward passes are then performed on this thinned

network.

This process is repeated at every training step with a new random subset of neurons

dropped. As a result, the network effectively trains an ensemble of smaller subnetworks
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that share weights. Once training is complete, all neurons are reinstated and their outputs

are appropriately scaled (typically by multiplying by the dropout rate) to approximate the

average prediction of the ensemble.

This technique significantly reduces overfitting by preventing neurons from co-adapting

too strongly and encourages the network to learn more robust and distributed representa-

tions [55].

3.1.4 Stochastic Gradient Descent

So far, when we have referred to training an NN or the learning of network parameters, we

have essentially meant the optimization of the weights and biases such that the cost function

is minimized in the high-dimensional parameter space. One straightforward approach to

this optimization is to use the entire training dataset at each iteration to compute the

cost function and its gradient; this method is known as batch gradient descent. However,

although conceptually simple, batch gradient descent is computationally inefficient for large

datasets, as it requires a complete pass through all training samples before each parameter

update.

Stochastic gradient descent (SGD) is a variation of the gradient descent algorithm

that significantly accelerates the learning process by dividing the training set into smaller

chunks, commonly known as mini-batches [55]. To update the NN parameters, one must

compute the gradient of the cost function with respect to those parameters, denoted by

∇ΘJ(Θ). For the quadratic cost function (3.2), the gradient can be expressed as:

∇ΘJquad(Θ) =
1

n

∑
Xtr

∇ΘJXtr(Θ), (3.12)

where JXtr(Θ) = |F (Xtr,Θ)−X0|2 /2 denotes the cost associated with a single training

sample. This formulation shows that the full gradient is the average over all training

samples. However, for large datasets, computing this sum in every iteration becomes

computationally expensive.
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The SGD approach approximates this average by using a randomly selected mini-batch

of the training data (typically without replacement), which is substantially smaller than

the full dataset. That is,

∇ΘJquad(Θ) ≈ 1

m

∑
Xm

∇ΘJXm(Θ), (3.13)

where Xm denotes a mini-batch with m entries. This approximation leads to an updated

rule for the NN parameters:

Θ′ = Θ− η

m

∑
Xm

∇ΘJXm(Θ). (3.14)

Using this approach, each parameter update becomes computationally cheaper, enabling

faster iterations and often better generalization in practice.

The update rule for training an NN can, in principle, be applied by computing the cost

function over the entire training set. However, in practice, such as in the case of hand-

written digit recognition, training with mini-batches significantly accelerates the learning

process. This is implemented by selecting a subset (mini-batch) of the training data and

updating the NN parameters using the rule Θ′ = Θ−η∇ΘJ(Θ). These updates are repeated

until all mini-batches have been used, which constitutes one epoch of training.

This approach results in multiple parameter updates per epoch, in contrast to just one

update when using the full training set. As a result, learning progresses more rapidly. The

key insight here is that the gradient used in the update rule does not need to be exact;

rather, an approximate gradient that generally points in the direction of the steepest

descent is sufficient to guide the network toward a minimum of the cost function [55].

Thus, SGD enhances the efficiency of the learning process by reducing the number of

epochs required to achieve convergence.

So far, we have seen that regardless of the algorithm employed for cost minimization,

the gradient ∇ΘJ(Θ) must be computed to update the NN parameters. The algorithm

responsible for calculating this gradient is the backpropagation algorithm, which we discuss

next.
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3.1.5 Backpropagation Algorithm

To update the NN parameters using the rules discussed earlier, it is necessary to compute

the gradient of the cost function, ∇ΘJ(Θ). This computation is performed using the

backpropagation algorithm, whose core mechanism is the application of the chain rule

from calculus. The systematic use of this algorithm for learning the parameters of NNs

was first thoroughly studied in the seminal work by Rumelhart et al. [162].

In general, two distinct passes over a neural network (assumed here to be a feedfor-

ward neural network, or FNN, for simplicity) are required to update the parameters Θ.

During the forward pass, inputs from the training set are fed into the input nodes and

propagated through the network—via application of the weights, biases, and activation

functions—culminating in the output layer, where the cost is computed based on the pre-

dicted outputs. In the backward pass, the derivatives of the cost function with respect to

the network parameters (i.e., weights and biases) are calculated. This involves starting at

the output layer and determining how infinitesimal changes in the weights and biases affect

the cost function, using the chain rule of calculus. These gradients are then “backpropa-

gated” through the network, layer by layer, toward the input layer. Taken together, the

forward and backward passes comprise the full backpropagation algorithm for computing

the gradients necessary for parameter updates.

Denoting the activation functions by f , their inputs by z, and their outputs by a (i.e.,

a=f(z)), the weight matrices between layers by W (since in a fully connected NN, the

weights between consecutive layers can be represented as matrices), and the bias vectors

by b, the backpropagation algorithm can be expressed through the following four main

equations [55]:

δll = ∇aJ ⊙ f ′(zll), (3.15)

δl = ((Wl+1)Tδl+1)⊙ f ′(zl), (3.16)

∇bJ = δl, (3.17)

∇WJ = al−1 ⊗ δl, (3.18)

where ll denotes the last layer, and all preceding layers are indexed by l. The symbol ⊙
denotes the element-wise (Hadamard) product, and ⊗ denotes the outer product. The
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vectors δl represent the sensitivities or error signals, quantifying how the values at each

node change due to infinitesimal perturbations in their inputs. These expressions are direct

applications of the chain rule of calculus [55]. Note that f ′ denotes the derivative of the

activation function with respect to its input, and we have omitted the explicit dependence

of the cost function J(W,b) on the weights and biases for brevity.

These expressions provide a practical way to calculate the gradients for the weights and

biases of the NN, which, in turn, are used to implement parameter updates using a gradient

descent method. They can be readily translated into computer code; however, in practice,

the backpropagation algorithm is commonly implemented using well-established machine

learning libraries. For example, the PyTorch library [163] provides built-in methods for

computing gradients via backpropagation, which can be easily applied to a predefined NN

using simple function calls.

To perform the backpropagation algorithm, the library framework constructs compu-

tational graphs [56] that track the variables and operations involved. In PyTorch [163],

these are referred to as “directed acyclic graphs” where the nodes represent operations

and the edges represent the flow of data between them. During the forward pass, this

computational graph is dynamically built by recording all operations performed on the

inputs of the NN, and it is stored in memory. Variables intended for differentiation are

flagged with grad=True, signaling the framework to include them in the graph. When the

backpropagation algorithm is invoked, the graph is traversed in reverse to compute the

gradients of the NN parameters (weights and biases).

It should be noted that the same automatic differentiation engine used to construct

computational graphs and implement the backpropagation algorithm can also be employed

to compute derivatives with respect to any variable in the NN. For instance, if derivatives

of the NN output with respect to the input variables are required, the input nodes can be

flagged as grad=True variables. A computational graph is then constructed to record all

operations involving these inputs. Derivatives of the output are subsequently obtained by

invoking the autograd function. The order of differentiation is limited primarily by the

available memory, rather than algorithmic constraints. When graphics processing units

(GPUs) are used, these computations can be efficiently parallelized, although the available

GPU memory sets the upper bound on the number of data points processed simultaneously.
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Importantly, the derivatives obtained via automatic differentiation are exact up to machine

precision (assuming the NN has sufficient depth and width), in contrast to those computed

using finite-difference methods, which are subject to discretization error.

3.2 Neural Network for Vesicle Shapes

Here, we focus on the neural network architecture employed in our proposed vesicle shape

solver. The core of the solver is an FNN that represents a phase field characterizing the

three-dimensional shape of a vesicle. The input layer receives the Cartesian coordinates

of the simulation domain that encloses the vesicle, while the single output node returns

the value of the phase field at each input coordinate. We demonstrate how this FNN

architecture can be utilized to obtain solutions to a constrained energy minimization prob-

lem, analogous to Eq. (2.5), by encoding the constraints and energy terms into a suitably

defined cost function.

3.2.1 NN Representation of a Scalar Phase Field

The structure of the NN that represents the vesicle phase field is illustrated in Fig.3.2. As

discussed earlier, this is an FNN, which means that the data flow is unidirectional, from the

input layer toward the output layer. The input to the network is the spatial coordinates

of a point in three dimensions, denoted by r := (x, y, z), within the simulation box. The

activation functions used to introduce nonlinearity in the first and second hidden layers

are standard sigmoid functions, given by Eq.(3.1). The output node, which evaluates the

phase field ϕ, uses a hyperbolic tangent activation function. This function is related to the

sigmoid function by a simple transformation: tanh(u) = 2σ(u)− 1, and maps its input to

the range [−1, 1]. To determine the appropriate depth and width of the network, that is,

the number of hidden layers and the number of nodes in each layer, we follow the lower

bound estimates for these hyperparameters provided in Ref. [160], which are discussed in

more detail in Section4.2.2.

The numerical value of the jth node is obtained by scaling and shifting the output of
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Input layer Hidden layer(s) Output layer

φ…
Z

…Y

X

Sigmoid
Tanh

Sigmoid

Figure 3.2: Neural network representation of the phase field ϕ. The network consists of

two hidden layers, each containing an arbitrary number of hidden nodes. The input layer

takes the spatial coordinates, and the output layer returns the value of the phase field ϕ at

the corresponding point. Nonlinear activation functions are applied to each hidden node

to enable the network to approximate complex spatial variations in ϕ. These activation

functions are indicated alongside the respective layers.

the ith node from the previous layer using the NN weights and biases—collectively denoted

by Θ—and applying the activation function. This is given by u′
j = f (

∑
iwjiui + bj), where

f denotes the activation function. Consequently, the phase field represented by NN is a

function of the spatial coordinates and the NN parameters, written as ϕ(r; Θ). If the

NN parameters are grouped into three subsets, Θ1, Θ2, and Θ3, corresponding to three

layers, and assuming that all activation functions are hyperbolic tangent functions (with

the rescaling and shift absorbed into Θ), the composition can be expressed as

ϕ(r; Θ) := tanh(tanh(tanh(r; Θ1); Θ2); Θ3) (3.19)
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3.2.2 Cost Function for Phase Field NN

To obtain a vesicle shape that minimizes the bending energy subject to surface area and

volume constraints, we aim to solve the variational problem given by Eq. (2.5). To this

end, we reformulate the problem as the minimization of a cost function defined over the

phase-field NN. As discussed earlier, minimizing this cost function yields the optimal set

of NN parameters that define the phase-field solution corresponding to the constrained

bending energy minimization problem.

The functional expressions for the bending energy, surface area and volume of a vesicle,

formulated in terms of a phase field, are provided in the next chapter (see Eqs.(4.1),

(4.3), and (4.4)). These expressions can be rewritten in terms of the NN-represented

phase field and its spatial derivatives as Eb[ϕ(r; Θ),∇2ϕ(r; Θ)], A[ϕ(r; Θ),∇ϕ(r; Θ)], and

V [ϕ(r; Θ)]. A suitable cost function that incorporates these expressions and enforces the

desired geometric constraints is given by

J(Θ) = Eb(Θ) + λA[A(Θ)− A0] + λV [V (Θ)− V0], (3.20)

where the dependence on r is suppressed, as the integrals in (4.1), (4.3), and (4.4) yield

scalar quantities. Here, λA and λV are Lagrange multipliers that impose the surface area

and volume constraints, and A0 and V0 are the prescribed target values for the surface area

and volume of the vesicle, respectively.

Minimizing the cost function in Eq.(3.20) requires calculating its gradient with respect

to the NN parameters Θ, which is performed in practice using the backpropagation algo-

rithm. To update the parameters according to the rule Θ′ = Θ − η∇ΘJ(Θ) after each

training epoch, the gradient ∇ΘJ(Θ) must be computed. For the cost function given in

(3.20), the gradient takes the form

∇ΘJ(Θ) = ∇ΘEb(Θ) + λA∇ΘA(Θ) + λV∇ΘV (Θ). (3.21)

When this cost reaches its minimum with respect to the NN parameters, ∇ΘJ(Θ) =

0, which provides the optimal set of parameters Θ∗ that yield the phase field solution

minimizing the bending energy under the prescribed constraints. In other words, we have

∇ΘEb(Θ) + λA∇ΘA(Θ) + λV∇ΘV (Θ) = 0, (3.22)
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which resembles the structure of the variational problem given in (2.5), except that the

functional derivatives δ/δϕ are replaced here by gradients with respect to the NN param-

eters. In this formulation, the NN solver explores the multidimensional parameter space

to minimize the cost function, while the Lagrange multipliers are concurrently updated

using a gradient ascent scheme. As a result, the critical points of J(Θ) identified by this

approach correspond to saddle points in the joint space of NN parameters and Lagrange

multipliers.

We note that, under the NN representation (3.19), the spatial derivatives of the phase

field (∇ϕ and ∇2ϕ), as well as the parameter gradient ∇Θϕ(r; Θ) involve powers of the

factor (1 − tanh2(u)). When the NN solver is initialized with a set of parameters Θ that

produces a rough morphology resembling vesicle shapes, where ϕ = −1 at the boundaries

of the simulation box, this factor, which becomes (1 − ϕ2) in the output layer, acts to

preserve these boundary conditions throughout the cost minimization process.

Furthermore, the spatial derivatives of the phase field can be interpreted as outputs

of separate NNs. In practice, when automatic differentiation in the PyTorch library is

invoked to compute these derivatives, the chain rule is applied through the computational

graph from the output node back to the input nodes. These intermediate computations

are cached in memory and subsequently used to construct the computational graph for

the cost function. This graph is then employed to evaluate ∇ΘJ(Θ), which is needed to

update the NN parameters.

In the next chapter, this NN solver is deployed to numerically solve the phase-field-

formulated Helfrich model. Both axisymmetric and non-axisymmetric vesicle shapes are

computed and illustrated. Furthermore, we provide further details on the numerical imple-

mentation of the cost function and the optimization process, including the use of a more

advanced gradient-based method, namely the Adam algorithm [62].
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Chapter 4

Neural Network Solver for 3D

Membranes

The content of this chapter overlaps with the text in reference [164].

4.1 Introduction

Recent progress in developing machine learning methods for studying physical systems has

opened the door to new approaches that were not possible a decade ago. A well-known

capability of machine learning is its ability to analyze large volumes of condensed matter

data, aiding in the discovery of previously unrecognized physical properties. More directly,

an artificial neural network can be incorporated into a physical model, enabling quantitative

analysis where conventional mathematical and computational physics methods encounter

difficulties. One such difficulty in soft matter physics is calculating non-axisymmetric

membrane conformations under various physical conditions, based on the fundamental

theoretical model proposed by Helfrich half a century ago [27]. Here, we demonstrate that

this challenge can be addressed by utilizing a neural-network representation of membrane

morphology.

The importance of modeling fluid membranes made of lipid bilayers for studying biolog-
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ical and soft-matter systems has been well recognized [6]. In a coarse-grained version, such

membranes are typically described as deformable elastic surfaces, where the energy cost of

bending a surface element is locally described by the squared mean and Gaussian curva-

tures [27, 29]. Thus, developing an adaptable, robust, and reliable numerical framework

for calculating the full three-dimensional (3D) shapes of membranes becomes a fundamen-

tal task. Axisymmetric systems significantly reduce the complexity of the problem, and

many theoretical tools have been developed over the years to handle these calculations

[96, 30, 73, 32, 165, 112, 113, 114].

Recognizing the computational challenges of representing a 3D deformable surface di-

rectly, an active research area in applied mathematics is the characterization of such a

surface by a phase field ϕ(r), where the 3D variation of the function is assumed. This func-

tion takes constant values (e.g., ±1) far from the membrane surface and varies between

these values to represent the 3D profile of the membrane. The Helfrich energy is then

rewritten in terms of a functional Eb[ϕ(r),∇ϕ(r)], the minimization of which, to produce

the membrane profile, is usually performed by solving the resulting Euler-Lagrange equa-

tion using finite-difference or finite element analysis [45, 46, 48]. This approach requires

no initial specification of a surface in 3D space and can capture non-axisymmetric shapes.

Here, we propose the representation of the phase field by a neural network (NN).

Instead of directly calculating ϕ(r), the Helfrich energy is minimized with respect to the NN

parameters by implementing recent machine learning optimization methods. The spatial

dependence of the shape function ϕ(r) and its gradient are both handled analytically,

avoiding the potential pitfalls of finite-difference representation of derivatives. Any required

spatial sampling is carried out separately from the NN parameterization. We first recover

the axisymmetric calculation of vesicle shapes in free space, followed by the presentation of

non-axisymmetric conformations when vesicles are either in free space or confined in finite

space.
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4.2 Model

Using the concept of a deformable, closed surface, the Helfrich model is expressed in terms

of the bending energy 2.2 [27], namely

Eb = 2κ

∫
S

(H −H0)
2 dS + κG

∫
S

KdS,

where κ and κG are the bending and Gaussian moduli, respectively. The surface element

dS has a local mean curvature H, a spontaneous curvature H0, and Gaussian curvature

K. In this work, we consider the case where H0 = 0, and vesicles maintain the same Euler

characteristic, for which the second term is a constant and can be removed.

In the phase-field description, the entire vesicle morphology is represented by a continu-

ous ϕ(r), which takes the values +1 and −1 in the interior and exterior regions, sufficiently

far from the phase-field interface. A significant variation in ϕ(r) occurs over the membrane

surface area between the interior and exterior, with thickness characterized by ϵ. It can be

shown that the first term in the Helfrich energy (with H0 = 0) is equivalently expressed as

[45]

Eb[ϕ] =
3κ

4
√

2ϵ

∫
dr

[
ϵ∇2ϕ(r) +

1

ϵ
ϕ(r)[1− ϕ(r)2]

]2
. (4.1)

To calculate the vesicle shape, the above functional must be minimized with respect to

ϕ(r), subject to constraints that account for other physical conditions. Due to the finite

number of lipid molecules making up the vesicle surface, the surface area is conserved as

A0, and for an impermeable vesicle, the enclosed volume is also constant, denoted as V0.

Hence,

A[ϕ] = A0, V [ϕ] = V0, (4.2)

where

A[ϕ] =
3

4
√

2

∫
dr

[
ϵ|∇ϕ(r)|2 +

1

2ϵ
[1− ϕ(r)2]2

]
, (4.3)

V [ϕ] =
1

2

∫
dr[1 + ϕ(r)], (4.4)

according to the phase-field model (see Appendix A, Phase-field Formulation of Helfrich

Model).
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x1…
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x1

z

y φ…

Hidden layers

Figure 4.1: NN representation of ϕ(r). Solid arrows leading to a node indicate the use of

the sigmoid function, while dashed arrows indicate the tanh function. Two hidden layers,

with 20 and 10 nodes respectively, are used in the computation.

4.2.1 NN Representation of Phase-field

Here, the phase field is represented by a simple NN, as shown in Fig. 4.1. The value of

the jth node in a hidden layer, z′j, is calculated from all the nodes in the previous layer

by z′j = f (
∑

i wjizi + bj), where wji and bj are network parameters, known as weights and

biases, and f(u) is the activation function. For the hidden layers, f(u) takes the form of

the sigmoid function σ(u) = [1 + exp(−u)]−1. The final output, the scalar ϕ, is calculated

similarly, but using the hyperbolic tangent, f(u) = tanh(u), to produce a value between

−1 and 1. Using Θ as the abbreviation for the entire set of weights and biases, the NN

representation yields ϕ(r; Θ), where r = (x, y, z) is the input spatial location.
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4.2.2 Selection of the Number of Parameters and Hidden Layers

It is known that a neural network (NN) is an efficient way to represent a continuous function

with arbitrary accuracy, provided that a sufficient number of neurons is placed in the

hidden layer [57, 58, 59]. More specifically, it has been shown that a feedforward NN with

a single two-neuron hidden layer and sigmoidal activation can approximate any continuous

univariate function on a compact subset of real numbers to arbitrary accuracy [159]. This

concept has been extended to multivariate functions, where at least two hidden layers are

required [166]. Furthermore, Ref. [160] shows that by including at least 3d + 2 hidden

neurons (where d denotes the number of input dimensions/neurons) in a two-hidden-layer

NN with sigmoidal activation, any multivariate continuous function can be approximated

to arbitrary accuracy. In the present case, an NN with 30 hidden neurons and sigmoidal

activation functions is sufficiently complex to approximate phase fields that represent a

variety of shapes, including non-axisymmetric configurations.

4.2.3 Numerical Minimization of the Cost Function

In numerical implementation, all integrals needed for calculating (4.1), (4.3), and (4.4) are

expressed as

G(Θ) =

∫
drg[ϕ(r; Θ)] =

VD

S

S∑
k=1

g[ϕ(rk; Θ)], (4.5)

where S uniformly spaced sampling points are adopted in the sampling space of volume VD.

This allows for a simple algebraic average, although more sophisticated sampling techniques

aimed at improving integration precision can also be used. The original minimization

problem is then converted into the consideration of a cost function [167]

J = Eb(Θ) + λA[A(Θ)− A0] + λV [V (Θ)− V0] + P (Θ), (4.6)

where λA and λV are Lagrange multipliers used to enforce the surface area and volume

constraints, and P (Θ) denotes other types of constraints to be specified below. Both ∇-

operators in (4.1) and (4.3) are handled using the analytic differentiation capability (also
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known as automatic differentiation) of the software package designed for NN implementa-

tion, which in this study is the PyTorch library [163]. No finite-difference or finite element

approximations are used to compute the derivatives.

The goal is to minimize J with respect to all NN parameters Θ and maximize J with

respect to λA and λV . These computational tasks can be efficiently tackled by streamlined

machine learning methods. The principal method for minimizing the cost function J with

respect to the network parameters Θ is the steepest descent,

Θ← Θ− η∇ΘJ, (4.7)

where the step size η, also known as the learning rate, is used. The derivatives ∇ΘJ are

computed using the backpropagation algorithm [162]. In Adam optimization, parameter

updates involve the first and second moments of ∇ΘJ , with exponential moving averages

of these moments calculated at each epoch. The learning rate η is adjusted by hyperpa-

rameters that control the exponential decay rates [62].

The Lagrange multipliers are updated by the steepest ascent, which in the case of the

volume and surface area constraints read

λV ← λV + γ[V (Θ)− V0], λA ← λA + γ[A(Θ)− A0], (4.8)

with the step size γ. These update rules for the network parameters and Lagrange multi-

pliers effectively search for a saddle point in the multidimensional space that defines the

cost function J .

For the network parameter updates, the learning rate is set to η = 0.001, which is the

initial rate in the Adam algorithm. Moreover, the Lagrange multipliers are updated with

a step size of γ = 0.01. Both η and γ were determined through a few trial runs of NN

training (optimization).

4.3 Results

We first demonstrate that the free-vesicle shapes calculated here agree with known results

for both axisymmetric and non-axisymmetric shapes. Later we present results for the

confinement of the vesicles in different types of hard-wall confinements.

67



To keep the vesicle near the center of the calculation box, a constraint function P (Θ) =

B|R(Θ)| is used, where

R(Θ) =
1

2

∫
dr[1 + ϕ(r; Θ)]r, (4.9)

is the center-of-mass coordinate, and B is a numerical coefficient initialized to a positive

value, e.g., one. Instead of initializing the NN with a random vector Θ, a set of Θ known

to roughly produce the correct morphology is used as the initial condition for the network

parameters. These initial Θ are adopted from an existing solution (though different physical

conditions) or adjusted to force the production of a desired morphology type.

More precisely, our proposed NN solver requires a rough estimate of the initial shape

as a starting point for optimization (training). This places the minimization trajectory in

the basin of attraction for a specific minimum-energy morphology within the entire energy

landscape. By changing the value of the reduced volume ū (achieved by adjusting con-

straints on volume or surface area) and/or the area difference ∆a (see the area difference

model in 2.5.2), other shapes related to the specific morphology can be obtained sequen-

tially. In other words, with a single initial guess for a specific shape, the entire branch

of similar shapes can be calculated, unless the NN follows a different branch of shapes

due to a phase transition. We observed this latter behavior in the form of a jump (phase

transition) from a stomatocyte to an oblate when ū ≥ 0.7, and also when the vesicles are

placed inside hard-wall confinements.

In the results presented below, all length dimensions in the physical quantities are

implicitly scaled by the basic unit R0 = (A0/4π)1/2. Under this assumption, two dimen-

sionless measures are the reduced volume ū = 3V/4πR3
0 and interface width ϵ̄ = ϵ/R0. The

3D calculation box is centered around the origin, with its sides covering ranges as small as

[−0.7, 0.7] to as large as [−3.0, 3.0], determined by a few trial runs to estimate the spatial

size and orientation of the converged shape.

4.3.1 Convergence Criteria

The convergence of the NN representation of ϕ(r) can be measured by J in (4.6) as a

function of the minimization epoch. This is typically achieved within 105 epochs. More
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specifically, the convergence of the machine learning minimization depends on the initial

guess for the set Θ. To illustrate the process, an example is provided below for calculating

a prolate shape at ū = 0.70, by giving the NN an initial set of Θ that was already calculated

for the case ū = 0.95. The number of training epochs required to achieve convergence is

estimated by examining the plots for the cost J and/or bending energy Eb as a function of

epoch number. Figure 4.2 demonstrates the convergence curve for these quantities (reduced

by 8πκ) as the calculation proceeds. Around 5 × 104 epochs, a good level of convergence

is reached, with the variation in the reduced values of J and Eb being approximately 10−4

between consecutive epochs.

Figure 4.2: Cost function J and bending energy Eb as functions of calculation steps (epochs)

for a prolate with ū = 0.70. In each epoch, the network parameters are optimized by the

Adam algorithm.

4.3.2 Initial Θ for Axisymmetric Shapes

The following methods were used to obtain the NN parameters Θ for the initial guesses of

the shapes. For prolate configurations, we began the optimization from a sphere. To this

end, we fit the NN, with a randomly generated set of Θ, to the sphere equation using the

mean squared error cost function. As the value of ū is reduced, the shape becomes more

elongated. The mean squared error function is given by
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epoch = 1000 epoch = 10000 epoch = 10500

epoch = 11000 epoch = 12000 epoch = 14000 epoch = 20000

epoch = 0

Figure 4.3: Snapshots starting from a sphere as initial guess to obtain prolate ū = 0.9.

Epoch numbers for each snapshot are shown under each shape. Eq. (4.10) with (4.11) as

target phase field are used to obtain the sphere at epoch=0.

MSE(Θ) =
1

S

S∑
k=1

[ϕ(rk; Θ)− ϕtarget(rk)]2, (4.10)

where ϕtarget(rk) represents the target values of the phase field for the sphere, namely, ϕtarget(rk) = 1, if |rk|2 ≤ 1,

ϕtarget(rk) = −1, if |rk|2 > 1,
(4.11)

with |rk|2 = x2
k + y2k + z2k. Here, x2

k, y2k, and z2k are the coordinates of S uniformly spaced

sampling points. Figure 4.3 shows the progression of the shapes from spherical initial guess

to the final conformation with ū = 0.9, which are obtained by minimizing the cost function

(4.6). The initial sphere at epoch = 0 is the result of a fit using (4.10) and (4.11), which

itself takes around 5000 epochs to obtain.

In Fig. 4.4, we decrease the volume of the shape to achieve ū = 0.8. The initial guess

is the prolate with ū = 0.9 that is shown at epoch = 20000 in Fig. 4.3. After ten thousand

epochs, the NN solver converges to a prolate shape with ū = 0.8.
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epoch = 100 epoch = 500 epoch = 1000

epoch = 2000 epoch = 3000 epoch = 10000

Figure 4.4: Snapshots of evolution of shapes starting from a prolate ū = 0.9 to obtain a

prolate ū = 0.8.

If we use the ū = 0.8 prolate from epoch = 10000 of Fig. 4.4, and reduce the volume

to achieve a reduced volume of ū = 0.7, we obtain the series of shapes in Fig. 4.5, where

the last shape is the converged prolate ū = 0.7.

For oblate shapes, the sphere is squeezed at the poles by including an auxiliary penalty

term that is removed when the actual optimization is performed. This term penalizes

dispersion along the z-axis, i.e.,

Pz(Θ) =
1

2

∫
dr[1 + ϕ(r)]z2, (4.12)

multiplied by a sufficiently large penalty coefficient (∼ 100), producing the desired, approx-

imate shape within a few thousand epochs. The first row of shapes in Fig. 4.6 demonstrate

the result of including (4.12) in the cost (4.6). After 5000 epochs this term is removed

from (4.6) and the training (minimization) is continued with setting ū = 0.55. At around

a total of 45000 epochs the oblate vesicle converges with the progression of shapes shown

in the bottom row of Fig. 4.6.

For stomatocytes, a hole is introduced on the side of the sphere, reaching toward and
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epoch = 100 epoch = 500 epoch = 1000

epoch = 2000 epoch = 7000 epoch = 10000

Figure 4.5: Snapshots of evolution of shapes starting from a prolate ū = 0.8 to obtain a

prolate ū = 0.7.

beyond the center. This is accomplished by a mean squared error fit that is governed by

(4.10), where the value of the phase field is driven to −1 inside the hole. The hole can be

spherical or even rectangular, but must be large enough so that the cross section of the

starting shape resembles the letter C, albeit with a narrower opening and a thicker outline.

Similarly to the case of prolate and oblate shapes, this fitting process takes about 5000

epochs. After the initial data are obtained, the stomatocyte shape is resolved using the

original cost (4.6) for a certain value of ū. In Fig. 4.7, the convergence of a stomatocyte

shape from the initial data at the zeroth epoch to the final shape with ū = 0.55 is illustrated.

By epoch 50000 the shape is mostly resolved and there is not much change in its general

morphology after this point.
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epoch = 45000epoch = 20000epoch = 15000epoch = 9000

epoch = 5000epoch = 2000epoch = 0 epoch = 1000

Figure 4.6: Snapshots of obtaining an initial guess for an oblate shape. After 5000 epochs,

the penalty term (4.12) is removed and the minimization process is implemented by (4.6)

(shapes in the bottom row).

epoch = 0 epoch = 1000 epoch = 5000

epoch = 50000 epoch = 100000 epoch = 300000

Figure 4.7: Snapshots of the evolution of shapes starting from and initial guess for a

stomatocyte ū = 0.55. The shapes are cut through the center mirror.
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(d)

ū = 0.85 ū = 0.75 ū = 0.65

(a)

ū = 0.70 ū = 0.60 ū = 0.50

(b)

ū = 0.65 ū = 0.55 ū = 0.50

(c)

Figure 4.8: Vesicle shapes and energies. Plots (a)-(c) show side views of free-space vesicle

shapes: (a) prolate, (b) oblate, and (c) stomatocyte (cut through the center mirror), pro-

duced by the current approach. Upon machine-learning convergence, the bending energies

(minimum bending energy for each branch of shapes), shown in (d) with colored sym-

bols, agree with those previously determined by a shooting method (dotted, dash-dotted,

and dashed lines) [31]. For comparison, the gray symbols represent data extracted from

Ref. [48], based on a finite-difference scheme calculation, and the light brown symbols are

the data extracted from Ref. [49], calculated by a Fourier spectral method. In our calcu-

lations, ϵ̄ = 0.033 and S = 1843 are used for (a)-(d).

4.3.3 Axisymmetric Shapes in Free Space

The three branches of the minimizer, corresponding to the free-vesicle shapes produced

by the NN approach, are displayed in Figs. 4.8(a)-(c), for various ū. Here, we have set

the width scale of the interface ϵ̄ = 0.033 and the number of spatial points S = 1843.
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The conformations are completely in agreement with those determined in the seminal

paper by Seifert et al. [31], who have simplified the problem by adopting an axisymmetric

coordinate system [96, 73, 32]. The solutions presented in Fig. 4.8 were produced in a 3D

space, without explicitly assuming axisymmetry. This property naturally emerged upon

the final convergence of the machine-learning optimization process, even if the initial guess

was perturbed to have a non-axisymmetric shape.

The close match of the colored symbols in Fig. 4.8(d) with the Eb curves (minimum

bending energy for each branch of shapes) calculated in Ref. [31] signifies the success of the

NN approach proposed here. This is particularly noteworthy, given that a relatively small

NN (two hidden layers with 20 and 10 nodes) is able to achieve good precision. Deviations

along the oblate branch at ū = 0.55 and ū = 0.5 can be attributed to the concave central

region of the oblates that come into contact from the top and bottom faces and eventually

self-intersect. For comparison, the energy values calculated in Ref. [48], which also used a

phase-field theory but employed a traditional finite-difference method, are shown as gray

symbols with error bars. The light brown symbols correspond to the minimum bending

energy data reported in Ref. [49], obtained using a penalty-based phase-field formulation

of the bending energy together with a Fourier spectral method. A notable feature of their

results is the data point at ū = 0.70 on the stomatocyte branch. According to Ref. [49], a

stable stomatocyte exists at this value of the reduced volume. In contrast, within our NN

solver, a stomatocyte at ū = 0.70 relaxes to an oblate shape by lowering its bending energy.

This behavior emerges naturally from the NN-based minimization, without imposing any

symmetry constraints.

4.3.4 Non-axisymmetric Shapes in Free Space

One of the major advantages of the NN representation of the phase-field model is its

built-in capability to handle 3D non-axisymmetric conformations. We have demonstrated

this capability for vesicles in both free and confined spaces, reflecting the flexibility and

adaptability of our numerical framework.

To explore non-axisymmetry in free space, we first need to derive the phase-field-

formulated area difference model, which is described in more detail in Chapter 2 (see
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2.5.2). Here, we also provide a brief description of this model.

(a) (b) (c)

Figure 4.9: Non-axisymmetric vesicle shapes (a)-(c) obtained in free space with a constraint

on the reduced area difference, ∆a. (b) and (c) are starfish vesicles and are shown from a

top view. The parameters used are (a) ϵ̄ = 0.0375, S = 1343, ū = 0.60 and ∆a = 1.10, (b)

ϵ̄ = 0.0289, S = 1843, ū = 0.45 and ∆a = 1.35, as well as (c) ϵ̄ = 0.025, S = 1843, ū = 0.50

and ∆a = 1.50.

In the area difference model described in [73], and further investigated for axisymmetric

[31] and non-axisymmetric shapes [35], as well as for budding and vesiculation [155], it is

assumed that each layer of the lipid bilayer has a fixed surface area. Consequently, there

is an area difference between the external layer and the internal one. This area difference

(∆A) is proportional to the integrated local mean curvature M , i.e., ∆A ≈ 2sM , where s

is the separation between the layers, and

M =

∫
S

HdS. (4.13)

with H as the local mean curvature of the surface element dS. The area difference ∆A

can be expressed in a dimensionless form as ∆a = M/4πR0, using the basic unit R0 =

(A0/4π)1/2. In the phase-field model, the surface integral expression for M can be rewritten
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as a volume integral [45]. Using the NN representation of the phase field ϕ(r; Θ), we have

M(Θ) = −3

8

∫
dr[1− ϕ(r; Θ)2]

×
[
∇2ϕ(r; Θ) +

1

ϵ2
ϕ(r; Θ)[1− ϕ(r; Θ)2]

]
, (4.14)

where ϵ denotes the interface width. To derive this expression, we used the phase-field

definition of H and converted the surface integral into a volume integral using the method

outlined in Appendix A. This quantity can be included in the cost function J as a constraint

on the area difference, expressed as λM [M(Θ) − 4πR0∆a], where λM is the Lagrange

multiplier for this constraint, and ∆a is fixed to a specific value. The update rule for λM

follows from (4.8):

λM ← λM + γ[M(Θ)− 4πR0∆a], (4.15)

with the same step size γ.

Examples of non-axisymmetric shapes in free space, obtained from the current NN-

based approach with a fixed reduced area difference ∆a, are shown in Fig. 4.9(a), (b), and

epoch = 0 epoch = 2000 epoch = 3000 epoch = 4000

epoch = 5000 epoch = 20000 epoch = 50000 epoch = 100000

Figure 4.10: Snapshots of the evolution of an oblate shape as the initial guess toward an

elongated racket-shaped morphology with ū = 0.6 and ∆a = 1.10.
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epoch = 0 epoch = 5000 epoch = 20000 epoch = 50000

epoch = 52000 epoch = 60000 epoch = 70000 epoch = 100000

Figure 4.11: Snapshots of the evolution of a starfish from its initial guess to the desired

conformation with ū = 0.50 and ∆a = 1.50.

(c) (the last two are the so-called starfish vesicles). These conformations were calculated

with an additional constraint according to the area difference model, which fixes ∆a [73,

31, 35, 155].

For Fig. 4.9 (a) and (b), the initial Θ is an oblate shape with a particular ū. We then

change the value of ∆a to induce symmetry breaking in free space. In Fig. 4.10 we show

how an oblate shape ū = 0.60 evolves into an elongated racket-shaped conformation when

the reduced area difference is set to ∆a = 1.10.

The initial shape for Fig. 4.9 (c) is an oblate spheroid with three equally spaced arms,

which is readily constructed from another mean squared error fit to an oblate spheroid

equation with sinusoidal variation (using the azimuthal angle) in the radial direction. A

simple expression that can be used for this purpose is:

(x2
k + y2k)

[(
cos

3 arctan(yk/xk)

2

)6

+ c1

]
c22

+
z2k
c23
≤ 1, (4.16)

where c1, c2, and c3 are arbitrary constants. The phase field at the spatial points that

satisfy this condition is driven to 1 using (4.10). Figure 4.11 shows the evolution of this
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initial guess for a starfish and its convergence to the desired starfish with ū and ∆a = 1.50.

4.3.5 Vesicles in Hard-wall Confinements

Here, we present another path for producing non-axisymmetric shapes. A detailed ex-

ploration of the vesicles in confined spaces is provided in Chapter 5 where we study the

effect of different types of hard-wall confinements on different types of shapes with various

reduced volumes.

For confined spaces that break axisymmetry, a few examples of hard-wall confinement

are presented below (see Fig. 4.12 for schematics). The algorithm described above can be

straightforwardly adapted for this purpose by introducing an external potential function

Ryz Lz

R

(a) (b) (c)

Figure 4.12: Schematics of the three types of hard-wall confinements: (a) cylindrical, (b)

slit, and (c) spherical. A segment of the cylindrical and spherical confinements is cut out

to reveal the interior of the cavity. The designated dimensions of these confinements are

scaled by R0, resulting in the dimensionless forms h = Ryz/R0, h = Lz/R0, and h = R/R0

for the three cases, respectively.
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acting on the density profile 1 + ϕ,

P (Θ) =

∫
dr[1 + ϕ(r; Θ)]

σ(ζ)

2
, (4.17)

where σ(ζ) is the sigmoid function. The argument is taken as ζ = c(α1x
2+α2y

2+α3z
2−h2),

where h is the confinement dimension scaled by R0. For slit (h = (Lz/2)/R0), cylindrical

(h = Ryz/R0), and spherical (h = R/R0) confinements, the values of [α1, α2, α3] are [0, 0, 1],

[0, 1, 1], and [1, 1, 1], respectively. Here, c = 20.0 to emulate hard-wall confinement. For

spherical confinement, the center-of-mass constraint must be removed since the confinement

restricts the spatial position of the vesicle. Cylindrical confinement allows the vesicle to

h

Figure 4.13: Bending energy as a function of confinement dimension h (the converged

minimum bending energy for each value of confinement size), for cylindrical type. ū = 0.70,

ϵ̄ = 0.033, and S = 1843 are taken for all the shapes. The filled point marker indicates the

limit of stability for the particular shape, where a jump to a stable (lower bending energy)

conformation occurs.
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move along the x-axis, while in slit confinement, the vesicle is free to move along the

xy-plane. Thus, the center-of-mass constraint must be imposed on one component in the

former case and two components in the latter.

By adjusting the confinement dimensions, such as decreasing its radius or width, the

vesicle comes into contact with the walls, leading to conformation changes. During this

process, the initial conformation undergoes shape transitions, and the corresponding bend-

ing energy evolves in tandem. These transitions can capture the intermediate states where

vesicle axisymmetry is broken. The Θ values for the initial shapes in the hard-wall con-

finement simulations are simply borrowed from the converged axisymmetric shapes with a

particular ū.

h

Figure 4.14: Bending energy as a function of confinement dimension h (the converged

minimum bending energy for each value of confinement size), for slit type. ū = 0.70,

ϵ̄ = 0.033, and S = 1843 are taken for all the shapes. The filled point marker indicates the

limit of stability for the particular shape, where a jump to a stable (lower bending energy)

conformation occurs.
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Within a cylindrical confinement, an oblate vesicle (ū = 0.70 and parallel to the x-axis

along the long oblate axis) assumes a series of conformations through transition between

shapes, with their energies shown by the orange triangles in Fig. 4.13. Evidently, axisym-

metry is broken for the intermediate states and the bending energy rises as a result with the

confinement dimension being gradually reduced. Below h = 0.95 (stability limit) a jump

to a more stable conformation, namely prolate, takes place, and the vesicle recovers its

axisymmetric state. The prolate shape remains stable at smaller confinement dimensions

but becomes more elongated and cylindrical. If h is reversibly increased after the phase

transition or the shape is initially a prolate in alignment with the x-axis, the conformation

is unchanged since it is the stable shape with the lowest energy in all cases.

Figure 4.14 demonstrates the introduction of a prolate vesicle of ū = 0.70 inside a slit

confinement; the long axis of which is parallel to the xy-plane. When the confinement

walls press on the sides of the prolate, its axisymmetry is broken, which results into higher

energy conformations, shown by the blue circles. A compressed prolate runs into a stability

limit at h ∼ 0.60. Originally metastable, a ū = 0.70 oblate has a higher Eb at large h.

As the slit confinement narrows on an oblate vesicle with its long axis in parallel to the

walls, due to the thin thickness, it experiences much weaker deformation than its prolate

counterpart and maintains the axisymmetry, which gives rise to a weak increase of Eb.

The crossing point of the two Eb branches corresponds to a first-order phase transition,

between prolate and oblate, both deformed from their ideal shapes.

Under spherical confinement, multiple stages of transitions can occur, shown in Fig.

4.15. Due to its elongated shape, a ū = 0.70 prolate, though preferred as the stable shape

in free space, starts to buckle as the confinement radius reduces. This gives rise to a drastic

increase in its bending energy. At h ∼ 1.1, an stability limit is reached. In comparison, a

ū = 0.70 oblate can tolerate weak compression on the outer periphery and hence makes a

gentler rise in Eb, at much later stage when h is lowered. The crossing point of triangles

and circles at h ∼ 1.7 represents a first-order phase transition between these two states. At

an even lower h, approximately at h ∼ 1.2, a weakly deformed oblate starts to approach

an stability limit, and transits into a compressed stomatocyte, taking a different energy

branch (squares). The transition is typical of second-order phase transition with continuity

in energies. Pressing the confinement walls on the stomatocyte further closes the opening
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h

Figure 4.15: Bending energy as a function of confinement dimension h (the converged

minimum bending energy for each value of confinement size), for spherical type. ū = 0.70,

ϵ̄ = 0.033, and S = 1843 are taken for all the shapes. The filled point marker indicates the

limit of stability for the particular shape, where a jump to a stable (lower bending energy)

conformation occurs. The stomatocytes are cut through the mirror center to reveal the

cross-section interior.

and isolates the hollow interior.

4.4 Conclusions

In essence, calculating the vesicle shape based on the Helfrich bending energy model, or its

alternative phase-field form, is a minimization problem of a functional. The blueprint for

developing a novel computational tool for this purpose, with an artificial neural network

(NN) at its core, is laid out here. The algorithm treats both axisymmetric and non-

axisymmetric shapes on equal footing and can be used to study shape transformations

when symmetry is broken.
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In computational physics, the Surface Evolver package [38] is one of the existing tools

for generating 3D shapes and has been used for various purposes, including analyzing and

calculating vesicle shapes when the shape profile is roughly known [33, 34, 35]. Other finite-

element-based and triangulation methods have also been developed for calculating non-

axisymmetric vesicle conformations in confinement [36, 76, 37, 77, 78]. Additionally, there

have been attempts to compute non-axisymmetric shapes in free space using traditional

numerical methods in the context of phase-field formalism [47] and the level-set method

[44].

In comparison, our NN-based method has a few characteristics that set it apart. Firstly,

it provides a versatile, universal, and flexible framework, opening the door to determining

the full range of 3D shapes that might occur due to various physical or chemical conditions

[109, 80, 168]. The set of optimal network parameters obtained for a specific shape can be

easily stored using minimal storage space and deployed as input for a variety of simulations.

Secondly, it avoids the numerical errors often introduced by finite-difference-based methods.

For demonstration purposes, a simple feedforward NN is used in this work. It can be

expected that more sophisticated NNs and advanced machine learning techniques would

yield more accurate solutions and improve computational efficiency.

As a final note, the current solver inherits the main features of the underlying mathe-

matical model, the phase-field theory. Achieving highly accurate shapes with the phase-

field model requires smaller ϵ values, which in turn necessitate a more refined spatial

grid, significantly increasing the computational cost of optimization. There are several ap-

proaches that could potentially address this issue, such as mini-batch training, importance

sampling, and Monte Carlo integration—topics worthy of further exploration.
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Chapter 5

Vesicles in Confinements

In the previous chapter, we examined specific examples of vesicles with fixed reduced vol-

ume (ū = 0.70) confined within three types of hard-wall cavities: cylindrical, slit, and spher-

ical. We demonstrated that these confinement conditions can induce non-axisymmetric

shapes. We also observed that vesicle shapes may approach a stability limit, beyond which

a transition to a configuration with lower bending energy can occur.

In this chapter, we investigate the physics of confined vesicles in greater depth. We

extend the range of the volume constraint to allow for a broader set of vesicle configurations,

enabling us to expand the energy diagrams and construct phase diagrams, for instance, in

terms of reduced volume and confinement size. Furthermore, we introduce an additional

type of hard-wall confinement, namely cubic confinement, to emphasize the versatility of

our neural network solver in handling various external potentials.

5.1 Introduction

Several research studies have investigated vesicle confinement, both theoretically and ex-

perimentally. Here, we focus on theoretical and numerical approaches to this topic. Interest

in vesicle confinement has grown in recent years due to its implications for the equilibrium

shapes of vesicles subject to external constraints—for example, when confined inside other
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vesicles [37]. The presence of an external potential can significantly alter the vesicle’s

shape, often leading to non-axisymmetric equilibrium shapes.

Such scenarios arise naturally in biological systems. For instance, mitochondria possess

double membranes, where the inner membrane has a larger surface area than the outer

membrane, leading to folding and deformation of the inner membrane [169, 170, 171].

In engineered systems, such as drug delivery platforms, therapeutic agents are often en-

capsulated within vesicles (e.g., extracellular vesicles) for improved stability and targeted

delivery [172, 173, 174, 175]. In such cases, understanding the equilibrium shape of a vesi-

cle, and how it deforms during uptake, transport and confinement in narrow capillaries,

or passage through pores, is essential for optimizing delivery mechanisms and improving

therapeutic efficacy.

As mentioned in the previous chapter, both axisymmetric and non-axisymmetric vesicle

shapes can emerge when vesicles are placed inside hard-wall confining cavities. Theoretical

studies have examined several types of confinement geometries, including cylindrical (tube),

slit (parallel plates), and spherical confinements. Among these, spherical confinement has

received the most attention in the literature [36, 37, 111, 77, 78]. Nevertheless, other

geometries such as cylindrical (tube), slit, and ellipsoidal confinements have also been

investigated in a number of studies [110, 76, 79].

The placement of phospholipid vesicles in cylindrical and slit confinements was theoret-

ically investigated in [110]. Using the Helfrich model along with considerations of entropy

reduction due to spatial restriction, the authors examined vesicles confined within narrow

cylindrical tubes and slit-like geometries. The study explicitly addressed how the reduc-

tion of accessible free volume affects equilibrium vesicle shapes. By varying a confinement

parameter that quantifies the degree of spatial restriction, the authors identified significant

shifts in the transition points between stable prolate and oblate shapes. Their analysis,

which focused on axisymmetric configurations, showed that slit confinement tends to stabi-

lize oblate shapes due to their intrinsically flatter geometry, which leads to smaller entropy

losses under confinement. In contrast, cylindrical confinement produced more complex

behavior: while oblate shapes were initially stabilized, increasing confinement eventually

favored prolate configurations.
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The goal of [110] was to elucidate the mechanical behavior of vesicles in confinement,

with potential implications for biophysical processes such as the passage of red blood cells

through narrow capillaries. As discussed earlier in Section 2.2.1, accurate modeling of

red blood cells requires the inclusion of membrane skeleton contributions. Nonetheless,

the study of confined phospholipid vesicles can still offer valuable qualitative insights into

shape transitions and morphological responses to confinement.

Several research works have investigated the equilibrium shapes of vesicles in spherical

confinement. For example, in [36], the morphological transformations of fluid membrane

vesicles confined within spherical cavities were explored using finite element simulations

based on the Helfrich model. The authors examined scenarios in which the membrane

surface area exceeded that of the enclosing spherical container, leading to the emergence

of characteristic invaginations (empty space within the vesicle connected to exterior via

a small opening). Their results showed that moderate surface growth initially produces

a single, axisymmetric invagination with a bulb-like morphology connected to the outer

membrane via a narrow neck. As the surface area further increases, symmetry-breaking

transitions occur, giving rise to ellipsoidal invaginations joined by slit-like openings. For

even larger excess surface areas, secondary invaginations appear within the primary one,

forming complex stomatocyte-like structures. A comprehensive morphological phase dia-

gram was constructed, categorizing these membrane shapes as functions of scaled area and

volume constraints. The study demonstrated that spherical confinement plays a critical

role in shaping membrane morphology, producing distinct transitions that closely align

with theoretical predictions and differ from those of unconfined vesicles.

In follow-up research, Kahraman et al. investigated vesicles confined within ellipsoidal

cavities [76]. They found that ellipsoidal confinement led to distinct morphological transi-

tions, starting with smooth, axisymmetric invaginations and progressing toward more com-

plex, symmetry-broken configurations as membrane area increased. Notably, the resulting

shapes included elongated, ellipsoidal invaginations connected to the outer membrane by

narrow, slit-like necks aligned along the major axis of the ellipsoidal container. These

morphologies were markedly different from those observed under spherical confinement,

underscoring the influence of container geometry on vesicle mechanics. The authors also

investigated the role of spontaneous curvature in shaping these structures, showing that
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variations in spontaneous curvature can shift the critical points of morphological tran-

sitions and alter neck geometries. Their simulations further revealed that these vesicle

configurations remained stable under moderate deformations of the ellipsoidal container,

highlighting the robustness of the equilibrium shapes.

A few rigorous theoretical studies on the spherical confinement of lipid membrane vesi-

cles have validated their predictions against experimental observations obtained using tech-

niques such as confocal microscopy. We reviewed these studies in Section 2.2.2 [37, 77].

The spherical confinement of vesicles has also received attention in a variety of other

interesting settings. For instance, in [111], the equilibrium shapes of toroidal membrane

vesicles confined within spherical cavities were explored. These are topologically a dif-

ferent genus of shapes and differ from the spherical genus, which we have investigated

throughout this thesis. Employing the Helfrich model, the authors constructed a compre-

hensive geometrical phase diagram characterizing stable vesicle morphologies as functions

of scaled membrane area and reduced volume. In another study, a detailed numerical in-

vestigation was carried out on membrane vesicles exhibiting flexoelectric behavior under

spherical confinement in the presence of an external uniform electric field [78]. Using finite

element simulations and a shooting method tailored for axisymmetric configurations, the

authors examined how flexoelectric coupling influences equilibrium vesicle shapes by vary-

ing the scaled area, reduced volume, and electric field strength. The study demonstrated

the significant role played by flexoelectric effects in shaping vesicle morphology, notably

inducing elongation and symmetry-breaking transitions that depend on the magnitude and

orientation of the applied electric field.

In another study, adhesion to the confinement walls was introduced and its effects

were examined using a rigorous mechanical framework that investigated the collapse and

invagination of phospholipid vesicles [79]. Using Helfrich model coupled with membrane-

membrane and membrane-container contact interactions, the authors analyzed equilibrium

morphologies within cylindrical and spherical confinements, incorporating both analytical

and finite element methods. Adhesion between the vesicle and the confining boundary was

introduced as a key control parameter, allowing systematic exploration of its interplay with

the Helfrich model.
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The authors drew explicit parallels between their theoretical predictions and biological

systems. For instance, the spherical invaginations observed in their model closely resemble

mitochondrial cristae, while the layered, onion-like morphologies mimic the stacked and

folded structures of the endoplasmic reticulum. These comparisons demonstrate how purely

mechanical confinement and bending elasticity can reproduce morphologies that are central

to cellular architecture.

We emphasize that the confinement studies reviewed above, as well as the one presented

and elaborated here, are inherently static or quasi-static in nature. Specifically, in our

numerical calculations, we begin with an initial shape that minimizes the bending energy

for a given set of surface area and volume constraints. An external potential is then

introduced to represent the hard-wall confinement with a specified geometry. To explore

the effect of confinement, we incrementally increase or decrease the size of the cavity along a

relevant dimension. At each step, the equilibrium configuration is determined by applying

our NN solver with the updated confinement size imposed as a constraint.

There are studies in the literature—beyond the scope of the confinement experiments

presented here—that investigate vesicles confined in capillaries, narrow tubes, and porous

media with various pore types and sizes. In these scenarios, in addition to the external

potential from confinement, the vesicles are also subjected to forces exerted by fluid flow

(e.g., shear flow or Poiseuille flow) [176, 177, 178, 179, 180, 181]. These dynamic settings

necessitate the inclusion of flow-induced forces in both the theoretical formulation and

numerical implementation to capture the resulting dynamic equilibrium shapes. Such

simulations can also be extended to model red blood cells in capillaries, provided that the

energetic contributions of the membrane skeleton are incorporated into the model [182].

5.2 Modeling Methods

Following our approach from the previous chapter, we use the phase-field-formulated Hel-

frich model to calculate the three-dimensional morphology of vesicles. The phase field is

represented by a feedforward neural network, illustrated in Fig. 4.1. The cost function

(4.6) is again employed to obtain the 3D shape solution to the constrained Helfrich model.

89



As discussed in Section 4.3.5, the additional constraint P (Θ)—that is, the constraint

invoking a specific type of confinement as an external potential acting on the density profile

1 + ϕ—is incorporated into J(Θ) using the definition (4.17).

The shape of a particular hard-wall confinement with an interior cavity is modeled by

σ(ζ), the sigmoid function (3.1). The argument is defined as

ζ = c(α1x
2 + α2y

2 + α3z
2 − h2), (5.1)

where h is the confinement dimension scaled by R0 = (A0/4π)1/2, with A0 denoting the

surface area of a sphere. The schematics of slit (h = (Lz/2)/R0), cylindrical (tube) (h =

Ryz/R0), and spherical (h = R/R0) confinements are shown in Fig. 4.12. For each type

of confinement, the corresponding values of [α1, α2, α3] are [0, 0, 1], [0, 1, 1], and [1, 1, 1],

respectively. To emulate the hard-wall characteristic of the confinement, we set c = 20.0.

The cubic confinement can be modeled by summing the contributions from three slit

confinements oriented along the xy-, yz-, and xz-planes, as follows

cube(σ(ζ)) = σ(c(x2 − h2)) + σ(c(y2 − h2)) + σ(c(z2 − h2)). (5.2)

Figure 5.1 shows a schematic of a cubic confinement, with the confinement dimension given

by h = (L/2)/R0.

To maintain the position of the center of mass of the confined vesicle near the center

of the simulation box, we employ a constraint of the form λCMR(Θ)2, where R(Θ) is

defined in (4.9). This constraint must be treated differently for each type of confinement.

For spherical and cubic confinements, it is omitted from the cost function because these

geometries fully enclose and restrict the vesicle within their internal space. By contrast,

in cylindrical and slit confinements, additional treatment is necessary. The cylindrical

(tube) confinement is open at its ends, which allows a vesicle to move along the cylinder’s

longitudinal axis; therefore, the center of mass must be constrained along this axis (a one-

component term if the cylinder is aligned with the x-, y-, or z-axis). In a slit confinement,

a vesicle can translate parallel to the slit walls, and thus the center of mass must be

constrained within the plane parallel to the walls (a two-component term if the slit lies

along the xy-, yz-, or xz-plane).
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Figure 5.1: Schematic representation of a hard-wall cubic confinement. A portion of the

cube is removed to expose the interior cavity. The confinement dimension is normalized

by the characteristic length scale R0, yielding the dimensionless size h = L/R0.

5.3 Results

The numerical results of our confinement calculations are described in the following. For

each confinement, a vesicle with a particular reduced volume ū = 3V/4πR3
0 is placed inside

the cavity of the hard-wall confinement (we examine ū values that are 0.05 apart). We

start with a cavity size h that is larger than the spatial extent of the vesicle. For this

h and a fixed ū, the NN solver is run for 5 × 104 to 10 × 104 epochs to ensure that the

shape has converged to an approximate solution, such that if a transition to a lower-energy

configuration is expected, it is achieved during this phase of NN training. The value of h

is then decremented by 0.05, and the NN solver is run again with the new setting. This

procedure is repeated until a reasonable lower limit for h is reached. The same numerical

process is carried out for each reduced-volume value of a given vesicle. For each (h, ū), we

obtain a set of Θ representing the shape of the corresponding vesicle. We limit the number

of epochs to the 5–10 × 104 range in this serial format, since the computational cost can

become large when several values of h must be examined. To achieve an acceptable level

of convergence, we continue the learning process for the Θ corresponding to each (h, ū) in
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parallel format, where up to 5× 105 training epochs are run simultaneously.

While decrementing h, the shapes may reach their stability limit and transform into

another configuration with a lower bending energy. To test whether these lower-energy

conformations are stable, the value of h is incremented by 0.05 until the cavity size exceeds

the spatial size of the vesicle. In this way, we accumulate simulation data for both the

bending energy as a function of h and the vesicle configurations for each reduced volume

ū versus h. We use these data to construct stability, energy, and phase diagrams for the

slit, tube, and spherical confinements. For the cubic confinement, we provide only energy

diagrams, with the observed shapes illustrated within the diagrams as well.

We note that for these numerical calculations, the non-dimensionalized interface length

scale is set to ϵ̄ = 0.033 (ϵ̄ = ϵ/R0). The number of spatial points is S = 1503, corresponding

to a discretization of the domain [−3, 3]3 using a uniform finite grid.

For all the shapes that are either stomatocytes or related to the stomatocyte branch

of shapes, namely squeezed shapes and squeezed stomatocytes, we have cut the shapes

into halves at the mirror center to reveal their interior for a better overall view and clear

classification.

5.3.1 Cylindrical or Tube Confinement

We examine the morphology of the three main axisymmetric shapes—prolates, oblates, and

stomatocytes—within the cylindrical or tube confinement (see Fig. 4.12). We begin with

oblates in the range ū ∈ [0.55, 0.75], placing them inside the confinement such that their

long axis aligns with the tube’s longitudinal axis. As the confinement size h is reduced,

the oblate shapes deform and elongate along the tube axis. Gradually, these shapes lose

their axial symmetry and become biaxial. Figure 5.2 presents the stability diagram for the

oblates, organized by their (h, ū) coordinates. Two distinct regions are identified: (i) a light

red region, where oblates of different ū retain their axisymmetric conformation, and (ii) a

dark red region, labeled “squeezed shapes”, where vesicles in contact with the tube walls

lose their axial symmetry. At certain stability limits, marked by the boundaries of the left

side of the dark red region, the squeezed biaxial shapes reach a maximum bending energy

92



sqeezed prolates

sqeezed shapes

prolates oblates

sqeezed shapes stomatocytes

Figure 5.2: Stability diagrams of prolates, oblates, and stomatocytes inside a cylindrical

(tube) confinement. Shapes are organized on a (h, ū)-grid. Highlighted regions correspond

to distinct shape categories: light blue for prolates, dark blue for squeezed prolates, light red

for oblates, dark red for squeezed (biaxial) shapes originating from oblates, light green for

stomatocytes, and dark green for squeezed shapes originating from stomatocytes. Shapes

are converged to their minimum bending energy for all (h, ū).

and undergo a transformation to lower-energy conformations, specifically axisymmetric

prolates.

The prolate stability diagram in Fig. 5.2 illustrates the conformations of prolate shapes

with ū ∈ [0.55, 0.75]. These prolates are obtained by squeezing and deforming oblates, as
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described earlier (light blue region in the stability diagram). As the confinement size h

decreases, the tube walls compress the prolates, deforming their characteristic dumbbell

shape into a more uniform cylindrical configuration, which exhibits higher bending energy

than the corresponding free-space prolate. This region is highlighted in dark blue in the

diagram and is labeled “squeezed prolates”. When h is increased, these prolate shapes

preserve their conformation and remain either metastable or stable, depending on their ū

value.

The stomatocytes with ū ∈ [0.55, 0.65] are placed inside the tube confinement such that

the mouth of the vesicle is aligned with the long axis of the tube. Reducing h results in

the stomatocytes being squeezed and deformed along the confinement. For h ∼ 0.7 (see

lower panel in Fig. 5.2), the deformed shapes exhibit both prolate-like and stomatocyte-

like characteristics with relatively high bending energies. At their stability limits, these

shapes transition to a lower-energy conformation, namely prolates. In the stability diagram,

the region highlighted in light green corresponds to stomatocytes at their lowest bending

energy, while the region containing deformed shapes is shaded dark green and labeled

“squeezed shapes”.

The energy diagrams of the tube (cylindrical) confinement in Fig. 5.3(a)–(e) present

the calculated bending energy values for ū ∈ [0.55, 0.75]. Prolates are represented by blue

circles, oblates by orange triangles, and stomatocytes by green squares. No stomatocyte

data appear in Fig. 5.3(d) and (e) because these shapes are not stable at the corresponding

ū values (unless stabilized by an external potential such as spherical confinement, which

we discuss later).

In Fig. 5.3(a)–(c), the points where the bending energy curves intersect correspond to

discontinuous first-order phase transitions. For ū = 0.55, prolates exhibit higher bend-

ing energies, with one oblate–prolate transition at h ∼ 0.8 and one stomatocyte–prolate

transition at h ∼ 0.7. At ū = 0.60, the higher bending energy of prolates is still evident,

and the oblate–prolate and stomatocyte–prolate transitions occur close to each other at

h ∼ 0.85. It is also notable that the oblate and stomatocyte branches have similar bending

energy values, particularly in the free-space region of the diagram (leftmost side).

For ū = 0.65, the stomatocyte–prolate transition is absent, leaving only one identifi-
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= 0.75(e)

= 0.70(d)= 0.65(c)

= 0.60(b)= 0.55(a)

Figure 5.3: Bending energy (in units of 8πκ) as a function of tube confinement size h for

different values of the reduced volume ū, panels (a)–(e). The prolate branch is represented

by blue circles, the oblate branch by inverted orange triangles, and the stomatocyte branch

by green squares. Bending energies are the converged minimum value for each h.
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able oblate–prolate transition at h ∼ 1.1. Nevertheless, the stomatocyte branch remains

metastable, and as deformation increases at lower h, the squeezed stomatocyte shapes

reach their stability limit and transform into pure prolates, thereby losing their high bend-

ing energies. For higher values, ū = 0.70 and ū = 0.75, no phase transitions occur: the

oblate branch is metastable, whereas the prolate branch is the stable ground state with

lower bending energy.

Overall, in all the bending energy diagrams, we observe that the deformed shapes—

particularly the squeezed shapes of the stomatocyte branch—reach relatively high bending

energies before hitting their stability limit. However, for ū = 0.70 and ū = 0.75, where

a stable stomatocyte branch does not exist, the squeezed prolate shapes attain higher

bending energies. Since squeezed prolates in a tube cannot transform into any other lower-

energy shape, we conclude that they will continue to acquire higher bending energies as

h is decremented until the shape diverges numerically. In an actual physical setting, this

elevated bending energy may lead to rupturing of the lipid bilayer.

The phase diagram for the tube (cylindrical) confinement is illustrated in Fig. 5.4,

where abbreviated labels denote the different regions of the diagram. Here, “spr” repre-

sents squeezed prolates, “pr” represents prolates, “ob” denotes oblates, “sto” denotes stom-

atocytes, and “ss” corresponds to squeezed shapes, which include both deformed oblates

(non-axisymmetric or biaxial) and deformed stomatocytes that retain axial symmetry. The

color code in the phase diagram follows that of the stability diagrams in Fig. 5.2.

The large black dots at three distinct (h, ū) coordinates on the diagram are read from

the bending energy plots in Fig. 5.3. They represent first-order (discontinuous) phase

transitions, where the bending energies of different shape branches intersect. The dot at

(h ∼ 1.1, ū = 0.65) corresponds to the transition from deformed oblates (dark red “ss”) to

prolates; the one at (h ∼ 0.85, ū = 0.60) marks the transition from deformed stomatocytes

(dark green “ss”) to prolates; and the dot at (h ∼ 0.7, ū = 0.55) denotes the transition from

deformed stomatocytes (dark green “ss”) to prolates. The dots are connected by linear

interpolation, depicted with thick dashed lines, to delineate approximate phase bound-

aries. This interpolation is extended below ū = 0.55 with a thick dotted line, serving as an

informed extrapolation that follows the trajectory of the existing interpolants. We specu-

late that the shape transition in this region is also first-order. Finally, the two horizontal
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Figure 5.4: Phase diagram of vesicles in a cylindrical (tube) confinement on a (h, ū)-grid.

Abbreviations denote regions: “spr” (squeezed prolates), “pr” (prolates), “ob” (oblates),

“sto” (stomatocytes), and “ss” (squeezed shapes from oblates and stomatocytes). Large

black dots and the dashed lines mark discontinuous first-order phase transitions, while the

thick dotted line extrapolates the phase boundary to lower ū. Shapes are converged to

their minimum bending energy for all (h, ū).

thick dashed lines at ū ∼ 0.60 and ū ∼ 0.65 indicate the discontinuous prolate–oblate and

oblate–stomatocyte transitions reported by Seifert et al. [31].

5.3.2 Slit Confinement

For the case of slit confinement (see Fig. 4.12), the morphological changes of the three main

axisymmetric shapes, i.e., prolates, oblates, and stomatocytes, are examined. We begin

with prolates having ū ∈ [0.55, 0.90], positioning them inside the confinement such that
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their long axis is parallel to the walls of the slit. As the confinement size h is reduced, the slit

walls come into contact with the vesicle, deforming and squeezing it so that its axisymmetry

is broken, giving rise to biaxial shapes. In Fig. 5.5, the stability diagram of prolates

is illustrated in terms of (h, ū) coordinates, along with snapshots of the converged 3D

solutions (outputs of the NN solver for each (h, ū)). Two distinct regions are evident. The

first is highlighted in light blue, where prolates with different ū retain their unperturbed

conformations. As the slit narrows further, the walls begin to press and deform the prolate

shapes; this region, where the squeezed shapes appear, is highlighted in dark blue and

labeled “squeezed shapes”. At certain stability limits, delineated by the border on the left

side of the dark blue region, the squeezed biaxial shapes reach a maximum bending energy

and transform to either a higher- or lower-energy branch of conformations, depending on

the value of the reduced volume ū.

The oblate stability diagram in Fig. 5.5 illustrates the conformations of oblate shapes

with ū ∈ [0.55, 0.90]. These oblates are obtained by squeezing and deforming prolates

between the slit walls (light red region in the stability diagram). As the confinement size

decreases, the narrowing slit presses against the broad sides of the oblates, smoothing out

the central depressions on both faces, especially for low-ū oblates, and producing higher

bending energies than their free-space counterparts. This region is highlighted in dark red

in the diagram and labeled “squeezed oblates”. When h is gradually increased, the oblates

maintain their conformations and remain either metastable or stable, depending on their ū

value. The oblate stability diagram also contains a region where our numerical calculations

indicate that certain oblate shapes cannot be squeezed below specific h values, resulting in

numerical divergence. This region is designated by hatching in the diagram.

The stomatocytes with ū ∈ [0.55, 0.65] are placed between the slit walls such that

the central axis of the shapes (aligned with their mouth) is perpendicular to the walls.

Reducing h results in squeezing and deforming the stomatocytes. For h < 0.85 (see lower

panel in Fig. 5.5), the shapes begin to deform, although this deformation is weak and does

not lead to a noticeably large increase in bending energy. We have used a dark green color

to highlight this region and labeled it “squeezed stomatocytes”. At their stability limits,

these deformed stomatocytes transform into oblates. The region of the stability diagram

highlighted in light green corresponds to stomatocytes at their lowest bending energy.
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sqeezed oblates
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Figure 5.5: Stability diagrams of prolates, oblates, and stomatocytes inside a slit con-

finement. Shapes are organized on a (h, ū)-grid. Highlighted regions represent distinct

categories of shapes: light blue for prolates, dark blue for squeezed shapes (biaxial shapes)

derived from prolates, light red for oblates, dark red for squeezed oblates, light green for

stomatocytes, and dark green for squeezed stomatocytes. The hatched area in the oblate

diagram designates where shapes diverge numerically and cannot exist. Shapes are con-

verged to their minimum bending energy for all (h, ū).
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We have plotted the bending energy versus slit confinement size h for ū ∈ [0.55, 0.90]

in Fig. 5.6(a)–(h). The prolate branch is represented by blue circles, the oblate branch

by orange inverted triangles, and the stomatocyte branch by green squares. There are

no stomatocyte data in Fig. 5.6(d)–(h), since for these ū values the stomatocyte shapes

are not stable (unless stabilized by an external potential). The points in Fig. 5.6(a), (b),

and (d)–(f), where the bending energy curves of different branches intersect, represent

discontinuous first-order phase transitions.

For ū = 0.55, prolates have higher bending energies, and a phase transition occurs at

h ∼ 0.65 where the stomatocyte and oblate branches intersect. The higher bending energy

of prolates is still evident for ū = 0.60, but here the bending energies of the oblate and

stomatocyte branches are closer, with a first-order phase transition around h ∼ 0.7. For ū =

0.65, there are no intersections between the three main branches, but both stomatocytes

and prolates reach their stability limits as they become more squeezed and deformed,

transforming into oblates and squeezed oblates, respectively.

In the case of ū = 0.70, deformation of prolates results in biaxial shapes that possess

higher bending energies until their stability limit is reached, at which point the shapes

transform into squeezed oblates. The phase transition here is first-order, occurring at

h ∼ 0.6, where the prolate and oblate branches cross. For higher values of reduced volume,

namely ū = 0.75 and ū = 0.80, the phase transition remains discontinuous (first-order),

with the branch crossings positioned close to h ∼ 0.6. To confirm the discontinuous nature,

we performed numerical calculations with smaller increments of h, as shown in Fig. 5.6(e)

and (f).

For ū = 0.85, the prolate and oblate branches transition more smoothly into each other

(with additional data points at smaller increments of h provided to illustrate this), and the

phase transition becomes continuous (second-order). This behavior is also observed when

numerically calculating the two branches of shapes for ū = 0.90.

The phase diagram for the slit confinement is illustrated in Fig. 5.7, where abbreviated

labels are used to denote different regions of the diagram. Here, “sob” stands for squeezed

oblates, “ob” for oblates, “pr” for prolates, “sto” for stomatocytes, “ss” for squeezed shapes

that result from deformed prolates (non-axisymmetric or biaxial), and “ssto” for squeezed
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= 0.75(e) = 0.80(f)

= 0.85(g)

= 0.70(d)= 0.65(c)

= 0.60(b)= 0.55(a)

= 0.90(h)

Figure 5.6: Bending energy (in units of 8πκ) as a function of slit confinement size h for

different values of the reduced volume ū (a)–(h). The prolate branch is shown by blue

circles, the oblate branch by inverted orange triangles, and the stomatocyte branch by

green squares. Bending energies are the converged minimum value for each h.
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Figure 5.7: Phase diagram for vesicles in a slit confinement. Shapes are organized on a

(h, ū)-grid. Abbreviations denote different regions: “sob” for squeezed oblates, “ob” for

oblates, “pr” for prolates, “sto” for stomatocytes, “ss” for squeezed shapes (resulting from

deformed prolates), and “ssto” for squeezed stomatocytes. Large black dots and the dashed

lines indicate discontinuous first-order phase transitions. Large gray dots and the dotted

lines represent second-order phase transitions. Thick dotted lines extrapolate the phase

boundaries into both lower and higher values of the reduced volume, at the bottom and

top of the diagram. Shapes are converged to their minimum bending energy for all (h, ū).

stomatocytes, obtained from stomatocytes with their axial symmetry maintained through

deformation. The color coding in the phase diagram follows that of the stability diagrams

in Fig. 5.5.

The large black dots at five distinct (h, ū) coordinates in the diagram are extracted from

Fig. 5.6(a), (b), and (d)–(f), which display the bending energy branches. These points mark
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the loci of first-order (discontinuous) phase transitions, identified by intersections of the

bending energy branches corresponding to different vesicle morphologies. Our numerical

results indicate that such discontinuous transitions occur systematically for reduced volume

values ū < 0.85 down to ū ∼ 0.65. To delineate the corresponding phase boundaries,

the discrete transition points are interpolated linearly, shown by thick dashed lines. The

interpolant is further extended to connect with the horizontal dashed line reported by

Seifert et al. [31], which represents the discontinuous prolate–oblate transition, behind the

oblate shape at (h = 0.70, ū = 0.65). This point of attachment is introduced as a reasoned

extrapolation, consistent with the bending energy diagrams.

The large gray dots at (h ∼ 0.65, ū = 0.85) and (h ∼ 0.75, ū = 0.90) denote continuous

second-order phase transitions, which are connected by a dotted line. The interpolation of

this line is extended into the region above ū = 0.90 by a thick dotted line, representing a

reasoned extrapolation based on the trajectory of the interpolants between the gray dots.

The lower horizontal thick dashed line at ū ∼ 0.60 marks the location of the discontinuous

stomatocyte–oblate phase transition [31]. It connects to a black dot corresponding to the

first-order transition from a “ssto” shape (dark green region) to an “ob” shape (light red

region). A similar first-order transition is identified at (h ∼ 0.65, ū = 0.55). These black

dots are interpolated and extended into the region below ū = 0.55 to delineate phase

boundaries. The hatched area indicates the domain where our numerical results diverge

and the squeezed or deformed shapes cease to exist.

5.3.3 Spherical Confinement

For the case of spherical confinement (see Fig. 4.12), we again examine the morphological

changes of the three principal axisymmetric shapes: prolates, oblates, and stomatocytes.

We also investigate the effect of imposing the bilayer area-difference constraint in our

numerical calculations, as elaborated in Section 4.3.4, for a family of shapes with reduced

area difference ∆a = 1.30 and reduced volume within the range [0.50, 0.75]. However, at

this stage we provide only preliminary bending energy diagrams, leaving more complete

diagrams, along with stability and phase diagrams, to future work.

We start with prolates having a reduced volume range of ū ∈ [0.55, 0.90] and place them
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inside the spherical confinement cavity without constraining the center of mass. As the

confinement size h is gradually reduced, the walls of the spherical cavity come into contact

with the vesicle, deforming and squeezing it such that the prolate axial symmetry is broken.

In Fig. 5.8, the stability diagram of prolates is illustrated by snapshots of shapes at specific

(h, ū) coordinates. Two distinct regions are evident: the first, highlighted in light blue,

corresponds to prolates with different ū values that retain their unperturbed conformations;

the second, highlighted in dark blue and labeled “squeezed shapes”, contains the deformed

configurations. We identify two distinct classes of squeezed shapes: (1) for ū ≤ 0.75,

deformation leads to bent shapes, and (2) for ū ≥ 0.80, deformation produces biaxial

squeezed shapes. At certain stability limits, designated by the border of the left side of

dark blue region, these squeezed shapes, whether bent or biaxial, reach maximum bending

energy and transition to a branch of higher- or lower-energy conformations depending on

the value of ū. Two exceptions to this general behavior are observed at ū = 0.60 and

ū = 0.65, where our numerical calculations indicate no transformation. Instead, the bent

shapes adopt clam-like configurations for small h.

The stability diagram of oblates in Fig. 5.8 illustrates conformations with ū ∈ [0.55, 0.90].

The oblate shapes are obtained by squeezing and deforming prolates until they transform

either into oblates (ū = 0.90) or into stomatocyte-like shapes (ū = 0.70, ū = 0.75, ū = 0.80

and ū = 0.85), after which the cavity size is increased to induce a transformation back to

oblates. For ū = 0.55, ū = 0.60, and ū = 0.65, we directly place the corresponding free-

space oblates inside the confinement cavity. The light red region with h > 1.3 contains

oblate shapes that are not deformed by confinement. As the confinement size decreases, the

cavity presses against the sides of the oblates, causing them to adopt a more cup-shaped

morphology, where one depression becomes convex and the other more concave, accom-

panied by an increase in bending energy. This region is highlighted by dark red in the

diagram and labeled “squeezed shapes”. In addition, there is a region with h < 1.25 and

ū > 0.65 where our numerical calculations reveal large fluctuations in both the bending

energies and the conformations of the squeezed shapes. We highlight this area with light

yellow and label it “unstable shapes”.

The stomatocytes with ū ∈ [0.55, 0.65] are placed directly inside the cavity. Reducing

h compresses the stomatocytes. For h < 1.0 (see lower panel in Fig. 5.8), the shapes
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Figure 5.8: Stability diagrams of prolates, oblates, and stomatocytes inside a spherical

confinement. Shapes are organized on a (h, ū)-grid. Highlighted regions correspond to a dis-

tinct category of shapes: light blue for prolates, dark blue for squeezed shapes (biaxial and

bent) originated from prolates, light red for oblates, dark red for squeezed cup-like shapes

originated from oblates, light green for stomatocytes, green for confined stomatocyte-like

shapes, and dark green for squeezed shapes originated from stomatocytes. The yellow areas

in the oblate and stomatocyte diagrams designate regions where the shapes are unstable

and fluctuate widely. Stable shapes are converged to their minimum bending energy for

all (h, ū).
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become strongly compressed, with their mouths narrowing and their interiors deforming.

We highlight this region in dark green and label it “squeezed shapes”. The light green region

(h > 1.0, ū < 0.65) corresponds to free-space conformations of stomatocytes. The green-

highlighted region denotes stomatocyte-like shapes that are stable only when the external

potential of the confinement is present. Without confinement, these shapes are unstable in

free space and lower their bending energy by transforming into oblates; we therefore refer to

them as “confined stomatocytes”. The light yellow region of the diagram contains shapes

that, during numerical calculations, exhibit large fluctuations in both bending energy and

conformation. When the cavity size is gradually increased, shapes with ū > 0.65 pass

through this region before the fluctuations diminish and the conformations stabilize into

oblates.

We have plotted the bending energy as a function of spherical confinement size h for

ū ∈ [0.55, 0.90] in Fig. 5.9(a)–(h). The prolate branch is represented by blue circles, the

oblate branch by orange inverted triangles, and the stomatocyte branch by green squares.

The points in Fig. 5.9 where the bending energy curves from different branches intersect

correspond to discontinuous first-order phase transitions. In addition to these discontinuous

transitions, several continuous (second-order) phase transitions are observed for ū ≤ 0.70.

For ū = 0.55, prolates exhibit the highest bending energies and remain metastable. As the

confinement size decreases, the bent prolates reach their stability limit and transform into

stomatocytes, which possess the lowest bending energy for this reduced volume. The same

transformation occurs when an oblate with ū = 0.55 is sufficiently squeezed and deformed.

The higher bending energy of prolates remains evident for ū = 0.60, but here the bending

energies of the oblate and stomatocyte branches are closer, although no distinct crossing

between these branches can be identified from the data. As noted earlier, the squeezed

prolates for this reduced volume exhibit no stability limit; instead, a smaller confinement

size merely produces a clam-like configuration. By contrast, deformation of the ū = 0.60

oblate branch under compression by the cavity walls drives the squeezed shapes to their

stability limit, leading to a transformation into stomatocytes.

A notable feature of ū = 0.60, shown in Fig. 5.9(b), is the branch of shapes represented

by red triangles. These shapes were obtained by increasing the cavity size to track the

progression of configurations from the clam-like state. We interpret this as a locally stable

106



= 0.75(e) = 0.80(f)

= 0.85(g)

= 0.70(d)= 0.65(c)

= 0.60(b)= 0.55(a)

= 0.90(h)

Figure 5.9: Bending energy (in units of 8πκ) as a function of spherical confinement size

h for different values of the reduced volume ū (a)–(h). The prolate branch is denoted by

blue circles, the oblate branch by inverted orange triangles, and the stomatocyte branch

by green squares. Stable bent shapes are indicated by red triangles. Bending energies are

the converged minimum value for each h.
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= 0.60(a) = 0.65(b)

Figure 5.10: Metastable shapes with (a) ū = 0.60 and (b) ū = 0.65 obtained as the

confinement size is increased to the free-space limit. The bending energies of these shapes

are indicated by red triangles in the bending energy versus h diagrams.

branch of shapes (see Fig. 5.10(a) for a free-space snapshot), which intersects the prolate

branch at h ∼ 1.5, indicating a discontinuous first-order phase transition. A similar branch

of shapes (see Fig. 5.10(b) for a free-space snapshot) was obtained for ū = 0.65 using the

same procedure of increasing the cavity size from the clam-like configuration. These are

also represented by red triangles in Fig. 5.9(c). In this case, the red-triangle branch merges

more smoothly with the blue-circle prolate branch, suggesting a more continuous, second-

order phase transition.

The other branches of shapes with ū = 0.65 cross each other at two separate points. The

prolate branch crosses the stomatocyte branch at h ∼ 1.6, and the oblate branch crosses

the stomatocyte branch close to its stability limit at h ∼ 1.2; both of these correspond

to discontinuous (first-order) phase transitions. In the case of ū = 0.70, deformation of

prolates results in bent shapes that exhibit higher bending energies until the stability limit

is reached, where the highly bent shape at h ∼ 1.5 transforms into a stomatocyte-like

shape (confined stomatocyte). By subsequently increasing the cavity size, these unstable

stomatocytes continuously transform into oblates.

There exists a narrow region of unstable and fluctuating shapes for confinement sizes

h ∈ (1.2, 1.25) where the bending energy vacillates widely. Nevertheless, we have selected
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a representative bending energy value to include in the diagrams for ū ≤ 0.70; even though

the bending energy fluctuates, the confined stomatocyte–oblate transition remains contin-

uous, as the two branches do not cross. A first-order phase transition is evident at h ∼ 1.8,

where the prolate and oblate branches intersect.

For higher values of the reduced volume, namely ū = 0.75 and ū = 0.80, both types

of phase transitions are present: (1) prolate–oblate first-order transitions with branch

crossings at h ∼ 1.6 and h ∼ 1.5, respectively; and (2) confined stomatocyte–oblate

second-order transitions at h ∼ 1.2 and h ∼ 1.15, respectively (see Fig. 5.9(e) and (f)). For

ū = 0.85, both the confined stomatocyte–oblate and the prolate–oblate transitions exhibit

continuous characteristics, indicating that the phase transitions are of second-order nature.

This behavior persists for ū = 0.90, based on our numerical calculations. However, the

confined stomatocyte branch is unstable and displays large fluctuations; therefore, we have

only included data for oblates and prolates in Fig. 5.9(h).

The phase diagram for the spherical confinement is depicted in Fig. 5.11, where we

use abbreviated labels to denote different regions of the diagram. Here, “consto” stands

for confined stomatocytes, “ob” for oblates, “pr” for prolates, “sto” for stomatocytes, and

“ss” for squeezed shapes, which subsumes squeezed shapes resulting from deformed pro-

lates, oblates, and both free-space and confined stomatocytes. The color code in the phase

diagram follows that of the stability diagrams in Fig. 5.8. We also retain the label “unsta-

ble” from the stability diagrams to designate the region where the numerical calculations

indicate unstable and fluctuating shapes.

The large black dots at four distinct (h, ū) coordinates on the diagram represent points

where first-order transitions occur in the bending energy vs. confinement size diagrams

shown in Fig. 5.9(c)–(f). From our numerical calculations, these first-order phase tran-

sitions occur between prolates and oblates for reduced volume values ū < 0.85 down to

ū ∼ 0.65. The dots are connected by linear interpolation, depicted by thick dashed lines,

to delineate the approximate boundaries of different phases separated by a discontinuous

(first-order) transition. The interpolation is further connected to the horizontal dashed line

[31]—representing the discontinuous prolate–oblate transition—behind the oblate shape at

(h = 2.1, ū = 0.65), where we make an educated guess of the point of connection.
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Figure 5.11: Phase diagram for vesicles in a spherical confinement. Shapes are organized

on a (h, ū)-grid. Abbreviations denote distinct regions: “consto” for confined stomato-

cytes, “ob” for oblates, “pr” for prolates, “sto” for stomatocytes, and “ss” for squeezed

shapes, which include deformed prolates, oblates, and both free-space and confined stoma-

tocytes. Large black dots and dashed lines indicate discontinuous first-order phase transi-

tions. Large gray dots and dotted lines represent continuous second-order phase transitions.

Thick dotted lines extrapolate phase boundaries into higher values of the reduced volume

at the top of the diagram. Stable shapes are converged to their minimum bending energy

for all (h, ū).

The four large gray dots located in the region where the squeezed shapes of the oblate

branch, the unstable shapes, and the confined stomatocytes appear represent continuous

shape transitions, characteristic of second-order phase transitions. Two additional gray

dots, at (h ∼ 1.4, ū = 0.85) and (h ∼ 1.4, ū = 0.90), likewise denote continuous second-

order transitions, but between the squeezed shapes of the prolate branch and the oblates.
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All gray dots are connected by linear interpolations, shown as dotted lines in the phase

diagram. The interpolated boundary delineating the oblate and deformed-oblate phases

is further extended into the region above ū = 0.90 with thick dotted lines, serving as an

educated extrapolation that follows the trajectory of the interpolants. The lower horizontal

thick dashed line at ū ∼ 0.60 corresponds to the discontinuous stomatocyte–oblate transi-

tion [31]. This line joins the dashed line representing the first-order transition from an “ss”

shape of the oblate branch (dark red region) to the “sto” phase (light green region). The

position of this connection has been determined by an educated guess, based on inspection

of the bending energy diagrams and evaluation of the h values at which confinement-

induced compression raises the bending energy at ū = 0.65, followed by extrapolation to

lower ū values.

As mentioned at the beginning of this section, we examined the effect of imposing

the bilayer area-difference constraint in our numerical calculations for vesicle morphology

inside spherical confinement. Owing to the sheer number of possible configurations, we

restricted our analysis to a single value of the reduced area difference, namely ∆a = 1.30,

while still considering a range of reduced volumes within [0.50, 0.75].

The primary objective here is to investigate the three-dimensional morphologies of

vesicles that must simultaneously satisfy the area-difference constraint throughout the

confinement process. Accordingly, we have limited the results to bending energy versus

confinement size diagrams (see Fig. 5.12), leaving more comprehensive stability and phase

diagrams, as well as a broader exploration of parameter space, to future work.

We have illustrated snapshots of three-dimensional shapes within the bending energy

diagrams, positioned close to the markers that represent their corresponding numerical

bending energy values. The initial configurations for these simulations are the so-called

starfish (ū = 0.50 and ū = 0.55), racket (ū = 0.60), dumbbell prolates (ū = 0.65 and

ū = 0.70), and pear (lopsided dumbbell) (ū = 0.75) [31, 74, 35]. The energy diagrams

in Fig. 5.12(a) and (b) show the bending energy variations of starfish shapes. In both

cases, decreasing h causes two arms of the vesicles to deform and merge. At h ∼ 1.5,

the resulting shapes exhibit a single arm and a large head, resembling a hammer-like

morphology. With further reduction in confinement size, the arm shortens while the overall

structure bends, and a connecting membrane forms between the two sides (h ∼ 1.3). At
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= 0.70(e) = 0.75(f)

= 0.65(d)= 0.60(c)

= 0.55(b)= 0.50(a)

Figure 5.12: Bending energy (in units of 8πκ) vs. spherical confinement size h for reduced

area difference ∆a = 1.30 and different values of the reduced volume ū (a)–(f). The vesicle

shapes are illustrated adjacent to the markers representing their bending energy values.

Curved arrows indicate shape division events, where a single vesicle splits into separate

shapes. Bending energies are the converged minimum value for each h.
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h ∼ 1.1 for ū = 0.50 and h ∼ 1.2 for ū = 0.55, a stability limit is reached, accompanied by

a noticeable drop in bending energy. At this point, the connecting membrane in the center

disappears, and the shapes transform into clam-like conformations, with two similarly

sized valves connected by a narrow neck. Reducing h below 1.0 causes the neck to become

very thin and eventually rupture, leading to the formation of two disjoint vesicles. These

transformations are indicated in the diagrams by curved arrows. However, the bending

energy of these divided shapes is not plotted, since their Euler characteristic differs from

that of the initial configurations and the Gaussian curvature contribution to the Helfrich

bending energy must therefore be included.

For the case of ū = 0.60 in Fig. 5.12(c), the initial configuration, resembling a racket,

develops two additional arms and transforms into a starfish at h ∼ 1.7. Further reduction

of h causes one of the arms to disappear while the other two bend, and a small connecting

membrane forms between them. A stability limit at h ∼ 1.25 can be identified in the

diagram, where a slight drop in bending energy occurs for smaller values of h. The vesicle

then adopts a clam-like morphology with a thin neck connecting the valves. For h < 1.0,

the neck eventually ruptures, leading to the formation of disjoint shapes.

At ū = 0.65, the initial shape assumes a prolate configuration. Compression under

smaller confinement sizes causes the prolate to bend and deform, but no clear stability

limit is apparent in the diagram, and the transition to the clam-like conformation appears

smoother. As before, further reduction of h results in the formation of separate shapes,

although in this case one of the disjoint vesicles is slightly smaller than the other. Similar

transformations are observed for ū = 0.70 and ū = 0.75, although the size symmetry

between the valves of the clam-like shapes and their final disjoint forms becomes more

pronounced as the reduced volume increases.

5.3.4 Cubic Confinement

The cubic confinement can be regarded as an arrangement of three slit confinements,

oriented mutually perpendicular in 3D space, thereby forming a cubic cavity between

them. Unlike the spherical confinement, which possesses complete rotational symmetry,

a cubic confinement only exhibits rotational symmetry along certain directions and for

113



specific angular rotations. Moreover, similar to the spherical confinement, this type of

hard-wall confinement fully encloses the vesicle within its interior, in contrast to the tube

and slit confinements. In this section, we examine the behavior of prolate shapes with

ū ∈ [0.55, 0.90] in a cubic confinement. As the confinement size h decreases in small

increments, we calculate the 3D shapes and bending energies of the prolates using the

NN solver. When h = 0.8 (the side length of the confinement in units of R0), we reverse

the procedure and gradually increase the confinement size in small increments; during this

process the calculated shapes may converge to a different class of configuration compared

to those obtained during confinement size reduction. Both the shapes and their bending

energies are shown in Fig. 5.13(a)–(h).

Figure 5.13(a) illustrates the shape transformations of a prolate with ū = 0.55. As h

decreases, the vesicle first orients itself along the 45◦ direction and, with further reductions

in h, reorients along the diagonal of the cavity. This behavior, where the vesicle reorients

toward free space, is observed for all higher values of the reduced volume as well. The

vesicle avoids deformation and a rise in bending energy by reorienting until no additional

free space remains available. At h ∼ 1.7, the prolate shape begins to deform and bend.

This deformation continues, and at h ∼ 1.0, the vesicle bends at three points: its center and

two additional points on either side of the center. At lower h, the thicker ends of the vesicle

deform into cuboidal valves of a clam-like shape, connected by a thin neck. Increasing h

back to its initial value yields the same shapes observed during the forward trajectory.

Thus, no stability limit or shape transformation to a different branch of configurations is

observed.

At ū = 0.60, a similar trajectory of shape conformations is observed for prolates (see

Fig. 5.13(b)). After reorientation along the diagonal of the cubic cavity, bending defor-

mations begin at h ∼ 1.5 and lead to a clam-like shape with cuboidal valves at h ∼ 0.8.

Increasing the cavity size, however, produces a different branch of shapes: this can be at-

tributed to the reorientation of the vesicle along the 45◦ direction at h ∼ 1.0, where a small

arrow connects the data point to the corresponding shape. These shapes are represented

by orange inverted triangles, as they are a continuation of oblates. As shown, the vesicle

morphs into a cuboidal oblate at h ∼ 1.1, which becomes progressively more circular as

the confinement size increases. Eventually, the vesicles settle into free-space oblates, which
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= 0.75(e) = 0.80(f)

= 0.85(g)

= 0.70(d)= 0.65(c)

= 0.60(b)= 0.55(a)

= 0.90(h)

Figure 5.13: Bending energy (in units of 8πκ) vs. cubic confinement size h for different

values of the reduced volume ū (a)–(h). The prolate branch is indicated by blue circles, the

oblate branch by inverted orange triangles, and the stomatocyte and cubic-shape branches

by green squares. Snapshots of representative vesicle morphologies are shown adjacent

to the markers corresponding to their bending energy values. Bending energies are the

converged minimum value for each h.

115



exhibit lower bending energies than their prolate counterparts. The point at h ∼ 1.0 where

these branches of shapes cross one another exhibits the characteristics of a first-order phase

transition.

Raising the reduced volume to ū = 0.65 changes the configuration of the shapes at

lower h. In particular, for h ∼ 0.9, the vesicle adopts a cubic configuration, with its

sides conforming to the cavity and a gap running across the shape from one side to the

other. When the confinement size is increased, this configuration undergoes a drop in

bending energy at h ∼ 0.9 and transforms into a deformed stomatocyte (cut through the

mirror plane to reveal the interior), which we have indicated by green square markers in

Fig. 5.13(c). Further increase in h leads to free-space stomatocytes, which exhibit higher

bending energies than their prolate counterparts at this reduced volume. The point at

h ∼ 1.3, where the two branches of shapes intersect, can be characterized as a first-order

phase transition.

Starting from ū = 0.70, the prolate shapes no longer exhibit bending as the confinement

size is reduced. This differs from the behavior observed in the spherical confinement, where

bending modes appear for both ū = 0.70 and ū = 0.75 but disappear for ū ≥ 0.80. Here,

at h ∼ 1.35, the prolate branch reaches its stability limit and transforms into oblates with

slightly higher bending energy; the crossing point of the two branches exhibits the char-

acteristics of a first-order phase transition. Further reduction in confinement size leads to

another stability limit for the oblate branch at h ∼ 1.0, where a deformed cuboidal oblate

jumps to the stomatocyte branch at a slightly higher bending energy. The cubic confine-

ment strongly deforms stomatocytes in the lower-h region. Increasing the confinement

size from this regime leads to the formation of confined stomatocyte-like shapes (around

h ∼ 1.05), similar to those discussed in the spherical confinement case. However, these

shapes are unstable without the external confinement potential and, once the confinement

size exceeds h ∼ 1.1, they transform into lower-energy oblates and remain within this

branch. The branches of stomatocyte-like shapes and oblates appear to intersect near

h ∼ 1.0, where the discontinuous behavior again suggests a first-order phase transition.

For ū = 0.75, the transition from prolates to oblates occurs at h ∼ 1.25, also consis-

tent with a discontinuous first-order transition. Further squeezing of oblates produces a

deformed cuboidal oblate at h ∼ 1.1 with a square outer contour. At h ∼ 1.0, this shape
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becomes cup-like but, owing to the cubic cavity, develops three prominent corners. Below

h ≤ 0.9, the shapes continuously transform into cubic-like vesicles with a small gap and

a hole oriented along the 45◦ direction (see the leftmost region of Fig. 5.13, where these

shapes are depicted and their bending energies are marked with green squares). Increasing

the confinement size again retraces the oblate branch into the large-h region, where the

shapes remain within the oblate family.

The energy diagrams in Fig. 5.13(f)–(h) (ū = 0.80, ū = 0.85, and ū = 0.90) exhibit

consistent features in the sequence of morphological transformations. The transition from

prolates to oblates proceeds continuously and is thus characterized as a second-order tran-

sition. A similar continuous behavior is observed for the transition from oblates to cubic

morphologies. At sufficiently small confinement sizes (h), the vesicle adopts a fully cubic

configuration devoid of gaps or perforations. This cubic morphology has been reported

previously in theoretical studies, where it was described as a quadriconcave conformation

resembling Knizocytes observed experimentally [34].

When the confinement size is gradually increased from these low-h states, the vesicle re-

traces the morphological sequence in reverse, reaffirming the stability of the transformation

pathway. Notably, for ū = 0.85 and ū = 0.90, the oblate configurations at h ∼ 1.1 exhibit

slight elongation due to confinement-induced deformation, which energetically biases them

toward relaxation into the prolate branch. This behavior corresponds to a continuous,

second-order transition, underscoring the role of confinement geometry in influencing the

stability of competing morphologies.

5.4 Discussion

The confinement studies of phospholipid vesicles modeled with the phase-field formulation

of the Helfrich model offer a systematic route toward constructing detailed energy, stability,

and phase diagrams. Our NN solver provides a robust, scalable, and versatile computa-

tional framework, capable of generating both symmetric and asymmetric shapes. Within

this setting, the boundaries between shape categories and phase regions can be delineated,

and the nature of the associated phase transitions can be systematically classified.

117



Different types of confinement can give rise to non-axisymmetric morphologies, one

of the most notable being biaxial conformations. This category of shapes can emerge in

all four types of confinement; however, a broader range of biaxial shapes across different

reduced volumes is produced in cylindrical (tube) and slit confinements. In the case of tube

confinement, symmetry breaking that leads to biaxial conformations originates from oblate

initial shapes, which, upon decreasing the confinement size, are squeezed and deformed into

biaxial shapes. By contrast, when the initial shape is prolate, biaxial conformations arise

more readily under slit confinement.

It is also worth noting that biaxial shapes obtained by squeezing oblates in a tube

transform into prolates at smaller confinement sizes for lower values of ū. Examination

of the stability diagram in Fig. 5.2 reveals that, before this transition, the shapes are

elongated along one axis at low ū. In contrast, for slit confinement, the transition from

deformed prolates to oblates exhibits a more discontinuous character at low ū and becomes

smoother (continuous) at higher ū, consistent with a second-order phase transition (see

Fig. 5.5). Thus, to obtain a wider range of biaxial shapes with smoother prolate–oblate or

oblate–prolate transitions, vesicles should have ū < 0.65 in the case of tube confinement

and ū > 0.80 for slit confinement.

Another category of shapes arises when prolates are compressed at their ends and bent

within spherical and cubic confinements. In spherical confinement, these bent shapes ap-

pear for higher values of the reduced volume, ū ≤ 0.75, whereas in cubic confinement they

occur for ū ≤ 0.65. This difference can be attributed to the geometry of the confinement: in

a cubic cavity, the ends of the prolate vesicle become trapped in two opposite corners along

the diagonal, which facilitates bending. For larger reduced volumes, such as ū = 0.70 and

ū = 0.75, the bending energy of free-space prolates is slightly lower than that of oblates;

however, due to small deformations as the confinement size decreases, prolates preferen-

tially transform into oblates. In spherical confinement, by contrast, the ends of prolates

are free to move and slide along the inner surface of the cavity, making the prolate–oblate

transformation energetically favorable at larger ū.

Additionally, in spherical confinement, when the cavity size is increased from small h,

we observe bent shapes at ū = 0.60 and ū = 0.65 that remain stable in free space. These

configurations likely correspond to states where the bending energy is trapped in local
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minima and are therefore metastable.

For spherical confinement, the vesicle shapes obtained at small confinement sizes (h ≤
1.0, also referred to as the strong confinement limit) are consistent with those reported in

earlier numerical studies [36, 76, 37, 77] and experimentally observed morphologies [37].

The same agreement holds for the shapes we obtained in the small-h regime when the

bilayer area difference constraint was incorporated into the bending energy minimization.

In particular, the emergence of clam-like conformations, their subsequent division, and

the formation of two distinct daughter vesicles (see Fig. 5.12) have all been observed in

previous numerical and experimental works [37, 77]. Our numerical results and three-

dimensional shape solutions, obtained using the proposed NN solver, not only corroborate

these findings but also extend them by providing a framework for generating such confined

morphologies directly from free-space axisymmetric conformations. This approach further

reveals intermediate shapes that exist between the free-space and strongly confined regimes.

We observed that when sufficient free space is available inside the confinement, vesicle

shapes tend to reorient themselves along directions that preserve their bending energy.

This property emerges intrinsically from the NN solver and is not imposed or externally

controlled. A prime example is the reorientation of prolates along the diagonal of the cubic

confinement before undergoing any deformation, as discussed earlier. Similar reorientation

behavior has also been observed in other confinement geometries, although we have not

provided detailed numerical results here. For instance, when oblates with different reduced

volume values are initially placed inside a cylindrical confinement such that their long axis

is perpendicular to the tube’s axis (i.e., blocking the tube), they reorient along the tube’s

axis as the confinement size is reduced, before being compressed and deformed into biaxial

shapes.

A salient feature observed in the bending energy diagrams presented in Figs. 5.3, 5.6,

5.9, and 5.13 is the presence of hysteresis effects: starting from a particular shape and

decreasing the confinement size, followed by reversing the process and increasing the size,

often results in final conformations that differ from the initial ones.

The phase diagrams in Figs. 5.4, 5.7, and 5.11 describe the different shape phases ob-

tained from our numerical calculations. We have delineated the phase boundaries by linear
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interpolation and classified the types of phase transitions by examining the corresponding

bending energy diagrams. The dominant type of phase transition identified in these dia-

grams is discontinuous and therefore of first-order character. For ū ≥ 0.85, in both slit and

spherical confinements, the prolate–oblate (or oblate–prolate) transition exhibits a more

continuous behavior: the shapes evolve through a sequence of biaxial intermediates rather

than undergoing abrupt discontinuous changes (the bending energies of the two family of

shapes merge smoothly). A distinct series of continuous, or second-order, transitions is

also observed between squeezed cup-shaped conformations and confined stomatocytes in

spherical confinement, specifically for ū > 0.65. Notably, the region near the boundary

between these phases contains unstable shapes, which according to our numerical results

exhibit large fluctuations in both their bending energies and morphologies.

The results presented for spherical confinement with the area-difference constraint are

based on the bilayer-coupling model [73, 31], which is a special limit of the more general

area-difference-elasticity model [108, 155]. A more comprehensive picture of shape changes

and transitions—sufficient to construct full phase diagrams—requires the implementation

of the area-difference-elasticity model within our NN solver framework.

The cubic confinement studies can likewise be extended to include a broader range of

shapes, thereby enabling the construction of stability and phase diagrams. We leave these

directions to potential future work.
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Chapter 6

Discussion and Conclusion

In this chapter, we reflect on the results obtained in this thesis, especially Chapters 4

and 5, where we introduced and implemented a neural network (NN) solver for the phase-

field formulation of the Helfrich model and applied it to study phospholipid vesicles under

various confinement conditions. We discuss the accomplishments and implications of this

work, its relationship to the literature, its limitations, and prospects for future research.

Throughout, we retain the notation established earlier: reduced volume ū = 3V/4πR3
0,

reduced area difference ∆a, and interface parameter ϵ with ϵ̄ = ϵ/R0.

6.1 Summary of Contributions

Phase-field reformulation of the Helfrich curvature model. We adopted a phase-

field representation ϕ(r) for the vesicle morphology and rederived an expression for the

mean curvature H[ϕ] and the Helfrich energy Eb[ϕ] (cf. Appendices A and B). This mapping

avoids explicit surface tracking and thus circumvents mesh entanglement and remeshing,

well-known challenges in triangulation and finite-element surface formulations.

Neural-network solver for constrained variational minimization. Instead of evolv-

ing ϕ via a PDE (e.g., Model A/B flows) or discretizing a surface, we parameterized ϕ(r; Θ)
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by a compact feedforward NN and minimized a parametric cost functional (4.6) with La-

grange multipliers updated by ascent. The spatial derivatives (∇ϕ, ∇2ϕ) are computed by

automatic differentiation, eliminating the finite-difference truncation error. This preserves

the diffuse-interface advantages of the phase-field framework while dramatically simplifying

differentiation and constraint enforcement.

Validation against canonical free-space branches. We reproduced the classic bend-

ing energy vs. ū diagram (see Fig. 4.8(d)) and the three principal free-space branches

(prolate, oblate, stomatocyte), finding close agreement with the results of the axisym-

metric shooting-method results [31] and previous phase field calculations [48, 49]. Minor

deviations along the flattest oblate shapes were traced to the finite interface width ϵ̄.

Systematic confinement studies and phase maps. Across cylindrical (tube), slit,

spherical, and cubic confinements we computed stability diagrams, bending-energy curves

versus confinement size h, and consolidated phase diagrams. We identified both discontin-

uous (first-order) and continuous (second-order) transitions, non-axisymmetric intermedi-

ates (biaxial and bent states), and regions of numerical/physical instability (large energy

fluctuations) near symmetry-breaking boundaries (as in the up-down symmetry of oblates

and the lack of it in stomatocyte-like shapes). For spherical confinement, we additionally

examined families with fixed reduced area difference ∆a and documented the emergence

of starfish-like, clam-like, and division-prone morphologies.

Compact representation and reusability. Once the NN solver converges, the opti-

mized set of network parameters Θ provides a compact, self-contained representation of a

vesicle shape. Because Θ uniquely determines the phase field ϕ(r; Θ), and therefore the full

three-dimensional morphology together with its bending energy and constraint values, it

can be viewed as a shape certificate: a minimal numerical object that certifies the existence

of a particular equilibrium solution of the constrained Helfrich problem.

This representation is significantly more economical than storing full surface meshes

or volumetric fields, and it is directly reusable. In practice, solutions at nearby points
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in parameter space—e.g., for slightly different reduced volume ū, confinement size h, and

reduced area difference ∆a—are obtained efficiently by initializing the solver with a pre-

viously converged Θ. This continuation strategy allows entire branches of shapes to be

traversed systematically, which enables the construction of reproducible shape families,

bending-energy curves, and phase diagrams with modest storage requirements and practi-

cal training times.

6.2 Interpretation of Key Findings

6.2.1 Biaxial and bent intermediates under confinement

Cylindrical and slit confinements. For tube confinement, symmetry breaking from

oblate to biaxial shapes precedes prolate capture at lower h, with first-order jumps marked

along the oblate→prolate boundary (see Fig. 5.4). In slit confinement, the squeezing of

prolates induces biaxial intermediates whose energetic crossing with the oblate branch

traces a prolate→oblate boundary that evolves from first order at lower ū to more contin-

uous at higher ū (see Fig. 5.7). These results rationalize how confinement geometry selects

principal axes and narrows the permissible curvature spectrum as h decreases.

Spherical confinement. The spherical cavity penalizes excursions orthogonal to the

cavity wall, driving bent-prolate intermediates at moderate ū and transitions toward stomatocyte-

like states as h is reduced (see Fig. 5.8). The coexistence of first-order (prolate–oblate)

and second-order (confined-stomatocyte–oblate) boundaries (see Fig. 5.11) reflects different

curvature pathways: branch crossings signal energetic exchange between distinct basins,

whereas smooth connections indicate the persistence of a single basin deformed by confine-

ment.

Cubic confinement. In cubic cavities, vesicles exploit rotational degrees of freedom to

minimize energy cost before deformation, reorienting to diagonals. At smaller h, shape

families progress toward cuboidal oblates and fully cubic states without holes (Fig. 5.13).
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The geometry pins local curvature at edges and corners, suppressing axisymmetry and

favoring square-valve, clam-like intermediates. The observed hysteresis when cycling h

reflects multistability across nearby basins with shallow barriers.

6.2.2 Area difference and division-prone morphologies

Imposing a fixed ∆a (§4.3.4) in spherical confinement yields starfish→hammer→clam-like

trajectories with neck thinning and eventual division into separate components at strong

confinement (Fig. 5.12). This aligns qualitatively with previous experimental and numerical

reports on invagination and multi-lobed morphologies under excess area and confinement

[37, 77]. Our framework captures these transitions within the same parametric optimizer

used for free-space and other confinements, underscoring the solver’s flexibility.

6.2.3 Energetic trends and phase boundaries

Across all geometries, squeezed states typically incur rising Eb/(8πκ) with decreasing h,

reaching a stability limit where a discontinuou jump or a smooth connection occurs. The

location and nature of these boundaries depend on (ū,∆a, h) and on geometric pinning

by the confinement. Our phase diagrams (Figs. 5.4, 5.7, 5.11) assemble these trends into

interpretable maps, useful for experimental design (e.g., predicting which shapes arise upon

narrowing channels or cavities).

6.3 Relation to Prior Work

Helfrich theory and axisymmetric shapes. Our free-space results reproduce the

canonical prolate/oblate/stomatocyte branches and the Eb–ū dependence originally ob-

tained by a shooting method and ODE reductions for the two-dimensional contour of

axisymmetric shapes [31]. The NN–phase-field framework matches these baselines without

imposing axisymmetry a priori, showing that the learned ϕ(r; Θ) naturally converges to

axisymmetric shapes when those are energetic minimizers. This validates the functional

expression (4.1) and the surface/volume expressions (4.3)–(4.4) used as constraints.
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Surface-discretization and finite-element approaches. Triangulation-based tools

(e.g., Surface Evolver [38]) and weak-form finite elements [50] have been productive for

equilibrium shape prediction under constraints, but they require careful mesh quality con-

trol, curvature estimation on discrete surfaces, and frequent remeshing near necks and

sharp features. Our approach avoids explicit meshes by optimizing over Θ and relying on

automatic differentiation for curvature terms. Where Evolver excels in speed for static,

well-resolved surfaces, the NN phase field trades a heavier per-epoch cost for robustness

to topology/geometry changes, diffuse-interface regularization, and easy incorporation of

external potentials via P (Θ).

Phase-field dynamics vs. parametric minimization. Prior phase-field studies often

minimize energy via gradient flows (Model A/B), evolving ϕ by PDEs and discretizing

space/time [45, 48]. We instead perform direct parametric minimization of J(Θ), with ϕ

realized by a differentiable NN. This avoids tuning time-step stability and finite-difference

stencils for∇2ϕ, while preserving mass/area constraints through Lagrange multipliers. Nu-

merically, this leads to rapid exploration within parameter basins and efficient continuation

along branches by warm-starting from converged Θ at nearby (ū, h,∆a).

Area-difference models and non-axisymmetric shapes. The bilayer-coupling (BC)

limit, in which actual and preferred area differences coincide, admits tractable incorpora-

tion into our cost via the M(Θ) functional and its multiplier. Our spherical-confinement

results at fixed ∆a recover non-axisymmetric families (starfish, hammer, clam-like) previ-

ously reported under excess area and confinement [37, 77]. While area-difference-elasticity

(ADE) generalizations [155, 108] fall outside the present scope, the parametric framework

is well suited to include the non-local contribution, offering a path to full ADE phase maps

with the same solver.

Positioning among NN-based physics solvers. Physics-informed neural networks

(PINNs) [63, 64] and functional-optimization NNs (e.g., FONN [142]) have shown promise

for PDE-constrained learning and energy minimization on grids. Our solver is closer in

spirit to functional minimization, but with analytic spatial derivatives through autodiff
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and a compact, meshfree representation of ϕ. In contrast to grid message-passing or ex-

plicit PDE integration, our approach maintains high-order geometric fidelity without finite-

difference artifacts, while remaining flexible enough to incorporate additional constraints

and external fields (P (Θ)).

6.4 Methodological Considerations

6.4.1 Initialization, continuation, and hysteresis

Because J(Θ) is non-convex, initialization matters. We use physically informed warm

starts (e.g., a sphere fit for prolates; auxiliary penalties for oblates; carved cavities for

stomatocytes) and then continue in small steps of (ū, h,∆a). The observed hysteresis

when cycling h reflects traversal of distinct basins separated by modest energy barriers.

Mapping both forward and reverse trajectories, as done in our energy diagrams, helps

delineate first-order boundaries and detect metastable branches (e.g., bent-prolate families

in spherical confinement).

6.4.2 Resolution, interface width, and accuracy

Sharper interfaces (smaller ϵ̄) reduce diffuse-interface bias in H[ϕ] but require finer spatial

sampling S to maintain numerical accuracy and stability. In our studies, we primarily

used ϵ̄ = 0.033 and uniform grids up to S = 1843, which proved sufficient to reproduce

axisymmetric baselines and resolve confined morphologies. Further reductions in ϵ̄ im-

prove agreement for nearly flat oblate segments but come at increased computational cost;

this can be mitigated through targeted importance sampling or adaptive domain refine-

ment (e.g., adaptively constructing a multi-resolution scheme with a finer resolution at the

interface where ϕ(r; Θ) varies rapidly).

A potential numerical improvement for addressing small ϵ̄ is to incorporate an impor-

tance sampling scheme alongside the Monte Carlo method used to evaluate the numerical

126



integrals required during optimization (training). The importance sampling should con-

centrate on the interface region, where ϕ(r; Θ) varies rapidly, and on the interior of the

vesicle, where ϕ(r; Θ) ≈ 1, as these regions contribute most significantly to the numerical

evaluation of the cost function J(Θ). By employing suitable Monte Carlo weights, such as

densities associated with the surface area and volume functionals, the core of an effective

importance sampling strategy can be constructed.

6.4.3 Scalability and portability

The solver’s computational core is generic: any modern autodiff library can evaluate Eb(Θ),

constraints, and their gradients. Because Θ is compact, shape libraries can be stored and

reused across studies. GPU acceleration parallelizes sampling and automatic differenti-

ation. Collectively, this makes the NN solver practical for large parameter sweeps and

multi-confinement phase-diagram construction.

6.5 Limitations and Future Work

ADE model. Extending from BC to ADE entails adding a non-local quadratic penalty

in the area difference. Implementing this in J(Θ) is straightforward. By this extension to

the solver, systematic exploration of higher-dimensional phase diagrams that, for instance,

combine reduced volume, confinement size, and area difference can be attempted, which

also follows a more generalized modeling framework.

Importance sampling and multi-resolution. Accuracy at small ϵ̄ can be improved

with importance sampling concentrated in the interfacial and interior regions, or using

nested domains with local refinement, for which we discussed some details above.

Richer architectures and optimization methods. While a compact two-hidden-layer

FNN sufficed here, deeper networks with more complex architectures, such as residual con-

nections [65], could resolve highly deformed or more complicated morphologies. Conver-
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gence can be sensitive to hyperparameters such as learning rate, batch size, and optimizer

choice. The optimization method used to minimize the cost is Adam, which is an ad-

vanced form of the gradient descent method. However, using other types of optimization

methods, namely quasi-Newton methods such as BFGS, Self-Scaled BFGS, and Self-Scaled

Broyden, can enhance performance and accuracy by incorporating second-order curvature

information of the cost function [68].

Dynamics and hydrodynamic coupling. The present work targets equilibrium shapes.

For dynamics in flow and time-resolved transformations [176, 177, 178, 179, 180, 181], one

can couple the NN phase field to viscous hydrodynamics, e.g., by embedding the NN in a

PINN for the coupled PDEs.

Topology changes and Gaussian curvature. Neck thinning and shape division were

observed under ∆a and strong confinement. A comprehensive study of topology change

requires explicit accounting of the Gaussian term and careful treatment of genus transitions

within the phase-field approximation. Our framework can accommodate this by monitoring

Euler characteristic and switching energy accounting when components nucleate.

Uncertainty quantification and reproducibility. Because J(Θ) is non-convex, re-

porting confidence level (quantifying uncertainty) across multiple random seeds and warm

starts is considered good practice. Additionally, integration with experimental imaging

data and machine-learning classifiers can help validate morphologies and refine predictions.

6.6 Concluding Remarks

We have introduced a neural-network solver for the phase-field-formulated Helfrich model

that (i) reproduces canonical free-space branches without imposing axisymmetry, (ii) com-

putes systematic stability, energy, and phase diagrams across four confinement geometries,

(iii) accommodates additional global constraints such as reduced area difference ∆a, and

(iv) leverages automatic differentiation to avoid finite-difference artifacts in the numerical

128



evaluations. The solver is compact, reusable, and naturally suited to parameter contin-

uation, enabling dense mapping of shape families and phase boundaries, including the

identification of non-axisymmetric intermediates (biaxial, bent) and the classification of

first- vs. second-order transitions.

Beyond corroborating prior axisymmetric, non-axisymmetric, and confined-shape lit-

erature, the present framework streamlines the generation of full three-dimensional mor-

phologies directly in physical space, integrates external potentials through simple con-

straint definitions, and provides a clear path to richer physics (ADE, hydrodynamics)

and numerical refinements (adaptive sampling, deeper architectures). We anticipate that

this combination of geometric fidelity, algorithmic flexibility, and practical scalability will

make NN–phase-field solvers a useful complement to traditional numerical approaches in

the quantitative study of phospholipid vesicles and related soft-matter interfaces.
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[22] Saša Svetina and Boštjan Žekš. Shape behavior of lipid vesicles as the basis of some

cellular processes. The Anatomical Record, 268(3):215–225, 2002.
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Appendix A

Phase-field Formulation of Helfrich

Model

The content in this appendix overlaps with the text in [164] and complements the material

developed in Chapters 2 and 4.

Here, we show that (4.1) can be readily cast into an equivalent phase-field form for the

case of zero spontaneous curvature and invariant Euler characteristic. Its customary to

assume the phase field ansatz, ϕ(r) = tanh(d(r)/
√

2ϵ) in the phase-filed formalism. The

sharpness of the membrane interface is determined by ϵ and d(r) represents the signed

distance from the membrane in a three dimensional space. It is straightforward to show

[150]

∇2
ijd(r) =

√
2ϵ

1− ϕ(r)2

[
∇2

ijϕ(r) +
2ϕ(r)

1− ϕ(r)2
∇iϕ(r)∇jϕ(r)

]
, (A.1)

where i and j denote the different coordinates in 3D.

The sum of eigenvalues (trace) of the matrix constructed by (A.1) is related to the
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mean curvature [45, 46, 48, 150]

H = −1

2
tr
(
∇2d(r)

)
= − ϵ√

2 (1− ϕ(r)2)

[
∇2ϕ(r) +

2ϕ(r)

1− ϕ(r)2
|∇ϕ(r)|2

]
= − ϵ√

2 (1− ϕ(r)2)

[
∇2ϕ(r) +

1

ϵ2
ϕ(r)[1− ϕ(r)2]

]
, (A.2)

where we have used |∇ϕ(r)|2 = 1
2ϵ2

(1− ϕ(r)2)2 to obtain a more familiar form.

The expression for the bending energy given by (4.1) can be rewritten by (A.2) and

converted to a volume integral [52, 150]. Using
∫∞
−∞ dα(1 − ϕ(α)2)2 = 4

√
2ϵ
3

(ϕ(α) =

tanh(α/
√

2ϵ)) we have

Eb[ϕ] = 2κ

∫
S

H2dS

=

(
3

4
√

2ϵ

∫ ∞

−∞
dα(1− ϕ(α)2)2

)
2κ

∫
S

H2dS

∼ 3κ

4
√

2ϵ

∫
dr

[
ϵ∇2ϕ(r) +

1

ϵ
ϕ(r)[1− ϕ(r)2]

]2
. (A.3)

The expression for the surface area of vesicle in terms of the phase field ϕ(r) can be

formulated in a similar manner. Starting from a surface integral, we obtain a volume

integral for the surface area as follows

A[ϕ] =

∫
S

dS

=

(
3

4
√

2ϵ

∫ ∞

−∞
dα(1− ϕ(α)2)2

)∫
S

dS

∼ 3

4
√

2ϵ

∫
dr[1− ϕ(r)2]2

=
3

4
√

2

∫
dr

[
ϵ|∇ϕ(r)|2 +

1

2ϵ
[1− ϕ(r)2]2

]
, (A.4)

where we have used |∇ϕ(r)|2 = 1
2ϵ2

(1− ϕ(r)2)2 in the last step.
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It should be noted that in the limit ϵ→ 0 both (A.3) and (A.4) become precise [45, 52,

150].

The expression for the vesicle volume can be derived from the fact that in the interior

ϕ(r) → +1 and in the exterior ϕ(r) → −1. Thus, by applying a shift and an appropriate

scaling we end up with (4.4) for the volume.

The phase-field-formulated Helfirch model for the bending energy subject to constraints

on surface area and volume can now be represented by an NN, which introduces a set of

network parameters in the definition of the phase field that yields ϕ(r; Θ). A Lagrangian

function with appropriate Lagrange multipliers is defined, which is then minimized to

obtain the minimum energy shapes of vesicles. This function is the cost J given by (4.6),

for which the volume integrals are carried out by (4.5) numerically.
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Appendix B

Phase-field Formulation of the Local

Mean Curvature

The content in this appendix complements the material developed in Chapters 2 and 4.

Here, we show that an expression for the mean curvature can be derived from a phase-

field-based functional for the surface area of the vesicle.The expression for this functional

is:

A[ϕ] = C1

∫ [
ϵ|∇ϕ(r)|2 +

1

2ϵ

(
1− ϕ(r)2

)2]
dr, (B.1)

where C1 is a dimensionless numerical coefficient that adjusts the value of the surface area

and will be determined later. This expression is similar in form to the Ginzburg–Landau

energy functional [71, 126], which, for instance, defines the free energy of a binary solution

in the derivation of the Cahn–Hilliard equation [147]. The first term corresponds to the

spatial gradient of the order parameter in the mixture, and the second term resembles

the so-called double-well potential, representing the bulk free energy of the mixture [183,

184]. In this context, the order parameter is replaced by the phase field, and the binary

solution is replaced by the 3D space containing the phospholipid vesicle and its surrounding

environment. The goal is to model the vesicle and its environment using the phase field,

which makes the interior and exterior regions distinguishable by an interface. The thickness

of this interface, representing the position of the membrane—the transition layer from
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ϕ = +1 to ϕ = −1—is controlled by ϵ.

The form of the function commonly assumed for the phase field is sigmoid in type,

specifically ϕ(r) = tanh(C2d(r)), where the numerical constant C2 controls the sharpness

of the transition from ϕ(r) = −1 to ϕ(r) = +1. The first and second terms in (B.1) behave

as delta functions, given this specific form of ϕ(r), as ϵ → 0 and C2 → ∞. Therefore, at

the interface where d(r) = 0, (B.1), which is a volume integral, can be used to evaluate

the surface area of the vesicle shapes.

We can examine the first variation of (B.1) with respect to ϕ(r) to investigate whether

an expression for the mean curvature can be extracted from this definition of the surface

area. To do this, we first determine the functional derivative of A[ϕ] as follows (we have

omitted the r-dependence in the notation for brevity):

δA

δϕ
=

∂A

∂ϕ
−∇ · ∂A

∂(∇ϕ)
. (B.2)

Here, we truncate the functional derivative to the highest order of spatial derivatives present

in the definition of A[ϕ]. The partial derivative with respect to ϕ is:

∂A

∂ϕ
= −C1

2

ϵ
ϕ(1− ϕ2). (B.3)

In the same manner, we have
∂A

∂(∇ϕ)
= C12ϵ∇ϕ, (B.4)

which is used to calculate

∇ · ∂A

∂(∇ϕ)
= C12ϵ∇2ϕ. (B.5)

Substituting (B.3) and (B.5) into (B.2), we obtain

δA

δϕ
= −C1

[
2

ϵ
ϕ(1− ϕ2) + 2ϵ∇2ϕ

]
, (B.6)

which is the expression for the functional derivative of the surface area in terms of the

phase field and its spatial derivative in 3D.

Now, to show that an expression for the mean curvature H can be derived from (B.6),

we substitute tanh(C2d(r)) for ϕ(r). The Laplacian term can be calculated as follows:

∇ϕ = C2∇d(r)
[
1− tanh2 (C2d(r))

]
, (B.7)
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and

∇2ϕ = C2∇2d(r)
[
1− tanh2 (C2d(r))

]
−2C2

2 tanh (C2d(r))
[
1− tanh2 (C2d(r))

]
, (B.8)

where we have used the property of the signed distance |∇d(r)|2 = 1 [151]. Substituting

the above into (B.6), we get

δA

δϕ
= −C1

[
2

ϵ
ϕ(1− ϕ2) + 2ϵ∇2ϕ

]
= −C1

[
(
2

ϵ
− 4ϵC2

2) tanh (C2d(r)) + 2ϵC2∇2d(r)

] [
1− tanh2 (C2d(r))

]
. (B.9)

It is known from differential geometry that ∇2d(r) is the negative of the trace of the

shape operator (whose matrix elements can be calculated using the Weingarten equations),

i.e., the negative of the sum of the local principal curvatures of the surface [152, 153].

Therefore, it is related to the mean curvature by

H = −1

2
∇2d(r). (B.10)

Using this definition of H, we can rearrange (B.9) to isolate an expression for the mean

curvature. First, we note that for C2 = 1/
√

2ϵ, the coefficient 2/ϵ−4ϵC2
2 in (B.9) vanishes,

giving us:
−1

√
2C1

[
1− tanh2

(
d(r)√

2ϵ

)] δA
δϕ

= ∇2d(r), (B.11)

which leads to

H[ϕ] =
1

2
√

2C1

[
1− tanh2

(
d(r)√

2ϵ

)] δA
δϕ

. (B.12)

Using (B.6) and replacing tanh (d(r)/
√

2ϵ) by ϕ, the final expression for H is:

H[ϕ] = − ϵ√
2 (1− ϕ2)

[
∇2ϕ +

1

ϵ2
ϕ(1− ϕ2)

]
. (B.13)
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