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Abstract

The Arctic Ocean is experiencing significant ice recession, with projections indicating ice-
free conditions during summer by 2060 [1]. This environmental shift opens new navigation
routes, which could serve as a crucial trade route between the Pacific and Atlantic. Current
ice navigation relies heavily on subjective decisions by ice experts, highlighting the need
for tools that can assist in making objective, data-driven navigation decisions.

This dissertation explores methods for ice condition assessment using ship-borne optical
data, focusing on the application of machine learning techniques. We investigate several
neural network architectures for the semantic segmentation and classification of ice, specif-
ically aiming to develop a network that is robust to occlusions (e.g., droplets on the lens)
and capable of inferring ice condition in occluded regions. We create a novel medium-sized
dataset of 946 images with fine annotations and provide our semi-automated approach in
order to create large finely annotated dataset. We train an ensemble of traditional convolu-
tional neural networks (CNNs) and show their performance ability on our finely annotated
dataset. Finally, we use a modification of SegFlow [2], integrating features from PWCNet
[3] and ResNet [4], to leverage temporal knowledge and decrease error from lens occlusions.
By adjusting the network, we boast improved segmentation performance in both occluded
and non-occluded data from baseline approach.

Our methodology demonstrates the potential of neural networks to provide robust ice
condition assessments, aiding the pursuit of objective and reliable evaluations of ice condi-
tions. By leveraging machine learning techniques, this research can contribute to safer and
more efficient navigation in the increasingly accessible Arctic waters, thereby supporting
the development of navigation tools that can keep pace with the changing environmental
landscape.
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Chapter 1

Introduction

1.1 Motivation

Arctic ice has shown a rapid and irrefutable trend of coverage recession and thinning
over the past few decades. By some projections, we can expect to see ice-free conditions
in the summer by as early as 2060 [1]. Although this may have negative environmental
implications, it has the benefit of opening the Arctic for navigation. Of particular interest
is the opportunity to use the Arctic as a trade route between the Pacific and Atlantic,
providing alternatives to the currently relied upon Panama Canal through the Northern
Sea Route, the transpolar route, and eventually the northwestern passage [5]. Currently,
ice navigation relies on experts to interpret and integrate data from ship radar, satellite
imagery, and other tools to make subjective decisions about safe navigation conditions.
There exists a need for tools that can assist these experts by providing objective, data-
driven assessments of navigational safety.

There are several factors that determine the overall “safeness” of the ice conditions
surrounding a ship vessel. Intuitively, factors such as the amount of ice coverage and the
size of ice pieces have a direct correlation to the safeness of the ice condition. However,
additional factors such as the age of the ice (e.g., first-year ice versus multiyear ice), and the
pressure caused by the movement and joining of ice floes pose perhaps a larger threat to the
safety of the ship [6]. To properly assess these factors, researchers seek to use various tools
to create an objective measure of the ice condition. One such tool is ice radar, where X-
band radar can be used to identify icebergs, floes, and pressure ridges and determine the age
of the ice [7]-[10]. Other works use accelerometer-based tools to measure ice concentration
by recording the vibrations of the ship [11], [12]. Airborne vehicles such as helicopters or



drones equipped with LiDAR (Light Detection and Ranging), Electromagnetic Induction
Sensors, or Ground Penetrating Radar have also been shown to be able detect and measure
ice thickness, age, and concentration [13]-[19]. These tools provide comprehensive data that
enable a more accurate and holistic assessment of the ice conditions, assisting ice experts
in making informed and objective decisions regarding safe navigation routes.

However, while these physical tools have proven effective in certain contexts, they are
not without limitations. One of the primary drawbacks is their speed and/or resolution,
which can impede their suitability for real-time navigation decision-making in dynamic
Arctic environments. LiDAR systems, for instance, may require significant processing time
to generate detailed ice maps, particularly over large spatial extents. Similarly, radar-
based techniques often exhibit lower resolution compared to optical imaging methods,
limiting their ability to discern fine-scale features of ice cover. Furthermore, the operational
constraints associated with these tools, such as the need for favorable weather conditions
and line-of-sight visibility, can further hinder their utility in remote and harsh Arctic
conditions.

To resolve the limitations of these techniques, many researchers employ optical sensors
to assess the ice condition. Ship-borne camera data provides a large field of view to provide
high-resolution information of the ice condition surrounding the ship. Optical data can
also be captured at a high frame-rate, to provide dense temporal context. In order to
classify the different ice objects in the images, many researchers employ unsupervised
segmentation techniques, including K-means clustering, Otsu’s method, and thresholding
[20]-[30]. However, despite their utility, unsupervised segmentation techniques suffer from
significant reliability issues that limit their effectiveness in practical applications.

One of the main challenges with unsupervised segmentation methods is their sensitivity
to variations in image characteristics, such as illumination conditions, contrast levels, and
noise levels. Since these techniques operate without prior knowledge of the underlying
image content, they rely solely on statistical properties of the image data, which may not
always correspond to meaningful distinctions between ice and non-ice regions. As a result,
unsupervised segmentation algorithms often produce inconsistent and inaccurate results,
particularly in complex scenes with heterogeneous ice cover and diverse surface conditions.

Furthermore, unsupervised segmentation methods typically require substantial man-
ual tuning of parameters, such as the number of clusters in K-means clustering. The
selection of appropriate parameters is subjective and can vary depending on the specific
characteristics of the input data, leading to suboptimal segmentation outcomes. Moreover,
these techniques lack the ability to incorporate contextual information or domain-specific
knowledge, which is crucial for accurate ice detection in Arctic environments.



Neural networks, inspired by neuron activation receptors in the brain, were developed
to address the lack of contextual information of unsupervised techniques. By layering
multiple “neurons” in a network, neural networks were shown to be able to learn multi-
dimensional patterns to create classes for data. In the field of optical data, researchers
employ convolutional neural networks (CNNs) that learn convolutional weights to capture
spatial information in an image [31]. A few works are interested in the segmentation and
classification of ship-borne optical ice data using well-established techniques in the field of
semantic segmentation [32]-[40]. However, their works share some limitations. Since there
are no public datasets for sea ice segmentation, researchers annotate their own datasets,
which tend to be small or use coarse label annotations. Furthermore, limited works are
interested in the mitigation of erroneous predictions from lens occlusions, which present
themselves frequently as water droplets on the lens. Finally, there are no currently available
works that seek to leverage temporal information in order to improve accuracy in occluded
regions. Our contributions in this work are as follows:

1. We develop a medium-sized finely annotated dataset that is interested in classify-
ing ice floes, brash ice, water, ship, sky, and iceberg. We also outline our labeling
methodology such that future works can create larger finely annotated datasets.

2. We assess pre-existing image semantic segmentation networks and create classifiers
that are able to create fine annotations with 94% accuracy and 0.835 mean intersec-
tion over union.

3. We improve upon existing video semantic segmentation architecture to leverage tem-
poral information and create accurate predictions in occluded regions.

Our work will be organized as follows: Section 2 outlines our dataset, our labeling
methodology, and related works interested in ship-borne sea ice annotation. Section 3
outlines our methodology for training and evaluating our segmentation networks, and pro-
vides a brief overview of image and video segmentation techniques and previous approaches
applied for ship-borne sea ice imagery. Finally, we provide our results and discussion in
Section 4, and summarize our work and provide suggestions for future works in Section 5.



Chapter 2

Dataset and Annotation

2.1 Dataset Overview

Our dataset follows the Canadian Coast Guard’s icebreaker “Henry Larsen” during her
expedition off the Newfoundland coast in the spring of 2015. The areas where the footage
was captured are shown in Figure 2.1 and outlined in red. It presents a realistic collection
of data, featuring varying conditions that range from ideal to messy due to factors such as
lighting, lens obfuscations, and environmental conditions. Notably, our dataset includes
footage of an iceberg, and to our knowledge, is the first to provide and annotate in situ
iceberg footage from onboard an icebreaker. Interestingly, a glimpse of this footage is
featured in Jensen Huang’s 2021 keynote [41], where it is highlighted as a new frontier
application for machine learning, likening the challenge to that of lunar exploration. In
the context of ice situation assessment, our dataset is an invaluable resource due to the
diverse, realistic, and unique data it provides. Examples of our dataset can be seen in
Figure 2.2.

Our images are taken with a GoPro camera and are all taken from the same elevated
perspective on board the ship. This elevated perspective allows for a complete view of the
bow of the ship and its immediate surroundings, and ice objects can be seen to extend to
the horizon. near-field ice objects exhibit distinct features, facilitating easy identification
and differentiation based on their shape and texture. However, as distance increases,
details diminish, and individual ice objects become more challenging to discern due to
size reduction and atmospheric effects. This variation in visibility emphasizes the need for
region-based annotation, where labeling is tailored to the object’s visibility and distance
from the camera. Initially, we categorize our image into three regions dubbed the near-
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Figure 2.1: GPS data (outlined in red) showing the capture locations of our dataset.
The dataset tracks the Canadian Coast Guard icebreaker “Henry Larsen” off the coast of
Newfoundland from April 23 to April 29, 2015.

field, mid-field, and far-field; however, we adapt the number of regions for our images to
accommodate significant changes in lighting or contrast.

2.2 Related Works

Limited works are interested in the annotation and classification of near-field ice objects,
especially sea ice. This can be largely attributed to the lack of publicly available datasets,
since the ability to record sea ice is limited to those in polar regions. However, another
significant setback lies in the challenge of annotating sea ice data. In a single image,
there can be hundreds of separate instances of ice classes in an image, causing ice data
to be extremely expensive to annotate. When presented with expensive data to label,
researchers often have to choose whether to allocate large resources to annotate expensive
data by hand or use unsupervised methods that are quick but perhaps unreliable. In this
work, we present an intuitive methodology that combines both approaches, aiming to be
more reliable than many unsupervised techniques and faster than manual annotation.

To our knowledge, Dowden et al. [32], were the first to suggest deep learning models
for sea ice segmentation and ship navigation. In their work, they manually annotated
video data from the Nathaniel B. Palmer Antarctic expedition [42] to create a dataset of



National Research Council of Canada

Figure 2.2: Examples of images from our dataset with different lighting and ice conditions.
(a) shows sparse ice floe coverage and (b) shows similar ice coverage with different lighting.
(c) shows a common occlusion in our data, where a water droplet on the lens partially
obscures the image. (d) shows an example frame from our test dataset with iceberg footage.
(e) & (f) show examples from our training dataset, with varied ice floe coverage. (g) shows

an example from our validation dataset. (h) shows (g) as it was shown in NVIDIA’s 2021
keynote [41].



1090 images using PixelAnnotationTool [43]. Although their dataset is relatively large,
the high cost of manual annotation results in coarse annotations for some images, where
entire fields of ice floes may be labeled as a single entity rather than segmenting each floe
individually. Subsequent studies have attempted to classify the same Nathaniel B. Palmer
expedition data, either using the original annotations [34], [35] or recreating their own.
Asharay et al. [33] emphasized the importance of raindrop removal for model performance
on the Nathaniel B. Palmer dataset, and proposed bilateral smoothing and canny edge
detection as solutions. However, their segmentation dataset contained less than half the
number of annotated images as Dowden et al.

Li et al. [36] re-annotated the dataset using the annotation tool LabelMe [44] to create
a dataset of similar size, but their data also suffered from low resolution and did not
differentiate between ice floes and new ice in expansive fields. Other studies have aimed to
achieve similar results with their own annotated datasets. Zhang et al. [37] created a high-
resolution dataset using LabelMe, but it comprised only 300 images. Zhao et al. [38] also
used LabelMe, but their dataset comprised of 308 coarse annotations. Panchi et al. [39]
used Pixel-Tool [45] to create a small dataset of 338 images, and Cai et al. [46] employed
an unspecified open-access annotation tool for a dataset of 500 images.

In the domain of machine learning for sea ice segmentation, all current approaches strug-
gle with datasets that either have coarse annotations or are too small. Our approach com-
bines unsupervised techniques with manual labeling to create a mid-sized, high-resolution
dataset of about 1,000 images. We outline this approach in the hopes for future works to
generate more comprehensive data for sea ice segmentation.

There are several established methods for segmenting ice (sea ice or river ice) using
unsupervised techniques, with most works utilizing remote sensing data. These data typi-
cally come from a bird’s-eye perspective rather than a ship’s perspective, which does not
suffer from the same atmospheric effects. The top-down viewing angle ensures ice ob-
jects to have similar length-scales with similar lighting conditions, allowing for the use of
global segmentation algorithms. While these methodologies have their advantages, they
also have significant drawbacks that make them less appealing for ship navigation. Remote
sensing data is often low-resolution because the images are taken from a large distance,
especially in the case of satellite data. Additionally, the data has high latency, limiting its
use for real-time navigation. For effective real-time navigation, shipborne optical data is
necessary. Although methodologies for remote sensing are very similar to ours in terms of
objective, the differences in lighting conditions and viewing angles limit their applicability
to ship perspective data. However, due to the shared objective, we expect methodologies
in both fields to be similar or inspired by each other. A brief outline of some common
methodologies for remote and near-field ice imagery will be given.



A common algorithm used for remote sensing and near-field ice data is K-means [47].
K-means aims to organize the given data into K clusters by choosing clusters in the fea-
ture space based on their Euclidean distance to K randomly placed centroids. Since the
algorithm creates clusters based on Euclidean distance, the algorithm works well when
data classes in the feature space are closely related. Since ice objects tend to be white
and distinctly colored from their surrounding environment, K-means is expected to work
well. Extensive works have employed K-means for ice segmentation and have observed
varying degrees of success [20]-[24]. As such, some works have applied the methodology
for near-field ship data [25], [26]. However, near-range imagery are much higher resolution
than remote applications, and ice exhibits a much larger range of texture features and color
variations. This array of features presents a significant challenge for K-means, and results
in inaccurate and/or coarse annotations.

To combat the unreliability of K-means clustering, researchers often leverage specific
features of the ice to identify ice objects in an image. Stewart et al. [48] segment Synthetic-
Aperture Radar (SAR) data by modeling the probability of ice classes as a function of
intensity and the shape of the floes. Deng et al. [49] segment ice and differentiate types
of ice using Markov Random Fields (MRF) that optimally leverage spatial information
alongside pixel intensity and/or region texture. These methodologies require an accurate
model to portray the probability distribution of the ice. Both Stewart et al. and Deng
et al. suggest using a gamma distribution, which is intuitive since ice classes represent a
large proportion of the bright classes in an image. However, the gamma distribution is
ill-suited for oblique perspective data, where the bright classes in the far-field represent a
disproportionate amount of the bright classes in the image, thereby degrading classification
accuracy in the near-field. Accurate depiction of ice in oblique images requires a more
sophisticated model that incorporates distance from the camera. In our work, we segment
our image into multiple regions based on distance and segment each region separately.
This approach allows us to address the varying brightness, contrast, and texture conditions
within different parts of the image more effectively.

Otsu’s algorithm is a histogram-based technique that creates classes using pixel inten-
sity values [50]. The algorithm works on grayscale images and chooses thresholds in a
histogram based on regions that minimize intra-class variance. In its simplest form, the
algorithm is a binary classifier that operates under the assumption that the data is a mix-
ture of two normal distributions with equal variance and sample size. It works well with
clean homogeneous data with high inter-class variance and low intra-class variance [51].
Otsu’s algorithm can also be extended to create multiple classifications [52], and we em-
ploy MATLAB’s multithresh() function. Several works employ Otsu thresholding for ice
segmentation, both in remote [27] and near-field [28], [29] applications. Kalke et al. [30]



trained Support Vector Machines (SVMs) to classify river ice and found that SVMs per-
formed better than Otsu’s thresholding and other automatic clustering techniques, while
performing similarly to manual thresholding. In our approach, we use multiclass Otsu’s
thresholding to generate multiple proposals for the correct threshold and then manually se-
lect the best threshold. This allows us to leverage the efficiency of automated thresholding
while ensuring the correctness of manual thresholding.

Similar to our work is that of Haverkamp et al. [53], who propose separating SAR
images into multiple sub-regions and applying thresholding techniques in each region. They
identify regions in the image that exhibit high degrees of bimodality and use maximum
likelihood estimation to find the threshold that differentiate ice. Lu et al. [54] adopt
this method but apply it to perspective ship data, aiming to locate ice floes and calculate
concentration. They outline calibration parameters necessary to orthorectify their data and
use this to calculate concentration and determine the region of the image that represents the
far-field. Since their work focuses on ice concentration, they discard far-field information
in favor of higher accuracy near-field segmentations. We argue that far-field information
is still important and should be used for navigation and machine learning. Although
individual ice floes may not be discernible in the far-field, pertinent information about
concentration or the presence of dangerous icebergs can still be estimated. Additionally,
our work definitively outlines a methodology to define any number of regions in an image for
segmentation, without the need for calibration. Finally, we use multilevel Otsu thresholding
rather than maximum likelihood estimation, for its ability to create multiple thresholds as
a proposal for the correct threshold. We manually select the appropriate threshold that
results in the most accurate segmentation.

2.3 Region-Based Annotation

The Henry Larsen dataset focuses on classifying and segmenting six distinct categories, four
of which are various types of ice objects defined by the World Meteorological Organization
(WMO) standards [55]. These categories are:

e Iceberg: A massive piece of ice of varying shape, protruding more than 5 m above
sea-level

e [ce floe: Any contiguous piece of sea ice

e Water: A large area of freely navigable water



e Brash ice: Weakly frozen together clusters of ice crystals and small fragments of
floating ice no more than 2 m across

e Ship: The boat present in the near-field of all images; including the artifacts and
people on board

e Sky: All visible sky in the image

While our classification includes a category labeled “brash ice”, it is worth noting that
this designation deviates slightly from the WMO standards. Technically, our classification
could be subdivided into two separate classes: “brash ice” which describes the individual
ice fragments, and “new ice” which describes weakly frozen together ice crystals. However,
for navigational purposes, this distinction is deemed negligible, as neither poses a signifi-
cant threat to the ship. Therefore, we amalgamate these categories, treating them as the
complement to the three primary ice-type classes (i.e. not iceberg, ice floe, nor water).

Additionally, we recognize that the ice floe class can be further separated into classes
based on the age of the ice (e.g. first-year ice, multi-year ice), which each have properties
(e.g., thickness and strength) that can impact the ship differently. However, precise age
classification requires expertise from ice specialists, a field beyond our current scope. Con-
sequently, we leave this classification for future works. Currently, we focus our work on
the fine annotation and classification of ice while minimizing error from lens artifacts.

Many works leverage distinct features of the ice in order to segment it; including shape,
texture, and color. Among these, color is the most commonly used feature. We postulate
that color is the most important differentiating feature of ice, and color-thresholding tech-
niques combined with heuristics can be used in combination sufficiently to segment the
ice. For oblique ship perspective imagery, we note that features in an image exhibit similar
characteristics based on their distance from the camera. Thus we define distinct regions
in the image based on their distance and lighting and annotate our images in an approach
we call Region-Based Annotation.

2.3.1 Defining Regions

Figure 2.3a shows an example of an image from our dataset that contains all 6 relevant
classes. Our images are taken with a GoPro camera and are all taken from the same
elevated perspective on board the ship. This elevated perspective allows for a complete
view of the bow of the ship and its immediate surroundings, and ice objects can be seen
to extend to the horizon. Near-field ice objects exhibit distinct features, facilitating easy



Figure 2.3: A sample image from our dataset and part of its labeling process. (a) shows the
original image, and (b) shows the image with the ship (red), sky (light green), and iceberg
(purple) manually labeled (with corresponding color). (c) shows the different regions in
the image, separated by dashed color lines (magenta line for near- and mid-field, and green
line for mid- and far-field, respectively), and a centerline is included in the center of the
image for clarity.



identification and differentiation based on their shape and texture. However, as distance
increases, details diminish, and individual ice objects become more challenging to discern
due to size reduction and atmospheric effects. This variation in visibility emphasizes the
need for region-based annotation, where labeling is tailored to the object’s visibility and
distance from the camera. Initially, we categorize our image into three regions dubbed the
near-field, mid-field, and far-field; however, we adapt the number of regions for our images
to accommodate significant changes in lighting or contrast.

In real-world coordinates, a system that defines regions based on their distance would be
best defined using a polar coordinate system, where each point on the plane is described
by its distance and angle from the origin. However, such a coordinate system may not
be accurate with our images, since we expect our images to be a skewed representation
of the real world. Factors such as the perspective angle of the camera as well as the
physical properties of the camera lens both cause our captured images to be skewed [56].
Traditionally, to account for this skewing of images, one would use known measurements
of multiple features in an image in order to create a linear mapping that describes the
transformation between the real world and the image [57]. The mapping that depicts the
skewing from perspective is described with the extrinsic properties of the camera, and the
mapping from the physical properties of the lens is described with the intrinsic properties.
Knowledge of this mapping allows for the size of all objects in an image to be known and
would allow us to easily define regions based on distance. However, such properties are
not provided for our dataset, which poses a challenge for labelling based on distance. To
overcome this, we create a rough parametric model to describe the extrinsic and intrinsic
properties of our model, then tune these parameters to fit what we consider appropriately
characterizes the regions in our images.

Extrinsic Properties Model. We first construct a parametric model to describe the
camera’s extrinsic properties. Figure 2.4 depicts the relationship we expect between the
real-world and the image plane. The focal point, situated within the camera lens, serves as
the convergence point for incoming light rays. The image plane is where light is projected
on to form the image, and is the mathematical representation of our dataset images. The
distance between the focal point and the image plane is defined as the focal length (f).
Within view of the camera lies the region of interest (ROI), which represents the landscape
being captured. The angle formed between the camera and the farthest point within this
region is termed the angle of perspective, represented as «. The visible span of the ROI
is determined by the vertical field of view of the camera, represented by 5. The furthest
point visible in the ROI is denoted as z.,, while the corresponding point in the image plane
is denoted yYoo-

We are interested in describing the relationship between distance in the ROI and and its
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Figure 2.4: A diagram demonstrating the relation between distance in the real-world and
how it is projected onto the image plane. Equal distances in the region of interest are
represented with dashed colored lines, which all converge to the focal point of the lens.
The distance between the image plane and the focal point is the focal length, and the angle
of perspective of the camera is denoted as «. The visible span of the region of interest
(ROI) is determined by the vertical field of view of the camera, represented by 5. The
furthest point visible in the ROI is denoted as z.,, while the corresponding point in the
image plane is denoted y.,. The camera is included for illustrative purposes.

corresponding representation in the image plane. In Figure 2.4, we show multiple regions
that are equally spaced apart within the ROI, and how they are warped in our image
plane. Due to the perspective angle, these regions become compressed in the image plane
and appear smaller the further away they are from the camera. Let y; represent the vertical
distance from the focal point in the image plane, Y represent the ROI’s vertical distance
from the camera, and z represent the ROI’s horizontal distance from the camera. Using
similar triangles, the relationship between 1, and z can be expressed as:

v f
Y  z4f

(2.1)

This equation connects coordinates in the image plane gy, with the real-world distance
z, in terms of parameters Y and f. Redefining the image coordinates from the bottom of



the image and rearranging for the image coordinate y, we obtain:

/
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y=Y(y— ); (2.2)
where v € [0, 1] represents the ratio between Y and the vertical field of view of the camera.
Rigorously, v := 1 — %, where y, € [0,Y] is the vertical distance from the bottom of the
image plane to the region of interest. Our final relation describes the projection of distance
from the real-world to the image plane with three parameters, Y, v, and f.

To simplify our relation, we introduce several assumptions. First, we normalize the
coordinate system for easier analysis. Let zy and z,, denote the closest and furthest points
in the region of interest (ROI), respectively, with corresponding image plane points yo and
Yoo- Knowledge of the values of these points allow us to parametrize the mapping between
the ROI and the image plane. Rather than working with their actual values, we normalize
the coordinate system so that the coordinates of the closest and furthest points in both the
ROI and the image plane range between 0 and 1. The normalized coordinates are denoted
by y* and z*, defined as:

* Y
y = -, 23
z
= — 2.4

In the normalized coordinate system, these constraints map the nearest and furthest points
in the ROI to their corresponding locations in the image plane. By incorporating these
constraints into Equation (2.2), we derive the following relations:

v =1, .
ff=Yy"—1 (2.8)
Here, Y* = yl and f* = %, are the normalized versions of the original parameters Y

and f, respect?ovely, scaled by the distances in the image and real-world planes.

The final simplified relation describes the relation between real-world distance and
how it is warped in the image plane. It mimics the physical extrinsic model given by



Equation 2.2 and depends only on a single parameter, Y*. The final simplified relation is
given by,

*

z
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). (2.9)

To create explicit regions in the image plane, we split the normalized ROI into equidis-
tant regions before warping them with Equation (2.9). We then tune the parameter Y* to
fit our labeling needs. These labeling needs include the size of objects (their distance from
the camera), as well as their location and lighting conditions. Figure 2.3c demonstrates
an example of this process. In this image, the ice floes and water in the far-field are much
brighter than the rest of the image, thus we tune our parameter to ensure that this region
is explicitly defined for labeling. Although these regions may not actually correspond to
“equal real-world distance”, they fit our labeling needs while adequately describing the
image’s extrinsic properties. For this video, our images are separated into 3 regions for
labeling, with parameter Y* := 3.

Intrinsic Properties Model. Aside from perspective warping, we expect our images
to be physically warped from the physical properties of the lens, known as the intrinsic
properties of the camera. To account for this, we assume that the transformation for
the lens’s intrinsic properties can be mostly described with a linear scaling operation.
This assumption requires ignoring the effects of multiple modes of lens distortion, which
are usually modeled with higher order linear transformations [58]; however it provides a
sufficient first order approximation for our application. If we assume the transformation
between the real word and the camera coordinate system is a linear scaling transformation,
then the distance to the camera can be represented by an elliptical coordinate system,
which can be thought of as a skewed polar coordinate system. The equations of the elliptic
coordinate system are given by [59]:

x = acosh pcosv, (2.10)

y = asinh psinv. (2.11)

Where (u,v) represent curves of ellipses and the hyperbolic distance between them,
respectively, (x,y) represent cartesian coordinates, and a represents the location of the
ellipse foci. To convert cartesian coordinates to elliptical coordinates, we use the relation,
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We ignore the hyperbolic parameter v, since we are only interested in the skewed distances
represented by ellipses, and the distances between the ellipses can be adequately modeled
with our previous extrinsic property relation seen in Equation (2.2).

To construct our elliptical coordinate system, we first define the cartesian coordinate
system origin to be at the bottom center of our image. We assume this point represents
the closest point to the camera in our image. We then define every point in the image
according to its position in pixel units. Finally, we tune our elliptical parameter a to fit
our labeling needs, before normalizing the elliptical system to be between 0 and 1 as we did
with our extrinsic model. In the case of Figure 2.3c, the parameter was tuned such that the
ellipses spanned the width of the image and fit the approximate shape of the bright far-field
and the ice floes within it. For this video, we chose an ellipse focus length of a = 800,
corresponding to a focus length around two-thirds of the 1280 pixel wide frame. Our final
approach to describing regions for our data requires 2 transformations that approximate
the extrinsic and intrinsic properties of the camera, each with a single tunable parameter.

2.3.2 Semi-Manual Annotation

After separating the images into different regions, we address the challenge of creating
segmentations for each of our six classes. These classes are unique, each presenting distinct
qualities that affect their ease of annotation. For instance, the ship is a large, singular, and
distinct object in the image, and its red tint makes it easy to identify. However, the ship
also contains difficult-to-label features, such as the see-through antenna or white containers
that blend with the surrounding environment. Similarly, the sky and iceberg classes are
singular and easy to identify but are quite similar in color to their surroundings.

In contrast, the ice floe, brash ice, and water classes appear multiple times throughout
the image and have complex geometries that result from ice floes touching and separating.
Despite these complexities, when comparing these three classes to each other, they are quite
distinct, with bright pixels corresponding to ice floes and dark pixels to water. Therefore,
we approach the annotation challenge with a multipass method: manually annotating the
infrequent classes and using algorithms for the colorfully distinct classes.

While ice floes, brash ice, and water are abundant and complex, the ship, iceberg, and
sky appear only once in each image, making them relatively easier to annotate manually.
However, their geometries are not necessarily simple; for instance, the ship and the iceberg
have intricate shapes that cannot be defined with regular polygons, increasing annotation
costs. With large datasets, this cost can become significant as annotations need to be
recreated for each image.



To mitigate these costs, we take advantage of the video format of our data by creating
sparse annotations over time and interpolating between these frames. The positions of
the ship and the sky change minimally between frames, allowing us to reuse a significant
portion of the annotation labels. For our dataset, we use the Computer Vision Annotation
Tool (CVAT) [60], labeling every 10th image. Any errors resulting from interpolation are
manually corrected. This method efficiently balances manual accuracy with the automation
of repetitive tasks, thereby reducing the overall annotation burden. An example of the
manual annotation (with corresponding color) of the ship (red), sky (light green), and
iceberg (purple) are shown in Figure 2.3b.

After the manual annotation of these classes, we may now annotate the water, brash
ice, and ice floes. We employ a multipass approach and annotate these classes sequentially.
Among these classes, ice floes in particular stand out as an ideal class to begin with. Ice
floes are white and reflect light off their surface, causing them to be bright and identifiable.
Similar to many previous approaches, we employ Otsu’s algorithm to classify the ice floes
for each region. We utilize MATLAB’s multithresh() function, an extension of Otsu’s
algorithm capable of handling up to 20 classes. Using multithresh() for a single class allows
us to create multiple recommendations for the correct threshold corresponding to the ice
floes, rather than relying on the automatic label created by the binary Otsu classifier. We
then manually select the threshold best corresponding to the ice floes.

In our approach we oversegment each region into 20 classes and pick the 6 brightest
classes to label as ice floes. We found this number to be fairly consistent across regions and
frames, however the number may vary by video. After ice floe annotation, we remove any
cluster less than 700 pixels to avoid misclassifying small ice fragments. This is done using
MATLAB’s bwareafilt() function, which identifies all connected clusters in a binary image
and filters them based on size. Figure2.5 shows an example of our approach. Figure 2.5a
shows the multiclass otsu algorithm, with the brightest classes in yellow and the darkest
in blue. Figure 2.5b shows the result after choosing the 6 brightest classes as ice floes.
Figure 2.5¢ shows the final ice floe classification after filtering out small ice fragments.

Finally, we annotate the brash ice and water classes. The refractive properties of water
make this annotation particularly challenging. As light travels from the air to the water,
the amount of light that can pass through the boundary is determined by the incident
angle between the light ray and the normal to the water surface. Generally, the steeper the
incident angle, the more light is reflected, as described by the Fresnel equations [61]. For
our context, this angle is determined by distance to the camera, since light reflected from
the far-field must travel at a steep angle (relative to the water surface normal) to reach the
optical sensor. This creates a color gradient of light along the water surface as the distance
increases and more light is reflected. Since this color gradient changes rapidly, it becomes



Figure 2.5: Region-based annotation for ice floes on the same sample image from our
dataset. (a) shows the result of Otsu’s algorithm on the different regions of our image,
where the brighter classes are represented in yellow. (b) shows the result of picking the
brightest classes from Otsu’s algorithm to represent the ice floe class, shown in white. (c)
shows the final ice floe classification, after the result is filtered to remove all floes under a
certain area.



very difficult to define a finite number of regions to describe the change in light intensity
based on distance. To overcome this, we interpolate a continuous range of color thresholds
that describes the change of light reflection based on distance. In the near-field, the color of
the water is dark and the intensity gradually increases as distance increases. For simplicity,
we use a linear model to describe the relation between water pixel intensity and distance.
This allows us to create a continuous range of thresholds using two parameters, the color
threshold in the far-field and the threshold in the near-field. We threshold pixels along the
Blue channel of the RGB image.

To tune these parameters, we initialize the values with random guesses, and change
them until the profile of the water reflection is adequately described. We strongly prioritize
the correct classification of water within the visible range, since contrast in the far-field
is low and makes it difficult to definitively differentiate between water and brash ice.
Figure 2.6 shows an example of our approach. Figure 2.6a shows the range of thresholds
for the image. In the near-field, less light is reflected and all pixels with intensity less than
100 are labeled as water. We then choose the second threshold such that no instances of
bright water are mislabeled. For this image, this requires a threshold of 340 in the far-field.
The final annotated image is shown in Figures 2.6b and overlaid on the raw image as shown
in 2.6¢.

This approach was used to annotate 945 labeled images, from 3 separate videos. These
videos were chosen based on their relatively clean data and balanced distribution of classes.
Our dataset was split approximately 80:10:10 for training, validation, and testing, respec-
tively, with two videos used for training and validation and one video being left out for
testing. Figure 2.7 shows examples of the labels for the dataset. Our approach is able to
create fine annotations through the annotation of three objects, the tuning of two geometric
parameters, and five annotation parameters. This reduces annotation costs dramatically
compared to manually annotating complex ice floes. We further reduce annotation costs by
reusing annotations and parameters for multiple video frames. Our large, finely annotated
dataset provides precise descriptions of the surrounding ice environment and enables large
neural networks to learn effectively from the data.

Our annotation method has some minor shortcomings, which are a direct result of
the naivety of color segmentation and require more nuanced algorithms to improve in the
future. For example, achieving accurate classifications for water in the near-field using
linear thresholding sometimes requires setting unrealistically high thresholds in the far-
field. This can lead to erroneous predictions, where brash ice may be misclassified as water
in the far-field. In Figure 2.6a, we use a threshold of 340, which is well above the maximum
pixel value of 256, meaning all pixels in the far-field that may potentially be brash ice are
labeled as water. However, contrast in the far-field is very low, making it challenging to



Figure 2.6: Region-based annotation for water on the same sample image from our dataset.
(a) shows the threshold gradient used on the sample image in order to classify the water.
In the near-field, pixels with a intensity less than 100 are labeled as water. This threshold
gradually increases to 340 in the far-field, meaning that all unlabeled pixels in the far-field
are labeled as water. (b) shows the final labeled image and (c) overlays this label on the
original image for clarity.



definitively differentiate water from brash ice in that region. Regardless, this distinction
between far-field brash ice and water may not be very important, as neither pose a threat
to the safety of the ship.

Our algorithm also suffers from differentiating large clusters of brash ice from ice floes.
Although the algorithm works well when brash ice is sparsely distributed, clumps of brash
ice seem like one homogeneous region and cannot be identified by an algorithm that mea-
sures cluster areas. Similarly, large ice floes leaving the frame or split by the ship antenna
in the image may become too small and mislabeled as brash ice. This can be seen, for ex-
ample, in Figure 2.7b where part of the ice floe to the left of the short antenna is mislabeled
as brash ice.

Finally, the texture of ice floes occasionally results in regions on the ice floe that are
indifferentiable from brash ice in the water. Although this result is rare, an example can be
seen in Figure 2.7h on the ice floe in the near field. This may be solved using algorithms that
account for ice floe shape and texture, although it is unclear whether any such algorithm
could work consistently. In the future, we hope to use the classifications from neural
networks for the creation of new low-cost data, while correcting minor misclassifications
by hand in an ever-improving feedback loop.



Figure 2.7: Examples of labeled images from our dataset. The original images are on the
left, and the labels are on the right and overlaid on the original images for clarity. (a) &

(c) are examples from the training dataset. (e) is an example from our validation dataset.
(g) is an example from our test dataset.



Chapter 3

Classification and Segmentation
Methodology

Our work addresses two main problems for near-range ice segmentation: high-resolution
annotation and lens occlusion mitigation. We address the need for high-resolution an-
notation with our Region-Based methodology and Henry Larsen Dataset. However, our
labeled dataset does not contain any lens occlusions, such as water droplets on the lens.
This is a deliberate choice. Since we cannot definitively know what objects are behind a
lens occlusion, manual annotation of occluded data would require that we physically label
occluded regions as a new “occlusion” class. We emphasize that lens occlusions - such as
water droplets - should be viewed purely as sources of error, and our methodology should
not be interested in its classification. Instead, we should seek to use methodologies that
can leverage information from multiple sources and reduce the error in the occluded region.
For this, we turn to the field of video segmentation and optical flow.

However, prior to the application of some more advanced techniques, we must evaluate
the performance of some well-established techniques on our dataset. Since our dataset is
novel and high-resolution, it is not immediately clear which networks would perform best
on our dataset. Thus, we reevaluate some of the best performing networks from previous
works on our dataset, and view their performance as a new baseline to surpass. We then
show that simple video segmentation networks can perform on par with image segmentation
networks while creating reasonable predictions in heavily occluded regions.
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3.1 Related works

3.1.1 Semantic Segmentation

Semantic segmentation, a process that involves classifying each pixel in an image into
predefined categories, has seen substantial advancements with the advent of deep learn-
ing techniques. This task is critical in various applications, from medical imaging to
autonomous driving, where understanding the precise location and boundaries of objects
within an image is crucial. Neural networks have garnered significant attention in recent
years due to their remarkable performance in these complex visual tasks, revolutionizing
the field with their ability to learn from large datasets and generalize to new, unseen data.

The introduction of Fully Convolutional Networks (FCNs) by Long et al. [62] marked a
significant milestone in the evolution of semantic segmentation techniques. FCNs replaced
the fully connected layers in conventional Convolutional Neural Networks (CNNs) with
convolutional layers, enabling pixel-wise classification and end-to-end training for segmen-
tation tasks. This architectural change allowed for more accurate and efficient segmentation
by leveraging the spatial hierarchies learned through convolutional operations.

Building upon these foundational models, SegNet [63] and U-Net [64] further improved
segmentation accuracy by incorporating encoder-decoder architectures. These architec-
tures featured symmetric connections between the encoder and decoder paths, facilitat-
ing better spatial information recovery and precise boundary delineation. The encoder
captured abstract features while the decoder reconstructed spatial details, ensuring high-
quality segmentation outputs.

ResNet, or Residual Networks, introduced by He et al. [4], has been a groundbreaking
architecture in the field of deep learning, significantly improving the training of very deep
networks. The key innovation of ResNet is the introduction of residual blocks, which
allow the network to learn residual functions with reference to the layer inputs, rather
than learning unreferenced functions. This addresses the problem of vanishing gradients,
making it feasible to train much deeper networks.

ResNet has been widely adopted as a backbone for many segmentation models due to
its strong feature extraction capabilities and ability to learn complex representations. By
maintaining the flow of information through skip connections, ResNet enables the effective
training of networks with hundreds or even thousands of layers. This robustness and depth
make it an ideal foundation for advanced segmentation frameworks.

One significant advancement in segmentation models that builds upon ResNet is the
DeepLab series by Chen et al. [65]-[67]. DeepLab introduced several innovative techniques



to enhance segmentation performance. Atrous Convolution, also known as dilated convo-
lution, allowed for the expansion of the receptive field without losing resolution, thereby
capturing multi-scale contextual information. The introduction of Spatial Pyramid Pool-
ing aggregated features at multiple scales, significantly enhancing the ability to segment
objects at different scales and improving the robustness of the segmentation models.

The Pyramid Scene Parsing Network (PSPNet), introduced by Zhao et al. [68], made a
significant impact on the field by addressing the challenge of capturing both local and global
context in segmentation tasks. PSPNet employs a pyramid pooling module that aggregates
contextual information from different regions of the image at multiple scales. This approach
enables the model to understand the scene’s overall structure while preserving fine details,
leading to improved segmentation performance, especially in complex scenes.

The Unified Perceptual Parsing Network (UPerNet), proposed by Xiao et al. [69], rep-
resents another advancement in semantic segmentation by integrating multiple perceptual
parsing tasks into a single framework. UPerNet leverages a Feature Pyramid Network
(FPN) to fuse features from different levels of a backbone network, enhancing the model’s
ability to capture both high-level semantics and low-level details. This multi-level fea-
ture fusion approach allows UPerNet to achieve state-of-the-art performance in various
segmentation benchmarks, demonstrating its robustness and versatility.

To train these large networks, researchers often employ a combination of transfer learn-
ing and data augmentation, which allows them to leverage pre-existing models and enhance
the diversity of their training data. Transfer learning involves fine-tuning models that have
been pre-trained on large datasets, such as ImageNet [70], to adapt them to the specific
task at hand. This significantly reduces the computational resources and time required to
train deep networks from scratch and has been shown to imrpove network performance on
the new dataset [71]. Data augmentation techniques, such as rotations, flips, and rescaling
artificially increase the size of the dataset by creating varied versions of the original data.
These strategies not only improve the network’s ability to generalize to new data but also
mitigate overfitting, leading to more robust and reliable segmentation performance [72].

In our approach, we evaluate FCN, DeeplabV3, DeepLabV3+, UNet, PSPNet, and
UPerNet with different sized ResNet backbones as a baseline. We show that building off
these models to include temporal information can improve performance, especially in the
presence of occlusion.



3.1.2 Neural Networks for Ice Segmentation

The application of semantic segmentation for near-field ice identification is an emerging
field. Limited existing works use a subset of the aforementioned frameworks with slight
modifications for improved performance. Dowden et al. [32] were the first to suggest
using deep learning for ship-based ice segmentation and train SegNet and PSPNet to
demonstrate their capability to segment and classify ice. Following their work, several
authors suggest improvements through their own machine learning approaches on the same
dataset, by using more accurate or faster networks. Asharay et al. [33] improved the
performance of PSPNet by removing water droplet artifacts on the lens through bilateral
smoothing and canny edge detection. In a subsequent work [34], they employed conditional
generative adversarial networks and show that the networks outperform without their
previous data augmentation approach. Balasooriya et al. [35] utilized DeeplabV3+ for
mobile applications, demonstrating that this network was both more accurate and faster
than PSPNet. Li et al. [36] suggested integrating attention modules into the DeepLabV3+
architecture, improving the network’s performance compared to the vanilla model. Other
works seek to achieve similar results on their own annotated datasets. Zhang et al. [37]
also used DeeplabV3+ with attention to segment ice on their self-annotated dataset. Zhao
et al. [38] proposed using a modified UNet, while Panchi et al. [39] suggest using PSPNet,
PSPDenseNet, DeepLabV34, and UPerNet in an ensemble for ice segmentation, showing
that the ensemble outperformed the individual.

In Section 2.2, we discussed the shortcomings of these works in terms of their datasets.
Existing datasets are typically small and/or low in resolution to adequately encapsulate
the variance and dynamics of sea ice data. In addition, some methodologies are also
flawed in that they often seek to label idealistic data that are not subject to realistic
sources of error, such as raindrop lens occlusions. Dowden et al. [32] was the first to
try and address this issue. They classify any particles or objects on the camera lens
that obstruct the image as “lens artifacts”, and label these regions directly. However,
there is no suggestion on how to address and mitigate the loss of information in this
portion of the image. Asharay et al. [33] propose artificially removing raindrops from
the image using a raindrop detection network, and a combination of smoothing and edge
detection filters. They first train a CNN to detect whether raindrops are present in an
image. If raindrops are present, they then apply a bilateral smoothing filter to remove
raindrops and Canny edge detection to restore the boundaries of occluded ice floes. This
methodology is a form of spatial interpolation, where neighbouring regions are used to
smooth out missing information in occluded regions. Thus, this methodology’s ability
to infer occluded regions inherently relies on small translucent raindrops where hidden



information can still be partially discerned, or environments with simple geometry. In their
most recent work [34], they demonstrate that conditional generative adversarial networks
can be taught to create accurate classifications even with the presence of lens occlusions. To
train the network, they present the network with ship data in a variety of weather conditions
such that their network may learn to be robust against these occlusions. However, their
approach is limited by the data they use to train their network: since their ground truth
data contains occlusions, the accuracy of their model relies on the annotator’s ability to
infer the shape of the ice floes behind the occluded regions.

The work of Panchi et al. [40], is also interested in the segmentation of weather-degraded
images. They create a dataset of artificially occluded shipborne images using a pair of
adjacent cameras, one with water droplets on the lens and one without. They also ar-
tificially augment the clean images to simulate different arctic weather conditions. They
test two approaches to remove the occlusions and segment the ice data: using pretrained
weather-removal networks to first remove occlusions before passing the cleaned images to a
segmentation network, and employing a single unified model that simultaneously removes
occlusions and segments the images. Their findings show that the unified model slightly
outperforms the pretrained approach on average, though both methods exhibit unique
strengths under certain weather conditions. Notably, while the deweathering networks ex-
cel at removing occlusions and achieve high structural similarity to the clean images, the
subsequent segmentation results are sometimes degraded. This degradation is attributed
to the complexity of the environment and the extent of occlusion. This observation under-
scores the challenges inherent in inferring complex geometries in heavily occluded regions.
Although it is possible to label lightly occluded images or occluded images with simple ge-
ometry, the task of inferring complex geometries in heavily occluded regions is challenging.
For example, when looking at Figure 2.2¢, it is almost impossible to infer what is blocked
by the large water droplet without leveraging additional information or assumptions (e.g.,
images from multiple cameras or temporal information).

In our work, we propose to achieve more accurate predictions in occluded regions by
leveraging temporal information. We infer predictions for the current frame from previous
frames where the occlusion was not present at the same location in the current frame To
connect the current and previous frames when the ship is moving, optical flow is perhaps
the most straightforward solution.

3.1.3 Optical Flow

Optical flow tracks the motion of objects in adjacent frames and encodes the information
through dense motion vectors that represent the displacement of pixels. The field of op-



tical flow in computer vision precedes CNNs, and traditional techniques use custom pixel
encodings and leverage linear transformation characteristics in order to track features in an
image and derive the flow [73]-[75]. However, edge cases in the field are especially difficult
to overcome, and tracking the motion of objects using hard-coded features becomes espe-
cially difficult when they move in and out of view, e.g. by leaving the frame or becoming
partially or totally obscured by another object.

With the development of CNNs, pioneer work [76] began to emerge that leverage ar-
tificial datasets [76]-[78] with ground truth optical flow to teach optical flow to neural
networks. It was soon shown that features learned from CNNs outperform traditional
handcrafted features while also showing superior degrees of generalization and robustness
to occlusion. FlowNet [76] was the first approach to predict optical flow using a pure CNN
architecture. Since then, the best-performing optical flow networks take inspiration from
optimization algorithms, where networks predict the flow that minimizes the difference be-
tween the features of one image and the warped features of the other image. FlowNet2 [79]
achieved this using multiple sequential FlowNet’s specialized for different object displace-
ments, creating finer flows by sequentially warping image features. PWCNet [3] refines on
this idea by incorporating warping in a single network architecture by calculating the flow
at multiple levels in the feature pyramid network, and calculating the correlation cost of
the warped feature using the flow at each level. More recently, RAFT [80] used a recurrent
network to sequentially create more refined flows using the previous flow prediction and
the associated correlation pyramid cost. Although many different architectures for optical
flow exist, they all incorporate similar structures that sequentially minimize correlation
costs using more refined flows.

Recent optical flow works have shown that optical flow networks can learn to be robust
to occlusions using data augmentation techniques [80], [81]. To simulate occlusions in their
data, they take inspiration from a data augmentation technique from the field of object
detection, called random erasing. In this approach, it was shown that partially obscuring
an image lead to less network hyperfixation on specific object features and improved per-
formance. In their work, Zhong et al. [82] randomly erase rectangular portions of an image,
investigating the effects of the color in the erased region, the aspect ratio of the rectangle,
the ratio of the rectangle’s area to the image’s area, and the probability of erasing. Optical
flow methodologies leverage this technique by asymmetrically erasing their images, where
one image has a rectangular portion randomly replaced by the image mean. We aim to use
optical flow networks and their methodology to achieve occlusion robustness and mitigate
error from water droplets and lens occlusions in our data.

We aim to leverage the robustness of optical flow networks to occlusions by combining
their methodologies with video segmentation techniques. By integrating optical flow’s



occlusion handling with the temporal information inherent in video data, we can better
address the challenges posed by raindrops and other lens occlusions in our dataset.

3.1.4 Video Semantic Segmentation

Video semantic segmentation extends the principles of semantic segmentation, which aims
to classify and segment all pixels in an image. While semantic segmentation focuses on
segmenting individual images, video segmentation tackles the same task but considers
temporal information across sequential frames to improve classification. The video seg-
mentation approach is particularly relevant in datasets like Cityscapes [83], where images
are captured sequentially from the viewpoint of a moving vehicle within an urban envi-
ronment. The Cityscapes dataset serves as a rich resource for training video segmentation
models, containing finely annotated images in sequential format.

Despite the availability of annotated video data, models trained on such datasets often
underperform compared to those trained solely on single images. This performance gap is
largely due to the greater abundance of labeled single image data available for training.
For instance, although the Cityscapes dataset includes labeled video data, the annotations
are temporally spaced such that many sequential labels are quite distinct from each other.
Consequently, video segmentation models that leverage temporal information offer little to
no advantage over image segmentation models in this context. In fact, the best performing
video segmentation approach for Cityscapes does not use a video segmentation model at
all. Instead, Zhu et al. [84] augment the Cityscapes dataset by propagating handmade
labels to sequential unlabeled frames.

Conversely, in datasets where video data is labeled with a higher temporal resolution,
such as Camvid [85], the top-performing models effectively utilize the temporal information
of the videos to enhance performance [86]. Similar to Camvid, our dataset predominantly
consists of video data, and we anticipate that models leveraging this temporal context will
outperform traditional single image models. Furthermore, unlike the realm of autonomous
driving, the relative speed of ships in Arctic waters is much slower, ensuring sequential video
frames to be similar and rich temporal context to be available to the model. Therefore,
we aim to harness the temporal information inherent in our video dataset to train video
segmentation models capable of surpassing their single image counterparts.

Video semantic segmentation techniques tend to revolve around a few common ap-
proaches to distill temporal information in their models. Without knowledge of specific
object instances within the image, as would be the case with panoptic segmentation [87],
researchers need to use techniques that find correlations between the pixels of adjacent



frames. These techniques include the use of recurrent networks [88], conditional random
fields [89], [90], and optical flow [91]-[94]. We are particularly interested in video segmen-
tation methodologies that leverage optical flow, due to the ability of optical low networks
to handle occlusions and seamlessly integrate temporal information across video frames.

Among the various approaches in video segmentation that employ optical flow, two
methodologies stand out for their practical application to our needs. We prefer these
methodologies for their out-of-the-box functionalities that do not require retraining on op-
tical flow datasets. First, Liu et al. [93] achieve near state-of-the art performance on the
CamVid dataset by training traditional image segmentation networks with an additional
flow loss. This method incorporates FlowNet2 [79] as a teacher network during training,
distilling temporal knowledge into image segmentation networks by penalizing segmenta-
tion predictions that do not match the optical flow prediction. Our aim is to utilize this
approach as a baseline to assess the potential of optical flow in enhancing network perfor-
mance on our dataset and to explore the full capabilities of single image networks for video
data. Subsequently, we evaluate whether these results can be improved by embedding
optical flow features directly into the convolutional network.

To accomplish this, we adopt the network described by Cheng et al. [2] known as
SegFlow. Cheng et al. leverage the analogous scale structures of FlowNet and ResNet to
directly embed optical flow features into the segmentation network. In their methodol-
ogy, they concatenate the feature maps of the final three layers of ResNet and FlowNet
into separate decoder branches in order to estimate optical flow and object segmentation
simultaneously. However, their methodology has some minor flaws. First, the features
concatenated from ResNet and FlowNet are at different scales, which prevents direct con-
catenation. The original authors addressed this by pooling and cropping the larger FlowNet
features to match the size of the ResNet features. We argue that this approach may result
in the loss of valuable information, especially in low-dimensional feature spaces. We also
augment their network to more closely resemble optical flow networks and segmentation
networks by changing the number of inputs to the ResNet encoder, and changing the de-
coder architecture to more closely resemble UPerNet. We show that these changes allow for
superior performance of video segmentation networks over image segmentation networks,
without the need for retraining on optical flow datasets.

3.2 Baseline Semantic Segmentation

While CNNs have demonstrated impressive performance in semantic segmentation tasks,
particularly on datasets featuring close-range ice objects such as ours [32], [39], our ap-



proach to labeling causes our work to be unique to conventional segmentation tasks. Instead
of generating simplistic annotations manually, our labeling methodology enables the cre-
ation of highly detailed annotations. This is depicted in Figure 2.6, where brash ice in the
near-field and water in the far-field are represented by just a few pixels in width. These fine
annotations tend to not be present in traditional semantic segmentation datasets [83], [95],
[96], since they tend to be interested in annotating commonplace objects, such as people
or cars, which are large and distinct. Consequently, we anticipate that the performance
of CNNs that excelled on previous datasets may not translate effectively to ours. Thus,
we begin by reevaluating these high-performing networks on our dataset, viewing their
performance as a new baseline to surpass.

To assess the efficacy of neural networks on our dataset and create our baseline, we
employ six different architectures, each utilizing a ResNet encoder [4]. This ResNet encoder
is pre-trained on the ImageNet dataset [70]. To explore the trade-offs between depth and
generalization, we evaluate three ResNet backbones of varying depth (50, 101, and 152),
considering that while deeper networks often yield superior performance, they may also
exhibit a tendency to overfit on smaller datasets [97].

Across each backbone, we assess the performance of six distinct network architectures:
a basic fully convolutional network (FCN) [62], DeeplabV3 [66], DeeplabV3+ [67], PSPNet
(Pyramid Scene Parsing Network) [68], UNet [64], and UPerNet [69]. Additionally, before
the training data is passed to each network, the data are augmented through the following
transformations [72]:

e Random color jittering [98], [99] of the saturation and contrast in the range of [0.2,
1.8], and [0.5, 1.5],

e Random rotation in the range of [—5° 5°],

e Random Gaussian blur with kernel size 5 and standard deviation in the range of
[0.5, 2],

e Random horizontal flipping with a probability of p = 0.5,
e Random crop to the range of [512,512],

e Mean and Gaussian random erasing [82] with an area ratio of (0.02, 0.33), and an
aspect ratio of (0.3, 2.5).

These data augmentations were selected to increase the variance of our dataset while
remaining true to the variations we expect in the Arctic environment. One commonly



used data augmentation technique, random rescaling of the image before cropping, was
intentionally omitted. This decision was influenced by the importance of ice size within
our dataset, where distinguishing between ice floes and brash ice relies heavily on their size.
For this reason, we also require a large crop size, as ice floes in the far field may resemble
the size of brash ice in the near field. Additionally, we apply random color jittering to
simulate changes in lighting conditions. To simulate occlusions, we use the random erasing
technique adapted from optical flow methods. This technique involves randomly replacing
a rectangular portion of the image with its mean value. To mimic the effect of water
droplets on the lens, we also choose to replace the occluded portion with a Gaussian blur.
The blur’s kernel size is determined by the minimum possible length of the erased portion,
and the standard deviation is chosen within the range of 15 to 100. A standard deviation
of 15 simulates light occlusions, where water droplets partially obscure a region, while a
standard deviation of 100 represents heavy occlusions, where the region is significantly
blurred and obscured. We show examples of our data augmentation in Figure 3.1. The
hyperparameter values were chosen according to the best performance on the validation
dataset, using a Bayesian hyperparameter search [100] with Optuna [101].

To train our models, we use the class-balanced cross-entropy loss with softmax activa-
tion function, given by,

N
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where N is the number of samples determined by the dimension and batch size, w is the
class weight, x is the model output, y is the target, and C' is the number of classes.

3.3 Video Semantic Segmentation

We employ methods from video segmentation to leverage temporal information in our
dataset and improve performance. Namely, we are interested in video segmentation works
that leverage optical flow, due to the ability of optical flow networks to handle occlu-
sions and seamlessly integrate temporal information across video frames. We explore two
methodologies: temporal knowledge distillation using optical flow teachers [93], and a joint
optical flow and segmentation network [2].



Figure 3.1: Extreme examples of data augmentations from our data augmentation pipeline.
(a) is the original unaltered image. (b) shows the randomly cropped image with augmen-
tation factors of saturation 0.2, contrast 0.5, rotation -5, gaussian blur standard deviation
0.5, random erasing scale 0.33, random erasing ratio 2.5, random erasing gaussian blur
standard deviation 15. (c) shows a different crop with saturation 1.8, contrast 1.5, rota-
tion 20, gaussian blur standard deviation 2, random erasing scale 0.02, random erasing
ratio 0.3, random erasing gaussian blur standard deviation 100



3.3.1 Temporal Knowledge Distillation

We accomplish temporal knowledge distillation through the temporal consistency loss [93].
The temporal consistency loss evaluates the performance of a single image network on two
adjacent frames and penalizes predictions that do not align with the predicted optical flow.
Figure 3.2a illustrates a simplified flowchart of this methodology. Specifically, for adjacent
video frames (1,,, I,11), each frame is processed individually by a single image segmentation
network, resulting in predictions (s,, s,11). Concurrently, these two frames are fed into an
optical flow network to obtain the backward optical flow prediction, f,11_,,. The initial
prediction s, is then reconstructed from s,.; using a bilinear warping operation [79] to
create the warped prediction 3(,41)—n WV (Snt1s fat1on) = Smt1)—n). This allows the
creation of two predictions for a single frame: one predicted by the segmentation network
and the other propagated by the optical flow. As such, the optical flow prediction can be
used as the ground truth to inform a temporal loss and penalize the predictions that are
temporally inconsistent. Additionally, to avoid penalizing regions where the optical flow
prediction is inaccurate due to occlusions or objects exiting the frame, an occlusion mask
V =exp(—|I, — I (n—i—l)—m’) is employed. The occlusion mask warps the second image to the
first, and marks pixels with different RGB values as occlusions. The temporal consistency
loss, denoted as L., is calculated as follows:

N
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where ©® is the element-wise product and N is the total number of pixels in the image.
Intuitively, this loss penalizes pixels that fail to align with the optical flow prediction. An
illustration of this concept is provided in Figure 3.2b, where two sequential predictions
are shown side-by-side with the optical flow prediction below. We highlight in the red
box an erroneous prediction, where a classification for iceberg is shown in one frame but
not the other. Since the optical flow predicts slow-moving pixels in this area, the sudden
disappearance of a classification would be impossible and is consequently penalized.

To account for varying speeds of the ship and /or water, we wish to vary the time interval
between the sequential frames that are used to train the model. This functions to vary
the temporal context passed to the network and prevent the network from overfitting to a
particular time interval. In our study, we randomly choose our second image to be within
4 seconds of the first, I,,,; € (I",I"™]. We find the 4 second window to be sufficiently
spaced to incorporate temporal variation while ensuring features are present in sequential
images. Additionally, we use the better performing RAFT network [80] as the optical flow
teacher, rather than FlowNet2.



The incorporation of the temporal loss in our framework involves the use of two sequen-
tial images for optical flow estimation, but only the ground truth label for the segmentation
of the first image. We integrate the temporal loss with the cross-entropy loss, and assign
it a weight of 0.2, as per [93]. The total loss is given by,

L =Le+02L, (3.3)

Where L., is the cross-entropy loss, as per Equation 3.1.

3.3.2 Joint Optical Flow and Segmentation Model

In our work, we suggest the use of a unified optical flow and segmentation network to
leverage temporal information in the presence of occlusion. Our work is motivated by
SegFlow [2] that combines ResNet and FlowNet into a single video object segmentation
model. The network consists of a segmentation encoder branch, an optical flow encoder
branch, a segmentation decoder, and an optical flow decoder, with skip connections between
the branches and the decoders. The segmentation encoder uses a ResNet encoder with 101
layers, the optical flow branch uses FlowNet, and the decoders concatenate features from
the final three layers of both networks to create an optical flow prediction and an object
segmentation prediction. Our network is inspired by the structure of SegFlow but we make
changes to each of its components.

Our work is interested in improving semantic segmentation in occluded areas using
temporal information, and our changes to SegFlow reflect this. First, we change the net-
work structure to create segmentation predictions for two images rather than one. This
allows our network to leverage information from both frames in the case where occlusion
is present in the first or the second frame. Correspondingly, we change the network to
leverage temporal information from bi-directional optical flow (i.e. backward f(,41)-, and
forward f,,_(n+1) flows). This allows the network to learn how features in one frame corre-
spond to the other in both directions. We also change components based on developments
in the semantic segmentation and optical flow fields since SegFlow. Our adapted model
shares many features with UPerNet, and we call our model UPerFlow. Below, we detail
the changes we make to the segmentation encoder branch, segmentation encoder, optical
flow branch, and skip connections.

Segmentation Encoder Branch. For segmentation encoder, we adopt the pretrained
ResNet encoder with 101 layers. In order to encode features from both images, we change
the first layer of the network to accept six channels instead of three. These channels
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Figure 3.2: An illustration of the temporal consistency loss [93]. (a) shows a simplified flow
chart of the method. (b) shows an example of the method on our dataset. Highlighted in
the red box is an inconsistent prediction, where a classification for iceberg is shown in one
frame but not the other. This classification is penalized, since it does not match the optical
flow prediction, shown in the bottom. The arrows of the optical flow show the direction of
the flow, and the color shows the magnitude in pixels per frame.



correspond to the concatenation of the RGB channels of both images, consistent with the
approach used in many optical flow architectures, such as FlowNet and RAFT.

Segmentation Decoder. We adopt the UPerNet decoder for the segmentation branch
of our network. The UPerNet decoder concatenates hierarchical encoder features into a
feature pyramid network to increase spatial context passed to the network and creates
accurate segmentations. We anticipate the rich spatial context provided by the UPerNet
will be well suited for our dataset and we adopt its structure for our segmentation decoder.
However, we can swap our choice of decoder according to the best performing image seg-
mentation network. We use two decoders that create segmentations for each image.

We do not create a separate decoder for optical flow since we are not interested in
optical flow prediction.

Optical Flow Branch and Skip Connections. We use PWCNet as the flow branch
instead of FlowNet, for its enhanced optical flow capability while being contained in a
simple CNN structure. PWCNet provides rich contextual information at each level of
its feature pyramid decoder, with a warping layer and cost volume layer corresponding
to every low-level flow feature. The warp layer provides additional context to the flow
prediction by warping the feature from the other image that corresponds to the predicted
flow. Subsequently, the warped feature is compared to the original feature using a cost
volume, C'V | which compares their similarity by the relation,

CVigll, ) = - est)) e (1) (3.4)

where N is the number of channels in the ith and jth column vectors of latent features [,
and Iy, denoted as ¢;({;) and ¢;(l), respectively.

We integrate the flow, warp, and cost features from various decoder levels of PWCNet
into the segmentation decoders. These features are concatenated with the corresponding
ResNet feature at the same scale from the segmentation branch and then passed to the
decoder. For the decoder processing the first image, we concatenate the flow features
calculated from the backward flow, and for the other decoder, we use the forward flow
features. This approach ensures that each decoder has context from the other image
and an understanding of how features between the two images are related through flow
information. Additionally, the warp feature and cost volume offer insights into the accuracy
of the flow information to the model, where areas with a high cost volume may correspond
to incorrect flow predictions.



Chapter 4

Results and Discussion

4.1 Semantic Segmentation

We evaluate the performance of our models using the mean Intersection over Union (mloU)
performance and mean pixel-wise accuracy (mAcc) on the test dataset. The models were
trained for maximum of 800 epochs, with an AdamW learning rate optimizer [102] and a
cosine annealing learning rate scheduler [103] with learning rate from 1E-4 to 1E-6. We
employ early stopping if the validation loss does not improve for 150 epochs, and save
the best performing model for evaluation. The best performing model and learning rate
were found alongside the data augmentation hyperparameters (Section 3.2) using a broad
Bayesian search [100] with Optuna [101]. The training curves from the hyperparameter
tuning are included in Appendix A.1. All models were trained with a batch size of 16 using
1-2 NVIDIA A100 GPU’s, depending on memory constraint.

For our dataset, the optimal network was identified as UPerNet with a ResNet101 back-
bone. On our test dataset, this network achieved a mean Intersection over Union (mloU)
of 0.838 and a mean pixel-wise accuracy (mAcc) of 0.946. The architecture of UPerNet
proved to be well-suited for our dataset, and we hypothesize that the skip connections
played a crucial role in propagating the rich spatial context of our complex scenery to the
final layers of the decoder.

The confusion matrix for UPerNet is shown in Figure 4.1. The network performs
accurate segmentations for almost all classes. Distinct classes such as the ship and iceberg
are classified with perfect accuracy, and the network also performs well at classifying ice
floes, water, and sky. However, performance degrades when classifying brash ice, leading
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Figure 4.1: The confusion matrix for UPerNet. The network performs very accurate seg-
mentations for almost all classes. However, performance sharply degrades when classifying
brash ice, which causes average performance to drop considerably.

to a noticeable drop in average performance. The network frequently confuses the brash ice
class with water or ice floe. This is an understandable result, as these classes are visually
similar, and brash ice can be physically considered a transition class between ice floe and
water.

Moreover, it is possible that some of our ground truth data are incorrect since classes
in the far field can be challenging to identify accurately. Small fragments of ice must be
classified as brash ice, but seemingly small ice fragments in the far field may become larger
as they approach the ship, causing their classification to change. This inherent difficulty
in distinguishing between brash ice, water, and ice floes, especially in the far-field, can
contribute to the observed classification errors.

Some sample inference results are shown in Figure 4.2. Our test set follows Henry Larsen
as she approaches slowly approaches an iceberg. In the near-field is a large, still area of
water with some dispersed ice floes. The water is very still and creates a clear reflection



of the iceberg, shown in Figures 4.2d and 4.2f. The iceberg itself stretches from the mid
to far-field, occupying more of the image as the vessel gets closer. As proximity increases,
the upper portion of the iceberg becomes visible, revealing a distant field of brash ice and
ice floes, which extends the ice-covered landscape seen in the far-field of the image. The
model successfully identifies and segments the objects in our dataset, effectively narrating
the ice scenery through its segmentation results. However, some notable misclassifications
are observed.

One notable error is the region above the iceberg. Rather than predicting brash ice
and ice floes, the network prefers to classify the whole region as an iceberg. This issue is
illustrated in Figure 4.2d, where an attempt to classify brash ice is made, but the region is
predominantly labeled as an iceberg. This is perhaps a result of our training data, where
all iceberg instances are adjacent to the sky and other ice objects are never found above
the iceberg. Thus, the network prefers to create iceberg classifications that touch the sky,
rather than classify the identifiable ice floes present above the iceberg.

Additionally, the network predicts large clusters of brash ice as ice floes. However, this
is a result of our own mislabelling, since our semi-supervised approach cannot differentiate
between large clusters of brash ice and ice floes. This can be seen in Figure 4.2c¢ where
a large cluster of brash ice in the near-field is classified as a single ice floe, matching the
erroneous label in Figure 4.2d.

Another notable misclassification involves the reflection of the iceberg in the still water.
As shown in Figures 4.2b and 4.2f, the reflection is frequently mislabeled as either brash
ice or iceberg. This error likely arises due to the visual similarity between the reflection
and the actual iceberg, as both share similar color, texture, and shape. The model’s diffi-
culty in differentiating between the reflection and the actual object underscores a common
challenge in image segmentation tasks, where reflections and shadows can be confused with
the objects they mirror. In Section 4.2, we highlight how optical flow may help the net-
work create accurate predictions in these regions. However, prior to this, we investigate
UPerNet’s capability to create predictions in occluded regions after training with random
erasing.

4.1.1 Occlusion Mitigation

We evaluate UPerNet’s performance in the context of occlusions to determine if random
erasing can effectively enhance the network’s robustness to such challenges. As our test
dataset lacks natural occlusions, we simulate occluded regions by artificially introducing
occlusions into the test images. Since the test dataset has ground truth, this approach



Figure 4.2: Examples of predictions from UPerNet for our dataset. The original images
with the network predictions overlaid are on the left, and the labels are on the right.
Figures (a)-(f) are examples from the test dataset. The results are accurate overall, but
we see some common mistakes, such as misclassifying the iceberg reflection.



provides an objective measure of the model’s ability to infer information in these artificially
occluded areas. Additionally, we incorporate samples of unlabeled data to showcase the
network’s performance under real-world occlusion scenarios. By assessing these aspects,
we aim to understand how well the network generalizes to occlusions and the fundamental
capabilities and limitations of single image networks.

To evaluate our model’s performance under occlusion, we generate two artificial datasets:
one simulating light occlusions where the underlying data remains partially visible, and
another simulating heavy occlusions where the data is fully obscured. To create these
datasets, we occlude every other image in the test dataset using the random erasing tech-
nique described in Section 3.2. Random square areas of the image are occluded with an
area ratio of 0.15. For light occlusions, we apply a Gaussian blur with a standard deviation
of 15 in the occluded region, while for heavy occlusions, we use a standard deviation of
100. This testing approach mirrors the occlusions introduced during training, allowing the
network to demonstrate its familiarity with such occlusions and the extent of its predictive
capabilities in occluded regions.

The performance of the network on the two datasets is shown in Table 4.1. Results for
the lightly occluded dataset are denoted as (Light), and for the heavily occluded dataset
as (Heavy). Given the network’s familiarity with this type of occlusion, it experiences only
a modest decline in performance. On the lightly occluded dataset, performance decreases
to 0.829 mloU and 0.941 mAcc, reflecting an approximate 1% drop in mloU. On the
heavily occluded dataset, performance further declines to 0.819 mloU and 0.935 mAcc,
corresponding to an approximate 2% decrease. Although the decrease in performance is
modest, it demonstrates that the network is less capable of inferring information in heavily
occluded regions.

Network Architecture | MIoU | MAcc
UPerNet (None) 0.838 | 0.946
UPerNet (Light) 0.829 | 0.941
UPerNet (Heavy) 0.819 | 0.935

Table 4.1: Performance metrics of UPerNet on the artificially occluded datasets. (Light)
represents its performance on the lightly occluded dataset, and (Heavy) represents the
heavily occluded dataset.

Inference results of our network on the occluded data are illustrated in Figure 4.3,
with the lightly occluded data on the left and the heavily occluded data on the right.
Overall, the network performs well on lightly occluded data, effectively utilizing partially



visible features to generate reasonable predictions in occluded regions. For instance, in
Figures 4.3a and 4.3e, the network is able to create reasonable predictions for the shape
of the ship and ice floes. However, it struggles with iceberg predictions, producing spotty
and inconsistent results, as observed in Figure 4.3c. This is likely due to the infrequent
appearance of iceberg in the training data, especially from the new perspective presented
in the test data. These findings indicate that even when partial information is available
through occlusions, the predictive capability of single-image networks is constrained by
their learned ability to interpolate shapes. Since the iceberg from the test dataset perspec-
tive was not present in the training data, the network cannot reliably infer the shape of
the iceberg behind the occlusion.

The trend of spotty and inconsistent results is exacerbated on the heavily occluded
data. Without any discernible features in the occluded regions, the network is forced
to guess the shape and location of objects, leading to significant inaccuracies. In these
cases, the network’s predictions often become extremely coarse and unreliable. For in-
stance, in Figures 4.3b and 4.3f, the predicted shape of the ship in the occluded region
is severely distorted from our expectations. The network also produces large, coarse ice
floe predictions, as it lacks specific knowledge of individual ice floe shapes. Additionally,
in Figures 4.3b and 4.3d, the network tends to predict icebergs in occluded regions, even
when not near an iceberg, demonstrating the unreliability of the network’s results in oc-
cluded regions. This highlights the limitations of the network when dealing with severe
occlusions, emphasizing the need for more advanced techniques to handle such challenging
scenarios.

Finally, Figures 4.3g-4.3h illustrate the network’s performance when faced with real
occlusion, such as water droplets on the lens. In Figure 4.3g, two small droplets — one
in the left far-field and another in the near field — are present. In Figure 4.3h a large
water droplet obscures the left side of the image, while a smaller raindrop occludes part of
the left side of the ship. Despite being trained with random erasing, the network struggles
with these real-world occlusions, producing nearly random predictions in the affected areas.
Similar to the iceberg scenario, the data behind the occluded regions is unfamiliar to the
model, leaving the network unable to accurately interpolate the shape of the obscured
objects.

The performance of image segmentation networks in the presence of occlusions and
reflections leads us to explore video segmentation, where temporal information from se-
quential frames can be leveraged to improve classification in the presence of occlusion.
Section 4.2 will delve into how video segmentation techniques can enhance the robustness
and accuracy of our model in dynamic environments.



Figure 4.3: Examples of predictions from UPerNet in the presence of occlusion. The
predictions for light occlusions are on the left, and the predictions for heavy occlusions are
on the right. (g)-(h) show the performance of the network on unlabeled data with water
droplets on the lens.



4.2 Video Semantic Segmentation

To objectively compare video segmentation models to image segmentation models, we
train all models with the same hyperparameters and learning rates, mentioned in Sec-
tions 3.1.1 and 4.1. The only modification made is for the UPerFlow training, where
random erasing is applied asymmetrically to the image pair (i.e., only one image is sub-
jected to random erasing, not both). This setup allows us to fairly compare the impact of
temporal consistency loss and the joint optical flow model to the baseline approach, which
we will explore in the following subsections.

4.2.1 Temporal Knowledge Distillation

When retraining the model with temporal consistency loss 3.2, the network achieved a
mean Intersection over Union (mloU) of 0.818 and a mean pixel-wise accuracy (mAcc) of
0.945. This marks a sharp decrease in the performance of the network, with a 2% decrease
in mIoU from baseline. The results suggest that the temporal consistency loss may not be
a suitable loss function, potentially due to inaccuracies in optical flow prediction or issues
in the warping process.

To better understand the implications of these findings, it’s crucial to assess the reli-
ability of the optical flow predictions themselves, especially since real-world datasets do
not come with ground truth optical flow. In our case, we obtain a measure of flow predic-
tion validity through the warping function. By warping one image to another using the
predicted optical flow, we can gauge the accuracy of the flow prediction by comparing the
warped image to the original image. Additionally, the occlusion mask from 3.3.1 provides
a measure of the similarity between the images, which can further validate the optical flow
prediction.

Figure 4.4 shows an example image from our dataset and its associated flow features
from a two second window. The optical flow network used is RAFT. Figure 4.4a shows the
original image and Figure 4.4b shows the predicted optical low. When using the predicted
flow to create the warped feature in Figure 4.4c, the visual similarity between the warped
feature and the original image suggests a high level of accuracy in the flow prediction.
The ice floes especially remain consistently positioned across the images, reflecting the
model’s effective capture of motion. This is further corroborated by the occlusion mask
in Figure 4.4d, where most pixels are near 1 (represented by white), indicating strong
agreement between the warped and original images. However, there are areas where the
images diverge. This is especially notable next to the ship, where optical flow prediction in



Figure 4.4: Flow features for a given image in our training dataset. The flow predictions
are for a 2 second time difference. (a) shows the first image for the flow prediction. (b)
shows the flow prediction. (c) shows the warped features given the predicted flow. (d)
shows the occlusion mask calculated from the warped image. (e) shows the warped label
for the following image, with dissimilar regions from the occlusion mask blacked out. (f)
shows the masked warped label overlaid on the original image (a).



an occluded ! area leads to duplication of ship features when warping. The darker regions
in the occlusion mask highlight these discrepancies, showing occluded regions, such as near
the ship’s boundary, as well as areas where the flow prediction fails, such as at the edges
of ice floes.

However, regions with accurate flow in the image space do not always align with the
correct labels in the label space. The temporal consistency loss penalizes predictions that
deviate from the warped prediction, relying on visual similarity in the image space to
identify incorrect warped labels. Visual similarity between images may not be the best
metric to determine occluded areas in labels.

To assess the validity of optical flow predictions within the label space, we conducted
a similar test by warping the labels and overlaying them onto the original image. We
then used the occlusion mask to black out invalid warped regions in the label. By visually
checking whether the labels accurately correspond to the respective features in the image,
we can gain a subjective measure of the optical flow’s validity and the effectiveness of the
occlusion mask within the label space.

Figure 4.4e illustrates the warped label with visually dissimilar regions from the occlu-
sion mask blacked out, and Figure 4.4f displays the warped label overlaid on the original
image. Many of the warped labels correctly correspond to the relevant features, which
can be observed particularly with the warped ice floe labels. However, the occlusion mask
fails to accurately identify several regions where the warped label is invalid. For example,
the ship’s white sections, which resemble ice floes, are not properly classified as occlusions
by the occlusion mask. Additionally, in the image space, the ship’s antenna appears see-
through, but the label does not reflect this, preventing the antenna from being correctly
identified as an invalid region. As a result, these mislabeled regions are not masked, teach-
ing the network to produce incorrect predictions in areas frequently subject to occlusion.

Although training with temporal consistency loss 3.2 performs worse than baseline ap-
proach on average, it does offer certain advantages. Figure 4.5 shows the confusion matrix
for UPerNet trained with temporal consistency loss. Despite the overall decline in perfor-
mance, the network produces more accurate predictions for ice floe, water, and sky. This
enhancement is particularly expected for ice floes, where optical flow has shown strong ca-
pabilities in tracking these features over time. This suggests that the temporal consistency
loss effectively leverages the optical flow network’s knowledge of moving objects, aiding the
network in maintaining consistent predictions for features that exhibit distinct movement

! Although previously we use the term occlusion to only refer to water droplets on the lens, in actuality
occlusion refers to any object in an image that obscures information. In the case of the ship, ice floes that
go next to the ship and out of view are in an occluded area.



from their surroundings.

However, the model struggles with identifying brash ice, leading to a noticeable decrease
in mloU. Unlike other classes, brash ice lacks distinct boundaries and is dispersed among
ice floes, making it a more fluid category. The optical flow network may have difficulty
accurately tracking brash ice due to its subtle and variable movement. This challenge
is further compounded by the limitations of the occlusion mask, which relies on visual
similarity to identify invalid flow regions. The distinction between ice floes, brash ice, and
water is often subtle and varies significantly with distance from the camera. The occlusion
mask’s inability to capture these nuances may lead to confusion, causing brash ice to be
misclassified as water or ice floes due to similar coloration.

1.0
Confusion matrix
0.0 0.03 0.0 0.02
Ice Floe 0.8
Water | 0.01 0.0 0.0
0.6
- Ship | 0.0 0.0 0.0
!
©
g
£ Brash lce{ 027 028 0.0 0.38 0.0 0.06
0.4
Sky 1 0.02 0.0 0.0 0.0
Iceberg | 0.0 0.0 0.0 0.0 r0.2
<<\°® & N i
8 N K ey
N @ﬂ
Predicted label $0.0

Figure 4.5: The confusion matrix for UPerNet trained with temporal consistency loss.
Compared to Figure 4.1, the network performs better for most classes, but severe degra-
dation in brash ice prediction results in a worse performance overall.

To address the limitations identified with the temporal consistency loss, particularly
in detecting nuanced classes like brash ice, we explore the potential of a joint optical flow
and segmentation model. A joint model could effectively leverage temporal information



while simultaneously learning the subtleties of invalid flow regions for a stronger overall
performance. This leads us to the next section, where we explore the capabilities of our
joint model.

4.2.2 Joint Optical Flow and Segmentation Model, UPerFlow

We summarize the results of our experiments in Table 4.2. The training and validation
curves for UPerFlow are shown in Appendix A.2. UPerNet trained with temporal consis-
tency loss is denoted as (F), and our approach, UPerFlow, is shown in the final row.

Network Architecture | Mean Intersection over Union | Mean Pixel-wise Accuracy
UPerNet 0.838 0.946
UPerNet (F) 0.818 0.945
UPerFlow (ours) 0.844 0.948

Table 4.2: Performance metrics for the different UPerNet configurations. (F) signifies
training augmented with temporal consistency loss.

In contrast to the temporal consistency loss results, when flow features are embedded
directly into the network, we observe no loss in performance. In fact, our model sees an
increase in mloU to 0.844 and mAcc to 0.948, which is the best performance out of all
models. This shows that flow features can be beneficial for a network’s performance, so
long as they are provided to the network in the right format. Embedding the accurate
flow features from PWCNet directly into the network supplies temporal context without
enforcing incorrect predictions in specific regions that are difficult to measure with an
occlusion mask.

The confusion matrix for UPerFlow is shown in Figure 4.6. We see an improvement
from baseline in the ice floe and sky classes, with almost no degradation in brash ice
accuracy. This indicates that the joint model successfully leverages optical flow while
also understanding the nuances in regions of inaccurate flow. This balanced performance
underscores the potential of joint models to improve segmentation accuracy across a variety
of classes, even when dealing with complex and subtle variations in the data.

Figure 4.7 shows the performance of UPerFlow on the test dataset, compared to baseline
in Figure 4.2. Overall, the performance remains quite similar and accurate, maintaining a
strong ability to segment the various classes within the dataset. Notably, there are signifi-
cant improvements in areas where the baseline model previously struggled. The UPerFlow
model demonstrates a marked reduction in misclassifications caused by the reflection of
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Figure 4.6: The confusion matrix for joint model UPerFlow. The network sees increased
performance for the same classes as with the temporal consistency loss, without degradation
of brash ice prediction, shown in Figure 4.5. The overall performance is better than baseline
in Figure 4.1.

the iceberg in the water. Additionally, it better classifies the region above the iceberg,
correctly identifying the ice in that area, though there is still room for improvement.

This suggests that the optical flow network’s understanding of coherent objects plays
a critical role in aiding the segmentation process. By recognizing the iceberg as a distinct
object, the optical flow network likely helps the segmentation network generate more ac-
curate predictions in challenging areas, such as above the iceberg and within its reflection.
This capability enhances the model’s overall performance in distinguishing and correctly
labeling these complex regions.

However, the model still exhibits some errors. Due to inaccuracies in optical flow, the
network tends to generate erroneous predictions in occluded areas and near image bound-
aries where objects exit the frame. For instance, in Figure 4.7a, the network misclassifies
the ice floe adjacent to the ship. Similarly, Figure 4.7b illustrates how the network misclas-



Figure 4.7: Examples of predictions from joint model UPerFlow for our dataset. We see
similarly accurate predictions as baseline approach in Figure 4.2, but suffer significantly
less from common errors, such as the reflection of the iceberg.



sifies the iceberg at the edge of the image. Despite these errors, they are relatively minor
compared to the network’s improved ability to handle sources of error, such as reflections
or occlusions. The enhanced performance on occluded data is discussed in the next section.

4.2.3 Occlusion Mitigation

To test the performance of video segmentation models in the presence of occlusion, we use
the same test performed in Section 4.1.1. In this section, we discuss only the performance
of UPerFlow as it relates to the baseline UPerNet, since it has the best performance overall.

The performance of UPerFlow on the artificial datasets is shown in Table 4.1. Baseline
results are included for reference. Compared to the image segmentation approach, video
segmentation experiences performs significantly better in the presence of occlusion, partic-
ularly heavy occlusion. On the lightly occluded dataset, performance decreases to 0.837
mloU and 0.945 mAcc, reflecting less than 1% drop in mloU, but only slightly worse than
UPerNet’s performance on the non-occluded dataset. On the heavily occluded dataset, per-
formance declines marginally more to 0.835 mloU and 0.943 mAcc, which still corresponds
to an approximate 1% decrease in mloU. By effectively leveraging temporal information,
UPerFlow manages to minimize the errors caused by occlusions, even in scenarios with
substantial occlusion.

Network Architecture | Occlusion Level | MIoU | MAcc
None 0.838 0.946

UPerNet Light 0.829 0.941

Heavy 0.819 | 0.935

None 0.844 | 0.948

UPerFlow Light 0.837 | 0.945

Heavy 0.835 | 0.943

Table 4.3: Performance metrics of UPerFlow on the artificially occluded datasets. The per-
formance of UPerNet baseline were included for reference. UPerFlow outperforms baseline
approach for all occlusion levels, and we see less performance degradation as a result of
occlusion.

Inference results of our network on the occluded data are illustrated in Figure 4.8, in
comparison to baseline performance in Figure 4.3. In both light and heavy occlusion sce-
narios, UPerFlow exhibits superior performance compared to UPerNet in handling and in-
painting the occluded regions. In the lightly occluded images, Figures 4.8a , 4.8¢, and 4.8e,



the network demonstrates enhanced capability to refine annotations within occluded areas.
It retains a clearer representation of the shapes of ships and ice objects, showing a notable
improvement in accuracy. Notably, in Figure 4.8c, the network’s predictions for the iceberg
are no longer spotty, highlighting its ability to leverage temporal information to accurately
inpaint regions obscured by occlusion.

Similarly, the performance on the heavily occluded data does not exhibit a noticeable
decline. In Figures 4.3b, 4.8d, and 4.8f, the network maintains a coherent representation
of the ship’s shape and provides detailed annotations, even though no ship features are
visible in the heavily occluded region. The network also generates plausible predictions
for the boundaries of ice objects, demonstrating an ability to distinguish and distribute
brash ice between adjacent ice floes, rather than producing large, inaccurate blobs of ice
floe predictions. Finally, the network avoids random iceberg predictions, ensuring that all
predictions are reasonable approximations of the occluded areas. These results underscore
the advantage of video segmentation networks over image segmentation models, as they
can utilize temporal information to more effectively infer details in occluded regions.

Finally, Figures 4.8g-4.8h illustrate the network’s performance when faced with real-
world occlusion. In contrast to UPerNet, UPerFlow produces more accurate predictions
under real-world conditions. The video segmentation model creates reasonable predictions
in occluded regions caused by water droplets, demonstrating its superior ability to handle
real occlusions compared to traditional image segmentation approaches. This shows that
random erasing effectively teaches UPerFlow to leverage temporal information and create
reasonable predictions in occluded areas, rather than teaching the network to create best-
guess interpolations, as it does for image segmentation.

Overall, our work has shown the advantages of video segmentation approaches over
traditional image segmentation. Using optical flow, we can teach networks to leverage
temporal information that is robust to environmental artifacts, such as reflections or oc-
clusions, and boast improved performance overall. By embedding optical flow features
directly into our model, the network learns temporal relations between coherent objects,
and avoids misclassifications in regions where optical flow may fail, such as with the brash
ice class.



Figure 4.8: Examples of predictions from UPerFlow in the presence of occlusion. The
predictions for light occlusions are on the left, and the predictions for heavy occlusions are
on the right. Compared to baseline approach in Figure 4.3, we see less error as our approach
is able to infer information in occluded regions using temporal context. (g)-(h) show
UPerFlow on unlabeled data occluded with water droplets. UPerFlow is able to leverage
temporal data to create predictions, even when presented with real-world occlusion.



Chapter 5

Conclusion

In this work, we present our contributions to the field of ice condition assessment and
navigation safety in the Arctic. One of our key contributions is the development of a
medium-sized, finely annotated dataset that classifies various ice and non-ice elements,
namely ice floes, brash ice, water, ships, sky, and icebergs. This dataset, along with our
detailed labeling methodology, provides a foundation for future works to create larger and
similarly annotated datasets, facilitating further research and development in this area.

We also assessed existing image semantic segmentation networks and determined that
UPerNet outperforms other architectures on our finely annotated dataset, achieving 94.6%
accuracy and an mloU of 0.838. This architecture benefits from skip connections to the
decoder, which enhance feature propagation and improve overall performance compared
to other models. Despite its strong performance, UPerNet still encounters challenges with
artifacts common in realistic sea ice data, such as reflections in the water and droplets on
the lens. These artifacts can lead to misclassifications and highlight the need for further
refinement to handle such realistic conditions effectively.

We improve upon this baseline result using techniques from video segmentation. We
show the limitations of training image segmentation networks with temporal consistency
loss, and that embedding optical flow features directly into the network can improve per-
formance. By modifying existing video semantic segmentation architecture SegFlow using
more modern optical flow and segmentation architectures, our approach achieved 94.8%
accuracy and mloU of 0.844. Additionally, our approach suffers significantly less from
misclassifications that appear from realistic data, such as reflections in the water and wa-
ter droplets on the lens. On artificially occluded data, our method exhibits only a 1%
performance decrease in heavily occluded regions, compared to a 2% degradation in the
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baseline, and maintains accurate performance that is comparable to baseline approach on
non-occluded data.

These contributions collectively highlight the potential of neural networks to provide
robust ice condition assessments and support researchers and navigators in making objec-
tive, data-driven decisions. By enhancing the safety and efficiency of navigation in the
increasingly accessible Arctic waters, this research supports the broader goal of improving
decision-making capabilities in this critical and evolving region.

5.1 Future Works

While our research significantly advances the field of ice condition assessment and naviga-
tion safety in the Arctic, there are several avenues for future work that could build upon
our findings:

Enhanced Data Annotation. Although our labeling methodology enabled fine an-
notations for a medium-sized dataset, color thresholding has some limitations. In Sec-
tion 2.3.2, we list these limitations, as they pertain to differentiation between ice floes,
brash ice, and water in specific contexts. Additionally, although our dataset is large, it
only annotates frames from three videos, which limits the diversity of environmental con-
ditions presented to the model. Expanding the dataset with additional annotations that
encompass a broader range of ice conditions, lighting scenarios, and weather variations
could provide a more comprehensive training ground for segmentation models. We hope
that that we can use our trained classifiers for the creation of new low-cost data, while
correcting minor misclassifications by hand in an ever-improving feedback loop. Another
potential limitation of our dataset is with the ice floe labels. While our approach accurately
annotates ice floe pixels, it does not differentiate between individual floes. This could sig-
nificantly impede the implementation of trained models for Arctic navigation, since it may
not be able to identify specific ice floes that are dangerous because of their strength or age.
Incorporating a panoptic approach [87] that identifies and classifies specific ice floes could
improve the model’s ability to recognize and assess dangerous or noteworthy ice floes.

Refinement of Optical Flow Techniques. Our approach utilizes PWCNet as the
optical flow network due to its convolutional structure, which allows for straightforward
integration with the segmentation network. However, modern optical flow methods like
RAFT leverage recurrent layers to iteratively refine optical flow predictions. These meth-
ods propagate image features and compare similarities across frames to enhance accuracy.
It is plausible that adopting such optical flow architectures for segmentation could fur-



ther improve the results, potentially leading to even better performance in ice condition
assessment and occlusion mitigation.

Improved Occlusion Handling. While our network performs effectively in reducing
occlusion errors, predictions in occluded regions remain approximations rather than pre-
cise representations of the underlying data. Future improvements could be achieved by
integrating techniques from video inpainting [104], where networks fill in missing regions
by leveraging temporal information from adjacent frames. For instance, ProPainter [105]
employs optical flow predictions combined with transformer blocks over a 10-frame win-
dow, achieving state-of-the-art results in this domain. Similarly, in the domain of semi-
supervised video object segmentation, Segment Anything 2 [106] utilizes cross-attention
mechanisms over seven frames and boasts impressive capability for zero-shot annotation
and object tracking. Incorporating transformer blocks across the temporal domain and
expanding the receptive temporal field could enhance our network’s capability to leverage
temporal information and handle occlusions more accurately, leading to better performance
in complex, real-world scenarios.

Collaborative Research and Data Sharing. Collaborating with other research
institutions and sharing datasets could accelerate advancements in this field. Building
a collaborative framework for data sharing and joint research could help develop more
generalized and robust models applicable to various contexts.

By addressing these areas, future research could significantly enhance the accuracy,
reliability, and applicability of ice condition assessments, contributing to safer and more
efficient navigation in the Arctic.
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Appendix A

Training and Validation Curves

A.1 Optuna Hyperparameter Validation Curves
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Figure A.1: Validation mean Intersection over Union (mloU) curves for our large bayesian
parameter search [100] using Optuna [101]. The best performing network was UPerNet
with ResNet101 backbone, with 0.828 mloU on validation dataset.
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A.2 UPerFlow Training and Validation Curves
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Figure A.2: The training and validation curve for our video segmentation network, UPer-
Flow. Our network completes training in in 637 epochs, with best validation performance
0.825 mloU on validation dataset. Although our network performs slightly worse for val-
idation dataset, it performs better on the test dataset, indicating that the network may
have better generalization properties.
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