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Abstract

This thesis addresses two challenges involved in the culmination of the Quantum En-
crYption and Science Satellite mission. This mission aims to demonstrate quantum key
distribution (QKD) in space. The first part of the thesis will be dedicated to the intro-
duction of a quantum random number generator. This generator will be based off of the
arrival time of photons and subsequently used to produce random bits that will be turned
into the random states necessary for the QKD protocol. The latter half of the thesis will
address creating the random states for the protocol. This is non-trivial due to the finite
resources involved in the physical apparatus that comprises the chosen weak coherent pulse
source for the QEYSSat mission.
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Chapter 1

Introduction

Quantum information is one of many applications of quantum theory. While the improved
understanding of the physical world has led to more tangible results like the invention of
magnetic resonance imaging (MRI) in 1974 or the transistor in 1947. More recently, the
continued development of quantum computers has brought the implications of Peter Shor’s
1994 paper that introduced the world to a faster factoring algorithm that takes advantage
of quantum theory. Modern encryption methods like RSA that are widely used to pro-
tect confidential information are essentially based on the assumed hardness of factoring
large numbers. Shor’s algorithm invalidates that assumption provided a fully functioning
quantum computer is available to implement the algorithm. This has reignited interest
into being able to assuredly secure information against a quantum adversary. The study
of improving the storage and transmission of information with quantum enhancements
encompasses the field of quantum information.

1.1 Thesis Overview

The Quantum EncrYption and Science Satellite (QEYSSat) mission’s goal is to demon-
strate the usage of satellite based Quantum Key Distribution (QKD) to establish a secure
communication link between two ground stations[29]. One of the quantum sources used in
the mission is a weak coherent pulse source (WCPS) in order to perform the decoy-state
BB84 protocol[27]. With any protocol there is a need to produce random states. The work
presented in this thesis is concerned with the production of random states by developing a
Quantum Random Number Generator (QRNG) and subsequently transforming them into
weak coherent pulse states via the WCPS used in the decoy state protocol.
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There are many different methods concerned with extracting random bits from a quan-
tum system. The earliest QRNG’s were based off of radioactive decay[25]. This setup takes
advantage of the probability for an atom to decay being distributed exponentially to obtain
random bits. However, the need for faster generation rates pushed development away from
highly radioactive sources. From there efforts came to be focused on photonic systems.
The arrival time of photons will be used as the basis for the QRNG to be described in
a later chapter. Similarly, for WCPS’s the methods of transforming random data into
random states can vary. In this work a streaming algorithm is presented to interface with
driving electronics of the WCPS to facilitate random state production.

The rest of this thesis is structured as follows. The remainder of this chapter serves
to give a background on the concepts related to the work to be presented. Starting with
a brief statistical background for a couple of key probability distributions. Next is an
overview of photons and their number distribution. From there a discussion of the original
BB84 protocol as it is closely related to its decoy state counter part. Following this is a
discussion on randomness, random number generators, entropy, and verification of random
bits. Lastly, a brief discussion on weak coherent pulse sources and quantum key distribution
as the usage of a weak coherent pulse source led to this thesis.

The second chapter is focused on the QRNG. Initially detailing the algorithm em-
ployed to produce random bits and its shortcomings. After which subsequent changes and
additions to the post processing scheme are examined. Lastly, the current status of the al-
gorithm is described along with avenues for potential improvements. Additionally, a short
term method for integration into the QEYSSat mission is also presented.

The third chapter concerns the development of the streaming software and how it
fits into the WCPS currently planned as one of the two used in the QEYSSat mission.
Characteristics related to the key electrical device that is used, an arbitrary waveform
generator, are examined. This streaming software is inherently less related to the inner
working of the WCPS and more concerned with concepts relevant to data transmission.
To this end miscellaneous software scripts related to transforming random bits to random
WCP states are examined in conjunction with modalities of streaming this data efficiently.

The fourth chapter concludes this thesis and briefly reviews the avenues for future work.

1.2 Statistical Background

While an in-depth statistical background is unnecessary for the content of this thesis, there
are a few relevant statistical functions and concepts that will be introduced. The first is
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the Probability Mass Function (PMF) used in the description of discrete random variables.
The PMF of a discrete random variable X is

p(x) = P (X = x) (1.1)

returning the various probabilities for the possible values X can have. Related to this is
the Cumulative Distribution Function (CDF). The CDF for a particular discrete random
variable X is defined as F (x) = P (X ≤ x) and yields the probability that X will take on
a value less than or equal to x. This is closely related to the idea of a quantile, q, which
can be used to partition a distribution into potentially equiprobable slices1. For a strictly
increasing and continuous CDF, the quantile function F−1(p), p ∈ [0, 1] will return a value
x such that F (x) = p.

Poissonian Distribution

Of particular importance to the content of this thesis is the Poisson distribution which
arises when describing photon number statistics, provided the observed photons events are
random and independent of each other. The PMF of the Poissonian distribution is

f(k : λ) = P (X = k) =
λke−λ

k!
(1.2)

and it commonly arises when counting occurrences of events[18]. A closely related distri-
bution arises when attempting to describe the interval between consecutive events. This
is known as the waiting time distribution and follows the exponential distribution which
has a probability density function (continuous analog to PMF) of

λe−λx (1.3)

where x is the probability of observing an event in a particular interval. λ is the main
parameter of the distribution, known as the rate parameter. This distribution is continuous,
unlike the discrete distribution it is derived from 2. Its CDF is determined by integrating
the probability density function ∫

0→x

λe−λx∂x = 1− e−λx (1.4)

1In practice, the quantile is a measure of event frequency that is dependant on how representative the
data sample being analyzed is of the population it was sampled from

2Specifically, the exponential distribution comes from the waiting time between continuous and inde-
pendent events associated with a Poissonian point process
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and its quantile function is

F−1(p, λ) = − ln 1− p

λ
(1.5)

One important property of the exponential distribution is that it is memoryless[18].
This property is normally associated with waiting times, and its meaning is that the waiting
time is independent of the time already waited. As an example, take a situation where an
individual was attempting to guess the password of a locked computer, and there were x
identical locked computers. It would be expected to take 1

x
attempts to guess the password

of one of these identical computers, even if the individual had already guess x-1 times on
x-1 different computers. This is due to the fact that the individual retains no knowledge
of the password that was just guessed. Mathematically, for two real numbers t and s for a
continuous random variable X

P (X > t+ s|X > s) = P (x > s) (1.6)

One example of a real-world phenomena that exhibits this exponential distribution is ra-
dioactive decay[18].

1.3 Background

A common method of transmitting quantum information involves photons. The concept of
a photon originally arose after the classical light wave previously described by Maxwell’s
equations was quantized. It turns out that these elemental quanta of the classical wave
can be encompassed by the study of the quantum harmonic oscillator. The oscillator has
a Hamiltonian

Ĥ =
1

2
(
p̂2

m
+mω2x̂2) (1.7)

Where p̂ and x̂ refer to momentum and position operators respectively. This Hamilto-
nian can be solved algebraically with the introduction of the creation and annihilation
operators[58].

â =

√
mω

2ℏ
(x̂+

ip̂

mω
) (1.8)

a† =

√
mω

2ℏ
(x̂− ip̂

mω
) (1.9)
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subject to the usual commutation relation [â, a†] = 1. With this the above Hamiltonian
can be rewritten as

Ĥ = ℏω(a†â+
1

2
) (1.10)

[58] and with the introduction of the number operator n̂ := a†â this Hamiltonian’s spectrum
can be determined in terms of the number states |n⟩ subject to the eigenvalue equation
n̂ |n⟩ = n |n⟩. These number states are also referred to as the Fock states, and the collection
of these number states form a complete orthonormal basis, termed the Fock basis[58].

Of particular relevance to photons is the coherent state, |α⟩, with α = |α|eiθ. The
coherent state turns out to be a good approximation of the output of a single mode laser[37].
It is also an eigenstate of the annihilation operator[58]

a† |α⟩ = α |α⟩ (1.11)

with an important recurrence relation

√
n+ 1 ⟨n+ 1|α⟩ = α ⟨n|α⟩ (1.12)

That allows the expansion of the coherent state in the Fock basis

|α⟩ = e−
|α|2
2

∞∑
n=0

αn

√
n!
|n⟩ (1.13)

Which allows the determination of the photon number distribution, P (n), for the coherent
state

P (n) = | ⟨n|α⟩ |2 = |α|
2n

n!
e−|α|2 (1.14)

Equation 1.14 is nothing more than the Poisonnian PMF with parameter |α|2, the mean
photon number. This means, depending on the mean photon number 0, 1, or more than 1
photons can be observed in a particular interval t.

Detecting Photons

In order to observe a photon, a single photon detector (SPD) is used. There are many
different kinds of SPD’s, one of which is the single photon avalanche diode or SPAD. The
SPAD is based off of a P-N junction, and has two distinct modes of operation. The first
is a linear mode, where the incoming optical signal causes a linear output response of the
detector. In the second, the so called Geiger mode, the gain of the device is exponential
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depending on its bias. This allows the device to become sensitive to a single photon, and
the resultant avalanche of electrons in response to this single photon gives the device their
name. For the device to detect subsequent photons, the avalanche must be quenched,
and during this time the SPAD will not detect subsequent photons. This is referred to
as the devices dead time. Related to the act of quenching, sometimes electrons remain
trapped and are later released. This can cause spurious correlated counts referred to as
afterpulses. Additionally, detectors exhibit dark counts which are associated with thermal
noise causing a click to occur in the absence of photons. The rate of these dark counts is
referred to as the dark count rate (DCR) Lastly, the detectors themselves have a range of
sensitivity dependent on the wavelength of the incoming photon. This photon detection
efficiency (PDE) characterizes how reliably the detector will count a single photon at a
specific wavelength. A good review of detectors and their properties can be found in ref
[23]

Quantum mechanically, the act of detecting photons is associated with a specific kind
of operator, a ’positive operator-valued measure’ or POVM operator. These operators can
be intuitively thought of as the most general measurement one can do on a system. The
POVM associated with photon detection, assuming a perfect photon number resolving
detector3, is the projection onto the corresponding number state. Following the notation
by Kok and and Lovett this operator is expressed as [35]

P̂ n = |n⟩ ⟨n| (1.15)

which is then the POVM associated with detecting a particular number state |n⟩. In the
case of a non-ideal or bucket detector the associated POVM must cover all number states
or none of them. In simpler terms, the detector either clicks or does not click. These two
POVM’s are then

P̂ (click) =
∞∑
n=1

P̂ n =
∞∑
n=1

|n⟩ ⟨n| P̂ (no−click) = 1̂− P̂ click = P̂ 0 = |0⟩ ⟨0| (1.16)

Where the probability of click and no-click sum to one. Now, the probability of detecting

a photon from a state ρ is then determined by the trace of P̂ (click)ρ which is equal to

∞∑
n=1

⟨n|ρ|n⟩ (1.17)

3A photon number resolving detector can differentiate between 0, 1,2,...,n photons hitting the detector.
A detector that can only differentiate between 0 and at least 1 photon is referred to as a bucket detector.
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It should be noted that this is the case for an ideal detector with perfect efficiency. A
more realistic model can be introduced to accommodate finite-efficiency detectors, where
the detectors efficiency λ can be modeled as having a beam splitter with transmittance
equal to λ. Additionally, dark counts can be accounted for without making assumptions
related to the actual probability distribution for the dark counts. For more details, refer
to section 4.1 of reference [35].

1.4 Quantum Key Distribution

Classically, key distribution is done with a public and private key pair. The security of
the public key cannot be guaranteed unless the key length is the same as the message,
such as the case with a one-time pad[68]. As the name suggests, the largest downside of
the one-time pad is that it can only be used once, followed closely by the fact that larger
messages imply larger key lengths. Therefore, classical key distribution is rarely done
with the assistance of a one-time pad. Quantum key distribution (QKD) seeks to fill the
gap between mostly secure and completely secure communication by guaranteeing security
not through perceived computational hardness but by the laws of quantum mechanics.
The two fundamental laws that assure complete security are the Heisenberg uncertainty
principle[24] and the No Cloning-Theorem[71].

A common version of the uncertainty principle is expressed below

δxδp ≥
ℏ
2

(1.18)

Which translates to the product of the uncertainties in position and momentum must
always be greater than or equal to a fundamental constant. This implies that increased
precision in position corresponds to decreased precision in momentum and vice versa.
Position and momentum are referred to as complementary variables in the sense that these
two properties of a system cannot be observed simultaneously. Therefore, if a quantum
system transmitted information using complementary variables, such as polarization along
two axes separated by 45°[72][55], then the uncertainty principle would limit the amount
of information able to obtained by interacting with the system.

The no cloning theorem is straightforward, a quantum state cannot be copied. This
is in contrast to classically being able to copy a bit of information with ease without any
regard for what the information actually is. Combined with the uncertainty principle, a
recipe is obtained for securing communications in a way that cannot be done classically.
This was first stated by Bennet and Brassard in what is now known as the first QKD
protocol, BB84[7].
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1.4.1 BB84 Protocol

Following the convention set in the original paper, the two parties seeking to communicate
securely will be referred to as Alice and Bob. They will be interacting with a quantum
state, namely the polarization of photons. These photons will be sent in either one of two
polarization bases. The first is the horizontal and vertical polarization basis or Z basis.
The second is the diagonal and anti-diagonal basis or X basis. Each photon that is sent
contains one bit of information, meaning that each photon is a quantum bit or qubit of
information. Now the entire protocol can be sketched out in 5 steps

1. State preparation

2. State transmission

3. State reception and measurement

4. Reconciliation

5. Privacy amplification

Before elaborating on each of these steps I will first give a brief introduction into using
photons as qubits.

Qubits

Classically, a bit can be thought of as a boolean variable. To check the state of the bit, one
can interrogate the system for the current value of that boolean. There is no ambiguity
about the state of the classical bit. This is not the case for a qubit, where an analogy of a
boolean variable is insufficient. Rather, the quantum system that is being used as a qubit
is not so simple. Take the stereotypical two-level system that is ubiquitous throughout
quantum theory[58]. The two states of that system are linearly independent of each other,
therefore they form a basis to perform computation with. If one were to think of the
Cartesian plane, one state forms the x-axis and the other the y-axis. All the possibilities
between x and y are a combination of the two states or more succinctly a superposition
of them. Most two level systems are good candidates for quantum bits, and one such
example is the polarization of a photon. One can take two orthogonal polarization’s, such
as horizontal and vertical, and use them as two independent states to form a basis with.
Normally, the horizontal polarization, |H⟩ is chosen to be the |0⟩ state and the vertical
polarization, |V ⟩ is chosen to be the |1⟩ state. This basis is often referred to as the
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Figure 1.1: Rectilinear and diagonal axis bases.

rectilinear basis, but was previously introduced as the Z-basis. A complementary basis to
the Z-basis is the diagonal or x-basis, where the diagonal, |D⟩, state is often considered
|0⟩ and the anti-diagonal, |A⟩, state is usually |1⟩. The two pairs of polarization states
(|H⟩ , |V ⟩), and (|D⟩ , |A⟩) are complimentary variables. A visual representation of the two
bases is given in Figure 1.1

One thing to note is that polarization in it of itself is not enough to be considered a
qubit[66]. The polarization of a classical wave can be measured without changing its state.
On the other hand, a photons polarization cannot be measured without disturbing the
state of the photon. Therefore, it is the combination of the photon with a polarization
that can be used as a qubit. With this in mind the BB84 protocol can be understood more
intuitively.

State Preparation

Recall in the original setup there are two bases, the Z and X basis. Initially, Alice and
Bob will determine which of these bases to use as the computational basis. Next, Alice
will randomly select a basis and polarization state to send to bob. She will keep track
of the selections for use later in the protocol. The act of randomly selecting a basis and
polarization state is done with the help of an entropy source that can be turned into random
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states. One example is the use of a random number generator whose output is used to
generate random states. Next the physical state must be prepared, and this depends on
the quantum source used to generate these random states. A common choice is the use of
a weak coherent pulse source, which was mentioned earlier in this chapter. While a WCPS
only emulates a single photon source, it can still be used for QKD and this is described a
bit more in subsection 1.5.2.

State Transmission

After preparing the states the next step is for Alice to transmit the states to Bob. Com-
monly, the signal was sent via an optical fiber at a specified wavelength. This is analogous
to the modern telecommunication setup widely employed worldwide. One downside of
using an optical fiber is that the losses experienced by the signal are quite severe[73].
For classical communications, this is overcome with classical repeaters or signal boosters.
Naively, these can be thought of as copying the original state and re-sending it to reach
longer distances. Due to the no-cloning theorem, this solution does not apply when sending
a quantum signal and research into quantum repeaters is an active field of study. Instead,
quantum repeaters are being developed using quantum entanglement and teleportation
processes in order to transfer the states further rather than duplicate them[59].

State Reception and Measurement

Now, as Bob receives the states he will randomly select a basis to measure the state
and record the result. There are some subtleties here related to the detectors that can
undermine the security of the protocol, one example being detector efficiency mismatches
that can be used compromise the system. However, as far as the protocol is concerned,
that’s all there is to this step.

Basis sifting

Both parties now communicate over a classical channel to compare the basis Alice prepared
with the basis Bob measured, and when the two agree the result will be kept. Otherwise
they will discard the bit that corresponds to that measurement. Repeating this process
over all transmitted bits allows Alice and Bob to generate a raw key. With the assumption
of no eavesdropping (amongst others) the protocol would stop here and the raw key would
become the secret key. However, the validity of this sifted key is determined by comparing
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a subset of the original measured results from Bob with the corresponding subset of states
Alice sent. If enough of the bits agree, this sifted key is kept. Otherwise, the key is
discarded and the protocol aborted.

Classical Post Processing

The last step in the protocol deals with refining the key further to address non-ideal aspects
of the previous steps. Assuming no eavesdropping and a perfect physical implementation
is not realistic. Therefore, instead one attempts to minimize the amount of information a
potential eavesdropper can obtain undetected. This is typically broken up into two generic
stages. The first is an error correction stage to remove differences between Alice and Bob’s
sifted key. Next is privacy amplification using a universal hashing algorithm. After each
stage the initial sifted key will be reduced further. The final secret key is then private,
with little to no information leakage to an outsider.

1.5 Randomness

Defining randomness is a difficult task, so much so that mathematicians typically avoid
directly addressing the subject. A physical definition of randomness continues to elude
researchers to this day, with a widespread acceptance that defining randomness is excep-
tionally difficult if not impossible. In most publications, one notes that the usual method
is to discuss the properties of a sequence of random numbers and the uniform distribution
they arise from[63]. The actual methods involved in producing these random numbers - or
sampling this distribution - are left to the reader to decide upon, which makes designing
a random number generator that abides by the theory rather problematic. Ultimately,
researchers agree on parameters that random numbers should abide by, and this can be
seen through the use of rigorous randomness verification libraries such as NIST STS[5].
Regardless, the development of random number generators has led to two main distinct
classes of generators. These two classes are psuedo-random number generators (PRNG’s)
and true random number generators (TRNG’s)[25].

PRNG’s are algorithmic and ultimately deterministic. They seek to emulate the be-
havior of a random source by producing an output bit sequence that is not random but
appears to be so[34]. PRNG’s have a periodicity and are based off of a seed. If the period-
icity of the PRNG is eclipsed, meaning that an output bit sequence larger than its period
is requested, the pattern can be identified and the masquerade of randomness dissipates.
Similarly, PRNG’s are seeded, where the seed is some sequence of random or non-random

11



bits that determine the output. If the seed is known, the output of the PRNG is known.
In contrast to this true random number generators seek to extract ’true’ random bits from
a physical system with high entropy. This in turn leads to a related but slightly differ-
ent class of generator termed a physical random number generator. This generic class is
further differentiated by the type of physical system being used to extract random bits,
an example being hardware random number generators. A personal favorite example of a
physical random number generator is the lava lamp[52]. The actual state of the lava lamp
at any one point in time is difficult to predict, and by extension this unpredictability can
be exploited to generate true random bits. The caveat for these kind of physical random
number generators is that even a chaotic systems evolution can be inferred if its initial con-
ditions are known. This has the potential to return a physical random number generator
to the same status of a PRNG whose seed is known. In contrast to this, quantum random
number generators (QRNG) are physical random number generators that interact with
a quantum system to extract random bits. Here, the laws of quantum mechanics apply
and there is always a degree of unpredictability in the exact state of the system. In other
words, gaining information about the system does not allow us to predict with absolute
certainty the result of a measurement. It is this aspect of QRNG’s that drives interest in
developing this type of physical RNG[25]. That being said, it should be made clear that
any type of physical RNG can be considered a TRNG regardless if is uses a classical or
quantum system. The key difference between the myriad types of physical RNG’s lies in
how difficult it is to undermine the underlying process for true random bit generation.

1.5.1 Entropy

In the previous introduction to random number generators the concept of entropy was used
but not introduced. Entropy has different definitions that arise in the context to which it
is being applied. For the work to be presented in this thesis the definition of entropy from
information theory is taken. Meaning entropy can be intuitively thought of as the degree
of uncertainty present in a system. This is normally associated with Shannon’s entropy,

H(X) := −
∑
x∈χ

px log2(px) (1.19)

where χ is some distribution and p(x) is the probability of observing x from the distribution
χ. X is a discrete random variable, which can take on values dependent on χ, x, and p(x).
Shannon’s entropy is typically measured in bits. To give a simple example of applying
Shannon’s entropy consider tossing a fair coin. There are only two possible outcomes and
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they each have the same probability, 0.5. Therefore,

H = −2(0.5× log2(0.5)) = 1 (1.20)

and 1 bit of entropy can be safely associated with the scenario of tossing a fair coin. What
happens if instead a biased coin is used? Lets say heads is biased to have a probability of
0.6. Then H = −(0.4× log2(0.4)+0.6× log2(0.6)) ≈ 0.97. In the case of a biased coin, the
entropy decreases as the amount of uncertainty in the system also decreased. Of course if
the coin always lands on heads, there is 0 entropy in that system as it is certain what the
result will be. With this being said Shannon’s entropy amounts to determining the average
uncertainty in a distribution.

A more conservative estimation of uncertainty is the minimum entropy of a probability
distribution[38][25]. The min entropy is defined as

Hmin(P ) = − log2(
1

Pmax

) (1.21)

and is used to determine the degree of uncertainty in a system based off of the most probable
value. As an example, think of guessing an individual’s password. The min entropy would
be associated with the probability of guessing the password correctly on the first try. Min
entropy is especially relevant to the idea of extractors.

Extractors come up when attempting to differentiate between ’good’ random bits and
the output of a random number generator[38]. Good random bits are associated with being
drawn from the uniform distribution while the output of a RNG may be some distance
away from uniform. To bridge the gap between the two types of outputs, extractors are
used. An extractor, E, is a function such that

E : {0, 1}n × {0, 1}d → {0, 1}m (1.22)

provided the distribution, X, associated with the bit string {0, 1}n has Hmin ≥ k. {0, 1}d
is a uniform seed to the function. To summarize, if a distribution on X has min entropy
k, the result is an output bit string {0, 1}m that is guaranteed to be ϵ close to uniform.
An extractor is then parameterized by (n, d, ϵ, k,m). The actual functions used to build
extractors are typically derived from universal hash families[13], H, which contain a set of
functions that map from A to B. Of particular importance are two-universal hash families
that have the criteria

Ph∈H(h(x) = h(y)) ≤ 1/|B|, (1.23)

for all x ̸= y ∈ A. Essentially, the probability of collisions for two-universal hash families
is bounded by the size of the map destination.
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While the utilization of an extractor derived from a two universal hash function has
become common in privacy amplification schemes for QKD[38], the seed used for the
extractor bears additional scrutiny. Similar to the use of a one time pad, the privacy of
this seed is not necessarily preserved after use. This means that the extractor used cannot
be readily re-used for multiple times without being compromised. To overcome this, the
use of a strong extractor is needed. A strong extractor, Es, performs the same functionality
as an extractor except that the resultant distribution is also guaranteed to be ϵ close to
uniform on the distribution that results from composing the extractors output with the
original seed. In other words, Es(X, {0, 1}d) ◦ ({0, 1}d) = {0, 1}m+d is ϵ close to uniform.
The important result of a strong extractor is that the information contained in the seed is
preserved, meaning the extractor can be safely reused with the same seed. This is especially
important for random number generation, as continuously updating a seed can undermine
the output rate of the generator as it consumes random bits. This is especially true for
a common extractor, the Toeplitz hash4, which requires n + m − 1 random seed bits to
output m < n uniform bits.

Fortunately, the extractors formed by two-universal hash families can be proven to be
strong extractors with the help of the leftover hash lemma. The leftover hash lemma 5

addresses the following:

H = h1, h2, h3, ..., h2d is a two-universal hash family that maps from {0, 1}n to {0, 1}m

X is a probability distribution on {0, 1}n with Hmin ≥ k

Then, for every hy ∈ H where y ∈ {0, 1}d acting on x ∈ X, the resultant distribution
hy(x) ◦ y is ϵ = 2(m−k)/2 close to uniform. In other words, under these conditions all
hy’s acting on such an x form a (n, d, 2(m−k)/2, k,m) strong extractor. A formal proof for
this lemma will not be given, instead the proof idea will be sketched out. Start with the
assumption of a two-universal hash family with size 2d. Determine the collision probability6

of the output of the extractor. Then, determine a bound on the distance, specifically the
euclidean distance or L2 norm, between the output and a uniform output. Finally, convert
that notion of distance to a statistical measure of distance, where the statistical difference

4The Toeplitz hash comes from the GF2 field, making it a two-universal hash family
5There are many forms to describe extractors, strong extractors, and the leftover has lemma. I have

been loosely following the definitions described in [38], while some readers may find alternative sources
such as [57] easier to follow

6Collision probability refers to how likely the result of a hash on two separate inputs will map to the
same output
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between two distributions X and Y is defined as

||X − Y ||2 = 1

2

∑
v∈V

P (X = v)− P (Y = v) ≤ ϵ (1.24)

1.5.2 Quantum Key Distribtuion andWeak Coherent Pulse sources

Every QKD protocol needs a source to produce the random states necessary in order
to fulfill the goal of establishing a secure key. A QKD protocol can be performed with
a variety of sources, including an entangled or quantum dot source. Specifically, for the
QEYSSat mission a Weak Coherent Pulse Source (WCPS) is being developed in addition to
an Entangled photon source (EPS). The focus of this thesis is on the WCPS, in particular,
a WCPS similar to the one presented in [56], with one key difference (amongst others).
In the airborne demonstration a repeating sequence of random states was sent meaning a
limited amount of resources was devoted towards storage and transmission of the necessary
data related to producing that sequence. For the QEYSSat Mission, a non-repeating
sequence of random states will be used throughout the duration of a satellite pass. This
switch has important ramifications - chief among them being the sheer volume of data
being transmitted - that necessitates the development of a streaming software capable of
mediating this transfer at the required rate. Additionally, an entropy source capable of
producing enough random bits to turn into random states for the WCPS is required. This
will be done with a QRNG and is the subject of chapter 2 The development of the streaming
software is the focus of chapter 3. While the WCPS currently being developed for QEYSSat
influenced the design of the software, many aspects to the software are independent of this
potential WCPS. A brief overview of weak coherent pulses is given next.

Weak Coherent Pulses

As mentioned earlier in the introduction, weak coherent pulses can emulate a single photon
source and have been successfully used in order to perform the BB84+ QKD protocol[27].
These pulses have their intensity and phase modulated in order to produce the desired
state for the protocol. Due to the difficulty in creating single photon sources that produce
random states at high enough rates, WCPS’s have found themselves as a necessary but
ultimately temporary intermediary as efforts continue to improve single photon sources.
As the simpler counterpart, research into WCPS’s has progressed to the point that there
are now examples of WCPS’s that are integrated on chip and operating in the gigahertz
range[61].
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Apart from this, the WCPS utilized in the experiment that would ultimately lead to
the QEYSSat Mission, is shown below. This WCPS is effectively identical to what I will
describe in chapter 3 and is shown here to draw attention to where this project originated
from.

QKD with WCPS

Recall earlier it was shown that the distribution of photons in a coherent state follows the
Poissonian distribution. This had the important ramification that, in a given period t, 0,
1, or more than one photons can be observed. Even with the intensity brought down to
the single photon level, there is still a non-negligible probability of multi-photon emissions
in a particular finite weak coherent pulse. This opens WCPS’s to photon number splitting
attacks7 that target this aspect of a WCPS. To address this security risk, the decoy-state
BB848 protocol was developed. The overall protocol is the same as the original BB84,
except now the random states sent have differing intensities correspond to signal states or
decoy states. With this, any influence by Eve, including the previous PNS attack can be
detected [27]

7PNS attacks are a special kind of intercept and resend attacks that target the multi-photon emissions
to gain information about the random states that were sent

8Decoy state BB84 is sometimes written as BB84+
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Figure 1.2: The WCPS system used in reference [56]. Figure taken directly from source.
The main aspect to focus on for this project are the connections to and from the Arbi-
trary Waveform Generator(AWG). Three of the outgoing connections are what drive the
WCPS. They go to the laser trigger, intensity modulator (IM), and phase modulator (PM)
respectively. The last outgoing connection is to a time tagger (TT) to help identify the
start of the repeating sequence and is more relevant to later phases of the QKD protocol.
The incoming connection from the controlling PC is used to initially download the repeat-
ing sequence to the AWG’s on board memory. This incoming connection is what changes
the most when switching from a repeating to a non-repeating sequence. The remainder
of the figure deals with intricacies of the WCPS like the transmitter apparatus that are
independent of the streaming software to be discussed. For a more thorough discussion of
this WCPS, refer to the original paper.
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Chapter 2

Arrival Time Quantum Random
Number Generator

In this chapter the QRNG scheme developed for the QEYSSat mission is presented. The
chapter starts by going over the time of arrival type generators, in particular focusing on
an implementation from [51] that served as a reference implementation to emulate and
expand off of. Then the implementation, results, and next steps are described.

2.1 QEYSSat Requirement

Previous analysis done by the QPL team states, based off of the following assumptions,
that the QRNG needs to be able to run at 220 Mb/s[21].

• 600 s of WCP data per pass1

• 400 MHz source repetition rate [8]

• 4.4 random bits consumed per pulse (based off of signal/decoy ratio and algorithm
responsible for generating biased bits from unbiased ones)

• 80 minutes minimum time between passes2

1This is to accommodate the longest possible Satellite pass. Strictly speaking, all passes should finish
in less than 10 minutes

2Corresponds to LEO orbit
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4.4 random bits per pulse is a more subtle assumption that comes from randomizing
the intensity and phase of the WCP states being produced for decoy state QKD. Currently,
for QEYSSat the ratios for signal, decoy, and vacuum are 80%, 16%, 4% respectively[21].
All four polarization states are equiprobable. For randomizing phase, 2 unbiased bits are
consumed. For randomizing intensity, there are 3 choices which could be represented with 2
bits if the probabilities were unbiased. Incorporating the bias results in generating a biased
bit from unbiased ones. The current algorithm employed takes, on average, 2 unbiased bits
to produce 1 biased bit. Additionally, the probability of selecting a decoy or vacuum state
is conditioned on a signal state not being chosen. This amounts to an additional .4 bits
(on average) consumed. In total

bphase + bintensity = 2 + (bsignal + bnon−signal)

= 2 + (2× P (Signal) + (4× P (Decoy) + 4× P (Vacuum))

= 2 + 2(0.8) + 4(0.16) + 4(0.04) = 4.4

(2.1)

Where bphase and bintensity corresponds to the unbiased random bits consumed per pulse for
the randomization of the phase and intensity, on average. The software implementation of
the above process responsible for taking a source of unbiased random bits and generating
WCP states was done by Dr. Brendon L Higgins. I will motivate the implementation used
for generating these WCP states. Each WCP state is stored in the low/high nibble3 of a
byte. Recall that there are 4 phases (HVDA) and 3 intensities (signal, decoy, vacuum).
Representing 4 options can be done with 2 bits, likewise for 3. So now, divide the nibble in
half. The last 2 bits can be set to correspond to polarization states. The first 2 correspond
to intensities. As these first two bits are only set when a signal state is not being created
the following scheme is chosen: The numbers 0-3 correspond to signal states with random
polarization. 4-7 correspond to decoy states with random polarization’s. 8-11 corresponds
to vacuum states with random polarization’s. Now, selecting the intensity level requires
generating biased bits from unbiased ones. Think of this as setting one of, or none of, the
first two bits in the nibble. In other words initializing the WCP state to 0,4,or 8. An exam-
ple algorithm is presented in Figure 2.1. The algorithm used in the QEYSSat mission is a
more sophisticated version. Altogether, when a non-signal state is being created, 6 unbi-
ased bits are used. When a signal-state is created, 4 unbiased bits are used. With this value
of 4.4 bits per pulse, using the 400 MHz source repetition rate and 600 seconds maximum
satellite pass duration yields a total of 1.056 Tb (132 GB) of random bits necessary for a
pass. To generate this much random data between successive satellite passes leads to the
previously stated value of 220 Mb/s.

3A nibble is four bits, or half a byte

19



Input: unbiased 
random bits 
(UB)

If val > 0 If val > 0

Signal 
State: set 
output to  
'0 0'

Decoy 
State: set 
output to   
'0 1'

Vacuum 
State: set 
output to    
'1 0'

Output: 4 bits 
total. First two 
set intensity, 
last two set 
polarization

0 - Vacuum State
1,2,3 - Decoy State

0 - Non-Signal State
1,2,3 - Signal State

Intensity Bits Polarization Bits
0-3: Signal  HVDA
4-7: Decoy HVDA
8-11: Vacuum HVDA

0: H
1: V
2: D
3: A

Additional 2 UB needed 
for non-signal state

Figure 2.1: Two unbiased bits makes the values 0-3 equiprobable. For the specific case of
75% Signal 6.25% vacuum and 18.75% decoy one can envision a particular biasing algo-
rithm to go from random bits to WCP states. Here, one would first read in 2 unbiased bits
to randomize the polarization, and they would comprise the last 2 bits of the nibble. The
first two bits are initialized to zero. Now, read another 2 bits and select between signal and
non-signal states. If a signal state is chosen, do not set either of the first two bits of the
nibble. If a non-signal state is chosen, read another 2 unbiased bits and determine which
bit of the nibble to set. Altogether, this algorithm would consume 4.5 bits on average to
produce a random WCP state.
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2.2 ”Time of Arrival” QRNG

Time of arrival (TOA) generators are based off of attenuated laser light being described
by a coherent state. Since the photon number distribution of a random photon detection
sequence is a Poissonian process, if one was to measure the arrival times of these photons
with a detector the resulting distribution of detection pulses would also be Poissonian. By
extension, if these arrival times were accumulated and the time difference between suc-
cessive pairs determined, the resulting distribution follows the closely related exponential
distribution. To demonstrate this, recall that for a Poissonian process with rate λ, the
number of events that occur in a time t is proportional to λt. Then, the Poissonian process
associated with λt average occurrences is

P (x) =
(λt)xe−λt

x!
(2.2)

which implies the probability of 0 events occurring in a time t is, P (x = 0) = e−λt. Another
way of interpreting this result is that the probability of the first occurrence at time T is
greater than time t, P (T > t) = P (x = o) = e−λt[15]. Additionally, the probability that
there is an event within time t is given by P (T ≤ t) = 1− P (T > t) = 1− e−λt. The last
result is the CDF of the exponential distribution. The previous discussion was centered
around the arrival time and waiting-time for the events described by a Poissonian process
with rate λ. By differentiating the previous result, one recovers the probability density
function of the exponential distribution. Therefore, it is the exponential distribution that
describes the inter-arrival time or waiting time distribution of the photons. The waiting
time distribution is memoryless, which extends intuitively to being suited for random bit
generation. This is because the Poisson distribution arises from independent and random
events being emitted at some rate over a period of time. Since the system responsible for
emitting these photons is described quantum mechanically, the resulting physical random
number generator earns itself the classification of quantum random number generator.

As for the extraction of the random bits, this is done by examining the time deltas. To
motivate this, recall that the earliest QRNG’s based of of photons utilized a 50/50 beam
splitter where each branch would lead to a detector[30][25]. If the photon hits detector A
then a 0 would be output, if the photon hits detector B a 1 would be output. As there is
no guiding influence on which path will be taken by the individual photons, assuming a
perfect beam splitter, the result is a balanced number of 0’s and 1’s produced randomly.
This can be expanded on by adding more consecutive beam splitters along each path. If for
example 3 beam splitters are used, then there are four paths the individual photon can take
and the output would be serialized as 00, 01, 10, or 11. This setup can be viewed as having
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2 of the original QRNG’s working together. However, both must be identical to each other
and at most each QRNG is generating one bit per event. The issue of uniformity across the
device is a big problem for this style of generator as detector efficiency mismatches as well as
beam splitter imperfections can introduce bias into the output[25]. This same setup can be
reproduced by removing the beam splitter and instead recording and examining time deltas
for the events. If a delta falls before some specified time t, the result is a 0. Otherwise,
assign a one. Deltas that exactly equal t should be discarded to avoid introducing a bias.
This of course generates 0.5 bits per event, but can be expanded upon. Recall that the
deltas follow an exponential distribution. There is a definite probability to how long one
would expect to wait for the next photon to arrive. This can be taken advantage of to
create multiple time bins that each delta could be placed in, analogous to the beam splitter
case. If 3 times are specified, then 4 bins are created (0, t1), (t1, t2), (t2, t3)(t3,∞) and the
output bits are derived from the binary representation of the bin that the delta is placed
into, dependent on how many bits are necessary to represent all the bins. In other words,
to extract n bits, one needs 2k bins. Alternatively, log2(k) bits are extracted from k bins.
If the deltas could be recorded with infinite precision, then one could generate infinite bits
from each event. Unfortunately, infinite precision is unattainable and the characteristics
of the time tagging device as well as the detector limit the amount of bits that can be
extracted from a delta. Specifically, the bin widths cannot be smaller than the detector
jitter and time tagging resolution summed in quadrature.

bmin > total jitter =
√

(detector jitter)2 + (tagger jitter)2 + (tagger resolution)2 (2.3)

Where bmin refers to the minimum bin width.

One implementation of TOA generators that served as a clear reference due to its
similarities with the generator that was implemented is from [51]. Here, deltas are unused
and instead each arrival time, tr is compared to an external time reference T . In this
implementation the reference time T is 40.96ns and the resolution of the detection + time
tagging apparatus is given as 160ps. This lends itself to the generation of exactly 256
bins leading to 8 bits per detection event. The use of an external time reference is to
mitigate the bias inherently present in the exponential distribution. In contrast to this,
the implementation that I used for QEYSSat will attempt to do two things. The first is
to multiplex the rate by using an array of detectors, where each detector is itself a TOA
QRNG. The second is to instead attempt to compensate the raw bias of the exponential
distribution and electronics by introducing a characteristic curve, which effectively amounts
to approximating the quantile function of the distribution. Other implementations instead
focus on the poissonian nature of the incoming arrival times, and use that to toggle a
device[32], similar to the scheme presented in [30]. Another pair of similar implementations
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using TOA generators can be found in references [70][39].Both of these references are re-
lated to each other. The first,[39] uses uniform bin width of 5 ps to generate time bins for
the inter-arrival distribution and notes the large bias towards earlier bins due to the expo-
nential nature of the distribution. As a consequence, the raw data is whitened to produce
uniform random bits. The next, [70], addresses the exponential shape of the inter-arrival
distribution by utilizing pulse shaping techniques to modify the incoming light source such
that the incoming distribution is closer to uniform. This allows the majority of the uniform
time bins from before to be directly used, no whitening is necessary. In both of these refer-
ences, as well as [51], uniform time bins are used. Instead, the approach I examined looks
to use non-uniform bin widths and work within the exponential shape of the incoming
distribution.

Mathematical description

When describing the number of photons in a coherent state that are expected to be observed
in some interval t the result is the Poissonian probability mass function [58][25]

Pk(t) =
(λt)ke−λt

k!
(2.4)

Where λ is the rate or laser intensity, which when detectors are introduced, includes the
detector efficiency η to become an effective rate λeff = η × λ. k is the number of events
expected, or in other terms the number of photons. Now, recall that the waiting time
for a Poissonian process with a rate λ follows an exponential distribution with rate λ.
This means the CDF, F (t, λ) becomes 1 − e−λt and the quantile function for a particular
probability is then specified to be

F−1(p, λ) =
−ln(1− p)

λ
, 0 ≤ p < 1. (2.5)

This quantile function is what the characteristic curve attempts to imitate. As the
exponential distribution is memoryless[18] , the different intervals between quantiles is
theoretically unproblematic as each interval is independent of the last. Now, the quan-
tile function returns the time value associated with a particular probability. Currently,
64 bins are created from 65 bin edges (0 is the first ’edge’). n bins would then look
like (0, t1), (t1, t2), ..., (tn−1, tn) where each t1, t2, ..., tn−1 would theoretically correspond to
F−1( i

n
, λ), with i ranging from 0 to n. However, as the total population of samples (time

deltas) is unknown during operation of the QRNG, the last bin extends to∞ and the char
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Figure 2.2: Simulated exponential distribution for events occurring at 100kHz rate. The
’fixed’ bins correspond to 64 bins whose width were set to 1µs, e.g the ’char curve’ would
correspond to [0, 1, 2, 3, ..., 63]. To generate the quantiles, the ppf method associated with
science pythons exponential distribution was used [69]. In a similar fashion, 1 million
’deltas’ were generated using the random variates method of the exponential distribu-
tion object [69]. These deltas were then binned using both the fixed width bins and the
adjustable bins derived from the quantiles. The left y-axis corresponds to a ’continuous’
probability curve, generating by plotting the difference of the cumulative distribution func-
tion of the exponential distribution at two points, specified as ∆ in the figure. The right
axis is the individual probabilities of the ith bin.

curve only determines values for i = 0 to i = n− 1. The imitation aspect of the charac-
terization curve arises from the fact that the number of samples used to generate the bin
values that comprise the curve is finite. A comparison between fixed width time bins and
adjustable time bins derived from the quantile function is given in Figure 2.2.
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2.3 Implementation

2.3.1 Post Processing algorithm

Since this QRNG is meant to be comprised of several smaller QRNG’s whose rate is
multiplexed across the entire system, every step of the post processing is taken for each
detector individually. This facet of the post processing will be implied and not explicitly
stated. First, the raw time deltas are accumulated in an initial array. After the array is
full, they are sorted and linear interpolation is subsequently applied on the sorted array to
generate equiprobable quantiles that form the characterization curve. The characterization
curve is an array holding bin edges. Each bin edge corresponds to its respective quantile.
The first entry in the curve would cover deltas corresponding to a probability of 0 to 1

k

where k is the number of bins. From there, bit generation begins. Every subsequent delta
is placed into a bin by employing a binary search algorithm to find the index i of the first
bin edge greater than the individual delta. The bin for that delta would then be the index
minus one. Ergo, the zeroth bin corresponds to the first bin edge value. In the case of
64 bins, this equates to 6 bits per delta, and 000000 would be the output. Figure 2.3
summarizes the process.

Regarding the linear interpolation, the algorithm used is sketched out next starting
with a sorted array of input deltas belonging to a particular pixel QRNG. This sorted
array will be referred to as rawDeltas.

Algorithm 1 Characterization Curve Creation Algorithm

procedure Generate Char Curve
x ▷ Used to generate index values in rawDeltas
low, high
linweight
for i← 1, < n do

x = i
numBins

× rawDeltas size ▷ ’jump’ forward in the array by a portion
low = floor(x)
high = ceil(x)
linweight = 1− i

numBins

charCurve[i] = (rawDeltas[high] - rawDeltas[low])×linweight + rawDeltas[low]
end for

end procedure
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The algorithm can be thought of as having placed all the deltas on an number line
and jumping to the value corresponding to the ith quantile. From here, working with the
fact that rawDeltas only contains a sample of the total deltas that the QRNG will pro-
cess, interpolate between the two values that would be a candidate for the ith quantile.
Repeat for all desired quantiles. After interpolation is complete for each quantile, the
pixel now possesses a range of time values that can be used as time bins. Explicitly they
would be: (charCurve[0], charCurve[1]), (charCurve[1], charCurve[2]), ... , (charCurve[n-2],
charCurve[n-1]) and the last bin, (charCurve[n-1], charCurve[∞]) is implied if the binary
search algorithm fails. This is because every delta must be greater than zero, and only
deltas belonging to the last bin are greater than every entry in the characterization curve.
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Figure 2.3: The TOA processing scheme for the QRNG is broken up into 3 distinct steps.
First, a predetermined number of deltas for each SPAD are collected. Once collected, the
characterization curve for that SPAD is calculated. Afterwards, any subsequent deltas are
binned via the characterization curve and bits are output according to the index of the
bin they are placed in. In the figure the photon was placed in the 2nd bin, with four total
bins. Therefore, the output from the QRNG for that delta would be the binary value for
the bin, encoded in log2(k) = 2 bits. 27



Figure 2.4: Initial Results of NIST STS show the output does not contain enough entropy
to be considered random. Data used for char curve: 100kS, where S refers to samples or
in this case time deltas.

2.3.2 Initial Results

To first test the algorithm data was collected from a device using an 8x8 SPAD array.
For information on the detectors, refer to the appendix. The time stamps and addresses
for photon counts from this device were then used to generate random bits using 64 bins.
The resultant bits were than tested using NIST STS, a testing suite used to verify random
bits are ’good’. [5] Since the standard for the QRNG, or any RNG for that matter, is to
completely pass NIST STS the initial results in Figure 2.4 show conclusively that there
is some degree of predictability to the output of the QRNG. As the output is directly a
result of the bin edges, they are investigated next. To do so three SPADs were selected.
Two of which have a significantly higher DCR in comparison to the rest of the grid. These
two hot pixels were selected to further examine the bin distribution as they had the most
”counts” though many of them would be due to the dark counts. This would also serve as
a rough approximation to the impact of dark counts on the resulting distribution.
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(a)

(b)

Figure 2.5: (a) SPAD array heatmap of total counts. The two highest pixels have a
significantly higher DCR contributing to them dominating the total counts. (b) Same as
(a), but with the counts corresponding to pixel 3 and 31 set to zero.
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Figure 2.6: Bin distribution for select pixels of the test SPAD array. These bin counts
are determined after the characterization curve is determined. Data was collected for 935
seconds. Total counts (including those used for the characterization curve) for pixels 3,31,
and 42 are 41585606, 12797432, and 115575 respectively. Number of deltas used to generate
the characteristic curve: 1 million.
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One key characteristic of the above bin distribution is that both pixel 3 and pixel 31
show a clear downwards trend in counts for later bins. A potential explanation would
be the linear interpolation failing and/or being overly influenced by the amount of data
used to generate the characteristic curve. To address this avenue, the amount of data
taken in to generate the characteristic curve was varied from 100kS to 1MS to see if the
characterization curve values vary or converge as the amount of input data is increased.

Figure 2.7: Results of varying the amount of data used per pixel to generate the charac-
terization curve. For the later bins, especially the most extreme bins, as the amount of
input data is increased the bin edge value trends downwards which translates to adjusting
the sizes of the later bins. However, the earlier bins were mostly unaffected. Additionally,
the resultant output QRNG bits continued to fail NIST STS.
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Overall, varying the amount of data used to generate the characterization curve had a
negligible effect except for the latest bins. Additionally, increasing the initial amount of
data also increases the latency of the QRNG as the time for all individual pixels to start
producing random bits also increases. So, since the amount of data used to generate the
characterization curve had a net neutral effect it is likely not the variable responsible for
introducing the bias in the generator. Next up was the interpolation itself. While linear
interpolation is one avenue for generating these quantiles, this was done for a test data set
ultimately originating from a file. Realistically, it would be preferable to accumulate these
statistics on-line and adjust them as needed. This is the subject of streaming algorithms
which is an ongoing research area. One recent development was the introduction of a t-
digest data structure that has the ability to give highly-accurate estimates of quantiles,
especially at the extremes (top 99th percentile for example)[16]. Increased performance
over classic linear interpolation at more extreme quantiles was demonstrated. While the
increased performance of quantile estimation is not necessarily a problem when only using
64 bins, as the number of bins increases to 1024 bins (10 bits per delta) the first bin
edge would correspond to the top .0001 percent of the data. At these finite slices the
shortcomings of the current linear interpolation may become more problematic.

The t-digest was used instead of the linear interpolation and the bin distribution was
created again. The impact of the t-digest for the 64 bins scenario was negligible. To fully
test the impact of the t-digest a larger amount of bins are necessary.
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Figure 2.8: Recreating the same bin distribution as Figure 2.6 (same amount of input data
to the t-digest as the previous interpolation). Overall the figure is practically identical to
the previous and a similar bias towards earlier bins is observed. Data was collected for
935 seconds. Total counts (including those used for the characterization curve) for pixels
3,31, and 42 are 41585606, 12797432, and 115575 respectively. Number of deltas used to
generate the characteristic curve: 1 million.
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The above investigation and subsequent adjustments centered on the characterization
curve not the data being collected. Another potential avenue would be the impact of
dark counts. The basis of this generator is that the incoming distribution of photons is
Poissonian. However, with detector imperfections like dead time what is instead received
is a distribution that is nearly poissonian. The accumulation of imperfections can be
thought of as the system gaining some amount of memory about incoming events, and could
undermine the underpinning of the post processing. However, the idea of approximating
the distribution in real time is meant to address this at a high level. More relevant would
be the impact of the dark counts. While in many cases the dark count rate is treated or
modeled as poissonian, there has been dissension on if that is accurate[60][36][65]. If the
DCR is poissonian, then the resultant mixing of photon counts with dark counts amounts
to the convolution of two poissonian distributions which would also be poissonian and
therefore not a problem for the QRNG. This is the case provided the dark count rate is
suitably less than the incoming photon rate (which does not hold for the two hot pixels
above). In the case where the DCR is not poissonian then the dark counts have a greater
impact on introducing bias to the system as they are treated as photons but really come
from a vastly different distribution. These results would indicate that the two hot pixels
in the alternate SPAD system likely no longer follow the Poisson distribution for the dark
counts. As these two pixels contribute the most to the outgoing bit stream, they are likely
the driving factor behind the systemic failure of the raw bit stream to pass NIST STS.
To accommodate the scenario of a weakly random/ non random output, the decision was
made to implement a randomness extractor to take the weakly random raw data and turn
them into a random bit stream. This is the subject of the next section.

2.4 Implementing Randomness Extractor

2.4.1 Min Entropy

Before being able to apply any kind of randomness extraction algorithm the amount of
extractable random bits from the raw weakly random source must be determined and this
is done through the use of min entropy. The min entropy of the raw bit string can be
determined by the bin distribution. Recall that the min entropy is defined as

Hmin(P ) = − log2(
1

Pmax

) (2.6)

Which can be interpreted as looking for the most probable value of a distribution. This
translates, for this particular QRNG, to the maximally probable bin. However, this also
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means that one needs to process the random bits in chunks or else be forced into accumu-
lating raw time tags for a specified duration which would certainly create memory problems
for the underlying software. The chunk size is set to be a power of 2 for convenience, and
larger powers of 2 are preferred to get closer to the uniform distribution that is desired. I
follow the prescription set by Xiongfeng Ma [38] which deals with an input bit string of
length m with min entropy k and security parameter ϵ (from the leftover hash lemma - see
introduction subsection 1.5.1 on randomness extractors).

1. Set the output length to be m = k − log2(ϵ)

2. Construct a Toeplitz matrix of size n+m− 1 from a random seed

3. Apply Toeplitz hash via multiplication of the Toeplitz matrix with the raw random
bit string m.

2.4.2 Toeplitz Extractor

Any extractor, in the context of randomness extraction, takes a raw bit string and combined
it with a bit seed to output an almost perfectly uniform distribution of bits. A strong
extractor does the same thing, but with the additional caveat that little to no of its private
seed is exposed[38]. This has the important implication that the seed can be re-used. In
the case of a Toeplitz matrix this is very important as constructing an n × m Toeplitz
matrix from n+m− 1 bits is a net loss in total entropy generation. As for the extraction
itself, it amounts to a matrix-vector product between the Toeplitz and the raw bit string.
This product, algorithmically, has a O(n2) time complexity which is quite severe.

As an aside, the Toeplitz hash can be proven to be a strong extractor with the use of
the leftover hash lemma, see subsection 1.5.1.

Computational Speedup

The Toeplitz or diagonal-constant matrix is a structured matrix with the additional condi-
tion that all of its diagonals must have the same value[22]. Formally, for a Toeplitz matrix
T whose entries are denoted Ti,j

Ti,j = Ti+1,j+1 (2.7)
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Provided the element at (i+ 1, j + 1) exists. Below is an example of a Toeplitz matrix
a0 a1 a2 a3
b0 a0 a1 a2
b1 b0 a0 a1
b2 b1 b0 a0


Where it can also be observed that a Toeplitz matrix is completely defined by its first

row and column. Since both row and column share one entry, generating a Toeplitz matrix
requires only n +m − 1 bits[38]. The Toeplitz matrix is not necessarily square, but it is
similar to another type of structured matrix that is square. The circular matrix, C, can be
thought of as a specialization of the Toeplitz matrix where not only are all diagonal entries
the same but each row and column are right permutations of the first[22]. Formally,

Ci,j = Ci+1,j+1 = Ci−j (2.8)

Ci = Cj−i = Ci−j (2.9)

Below is an example of a circular matrix
a0 a1 a2 a3 a4 a5
a5 a0 a1 a2 a3 a4
a4 a5 a0 a1 a2 a3
a3 a4 a5 a0 a1 a2
a2 a3 a4 a5 a0 a1
a1 a2 a3 a4 a5 a0


In this case the Circular matrix is completely described by either its first column or row.

What is especially important about circular matrices is that they are diagonalized by the
Fast Fourier Transform (FFT). This allows us to use much faster algorithms for computing
the matrix vector product for the Toeplitz extractor that take O(nlog(n)) time complexity
[53]. The first step to doing that is to embed the Toeplitz matrix T into a circular matrix
C. Embedding a Toeplitz matrix into a circular matrix is very straightforward. Recall a
Toeplitz matrix is defined by its first row and column. Take the column, transpose it,
and append the first value to the end of the first row. Next, work backwards through the
remainder of the transposed column and add these values to the first row. Now the n x m
Toeplitz matrix is embedded in a (n+m) x (n+m) circular matrix. To see this lets sketch
out the original problem. The goal is to construct a circular matrix C that has a Toeplitz
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matrix T embedded in it. By the structure of the circular matrix the overall structure
must look like the following: ([

T
] [

A
][

A
] [

T
])

Where T is the Toeplitz matrix to be embedded and A is a currently undefined matrix to
be determined whose entries will be denoted xi,j. Lets use the 4x4 Toeplitz from earlier as
our T and fill in the known entries of the circular matrix.

a0 a1 a2 a3 x0,0 x0,1 x0,2 x0,3

b0 a0 a1 a2 x1,0 x1,1 x1,2 x1,3

b1 b0 a0 a1 x2,0 x2,1 x2,2 x2,3

b2 b1 b0 a0 x3,0 x3,1 x3,2 x3,3

x0,0 x0,1 x0,2 x0,3 a0 a1 a2 a3
x1,0 x1,1 x1,2 x1,3 b0 a0 a1 a2
x2,0 x2,1 x2,2 x2,3 b1 b0 a0 a1
x3,0 x3,1 x3,2 x3,3 b2 b1 b0 a0


Next, lets solve for as many entries of A as possible using the properties of a circular matrix.
We can determine x0,2 = x1,3 = b1 , x0,3 = b0, x2,3 = x1,2 = x0,1 = b2, x2,0 = x3,1 = a2,
x1,0 = x2,1 = x3,2 = a3. That leaves only the diagonal entries of A unsolved. Since these
entries are independent of all other ones we are free to assign whichever value we want. In
this case, we will go with a0. Now, the final Circular matrix is

a0 a1 a2 a3 a0 b2 b1 b0
b0 a0 a1 a2 a3 a0 b2 b1
b1 b0 a0 a1 a2 a3 a0 b2
b2 b1 b0 a0 a1 a2 a3 a0
a0 b2 b1 b0 a0 a1 a2 a3
a3 a0 b2 b1 b0 a0 a1 a2
a2 a3 a0 b2 b1 b0 a0 a1
a1 a2 a3 a0 b2 b1 b0 a0


Whose defined by the row [a0, a1, a2, a3, a0, b2, b1, b0]. The original T was defined by the
row [a0, a1, a2, a3] and the column [a0, b0, b1, b2]

′. From here it should be clear where the
original prescription arises from. If I were to take the column, transpose it and add the first
value to the original I would get [a0, a1, a2, a3, a0]. Next, I would work backwards through
the remaining values of the column and append them retrieving the original result for the
row defining C. Of course, you can swap rows with columns in the prescription and achieve
the column defining C in the same way. With this circular C the original matrix vector
product to perform the extraction can be calculated in the following steps:
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1. Embed T of size m x n in circular C

2. Compute DFT of C (this amounts to performing DFT on the row or column that
defines C)

3. Compute DFT of raw bit string n

4. Perform matrix vector product

5. Compute inverse DFT on resulting vector

6. Extract first m random bits of result

It should be noted that a DFT (Direct Fourier Transform) is what is calculated by a FFT,
with the caveat that a FFT refers to calculating a DFT with a fast algorithm. Since
each FFT takes O(n log(n)) time the overall process takes O(n log(n)) time[53]. A sizable
improvement over the typical O(n2).

2.5 Results

The entire post processing scheme depicted in Figure 2.9 was implemented in C++ on a
laptop running an Ubuntu distribution, far from an optimized system. With this in mind
the rate of the QRNG is not determined or stated in the subsequent analysis as any values
given would not be representative of the actual generator. In addition, Toeplitz extraction
is quite slow (A few MB/s ) for a non-embedded environment[38]. As the extraction is the
most computationally intensive part of the algorithm, any value given would essentially be
just for the extraction.

To integrate the extractor in the QRNG the min entropy is fixed. This serves two
purposes, the first is to allow the potential optimization of the FFT by using the more
exhaustive planner options in the library like its patient or exhaustive mode[20]. This
comes at the downside of introducing a non-negligible additional delay into the QRNG as
these differing modes can take several seconds to complete. The second reason is related to
the online operation of the QRNG. By online I mean after all the individual QRNG’s are
running and all characterization curves have been made. Non-constant FFT parameters
demand reconstruction of all aspects of the Toeplitz extractor for every block of random
bits being processed. This would entail near constant memory deallocation and allocation,
which is computationally expensive. As for the process of fixing the min-entropy there are
two avenues. The first would be to characterize the system and determine the lower bound
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Figure 2.9: The entire post processing scheme for the QRNG.

of the min entropy for that specific system. As for right now, the process for integrating
the above QRNG post processing into a more embedded environment like the Photon-to-
digital converter (PDC) described in [12] is ongoing, this inhibits fully characterizing the
system to determine the lower bound of the min entropy. Instead, a heuristic approach was
chosen where the min entropy for several blocks of raw data was determined, and a value
slightly lower than the minimum of those sample points was chosen. During operation,
before processing the raw block the min entropy is calculated and compared to this fixed
value. In the event that the entropy is lower a one time FFT is executed with specific
parameters.
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Figure 2.10: Min entropy of raw bit blocks. Each point on the graph represents the
min entropy calculated from one block of 216 bits, as a fraction of extractable bits. The
calculation was performed by determining the maximally probable bin for that block of
data, and then dividing that by the theoretical max value which is dependent on the
number of bins. In the case of 64 bins, the theoretical maximum is 6. As an example,
suppose the maximally probable bin had a probability of .01875 (1.2

64
). The min entropy

calculation would give a value of 5.73, which when divided by 6 gives ≈ 0.95 random bits
per raw bit. So for that block of data, 62259 bits could be extracted. The processed data
corresponds to the same dataset mentioned earlier, where raw time tags were collected from
an 8x8 SPAD array not to be confused with the PDC implementation that is ongoing.
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Based off of Figure 2.10, the min entropy was fixed to be 0.91. In the event multiple one
time FFT’s are called this value can either be lowered or this could be taken as a sign to
re-determine the values for the characterization curve. As the conditions for the physical
system, like the dead time of the SPADs or the intensity of the photon source can fluctuate
over time, this can render the previously determined characterization curve inaccurate. To
compensate for this, new time tags can be accumulated and a new characterization curve
rendered. This is another place where the t-digest shines, as it has the ability to merge
digests together which avoids completely throwing out the original characterization data.
This allows the system to adapt when run for longer periods of time. It should be noted that
data used to make or change the characterization curve cannot be subsequently processed
to avoid introducing a bias. One can already observe some potential degradation of the
characterization curve values as there is a definite trend downward in the min entropy of
the raw bit blocks as more blocks are processed with the same characterization curve.

With the inclusion of the extractor, the bin/byte distributions are re-examined to quan-
tify the impact of the extractor. Figure 2.11 captures the results. In both figures it can
be observed that the overall distribution is closer to the theoretical red line with a tighter
spread. As a token example, look at bin 60 or the zeroth byte. For both of those examples
they were previously noticeably more probable prior to applying the Toeplitz extractor.

While there are still bytes that are noticeably more probable than their peers it is
also important to take into account which bytes that is. The Toeplitz extractor that was
implemented was meant to produce a uniform bit string - meaning an equal number of 0’s
and 1’s. In Figure 2.11 one of the highest peaks in the ’after’ plot of the byte distribution
corresponds to the number 15, which when represented with 8 bits is 00001111. From the
perspective of generating a uniform sequence of 0’s and 1’s having this byte be slightly
more probable is acceptable, as long as it does not appear periodically. Additionally, 216

bits corresponds to only ≈ 10923 deltas, so there is some degree of deviation from uniform
to be expected.

While the inclusion of the Toeplitz extractor has a visible impact on the bin and byte
distribution, the next step is to verify that the produced bits are certifiably random by
passing NIST STS. So, the outgoing bit stream was again tested with NIST STS and the
results are shown in Table 2.1.
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Figure 2.11: Bin and Byte distribution before and after applying Toeplitz extractor. All
plots derived from the same block of data. The red line corresponds to the theoretical
result where all bins or bytes are equiprobable.
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NIST TEST ITEM p value Result

Frequency 0.554420 Pass

Block Frequency 0.032923 Pass

Runs 0.719747 Pass

Cumulative Sums 0.699313 Pass

Longest Run 0.213309 Pass

Rank 0.191687 Pass

DFT 0.851383 Pass

Non Overlapping Template 0.595549 Pass

Overlapping Template 0.334538 Pass

Universal 0.202268 Pass

Approximate Entropy 0.699313 Pass

Random Excursions 0.316916 Pass

Random Excursions Variant 0.386280 Pass

Serial 0.437274 Pass

Linear Complexity 0.080519 Pass

Table 2.1: NIST STS results after processing raw bits with Toeplitz extractor
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The impact of including an extractor is now verified as the processed bits can be
considered random unlike before in Figure 2.4. It should be noted that all the effects of
extractor were analyzed using the same data set that generated all the figures presented
in this chapter.

2.5.1 Characterization Curve and Quantile Function

Using the total counts and the fact that data was collected for 935 seconds, one is able
to determine an approximate rate for a particular detector. With an approximate rate in
hand, the quantile function, Equation 2.5 , can be plotted against the characterization
curve for each pixel. In the case of pixel 31, 12797432 total counts over 60 seconds yields
an approximate rate of 13.7kHz. Figure 2.12 shows that the characterization curve almost
matches the expected shape of the quantile function, Equation 2.5 , for this approximate
rate. Additionally, estimating the rate parameter of the exponential distribution through
maximum likelihood estimation (MLE), which for the exponential distribution is the in-
verse of the mean for the sample data, also agrees with the characterization curve values.
The rate determined by MLE, 13.8kHz, is also fairly close to that pixels dark count rate of
14.4kHz. One can also see the 9th to 25th bin edges are a little higher than theoretically
expected, this could explain why many of the earlier bins are slightly more probable than
their later counterparts. Addressing the difference between the characteristic curve and the
quantile function should have the positive effect of raising the min entropy and potentially
alleviating the need for an extractor.

2.6 Outlook

This QRNG is based off of the inter-arrival time of photons which follow the exponential
distribution as the arrival time of photons follow the Poissonian distribution. This expo-
nential distribution is naturally skewed to favor earlier times than later ones, which leads
to an inherent bias when attempting to bin the raw deltas for bit generation. Additionally,
real world imperfections such as detector dead time and afterpulses cause the measured
data to be nearly Poissonian which can be attributed to the system gaining some fictitious
memory about the presence of a photon, thereby expecting another photon to arrive soon.
To account for this, a characterization curve was introduced to approximate the real time
quantiles of the incoming distribution to attempt to create bins that were equiprobable.
As shown in Figure 2.6 and Figure 2.4, the characterization curve was somewhat successful
but ultimately did not produce uniformly random bits.
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Figure 2.12: Characterization curve values for pixel 31 compared to quantile function
Equation 2.5 An approximate rate of 13.7kHz was determined and used to plot the quan-
tile function across the range of percentiles (0 to 98) that the characterization curve would
cover. The output of the quantile function would be the theoretical time value that partic-
ular bin edge should be near. The ideal situation would be to have the data points on the
blue curve. Note that this would cause earlier bins to be smaller (less probable) and later
bins larger (more probable).
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To work towards producing certifiably random bits, the characterization curve was
examined. First by investigating how the amount of data used to create the bins as in
Figure 2.7 and determining if the values converged as the amount of data was varied, or
if they were relatively constant. It turned out that only the later bins were noticeably
effected, with the last bin becoming larger as more data was used. However, in each case
the resultant output bits continued to fail NIST STS. Additionally, the linear interpolation
used in the creation of the characterization curve was scrutinized by using an alternative
method of approximating quantiles, the t-digest[16]. Figure 2.8 showed a minimal impact
of the t-digest in addressing the skewed probability towards earlier bins. Figure 2.12 showed
that the characteristic curve almost matches the quantile function of the approximate rate
determined by taking the total counts for that pixel and dividing it by the collection time.
The small deviation present in the figure does imply earlier bins being more probable than
later ones, which was shown in Figure 2.6. Closing the distance between the theoretical
and measured characteristic curve should improve the binning of the QRNG. Currently,
to address the failing of the characteristic curve to produce equiprobable bins , a Toeplitz
extractor was implemented to further process the raw bits. The result was the production
of bits that could pass NIST STS.

The use of a characterization curve is unique among time of arrival style QRNG’s,
which allows the device to compensate for detector imperfections as well as non-uniformity
of detectors across an array of SPADs. Additionally, it is also possible to adjust the
characterization curve on the fly when taking advantage of the t-digests ability to merge
distinct digests. If the performance of the QRNG begins to degrade, a new digest could
be constructed and merged with the original in order to generate new bins that take into
account more recent deltas. As the entire QRNG is comprised of several smaller QRNG’s,
the correction of characterization curves could be done one at a time, instituting a minimal
hit to the overall generation rate. The one downside to the use of a characterization curve
is that there is a non-negligible ramp up period as the individual QRNG’s start producing
random bits.

Lastly, the original goal for the development of this generator was to make a QRNG
that could run at 220 Mb/s. At the time of this writing only the highest performing chips
commercially available from ID Qauntique, specifically the Quantis QRNG PCIe model
that advertises 240 Mb/s entropy generation, could meet this requirement. On the other
hand, very expensive custom chips have been engineered and published that have rates
well into the Gb/s regime[11][32]. As the implementation of the presented algorithm into a
physical system is still ongoing4, the rate of this generator is unknown. However, the ability
of this generator to meet the baseline rate required by QEYSSat is very feasible based off of

4The potential implementation would be using the PDC described in [12]
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what is present in the literature, even when using hardware that wasn’t designed with this
particular algorithm in mind[12]. In the short term, the algorithm only requires three pieces
of information. The first is the time stamp of the photons. Second, is the address of which
detector the tags correspond to. Lastly, the resolution of the device is needed. Therefore,
data from virtually any setup with those three components can have a finite number of
certified random bits produced. From here a typical method of random expansion can be
employed where the output random bits are used to seed a CSPRNG5. One open source
library that should be suitable for this type of expansion would be OpenSSL[4]. As an
initial test, data read from the output of the QRNG (≈ 40MB ) was expanded to 64 GB
of random data at a rate of ≈ 1.98Gb/s. Only 7.8 MB of the 40 MB input file was used.
Taking the performance of the QRNG on a personal laptop (about 1 Mb/s), with 2 Gb/s
implies a total time of about 14 minutes to generate 1.056 Terabits of random data.

2.6.1 Improvements

Even with the feasibility of meeting the QEYSSat baseline requirement in mind, there are
still a few areas for improvement. The first is the Toeplitz extractor itself. Figure 2.10
showcases a wide range of values from just above 0.92 to just shy of 0.98. Improving the
initial processing via the creation of the characterization curve could raise the minimum
value of the min entropy which in turn would increase the amount of random bits that
are extracted. To improve the characterization curve, one could investigate two additional
sources of bias for the system. The first is directly related to the characterization curve,
afterpulses. SPAD afterpulsing is inherently a correlated process that could also be involved
in earlier bins being more probable as shown in Figure 2.6. Being able to reliably identify
and eliminate potential tags corresponding to afterpulses would improve the initial phase
of the post processing. Related to this, is cross talk in the array. Cross talk refers to the
occurrence of a click in SPAD B due to a click in its neighbor SPAD A. In other words,
for an array of SPAD’s there is a non zero probability of a count in one SPAD triggering
its nearest or next-nearest neighbors. This could cause the characterization curves to be
malformed for multiple SPAD’s, or for deltas to be determined from the combination of
two counts that were not due to an incoming photon. Mitigating the impact of cross
talk on the QRNG would be nontrivial. One naive approach could be to determine the
nearest neighbors for a SPAD when a count is received, then discard all counts for its
nearest neighbors for a predetermined window. The main downside is the loss of counts,

5A CSPRNG stand for cryptographically secure PRNG as many PRNG’s like the Mersenne twister can
be proven to be insecure. These CSPRNG’s have their output held to a higher standard to be used in
applications where security matters.
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however if the result of explicitly taking into account imperfections of the SPAD array is
that the Toeplitz extractor is no longer necessary then the overall rate of the QRNG would
likely increase. Otherwise, using the extractor is preferable over increased complexity of
the underlying software with no real benefit to improving the throughput. Additionally,
the current security parameter of the extractor is well above what is necessary. Larger
block sizes of the FFT can be less efficient [20], therefore choosing small block sizes for the
random bits may help improve the throughput of a potential embedded implementation of
the generator.

Hybrid Algorithm

Another avenue to improve the performance would be the inclusion of an additional parallel
processing. The QRNG as described above looks at the temporal distribution of SPADs
and extracts bits from the inherent randomness present in that regime. However, the
spatial locality of the photons is also indeterminate until a SPAD is triggered. This idea
of utilizing the spatial distribution of photons has been used to create a QRNG, where a
singular micro channel plate (MCP) was used as a single photon detector[74]. This detector
had a square front facing plate of a specific size and the ability to determine the position of
photon arrival by determining the centroid of the electron cloud that results from a photon
detection. The square plate was subdivided into a grid of evenly sized squares. The output
of the setup was dependant on which square the photon arrived in.

Instead of extracting the position from the centroid, one could use the address of the
SPAD in an array as an equivalent method. This removes the constraint of calculating the
centroid and instead the physical extent of the SPAD can be used. In this case the size of
the array directly translates to how many bits can be extracted. The downside being that
detector uniformity and intensity across the array’s would become much more important.
Additionally, while correlations between space and time can be introduced into optical
systems, instead there would need to be a suppression of any incidental correlations[26].
This could be non-trivial. However, if done the same counts could be processed by the
photon time of arrival and the photon spot of arrival in parallel. The output of each
processing could be subsequently combined once processed.

For the case of an 8x8 SPAD array, like that in the physical system being used to
implement the QRNG, 6 bits per detection event could be extracted and combined with
the 6 bits per delta. Effectively doubling the rate of the QRNG assuming both processing
methods could be computed in parallel at the same time.

48



Figure 2.13: Binary code for spot-of-arrival QRNG. Figure taken directly from [74] In this
case the output of the generator would be 001011. This generator’s rate is limited by the
spatial resolution of the setup, which forces the detector to be run at a slower rate. Giving
it an effective deadtime of a µs.

 Time tags 
from Array

SOA 
Processing  

TOA 
Processing

Toeplitz 
Extractor

Toeplitz 
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Processed 
bits 

Figure 2.14: Block diagram showing schema for processing data in parallel. The basis for
a potential spatiotemporal QRNG.
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Chapter 3

High-Speed Streaming Software

In this chapter the development of the streaming software is described. The chapter starts
with a discussion on the QEYSSat requirements as they relate to the streaming software and
a bit of background on the AWG. Next, the conversion files that are responsible for initially
transforming the unbiased bits into WCP states and from there to AWG samples are
introduced. After that, the first iteration of the streaming software is presented, followed
by analysis of its shortcomings. These deficiencies are subsequently addressed in the second
major iteration of the software.

3.1 QEYSSat Requirement

The QEYSSat missions proposed WCPS requires an arbitrary waveform generator (AWG)
with two key requirements, listed below.

• 4 independent but synchronized channels.

• Streaming capability, where the unit outputs a waveform on the fly that is specified
by an external source.

Where the streaming capability arises from the amount of memory that would be required
to output an entire passes worth of random states. Recall earlier that the longest satellite
pass was assumed to be 600 seconds. With a 400 MHz source rate, and assuming 2 bytes
per pulse (where each channel is needed per pulse) gives 3.2 GB/s over 600 seconds yielding
a total memory requirement of 1.92 TB. Downloading and outputting over a TB of data is
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unfeasible, and so the need to be able to stream data on the fly at the previously mentioned
rate of 3.2 GB/s is necessary. These two facets are uncommon in most AWG’s, and the
only suitable commercial alternative found at the time of this writing would be to operate
2 Keysight M18121A model AWG’s in parallel with one another. Another option would
be to develop a custom design FPGA, but that was not considered in greater detail due to
the risk associated with a longer development time-line.

3.2 Arbitrary Waveform Generator Overview

In order to readily follow the discussion on the streaming software, it is important to go
into greater detail regarding one of the most important pieces of hardware for the WCPS
system utilized in QEYSSat. That is the AWG which is responsible for sending electrical
signals to specific components of the WCPS. This section will focus on a description of how
the AWG operates, as well as an introduction to the AWG chosen for the WCPS, Tabor’s
P2584M model.

3.2.1 Arbitrary Waveform Generator

Without diving into the specifics of signal generation, a straightforward way to understand
an AWG is by thinking of a simple sinusoidal analog signal. Now take that signal and
consider every single infinitesimal point that it is comprised of. To characterize each
point assign a number along the time axis to it as an x coordinate and a potential as a
y coordinate. We now have a sequence of unique tuples frozen in time that each have a
voltage associated to them. If now that sequence of points is produced in the same order
that was just determined previously, the original signal would be produced. This idea of
breaking a signal down into points is the basis of an AWG[67].

Realizing this concept introduces several electrical components that facilitate produc-
tion of these sample points. As a voltage cannot be produced with infinite precision, one
limitation that quickly arises is the amount of information associated with each sample
point. Since an AWG is comprised of complex hardware, this amount of information can
be thought of as how many bits are used to describe the voltage of the waveform. These
discrete bits comprise a digital signal that the AWG must convert to a continuous analog
one. This conversion of discrete bits (per sample) to a continuous signal is done through
the use of a digital-to-analog converter (DAC). The precision of the DAC is directly related
to its bit-depth. A 4 bit DAC can only output 16 discrete levels. Think of this as dividing
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Figure 3.1: AWG breakdown via sine wave into points and voltages

the y-axis on Figure 3.1 into 16 equal sized steps. Where the minimum value is zero and
the maximum value is some max voltage as specified by the hardware. The operational
speed, as far as the output is concerned, is set by the devices clock rate. Operating at 1
MS/s the AWG will output 1 sample point every microsecond.

Tabor P2584M

The AWG chosen for the QEYSSat mission is the P2584M model AWG from Tabor elec-
tronics. This device, pictured in Figure 3.2, comes equipped with the two previously
described key features. The P2584M defaults to operating with a 16 bit depth, though
8-bit samples can be used with the added constraint of a loss in precision[48]. As for the
streaming mode, each channel gets its own 32 MiB buffer that is further broken down as
16 1 MiS sections. The unit itself can be thought of as having 2 parts, each part has its
own memory and DAC and 2 channels are assigned to each part[48]. Both parts operate
on the same system clock. Together, this constitutes the creation of inter and intra part
dependencies. For streaming, the main inter-part dependency is that each channel outputs
at a rate designated by the sample clock rate[49]. This avoids having to monitor each
channel individually and synchronization between the channels is maintained by default.
This is only the case if the computer responsible for providing the streaming data does so
at the required rate.
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Figure 3.2: Tabor P2584M model housed in its chassis.

3.3 Streaming Overview

3.3.1 QEYSSat WCPS

From the AWG point of view, the WCPS is comprised of four blocks as shown in Figure 3.3
in addition to receiving data from the control computer. They are the laser trigger, intensity
modulator, synchronization, and polarization modulation. Ergo each WCP state to be
produced is defined by

1. Whether a non-vacuum state is being sent (in accordance with the BB84+ protocol)
- laser trigger block

2. Whether the state is signal or decoy - intensity modulation block

3. Where we are in the non-repeating sequence - synchronization block

4. the polarization of the state - polarization modulation block

53



AWG

Laser Trigger Synchronization 

Intensity 
Modulator 

Polarisation 
Control

Control Computer

SSD

Figure 3.3: A block diagram representing the QEYSSat WCPS as viewed from the AWG.
There are four distinct components, each one having its own dedicated channel from the
AWG. Communication between the AWG and control PC is done via a eight lane generation
three PCIE. The data file containing the AWG samples to be streamed is stored on a fast
SSD. This is to ensure the data can be read from file efficiently to avoid inhibiting the
streaming software.
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These four blocks are then partially realized as voltage levels specified with a precision
limited by the AWG hardware. A single channel of the AWG is dedicated to a particular
block of the WCPS. From there the problem shifts solely to addressing each channel of
the AWG with the correct waveform data at the correct time. This means every WCP
state must first be broken down into its constituent parts, each of which is subsequently
transformed into waveform data to eventually be transmitted to its respective block. There
are two configurations one might readily intuit for the format of the waveform data. The
first being each WCP state component remains attached to each other, and sequential WCP
states are then placed one behind the next. This would then lend itself, from the AWG’s
perspective, as having the individual channel data interleaved in the overall waveform data.
The second, is that each WCP component is completely disassociated with its relatives.
This means that all the waveform data associated with the laser trigger block is stuck
together. Of course, the other blocks of waveform data would then also be stuck to one
another. From the AWG’s perspective, this would mean grouping the data for each channel
together. In Figure 3.4. the difference between the two formats is examined visually.

While so far the choice of data format has been presented as subjective, in reality the
manufacture specifications for the AWG dictated a particular format. Before examining
this facet of the streaming software, I first want to shift the spotlight briefly onto the various
processes that must take place prior to streaming. The streaming software is concerned
with waveform data, which is derived from random WCP states ultimately formed by the
QRNG discussed in the previous chapter. That means first the random bits output from
the QRNG must be transformed into random WCP states, which are then subsequently
transformed into AWG samples. The result of each transformation is kept in a file. The
file containing the AWG samples is the main input into the streaming software which will
ensure the correct data is sent to the correct channel. The scripts that are responsible
for each transformation were originally authored by Dr. Brendon L Higgins. The script
responsible for transforming the WCP states into AWG samples was modified by myself
to match the input data format expected by the P2584M model. A brief description of the
script responsible for transforming the raw unbiased bits into WCP states is given below:

1. Input to the program two files. One contains the unbiased random bits, the other
contains parameters associated with the BB84+ protocol (e.g signal-decoy-vacuum
probability)

2. Read unbiased random bits from file.

3. Generate biased bits dependant on signal-decoy-vacuum probabilities from unbiased
input.
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Figure 3.4: Interleaved versus disjoint data formats

56



4. Assign polarization to each WCP state

5. Output to file

It should be noted that there is a particular encoding to the output WCP states, which
for the purposes of understanding the WCP states to AWG samples script will be simplified
to only be that each WCP sample is encoded in half a byte. With this in mind, I will now
return to examining the data format of the AWG samples file which will then lead into a
brief explanation of the second conversion script.

The QEYSSat mission baseline is to operate at a 400 MHz source rate. In terms of
the AWG this would translate to a 400 MS/s rate for each of the four channels operating
with the default 16-bit depth. This 3.2 GB/s streaming throughput is the minimum rate
the streaming software must be able to reliably operate at for the duration of the satellite
pass.

3.3.2 Streaming File Format

It turns out the P2584Mmodel, perhaps unsurprisingly, assumes the disjoint data format[49].
On top of this, the model also has a predefined packet size of 1 MiS for streaming data.
Combined with the knowledge that each sample is 16 bits or 2 bytes I may also refer to the
packet size of the AWG as 2 MiB. Since each WCP state is spread across all four channels
of the AWG, it is convenient to group one packet of channel data, for each channel, as a
block of WCP data. The file format for the AWG samples can then be viewed as simply a
header, followed by blocks of WCP data where each block of data is further deconstructed
as four individual packets. Each packet in a block will then be for its respective channel.
As for the ordering of the individual packets, this is largely subjective to which WCPS
component each channel of the AWG talks to.

Now, as for the WCP state to AWG samples script is concerned, the main modification
I made was to adhere to the above ordering of packets in a block of WCP data. The steps
the script performs are encapsulated in Figure 3.5.
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Figure 3.5: A flow diagram representing the general steps undergone in the second conver-
sion script responsible for turning WCP states into AWG samples. The changes I made
to this script would be encapsulated in the ”group WCP components together” block.
Here each WCP state would be broken into a polarization, synchronization, intensity, and
trigger component. These individual components would then be stored temporarily in an
array with a size equal to the AWG packet size. Once a packet of samples was made all
four arrays of AWG samples would then be written to the output file.
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3.4 Streaming Software Implementation

Since the AWG data is stored in a file, two overarching steps must be completed before
sending data to the AWG. Firstly, the data must be read from the file into a buffer. Next,
that buffer - which at this point can be viewed as a packet - is then pushed to the AWG.
Both of these operations than repeat until a user-defined condition is met, which in this
case is reaching the end of the file.

3.4.1 Streaming Software Iteration 1

The first version of the streaming software approached the problem by viewing it as a
Producer-Consumer problem[19]. The producer was responsible for reading the streaming
data from the file into a empty buffer to fill it, and the consumer was responsible for
streaming full buffers of data to the AWG. 8 MiB buffers were used, where each buffer was
broken down into four distinct smaller buffers of size 2 MiB. Every group of four buffers
was managed by an abstraction class termed a ”buffer manager”. Altogether this collection
of 8 buffer managers comprise a shared resource that formed the basis of the Producer-
Consumer implementation. Access to each buffer manager was mediated through the use
of two semaphores1, full and empty, that kept track of the number of full and empty buffers
respectively. Figure 3.6 is a diagram that demonstrates the software execution.

Care was taken to avoid the usual pitfalls of multi threaded programs, like race condi-
tions and thread deadlocks[31]. Race conditions occur when access to the shared resource
is a free for all and ultimately up to the operating system and subject to change each time
the software is run. Avoiding a race condition is important as this could have the result
of transmitting WCP data out of order. This would ruin the reconciliation phase of the
QKD protocol as Alice would not have sent the states in the intended order. Ultimately,
this would lead to an increased error rate and increased likelihood of failing to generate a
key. As for thread deadlock, this occurs when each thread is waiting for the other to do
something before continuing. Both threads halt and in the case of only two threads the
program stalls indefinitely.

1A semaphore is a type of synchronization primitive that mediates access to a resource[17]
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Figure 3.6: The above flow diagram is for the streaming software’s first iteration. The
dashed box shows where the producer-consumer problem is being implemented. The left
side would correspond to the consumer or stream thread. The right hand side is the
producer or read thread. The read thread is responsible for breaking the program out of
this multi threaded loop by notifying the other thread once the end of file flag has been
encountered. Then all remaining packets/full buffers are sent to the AWG and the two
threads are joined to subsequently end the program by disconnecting from the AWG. If
the program encounters an error when pushing packets or reading the file streaming will
halt and an error message will be output to console.
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Figure 3.7: A 65.536 GB file was created containing waveform data to be streamed to
the AWG. Each of the three data sets have a related but slightly different meaning to
the streaming software. The read only values refers to running the streaming software
without sending packets to the AWG. This is a good indication of the IO performance of
the program. The stream only values are the inverse, fake data was made once and sent
repeatedly to each channel. Streaming corresponds to running the program normally. The
ideal scenario would be to have the streaming data points match the required minimum
rate with minimal fluctuation.

Results

The performance of the first iteration of the streaming software is summarized in Figure 3.7.

The main takeaway from the above figure is that while the system - the controlling
computer and AWG - is capable of sending packets at the required rate, as demonstrated
by the stream only results, the program itself fails to do so. It should also be noted that the
streaming was specifically configured for the baseline parameters of the QEYSSat mission,
corresponding to a throughput of 3.2 GB/s. In only 1 of the 10 trials could the throughput
be considered a pass. However, a value above the required rate is potentially misleading
because the rate demanded by the AWG should never exceed 3.2 GB/s. Meaning, the
throughput reported above should rarely be noticeably higher than the set rate. This would
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lead to questioning whether all the packets contained in the file were actually successfully
streamed to the AWG. Additionally, it is important that the streaming software be reliable
and any performance fluctuations be minimized. Figure 3.7 makes it clear the streaming
not only is typically under performing, but also very unstable.

For the remaining trials, the question remains what caused such a huge degradation of
performance. The answer can be found via the idea of a sustained minimum value. All
the values for the read only thread correspond to averages. The real-time IO performance
can fluctuate, sometimes drastically to the point of the AWG throwing an error due to
insufficient resources[49] (the AWG wanted data to output and there was not any data
available). There are numerous reasons for a disk’s read speed to fluctuate, for example
device age and amount of free storage can impact the read speed[47]. There’s also caches
to consider. If you were to have two separate functions that each opened the same file
and read it from start to finish and times both of them the one that accesses the file
second would be noticeably faster as a larger portion of the data would be cached locally.
This is somewhat mitigated by having a test file that is several tens of gigabytes large.
Furthermore, there are no guarantees that no other processes are accessing the disk while
the streaming is occurring and this would impact the IO speed. Altogether, the need to
improve the read thread’s performance to have a sufficient and stable margin over the
streaming thread is necessary.

For QEYSSat, the overall performance of the first iteration of the streaming software
is insufficient as it does not consistently and reliably stream data to the AWG at 3.2
GB/s (corresponding to a 400 MHz repetition rate for the WCPS). While the consumer
is capable of providing the AWG full buffers, the producer cannot regularly produce full
buffers fast enough. This leads to a failure of the software to maintain a sustained minimum
throughput in excess of the baseline required rate that is necessary for the AWG - and by
extension WCPS - to operate correctly.

Open Question

When looking at the results in Figure 3.7 it is clear that the current methods used by
the read thread to parse the data file need to be revamped. Additionally, the read thread
performance is ultimately limited by the performance of the drive that is being read from.
However, as Figure 3.8 shows, when tested, the sequential read speed of the drive being
used should far exceed the requirements of QEYSSat. The testes drives sequential read
speed is 1.75 times greater than the QEYSSat requirement of 3.2 GB/s. So, then the
question arises how was the result in Figure 3.8 obtained?
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Figure 3.8: Result of running Crystal Disk software[46] on the control computer. The most
meaningful value in the image is the sequential read speed value, as this corresponds to
reading the streaming file from beginning to end continuously (no jumps).

3.4.2 Streaming Software Iteration 2

The previous section makes it clear that in order to reach the streaming requirement for
QEYSSat (3.2 GB/s) the read thread must be improved. An investigation into Crystal
Disk’s repository led to another repository from Microsoft, diskspd, that was used to actu-
ally measure the disks performance[40]. Subsequently investigating how diskspd works led
to careful refactoring of the streaming software to take advantage of more sophisticated IO
routines.

IO operations

For many programs, utilizing a programming languages abstraction of a read method is
sufficient. Little to no thought is given to what the operations associated with opening
and reading a file are actually doing. Most of the time, the default behavior of these
methods readily handles the requirements of the user. For example, calling a programming
languages open file function can be oversimplified to simply being asking the underlying
operating system to find the requested file and create a connection between the program
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and that particular file. There are various ways to specify how you want to open a file, for
what type of IO are you opening the file, the typical mode of accessing the file, security,
and miscellaneous other attributes[45]. For the streaming software, the most important
specifications are the type of IO, the mode of accessing the file, and one miscellaneous
attribute related to IO buffering. Breaking down these further, the two main types of IO
are synchronous and asynchronous. Similarly, there are two main types of access, random
and sequential. For buffering, the situation is a bit more complex but can essentially be
broken down into no buffering or buffered. Each of these will be examined in greater detail
in subsequent sections.

Also, it should be noted that while the underlying operating system has a definite
impact, I will do my best to avoid most of the details related to implementing the different
types of IO for a specific operating system. Instead, the focus will be on the concepts and
how they impact the performance of this piece of software. That being said, since I dealt
with a Windows operating system most of the sources I will refer to are from Windows
documentation.

Synchronous IO

As the default behavior of IO operations, synchronous IO has one key defining charac-
teristic. That is that the calling thread immediately waits for the read operation to be
completed before continuing. This is due to the interface between the process and the core
of the operating system, the kernel. In order for a process to obtain the data from the file
that is opened, it must continue to use the kernel as the intermediary. The kernel is then
responsible for retrieving the requested data from the designated piece of hardware[2].

While the kernel is busy executing the relevant tasks to complete the IO operation,
the calling thread is doing absolutely nothing. From an efficiency standpoint, this is sub
optimal for a multitude of reasons. Firstly, from the threads point of view, it could be
busy executing other tasks, or performing other computations whilst the kernel is busy
with the IO request. Secondly, from the drives perspective, it has to seek and retrieve
the requested data for each request. For synchronous IO this entire process executes and
then the drive stops ’working’. Every subsequent synchronous IO request then involves
stopping and starting the drive - regardless of the type SSD or HDD. Though for an HDD
it is easier to visualize since the actual disk head has to spin to the designated area - then
begin reading the contents - and then transmit the read data back to the kernel. This type
of inefficiency is somewhat mitigated through the use of cache and pre-fetch[1].

Caches are temporary data storage that are significantly faster than other types of mem-
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ory storage (i.e like that found in a hard drive). Cache’s contain a copy of the relevant data
and are checked before going to deeper into the hardware level and having the relatively
slow drive fetch more information[9]. Many systems employ multiple cache levels, which
are typically labeled 1 to N. Level 1, or L1, would correspond to the smallest but fastest
cache. N would be the slowest but biggest. In the case of three distinct cache levels, they
will be termed L1 - L3. To compare speeds, an L1 cache will typically be able to support
a bandwidth of 1TB[9]. An L3 cache will have a bandwidth of several hundred GB[9].
Compared above with the performance of a fast SSD of 5 GB/s the difference in speeds
is notable. A typical IO operation (or any kind of memory access for that matter) will
first check the differing levels of cache for the requested information. This is the subject of
cache friendly code, or cache coherency. Its main relation to IO is the use of pre-fetch[14].
Essentially, while accessing memory stored on a disk various algorithms are employed that
seek to predict - and do so with high accuracy - what information the process will likely
also request. For reading a file, an easy way to visualize this is that instead of reading
only 1 line of the file, the disk will instead read 3, and the information from the next 2
lines of the file will be cached. This is where the type of access for the file comes into
play. By specifying that a file will be accessed sequentially, the amount of data that can be
aggressively pre-fetched and subsequently cached increases[45][14]. Thereby reducing the
number of times the underlying drive has to spin up and retrieve the requested information
to complete a particular IO operation. If instead the file access was specified to be done
randomly, a different algorithm would be employed.

On top of cache’s IO operations are typically buffered at the system level[3]. This is
related to the idea of pre-fetch in the sense that the system has its own buffers, as does
the user. Essentially, the data coming directly from the disk is first brought to a system
buffer, and then to the user buffer. The intermediary step of using the system buffer is
not dissimilar from a cache - in the case of Windows it is actually a part of the file caching
process[1]. For large reads of a file, the cache can become cumbersome as the amount of data
requested exceeds the size of the cache. Therefore, not only is the disks overall movement
inhibited, the data the disk does retrieve is first cached once before being sent to the user
buffer. Ergo, the data is copied twice (once to cache, once to the user) each time this
cycle occurs. As hundred of thousands of request’s are made this will negatively impact
drive performance and overall performance of the overarching process. This inefficient
caching can be disabled in Windows through the use of the FILE FLAG NO BUFFERING
flag when opening the file[45]. However, additional constraints are imposed on the users
program to ensure proper operation. These constraints can be succinctly summarized in
the following way: all file access sizes must conform to disk characteristics. For the case
of Windows, this is encompassed through allocating memory in a particular fashion[42],
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Figure 3.9: An example of the general process of a synchronous IO call. Note that the
calling thread is immediately put into a wait state after issuing the IO request. All the
successive steps involved in completing an IO request from the kernel side - such as checking
cache’s - are done independently of the thread.

proper use of the overlapped structure[43], and obtaining the disk geometry via the correct
windows API such as IOCTRL DISK GET DRIVE GEOMETRY.

Asynchronous IO

Performing IO asynchronously is a more complex endeavor, as the calling thread is no
longer forced to wait for the IO operation to be completed. Therefore, the thread is free
to perform other operations. However, at the same time mechanisms must be integrated
to help keep track of each asynchronous IO request[42][40]. Furthermore, each IO request
must have a unique buffer to store the retrieved data after the request has been fulfilled.
Additionally, these buffers must remain available and unmodified throughout the dura-
tion of the request. The benefit of asynchronous IO is that the kernel and user process
can continue to operate pseudo-independently of each other. Therefore, the kernel can
now keep the underlying drive busy and mitigate the losses associated with the stop-start
cycle associated with synchronous IO. This is especially true in the case of direct IO in
conjunction with modern SSDs. In many cases, the underlying hardware is more than ca-
pable of exceptional performance but finds itself handicapped to a degree by the operating
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Figure 3.10: The only difference between synchronous and asynchronous IO is now the
calling thread is free to do other activities, which in the case of QEYSSat amount to
attempting to issue more IO request. There is additional complexity introduced by the
need to keep track of each IO call and the resources associated with it. Apart from that,
the steps involved are the same but by being able to issue more IO calls while the previous
ones are being completed the overall read throughput increases substantially.

system[54]. As for the most efficient set up, that is more of a test-and-check situation with
a particular drive as each drive will have its own sweet spot in regards to concurrent IO
requests and performance[33]. Lastly, a potential area for improvement is via thread prior-
ity. Each thread is assigned a priority, and higher priority threads get access to resources
first. In the case of Windows, this is broken down further between a process priority class,
and the threads priority class[10]. The only caveat is that when using the highest priority
classes, it is possible to get the operating system to ignore other very critical processes like
peripheral inputs. So, in almost every scenario it is correct to not use the highest priority
class unless interfacing directly with the hardware for brief periods of time.

Streaming Software Iteration 2 Implementation

From the first to the second iteration of the streaming software, the main change is switch-
ing from synchronous to asynchronous IO. This involved a non-negligible refactoring of
the software to accommodate OS specific calls and structures. Additionally, direct IO was
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used in conjunction with specifying sequential access. While specifying a sequential scan
of the file in conjunction with direct IO would appear to be mutually exclusive as the user
process is in charge of the buffering, there are still cached process that may be impacted by
specifying sequential access[3][14]. The abstracted buffer manager class was also adjusted
to include an event handle to be associated with the asynchronous IO request, and four
individual buffers were consolidated into one large buffer whose size was increased to be 2
blocks or 16 MiB. Now the portions of data corresponding to each channel of the AWG are
maintained by pointers to specific offsets in the buffer. Only four pointers are used, and
the pointers are incremented and reset as needed. This also means that the IO request
sizes have doubled from the previous implementation, and the number of read calls have
decreased by a factor of 8. In summary:

1. Synchronous IO −→ Asynchronous IO

2. Buffered IO −→ Direct IO

3. 8 MiB buffer (1 packet per channel) −→ 16 MiB buffer (2 packets per channel)

4. Refactoring buffer manager class

As far as the software execution, the read thread now primarily submits IO requests to
the kernel. The stream thread now checks the status of the request, and if unfulfilled with
no errors waits for it to be completed. This is to ensure the packets are streamed in-order
as there is no guarantee as to the order the kernel will choose to fulfill the IO requests.
Before entering the producer-consumer set up, an initial burst of IO requests is made to
the kernel - with the same goal to initially start in a scenario where the buffers are primed
and ready to be streamed immediately.
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Figure 3.11: As in the previous section, this flow chart represents an overview of the soft-
ware’s execution steps. The increased complications from using asynchronous IO can be
seen visually with the changes in the number of steps each thread is completing. Further-
more, the initial filling of the buffers is now instead a burst of IO requests for the system.
The goal is then to sustain a finite amount of IO requests to ensure the drive works con-
tinuously.
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Results

Figure 3.12: As before read only and stream only refer to a particular mode of operation for
the streaming software. In this case, various file sizes were used to test how the streaming
software behaves when operating for longer periods of time.

The results of Figure 3.12 show a clear improvement to the streaming software per-
formance and stability. The longest satellite pass times correspond to a file size of ≈ 200
GB. The last column in the table shows the ability of the streaming software to reliably
meet this target. That being said, the first trial for each file size was, for the larger file
sizes, notably different than its peers. This could be from a multitude of parameters, from
variations in the number of outstanding IO requests[33] to the nature of IO operations
itself. As the software is still multi-threaded the read thread is relegated to simply issuing
IO requests while the streaming thread handles the decision making depending on the sta-
tus of each IO request. There could be some inefficiencies there, since IO is ultimately a
serialized operation which could impede a multi threaded approach. This is the most likely
case as once the threads are consolidated, streaming a 234 GB file 5 times - see Table 3.1
- showed very little fluctuation in comparison to these results.
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Reevaluation of software implementation archetype

The producer-consumer problem archetype that was applied to create the streaming soft-
ware is more suited to a scenario that uses a working buffer[19]. In the case of the streaming
software each buffer is either full and ready to be pushed to the AWG, or empty and being
handed off to the kernel as part of an asynchronous IO request. Furthermore, the read
thread is now significantly faster than the stream thread. So much so, that the read thread
is predominately idle while it waits for the empty semaphore to be incremented. Addition-
ally, the streaming thread will wait for the IO request to be completed before pushing any
packets. Previously, it was stated that the ”buffer” was effectively the sum total of each
buffer manager’s buffer. Then the producer can be thought of as filling a particular amount
of the buffer and the consumer empties a particular amount of the buffer. Each of these
processes occurs at a different rate. The producer’s rate is ultimately limited by the drive
performance, which is now operating around the manufacturer specified maximum rate of
5.0 GB/s. The consumer is operating at a rate specified by the AWG, which as a baseline
will be 3.2 GB/s. Each process ends when the file has been read entirely. With these
parameters in mind, this situation can be viewed as draining a reservoir with the help of a
smaller tank. Filling up the tank is the job of the producer, and emptying the tank is the
job of the consumer. The tank is the buffer. Once the reservoir is depleted, the problem is
solved. As seen in Figure 3.13, the tank is almost always full, and any time the consumer
empties a portion of the tank it is immediately filled by the producer. Furthermore, the
producer is eventually forced to operate at the same rate as the consumer. Altogether, the
need for the tank is dubious at best, and it turns out that it can be removed. In other
words, the producer-consumer problem is no longer applicable, and its original application
to an IO bounded problem was incorrect. The last major change to the streaming software
was to consolidate the producer and consumer threads, and as shown in Table 3.1 the
results are effectively the same as before with the added bonus of reducing the software’s
complexity.
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Figure 3.13: A diagram explaining the above metaphor of a reservoir and a tank. Water
from the reservoir (or data from the file) is taken and temporarily stored in a tank (labeled
as buffer in the diagram) with 8 subdivisions - one for each buffer manager. When one
managers buffer is sent to the AWG, it is immediately queued up to be refilled, and the
overall tank never falls below 87% full. As this process continues to repeat endlessly until
the reservoir there is no real need for a tank and instead the reservoir could be drained
in one continuous path without a tank. Due to the difference in pipe sizes (speed of the
read versus stream thread) eventually the entire process runs at the slower rate. This
can actually be directly observed by observing the drive IO rate via a resource manager.
Initially the IO speed is very high, but eventually it matches the streaming thread.
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Figure 3.14: Streaming software output example. Corresponds to running the the second
iteration of the streaming software. Captured with an oscilloscope.

Streaming
3.199
3.206
3.206
3.206
3.206

Table 3.1: A small experiment where a 234 GB test file was streamed after consolidating
the threads to ensure streaming software functioned as expected. Corresponds to the above
image of the streaming output. Meant to verify the streaming operates as expected post
consolidation. Thread consolidation has not only produced results that are consistent
with the previous multi-threaded approach but also improved the software by decreasing
complexity and improving stability.

3.5 Outlook

Iteration one of the streaming software was based off of modeling the problem as a producer-
consumer type. The read thread (producer) was responsible for parsing the data file
quickly enough for the streaming thread (consumer) to send to the AWG. However, the
average performance of the read thread hovered just above the required rate for streaming.
This implied that the minimum rate of the producer would fall below the specified rate.
The result of this shortcoming translated to erratic behavior of the AWG output that is
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succinctly captured in the variability of streaming rates visible in Figure 3.7, provided the
device did not throw an error.

Iteration two addressed this by changing the parameters involved for reading the file.
The use of asynchronous and direct IO substantially improved the read thread performance
as well as the overall streaming performance. Now, the streaming software was able to run
consistently and reliably at the baseline rate required by QEYSSat, 3.2 GB/s, which was the
ultimate goal of this project as shown in Figure 3.12. Additionally, the software complexity
was able to be reduced by reevaluating the need for a producer-consumer implementation.
Applying the producer-consumer model to this problem was incorrect for one main reason.
The streaming software is ultimately an IO bounded problem. Using multiple buffers,
threads, and constructs cannot overcome the IO performance of the software by itself. It
can mitigate any minor variations in the read speed by having other buffers ready to be
used but that solves nothing if all the buffers end up empty after a few seconds of operation.
At that point the software is basically using one buffer, which ended up being the case for
the first iteration.

To keep the software performing correctly, care should be taken to keep the SSD drive
used relatively empty as IO performance degrades as less memory is available[47]. As a
preliminary to attempting to drive the WCPS at faster rates, the sample rate of the AWG
was increased and the streaming performance evaluated. A performance degradation in the
streaming was observed around 480 MS/s when operating the streaming software in stream
only mode. This would correspond to a throughput around 3.8 GB/s. As the connection
between the controlling PC and the AWG is a 8 lane gen 3 PCIE capable of operating
at rates up to 7.88 GB/s[50], the data transfer rate did not appear to be the problem.
Additionally, as the data was pre-made fake data living in the processes RAM - which
has transfer speeds exceeding 10 GB/s, that would also appear to not be the problem.
Therefore, it is my opinion that the problem is more subtle and deals with the drivers
of the AWG itself. This question was raised to the manufacturer and the investigation is
ongoing. However, as for the baseline requirements for QEYSSat are concerned, this is not
a problem and the streaming software should work as expected.

A brief note on data storage. It was previously mentioned that over a terabit of random
bits are needed to generate all the WCP states. As the WCP states are stored in each nib-
ble of a byte, that data file has a size of ≈ 500Gb. The streaming states are all expressed
with 16 bit precision for each of the four components of a WCP state implying file sizes
over a terabyte. Storing the streaming data file for a year, assuming at least 1 pass per day
would take at least 365 TB. However, any particular streaming file can be recovered from
the conversion script responsible for transforming WCP states to AWG samples. Therefore,
the only file that is absolutely needed to be kept long term is the WCP states definitions

74



file. This would greatly lower the amount of data storage associated with QEYSSat. Of
course, any kind of storage should not involve the SSD used to stream the data for the
reasons described in the preceding paragraph.

Apart from addressing the previously mentioned throughput cap of≈ 3.8 GB/s, another
avenue to pursue would be working with the manufacturer to implement a jump table 2

for the hardware. The reason to do this would be to reduce the amount of information
necessary to output 1 sample. For instance the four polarization states could adequately
be represented in 2 bits. Each combination of those 2 bits would correspond to a specific
voltage output. Now, what previously took 16 bits to accomplish is done with 2. This
would enable the current iteration of the streaming software to drive the WCPS at rates
approaching and potentially exceeding a GHz.

2A jump table is a series of instructions conditioned on some value. Essentially, an optimized switch
statement
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Chapter 4

Conclusion and Outlook

This thesis had two main focuses driven to accommodate two facets of the QEYSSat
mission. The first, described in chapter 2, deals with the design of a time of arrival
QRNG. While the original scheme has fairly good min entropy as shown in Figure 2.10,
it nonetheless could not produce certifiable random bits. This led to implementing an
extractor in order to produce ’good’ random bits. As there is no physical implementation,
the rate of this generator is below the QEYSSat requirement and instead the true random
bits are used to seed a fast CSPRNG as an intermediary solution for the QEYSSat ground
station. The post processing scheme presented is flexible and can be used with a system
having 1 to n SPADs. Additionally, real time corrections to the characteristic curve at
the heart of the algorithm can occur as desired. One possible way to do this would be
to monitor the min entropy of the QRNG, and upon hitting a threshold recreate/update
the characteristic curves. Overall, this algorithm is simple needing only time tags and the
resolution of the tagging equipment to operate properly.

Possible improvements can be found by differentiating real counts from noise, whether
that noise be from dark counts, after pulses, or cross talk (in the case of an array of
detectors). By characterizing the influence of these device imperfections on the resultant
measured distribution they could be subsequently mitigated. This could be done by either
filtering these malignant counts or by instead looking to minimize the distance between
the measured and theoretical distributions. Additionally, from the perspective of purely
increasing a potential devices throughput, a hybrid algorithm implementing both a time
of arrival and spot of arrival algorithm could be used. It would also be interesting to see if
these two degrees of freedom (spatial and temporal) could be exploited in parallel without
introducing unwanted correlations in the output stream of random bits.
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With a source of random bits in hand, the emphasis shifts to instead producing the
random states necessary. This is inherently dependent on the type of source used, and for
the WCPS used in the QEYSSat mission, an AWG was necessary. The AWG controlled
the electrical signals that would drive the production of these random states in the correct
order. Due to the volume of non repeating states being transmitted in a typical run of the
protocol (one satellite pass), the ability of the AWG to accept live data being streamed to
it was necessary. This also entailed being able to stream the data to the AWG fast enough,
which was the subject of chapter 3. Originally, the problem was viewed as a producer-
consumer archetype, and this was shown to be inefficient in Figure 3.7. From there the
streaming software implementation archetype was reevaluated and instead came to be seen
as purely an IO problem. This led to refactoring the software to include more sophisticated
IO routines which were more than sufficient to meet the rate required by QEYSSat. Future
improvements would be centered on the involved hardware, or decreasing the amount of
information that needs to be streamed. Both of these would involve working with the
manufacturer on the streaming capabilities of the AWG.
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APPENDICES

.1 SPAD Camera

To test the QRNG, data was collected from a SPAD camera containing an 8x8 array of
SPAD’s from Micro Photon Devices (MPD). Only information pertaining to the Photon
Detection efficiency and Dark Count Rate was made available.
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Figure 1: While most pixels have roughly a hundred dark counts, pixel 3 and 31 have
substantially higher DCR of several thousand kHz.
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.2 Characteristic Curve

Pixel 31 characteristic curve values, and bins, detailed below to clarify the adjustable as-
pect of the QRNG bins. The characterization curve does not explicitly store the values of
0 and∞, as any delta that is not greater than the first bin edge belongs to the zeroth bin.
Likewise, a delta that is not less than any bin edge belongs to the last bin.

Table 1: Characterization Curve Values for Pixel 31

Bin Edge Bin Bin Width

1.422 µs (0, 1.422 µs ) 1.422 µs
2.785 µs (1.422 µs, 2.785 µs) 1.363 µs
4.138 µs (2.785 µs, 4.138 µs) 1.353 µs
5.571 µs (4.138 µs, 5.571 µs) 1.432 µs
6.979 µs (5.571 µs, 6.979 µs) 1.409 µs
8.408 µs (6.979 µs, 8.408 µs) 1.428 µs
9.824 µs (8.408 µs, 9.824 µs) 1.417 µs
11.339 µs (9.824 µs, 11.339 µs) 1.515 µs
12.840 µs (11.339 µs, 12.840 µs) 1.501 µs
14.301 µs (12.840 µs, 14.301 µs) 1.460 µs
15.849 µs (14.301 µs, 15.849 µs) 1.549 µs
17.305 µs (15.849 µs, 17.305 µs) 1.455 µs
18.893 µs (17.305 µs, 18.893 µs) 1.588 µs
20.542 µs (18.893 µs, 20.542 µs) 1.649 µs
22.161 µs (20.542 µs, 22.161 µs) 1.619 µs
23.765 µs (22.161 µs, 23.765 µs) 1.604 µs
25.416 µs (23.765 µs, 25.416 µs) 1.651 µs
27.094 µs (25.416 µs, 27.094 µs) 1.678 µs
28.745 µs (27.094 µs, 28.745 µs) 1.652 µs
30.477 µs (28.745 µs, 30.477 µs) 1.730 µs
32.222 µs (30.477 µs, 32.222 µs) 1.745 µs
33.989 µs (32.222 µs, 33.989 µs) 1.767 µs
35.783 µs (33.989 µs, 35.783 µs) 1.793 µs
37.689 µs (35.783 µs, 37.689 µs) 1.906 µs
39.561 µs (37.689 µs, 39.561 µs) 1.872 µs
41.565 µs (39.461 µs, 41.565 µs) 2.004 µs
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Bin Edge Bin Bin Width

43.601 µs (41.565 µs, 43.601 µs) 2.036 µs
45.711 µs (43.601 µs, 45.711 µs) 2.110 µs
47.832 µs (45.711 µs, 47.832 µs) 2.122 µs
50.083 µs (47.832 µs, 50.083 µs) 2.250 µs
52.378 µs (50.083 µs, 52.378 µs) 2.295 µs
54.694 µs (52.378 µs, 54.694 µs) 2.316 µs
56.935 µs (54.694 µs, 56.935 µs) 2.219 µs
59.348 µs (56.935 µs, 59.348 µs) 2.434 µs
61.761 µs (59.438 µs, 61.761 µs) 2.413 µs
64.575 µs (61.761 µs, 64.575 µs) 2.813 µs
67.203 µs (64.575 µs, 67.203 µs) 2.628 µs
69.914 µs (67.203 µs, 69.914 µs) 2.711 µs
72.974 µs (69.914 µs, 72.974 µs) 3.060 µs
76.109 µs (72.974 µs, 76.109 µs) 3.135 µs
79.377 µs (76.109 µs, 79.377 µs) 3.268 µs
82.819 µs (79.377 µs, 82.819 µs) 3.441 µs
86.435 µs (82.819 µs, 86.435 µs) 3.616 µs
90.128 µs (86.435 µs, 90.128 µs) 3.693 µs
93.910 µs (90.128 µs, 93.910 µs) 3.782 µs
97.967 µs (93.910 µs, 97.967 µs) 4.057 µs
102.409 µs (97.967 µs, 102.409 µs) 4.442 µs
106.984 µs (102.409 µs, 106.984 µs) 4.575 µs
111.821 µs (106.984 µs, 111.821 µs) 4.834 µs
117.166 µs (111.821 µs, 117.166 µs) 5.345 µs
122.823 µs (117.166 µs, 122.823 µs) 5.657 µs
128.775 µs (122.823 µs, 128.775 µs) 5.952 µs
135.283 µs (128.775 µs, 135.283 µs) 6.509 µs
142.482 µs (135.283 µs, 142.482 µs) 7.199 µs
150.147 µs (142.482 µs, 150.147 µs) 7.665 µs
159.062 µs (150.147 µs, 159.062 µs) 8.915 µs
169.542 µs (159.062 µs, 169.542 µs) 10.480 µs
181.030 µs (169.542 µs, 181.030 µs) 11.489 µs
194.732 µs (181.030 µs, 194.732 µs) 13.702 µs
211.962 µs (194.732 µs, 211.962 µs) 17.230 µs
233.836 µs (211.962 µs, 233.836 µs) 21.873 µs
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Bin Edge Bin Bin Width

264.352 µs (233.836 µs, 264.352 µs) 30.516 µs
317.619 µs (264.352 µs, 317.619 µs) 53.267 µs
∞ (317.619 µs, ∞) ∞

89


	Author's Declaration
	Statement of Contributions
	Abstract
	Acknowledgments
	List of Figures
	List of Tables
	Introduction
	Thesis Overview
	Statistical Background
	Background
	Quantum Key Distribution
	BB84 Protocol

	Randomness
	Entropy
	Quantum Key Distribtuion and Weak Coherent Pulse sources


	Arrival Time Quantum Random Number Generator 
	QEYSSat Requirement
	"Time of Arrival" QRNG
	Implementation
	Post Processing algorithm
	Initial Results

	Implementing Randomness Extractor
	Min Entropy
	Toeplitz Extractor

	Results
	Characterization Curve and Quantile Function

	Outlook
	Improvements


	High-Speed Streaming Software 
	QEYSSat Requirement
	Arbitrary Waveform Generator Overview
	Arbitrary Waveform Generator

	Streaming Overview
	QEYSSat WCPS
	Streaming File Format

	Streaming Software Implementation
	Streaming Software Iteration 1
	Streaming Software Iteration 2

	Outlook

	Conclusion and Outlook
	References
	APPENDICES
	SPAD Camera
	Characteristic Curve


